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Abstract

This report evaluates possibilities to combine volumetric ultrasound (us) data to-
gether with the recent work published on advanced skin rendering techniques.
We focus mainly on how to filter us data and localize surfaces within us data.
We also evaluate recent skin rendering techniques in order to have a good under-
standing of what is needed from the us for rendering realistic skin. us data is
acquired using sonography and have a low signal-to-noise ratio by nature, this
makes it harder to extract surfaces compared to other medical data acquisition
methods such as ct and mr.

This report present an algorithm which implements a variational classification
technique to emphasize surfaces within us and using a rbf network to fit an
implicit function to these surfaces. Using this approach presented we have suc-
cessfully extract smooth meshes from the noisy us data.
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1
Introduction

Ultrasound imaging has long been the examination method of choice when it
comes to examine fetuses within pregnant women wombs since the low health
risk in comparison to other types of modalities such as ct [Lev10, CCM10] and
mr [dVOF+06]. Advancements in ultrasound technologies has allowed for more
and better data to be acquired during an examination and it is getting more com-
mon with volumetric output. Volumetric data acquired from us differs from
other three-dimensional acquisition methods such as ct and mr, surface visu-
alization techniques developed from those will can not be applied directly on us
data with satisfying results.

Another industry where three-dimensional computer graphics are used is the
gaming and the movie industry where advanced photo-realistic rendering tech-
niques are needed to display contents with very high realism. One research area
from the game and movie industry that is interesting for us is skin and face ren-
dering which have lately produced some very realistic renderings [Deb12, dLE07,
Mik10, JWSG10].

The aim of this project is to explore the possibility to use data acquired from
ultrasound examinations together with realistic skin rendering techniques to ren-
der three-dimensional models of babies with high realism. In order to do this we
need to have a good understanding of how skin rendering techniques work and
what these techniques requires as input to be able to create a visually appealing
output. The main part of this project will focus on us and exploring methods to
prepare us data for use together with these skin rendering techniques.

We will begin with a background chapter with a section briefly describing the
anatomy of human skin and a brief description on some of the recent published
skin rendering techniques. The chapter continues with an introduction to us
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2 1 Introduction

which helps to understand the problems and challenges with us visualization.
The background chapter ends with a section describing various surfaces recon-
struction techniques, both based on us and point cloud data. The background
chapter is followed by a chapter describing the implemented algorithm, this sec-
tion is split up into two sections. One section describing a variational classifi-
cation filter for the us data and one section describing the implementation of
an algorithm to fit a surface onto the filtered us data. In the results chapter we
display results from both sections and discuss different time and memory com-
plexities of the implemented algorithms. The report ends with a conclusion and
future work chapter with discussion of known drawbacks and restrictions of the
current implementation and possible improvements that could be done in future
work.



2
Background

2.1 Skin Shading

Human skin is a multi-layer structure that is built up by several components
including cells, fibers, veins etc. Some of the light rays that hit the surface will be
directly reflected but most of the rays will enter into the skin and scatter while
traveling through the layers until it exits at another point close to the entry point.
Creating a rendering algorithm that simulates this behavior is hard. In addition
we humans are very common to see skin and could easily spot errors in a human
skin rendering if it is incorrect. In order do render human skin realistically we
need to have basic understanding of the different layers of skin and what happens
to the light within these layers.

In figure 2.1 we can see how a slice of skin could look like. The anatomical struc-
ture of skin and its optical properties are described in detail in a technical report
by Igarashi et al. [INN05], in order to understand skin rendering we need to have
a basic understanding of these optical properties. There are three main layers,
epidermis, dermis and hypodermis (subcutis). The epidermis is the outermost
layer and has an average thickness around 0.2 mm. This layer has no veins nor
capillaries which basically make light travels in a straight line. Under the epider-
mis we have the layer dermis, this layer is thicker than the epidermis and varies
between 1 - 4 mm depending on the location on the body. The composition of
the dermis layer is quite different than the epidermis, the dermis consist mainly
off nerve fibers, blood vessels, water and cells. There are more optical interaction
within the dermis compared to the epidermis. Light rays will reflect and scatter
differently depending on how they hit the nerve fibers, blood vessels etc. The
third layer is the hypodermis, not much light reaches this layer since most light
is reflect back towards the skin surface within the dermis and epidermis layers.

3



4 2 Background

Figure 2.1: A close up on human skin with its different layers and compo-
nents. (Image form Wikipedia)
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2.1.1 Subsurface Scattering

To model light interaction with non-translucent materials it is common to use
a Bidirectional Reflectance Distribution Function (brdf). A brdf defines how
much of the light that hits an infinitesimal point x from direction ωi is reflected
in outgoing direction ωo. A brdf assumes that light hits and leaves the surface
at the exact same location and which means it can not simulate light transport
within translucent materials. In order to simulate light transport in translucent
materials we can use a Bidirectional Scattering Surface Reflectance Distribution
Function (bssrdf).

brdf ∶ fbrdf (ωi , ωo,x) (2.1a)

bssrdf ∶ fbssrdf (xi, ωi ,xo, ωo) (2.1b)

The bssrdf defines what happens to the light that enters the surface at a point
xi from direction ωi and leaves the surface from point xo in direction ωo. To
calculate the total amount of light that leaves at a point xo in the direction ωo we
need to consider all possible incoming directions at all possible positions giving
us the double integration equation:

Lo(xo, ωo) = ∫
A

∫
Ω

fbssrdf (xi , ωi , xo, ωo)Li(xi , ωi)(n ⋅ωi)dωidA(xi) (2.2)

Since equation (2.2) requires an infinite number of points and directions and are
self-recursive we can not solve it numerically so amodel is needed to approximate
it. In 2001 Jensen et al. introduced a dipole diffuse approximation [JMLH01]
which models the bssrdf as

fbssrdf (xi, ωi ,xo, ωo) = 1

π
Ft(xi , ωi)R(∣∣xi − x0∣∣)Ft(xo, ωo) (2.3)

where Ft represents the Fresnel term at a certain point and R(r) represents the
diffusion profile of the material. The diffuse profile R(r) approximates how the
light is scattered within the surface where r is the distance between the entry
and exist points and example of a diffusion profile is shown in figure 2.2 One
can see the diffusion profile as how light that hits an infinitesimal point on a
surface creates a glow around the entry point where the glow decreases as the
distance from the entry point is getting bigger. Different materials has different
reflectance for different wavelength as modeled in figure 2.2b. The techniques
presented by Jensen et al. has been used to render human faces with quite long
rendering times. In 2007 D’Eon et al. presents a method which manage to render
human skin in real-time based on the dipole diffusion approximation [dLE07].
Their method is based a combination from different offline subsurface scattering
techniques. They are approximating the dipole diffusion profile using a sum of
Gaussians and it is designed for GPU rendering of high resolution meshes with
textures and much of the details comes from textures and normal maps.

D’Eon et al. start by render the irradiance of the surface into a offscreen texture.
They store the irradiance in texture-space which means They transform all their
vertices in the vertex shader into the uv texture coordinates. In the fragment
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Figure 2.2: Diffusion profile

shader they compute the irradiance for each texel and for each light source using
a Fresnel term.

D’Eon at al. shows that R(r) in equation (2.3) can be approximated using a sum
of Gaussians:

R(r) ≈
k

∑
i=1

wiG(vi , r) (2.4)

G(v, r) = 1

2πv
e
−r2
2v (2.5)

The term v in equations (2.4 , 2.5) is selected such that energy is preserved:
∞

∫
0

2πrG(v, r)dr = 1 (2.6)

The Gaussian kernel has some nice properties which can be utilized to speed
up the calculations. The Gaussian kernel is separable, meaning we only need to
perform two one-dimensional convolution instead of one two-dimensional convo-
lution which decreases the amount of operations needed by quite a lot. An other
property of Gaussian kernels is that convolving two kernels creates a new kernel.
This properties makes it possible to perform convolution on an already convo-
luted image with small kernels that would have been the same as to convolute
the original image with a larger kernel.

D’Eon et al. are using a sum of six kernels in their solution. They start by con-
voluting the original texture T using a kernel with seven entries with a variance
of one and store the resulting texture Td0 in texture memory. The next step is
to create the next texture Td1 by perform convolution on Td0. The procedure is
continued until we have created texture Td5 by convoluting Td4.

When all six diffused textures are complete they are combine into one texture
using the sum defined in equation 2.4. wi is set to a triplet of spectral values
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(representing RGB color) and normalize them to white so that the final skin tone
is preserved. To specify the color of the skin they define the material such that it
only absorb light at the entry and exit point. One can either multiply the incom-
ing radiance at the entry point with the skin color, a method called pre-scattering,

dif f useI rradiance = I rradiance ⋅ skinColor (2.7)

or one can multiply the outgoing radiance at the exit point, called post-scattering.

f inalDif f useColor = ScatteredRadiance ⋅ skinColor (2.8)

The pre-scattering method has the drawback that it removes high-frequency de-
tails of the skin. While the post-scattering methods retains high-frequency de-
tails it does not contain any color bleeding as the pre-scattering does. D’Eon et al.
solution is to use a mixture of the both methods:

dif f useI rradiance = I rradiance ⋅ skinColormixRatio (2.9a)

f inalDif f useColor = ScatteredRadiance ⋅ skinColor1−mixRatio (2.9b)

A mix ratio equals to zero would give us pure post-scattering and a mix ratio
equals to one would give us a pure pre-scattering. Chappuis [Cha11] have suc-
cessfully implemented the method described in [dLE07] and are using a mix ratio
equals to 0.5 with good results.

So far only light rays that exists the skin at a point close to the entry point has
been taken into account, the light rays that shines through an object, such as ears
and nostrils, have to be handle separately. D’Eon et al. using translucent shadows
map [DS03]. Translucent shadow maps are similar to shadow maps which stores
the distance between lit fragments and the light source in a depth texture. In
addition to the depth texture translucent shadow maps also stores the amount of
light that penetrates the object at that position.

A drawback with d’Eon et al. approach is that it has to perform subsurface
scattering calculations for all texels, even those who are not actually visible on
the screen. In 2010 Morten S. Mikkelsen presented an algorithm that using
Pseudo-Separable Cross Bilateral Filtering [Mik10] which moves the calculation
from texture-space to screen-space by utilizing depth peeling. They render the
scene and stores the irradiance in several rendertarget, one for the closes frag-
ment along each view-ray, another for the second closes fragment and so on. In a
two-pass post processing fullscreen filter they combine these rendertargets into
a radiance map. Mikkelsens approach supports any type of light source while
d’Eon’s approach supports only positional and directional lights.

2.2 Ultrasound Imaging

Ultrasound Imaging, also known as Sonography, is a data acquisition method
that utilizes the physics of acoustics. A transducer sends high frequency sound
waves into the body and as they hit different types of tissues the sound waves are
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partially reflected back as echoes. By evaluating the intensity of the echoes and
the time it took for the echoes to get back to the transducer we can translate the
echos into information of the structure of the tissues.

Figure 2.3: A two-dimensional us image of the face of a fetus

Depending on the transducer, the output data is either two-dimensional (an im-
age) or three-dimensional (a volume). To get a two-dimensional image a trans-
ducer with an one-dimensional array of us sender/receivers is most commonly
used. The output of such a setupwill look like figure 2.3. To get three-dimensional
data from our transducers there exist different approaches. One approach is
to have a one-dimensional array of sender/receivers mounted on a mechanical
head that shift the directions of the sound waves. A similar approach uses a
one-dimensional array of sender/receivers but have sensor to record the orien-
tation and position of the transducer. A third approach is to use a transducer
designed for three-dimensional acquisition that extends the one-dimensional ar-
ray of sender/receivers into a two-dimensional array. The first two approaches
needs to capture several two-dimensional images and composite them into a
three-dimensional volume whilst the third approach can capture a complete vol-
ume in just one sweep. More information about us acquisition is discussed in
Karadayi et al. paper [KMK09].

It exists both benefits and drawbacks with the use of us in favor of other exami-
nation methods such as ct and mr. Both ct scanners and mr scanners are very
large and stationary in special rooms while us devices are smaller and allows for
easy transportation between rooms. Sizes of moveable us devices ranges from
sizes of a large computer with screen located on a trolley to devices of the size
of a modern mobile phones[Hea10]. Furthermore the us examination does not
expose the patient of any radiation as with ct nor is any injection of contrast
media needed as with mr which makes us the examination method of choice for
examine the fetus in a pregnant women. Data acquired from us exams are quite
different from data acquired from ct and mr. In ct and mr voxel values rep-
resents the density of tissue at that location and a group of voxels with similar
voxel values are likely to be the same object while in the us data high voxel value
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represent borders between two tissue types. The us data also has a lower signal
to noise ratio then ct and mr data which strongly affects visualization methods.
For example we can have some tissues occluding other tissues which causes an
artifact related to shadows. us impulses are most often only sent in one direc-
tion which makes it easier to spot tissue boundaries that are orthogonal to the
impulse direction and in some cases it may look like holes in the tissue where
the boundary is parallel to the impulse direction. Another type of noise in us is
speckle noise which we can see an example of in figure 2.4.

Figure 2.4: Two-dimensional us image with speckle noise marked in red

The noise inus has different impact depending on if we are applying two-dimensional
or three-dimensional visualization techniques. For example speckle noise, some
speckle noise can be accepted on two-dimensional images whereas in three-dimensional
visualization speckle noise can occlude the object of interest and will therefore
affect the visual output much more.

2.3 Surface Reconstruction

In volume visualization we often want to visualize the border between two tissue
or the surface of an object. For volumes where objects are represented by voxels
with similar values as in ct andmrwe can extract an iso surface using the March-
ing Cubes algorithm [LC87]. But for us data where we have more noise and voxel
values along object boundaries may vary quite a lot we need some other methods
to visualize surfaces.

2.3.1 Variational classification

In 2001 Fattal and Lischinski presented a technique for surface visualization
where they construct a new volume in which voxels are zero unless they are close
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or on surface boundaries [FL01]. For an input volume v they want to find a vol-
ume u which minimizes the function F(v, u) (equation 2.10). In figure 2.5 we see
two slices of volumetric us data before and after variational classification.

Figure 2.5: Surface detection using Variation Classification [FL01]

F(v, u) = αFiso + βFtan + γFind (2.10)

F(v, u) consists of three terms, namely Fiso,Ftan and Find . The authors designed
Fiso so that u will go to zero where v deviates from the user-specified iso-value
viso. To reduce the impact of noise we blend the value from v with a value from
low-passed filtered volume ṽ.

Fiso = u

∣∇v∣2 + ǫ (ω∣v − viso ∣
2 + (1 −ω)∣ṽ − viso ∣2) (2.11)

The term Ftan is present to control the gradient direction of u to be as parallel to
ṽ as possible. A higher value of β will increase the impact of Ftan but might cause
oversmoothing and remove high frequency details.

Ftan = (∇ ×∇ṽ) ⋅ (∇u ×∇ṽ) (2.12)

The terms Fiso and Ftan allows for a trivial solution u = 0, eg. an empty volume.
To prevent this the authors introduced the term Find to pull the value of u to-
wards uind where the gradient of v is large. How much the gradient will effect u
is controlled with δ. δ has to be a value greater or equal to zero and lower than
one. If δ is set to exactly one we will allow for a trivial solution u = uind , eg. all
voxels takes the value uind .

Find = (δ + (1 − δ)∣∇v∣) (u − uind) (2.13)

2.3.2 Radial Basis Function Network

Radial Basis Functions networks have its origins in artificial neural networks
and are used in various areas where interpolation and approximation of data
is needed. Applications of RBF Networks are for example ocean depth mea-
surements, geophysics, weather forecasting and lately surface reconstruction and
mesh repair. It was first presented by Broomhead and Lowe in 1988 [BL88] for
applications like speech recognition and signal processing. The goal of a Radial
Basis Function network is to find a continuous function S(x). Given a finite set
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X ∈ Rn of N points we want define S(x) such that

S(xi) = fi i = 1,2, ..., N (2.14)

for all x ∈ X where fi is a predefined scalar value. For all other points (x ∉ X) we
want S(x) to interpolate between the known values. Broomhead and Lowe does
this by defining S(x) as a spline with N kernels as

S(x) =
N

∑
i=1

λiφ(∥ xi − x ∥) (2.15)

where ∥ ⋅ ∥ is the Euclidean norm of a vector, φ is a basis function and λi is the
(yet) unknown weight for that kernel. The choice basis function φ will effect on
how values at points between kernel centers are interpolated and popular choices
are listed in table 2.1.

Name φ(r)=
Thin Plate Spline r2 log r

Biharmonic r

Triharmonic r3

Gaussian e−cr
2

Multi Quadric
√
1 + cr2

Inverse Multi Quadric 1√
1+cr2

Wendalands Compactly Supported RBF (1 − r)4(4r + 1)
Table 2.1: Various choices for basis functions

By inserting the conditions from equation 2.14 into equation 2.15 we get the fol-
lowing linear system:

⎡⎢⎢⎢⎢⎢⎣
f1
⋮
fN

⎤⎥⎥⎥⎥⎥⎦
=
⎡⎢⎢⎢⎢⎢⎣

A11 ⋯ AN1
⋮ ⋱ ⋮

AN1 ⋯ ANN

⎤⎥⎥⎥⎥⎥⎦
⎡⎢⎢⎢⎢⎢⎣

λ1
⋮

λN

⎤⎥⎥⎥⎥⎥⎦
(2.16)

where Aij = φ(∥ xi − xj ∥), λi is the yet unknown weight for kernel i and fi is
the expected function value at xi . Since λ is our unknown variable we want to
rewrite equation (2.16) to have λ alone on one side. By multiplying both side
with A−1 we get A−1Aλ = A−1f and since A−1A = I we get λ = A−1f .
Radial Basis Function networks can be used to approximate an implicit surfaces
where S(x) will be the signed distance function and the set X is known points on
the surface and close to the surface. A signed distance function is a function that
is zero at the surface and all other points is the distance to the closest point on
the surface, positive distances means that we are outside the object and negative
distances means we are inside the object. To be able to fit S(x) to a surface with a
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lot of curves and features we are going to need a very large set X of points which
will be impractical both in memory usage and time complexity.

Implementing a direct solution to solve the linear system is in theory relatively
easy, there exist many open source linear algebra libraries. But using non-custom
approaches are very costly and as N groves large we will soon run in to problems.
There are two main areas where problem arises, the first is that memory and
time needed during the λ fitting process is of O(N2) and O(N3) complexities
respectively. The second problem arises when the weights λ are fitted and we
need to evaluate S(x) at M points uniformly distributed in three-dimensional
space (for example to extract a surface). Since equation 2.15 loops over all kernels
evaluation at one point are going to be of O(N) time complexity and O(MN) for
M points.

Carr et el. published a paper in 2001 presenting an algorithm that allows Radial
Basis Functions networks to reconstruct a three-dimensional surfaces from a sets
of surface points [CBC+01] that is needs of only O(N logN) time complexity and
O(N) memory. As an input to their algorithm they take a set of points located
on the surface. Since all these points are on the surface their distance will be
zero and inputting that to equation (2.16) will have a trivial solution where λ = 0
since f = 0, in other words, S(x) will be zero for any point, not only the surface
points. To prevent this Carr et al. generate a set of off-surface points at distance
di ≠ 0 along the normals. They generate two off-surface points for each surface
point, one inside and one outside the object. Carr et el. approaches the time and
memory problems in two steps. The first step is to reduce the number of kernels
needed and the second is to use a fast fitting algorithm to fit the weights λ using
an iterative approach that divides the matrix A in to smaller problems.

By losing the restriction from equation (2.14) to allow some error δ such that
S(xi) = fi ± δ they also reduce the number of needed kernels. This allowed error
can also be seen as the desired fitting accuracy. In order to reduce the number
of centers needed they use an iterative approach starting with a subset of centers
and fit the kernel weights to only these centers. To decide if more centers are
needed they evaluate a residual εi = fi − s(xi) and if max∣εi ∣ is greater then the
fitting accuracy δ they add more centers. The new centers are added where the εi
is large. This is done iteratively until the ∣εi ∣ is less then the fitting accuracy for all
centers (not only the subset). They do not clearly specify how they implemented
the fast fitting method they use and refer the reader to [BCM99] and [BLB00].

Beatson et al.[BLB00] presents a domain decomposition method to quicker fit
the values of λ by subdividing the set of points X into smaller subsets Xi they
iteratively fit the weights λ to each subset. Each subspace will contain two sets of
points, one set of inner points Ii and one set of outer points Oi . All points x ∈ X
is a member to one and only one subset Ii and zero or more subsets Oi , in other

words, the union of all inner subset is the original set, X = N⋃
i
Ii . In addition to the

subsets Xi a coarse subset C is created by taking a set of points from each subset
Ii . Before the first iteration they set all weights λ to zero and calculate current
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residual error e as

ei = S(xi) − fi (2.17)

Each iteration they refit the weights λ using the residual error e instead of the
values from f . They do this by looping through all subset and construct a matrix
A of size (I +O)×(I +O), a vector λsub and a vector esub where esub is the subset of
the residual error e that corresponds the points in the current subset and λsub is
the correction weights for λ. We get the weights λsub by solving the linear system
Aλsub = esub. While λsub will contain weights at both the inner and outer points
we are only going to use those for the inner points, the weights corresponding to
the outer points will be weights for inner points in another subset. The weights
λsub that corresponds to the subsets inner points is added to the current weights
λ. When they have done this for each subset we have updated all the weights λ
of S(x) and can recalculate the residual error from equation 2.17. To this new
residual error e they fit correction weights to the coarse grid C in a similar way
as for the subsets, but without outer points.





3
Implementation

The implementation can be split up in to four parts where focus have been put
into two major parts, the variational classification as in [FL01] and RBF fitting as
in [OBS04]. The two minor parts are surface thinning and mesh extraction. The
outline of the algorithms are

1. Filter the volume using variational classification

2. Perform surface thinning and extract surface points

3. Fit an rbf to the surface points

4. Mesh Extraction from the implicit function using Marching Cubes

3.1 Implementation of variational classification

As stated in section 2.3.1 we want to find a volume u that minimizes the function
F(v, u) defined in equation (2.10). In other words we want to find the volume u
that makes

αFiso + βFtan + γFind = 0 (3.1)

for an input volume v. This will result in a linear system Au − b = 0 (or Au = b)
where A and b is a matrix and vector respectively with known values from v and
u is here a vector of the yet unknown values of the output volume u. The matrix
A is a large but very sparse squared matrix of size N ×N where N is the number
of voxels in v and u. Each row in A and b represent F(v, u) at that voxels location
which results in the following equation

15
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u
⎛
⎝
α (ω∣v − viso ∣2 + (1 −ω)∣ṽ − viso ∣)

∣∇v∣2 + ǫ
⎞
⎠+

β (∇ ×∇ṽ) ⋅ (∇u ×∇ṽ)+ (3.2)

γ (δ + (1 − δ)∣∇v∣) (u − uind) = 0

Within this equation we have not only the input volume v but also a low passed
version ṽ, their gradient volumes ∇v and ∇ṽ and finally the gradient curl of the
low passed version (∇×∇ṽ). To save time at the cost of a minor memory increase
these volumes are calculated and stored at the beginning of the algorithm. On
the first row we have values from αFiso and we see that all values inside the
parentheses is known values from v,ṽ and from parameters α, γ and viso. ǫ is
set to a value very close to zero to avoid division by zero when the gradient ∣∇v∣2
is zero, we use the epsilon for float in c++ defined in cfloat/float.h. Since all
values within the parentheses is known we can calculate them and store them in
a variable a and that part of the equation can be rewritten as ua + ⋯ = 0. The
third row is similar to the first since it consist of only known values and the only
unknown is the value of current voxel in u but differs since it has u nested within
a parentheses. To solve this part we first want to break out u of the equation. We
do this by recognizing that γ(δ + (1 − δ)∣∇v∣ is the only know values and we can
rewrite this part of the equation to g(u − uind) = 0. We want to break out u from
the parentheses and we do that by multiplying both u and uiso with g and we get
gu = guind . Row two is a bit more complicated than the other two rows since it
depends on the gradient of u which is defined as

∇u =
⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

u+x−u−x
∇x

u+y−u−y
∇y

u+z−u−z
∇z

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦
=
⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

ux

uy

uz

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦
(3.3)

where u+x and u−x is the value of the neighboring voxel along the x-axis in the
positive and negative direction respectively. Furthermore we recognize row two
as a scalar triple product[Ada06]. Since a scalar triple product is invariant under
circular shift, eg

A(̇B × C) = B(̇C × A) (3.4)

we can rewrite row two as

∇u ⋅ (∇ṽ × (∇×∇ṽ)) (3.5)

To break out the values of ∇u we compute the scalar product between ∇u and
the vector we get from the cross product between the gradient and curl of ṽ at
current voxel. For now we call this vector c and we get ∇u ⋅ c = 0. We can now
simplify equation 3.2 into the following:

u (a + g) + (u+x − u−x) cx
∇x + (u+y − u−y)

cy

∇y + (u+z − u−z)
cz
∇z = guind (3.6)
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which can be rewritten as:

[ − cz
∇z − cy

∇y − cx
∇x a + g cx

∇x
cy
∇y

cz
∇z ]

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

u−z
u−y
u−x
u
ux
uy
uz

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

= guind (3.7)

This represent one row of our matrix A and vector b, the full system of all voxels
will be like following showing the values of row i in matrix A

⎡⎢⎢⎢⎢⎢⎣
⋱ ⋮ ⋮ ⋮ ⋮ ⋮ ⋮ ⋮ ⋮ ⋮ ⋮ ⋮ ⋰
⋯ − ciz

∇z ⋯ − ciy
∇y ⋯ − cix

∇x ai + gi cix
∇x ⋯ ciy

∇y ⋯ ciz
∇z ⋯

⋰ ⋮ ⋮ ⋮ ⋮ ⋮ ⋮ ⋮ ⋮ ⋮ ⋮ ⋮ ⋱

⎤⎥⎥⎥⎥⎥⎦

⎡⎢⎢⎢⎢⎢⎢⎢⎣

u1
u2
⋮

uN

⎤⎥⎥⎥⎥⎥⎥⎥⎦
= uind

⎡⎢⎢⎢⎢⎢⎢⎢⎣

g1
g2
⋮
gN

⎤⎥⎥⎥⎥⎥⎥⎥⎦
(3.8)

As stated before this Matrix is very sparse with seven entries for each row. There
exists several free and open source libraries for sparse matrices online and in this
project we have used a C++ template library called Eigen [Eig13]. Eigen is easy
to use and to get started with, all code is in header files so no external sources
need to be compiled or linked.

In equation 3.2 there are a lot of parameters, these are all listed and summarized
in table 3.1. We let the user be able to change some of these parameters in runtime
while some are hard coded. For example we want our edges in u to be as bright
as possible so we can set uind to always be one.

Variable Description
α Controls how much Fiso will contribute to F(v, u)
β Controls how much Ftan will contribute to F(v, u)
γ Controls how much Find will contribute to F(v, u)
viso At what iso value we aspect a boundary
ω Controls how much influence v will have versus ṽ in Fiso

uind Edges/Surfaces in v will tend to uind in output volume u

δ
Controls how much influence the gradient of v will have
on the output volume v in Find

Table 3.1: Parameters for Variational Classification

To solve the linear system Au = b Eigen has a Conjugate Gradient solver for sparse
matrices. Conjugate gradient uses an iterative approach that stops when the error∣e∣ = Au − b goes below an error threshold or after certain number of iterations.

To save some memory and computation for storing the volume u and the vector
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u we use Eigens Map type which has the interface of a Eigen vector while use the
memory stored in our volume structure. This saves memory since we only need
to allocate memory for u once and some computation in terms of copy the data.

3.2 Locate the surface and extract surface points

As we can see in figure 2.5 the volume after the variational classification only
has high intensities where we expect to have surfaces. This new volume could be
rendered with direct volume rendering with quite nice results, but since we want
to be able to use the skin rendering techniques described in section 2.1 we want
to extract a mesh. Extracting a mesh using marching cubes is possible but might
not be as smooth as we need it to be. The mesh will also consist of two shells
since the iso value will exist twice with a local maxima in between. We want our
surface to be located at that local maxima instead of at an iso value. This can be
achieved by extract points at the local maxima and use them to fit a radial basis
function system. To find this local maxima we use an approach inspired by the
edge detection algorithm presented by Canny [Can86] which finds edges in two-
dimensional images where the gradient is the highest. Canny said that a pixel
was an edge if the gradient magnitude at that pixel is greater than the gradient
magnitude of the two neighboring pixels along the gradient direction. We define
our voxel to be a surface voxel in a similar way but instead of comparing the gra-
dient magnitude we compare the actual intensity of the voxel and its two nearest
neighbors found along the gradient direction. When we do this for all voxels in
the volume and set each non-edge voxel to zero and edge-voxels to one we end
up with a binary volume with voxels only on the surface.

3.3 Surface interpolation using RBF

In order to reconstruct the surface using a rbf system we use the non-zero voxels
of the volume from previous section as our three-dimensional surface points X ={x1,⋯, xN}. We will filter away some of the points using a clustering technique.
We create these clusters by first select one random point and find all points that
are within a certain distance and include them into the cluster. For all new points
in a cluster we find new points that are within that certain distance. We use the
distance of the diagonal of a voxel as minimum distance between points. By
storing all not yet clustered points in a K-D Tree we can quickly find all points
within a certain distance.

As explained in section 2.3.2 a brute force solver of a rbf system will results in
O(N2) memory usage and will run in O(N3) and our binary volume will have
around 100K non-zero entries. To work around this problem we use a solution
presented by Ohtake et al. [OBS04] which uses a center reduction algorithm in
combination with splitting up the function S(x) into two parts, one base approx-
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imation and one for preserving local details:

S(x) = ∑
ci∈C
[gi(x) + λi]φσi (∣∣x − ci∣∣) (3.9)

where φσi (r) = φ(r/σi) and λi and gi(x) is unknown coefficients and shape func-
tion. We can rewrite this equation as

S(x) = ∑
ci∈C

gi(x)φσi (∣∣x − ci∣∣) + ∑
ci∈C

λiφσi (∣∣x − ci∣∣) (3.10)

where the first part is the base approximation and the second part adds local
details. The fitting algorithm is also split up into two parts, first we iteratively
find the centers C = {c1,⋯, cM} and their functions gi(x) and then we use these to
find suitable values for λ. To find the local centers we first calculate the influence
di of each points as the sum of the distance squared between the current point
and its K nearest neighbors.

di = K∑
j=1
∣∣xi − xj∣∣2 (3.11)

The values of di will be low for dense point clouds and higher for less dense
point clouds. Each center will be assigned a support size σi . The centers position
together with its support size can be seen as a bounding sphere where only points
within the sphere will affect the function gi(x). This holds true since the input
distance to the basis function is divided by the support size (φσi (r) = φ(r/σi)).
Just as Ohtake et al. we uses the Wendland’s compactly supported RBF

φ(r) = { (1 − r)4(4r + 1) 0 ≤ r ≤ 1
0 r > 1 (3.12)

which is zero for all r greater than one, in other worlds all points outside of the
bounding sphere. The function gi(x) is defined as a

gi(x) = w − h(u, v) (3.13)

h(u, v) = Au2 + 2Buv + Cv2 +Du + Ev + F (3.14)

where A, B, C, D, E and F are coefficients yet to be found and u,v,w are the coordi-
nates of x transformed into a local orthogonal coordinate system with the w-axis
parallel to the weighted normal ni of the center. We assign center ci the normal
ni as a weighted sum over the normals nj of its neighboring points xj

ni = ∑
j

djφσi (∣∣xj − ci ∣∣)nj (3.15)

In Ohtake el al. they construct each points normal using local least-square fit-
ting to extract normals from the point cloud data but since our point originate
from volumetric data we can extract the normals from our volume using central
difference calculation. To find A,B,C,D,E and F we want to minimize the function

∑
j

djφσi (∣∣xj − ci ∣∣)gi(xj)2 (3.16)
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which will result in a six-by-six linear system:

⎛
⎝∑j Mj

⎞
⎠

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

A
B
C
D
E
F

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦
=

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

∑j φσi (∣∣xj − ci ∣∣)djwju
2
j∑j φσi (∣∣xj − ci ∣∣)dj2wjujvj∑j φσi (∣∣xj − ci ∣∣)djwjv
2
j∑j φσi (∣∣xj − ci ∣∣)djwjuj∑j φσi (∣∣xj − ci ∣∣)djwjvj∑j φσi (∣∣xj − ci ∣∣)djwj

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

(3.17)

where Mj is a matrix created for point xj as

Mj = VV Tφσi (∣∣xj − ci ∣∣)dj (3.18)

VV T is recognized as the outer product of V with it self which is a matrix. The
vector V is defined from the coordinates of point xj transformed into the centers
local coordinate system

V =
⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

u2

2uv
v2

u
v
1

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦
(3.19)

By multiplying the right hand side of equation (3.17) with the inverse of (∑j Mj)
we get a vector containing the values of A,B,C,D,E and F for center ci . In order to
find a optimal support size σi Ohtake et al. defines a local error measurement as

Elocal(σi) =
∑j djφσi (∣∣xj − ci ∣∣) ( gi(xj)

∣∣∇gi(xj)∣∣)
2

L2∑j djφσi (∣∣xj − ci ∣∣) + (TsaL)2
σ2
i

(3.20)

where L is the length of the diagonal of the bounding box that contains all sur-
faces points and Tsa controls the smoothness of the reconstruction. We define
a minimum and maximum support size as a boundary in which we search for
the optimal size. We evaluate the local error for a discrete set of support sizes
within these boundaries starting with the minimum and stepping upwards until
we found a support size where the local error is larger than the previous sample.
In other words, we are stepping from the minimum and increasing the support
size as long as the local error is decreasing. Once we find a point where the lo-
cal error does not decrease we know that the optimal support size lies between
that point and the point before that and we can search that interval in the same
manner. We search for local minimum until the distance between the two points
is lower than 10−8. When setting the minimum size to 0.0001 and the maximum
size to 0.07 we are going to reach our stop criteria after we decreased our stepping
size ten times and if we split each interval into ten steps the worst case is 100 eval-
uation. We want to define our centers such as each point is located within more
than one center, this is controlled by a overlap measurement which is calculated
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for each point as

oi = ∑
j

φσj (∣∣xi − cj ∣∣) (3.21)

Since we don’t have any centers at the beginning we set the overlap for each point
to zero. We iteratively add centers until all points have an overlap of at least
Toverlap . All points with an overlap less than Toverlap is stored in a list which is
sorted by overlap. Each iteration we select the point with the lowest overlap in the
list as a new center. For this point we find the coefficients of gi(x) and the optimal
support size σi using the approach described above and update the overlap for all
points within the vicinity of the new center. In our implementation, as in Ohtake
et al, a Toverlap = 1.5 has been used with good results, increasing the overlap does
not improve the approximation by a significant amount but the computation time
needed increases. At that time where all points in the point cloud has an overlap
large than Toverlap we have finished the initialization of the base approximation
part of equation (3.10). The zero iso-surface of S(X) will at this point give a very
smooth approximation of the surface. Since only local points has been taken into
consideration when fitting the local shape functions gi(x) and their bounding
spheres are overlapping the zero iso-surface might be shifted which introduces a
global error. Ohtake et al. measure this error as

Eglobal = 1

L

¿ÁÁÁÀ∑N
j djS(xj)2
∑N

j dj
(3.22)

In order to fit the coefficients λ they define a minimizing problems as

Ereg(λ) = Eglobal(λ)2 + Treg ∣∣λ∣∣2− > min (3.23)

where Treg is a positive real number and ∣∣λ∣∣ is defined as

∣∣λ∣∣ =
¿ÁÁÀ 1

M

M∑
i

(λi

σi
)2 (3.24)

By find where the derivative of Ereg is zero we get the following system

δEreg(λ)
δλ

= 0⇔ (A + TregD)λ = b (3.25)

where A is a sparse matrix of size M ×M , D is a diagonal matrix and b is vector
of size M where M is the amount of centers created in previous step. The entries
in A is defined as

Aij = ∑
N
k dkφ(∣∣xk − ci ∣∣)φ(∣∣xk − cj ∣∣)

L2∑N
k dk

(3.26)

The ∑N
k loops over all points that are both within the center ci and the center cj

support sizes, this is easy proved by if no point x that is in center ci is within
center cj the φ(∣∣xk − cj ∣∣) will always evaluate to zero. In other words row i in
matrix A will only contain non-zero entries in columns j where centers ci and cj
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are overlapping. In similar way we define the values of b, where we loop over all
points x within center i

bi = ∑
N
k dkφ(∣∣xk − ci ∣∣) (−S(xk))

L2∑N
k dk

(3.27)

S(xk) can be seen as the error of the base approximation at point xk since if S(x)
where perfect it would return zero for any of the points in the points cloud. This
means that the value of row bi will be related to the current error of S(x). The
diagonal matrix D will have values based on the support size of current rows
center

Di i = 1

M
( 1
σi
)2 (3.28)

The system in equation (3.25) is very similar to the system in equation (3.8) and
we can solve it with the Conjugate Gradient solver in Eigen [Eig13].

3.4 Mesh Extraction from the implicit function using

Marching Cubes

When our weights λ have been fitted we want to use S(x) to extract an the iso
surface where S(x) = 0. As we mentioned in section 2.3.2 sampling M times
takes O(MN) time and running marching cubes directly on S(x) without any
caching would mean that we sample the same point x three times. In order to
prevent that we store already sampled values of S(x) in a K-D tree[Ben75] and
every time we sample a point we check if it is in the K-D tree or not. By using this
the first time we sample a points x it takes O(N) time and any sequent sampling
of the point take O(logK) where K is the number of already sampled points that
is stored in the K-D tree.



4
Results

The techniques described in the Implementation section has been implemented
end tested with various datasets from ContextVision. The test dataset received
ContextVision has been enhanced to make some features more visible. The differ-
ence between the original data and the enhanced is visible in figure 4.1. During
testing mainly two dataset has been used, from here on called baby 1 and baby
2. Baby 1 is an examination where the baby face is oriented such that is looks
straight into the us probe. On Baby 2 we can see the whole head and shoulders
with one of the arms in front of the mouth. The slices of both datasets are both
467x255 whereas baby 1 consists of 101 slices and baby 2 consist of 124 slices.
All time measurements has been taken using a computer with an Intel Core i7-
3770K CPU @ 3.50 GHz 4 Core Hyper-threading enabled with 16GB of RAM. To
compile the C++ code Microsoft Visual Studo 2012 compiler has been used on a
computer running Microsoft Windows 8.

4.1 Variational Classification

In the bottom left corner of figure 4.1 we can see the results of the variational
classification. The parameters used as input to the algorithm is listed in table
4.1. Some parameters have been directly implemented in the code and have been
set to: w = 0.5, δ = 0.5 and uind = 0.9. A completed run including creating low-
passed volume and calculating gradients and curls takes about six seconds for
baby 1 and about seven seconds for baby 2. Subsequent runs on the same volume
where only some parameters have change can be run within less time since it does
not need to recalculate the low-passed volume nor the gradients and curls.

We have found that setting β to 0.2 gives satisfying results for our datasets. The

23
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Figure 4.1: Baby one in various states during the process. Top row displays
before and after enhancement made by ContextVision and bottom row dis-
plays after variational classification in the bottom left and the bottom right
displays the volume after surface thinning.

iso value viso is selected per dataset to by manually checking the values of voxels
in areas of interest. The values for α and γ is chosen by qualified guess based
on the noise. If there is a quite uniform iso value that represent the object the
value α can be set rather high. In some datasets the surface to be visualized can
be represented with a wider range of voxel values but still have a quite distinct
gradient, in those cases we might be better of lower α but higher γ . To make it
easier to explore these parameters a processor in Voreen [MSRMH09] was imple-
mented and used with a workspace displaying the volume using a slice viewer
and a volume renderer. The slice viewer display the unprocessed volume, the vol-
ume after variational classification and finally the volume after surface thinning
as shown in figure 4.2

Dataset Dimensions α β γ iso time
Baby 1 467x255x101 0.7 0.2 0.7 0.6 5.930s
Baby 2 467x255x124 0.9 0.2 0.4 0.3 7.434s

Table 4.1: Parameters and time measurements for Variational Classification

As explained in section 3.1 the variational classification requires solving of a
sparse linear system for which we utilize the open source C++ library Eigen. To
store entries in a sparse matrix Eigen uses a struct that contains the value and in
which row and column it is located. The row and column index is stored using 4
byte integers and to store the value we are using a 4 byte float. This leads to that
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we need to allocate 12 bytes of information for each entry and every row will con-
sist of 7 entries which results in a total of 84 bytes per row. Since the matrix will
be built up with one row per voxel we will end up with a matrix of size around
964MB. This sets an upper limit for how large a volume can be since there are
limits for how much memory a single process can use.

Figure 4.2: Different views of Baby 2 in the process of finding good param-
eter values for the variational classification. On the top row we see a basic
iso-surface rendering to the left and a single slice view on the right, both of
these are of the volume after variational classification. On the bottom left
we see the original volume and on the bottom right we the classified volume
after surface thinning.

4.2 Surface reconstruction

Using the surface thinning and surface point extraction techniques described in
section 3.2 we have create a point cloud. To this point cloud we have been able
to fit the spline defined in equation 3.9 using the approach mentioned in section
3.3. Both the surface thinning and surface extraction takes just a fraction of a
second andmost of the time goes in to create the centers C and initialize the shape
functions gi(x). Since the value of parameter Tsa will affect how many centers
that will be created it will indirectly effect how smooth the approximated surface
will become. In figure 4.3 we can see how the surface looks in with various Tsa.
In the left most image we have selected Tsa = 10−5 which resulted in a quite noisy
surface. This surface is more true to the extracted surface points but since the
origin of the points still has some noise so will the reconstruction. Increasing the
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Figure 4.3: Results of the surface reconstructed using base approximation
and rbf system. The Tsa varies from lowest (1 × 10−5) on the left and the
highest (1 × 10−4) Se table 4.2 for various metrics.

.
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Tsa will let the reconstructed surface be more smooth but increasing it to much
may cause oversmoothing. In the two rightmost images in figure 4.3 we have
select Tsa = 5× 10−5 and Tsa = 10−4 which have created a very smooth surface but
some details have been lost, for example the nose. In the second image from the
left we see a surface reconstructed using Tsa = 2 × 10−5 which creates a smooth
surface while details around the nose are kept. In figure 4.4 we can see that

Figure 4.4: The difference between a without (left) and with (right) rbf are
barely visible.

the result of extracting a mesh from the implicit function with or without fitting
the lambdas almost looks the same. This occurs since our point cloud is quite
sparse in comparison to point cloud data achieved from laser scans and that we
want a smooth reconstruction. In the figure we can see that there barley are any
difference, but to further prove that the difference is very small we can calculate
the global error defined in equation 3.22 before and after fitting the coefficients
λ. The errors before and after fitting are displayed in table 4.2.

In table 4.2 we can also see the time it took to construct the base approximation
and perform the rbf fitting. The time for base approximation includes both creat-
ing a K-D Tree containing all points of the points clouds and finding the centersC and their shape functions gi(x) and for the rbf fitting time include building
the matrix and vectors for the sparse linear system in equation 3.25 and to solve
it. We can see from the values that the time is more related to the total number of
points than to the numbers of created centers. This make sense since with more
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Datasets N M Tsa Treg Base Approx time rbf fitting time

Baby 1 113k 17k 1 × 10−5 10−6 168.157s 44.056s
Baby 1 113k 6.4k 2 × 10−5 10−6 108.626s 30.533s
Baby 1 113k 3.7k 5 × 10−5 10−6 115.495s 28.701s
Baby 1 113k 2.4k 1 × 10−4 10−6 121.537s 29.609s
Baby 2 362k 26k 1 × 10−4 10−6 763.657s 161.586s

Table 4.2: Parameters and time measurements for base approximation and
rbf fitting

center each center covers a smaller volume and since we are start looking for sup-
port size at small values we will sooner find the correct support size. Furthermore
solving the least square system in equation 3.17 will be slower for larger support
sizes since more points has to be included. The time trend is even more notice-
able for the rbf fitting, this can be explained by having larger support sizes will
also make the intersection between centers bounding sphere larger and therefore
enclose more points. In other words, fewer centers will decrease the number of
times we need to evaluate equation 3.26 but each evaluation will need to take
more points into consideration while calculating the sum in the nominator. This
time trend holds true until the support sizes get to small, while increasing Tssa
from 2 × 10−5 to 1 × 10−5 we more than double the amount of needed centers.
Though the number of centers increases by about 165% the time increase is only
about 55%. Since the improvement of fitting the coefficients λ is barely noticeable
we could just ignore it in our algorithm. This would save some us computation
time. The meshes in our figures is extracted using marching cubes on a discrete
Cartesian grid with a resolution of 400 along the longest axis.



5
Conclusions and future work

This project have lead to successfully extracted meshes that could, with some
modification be used directly in advance skin rendering techniques. The mesh
extracted in this work does at the moment only contain faces and normals, the
techniques described by D’Eon et al. [dLE07] needs to have a mesh parametrized
with good uv-coordinates, furthermore they utilize high resolution texture with
high realism which is acquired using special equipment [WMP+06]. It would be
interesting to see research performed by generating such textures procedurally
to improve visual quality of the output. The decision to extract a mesh and not
use direct volume rendering was based on the fact that the various skin rendering
techniques we evaluated in the beginning of the project where all using high res-
olution meshes. Another approach could be to adapt these subsurface scattering
techniques directly into a ray caster or using splat based rendering techniques.
Fattal and Lischinski [FL01] using splat based rendering techniques to render the
non-zero voxelx after they have performed variational classification of the volu-
metric us data. Furthermore in 2010 Hyeon-Joong et al. [KBGC10] published a
paper where they described a splat-based rendering algorithm that implemented
the diffusion technique presented by d’Eon et al.

The variational classification have basically been directly implemented as de-
scribed in the paper. It would be interesting to further investigate each part of the
equation (2.10) and see if improvements in terms of visual output or time/memory
complexity. A major area of improvement would be to use a special implementa-
tion of sparse matrix. At the moment each entry of the sparse matrix contains the
value and in which row and column it is located. The information of which row
and column it is located in could be removed since each row always will contain
exactly 7 entries and we can easily calculate at which positions they are located.
One of the value will be located on the diagonal with one value directly on its
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two nearest neighbors. The four remaining values will be located X and X × Y
steps away from the diagonal in each direction where X is the x-dimensions of
the volume and X ×Y is the x-dimensions multiplied with the y-dimensions. Fur-
ther more, the values on the right side of the diagonal is the same as the values
on the left side multiplied with minus one. This could decrease the amount of
data stored for each row form 84 byte to 12 byte which would make it possible to
run the algorithm on much larger volumes.

A possible improvement that could be done on the base approximation and rbf
fitting described in section 3.3 could be to use the actual voxel and its values as
confidence in the fitting process. Ohtake et al. using a confidence value for each
points when calculating the points influence. This confidence value is supplied
with the points they get from the laser scans and we ignored this (eg set it to one)
in our calculations since all our points is a voxel and no overlapping is present.
By removing the surface thinning part of our algorithm and instead use all non-
zero voxels as input and modify equation (3.11) to include the voxel value as
confidence we could maybe get a different result. This approach is similar to the
approach presented by Zhang et al. [ZRP04] where they extract a surface from us
using a rbf system with voxels along the surfaces and their values as input. One
drawback with this algorithm is that is not fully automatic and require a user to
mark the surface they want to be extracted as a line in at least one 2D slice.
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