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Abstract
The problem of real-time simulation of ocean surface waves, ship move-

ment and the coupling in between is tackled, and a number of different
methods are covered and discussed. Among these methods, the finite vol-
ume method has been implemented in an attempt to solve the problem,
along with the compressible Euler equations, an octree based staggered
grid which allows for easy adaptive mesh refinement, the volume of fluid
method and a variant of the Hyper-C advection scheme for compressible
flows for advection of the phase fraction field.

The process of implementing the methods that were chosen proved
to be tricky in many ways, as they involve a large number of advanced
topics, and the implementation that was implemented in this thesis work
suffered from numerous issues. There were for example problems with
keeping the interface intact, as well as a harsh restriction on the time
step size due to the CFL condition. Improvements required to make the
method sustainable for real-time applications are discussed, and a few
suggestions on alternative approaches that are already in use for similar
purposes are also given and discussed.

Furthermore, a method for compensating for gain/loss of mass when
solving the incompressible flow equations with an inaccurately solved pres-
sure Poisson equation is presented and discussed. A momentum conserva-
tive method for transporting the velocity field on staggered grids without
introducing unnecessary smearing is also presented and implemented. A
simple, physically based illumination model for sea surfaces is derived,
discussed and compared to the Blinn–Phong shading model, although it
is never implemented. Finally, a two-dimensional partial differential equa-
tion in the spatial domain for simulating water surface waves for mildly
varying bottom topography is derived and discussed, although it is deemed
to be too slow for real-time purposes and is therefore never implemented.
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Outline of thesis

In Part I, the background of the work in this thesis work will be presented. In
Chapter 1, the problem is formulated and the motivation for the work done in the
thesis is presented. In Chapter 2, some of the difficulties that are faced when
solving the problem are explained. And in Chapter 3, some of the extensive
amount of works that have been done to solve related problems are briefly
discussed.

In Part II, the theoretical foundation on which the work that is presented in
this report builds is described. In Chapter 4, the finite volume method, which
is the core of the method used in this thesis work, is described; for the Poisson
equation, which arises and has to be solved in order to obtain the pressure when
flow is incompressible or when the speed of sound is high, a few different solu-
tion methods are discussed; and a method that allows this equation to be only
approximately solved, while still preserving mass, is presented. In Chapter 5,
the octree, which is the framework in which the finite volume method operates
in this thesis work, is described, along with the closely connected level of detail
concept. In Chapter 6, a few methods used for free-surface modeling, which is
necessary if the simulation is supposed to contain two or more immiscible fluids,
are discussed. In Chapter 7, different advection schemes, which describe how
scalar or vector fields are transported as the fluids move, are discussed. Finally,
in Chapter 8 there is a brief summary of all methods used in the thesis work,
in case that was not obvious from the previous chapters.

In Part III the thesis work is analyzed; Chapter 9 contains some of its no-
table results, Chapter 10 contains a discussion about these results and the work
in general, Chapter 10.4 discusses a number of improvements that would be
necessary or at least highly desired if the method used in the thesis work was
actually to be used in a flight simulator, and Chapter 11 contains some final
conclusions and the most important things to remember from this report.

Part IV contains the attached appendices. In Appendix A, a couple of the
data structures used in this thesis work is described in greater detail, and an
algorithm for transporting the velocity field, that preserves momentum and
doesn’t introduce unnecessary smearing is presented.

In Appendix B, a simple, physically based illumination model for the ren-
dering of water surfaces is derived and compared to the Blinn–Phong shading
model. While the Blinn–Phong shading model is at least empirically based,
while the illumination model presented here is purely theoretical, it is con-

vi



cluded that the shape of the specular highlights are very similar between the
two models.

In Appendix C, a two-dimensional partial differential equation in the spatial
domain, describing the time evolution of surface waves for intermediate, mildly
varying water depths is presented. Although the method would be capable of
running with the time complexity 𝑂(𝑁) per frame, it is still deemed to be too
slow to be used in real-time simulations of water waves, and its behavior is
unknown.

vii
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Introduction

1



Chapter 1

Motivation

Real-time simulation of water surface waves in a flight simulator can potentially
lead to several advantages.

1.1 Landing on ships with helicopters
In order for a pilot to get the most out of training in a flight simulator, the pilot
has to face similar challenges as in a real world scenario. For some helicopter
missions, offshore landings on a ship have to be performed. The landings some-
times take place so far offshore that the pilot passes the limit where the amount
of fuel left in the fuel tank is just enough to return to solid ground. This limit is
commonly referred to as bingo fuel. If a helicopter that is supposed to land on
a ship passes this limit, it can no longer go back so the only remaining option
is to land on the ship.

However, when the ship is small and exposed to large waves — such as those
that can be seen in a few videos on the web [MrOawal, 2009, PrismDefence,
2010, KopulaDK, 2010] — landing on it with a helicopter can be difficult [Pris-
mDefence, 2010], and if the pilot isn’t used to land the helicopter under such
circumstances, this could mean disaster. It is therefore vital that the pilots can
train landing on ships under similar circumstances in a simulator, before landing
a helicopter on a rolling ship in reality. Hence, it becomes important that ships
in the simulator behave realistically, in order to give the pilot a good training
value. This means that they have to be affected realistically by the state of the
sea and start to rock forth and back when they are hit by large waves.

1.2 Visual cueing
In order for the human perception to work, and for the brain to be able to
estimate properties in the environment, such as distances, speeds, etc. the
brain uses a number of clues that it gets by processing and interpreting sensory
information by comparing them with already processed sensory information

2



from similar, earlier experienced situations. These clues are commonly referred
to as sensory cues.

1.2.1 Height estimation
When a helicopter pilot flies over a field of grass, in order to estimate the distance
to the ground he can for example look at how much the grass bends because of
the air flow from the rotor blades. The level of bending of the grass is therefore
a visual cue when estimating the distance to the ground.

Similarly, when a helicopter pilot flies over a body of water on a day with
little wind, he can estimate the distance to the surface by looking at surface
disturbances cause by the air flow from the rotor blades. The strength of the
disturbances on the surface is therefore an important visual cue when flying over
a body of water.

On a stormy day, however, it might be difficult to see precisely how large
the surface disturbances caused by the air flow from the rotor blades are, since
those disturbances are drowned by the waves caused by the wind, which are
much larger. On the other hand, those waves are also important visual cues.
First, the higher the wind speed is, the larger the waves will be and the more
likely it is that white foam will form on the crests of the waves. This foamy part
of the wave is due to a breaking of the crest which according to the Beaufort
scale starts to occur already in gentle breeze (which starts at approximately
3.4 m/s) and is commonly referred to as oceanic whitecaps or just whitecaps
(also known as white horses), and can be seen in Figure 1.1b. So one important
visual cue when estimating the wind speed is whether whitecaps are present
or not and also the amount of whitecaps in case of their presence; much foam
signalizes that the wind speeds are very high and that sudden gusts may strike.
In contrast, no whitecaps at all, which is the case in Figure 1.1a, is the result of a
wind with the strength of at maximum a gentle breeze. Second, whitecaps tend
to line up parallelly to the wind, and travel in the direction of the wind with a
speed that increases with the wind speed, since the wind is partly responsible
for transporting the surface. All this combined makes both the amount of
whitecaps, the speed and direction with which the whitecaps travel, and the
pattern formed by the whitecaps, important visual cues when estimating both
the speed and the direction of the wind. The wind speed in turn determines the
size of the waves, so the whitecaps are also visual cues when estimating the size
of the waves, including their wavelength.

Besides, waves with short wavelengths will have a higher temporal frequency
with which the wave pattern changes than waves with long wavelengths, which
makes the overall temporal frequency another important visual cue when esti-
mating the overall wavelength of the waves.

In turn, if the wavelength is known, the pilot can estimate the distance
to the surface, since the farther the distance to the surface is the smaller the
characteristic size of the pattern that is formed on the pilot’s retina will be.
Therefore, the amount of whitecaps present on the surface, the speed with
which they travel, and the frequency with which the wave pattern changes are
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(a) (b) Source: Public domain.

Figure 1.1: Visual cues present on surfaces of large bodies of water include cues that
make it possible to estimate the speed and direction of the wind, as well as cues that
make it possible to estimate the distance to the surface. (a) Low wind speeds give rise
to waves with short wavelength and no whitecaps. The temporal frequency with which
the wave pattern changes is an important visual cue when estimating the size of the
waves (those with a high wavenumber also have a high temporal frequency), which in
turn is necessary when estimating the distance to the surface. (b) High wind speeds,
starting already at approximately 3.4 m/s, tend to break the crests of the waves and
cause whitecaps. This photo was taken during a storm in the North Pacific Ocean the
winter 1989.

all important visual cues when estimating the distance to the surface.

1.2.2 Landing on ships with aircraft
A fighter aircraft that is about to land on an aircraft carrier has to approach the
carrier from behind, and often slightly from the side. Therefore, the pilot has to
know the orientation of the carrier. During landing, the carrier travels with full
speed against the wind in order to give the pilot as high relative speed to the
air as possible, creating a wake behind itself, with a backwash that is usually
clearly visible for the pilot. The reason the backwash is usually seen so well
is partly because it often contains a lot of air bubbles that have been dragged
down into the water or is covered by foam, and is therefore much brighter than
the rest of the water, and partly because of the turbulence that is created in the
water as the ship passes by which makes the surface more blank. This backwash
can be seen in Figure 1.2.

In Figure 1.2a, V-shaped wavefronts after the ship, starting from the bow,
can also be observed. These wavefronts form wake lines, one on each side of
the backwash, which together are known as the Kelvin wake pattern after the
British scientist Lord Kelvin. By looking closely, weak wavefronts starting from
the stern can be observed as well.

In a real situation, the pilot can look at the backwash and the wake lines
created by the carrier in order to find the right angle with which to approach
the carrier, as can be seen in some videos on the web [Alivewithpassion, 2007,
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(a) Source: Public domain. (b) Source: Public domain.

Figure 1.2: Aircraft carriers. Note the backwash created behind the ships, serving as
a reference for pilots during landing. (a) The aircraft carrier USS Enterprise (CVN
65). (b) An F/A-18 Hornet coming in for landing on an aircraft carrier.

MatteoBram, 2007]; see also Figure 1.2b. In a simulation, it is important that
the pilot has the same possibility. It is therefore necessary that ships in the
simulation leave a wake behind themselves that looks and behaves as a real
wake, and that consists of both waves created by the ship and of a clearly
visible backwash. It is valuable that this wake lives and looks like a real wake
for as long time as possible. As an example of what this could be used for
in a flight simulator, it would become possible for the pilot to determine the
direction to a ship, even if the only thing that is spotted was a single wake line.
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Chapter 2

Requirements and
difficulties

2.1 Wave dispersion and non-linearity
One of the greatest challenges when simulating an ocean is the fact that ocean
waves are subject to wave dispersion, also known as frequency dispersion, which
means that waves with different wavelengths travel with different speeds. This
means that the wave equation,

𝜕2𝜂

𝜕𝑡2
= 𝑐2∇2𝜂, (2.1)

— a partial differential equation (PDE) — which otherwise both has a simple
definition and is simple to solve numerically, cannot be used, since it assumes
that waves of all wavelengths travel with a single speed, 𝑐. Here, 𝜂 is the free
surface elevation as a function of the the horizontal location, �⃗�, and the time, 𝑡,
and ∇ is the del operator which is commonly used in vector algebra.

In Airy wave theory, which treats the propagation of surface waves, the
dispersion relation

𝜔2(𝑘) =
(︂
𝑔 + 𝛾

𝜌
𝑘2
)︂
𝑘 tanh(𝑘 ℎ), (2.2)

is derived for water with no mean velocity [Phillip, 1977]. Here, 𝜔 is the angular
frequency of one wave component, 𝑘 is the wavenumber of the component, 𝑔 is
the gravitational acceleration, 𝛾 is the surface tension, 𝜌 is the water density
and ℎ is the water depth.

While this equation describes the propagation of a wave composed of a single
wavelength very well, it cannot tell how a free surface elevation, 𝜂, consisting
of multiple wavelengths will evolve. Only if the wave amplitude is very small
(typically such that |∇𝜂| ≪ 1 and |𝜂| ≪ ℎ, where ℎ is the water depth) can the

6



surface be approximated as linear, and waves with different wavelengths can be
individually described by Equation 2.2 and superposed on top of each other to
form the free surface elevation, without introducing too much error. If the wave
amplitude on the other hand is not that small, strong non-linear phenomena
are likely to take place, including for example wave breaking, which won’t be
caught in the simulation if the surface is linearized.

What is maybe even worse is that there is no simple way of turning this
equation into a PDE represented in the spatial domain (like Equation 2.1).
This increases the difficulty to describe the evolution of the free surface elevation
significantly, even for a surface that has already been linearized. This is typically
solved by transforming the free surface elevation in some way before processing
it.

2.2 Fluid–Structure Interaction
As noted previously, ships have to be affected by waves, and ships also have to
give rise to waves. Hence, there has to be a two-way interaction between water
and ships. For most of the two-dimensional wave models, which just treat the
surface as a height map, there is no natural way to make water and ships interact
with each other.

The ships can quite easily be made to roll in a realistic way by just ap-
proximating the pressure field felt by the ship hull by looking at the free surface
elevation, even though this method is slightly incorrect since it doesn’t take into
account the deviations the ship itself causes the pressure field. But to make ships
give rise to waves as they are traveling on the water is more challenging.

One possibility is to use a separate, static height map for the wake, which
moves after the ship as it is traveling. This wake will always look the same no
matter where the ship is traveling and will not be affected by obstacles in the
water. However, if the ship suddenly changes speed or course, so does the wake,
which is a highly unnatural behavior for a wake.

A better approach may be to use a response map that tells the water how
to respond when a ship is traveling on it. In that case, the wake will not be
stored as a separate height map, but be merged into the same height map that
is used to simulate the waves that affect the ship. The response would of course
also depend on the speed of the ship so that the faster the ship goes, the higher
the generated waves will be, and for a non-moving ship, there will be no waves
generated.
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Chapter 3

Related work

In computational physics, computational fluid dynamics (CFD) is a well estab-
lished area of research, and a large number of widely differing methods have
been developed within this field over the years. This chapter will present and
briefly discuss some of the most common methods for modeling and simulating
fluids, and how suitable they are for purpose of this thesis work.

3.1 Two-dimensional methods
Two-dimensional methods for simulating water waves, sometimes also called
2.5 methods, are the easiest to understand and to implement and are often
the fastest when it comes to simulation speed, but are not completely realistic
models and therefore can’t simulate all effects that can be simulated with a
three-dimensional method, such as splashes or wave breaking, although attempts
to extend such methods to cope with wave breaking have been made [e.g. Miklós,
2009].

3.1.1 Two-dimensional Fluid–Structure Interaction
Modeling fluid–structure interaction (FSI) with a two-dimensional method is
much less straightforward than with a three-dimensional method, since FSI
essentially is a three-dimensional phenomenon. However, there still exist a few
(very approximating) ways of doing this even for two-dimensional methods,
which has been considered to be somewhat of a miracle [Tessendorf, 2004].

In one of these methods, the PDE is modified close to obstacles, so that the
free surface elevation 𝜂(�⃗� ) is reset to (𝜂(�⃗� ) + 𝑠(�⃗� )) * 𝑜(�⃗� ) in each time step,
just before wave propagation is handled [Tessendorf, 2004]. Here, 𝑠(�⃗� ) is a
source field, adding new mass to the simulation each time step, and 𝑜(�⃗� ) is an
obstruction field, ranging from 0 where there is an obstruction to 1 where there
is no obstruction, with a region of intermediate values between 0 and 1 on the
border around obstructions which acts as an anti-aliasing for the edge of the
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obstruction. This resetting of the free surface elevation forces it to zero where
there is an obstacle. For the simple case where there is no obvious source that
continuously adds mass to the simulation, it is noted that setting 𝑠 to 1−𝑜 works
as long as there are anti-aliasing regions around the edges of the obstructions,
and that moving an obstacle around on the surface produces a wake behind it,
including the V-shaped Kelvin wake, as well as a kind of stern wave [Tessendorf,
2004]. This will in fact give rise to two Kelvin wakes — one from the bow and
one from the stern — which can also be observed in video recordings of real
ship wakes [Alivewithpassion, 2007, MatteoBram, 2007].

However, while being able to produce wakes, the method doesn’t conserve
mass, no consideration is taken to how far objects extend down into the water
or how much they weigh, and no ripples are ever generated even if an object
is pulled up or pushed down through the surface. Furthermore, it makes no
attempt at modeling buoyancy or horizontal forces caused by the simulated
waves, so there seems to be a one way interaction between ship and water
surface.

In another method, the free surface elevation is displaced depending on how
bodies in the water move [Ottosson, 2011]. For simplicity, all interacting bodies
are also modeled as ellipsoids and their resulting intersections of the surface as
ellipses. It is with these intersection ellipses the interaction is modeled. When
an interacting body moves horizontally, the free surface elevation is increased in
front of it and decreased behind it. When a body is moved vertically through the
water surface, the ellipse is used to change the free surface elevation depending
on the change of submerged volume.

In yet another method, covered by Müller [2007], a body floating on the
surface pushes down the free surface elevation; the removed water is then added
in the "vicinity" of the object. The removed water is then also used to calculate
the buoyancy force exerted on the body according to Archimedes’ principle.

3.1.2 Two-dimensional PDEs for shallow water
There exist a number of different two-dimensional PDEs which describe the evo-
lution of the free surface elevation, 𝜂. The ordinary wave equation, Equation 2.1,
will as concluded work badly for simulating surface waves in deep water, since
it doesn’t handle wave dispersion at all, which quickly becomes obvious when
wave patters such as the Kelvin wave pattern has to be simulated. Besides, it
assumes that the medium is stationary in the horizontal plane, and lacks the
advection term that is required to transport the waves horizontally. Further-
more, would the water level rise or sink, the wave speed would change, which
will not be reflected by the wave equation, unless the wave speed, 𝑐, is made a
function of the water depth plus the free surface elevation, but that would make
the equation non-linear, and there is no longer any guarantee that the equation
preserves mass or energy.

A set of equations that are better suited under these circumstances are the
shallow water equations, even though these still don’t catch the correct wave
dispersion which makes them unable to simulate the Kelvin wake pattern. They
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are usually used to simulate waves whose wavelength is similar to or greater than
the overall water height [Thürey et al., 2006]. A modified version of this set of
equation was used by Kass and Miller [1990] to do shallow water simulation
(SWS) in computer graphics for the first time. SWS can be used to simulate
water flows such as dam breaks [Brodtkorb et al., 2010, 2012], storm surges
and other types of floods, as well as tsunamis, but also non-water flows such as
atmospheric flow and avalanches, as noted by Brodtkorb [2011].

Most of the two-dimensional PDEs ensure the time complexity 𝑂(𝑁) per
time step, where 𝑁 is the number of surface grid points.

In Appendix C, a (family of) new two-dimensional PDEs are derived and
discussed, in an attempt to create something that could be used to simulate
water waves at varying, arbitrary water depths.

3.1.3 Fourier Synthesis
This method [Mastin et al., 1987] builds on Fourier transforming a represen-
tation of the surface in the frequency domain and has been extensively used
and described in the world of computer graphics [Monnier et al.]. This method
operates in the frequency domain, and uses fast Fourier transform (FFT), which
here is the most time consuming process, to calculate the free surface elevation.
It is characterized by high speed and doesn’t (in contrast to commonly used
two-dimensional PDEs) have any problem with wave dispersion.

Some works have noted this method to be incompatible with FSI [Chentanez,
2011], although FSI could probably be simulated in a very approximating man-
ner by using a method described in a work by Ottosson [2011] after the free
surface elevation has been transformed to the spatial domain, and by reverse
transforming the final height field back to the frequency domain. However, it
requires a constant water depth, and hence cannot simulate phenomena such as
wave shoaling. This issue becomes noticeable when animating the surface water
close to the shore line, where the water is shallow and waves naturally behave
differently than on deep water.

This method ensures the time complexity 𝑂(𝑁 log(𝑁)) per time step for
trivial grid setups, where 𝑁 is the number of surface grid points.

3.1.4 Laplacian Pyramid Decomposition
A method that, just like the Fourier synthesis method, handles wave dispersion
well but, unlike it, operates in the spatial domain and hence can also handle
local variations in the topography has recently been presented in a couple of
works [Ottosson, 2011, Lennartsson, 2012].

The general idea behind the method is to use a hierarchy of grids, where in
the simplest case all grids cover the same surface. One step down in the hierarchy
means a doubling in grid resolution, or a division by two of the grid cell size,
which in practice also means a division by two of the minimum wavelength that
can be efficiently simulated on the specific grid.
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Each grid is therefore responsible to store and process a specific set of wave
vectors, that corresponds to this minimum wavelength. It should be easy to
reconstruct any wave that has a wave vector within that set, from the wave’s
discretization on the grid. The set must also not contain any of the wave vectors
that are processed on the grid one level up in the hierarchy. The top level grid
is only a few cells across and is responsible for processing all the shortest wave
vectors. Together, all sets of wave vectors that are processed on the different
grids form a large set of wave vectors (including the zero vector) in which a very
detailed free surface elevation, 𝜂, can be represented. The free surface elevation
is then reconstructed as the sum of all components, that is

𝜂 =
∑︁

𝑖

𝜂𝑖, (3.1)

where 𝜂𝑖 is the component represented on the 𝑖th grid.
In order to decompose the free surface elevation into the components that

are to be processed on the different grids, the method uses Laplacian pyramid
decomposition (LPD), which is a general decomposition method that can op-
erate on a field of any number of dimensions (but is in this case used on a
discretized two-dimensional field). An LPD closely resembles the wavelet trans-
form (although unlike wavelets, which are somewhat localized both in the spatial
domain and in the frequency domain, the components of a Laplacian pyramid
are somewhat localized in the frequency domain, but generally completely de-
localized in the spatial domain).

This decomposition makes it possible to describe the time evolution of the
free surface elevation component represented on each grid with a PDE repre-
sented in the spatial domain, and still include dispersion. Let’s assume that
Equation 2.2 is a good approximation for the local water surface, using the lo-
cal water depth, even though the equation was originally derived for constant
water depths. By substituting 𝑓 for 𝜔2 and 𝑥 for 𝑘2 in Equation 2.2 and by
realizing that 𝜔, 𝑘 ≥ 0, we obtain the relation

𝑓(𝑥) =
(︂
𝑔 + 𝛾

𝜌
𝑥

)︂ √
𝑥 tanh(

√
𝑥ℎ). (3.2)

Since the wavelengths that are represented on the 𝑖th grid in the method are
restricted to a certain range, 𝑥 also becomes restricted to a certain range, and
we can approximate 𝑓 as a low order Taylor series around a value 𝑎𝑖 chosen to
be somewhere in that range. That is

𝑓(𝑥) = 𝑓(𝑎𝑖) + 𝑓 ′(𝑎𝑖)
1! (𝑥− 𝑎𝑖)1 + 𝑓 ′′(𝑎𝑖)

2! (𝑥− 𝑎𝑖)2 + . . .

+ 𝑓 (𝑛𝑖)(𝑎𝑖)
𝑛𝑖!

(𝑥− 𝑎𝑖)𝑛𝑖 ,

(3.3)

where 𝑛𝑖 is the order of the Taylor series, and by substituting back 𝜔2 for 𝑓(𝑥)
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and 𝑘2 for 𝑥 we obtain

𝜔2 = 𝑓(𝑎𝑖) + 𝑓 ′(𝑎𝑖)
1! (𝑘2 − 𝑎𝑖)1 + 𝑓 ′′(𝑎𝑖)

2! (𝑘2 − 𝑎𝑖)2 + . . .

+ 𝑓 (𝑛𝑖)(𝑎𝑖)
𝑛𝑖!

(𝑘2 − 𝑎𝑖)𝑛𝑖 .

(3.4)

A wave of a single wavelength can be expressed on the form

𝜂�⃗�(�⃗�, 𝑡) = 𝐴 sin(𝛼+ �⃗� · �⃗� − 𝜔 𝑡), (3.5)

where 𝜂�⃗� is the free surface elevation consisting only of a wave with the wave
vector �⃗�, 𝐴 is the amplitude of the wave, and 𝛼 is the phase of the wave. Hence,
we can conclude that

𝜕2

𝜕𝑡2
𝜂�⃗� = −𝜔2𝐴 sin(𝛼+ �⃗� · �⃗� − 𝜔 𝑡) = −𝜔2𝜂�⃗�, (3.6)

and
∇2𝜂�⃗� = −𝑘2𝐴 sin(𝛼+ �⃗� · �⃗� − 𝜔 𝑡) = −𝑘2𝜂�⃗�. (3.7)

If we multiply both sides of Equation 3.4 with 𝜂, we can use Equation 3.6 and
Equation 3.7 to obtain

𝜕2

𝜕𝑡2
𝜂𝑖�⃗� = −

(︂
𝑓(𝑎𝑖) + 𝑓 ′(𝑎𝑖)

1! (−∇2 − 𝑎𝑖)1 + 𝑓 ′′(𝑎𝑖)
2! (−∇2 − 𝑎𝑖)2 + . . .

+ 𝑓 (𝑛𝑖)(𝑎𝑖)
𝑛𝑖!

(−∇2 − 𝑎𝑖)𝑛𝑖

)︂
𝜂𝑖�⃗�,

(3.8)
where an 𝑖 has been added to the index of 𝜂 to indicate that this PDE is only
valid for waves that are described by Equation 3.5 and are represented in 𝜂𝑖.
Since this PDE otherwise holds for all 𝜔 and �⃗�, if we assume that the surface
is linear, the superposition principle tells us that the equation can be used to
describe the time evolution of 𝜂𝑖, and we can remove the �⃗� completely from the
equation.

A problem that is easily overlooked is the problem of discretizing the ∇2

operator. To use a naive three-point second order derivative operator 𝐷2 in
each dimension in ∇2 is not sufficient. To illustrate, if 𝐷2 operates on a one-
dimensional wave, sin(𝑘 𝑥), the result will be

𝐷2 sin(𝑘 𝑥) = sin(𝑘 (𝑥− Δ𝑥)) − 2 sin(𝑘 𝑥) + sin(𝑘 (𝑥+ Δ𝑥))
Δ𝑥2

= − sin(𝑘 𝑥) 2 (1 − cos(𝑘Δ𝑥))
Δ𝑥2 ,

(3.9)

where Δ𝑥 is the grid cell size. Hence, 𝐷2 will underestimate the real second
order derivative which is −𝑘2 sin(𝑘 𝑥) (this is especially true for high 𝑘-values).
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A more suitable operator can be constructed as an 𝑛𝑖th order polynomial of 𝐷2.
When then discretizing Equation 3.8, this polynomial is substituted for ∇2, and
any terms containing powers of 𝐷2 with an exponent higher than 𝑛𝑖, after the
powers in Equation 3.8 have been expanded, are simply neglected. After doing
this substitution, (𝜕2/𝜕𝑡2)𝜂𝑖 will be given on the form

𝜕2

𝜕𝑡2
𝜂𝑖 =

(︀
𝐶𝑖0 + 𝐶𝑖1(𝐷2)1 + . . . + 𝐶𝑖𝑛𝑖

(𝐷2)𝑛𝑖
)︀
𝜂𝑖,

(3.10)

where 𝐶𝑖𝑗 , 𝑗 = 0, . . . , 𝑛𝑖 are a sequence of polynomial coefficients used in the
PDE for describing 𝜂𝑖, and 𝑗 is an index used to specify one of those coefficients.
A drawback with using this discretization method, though, is that the higher 𝑛𝑖

is, the more difficult it becomes to calculate the derivatives close to boundaries,
since they will depend on values of node points that lie outside of the boundaries,
and those values are generally not known. A possible remedy could be to reduce
the order of the expressions close to boundaries to remove that dependency.

It also has to be considered that 𝑓 , as well as all of its derivatives, depend on
the water depth ℎ, which in turn can vary between different locations �⃗� and times
𝑡. Hence, 𝐶𝑖𝑗 also depends on ℎ and this has a direct effect on Equation 3.10.
If 𝑘 ℎ ≫ 1, the factor tanh(

√
𝑥ℎ) in Equation 3.2 can be approximated as

1 and the ℎ dependence vanishes. But for the coarser grids, on which waves
with very long wavelengths are represented, or close to the shoreline where the
water is shallow, tanh(

√
𝑥ℎ) cannot be approximated as 1 and the coefficients

𝐶𝑖𝑗 may have to be computed separately for each grid point, and perhaps also
recomputed at even intervals if the water is not calm and the water depth
changes much. If that is the case, a lookup table for each coefficient 𝐶𝑖𝑗 may
be used, in which interpolation between lookup elements can be performed, to
speed up the calculation of 𝐶𝑖𝑗 for different values of ℎ.

By building on the idea presented in this report (the report in which this
clarification is made), that is, approximating Equation 3.2 as a Taylor expansion
to obtain PDEs on the form given by Equation 3.10, arbitrary accuracy for the
speed of the various wavelengths can potentially be obtained by choosing a high
enough 𝑛𝑖 for each component. However, it is unknown whether this method
conserves mass and energy, or — if it doesn’t — if there exists a similar method
with corresponding performance and accuracy that does conserve mass and
energy.

If there would be a problem with the conservation of mass, it could possibly
be solved by introducing a momentum field in which the vertically integrated
momentum per horizontally projected unit area of surface was stored. This
would lead to a natural conservation of mass since mass no longer is introduced
or destructed anywhere. It would also require that the PDE for the free surface
elevation in some way was converted to a PDE for the momentum field, and that
another PDE was introduced, namely that the time derivative of the free surface
elevation is equal to the negative divergence of the momentum field divided by
density of the water.

By choosing a fixed order 𝑛𝑖 for each polynomial in Equation 3.10, the
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method has the time complexity 𝑂(𝑁) per time step. Here, 𝑁 is the number
of grid points that are located on a location on a grid for which there does not
exist any other grid with higher resolution and that stretches over the same
location. For a simple case where the level of detail doesn’t depend on location,
and all grids hence cover the same surface, this means that 𝑁 is the number of
grid points on the finest grid.

3.2 Three-dimensional methods
Three-dimensional methods are often highly realistic in the sense that they
will be able to simulate all different kind of phenomenas that can be described
with the Navier–Stokes equations (see Section 4.4). There are a few exceptions
though.

3.2.1 Smoothed-Particle Hydrodynamics
The smoothed-particle hydrodynamics (SPH) method is a highly realistic model
that simulates a flow by simulating a large number of small particles. It belongs
to the family meshfree methods and is the only such method presented in this
report. Between each pair of particles that are within a certain cut-off distance
from each other, there is a repelling or attractive force, described by an ordinary
differential equation (ODE). The interaction between two particles in the sim-
ulation is usually modeled by a potential like those used in molecular dynamics
(MD), for example a Lennard–Jones (LJ) potential that has been softened to
limit the maximum acceleration that particles can be exposed to. The cut-off
distance is used in order to ensure that the number of interactions is 𝑂(𝑁), an
not 𝑂(𝑁2) as for a system where all pair of particles interact with each other,
where 𝑁 is the number of particles in the system.

There are a few major advantages with using this method. When the Eu-
lerian specification of the flow field is used to describe the fluid motion, the
equations tend to become more complicated as they contain advection terms.
In SPH on the other hand, the Lagrangian specification of the flow field is used
and no advection terms are therefore present in the equations which makes the
model relatively simple, and it is easily implemented. Besides, no advection of
fields with an Eulerian representation is simulated, which prevents additional
problems that can arise during the advection, and conservation of various prop-
erties, like momentum and energy is usually automatically well preserved as a
result of that. In fluid simulations, there is no need to model the air, and there
is no need to keep track of where the surface of the fluid is located since this is
information that can be extracted during the post-processing phase.

On the other hand, the SPH method requires that the entire simulation do-
main is filled with small particles, which often means that an extremely large
number of particles, proportionally to the volume of the fluid, have to be sim-
ulated. This implies a very heavy workload on the computer, and as a result
of that, SPH is very rarely used in real-time simulations. However, adaptive
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particle sizes have been used in order to reduce the amount of particles needed
in the simulation in order to remedy this problem.

It is possible to initialize the particles with different sizes in order to make
some parts of the flow have a lower particle density and hence require less
computational power per unit volume; in that way numerical precision can be
traded for speed. On the other hand, this introduces another problem — as the
flow evolves, advection may cause large particles to end up at places in the flow
where high numerical precision is desired and decrease the numerical precision
to under the required level. Besides, if the particles have a high velocity relative
to each other (a high temperature), diffusion will cause large and small particles
to mix and the large particles will once again end up at places in the flow where
high numerical precision is desired.

One naive attempt to solve this problem could be to dynamically resize the
particles as they end up in parts of the flow with different requirements on the
numerical precision. However, this will add or remove mass to those locations,
so the simulation will not conserve mass. A subsequent, also naive, attempt
to in turn solve this problem could be to take the mass that is removed, and
distribute it uniformly over all particles by scaling them with a factor, but that
would lead to a non-physical transportation of mass which would move the
center of mass, and would even break conserve momentum.

A better remedy to this problem is to split large particles into smaller ones
and merge small particles into larger ones, as first done in a work by Desbrun
and Cani [1999], which was later improved upon a number of times, for example
by Yan et al. [2009]. However, these techniques still require a fairly large number
of particles and are hence not suitable for real time simulations of water surfaces
on large bodies of water.

For a grid with a random access time complexity of 𝑂(1) and for particles
that all have the same size, this method ensures the time complexity 𝑂(𝑁) per
time step, where 𝑁 is the number of particles.

3.2.2 Finite Volume Method
The finite volume method (FVM) is a highly realistic model that solves a set
of PDEs by dividing the region of interest into small volume elements, and by
discretizing the fields that are described by the PDEs into points in the volume
elements or on the border of the volume elements, usually with a fixed number
of points per volume element, as well as discretizing the PDEs into a number of
ODEs that describe the evolution of the discretized fields. The volume elements
are commonly referred to as cells. The FVM and its usage in CFD is described
in greater detail in Chapter 4.

The FVM ensures the time complexity 𝑂(𝑁) per time step, where 𝑁 is the
number of cells.
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3.2.3 Finite Volume Method on a restricted tall cell grid
This approach [Chentanez and Müller, 2011] uses an orthogonal grid, where the
water closest to the surface is modeled with small cubic cells, and the water
deeper down is modeled with tall cells that stretch vertically down all the way
from where the surface cells end to where the bottom is located (where the
water ends). The horizontal size of the tall cells is on the other hand the same
as for the cubic cells close to the surface.

The advantages with this approach is that it significantly reduces the number
of cells that have to be processed by approximating a large number of small cells
as a much smaller number of tall cells, and it will still catch surface disturbances
and simulate waves with short wavelengths with a high accuracy, and it also
simulates waves with really long wave lengths relative to the water depth and
an overall motion of the water with a high accuracy. On the other hand, it
cannot simulate waves with intermediate wavelength with a very high accuracy.

This method is ideal for simulating flowing water when the main focus does
not lie on simulating surface wave properly. However, for simulating an ocean
where one often focuses on getting the correct speed for all wavelengths, the tall
cells are not very well suited.

3.2.4 Finite Volume Method on an octree grid
The aim of this method is the same as the aim of the restricted tall cell grid
approach, which is to reduce the number of cells that are needed in the sim-
ulation. It does so by modeling the grid with an octree which allows for easy
adaptive mesh refinement. This method was probably first implemented by
Popinet [2003], but has since been implemented a number of times after that,
for example by Losasso et al. [2004], and exists in among other the open source
software OpenFOAM.

Numerically important regions, such as those close to the surface, are mod-
eled with a fine grid in order to capture small scale details, while other regions
are modeled with increasingly larger cell sizes the less important they become,
which usually means the farther away they get from important regions. For the
case of surface wave simulations, this means a grid cell size that depends on the
relative positioning to the camera on the surface, and an increasing cell size for
the subsurface cells the farther they get from the surface.

Using this method to simulate surface waves propagating on a large body
of water allows an arbitrarily high accuracy, depending on how quickly the
cells grow in size when they get farther away from regions of high importance.
However, it may, just like any other method that discretizes a set of PDEs
represented in the spatial domain, have some problems with getting the correct
wave speed for waves with wavelengths not much larger than the cell size, for
reasons related to the problem of discretizing the ∇2 operator discussed in
Section 3.1.4.

This method guarantees that the number of cells used in the simulation is
𝑂(𝑁s), where 𝑁s is the number of cells located on the surface; hence it ensures
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the time complexity 𝑂(𝑁s) per time step.

3.3 Hybrid two- and three-dimensional methods
Two-dimensional methods are usually much faster than three-dimensional meth-
ods. On the other hand, three-dimensional methods often have a level of realism
that you can’t find among two-dimensional methods, and are able to simulate
phenomena such as splashes or wave breaking, and the mathematical model
describing FSI often follows naturally. For that reason, hybrid two-dimensional
and three-dimensional methods have been developed, which aim to combine
the strengths of two-dimensional and three-dimensional methods and overcome
their weaknesses by simulating regions with more complex water motion using
a three-dimensional method and regions with less complex water motion using
a two-dimensional method, and then couple these simulations with each other.
Regions with complex water motion as close to a moving structure such as a
ship, and close to the shoreline if wave breaking or wave shoaling is important.

In an implementation by Thürey et al. [2006], a method known as the lattice
Boltzmann method, which is similar to the FVM, was used to simulate water
in a small box; this simulation was in turn coupled to an SWS taking place
outside of the box. It turned out that with a two-dimensional region covering
an area 35 times the size of the area over the three-dimensional region, the three-
dimensional region still required more than two thirds of the entire simulation
time, and updating a three-dimensional cell took in average three times as long
as updating a two-dimensional cell. Although the simulation didn’t run in real-
time, it was further concluded that given enough computational resources, and
in combination with adaptive grids, parallelization and low grid-resolutions, this
could be used for interactive, real-time simulations of large water surfaces.

3.4 Miscellaneous other methods
Except from the methods already covered in this chapter, there are a few other
methods commonly used in CFD which for selected reasons are not suitable for
simulating oceans.

We have the lattice Boltzmann method (LBM), which originates from cellu-
lar automata and which solves the discrete Boltzmann equation. As stated by
Thürey et al. [2006], the LBM approximates the Navier–Stokes equations with-
out the need for an iterative solver by relaxing the incompressibility constraint.

We have the marker-and-cell (MAC) method, which was first described by
Harlow and Welch [1965]. The MAC method is a FVM simulation in which
many small, massless marker particles are initially homogeneously distributed
in the fluid, and then carried with the flow. The marker particles mark the
presence of fluid, just like the 𝛼 field does in the volume of fluid method (this
method is described in Section 6.3).

We have the boundary element method (BEM) in which the equations of
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motion are converted to integral equations and solved solely from the bound-
aries, and has some interesting potential for the simulation of surface waves
[Grilli et al., 2009]. However, it can’t handle breaking waves, and it is still too
computationally expensive, so for that reason it is not a suitable method for
real-time simulation of the surface of a large body of water.

We also have the finite element method (FEM) which is the Lagrangian
correspondence to the FVM, where (like in the FVM) the simulated region
is divided into many small elements, or cells, but where (unlike in the FVM)
the cells follow the flow instead of being stationary and letting the flow pass
through the cell walls. While the FEM is usually used for analyzing the struc-
ture of solids, it also has some applications within CFD [Rannacher, 1999]. The
FEM has some advantages over the FVM, like using the Lagrangian versions
of the equations of motion, which in contrast to the Euclidean versions don’t
contain any advection terms and hence are not subject to smearing. It also nat-
urally provides a representation of fluid interfaces. However, the FEM is more
complicated to implement than the FVM. Cells change shape and are stretched
out, which makes re-meshing necessary, and the FEM is still not guaranteed to
give results better than, or even as good as, those of the FVM. Besides, the
FEM, which is very often used in solid state mechanics simulations, is not that
well established in the field of CFD, while the FVM is somewhat of an industry
standard.
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Part II

Theoretical background
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Chapter 4

The Finite volume method

The FVM is a way of solving a PDE, or a set of PDEs, where the room is dis-
cretized into a large number of non-moving, adjacent volume elements which are
commonly referred to as cells. Different properties are discretized into certain
points. Scalar fields are usually discretized to the cell centers, or sometimes to
nodes on the cell corners, which can be convenient since interpolation of fields
discretized to the cell centers tend to be more difficult [Losasso et al., 2004]. In
a collocated grid, all properties are stored at the same locations, so the vector
properties are discretized to the same locations as the scalar properties. On a
staggered grid on the other hand, the velocity (or the momentum, depending on
implementation) is discretized to the cell faces. For this thesis work, a staggered
grid has been used, and throughout the report the discretization locations for
the various properties will be called storage locations.

4.1 Fluid simulation
The FVM can handle simulation of fluids in a realistic way. It is natural to
use this method to represent fluids, since it represents them in a continuous
way, and since fluids are continuous media (at least on the macroscopic level on
which they are simulated). This can be contrasted to representing the fluids as
particles, which are discrete.

When using the FVM, the simulation can be concentrated to the interesting
parts of the flow by using adaptive mesh refinement [Popinet, 2003, Losasso
et al., 2004], to speed up the simulation orders of magnitude without losing or-
ders of magnitude in numerical precision in the interesting parts of the flow. This
doesn’t really have any natural correspondence when using particles, although
a very similar effect can be achieved with a technique discussed in Section 3.2.1.

When applying the FVM in CFD, it simulates the flow of a fluid by dividing
the fluid into a large number of non-moving, adjacent cells and letting the fluid
flow between the cells, through the cell faces. The motion of the fluid is described
by a set of PDEs, usually the Euler equations or the Navier–Stokes equations.
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The main difference between the Navier–Stokes equations and the Euler
equations is that the Navier–Stokes equations take viscous forces into account
whereas the Euler equations do not. The Euler equations are therefore a special
case of the Navier–Stokes equations. Many textbooks also omit external forces
when writing about the Euler equations, although gravity which is such an
external force usually is included when simulating free surface flow using the
Euler equations.

In simulations where the viscous force plays a big role, the Euler equations
are not sufficient and so the Navier–Stokes equations are usually used, otherwise
the Euler equations usually work equally well as the Navier–Stokes equations,
and may even be preferred to the Navier–Stokes equations because of the sim-
plifications they imply for the model and for the computations. In this thesis
work, it is the Euler equations that are solved.

4.2 Divergence calculation
In the PDEs, in order to calculate the divergence of a vector field, the divergence
theorem is used and a volume integral of the divergence of the field is converted
to a surface integral of the vector field itself. The divergence theorem states
that ˚

𝑉

∇ · 𝐹 (𝑟′) d𝑉 =
‹

𝑆

(𝐹 (𝑟′) · �̂�) d𝑆 (4.1)

where 𝐹 is a vector field, 𝑉 is a control volume, which in our case is the cell
surrounding the point �⃗� in which the divergence is to be calculated, 𝑆 is the
surface of 𝑉 , with normal vector pointing outwards, d𝑉 and d𝑆 are infinitesimal
elements in 𝑉 and 𝑆 respectively, �̂� is the normal of d𝑆 and 𝑟′ is the position
of d𝑉 and d𝑆 respectively. The divergence of 𝐹 (�⃗� ) is then approximated as the
average divergence of 𝐹 in 𝑉 and calculated as

∇ · 𝐹 (�⃗� ) = 1
𝑉

‹
𝑆

(𝐹 · �̂�) d𝑆. (4.2)

In the FVM, the surface of a cell consists of cell faces, 𝑆𝑖, between the cell
itself and neighboring cells, so Equation 4.2 can be rewritten as

∇ · 𝐹 (�⃗� ) = 1
𝑉

∑︁

𝑆𝑖

‹
𝑆𝑖

(𝐹 · �̂�) d𝑆 = 1
𝑉

∑︁

𝑆𝑖

𝐹𝑖 𝑆𝑖, (4.3)

where 𝑖 is an index, 𝑆𝑖 is the area of the cell face to the 𝑖th neighbor cell and
𝐹𝑖 is the average field flux through 𝑆𝑖, defined as

𝐹𝑖 = 1
𝑆𝑖

‹
𝑆𝑖

(𝐹 · �̂�) d𝑆. (4.4)

Besides, cell faces in the FVM are usually flat, which means that the normal
vector �̂� is constant for a certain cell face 𝑆𝑖. Equation 4.4 can therefore be
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rewritten as
𝐹𝑖 = 1

𝑆𝑖
�̂�𝑖 ·
‹

𝑆𝑖

𝐹 d𝑆, (4.5)

where �̂�𝑖 is the normal of 𝑆𝑖. 𝐹𝑖, which is now just the �̂�𝑖-component of the
average value of the field on the cell face 𝑆𝑖, is on a staggered grid stored directly
on 𝑆𝑖.

4.3 Gradient calculation
For orthogonal grids, the gradient of a scalar field is calculated in a similar way,
but in this case the gradient theorem is used. The gradient theorem states that

𝜑(�⃗�2) − 𝜑(�⃗�1) =
ˆ

𝛾[�⃗�1, �⃗�2]
∇𝜑(𝑟′) · d𝑟′, (4.6)

where 𝜑 is a scalar field, 𝛾[�⃗�1, �⃗�2] is a path within 𝜑’s domain, connecting the
vectors �⃗�1 and �⃗�2 and

´
𝛾[�⃗�1, �⃗�2] denotes a path integral along 𝛾[�⃗�1, �⃗�2]. By divid-

ing both sides of Equation 4.6 with Δ𝑟 = |�⃗�2 − �⃗�1|, we obtain

𝜑(�⃗�2) − 𝜑(�⃗�1)
Δ𝑟 =

´
𝛾[�⃗�1, �⃗�2] ∇𝜑(𝑟′) · d𝑟′

Δ𝑟 =
´

𝛾[�⃗�1, �⃗�2] ∇𝜑(𝑟′) · Δ�⃗�
|Δ�⃗�| d𝑟′

Δ𝑟 (4.7)

where Δ�⃗� = �⃗�2 − �⃗�1 and

∇𝜑(�⃗� ) · Δ�⃗�
|Δ�⃗�| = 𝜑′

Δ�⃗�(�⃗� ), (4.8)

where 𝜑′
�⃗� is the derivative of 𝜑 in the direction of �⃗�. By assuming the simplest

path possible from 𝑟1 to 𝑟2, which is just a line segment, Δ𝑟 can be written as

Δ𝑟 =
ˆ

𝛾[�⃗�1, �⃗�2]
d𝑟′ (4.9)

and Equation 4.7 becomes

𝜑(�⃗�2) − 𝜑(�⃗�1)
Δ𝑟 =

´
𝛾[�⃗�1, �⃗�2] 𝜑

′
Δ�⃗�(𝑟′) d𝑟′

´
𝛾[�⃗�1, �⃗�2] d𝑟′ (4.10)

where the right hand side can be identified as the average value of 𝜑′
Δ�⃗�(�⃗� ) along

the path 𝛾[�⃗�1, �⃗�2]. Provided that �⃗� is close enough to 𝛾[�⃗�1, �⃗�2] (preferably equal
to (�⃗�1 + �⃗�2)/2), 𝜑′

Δ�⃗�(�⃗� ) can be approximated as this average and calculated as

𝜑′
Δ�⃗�(�⃗� ) = 𝜑(�⃗�2) − 𝜑(�⃗�1)

Δ𝑟 . (4.11)

The gradient of a scalar field can be written as

∇𝜑(�⃗� ) =
(︃

𝑑−1∑︁

𝑖=0

𝜕

𝜕𝑟𝑖
𝑒𝑖

)︃
𝜑(�⃗� ) =

𝑑−1∑︁

𝑖=0
𝜑′

𝑒𝑖
(�⃗� ) 𝑒𝑖, (4.12)
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where {𝑒𝑖} is an orthonormal basis for R𝑑, where 𝑑 is the number of dimensions
and 𝑖 = 0, 1, ... , 𝑑 − 1; 𝑒𝑖 is a base vector in {𝑒𝑖} that is aligned with the 𝑖th
grid axis and 𝑟𝑖 is the 𝑒𝑖 component of �⃗�, such that 𝑟𝑖 = 𝑒𝑖 · �⃗�. Since we are on
an orthogonal grid, we can assume that the location �⃗� in which the gradient is
to be calculated will be the center (or corner) of a cell with 2𝑑 neighboring cell
centers (or cell corners):

⎧
⎪⎨
⎪⎩

�⃗�𝑒−
𝑖

= �⃗� − Δ𝑟𝑖 𝑒𝑖

�⃗�𝑒+
𝑖

= �⃗� + Δ𝑟𝑖 𝑒𝑖

, (4.13)

where Δ𝑟𝑖 is the grid spacing in 𝑒𝑖-direction. By combining Equations 4.11,
4.12 and 4.13, we can write the gradient of 𝜑 as

∇𝜑(�⃗� ) =
𝑑−1∑︁

𝑖=0

𝜑(�⃗�𝑒+
𝑖

) − 𝜑(�⃗�𝑒−
𝑖

)
2 Δ𝑟𝑖

𝑒𝑖. (4.14)

4.4 Navier–Stokes equations
The Navier–Stokes equations are a statement of the conservation of momentum
for a fluid. The general form of the equations reads

𝜌
𝐷�⃗�

𝐷𝑡
= −∇𝑝+ ∇ · T + 𝑓, (4.15)

where 𝜌 is the density, �⃗� is the velocity, 𝑝 is the pressure, T is the deviatoric
stress tensor, which includes viscous forces, and 𝑓 is the external forces per
unit volume. 𝐷𝑥/𝐷𝑡, where 𝑥 is a scalar or vector field, denotes the material
derivative of 𝑥 and is the time derivative of the property 𝑥 for a material element
following the flow (thus having the velocity �⃗�). The right hand side of this
equation is the net force per unit volume acting on the fluid. By multiplying both
of the sides with an arbitrary volume, it becomes apparent that the equation is
a statement of Newton’s second law.

The material derivative of a scalar or vector field 𝑥 is defined as
𝐷𝑥

𝐷𝑡
= 𝜕𝑥

𝜕𝑡
+ �⃗� · ∇𝑥, (4.16)

and by substituting this in Equation 4.15, we obtain

𝜌

(︂
𝜕�⃗�

𝜕𝑡
+ �⃗� · ∇�⃗�

)︂
= −∇𝑝+ ∇ · T + 𝑓. (4.17)

For the case of Eulerian flow, T = 0, so ∇ · T vanishes from the equation.
When the right hand side of Equation 4.16 appears in a PDE, the term �⃗� · ∇𝑥
is generally referred to as the advection term in the PDE and is responsible for
transporting the field with the flow. In Equation 4.17, this term is needed in
order to give waves their correct speed when the medium is moving.

23



It should be noted that these equations do not fully describe the behavior
of the fluid; for example, they do not model the effects of surface tension or
describe diffusion of various properties such as temperature within the fluid,
nor do they describe how to obtain any of the fields 𝑝, T or 𝑓 that are needed
in order to solve the Navier–Stokes equations.

By time discretizing and rewriting Equation 4.17, and choosing the value of
�⃗� in time step 𝑛 and the value of 𝜕�⃗�/𝜕𝑡 in time step 𝑛+ 1

2 , thus introducing an
𝑂(Δ𝑡) error where Δ𝑡 is the length of the time step, we obtain

�⃗�𝑛+1 = �⃗�𝑛 + Δ𝑡
(︃

−�⃗�𝑛 · ∇�⃗�𝑛 + −∇𝑝+ ∇ · T + 𝑓

𝜌

)︃
, (4.18)

where �⃗�𝑛 denotes the velocity in time step 𝑛. Using a method described e.g.
by Losasso et al. [2004], Equation 4.18 can be solved in two steps. First, an
auxiliary velocity �⃗�*

𝑛 that ignores the pressure term is calculated, that is

�⃗�*
𝑛 = �⃗�𝑛 + Δ𝑡

(︃
−�⃗�𝑛 · ∇�⃗�𝑛 + ∇ · T + 𝑓

𝜌

)︃
, (4.19)

and second, the velocity update is calculated as

�⃗�𝑛+1 = �⃗�*
𝑛 − Δ𝑡∇𝑝𝑛+1, (4.20)

where 𝑝𝑛 denotes the pressure in time step 𝑛.

4.5 Continuity equation
For a control volume 𝑉 with surface 𝑆 and a surface normal �̂� pointing outwards,
the amount of mass flux d𝑚/d𝑡 entering the control volume can be described
by

d𝑚
d𝑡 = −

‹
𝑆

(𝜌�⃗� · �̂�) d𝑆, (4.21)

where 𝑚 is the mass of the fluid in 𝑉 . By using the divergence theorem (Equa-
tion 4.1) and dividing with 𝑉 , we can rewrite Equation 4.21 as

d(𝑚/𝑉 )
d𝑡 = − 1

𝑉

˚
𝑉

∇ · (𝜌�⃗� ) d𝑉 (4.22)

and in the limit where 𝑉 → 0, this equation turns into

𝜕𝜌

𝜕𝑡
= −∇ · (𝜌�⃗� ), (4.23)

where the density is defined as 𝜌 = d𝑚/d𝑉 . This can be rewritten as

𝜕𝜌

𝜕𝑡
+ ∇ · (𝜌�⃗� ) = 0. (4.24)
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This is known as the continuity equation and has to be satisfied in order to
ensure conservation of mass. Time discretizing this equation, and choosing to
use the values of 𝜌 and �⃗� in time step 𝑛 and the value of 𝜕𝜌/𝜕𝑡 in time step
𝑛+ 1

2 , thus introducing an 𝑂(Δ𝑡) error, gives

𝜌𝑛+1 = 𝜌𝑛 − Δ𝑡∇ · (𝜌𝑛�⃗�𝑛), (4.25)

where 𝜌𝑛 denotes the density in time step 𝑛.

4.6 Pressure equation
Neither the Euler equations nor the Navier–Stokes equations specify how the
pressure is updated, so when solving either of these two sets of equations one is
essentially free to calculate the pressure in whichever way one desires. Together
with a pressure model, the two sets of equations come in two major forms which
usually differ significantly in implementation and stability — the compressible
form and the incompressible form. For this thesis work, the compressible Euler
equations are solved.

4.6.1 Compressible flow
In nature, all fluids are compressible, so a physically correct pressure model
will let the fluids contract and expand which means that for compressible flow,
the divergence of the velocity field is allowed to be non-zero. The pressure is
then usually expressed as a function of the density, sometimes also taking into
account the temperature and other properties that may affect the pressure, that
is

𝑝 = 𝑝 (𝜌, 𝑇, other material properties), (4.26)

where 𝑇 is the temperature.
However, the set of fluid motion equations including Equation 4.26 is stiff,

meaning that if an ordinary explicit method such as the forward Euler method
is used, the time step has to be taken to be extremely small, or the method
will be unstable. Ordinary numerical methods for solving this set of equations
are known to give rise to spurious oscillations in the solutions when the speed
of sound times the time step is too large in comparison to the characteristic
length of the cells, making the numerical method unstable. More generally, this
stringent restriction of the time step is known as the Courant–Friedrichs–Lewy
(CFL) condition [Courant et al., 1967].

Still, not all solvers for compressible flow suffer from this problem. In a
work by Kwatra et al. [2009], the CFL condition is alleviated by introducing a
pressure field, separated from the density field, for which a PDE is derived. In
this PDE, an advection term is then identified, which can be calculated using
either a hight-order (HO) essentially non-oscillatory (ENO) scheme or semi-
Lagrangian advection. The reminding part of the PDE is then discretized using
the backward Euler method. This is just the ordinary Euler method but for
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which the time derivative is calculated in the next time-step instead of in the
current. For the pressure field, this time derivative involves the Laplacian of
the pressure field in the next time-step, which is not known directly; hence,
a Poisson equation arises. This technique doesn’t lead to spurious acoustic
oscillations and is similar to the technique used for solving incompressible flow,
which also gives rise to a Poisson equation for solving the pressure field. In the
limit where the speed of sound goes to infinity, it leads to the same Poisson
equation as for incompressible flow [Kwatra et al., 2009].

4.6.2 Incompressible Navier–Stokes equations
When acoustic waves is of no significant importance to the simulation, it is
probably most common to model the fluids as incompressible. When simulating
incompressible flow, a different approach is taken to calculate the pressure field.

Since the flow is incompressible, the density will be constant, which means
that derivatives of 𝜌 vanish, that is

𝜕𝜌

𝜕𝑡
= 0 (4.27)

and
∇𝜌 = 0⃗. (4.28)

Equation 4.24 will then turn into

∇ · �⃗� = 0. (4.29)

By using Equation 4.28 and Equation 4.29, Equation 4.25 turns into just

𝜌𝑛+1 = 𝜌𝑛 (4.30)

and becomes superfluous, since this simplified equation also follows directly from
Equation 4.27. Furthermore, it turns out that when the flow is incompressible,
we have

∇ · T = 𝜇∇2�⃗�, (4.31)

where 𝜇 is the (dynamic) viscosity [Batchelor, 1967]. For simplicity, we can
assume that we use a set of units where

𝜌 = 1. (4.32)

Equation 4.19 can then be rewritten as

�⃗�*
𝑛 = �⃗�𝑛 + Δ𝑡(−�⃗�𝑛 · ∇�⃗�𝑛 + 𝜇∇2�⃗�𝑛 + 𝑓), (4.33)

which can be directly solved assuming that 𝜇 and 𝑓 are known.
However, Equation 4.20, which is used to update the velocity, contains 𝑝

which is a second unknown and must be calculated before �⃗� can be calculated.
Following standard procedure [Losasso et al., 2004], by rewriting Equation 4.20,
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taking the divergence of both sides and using Equation 4.29 to get rid of ∇ · �⃗�,
we obtain the Poisson equation

∇2𝑝𝑛+1 = ∇ · �⃗�*
𝑛

Δ𝑡 (4.34)

which needs to be solved before we can update the velocity completely.
When discretizing this equation spatially a system of linear equations is

obtained, for which there exist many solution methods with varying speed and
accuracy. As a comparison, it can be noted that the naive Gaussian elimination
algorithm, or the Gauss–Jordan elimination algorithm for a multi-core system,
has a time complexity of 𝑂(𝑁3) for an 𝑁 × 𝑁 matrix, where the 𝑂 symbol
indicates big O notation and 𝑁 is the number of unknowns. However, an 𝑂(𝑁3)
time for solving the pressure Poisson equation would slow down the simulation
tremendously, since it otherwise runs in 𝑂(𝑁) time per timestep.

Since incompressibility is only an approximate property of the fluid, it is
arguably enough to only approximately solve the pressure Poisson equation,
which is the governing equation for incompressibility. This assumption enables
a large set of fast, iterative methods for solving the pressure equation, such as
the multilevel accelerated Jacobi method [Popinet, 2003]. However, there exist
iterative methods that will solve the pressure Poisson equation down to machine
precision in only a few number of iterations, such as the preconditioned conju-
gate gradient (PCG) method, which can be applied if the matrix is symmetric;
this method has earlier been used with an incomplete LU Cholesky factorization
as preconditioner [Losasso et al., 2004].

If the pressure equation is only solved approximately, Equation 4.29 is not
perfectly satisfied, and hence Equation 4.30 doesn’t hold. If perfect conservation
of mass is essential, the deviation of mass has to be recorded so that they can
be accounted for, and Equation 4.25 has to be used again.

Instead of trying to satisfy Equation 4.29, which obviously doesn’t work too
well and would lead to uncontrolled fluctuations in density, one would rather
prefer that the density very quickly becomes one again. The time 𝑛+1 density is
given by Equation 4.25 which is fully determined since 𝜌𝑛+1 is the only unknown
in the equation, but the time 𝑛+ 2 density is given by substituting 𝑛+ 1 for 𝑛
in Equation 4.25, that is

𝜌𝑛+2 = 𝜌𝑛+1 − Δ𝑡∇ · (𝜌𝑛+1�⃗�𝑛+1) (4.35)

which is underdetermined since �⃗�𝑛+1 also is unknown. We can therefore make
the requirement that

𝜌𝑛+2 = 1. (4.36)

Perfect satisfaction of Equation 4.36 will not take place due to an imperfectly
solved pressure equation, but it is still the goal and also what we are going to
assume. By rearranging Equation 4.35 and expanding the divergence, we obtain

∇ · �⃗�𝑛+1 =
1 − 𝜌−1

𝑛+1 𝜌𝑛+2

Δ𝑡 − 𝜌−1
𝑛+1 �⃗�𝑛+1 · ∇𝜌𝑛+1. (4.37)
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Now, the Courant number 𝐶 is defined as

𝐶 =
𝑑−1∑︁

𝑖=0

|𝑢𝑖|Δ𝑡
Δ𝑟𝑖

, (4.38)

where 𝑢𝑖 is the 𝑖th velocity component, that is 𝑢𝑖 = 𝑒𝑖 · �⃗�. The Courant number
can basically be thought of as the volume fraction of a cell that is replaced
during one time step because of flow through the cell walls. If we assume that
this number is much smaller than one, that is

𝐶 ≪ 1, (4.39)

or if we assume that 𝐶 is limited and the spectrum of 𝜌𝑛+1 is dominated by
wavelengths much longer than the cell size, 𝜌−1

𝑛+1 �⃗�𝑛+1 · ∇𝜌𝑛+1 will be a rela-
tively small term in Equation 4.37 and can therefore be approximated as zero.
Furthermore, since 𝜌𝑛+1 is close to 1, we can approximate 𝜌−1

𝑛+1 as the first-order
Taylor polynomial centered around the value 1, which is 2 − 𝜌𝑛+1. Hence, by
using Equation 4.36, we can rewrite Equation 4.37 as

∇ · �⃗�𝑛+1 = 𝜌𝑛+1 − 1
Δ𝑡 . (4.40)

By rewriting Equation 4.20, taking the divergence of both sides and using
Equation 4.40 to get rid of ∇ · �⃗�, we obtain the Poisson equation

∇2𝑝𝑛+1 = ∇ · �⃗�*
𝑛

Δ𝑡 − 𝜌𝑛+1 − 1
Δ𝑡2 . (4.41)

If, on the other hand the pressure equation is solved to a very high accuracy,
or perfect conservation of mass is not of especially important, Equation 4.34 can
equally well be used and then the density field becomes superfluous. For simu-
lation purposes, conservation of mass to this high degree is often not important
and hence the density field can be omitted.

No matter if we need to conserve mass perfectly or not, we will obtain a
Poisson equation for the pressure field, which can be written on the form

∇2𝑝(�⃗� ) = 𝑞(�⃗� ), (4.42)

where 𝑞 is a known function of �⃗�. When the equation for describing the pressure
takes this form, it is often referred to as the pressure Poisson equation.

4.7 Solution of the pressure Poisson equation
There are a number of ways to solve the pressure Poisson equation. To begin
with, we can realize that since the system is discretized, and since the Poisson
equation is linear by nature, the equation can be written as a system of linear
equations, that is

L p = q, (4.43)
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where p is the vector containing the pressure in all cells, q is the vector contain-
ing 𝑞(�⃗� ) for all cells, and L is a sparse 𝑁 ×𝑁 matrix containing the coefficients
for the system of linear equations that are obtained when discretizing Equa-
tion 4.42. Since L is the matrix correspondence of the Laplace operator, ∇2,
found in Equation 4.42, this particular matrix is also called the Laplacian ma-
trix.

First, there is a class of methods called direct methods, which will solve
the system of linear equations completely. An example is the naive Gaussian
elimination algorithm, or the Gauss–Jordan elimination algorithm for a multi-
core system, having a time complexity of 𝑂(𝑁3) operations in total in the
general case for a system of 𝑁 unknowns, which is (as already mentioned)
unacceptably slow.

Then there is a class of methods called iterative methods, which start with an
initial, guessed value, p(0), and then generate a sequence, {p(𝑛)}, of improving
approximate solutions, where 𝑛 is the number of the iterations carried out.
Different iterative methods converge at different rates to the real solution, p.
For functions that are continuous in time and are used in time-stepping methods
to numerically solve differential equations, like the pressure field in the case of
CFD, a value that is often used as an initial guess is the solution of the same
equation for the previous time step.

4.7.1 The Preconditioned Conjugate Gradient Method
One iterative method is the PCG method, which requires the matrix formulation
of the system to be symmetric and positive-definite. This method will reach the
exact solution if run for 𝑁 iterations, and can hence be used as a direct method.
On the other hand, it will often produce a very accurate approximation even for
a small number of iterations, and is therefore often used as an iterative method
and stopped relatively early.

In a work by Losasso et al. [2004], this method was noted to require only
about 20 iterations to converge to an accuracy of machine precision and that
the pressure solver that was used only accounted for 25 % of the simulation
time. However, it also noted that if the equation formulation is nonsymmetric, it
requires nonoptimal preconditioners which easily leads to an order of magnitude
slowdown, and in the worst case, even problems with robustly finding a solution
at all.

4.7.2 The Jacobi Method
Another iterative method is the Jacobi method, where in each iteration, each
equation in the system is solved independently of all other equations, by isolating
the unknown central to the equation and by replacing the other unknowns with
the values obtained for them from the previous iteration.

If L is decomposed into a diagonal component D and the reminder R, such
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that L = D + R, this method can be expressed as

p(𝑛+1) = D−1(q − Rp(𝑛)). (4.44)

Note that since D is a diagonal matrix, D−1 will also be a diagonal matrix, where
the diagonal elements are the inverses of those in D at the same positions. By
subtracting p from both sides of Equation 4.44, we get

p(𝑛+1) − p

= D−1(q − D p − R p(𝑛)) = D−1(q − (D + R) p − R(p(𝑛) − p))

= D−1(q − L p − R(p(𝑛) − p)) = −D−1R(p(𝑛) − p).

(4.45)

If we define the error of the pressure in each iteration as

𝜖(𝑛) = p(𝑛) − p, (4.46)

we see that
𝜖(𝑛+1) = −D−1R 𝜖(𝑛) = B 𝜖(𝑛), (4.47)

where B = −D−1R, and by using induction, we find that

𝜖(𝑛) = B𝑛𝜖(0). (4.48)

This tells us that the error will decrease exponentially to the number of iter-
ations. The error can be seen as a linear combination of the eigenvectors of
B, which will decrease with different speeds. In fact, an eigenvector of B will
represent a wave shape, and can be assigned an approximate wavelength in
number of cells. The components in the error that decreases the quickest are
the eigenvectors with the corresponding eigenvalues closest to 0.

Equation 4.43 represents a spatial discretization of Equation 4.42. Perform-
ing this discretization involves approximating the Laplace operator, ∇2; this
approximation is itself discrete and is known as the discrete Laplace operator
— let’s denote this ∇2

D. If we for the moment assume that the grid is a 𝑑-
dimensional, cubic — or the corresponding for 𝑑 ̸= 3 — grid with the grid
spacing Δ𝑟 and with periodic boundaries, the simplest useful definition of ∇2

D
would be

∇2
D 𝜑(r) =

𝑑−1∑︁

𝑚=0

𝜑(r − Δ𝑟 e𝑚) − 2𝜑(r) + 𝜑(r + Δ𝑟 e𝑚)
Δ𝑟2

= −2 𝑑𝜑(r)
Δ𝑟2 +

𝑑−1∑︁

𝑚=0

𝜑(r − Δ𝑟 e𝑚) + 𝜑(r + Δ𝑟 e𝑚)
Δ𝑟2 ,

(4.49)

where 𝜑(r) is an arbitrary scalar or vector field, r is the location vector, and e𝑚

is the 𝑚th orthonormal basis vector. If we use this definition of ∇2
D as substitute

for ∇2 when discretizing Equation 4.42, we obtain

−2 𝑑 𝑝(r)
Δ𝑟2 +

𝑑−1∑︁

𝑚=0

𝑝(r − Δ𝑟 e𝑚) + 𝑝(r + Δ𝑟 e𝑚)
Δ𝑟2 = 𝑞(r). (4.50)
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By applying this equation to each point in the grid and comparing the resulting
system of linear equations to Equation 4.43, and by remembering that D is
the diagonal component of L and that R is the reminder, we can make the
identifications

(Dp)𝑗 = −2 𝑑 𝑝(r𝑗)
Δ𝑟2 = −2 𝑑 𝑝𝑗

Δ𝑟2 =
(︂

− 2 𝑑
Δ𝑟2 p

)︂

𝑗

, (4.51)

and

(Rp)𝑗 =
𝑑−1∑︁

𝑚=0

𝑝(r𝑗 − Δ𝑟 e𝑚) + 𝑝(r𝑗 + Δ𝑟 e𝑚)
Δ𝑟2 , (4.52)

where r𝑗 is the location of, and 𝑝𝑗 is the pressure in, the 𝑗th grid point, respec-
tively (note that in this particular case, D reduces to just a scalar, −2 𝑑Δ𝑟−2,
times the identity matrix, I; for a non-structured grid, this is typically not the
case). By considering Equation 4.51 for all indexes 𝑗, we see that

Dp = − 2 𝑑
Δ𝑟2 p, (4.53)

and by multiplying both sides in this equation by −D−1Δ𝑟2/2 𝑑, we obtain

D−1p = −Δ𝑟2

2 𝑑 p. (4.54)

Let’s assume that x is a vector on the form

𝑥𝑗 = 𝑥(r𝑗) = 𝑒𝑖kTr𝑗 , (4.55)

where 𝑥𝑗 is the 𝑗th element of x, 𝑖 is the imaginary unit and k is a wave vector
associated with x. Multiplying B by this vector and by using Equation 4.54
yields

B x = −D−1R x = Δ𝑟2

2 𝑑 R x (4.56)

and by extracting the 𝑗th element and using Equation 4.52 we get

(B x)𝑗 = Δ𝑟2

2 𝑑 (R x)𝑗 =
𝑑−1∑︁

𝑚=0

𝑥(r𝑗 − Δ𝑟 e𝑚) + 𝑥(r𝑗 + Δ𝑟 e𝑚)
2 𝑑 , (4.57)

which, by using Equation 4.55, can be rewritten as

(B x)𝑗 =
𝑑−1∑︁

𝑚=0

𝑒−𝑖kTΔ𝑟 e𝑚 + 𝑒𝑖kTΔ𝑟 e𝑚

2 𝑑 𝑥(r𝑗). (4.58)

Finally, by using Euler’s formula and by considering the equation for all indexes
𝑗, we obtain

B x = 1
𝑑

𝑑−1∑︁

𝑚=0
cos(kTΔ𝑟 e𝑚)x = 𝜆x, (4.59)
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and we see that x is an eigenvector of B, with the eigenvalue

𝜆 = 1
𝑑

𝑑−1∑︁

𝑚=0
cos(kTΔ𝑟 e𝑚). (4.60)

In order for p(𝑛) to converge to the solution, every eigenvalue 𝜆 of B must
satisfy the inequality |𝜆| < 1. The closer the absolute value of an eigenvalue is
to one, the slower the corresponding eigenvector will converge, and the closer
an eigenvalue is to 0, the faster the corresponding eigenvector will converge.
Eigenvalues whose absolute value is equal to 1 corresponds to eigenvectors that
will not converge at all.

Eigenvalues equal to 0 corresponds to eigenvector that will vanish after only
one iteration. On a cubic grid, the solution of Equation 4.60 shows that there
are such components in the error. These are waves with a ratio of wavelength
to cell size, 𝑙 = 2𝜋/(|k|Δ𝑟), ranging between 4/

√
5 and 4/

√
3, depending on

the orientation of the wave vector k.
However, all waves with 𝑙 < 4/

√
5 will have a negative eigenvalue and over-

shoot the zero vector. The shorter the wavelength the more the eigenvector
will overshoot, and the waves with the shortest wavelength will only converge
very slowly. As can bee seen in Equation 4.59, the most high-frequent wave will
have the eigenvalue −1 and oscillate forth and back between two vectors and
not converge at all.

Besides, all waves with 𝑙 > 4/
√

3 will have positive eigenvalues. As can be
seen by analyzing Equation 4.60, the number of iterations needed for a wave to
reduce in strength with a certain amount is limited by 𝑂(𝑙2) (𝑙 → ∞). This
means that the Jacobi method very quickly becomes slow as 𝑙 becomes large,
and becomes extremely slow for grids that consist of more than say 10 or 20
cells across, which most grids do.

In these calculations, the grid has for simplicity been assumed to be cubic
(or the corresponding for 𝑑 ̸= 3), which is a very ideal case. For an octree grid
(see Chapter 5) on the other hand, the cell size is not uniform, which means that
Equation 4.49 cannot be used to define ∇2

D, which makes the calculations much
more complex. Still, the conclusion made about the slow convergence for high
and low values of 𝑙 still holds in principle even for an octree grid, even though
the eigenvectors will look different from waves, which makes it impossible to
calculate an exact value for 𝑙, since 𝑙 requires the eigenvectors to, locally, have
a proper wavelength which the new eigenvectors do not have.

4.7.3 The Gauss–Seidel Method
Fortunately, there are remedies for both of the two issues mentioned when dis-
cussion the Jacobi Method. The issue with the short wavelengths can be reme-
died by switching from the Jacobi method to the Gauss–Seidel method, which
is a variant of the Jacobi method. Just like in the Jacobi method, each equation
corresponds to an unknown. But unlike in the Jacobi method, in the Gauss–
Seidel method the order in which these equations are solved matter. For each
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equation that is being solved, the unknowns are replaced by the latest estima-
tions of them, which means that the unknowns that correspond to equations
that have already been solved in the current iteration will be replaced by the
estimations from the current iteration, while the rest of the unknown, except
from the unknown central to the equation that is being solved, are replaced by
the estimations from the previous iteration.

One effect of switching from the Jacobi method to the Gauss–Seidel method
is that the size of the overshoots for eigenvectors with short wavelengths are re-
duced significantly, and there will no longer be any short wavelengths converging
extremely slowly or not at all.

Also, numerical analysis shows that the speed of the convergence for waves
with long wavelengths is increased by almost a factor 2. However, this is just
a constant factor, and convergence to a satisfactory level of these wavelengths
will still require 𝑂(𝑙2) (𝑙 → ∞) iterations which is much too slow for grids that
are not very small.

4.7.4 The Multigrid Method
We have concluded that neither the Jacobi method nor the Gauss–Seidel method
can cope with eigenvectors with large 𝑙 very well, which needs to be tackled.
Can we somehow overcome the 𝑂(𝑙2) (𝑙 → ∞) requirement for the number of
iterations that affects eigenvectors with large 𝑙? Unfortunately not. Can we
decrease 𝑙 somehow? Well, 𝑙 is the ratio of wavelength to cell size. We cannot
decrease the wavelength, but it is possible to increase the cell size, simply by
coarsening the grid.

In the multigrid method, the grid is continuously coarsened until a low
enough grid resolution is obtained, usually meaning that the grid is just a few
cells across. When applied to solving the pressure Poisson equation, the pressure
field is downsampled into a new discretization each time the grid is coarsened,
and a new set of linear equations is created for that discretization. Since the cell
size increases each time the grid is coarsened, 𝑙 decreases and the convergence
of long wavelengths is accelerated.

As already mentioned, the grid is continuously coarsened and the pressure
field is downsampled until a desired resolution is obtained. Now, starting from
the coarsest grid, one or a few iterations with the Gauss–Seidel method are
carried out in order to find an approximate solution of the pressure equation.
The difference between the discretized pressure field stored on that level before
and after the iterations is upsampled and added to the discretized pressure field
stored on the second coarsest grid. A few iterations of the same iterative method
are carried out and the difference in the discretized pressure field stored on that
grid is upsampled and added to the third coarsest grid, and so on until the finest
grid has been reached. Finally, a few iterations of the iterative method used
on the other grids are carried out in order to approximately solve the pressure
equation even on the finest level.

Because upsampling needs some way to interpolate the discretized pressure
field, and often has a slight low-pass filtering effect simply because it tends to
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smear it out, additional errors are introduced in the pressure field. Hence, the
entire process of coarsening and refining the grid usually has to be repeated a
number of times before a solution of the desired accuracy can be reached.

Note that although a single grid is unable to quickly make long wavelengths
in the pressure field converge with an acceptable speed, the multigrid method
makes sure those wavelengths are accounted for in the coarser grids. Besides,
thanks to the exponentially decreasing number of grid points in each grid, the
total number of grid points that have to be processed can be approximated as
a geometric series containing the number of grid points in the finest grid, 𝑁 .
Considering also that the multigrid method will reduce errors by a constant
factor each time the process is repeated, the time complexity of the multigrid
method for solving the pressure equation is 𝑂(𝑚𝑁), where 𝑚 is the number of
orders of magnitude with which the error is reduced when applying the multigrid
method. It is because of the existence of 𝑚 in this expression Equation 4.41 was
developed as a replacement for Equation 4.34, in order to make the simulation
less sensitive to fluctuations in the divergence of the velocity field and hence
allow the pressure equation to be solved only approximately.

Finally, although the multigrid method can be applied on an octree [Popinet,
2003, Ji et al., 2012], the implementation becomes slightly more complicated
than on a regular grid. To ensure optimal performance in the general case, a
special method that coarsens the grid on multiple levels simultaneously has to
be used [Popinet, 2003].

4.7.5 Other acceleration methods
Except from the methods already mentioned here, there are other methods that
can be used to speed up the convergence of iterative method even more. One
example is Chebyshev acceleration [Auzinger, 2011], which uses the Chebyshev
nodes to increase the convergence speed for eigenvectors with eigenvalues within
a chosen interval, provided only that the interval does not contain 1. This
method can be used to speed up the multigrid method, assumed that each
iteration in the latter is carried out in the same way.
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Chapter 5

Octrees

An octree is a tree data structure in which each internal node has exactly eight
children. Octrees are often used to represent three-dimensional data, for which
each node corresponds to a cube in three-dimensional space, and where each of
those cubes that corresponds to a parent node is subdivided into eight smaller
cubes with half the side, corresponding to the children of the node.

Octrees are especially useful when the data that needs to be represented has
different requirements for the level of detail (LOD) in different parts of space.
As in many other cases in science, the most fundamental building blocks are
defined on the lowest level, and can be used to form new, composed building
blocks on higher levels — in this case, the building blocks are the cells in the
octree. Naturally, a low LOD therefore implies that the cell size is small and
that the amount of detail per unit volume is high, whereas a high LOD have a
large cell size and implies a smaller amount of detail per unit volume.

Octrees are a variant of quadtrees. The latter has nodes with four children
and are often used to represent two-dimensional data. Figure 5.1 is an example
of what a quadtree (a) and an octree (b) can look like, respectively.

In this report, an octree is going to be considered to be a spatial data struc-
ture, and so in the text it will be used interchangeably with the set of cubes
that correspond to the nodes in the octree.
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(a) (b)

Figure 5.1: (a) A quadtree used to partition two-dimensional space. (b) An octree used
to partition three-dimensional space. Note that an octree is essentially an extension of
a quadtree from two to three dimensions. In this illustration, only half of the surface
of the octree is visible.

5.1 Varying level of detail
In this thesis work, an octree has been used to partition the computational
domain (the space in which the simulation will be performed) into the cells
required by the FVM. Since only the surface of the water is visible in the sim-
ulation, the surface cells have been given a low LOD; the LOD then increases
as the water depth increases, staying a few layers of cells a time on each LOD,
forming a LOD layer. A LOD layer is the set of all cells with a distinct given
LOD.

Ideally, although not implemented in this thesis work, the surface will have a
lower LOD where the surface details are more important to the simulation, such
as close to the camera where they can be seen more clearly, and a higher LOD
far away from the camera where the cells take up little space on the screen, or
where they are out of the field of view (FOV).

The total number of cells 𝑁t used in the simulation can be approximated by
a double series containing the thicknesses of the different LOD layers and the
number of cells visible at the surface that belong to each LOD, according to

𝑁t ≈
∞∑︁

𝑖 = −∞
𝑁s,𝑖

∞∑︁

𝑗 = 𝑖

𝑎𝑗 · 2−(𝑑−1)(𝑗−𝑖), (5.1)

where 𝑁s,𝑖 is the number of cells visible on the surface belonging to LOD layer 𝑖,
𝑎𝑗 is the thickness in number of cells of LOD layer 𝑗, and 𝑑 is the dimensionality
of the system. Here, a LOD layer with a low number corresponds to a low LOD
and an vice versa. Note that in this equation there is no lowest LOD and no
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highest LOD, meaning that the simulation basically can consist of cells of any
size, although in practice these sizes will be restricted. Different LOD layers
can have different thickness; if this is the case, it will also be reflected in the
simulation, and waves with different wavelengths will be simulated with different
accuracy. In this thesis work, all LOD layers have been given the same thickness,
𝑎. Equation 5.1 therefore turns into an equation containing a geometric series,

𝑁t ≈ 𝑎

∞∑︁

𝑖 = −∞
𝑁s,𝑖

∞∑︁

𝑘 = 0
2−(𝑑−1)𝑘 = 1

1 − 2−(𝑑−1) 𝑎𝑁s, (5.2)

where 𝑘 = 𝑗 − 𝑖 and 𝑁s is the total number of cells visible on the surface.
Assumed that this approximation is not too crude, we can in this case therefore
conclude that

𝑁t = 𝑂(𝑁s). (5.3)

Hence, the computational time required for updating the fluid flow one time step
is roughly proportional to the number of surface cells 𝑁s, but the simulation
still catches all motion under the surface, with decaying accuracy at increasing
water depths.
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Chapter 6

Free-Surface Modeling

A fluid flow with a free surface in the form of a sharp interface between two
immiscible fluids, such as the flow of water and air, is called a two-phase flow.
When simulating a two-phase flow, one of the most challenging tasks is free-
surface modeling (FSM), in which the surface in between the two phases is
represented. There are several ways to model this surface — all with their
respective strengths and weaknesses — of which a few of the most common are
discussed in this chapter.

In this thesis work, a method known as the volume of fluid (VOF) method
has been used, together with a variant of an advection scheme known as Hyper-
C. The VOF method and a few other methods for modeling the free surface will
be covered briefly in this chapter.

6.1 Mesh based surface tracking methods
In mesh based surface tracking methods, the surface is modeled as a grid that
moves along with the flow through Lagrangian advection.

These methods result in a very precise way of representing the surface. Be-
sides, adaptive mesh refinement can be used to adjust the level of detail as
needed, to provide a higher resolution for regions closer to the camera or re-
gions with more turbulence. However, as a rule of thumb, the size of the grid
that models the surface should be of the same order of magnitude as the grid
the fluids are represented on in the visible regions.

On the other hand, the meshes constantly require remeshing, just like most
methods involving meshes that are exposed to Lagrangian advection. Besides,
it needs some way to determine when the mesh should split, some way to detect
mesh intersections, as well as some way to sew the different parts of the mesh
together after they have intersected [Wojtan et al., 2009].

38



6.2 Level Set method
The level set (LS) method, which was first described by Osher and Sethian
[1988], is a general method for tracking interfaces and shapes and is one of the
most common ways to track interfaces between two immiscible fluids. In the LS
method, a signed distance function, also knows as level set function, 𝜑 is used
to keep track of the distance to the surface. The absolute value of 𝜑 represents
the distance to the interface, whereas the sign of 𝜑 designates the phase. If
the two phases are air and water, 𝜑 ≤ 0 usually designates water and 𝜑 > 0
designates air, so that 𝜑 can be interpreted as the "height" when the system is
in its equilibrium position. The surface is then defined as the isosurface, or level
set, where 𝜑 = 0, that is, as

𝐿𝑐(𝜑) = {�⃗� | 𝜑(�⃗� ) = 𝑐} (6.1)

where 𝑐 is a distinct level of 𝜑 and 𝐿𝑐(𝜑) is the set of all locations �⃗� where
𝜑(�⃗� ) = 𝑐. In the LS method, 𝑐 = 0 is used to represent the surface.

In each time step, 𝜑 is transported according to the equation
𝜕𝜑

𝜕𝑡
+ �⃗� · ∇𝜑 = 0. (6.2)

One of the greatest strengths with this method, besides from being simple,
is its handiness when it comes to post-processing. It is fairly easy to visualize an
isosurface of a field that is discretized into the nodes of cell corners, and for that
reason the LS method has become very popular in FVM simulations where the
possibility to quickly render a realistic image of the surface is essential [Losasso
et al., 2004, Chentanez and Müller, 2011]. The marching cubes algorithm, which
was first described by Lorensen and Cline [1987], is used to create triangle
models of isosurfaces from a scalar field in a very straightforward manner, by
marching through a set of adjacent cubes covering the rendering domain, and
by looking at the value of the function in the corners of the cubes. In a work by
Sethian [1995], a class of fast marching methods related to the LS method was
developed. The marching cubes algorithm itself is described in greater detail in
Section 10.4.3.

When 𝜑 has become discretized, Equation 6.1 cannot be used directly to
define the interface since it is not known exactly where the isosurface defined
by 𝜑 = 0 is located. However, the marching cubes algorithm produces a good
approximation from the data that is available for where the interface is located.
It has therefore, together with the LS method, been used in numerous works
that use the FVM, in order to visualize free surfaces [e.g. Losasso et al., 2004].

On the other hand, probably the greatest weakness with this method is that,
after 𝜑 and Equation 6.2 have been discretized, it doesn’t conserve mass per-
fectly. Advection will cause 𝜑 to be smeared out, and most of the surface details
are washed away [Wojtan et al., 2009]. This problem is more apparent when
the simulation contains thin features which have a tendency to disappear or
start to flicker [nthuerey, 2009]. However, this problem can be remedied some-
what (although not completely) by using back and forth error compensation

39



and correction (BFECC), which was first described by Dupont and Liu [2003];
this method has been tested both in advection of the velocity field as well as on
images for illustration purposes [Kim et al., 2005].

6.3 Volume of Fluid method
Another very commonly used way of tracking interfaces between two immiscible
fluids is the VOF method, first described by Hirt and Nichols [1981]. For a non-
discretized PDE, the VOF method uses a phase fraction 𝛼* that is either 0 or
1 to designate the phase. If the two phases are air and water, 𝛼* = 0 usually
designates air and 𝛼* = 1 designates water, so that for a non-discretized PDE,
𝛼* can be expressed as

𝛼*(�⃗� ) = lim
𝜖 → 0

𝑉𝜖,w
𝑉𝜖,t

(�⃗� ), (6.3)

where 𝑉𝜖,t is the volume of the sphere with radius 𝜖, centered in �⃗�, and 𝑉𝜖,w is
the volume of the water contained within 𝑉𝜖,t. This fraction can only result in
0 or 1, since �⃗� cannot be partially emerged in water, except from in the case
where �⃗� is located on the interface where 𝛼* jumps discontinuously from 0 to
1 or from 1 to 0 and hence doesn’t have a well defined value. The interface
using the non-discretized phase fraction, 𝐼*(𝛼*), can therefore be defined as all
locations where a transition takes place such that 𝛼* makes this kind of jump,
or in other words

𝐼*(𝛼*) = {�⃗� | �∃𝛼(�⃗� ) ∈ R}, (6.4)
where R is the set of real numbers. However, in this thesis work, 𝛼* has been
discretized into 𝛼 which is a sequence of cell properties rather than a continuous
function of location and which, because of its discrete nature, is unable to
perfectly describe how the two phases are distributed. The value of 𝛼 in a
cell takes the whole cell into account and provides a value of how big ratio of
the cell that is filled with water, rather than only looking at one point as is
the case with other discretized properties. The definition of 𝛼 is therefore the
sequence of

𝛼𝑖(𝐶𝑖) = 𝑉𝑖,w
𝑉𝑖,t

, (6.5)

where 𝛼𝑖 is the value of 𝛼 in 𝐶𝑖 which is the cell with index 𝑖, 𝑉𝑖,t is the total
volume of 𝐶𝑖 and 𝑉𝑖,w is the volume of the water contained within 𝑉𝑖,t. In
contrast to in the non-discretized case, this fraction will never be undefined,
so substituting 𝛼 for 𝛼* in Equation 6.4 and use that for the definition of the
surface will not work. On the other hand, since the cells the interface cross
through will be partially filled with water, 𝛼 will be somewhere in between 0
and 1. We can therefore define the interface using the discretized phase fraction
as

𝐼(𝛼) = {𝐶𝑖 | 0 < 𝛼𝑖 < 1}. (6.6)
Note that this definition of the interface will not result in a surface but in a

set of cells, which is a volume. The interface will therefore get a thickness, and
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we can conclude that it will never be perfectly sharp as long as there are cells
containing a mix of both phases.

In contrast to the LS method, for which it is almost given that the interface
is going to be constructed from the discretized signed distance function by using
the marching cubes algorithm, when using the VOF method it is a non-trivial
task to construct the interface from 𝛼. However, in many cases when the method
is used, that is not necessary. Besides, VOF methods are rarely used in computer
graphics applications because of flotsam and jetsam artifacts [Wojtan et al.,
2009]. However, there do exist various methods for constructing an interface
from 𝛼, of which most are used mainly to assist in the advection of 𝛼 in order to
keep the interface sharp (see Section 7.2.1), but those are not very useful when
visualizing the surface.

6.4 Coupled Level Set/Volume of Fluid method
The LS method has problems to conserve the mass, and the VOF method has
difficulties with keeping the interface sharp without the use of advanced ad-
vection schemes, as well as being inconvenient when visualizing the surface.
Therefore, hybrid methods called coupled level set/volume of fluid (CLSVOF)
methods have been developed, which aim to combine the strengths of both the
LS method and the VOF method and overcome their weaknesses by using both
a phase fraction field and a signed distance function. The CLSVOF method
was first described by Puckett and Sussman [1998] and has later been noted to
generally be superior to either the LS or the VOF method alone [Sussman and
Puckett, 2000].
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Chapter 7

Advection of properties

The choice of advection scheme depends entirely on the type of filed that is
being exposed to advection and the necessary requirements that field puts on
the advection scheme.

7.1 Advection of smooth fields
For a field with smooth changes and no sharp edges, which type the advection
scheme is of is usually not that important, as long as it is stable and advects the
field properly. Because of the low requirements, linear advection schemes are
often used because of their simplicity and for the fact that linearity often brings
a lot of benefits with it, for example the possibility to use Fourier analysis to
study each frequency of the field that is exposed to advection independently of
the other frequencies.

7.1.1 Stability and energy preservation
For an advection scheme to be stable, no frequency, or eigenvector for an irreg-
ular grid, must be amplified, that is, any eigenvalue 𝜆𝑖 of the 𝑖th eigenvector
must have an absolute value less than or equal to one, i.e. |𝜆𝑖| ≤ 1. When
this requirement is not fulfilled, instability will occur, which is characterized by
escalating oscillations and is usually the most evident for short wavelengths.

It is also often desired that the advection scheme damps the frequencies
of the field as little as possible in order to preserve the energy in the field.
Just like the amplifying that occurs for an instable advection scheme, damping
is usually strongest for short wavelengths. The damping that occurs during
advection is caused by the interpolation that is performed when moving the
discretized field, and is often referred to as smearing because of its low-pass
filtering character. This causes an energy loss which is often undesired, even
though it in many cases is considered a minor issue since it only affects the fine
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level details. Damping occurs whenever an eigenvalue 𝜆𝑖 has an absolute value
less than one, i.e. |𝜆𝑖| < 1.

7.1.2 Error reduction for linear advection schemes
A method that was originally intended to improve the quality of the LS method,
known as BFECC, was first described in a publication by Dupont and Liu [2003].
However, BFECC can also be used to improve the energy preservation in any
non-ideal, linear operator 𝐴 acting on a smooth field Φ (or a vector or any
other object on which it makes sense to apply a linear operator), where A is
an approximation of an ideal (at least theoretically existing) operator 𝐴*. This
ideal operator is both stable and doesn’t introduce damping. Let’s assume
that our goal is to improve the operator 𝐴 in such a way that the damping is
reduced. BFECC works under the circumstances that 𝐴 has a corresponding
reverse operator 𝐴′ which is an approximation of (𝐴*)−1 and has an equal
damping effect on the frequencies in the field as 𝐴, or more specifically, 𝐴′ has
the same eigenfunctions as 𝐴, with the corresponding eigenvalues

𝜆′
𝑖 = 𝜆𝑖, ∀ 𝑖, (7.1)

where 𝜆′
𝑖 is the eigenvalue of the 𝑖th eigenfunction of 𝐴′, and an overline denotes

a complex conjugation. For a linear advection scheme, if 𝐴 is an operator that
advects the field in a specific way, 𝐴′ is simply the operator that uses the same
advection scheme as 𝐴 but that takes a field that has been advected by 𝐴 back
to the position it came from.

In BFECC, Φ is first updated forward in time, and then backwards to get
another copy of the field, Φ1, such that Φ1 = 𝐴′𝐴Φ. If there would have been
no numerical error, 𝐴′ would have been the inverse of 𝐴 and Φ and Φ1 would
have been equal. The idea is to use the difference Φ1 − Φ as information about
the error, and use this information to compensate Φ before applying 𝐴. Since
the error is introduced twice when calculating Φ1, a compensated variable Φ2
is calculated using only half of Φ1 − Φ, or

Φ2 = Φ − 1
2 (Φ1 − Φ). (7.2)

𝐴*Φ can then more accurately be approximated as 𝐴Φ2, which in turn can be
expanded to

𝐴Φ2 = 𝐴
(︀
Φ − 1

2 (Φ1 − Φ)
)︀

= 𝐴Φ − 1
2 (𝐴𝐴′𝐴Φ − 𝐴Φ)

= 𝐴
(︀ 3

2 − 1
2𝐴

′𝐴
)︀

Φ = 𝐴Φ,
(7.3)

where 𝐴 is defined as
𝐴 = 𝐴

(︀ 3
2 − 1

2𝐴
′𝐴
)︀

(7.4)

and is an improved approximation of 𝐴*. As can be seen, 𝐴 is the product of 𝐴
and a polynomial of 𝐴′𝐴, and the polynomial could if desired easily be extended
with more terms as discussed in the end of this subsection. Now, if we let this
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operator act on an eigenfunction 𝜑, whose eigenvalue is 𝜆 when 𝐴 is acting on
it and 𝜆′ = 𝜆 when 𝐴′ is acting on it, we see that

𝐴𝜑 = 𝐴
(︀ 3

2 − 1
2𝐴

′𝐴
)︀
𝜑 = 𝜆

(︀ 3
2 − 1

2𝜆𝜆
)︀
𝜑

= 𝜆

|𝜆|
(︀ 3

2 |𝜆| − 1
2 |𝜆|3

)︀
𝜑 = �̃� 𝜑,

(7.5)

where �̃� = 𝜆/|𝜆|
(︀ 3

2 |𝜆| − 1
2 |𝜆|3

)︀
is the eigenvalue of 𝜑 when 𝐴 is acting on it.

If |𝜆| is written as
|𝜆| = 1 − ℎ, ℎ ≤ 1 (7.6)

where ℎ is a measure of the amount of damping introduced by 𝐴, we see that

|�̃�| =
⃒⃒ 3

2 |𝜆| − 1
2 |𝜆|3

⃒⃒
=
⃒⃒ 3

2 (1 − ℎ) − 1
2 (1 − ℎ)3 ⃒⃒

=
⃒⃒ 3

2 − 3
2 ℎ − 1

2 + 3
2 ℎ− 3

2 ℎ
2 + 1

2 ℎ
3 ⃒⃒ =

⃒⃒
⃒⃒1 − 3ℎ2 − 1ℎ3

2

⃒⃒
⃒⃒ .

(7.7)

The damping introduced by 𝐴 is given by ℎ̃ = 1 − |�̃�|. If we assume that
possible instabilities in 𝐴 are small, which means that −ℎ ≪ 1 if ℎ < 0, and
consider the fact that ℎ ≤ 1, ℎ̃ can be expanded to

ℎ̃ = 1 − |�̃�| = 1 − |𝜆|
|𝜆|

⃒⃒
⃒⃒1 − 3ℎ2 − 1ℎ3

2

⃒⃒
⃒⃒ = 3ℎ2 − 1ℎ3

2 = 𝑂(ℎ2), (7.8)

and we see that the damping introduced by 𝐴 is of second order if we consider
the damping introduced by 𝐴 to be of first order. We can also notice that if
𝐴 is unstable, which means that ℎ < 0 (although still very small), ℎ̃ will still
be positive, which means that 𝐴 is stable. BFECC will therefore both heavily
reduce damping as well as fix small instabilities in 𝐴.

Similar schemes of even higher order can be obtained by extending the poly-
nomial that 𝐴 is partially composed of with even more terms of type (𝐴′𝐴)𝑛.
Since we desire that �̃� = 𝜆/|𝜆|, we require that the polynomial will result in
a division by |𝜆| when acting on 𝜑. This result is approximated if we let the
polynomial be an approximation of 1/

√
𝐴′𝐴. The polynomial can therefore be

expressed as a Taylor polynomial of 1/
√
𝐴′𝐴 centered around the point 𝐴′𝐴 = 1.

The Taylor polynomial in turn is given by the first terms of the binomial series
of (1+𝑥)− 1

2 , where 𝑥 = 𝐴′𝐴−1. All these schemes will be stable as long as 𝐴 is
stable, and all schemes with even order will also stabilize the advection process
if 𝐴 contains instabilities that are small enough.

Another approach to increase the order of the advection scheme is to apply
BFECC multiple times to improve the already improved approximation of 𝐴*,
each time doubling the order of the scheme, but also tripling the number of times
𝐴 and 𝐴′ has to be applied. This method is more bulletproof than the method
using a Taylor polynomial as it theoretically can stabilize advection schemes
with eigenvalues whose absolute values are up to (but less than)

√
5, while the

stabilizing abilities of the method using a Taylor polynomial decreases the higher
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the order of the method becomes. On the other hand, it faster becomes slow
when the order of the method increases, as it needs to use 𝐴 and 𝐴′ 3𝑛 times
to obtain the order 2𝑛, where 𝑛 is an integer, while the method using a Taylor
polynomial only needs to use 𝐴 and 𝐴′ 2 ·2𝑛 −1 times to obtain the same order
of the value ℎ̃ used to measure the damping introduced by 𝐴 on 𝜑.

7.2 Advection of the phase fraction field
In contrast to smooth fields, the phase fraction field 𝛼 is supposed to be either
0 or 1 and have just a very thin region in which the transition between 0 and 1
takes place, i.e. a region in which 0 < 𝛼 < 1. When advecting this field, three
things are important:

1. That the mass is conserved, which corresponds to the conservation of 𝛼,

2. That the field stays bound between 0 and 1, and

3. That the interface stays sharp and doesn’t become thicker and thicker.

7.2.1 Geometric advection schemes
Geometric advection schemes work by constructing a geometry for the surface
from the discretized phase fraction field, and by using the generated geometry
to calculate the fluxes between each adjacent pair of cells.

One of the most well known and common geometric advection schemes is
piecewise linear interface construction (PLIC), which is also one of the advec-
tion schemes that introduces the least error. However, it comes at the cost
of algorithmic complexity, especially in three-dimensional situations, where the
tracking and reconstruction of free surfaces remains complex [Ingram et al.,
2009].

Tracking of the free surface tends to be somewhat complex when using a
geometric advection scheme. For example, in the two-dimensional case, a naive
approach will lead to that volumes in cell corners may be fluxed twice — once
to each adjacent cell — since there are two cells adjacent to each corner volume.
In the three-dimensional case, a naive approach will lead to that edge volumes
may be fluxed twice. Corner volumes may even be fluxed thrice since there are
three cells adjacent to each corner volume, which makes the three-dimensional
case even more complex than the two-dimensional.

This easily leads to unboundedness, as the amount of one phase that is fluxed
from a cell during one time step may be larger than what is currently in the
cell. Special concern must therefore be taken to the edge and corner volumes in
order to prevent fluid from being fluxed to more than one other cell [Rider and
Kothe, 1997].

An alternative approach that avoids the complexity mentioned above is de-
scribed by Aulisa et al. [2003], where the phase fraction field is fluxed first in
the x-direction and then in the y-direction, thus only requiring that each part
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of the cell that is fluxed, is fluxed to one cell at a time. However, this method
is non-symmetric, as it is dependent on in which order the phase fraction field
is fluxed in the different dimensions; this fact is discussed further by Ubbink
and Issa [1999], although this time the issue is discussed for an algebraic ad-
vection scheme — compressive interface capturing scheme for arbitrary meshes
(CICSAM).

7.2.2 Algebraic advection schemes
As opposed to geometric advection schemes, a geometric representation of the
surface is never created in an algebraic advection scheme. This usually makes
these methods a lot simpler than most geometric advection schemes, and the
reduced complexity may lead to a performance boost. In this thesis work, an al-
gebraic advection scheme known as Hyper-C flux limiter, which was described by
Leonard [1988, 1991] and which is optimal for one-dimensional, incompressible
flow, has been used in a form that has been modified to cope with compressible
flow. For details about how the Hyper-C flux limiter works, see the work by
Leonard [1988, 1991].

There exist other algebraic advection schemes that are more suitable for
multidimensional, incompressible flow, like CICSAM, which was first described
by Ubbink and Issa [1999], and switching technique for advection and capturing
of surfaces (STACS), which was probably first described at earliest in 2003
[Darwish and Moukalled]. The Hyper-C flux limiter, CICSAM and STACS
are all derived from something known as the convection boundedness criterion
(CBC) which is a criterion that — if followed — guarantees that the advected
field stays bounded.

Furthermore, the multidimensional universal limiter with explicit solution
(MULES) method is also designed for multidimensional incompressible flow, but
doesn’t build on the CBC. MULES was designed for the open source software
OpenFOAM and has after its implementation been described by others than
the original authors of the algorithm, for example by Berberović et al. [2009].
It has also been improved to cope with more than two phases [Kissling et al.,
2010], since that wasn’t handled very well by the original formulation.

However, although CICSAM, STACS and MULES are also designed for and
work well for incompressible flow, they would have to be modified to cope with
compressible flow. This can often be achieved by advecting volume fractions of
both phases separately, and by defining 𝛼 as the quotient of the volume fraction
for one of the phases and the sum of the volume fractions for both phases,
instead of simply as the volume fraction for one of the phases. This guarantees
that 𝛼 is equal to either 0 or 1 for a cell that contains only one phase. This
problem is also discussed by Heyns et al. [2011].
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Chapter 8

Method summary

To make things clear, this is a short summary of all methods that have been
used in this thesis work.

The FVM on a staggered grid has been used. The PDEs that have been
solved are the Euler equations and the flow has been considered to be com-
pressible.

The grid has been modeled with an octree. The LOD of the water surface
cells depends on how visually important they are, and the LOD of the bulk cells
increases the further down under the surface the cells are located. This ensures
that the total number 𝑁𝑡 of cells used in the simulation is roughly proportional
to the number 𝑁𝑠 of cells visible on the surface according to Equation 5.3.

The interface has been modeled using the VOF method and the advection
scheme used for transporting the 𝛼 field is a variant of the Hyper-C flux limiter
that has been modified especially for compressible flow.

The region over the water surface is assumed to be air. Initially, only cells
that are at least partly filled with water are added to the octree, in order to save
computational power (and since there would basically be an infinite number of
air cells if they would have been represented). In order for the advection scheme
to work properly, all cells with at least some water in them, i.e. 𝛼 > 0, also have
to have neighbor cells in all directions the water can be advected, so whenever
𝛼 for one cell goes from 𝛼 = 0 to 𝛼 > 0, all surfaces of the cell that don’t border
to another cell or to a solid boundary are found and cells with 𝛼 = 0 are created
adjacent to those surfaces. This also happens automatically for all cells in the
beginning of the simulations when cells initially get filled with water.

47



Part III

Analysis
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Chapter 9

Results

9.1 The program
The program that was created could successfully simulate water and air and
keep the two phases separated, with a region of cells containing a mix of both
water and air in between the two phases. Pressure waves, or acoustic waves,
within the fluids as well as gravity waves, or surface waves, on the surface in
the interface between the water and the air were successfully simulated.

However, the method that was chosen, which was the FVM on an octree
data structure together with the VOF method, proved to be quite advanced
and difficult to implement properly within the time frame for this thesis work.
The simulations suffered from numerous problems for which there wasn’t enough
time to implement any remedy. Here is a list over those issues:

∙ The simulation speed was extremely low. Even though the tests carried
out during the development of the program were only held in two dimen-
sions, which heavily reduced the number of cells that had to be processed
every time step, the simulation still went many times slower than real-time
speed. This was partly due to the fact that no optimization, including par-
allelization of the code, was ever made, and partly due to the fact that the
time step was restricted by the CFL condition, which forced the time step
to be as low as 0.3 ms for which more than 3,000 time steps per second
would have been necessary in order to obtain a real-time speed.
As a hint of the simulation speed, the simulation illustrated in Figures
9.1–9.3 took in the order of magnitude one minute when simulated single-
threadedly on a laptop with a 2.5 GHz Intel Core i5-3210M central pro-
cessing unit (CPU).

∙ There were problems with keeping the interface intact (see Figures 9.1d–h).
The variant of the Hyper-C advection scheme that was implemented did
not keep the interface compressed and water was churned up in the air
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(a) 𝑡 = 0 s (b) 𝑡 = 0.075 s

(c) 𝑡 = 0.15 s (d) 𝑡 = 0.3 s

(e) 𝑡 = 0.6 s (f) 𝑡 = 0.9 s

(g) 𝑡 = 1.25 s (h) 𝑡 = 1.75 s

Figure 9.1: Phase fraction, 𝛼, for certain values of the time since simulation start, in
a dam break simulation. Red indicates only water, while blue indicates only air. The
colors in between indicate a mix between water and air. White indicates cells that
have not been brought into the simulation yet.
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(a) 𝑡 = 0 s (b) 𝑡 = 0.075 s

(c) 𝑡 = 0.15 s (d) 𝑡 = 0.3 s

(e) 𝑡 = 0.6 s (f) 𝑡 = 0.9 s

(g) 𝑡 = 1.25 s (h) 𝑡 = 1.75 s

Figure 9.2: Air density coefficient for certain values of the time since simulation start,
in a dam break simulation. Red indicates the air density that is required to get
atmospheric pressure if no water is mixed with the air; a shift against purple or
against blue indicates a higher or a lower air density, respectively. Blue indicates no
air. White indicates cells that have not been brought into the simulation yet.
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(a) 𝑡 = 0 s (b) 𝑡 = 0.075 s

(c) 𝑡 = 0.15 s (d) 𝑡 = 0.3 s

(e) 𝑡 = 0.6 s (f) 𝑡 = 0.9 s

(g) 𝑡 = 1.25 s (h) 𝑡 = 1.75 s

Figure 9.3: Water density coefficient for certain values of the time since simulation
start, in a dam break simulation. Red indicates the water density that is required to
get atmospheric pressure if no air is mixed with the water; a shift against purple or
against blue indicates a higher or a lower water density, respectively. Blue indicates
no water. White indicates cells that have not been brought into the simulation yet.
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and formed something that most closely resembled a kind of mist, which
is bad for several reasons.
First, visualization becomes more difficult since it becomes more difficult
to determine where the surface is located.
Second, since all cells that are at least partially filled with water have to be
processed, a thick interface will require more processing in each frame than
a thin interface, which decreases the simulation speed significantly since
it is in the interface the majority of cells are located. This is illustrated in
the screen shots of a dam break simulation, Figures 9.1–9.3, where cells
that are processed are colored whilst cells that are not are white. Notice
how the amount of cells that are processed grows continuously, until they
cover the entire simulation domain.
Third, the quality of the simulation will suffer, since a thick interface is a
bad approximation of a real interface between two immiscible fluids, which
practically has no thickness. This naturally leads to numerical errors in
the simulation, for example incorrect wave speeds for short wavelengths.
It is unknown whether the fact that the interface grew so thick is a prop-
erty of the Hyper-C advection scheme [Leonard, 1988, 1991] — whether
it was because the advection scheme was implemented incorrectly, or
whether it was because the advection scheme was generalized from only
being able to cope with incompressible flows to being able to cope with
compressible flows as well incorrectly.

∙ Vacuum could suddenly occur in the air regions, causing a numerical in-
stability that would spread as a wildfire through the entire simulation
domain and ”eat up” the contents of all other cells.
Specifically, the problem was that the vacuum cells caused velocities to go
to infinity. With constant time step, this would lead to numerical insta-
bilities, while with an adaptive time step, it would lead to that the time
step would go to zero as the cell density went to zero, and the simulation
would eventually freeze completely. No matter which case, one of the cells
would eventually lose all its content, starting a numerical instability that
quickly would spread through all other cells and "eat up" all air and water.
This can be seen in Figure 9.2, in which the air density divided by a fixed
reference value has been rendered for a dam break simulation, for certain
time values after the simulation start. In Figure 9.2h, the air has almost
turned to a vacuum in the upper right corner.
While the reason for this problem is not exactly known, the CFL condi-
tion that was implemented in this thesis work has been realized to have
been implemented incorrectly. Usually, CFD simulations use incompress-
ible flow, which allows for no acoustic waves. Therefore, when formulating
the CFL condition, only the information propagation caused solely by ad-
vection of the fluids has to be taken into account. In this thesis work,

53



however, the flow was compressible, which allows acoustic waves to prop-
agate through the fluids. Since these waves also carry information, the
propagation speed of the fastest traveling information is increased by the
local speed of sound, so they also have to be taken into account when for-
mulating the CFL condition. Unfortunately, they were never considered
when formulating the CFL condition in this thesis work. The instability
problem can very likely have been caused by this fact.

Any measurements of the performance of the program, or of the simulation
accuracy, were never really made, since the program went so slow anyway, and
suffered from so many problems that needed to be fixed, which made the pro-
gram practically unusable for real-time simulations. Hence, such measurements
just felt irrelevant and unnecessary.

9.2 A two-dimensional PDE for water waves at
varying water depths

In Appendix C, a two-dimensional PDE in the spatial domain, describing the
time evolution of surface waves for intermediate, mildly varying water depths
was developed. As it turned out, the PDE required an operator that used
the convolution between a convolution kernel and the free surface elevation.
Furthermore, the convolution kernel was not constant, but depended on the
location on the surface at which the convolution was to be calculated. While
the convolution could probably have been calculated in 𝑂(𝑁) time for the entire
surface — where 𝑁 is the number of surface grid points — using the continuous
fast multipole method (CFMM), CFMM itself uses a quite complex algorithm,
and it was assumed that altogether, solving the PDE numerically would be
too computationally expensive and would therefore not have been possible in
real-time, so the method was abandoned.

9.3 Study of other methods
Parallel to implementing the program that was the topic of last section, a great
deal of literature was studied in order to acquire the knowledge required to
develop the technology necessary for the method to work, this naturally also
lead to reading literature that was related to the objective of this thesis work,
but not completely related to the method used in the program.

As was discovered, the majority of today’s existing implementations for real-
time simulation of water surface waves use Fourier synthesis, and probably the
vast majority of the rest of the implementations use methods that are two-
dimensional in nature, such as the LPD method or the shallow water equations.
It was noted that LPD would perhaps fit best for this problem of all methods
studied, since it is capable of simulating FSI, as well as dispersion and wave
shoaling. If wave shoaling is not a requirement, the Fourier synthesis method
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could perhaps be used, assuming it can simulate FSI, which tentatively can be
achieved with some of the methods covered in Section 3.1.1.

55



Chapter 10

Discussion

As mentioned in the last chapter, there were quite many issues that needed to be
dealt with in order to make the FVM on an octree grid, which was the method
implemented in this thesis work, work well. Although the method very well can
simulate phenomena such as turbulence, nonlinearity, breaking waves, splashes,
sound waves, etc., just given enough computational power and enough time to
improve it, these phenomena do not need to be simulated in a flight simulator,
and there are other methods, such as the LPD method, that are simpler to
implement, run faster and still have all the required properties. Some of the
difficulties with the method includes:

∙ Making the simulation go in real-time, including having a high enough
frame rate,

∙ Dynamical creation/destruction of surface cells and determination of prop-
erties in the new cells,

∙ Handling of large Courant numbers (described by among others Stam
[1999 (estimated)], Lentine et al. [2012]),

∙ Solving pressure Poisson equation (see Section 4.7),

∙ Handling of high speeds of sound if the fluids are assumed to be compress-
ible (described by Kwatra et al. [2009]), and

∙ Keeping the interface sharp (see Section 7.2).

10.1 Other methods to use
For real-time simulations of surface waves in large bodies of water, where non-
linear phenomena are not of any significant importance, the best method to
use, considering both implementation time and simulation quality, is probably
the LPD method. If it would turn out that there is an easy way to model FSI
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while using the Fourier synthesis method (which is probable, considering what
is discussed in Section 3.1.1), this method is probably to prefer, since it is very
easy to implement and to extend in order to make it simulate Gerstner waves,
and because of the large number of sources describing it.

On the other hand, if the FVM is going to be used anyway, maybe a better
approach than using the VOF method would be to use the LS method, or
perhaps the CLSVOF method, since those methods don’t suffer from diffusion
of the interface. Besides, since the property that is used for determining where
the surface is located is stored in the corners of the cells, the marching cubes
algorithm can be used more easily.

10.2 Speed
With its linear running time, or𝑂(𝑁) time complexity, where𝑁 is the number of
cells visible on the surface, the method implemented in this thesis work places
itself among the methods with the lowest time complexity, such as the LPD
method, even beating the Fourier synthesis method with its 𝑂(𝑁 log𝑁) time
complexity.

However, the FVM on an octree grid has a very high time constant associated
with the big O notation, making it very slow, and it probably will not surpass
the Fourier synthesis method in speed until a ridiculously large number of cells
are being simulated, which is very impractical. The Fourier synthesis method
is still a very fast method, much thanks to its simplicity.

10.3 Already existing software
There is a number of software dedicated for simulating fluids under various
licenses. A few of the free CFD software packages that exist are OpenFOAM
(originally FOAM, for field operation and manipulation, outlined in an article
by Weller et al. [1998]), which is free and open source, and Gerris [Popinet,
2003], published under the Free Software GPL license. There are also several
commercial CFD solvers, including RealFlow and ANSYS Fluent.

However, the majority of existing CFD packages are designed to produce
generic, high quality simulations to be used for analysis or by artists, and are
not aimed towards real-time simulations.

10.4 Improvements
There are a lot of improvements of the method that was implemented in this
thesis work that can be performed, many of them which are necessary to make
the method be practically useful in a real-time flight simulator.
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10.4.1 Adaptive Mesh Refinement
The LOD needs to be adapted to the camera placement and the FOV/viewing
frustum as well as the water depth in order to greatly reduce the number of cells
used by the FVM in the simulation, in order to only use the minimum amount
of cells that are actually needed. This is referred to as adaptive mesh refinement
(AMR).

Without AMR it would be impossible to simulate larges bodies of water and
fine surface details real-time in the same scene, as these would require heaps of
orders of magnitude more cells to still be able to simulate waves with the same
short wavelength as with AMR.

In this thesis work, not just the water was simulated, but also the air, which
meant that the simulation domain needed to have a boundary in the air. This
introduced the additional problem of choosing where the boundary should be
located, and what boundary conditions it should have. Additionally, this meant
extra computational work since more cells had to be simulated which reduced the
simulation speed significantly, and it introduced the phenomenon that velocities
could suddenly go to infinity, which froze the simulation.

A better solution would be to exclude the air region and treat that as vac-
uum, and move the boundary to the interface between the water and the vac-
uum/air region.

10.4.2 Unconditionally stable flows
In order to make a FVM simulation become practically useful for real-time
simulations, it is required that the flow is unconditionally stable. This implies
that it is necessary that arbitrarily large time steps can be taken without making
the simulation unstable.

When it comes to physical quantities with a non-damped oscillating behav-
ior, simulations which use any kind of normal, explicit time-stepping often tend
to make them become unstable and create a numerical explosion.

In this thesis work, a kind of leapfrog integration has been used to model the
time evolution of the velocity and the pressure, but even leapfrog integration
has to obey the CFL condition, and it becomes numerically unstable when
the period of the oscillations becomes too small in relation to the time step.
To solve this problem, many methods approximate the fluid or the fluids as
incompressible, while other use a combination of standard advection methods
and backwards (or implicit) Euler integration when updating the pressure (see
Section 4.6 for a more detailed discussion about this).

On the other hand, when it comes to advection, many advection schemes
tend to become numerically unstable when the Courant number 𝐶 (defined
in Equation 4.38) becomes too large (this normally means larger than one).
Whereas most explicit Runge–Kutta methods for advecting any form of field
tend to damp high frequent features in the field for 𝐶 < 1, they do the opposite
for 𝐶 > 1 and instead enhance the high frequent features and become unstable.
If a backwards Runge–Kutta method is used (which is equivalent to using an
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ordinary, explicit Runge–Kutta method but with a negative time step) in an
attempt to remedy this instability, the behaviors will just be reversed. High
frequent features will then be damped for 𝐶 > 1, hence making the simulation
stable in those regions, but they will be enhanced for 𝐶 < 1, hence still making
the simulation unstable.

A remedy for this dilemma is to use semi-Lagrangian advection, which works
by calculating which locations will end up on the discretization points in the
end of the time step, and assigning interpolations of the field in those locations
to the discretization points in the end of the time step.

All of these instability issues have remedies, at least for simulations on a
regular grid [Stam, 1999 (estimated), Kwatra et al., 2009, Lentine et al., 2012],
but those remedies can probably also be extended for octree grids.

10.4.3 Rendering
In this thesis work, the water surface is not rendered. To render the surface
properly, an isosurface needs to be extracted from the phase fraction data.

Marching Cubes

In order to find where the water surface is located, the marching cubes algorithm
can be used. Marching cubes is an algorithm for finding isosurfaces from a scalar
field, and works by looping over a set of adjacent cubes tiled closely together
which just covers the domain that is about to be rendered. For each cube, the
algorithm looks at the value of the scalar field in all eight of the cube’s corners.
If the field values in the corners all lie at the same side of the value 𝑐 that
the isosurface represents, it figures that the surface doesn’t cross through that
cube, otherwise it does and the algorithm adapts a surface consisting of a finite
number of polygons through the cube depending on what the field values in the
corners are.

In this thesis work, the scalar field that tells where the surface is located is
the phase fraction field, 𝛼, and since 𝛼 crosses from 0 to 1 over the interface,
the isosurface can really be chosen for any level 0 < 𝑐 < 1 and the marching
cubes algorithm will produce an isosurface lying within the interface, although
it probably makes more sense to choose 𝑐 = 0.5 which lies in the middle of
the interval and makes the isosurface generation symmetric in that sense. One
problem though is that the 𝛼 field isn’t discretized in the cell corners, but in the
cell centers. This can be remedied by defining a new set of cubes which have
their corners in the centers of the cells. This will become a bit problematic in
LOD transitions, for which the cubes, if created in this way, will stretch over
two different LODs and thus not have a very well defined size. Another possible
solution is to interpolate the 𝛼 field to the cell corners so that the cells can be
used directly as the cubes needed by the algorithm.

If the VOF method for tracing the surface would be switched to using the
LS method instead, a signed distance function, 𝜑, would be used instead of 𝛼,
and 𝑐 = 0 would then define where the surface is located. The discretization
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points for 𝜑 would be in the cell corners, so there would be no need for defining
a new set of cubes in order for the marching cubes algorithm to work. A class
of fast marching methods related to the LS method was developed in a work by
Sethian [1995].

However, the marching cubes algorithm would have apparent problems to
generate the surface in LOD transitions, since, in its original form, it requires
that all cubes are of the same size, otherwise glitches may occur. This problem
is well known, and remedies exist. For example, in a work by Lengyel [2010]
this is remedied for the case where the cubes used by the algorithm are modeled
as an octree.

10.4.4 Parallelization
In order to obtain a simulation speed-up that is almost certainly needed if
the simulation is to run in real-time, it can be processed on multiple CPUs
simultaneously, as well as on the graphics processing unit (GPU) (if the octree
traversal is implemented to run without recursion, since GPUs generally don’t
have any stack which means that they can’t do recursion). This is generally
referred to as parallelization. For parallelization to be possible, the simulation
domain first has to be partitioned, so that a small part of the domain can be
processed on each core and on each GPU process.

Since the process that takes the longest time to run will decide the speed of
the simulation, the size of the partitions should be roughly the same. Besides,
access to data that is located outside of the partition takes extra long time,
so it is desired that the number of neighbors cells for each partition that lies
outside of the partition itself is kept low, which is somewhat similar to the
problem of minimizing the area between the partitions. For a structured grid,
the partitioning can be effectively achieved by cutting the simulation domain
into square or cubic pieces. However, for an unstructured grid like an octree,
the partitioning is more difficult, but still possible.

For octrees, there are algorithms that can be used that make use of space-
filling curves and are fast, easy to implement and produce very acceptable results
[Valgaerts, Ji et al., 2012]. There also exists another kind of partitioning method
that uses domain decomposition [Fuster et al., 2011, Agbaglah et al., 2011].

10.4.5 Fluid–Structure Interaction
In this thesis work, no interaction between ships and the surface waves was ever
modeled, in other words, no FSI was modeled. Modeling and simulating FSI is
necessary in order to make large waves affect ships so that they start to rock
forth and back, as well as in order for ships to give rise to two wake lines as
they sail on the water.

Some of the methods for modeling FSI includes the immersed boundary (IB)
method [Peskin, 2002, Ghias et al., 2007], the volume of solid (VOS) method
and the rigid fluid method [Carlson et al., 2004].
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The rotation of a rigid body, in this case the rotation of a ship that is floating
on the surface of the water when it is hit by large waves, depends both on the
forces that act on the rigid body as well as the moment of inertia of the rigid
body. The dynamics of a rigid body is described by Euler’s equations for rigid
bodies (not to be confused with the Euler equations, which are discussed in
Chapter 4).

10.4.6 Reduction of spurious reflections in LOD transi-
tions

When a wave hits a boundary to a region where it propagates with a different
speed, or cannot propagate at all, a partial or total reflection of the wave will
occur. In natural scenes, this typically happens when the depth of the water
changes abruptly from deep water to shallow, or when the wave hits a cliff or
similar.

In scenes simulated with a grid of finite size, this usually happens on the
border of the grid, unless special care has been taken to this when deciding
which boundary conditions to use. These reflections are unwanted and referred
to as spurious reflections since they don’t occur in nature.

In scenes simulated on an octree based grid, this also happens in LOD tran-
sitions. This is partly due to the fact that the set of oscillation frequencies for
the waves that can be represented on the grid varies between different LODs,
and partly because the fact that an oscillation frequency that can be represented
on two different LODs will have different wavenumbers and therefore propagate
with different speeds on the two LODs, which will make part of the wave be
reflected at the transition, and part of the wave be transmitted. The latter is
especially apparent if the wavelength is close to the minimum wavelength that
the highest (coarsest) of the two LOD levels can represent.

Perfectly matched layers

One method for greatly reducing spurious reflections at the border of a struc-
tured grid is to use perfeclty matched layers, which are described in among
others a work by Söderström [2010] that explains explicit dampening, implicit
dampening, and wave absorbing boundaries — the perfectly matched layer ap-
proach — and evaluates the methods.

Other absorbing boundary conditions

Another method, that can be used when there is no wave dispersion, that is,
waves of different wavelengths have the same speed, is to use open bound-
ary conditions [Müller-Fischer, 2008]. This method works ideally in the one-
dimensional case, but performs poorly in the two- and three-dimensional cases
when the waves come against the boundary at a glancing angle. Yet another
method that can be used to prevent waves from being reflected at boundaries are
the arbitrary wide-angle wave equations (AWWE) [Guddati and Heidari, 2005],
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in which the propagation of waves is only simulated in one direction, meaning
that for every pair of wave vectors �⃗� and −�⃗�, only one of them is considered
in the simulation. Hence the waves are naturally prevented from propagating
back from a boundary into the simulation domain. This is basically also what
happens when the open boundary conditions are used, but since those are de-
rived from the one-dimensional case, they only work well for waves hitting the
boundary from an almost orthogonal direction, while the AWWE assume an
arbitrary angle for the incoming wave and hence can obtain a high accuracy for
waves hitting the boundary from within a wide range of angles.

10.4.7 Wind waves
In order to obtain a realistic sea state in a simulation, it is desirable that the
water surface is affected by the wind in order to give rise to waves; such waves
are commonly referred to as wind waves.

Spectral methods

A very cheap and easy way to simulate wind waves is to use a wind dependent
wave spectrum to initialize the sea state with wind waves already in it when the
simulation starts. A wave spectrum tells how the wave amplitude is distributed
as a function of wavelength, and from that distribution the Fourier transform
of the free surface elevation can easily be generated simply by sampling it. This
is then used to initialize the sea state in the simulation.

There are different models for describing the wave spectrum for a certain
wind velocity, most of which are empirical. Some of these spectra take into
account the wind direction for increased alignment between the surface and
the wind, for example the Philips spectrum, which is used and tweaked by
Tessendorf [2001], or the Pierson–Moskowitz spectrum, which was supposedly
developed in 1964 and is described by Premože and Ashikhmin [2001]. Another
commonly used wave spectrum which builds up over time is the joint North Sea
wave project (JONSWAP) spectrum [Journée and Massie, 2001, WikiWaves,
2013].

Air–water interaction

Another (somewhat dubious) alternative would be to simulate both the water
and the air using the FVM. This method would be slower than using a wave
spectrum since it has to simulate more cells, and would probably give a quite
poor result since it is difficult to catch the correct interaction between the water
and the air for short wavelengths.

10.4.8 Improved rendering
In order to create a realistic rendering of the water surface, there are a number
of aspects that has to be considered. Below follows a few of those.
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Light reflectivity and transmissivity

When light hits the water surface, not all light is transmitted into the water.
Some of the light is reflected, and the amount of light that is reflected depends
on the angle of incidence as well as the polarization of the light, according to
the Fresnel equations.

Normally however, when rendering a scene with computer graphics, one
doesn’t usually start from the light source when calculating the brightness of an
object, but from the observer. On the other hand, according to the Helmholtz
reciprocity principle, one can use the Fresnel equations not only to calculate how
much of the light is being reflected, but also the other way around to calculate
how much of the light that comes from the surface originally hit the surface
from above and was reflected, and how much of it hit the surface from below
and was transmitted. In that way it is possible to account also for the light that
has been reflected under the water, which has been filtered by the objects it has
been reflected on under the surface of the water.

Statistical treatment of short wavelengths

Typically, when creating a wire frame model for a sea surface, which is needed
in rendering of the surface, only wavelengths that are long enough are included
since wavelengths that are too short will give rise to folding. Besides, not all
wavelengths are present in the simulation because of the limited resolution of
the grid, so it is not possible to include all wavelengths anyway, simply because
much of them are unavailable. If much of the wave energy in a sea state is
excluded from the wire frame model, which it will if for example the surface
is viewed from a far distance, the surface will appear much smoother in the
rendered image than what it really is, unless extra treatment is taken for the
excluded wavelengths.

A naive shading model will use the surface normal of the wire frame model
when calculating the light intensity of the surface, and completely ignore the
part of the wave spectrum that is not in it. A more sophisticated shading model
will estimate the probability density of the normal of the actual water surface,
given the surface normal of the wire frame model in combination with the known
statistics of the excluded wavelengths. The distribution of the normal vector
is in turn used to model the distribution of the surface light intensity, from
which the expectation value is calculated and used as the light intensity of the
surface in the rendered image. This will effectively prevent the water surface
from looking too smooth.

The derivation of a simple, physically based illumination model for sea sur-
faces is found in Appendix B.
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10.4.9 Visual effects
Choppy waves

A waves of a single frequency is not a perfect sinusoidal, but a trochoid, which
makes the curvature greater at the wave crest and lesser at the wave valley,
which makes the waves look more choppy. By letting sinusoidals displace the
water surface, not only vertically, but also horizontally, trochoids can effectively
be created and a more realistic look of the water surface is obtained. These
waves are called Gerstner waves and were first found as an approximate solution
to the fluid dynamic equations almost 200 years ago, as noted by Tessendorf
[2001], and is today extensively used in computer graphics for animating water
surfaces. What is claimed to be an implementation of Gerstner waves can be
seen in an animation on the web by ceribral [2012].

Splash and foam

In rough weather conditions, the waves will become higher and choppier, and
their crests will break more easily, forming white foam where they break, as can
be seen in Figure 1.1b, which is known as oceanic whitecaps, or just whitecaps.
When high waves hit the side of a ship, they will also shatter and form a spray
of small particles in the air, usually just referred to as splashes.

In a work by Ihmsen et al. [2012], "diffuse particles" are generated based on
the water’s potential to trap air, its likelihood to be at the crest of a wave and
its kinetic energy. In a work by Takahashi et al. [2003], water is turned into
"splash particles" where the curvature of the water exceeds a certain threshold.
The results of the use of diffuse/splash particles can bee seen in videos on the
web [Chandel, 2009, RealFlowLabs, 2011, Ihmsen et al., 2012].

In turn, in the work by Takahashi et al. [2003], it is concluded that there
seems to be "few papers on handling of effects of splashes and foam with fluid",
even though it mentions a paper by Premože and Ashikhmin [2001] as one
of them, which it claims "makes crude approximations". However, this paper
includes an empirical formula for the "fractional area of the wind-blown water
surface that is covered by foam" (the time-averaged area of the foam divided by
the total area of the water surface), 𝑓 , that looks like

𝑓(𝑈, 𝑇a, 𝑇w) = 1.59 × 10−5𝑈2.55 exp[0.0861(𝑇w − 𝑇a)], (10.1)

where 𝑈 is the wind speed, 𝑇w is the water temperature and 𝑇a is the air
temperature (this equation is in turn claimed to have been taken from a book
by Monahan and Niocaill [1986]). This kind of information has been obtained
by doing satellite measurements. However, according to the Beaufort scale,
crests don’t begin to break until there is at least a gentle breeze, which starts at
about 3.4 m/s, while according to Equation 10.1, there would always be some
whitecaps area. As a remedy, one could subtract a small value

𝑓0 = 𝑓(𝑈0, 𝑇a, 𝑇a + Δ𝑇0) (10.2)
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(where, tentatively, 𝑈0 = 3.4 m/s and Δ𝑇0 = 0; note that 𝑓0 is independent
of the choice of 𝑇a) and create a corrected estimate 𝑓* of the fractional area,
defined as

𝑓* = 𝑚𝑎𝑥(𝑓 − 𝑓0, 0). (10.3)

Furthermore, Premože and Ashikhmin suggest that "as a crude approxima-
tion to the true distribution, one can put whitecaps at positions on the surface
where the amplitude of the waves is the largest". However, if following this
method, the water surface would preferably first be high-pass filtered before de-
termining on which parts of the surface the free surface elevation is the largest,
to prevent that some (large) regions of the surface that would happen to be a
bit higher elevated than other regions would get much more whitecaps area.

In a work by Monnier et al., it is on the other hand the vertical down-
ward acceleration that is used to determine where to put the whitecaps, instead
of the free surface elevation. The threshold for the acceleration is calculated
dynamically to keep the total whitecaps area at the correct level.

As it turns out, the larger the Lagrangian vertical downward acceleration is,
the smaller the pressure gradient is. Without a pressure gradient, there will be
nothing that keeps the water and the air separated, and the two fluids are much
more prone to mix. So where the downward acceleration is large, the pressure
gradient will be small, and water and air will naturally be more prone to mix,
especially under large wind speeds where the velocity shear at the surface is
large, which increases the chance of getting Kelvin–Helmholtz instability in the
system.

Additionally to using a threshold for some specific property of the surface
to determine where the whitecaps are located, some methods also use a half-life
for the whitecaps that have transitioned to below the threshold to model a more
realistic destruction process for the whitecaps. This method is used in a few
video on the web [ozernik, 2009, cebasVT, 2010].
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Chapter 11

Conclusions

The training in a flight simulator would become more valuable if a realistic,
coupled simulation of water waves and ship movement was integrated into the
flight simulator. It is therefore required that the wave simulation runs in real-
time, has a resolution high enough to represent waves that normally roam the
water surfaces and affect the ships as well as the wake lines that sailing ships
give rise to. It should also manage to simulate wave dispersion, in at least an
approximate way, as well as some form of FSI to get the coupling between ship
and waves.

The method that was implemented in this thesis work was the FVM on an
octree grid with FSM, which is an advanced method that takes a long time
to implement and to make ideal for the purposes of this thesis work, and the
implementation that was developed in this thesis work would still need a lot of
improvements if it was to be applied in a real-time simulator. For example, it
suffered from instabilities in the air phase, that easily arose when the density
became too low, and there were problems with keeping the interface between
the air phase and the water phase intact as it tended to grow, which introduces
several new problems.

Furthermore, the time step was severely restricted by the CFL condition,
which would have to be alleviated by using the semi-Lagrangian scheme in
order to make arbitrarily large time steps possible. Adaptive refinement of the
octree would also have to be implemented in order to keep the number of cells
that have to be processed in each time step down on a reasonable level.

The FVM on an octree with FSM runs in 𝑂(𝑁) time, where 𝑁 is the number
of grid points visible on the surface, which places it among the methods with the
lowest time complexity. However, it has a very high time constant associated
with the big O notation which, as of today, makes it too slow to be used in
real-time applications.

Probably the only two of the methods that were studied in this thesis work,
that today easily can be constructed to meet all the required properties, are the
Fourier synthesis method and the two-dimensional method using LPD. If it is
important that wave shoaling is simulated correctly, or water flowing down a
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stream, the Fourier synthesis method should be avoided as it can’t cope with
those cases.

Alternatively, a two-dimensional simulation, using LPD or Fourier synthe-
sis, can be coupled with a local three-dimensional fluid simulation around each
ship to allow for strong non-linear phenomenas such as splashes and more nat-
ural FSI, as well as a fast simulation of ambient waves, provided the three-
dimensional method is fast enough.

However, it is believed that, after some improvement of the method that
was implemented in this thesis work, basically the method’s only bottleneck
would be its low speed, which to its defense can be alleviated by parallelizing
the code and spread the computational load on many CPUs, probably even on
GPUs. And with the continuous increase in processor power it is only a matter
of time before the method can run in real-time with an acceptable quality. It
will therefore sooner or later come to compete with methods such as Fourier
synthesis and the LPD method, and will eventually even surpass them even for
real-time simulations as it models the behavior of water much more accurately.
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Part IV

Appendices
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Appendix A

Algorithms and data
structures

A.1 The octree
Although an octree is a three-dimensional data structure and a tree in which all
parent nodes has exactly eight child nodes, the octree implementation used in
this thesis work is a generalized version of an octree and works for any number
𝑑 of dimensions and where each parent cell (a cell is a node with a physical
representation) has between 1 and 2𝑑 child nodes.

The octree itself just consists of a pointer to the root cell and a few methods
for manipulating the cells in the tree. If the octree is empty, the value of the
pointer is NULL.

Each cell in the tree then contains a pointer to a child array, which is an
array of pointers to the child cells. If a cell is a leaf cell, it doesn’t have any
children and the value of the pointer to the child array is NULL. If the cell does
have children, the pointer points to an actual array consisting of 2𝑑 pointers to
octree cells. If such a pointer is NULL, it means that the corresponding child
doesn’t exist; otherwise, the pointer points to the child cell. The index 𝑖 of an
array element corresponds to the position of the child cell relative the parent
cell according to

𝑖 =
𝑑−1∑︁

𝑗=0
2𝑗 𝑖𝑗 , (A.1)

where 𝑖𝑗 is an index that is either 0 or 1 and corresponds to the position of the
child cell relative to the parent cell along 𝑒𝑗 , as shown in Figure A.1. Just as
an example, in three dimensions Equation A.1 reduces to

𝑖 = 𝑖0 + 2 𝑖1 + 4 𝑖2. (A.2)

The octree data structure is illustrated in Figure A.2.
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Figure A.1: A parent cell with four child cells. The numbers written inside of the child
cells are their corresponding indices in their parent’s child array.
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Figure A.2: An octree configuration. Note that the term octree here refers to a 𝑑-
dimensional generalization of an octree, and that these images for simplicity depict a
2-dimensional version. (a) The spatial layout of the octree. A striped square denotes
a non-existing cell on that location. (b) The internal data representation of the octree.
The small, white square is the tree object, the large, white squares are cell objects,
the gray rectangles split into 2𝑑 (four in this illustration) parts are child arrays and
the arrows are pointers. A ∅ sign denotes a NULL pointer, i.e. a pointer whose value
is zero, which codes for a non-existing cell or child array.
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A.2 Neighbor connections
In this thesis work, neighboring cells are physically linked to each other, and
each cell contains five doubly linked lists with connections to neighbor cells. The
reason why doubly linked lists are used to store the connections is because their
content is constantly changing because of the dynamic water surface and the
dynamically changing LODs, which both cause the grid to constantly have to
remesh itself and update its neighbors, and any neighbor connection can have
to be removed at any moment. The five doubly linked lists contain connections
to

1. Leaf cells at the next higher (coarser) LOD,

2. Parent cells at the next higher LOD,

3. Leaf cells at the same LOD,

4. Parent cells at the same LOD, and

5. Cells at the next lower (finer) LOD

respectively. The reason connections both to leaf cells and to parent cells
are stored is because it was originally planned to use the multigrid method for
solving the pressure Poisson equation that needs to be solved when the flow is
incompressible (while what actually happened was that the flow was chosen to
be compressible).

Since using the multigrid method involves coarsening the grid, parent cells
are suddenly turned into leaf cells and existing leaf cells are removed. In order
to avoid having to generate a new neighbor connection each time one of a cell’s
neighbors turns into a leaf cell (which happens a lot of times since the process
of coarsening the grid to the coarsest level and then refining it again lies at the
core of the multigrid method), those neighbor connections are already present,
and in order to avoid having to add and remove cells to the grid, coarsening is
never actually carried out; it is merely simulated by treating cells that are on a
too low LOD as if they didn’t exist and instead treat their parent cells as leaf
cells.

When it is desired to loop through all of a leaf cell’s neighbors that also are
leaf cells, each of the lists 1, 3 and 5 are simply looped through. For a leaf cell,
each neighbor at a lower LOD is guaranteed to also be a leaf cell.

When the grid has been coarsened to a certain LOD, and it is desired to
loop through all of the neighbors of a leaf cell at that LOD, each of the lists 1, 3
and 4 are looped through. Since the grid has been coarsened to the same LOD
as the cell in question, all cells connected through list 4 will be on that LOD
and consequently also be leaf cells momentarily.

List 2 is never used but is simply used to store connections that may be
moved into list 1 if the local LOD for the cells being connected would decrease
and those cells would turn into leaf cells. No neighbor connections are ever
created or removed unless new cells are created or cells are removed.
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Figure A.3: The velocity field discretized on a staggered grid. (a) On a non-structured
grid, estimating the velocity vector in a cell given a number of face-centered velocity
scalars is non-trivial. (b) On an axis-aligned orthogonal grid, the cell faces can be
divided into groups depending on the direction of the cell face normal, which simplifies
the estimation of the velocity vector. Besides, meaningful control volumes associated
with the cell faces can be defined. In this case, the control volumes of all cell faces
with normals parallel to the x-axis have been outlined with dashed lines. Note that
every point in the simulation domain corresponds to exactly one control volume per
dimension, as can be seen in the middle cell; this has no correspondence on a non-
structured grid. Only control volumes for cells with horizontal face normals have been
drawn in the figure.

A.3 Velocity advection and conservation of mo-
mentum

Advection of the velocity is particularly tricky, mainly because the velocity
advection term contains both the full velocity vector as well as the velocity
gradient, which both are non-present in the cell faces where the velocity scalars
are stored and therefore need to be calculated before the velocity advection term
can be calculated explicitly. Besides, transporting the velocity field by using the
velocity advection term is not momentum conserving. In this thesis work, an
approach that is based on fluxing momentum through the cell faces has been
taken, which in principle builds on the following steps:

1. Calculate cell-centered momentum vectors by using the face-centered ve-
locity scalars,

2. Transport the momentum in an advection step, and

3. Calculate the face-centered velocity scalars by calculating them from the
momentum vectors.

However, following these steps directly would low-pass filter the velocity field
each time step, since it involves converting it from one set of points (the face
centers) to another set of points (the cell centers), which low-pass filters the
field, and then converting it back again, which also low-pass filters the field, so
details in the velocity field would very quickly vanish. Instead, the last of these
steps is modified so that just the momentum mismatch between the cell-centered
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momentum vectors and the face-centered velocity scalars is distributed on the
cell faces. The method can be summarized as taking the following steps:

1. Calculate the cell-centered velocity vectors by averaging the face-centered
velocity scalars, tentatively using the area of the cell faces times the sum of
the densities in the two adjacent cells for averaging (as done in this case).
For an orthogonal grid, the implementation is quite straightforward, while
for arbitrary grids which we will assume here, the implementation is far
less intuitive; this difference is illustrated in Figure A.3.
For simplicity, let’s make the (incorrect) assumption that the velocity field
in every cell face 𝑆𝑖 is equal to the cell-centered velocity vector �⃗�0 for the
specific cell. We can use Equation 4.5, substitute �⃗�0 for 𝐹 and rewrite the
equation as

𝑢𝑖 = �̂�𝑖 · �⃗�0. (A.3)

Let’s define a help variable �⃗�*
0 as

�⃗�*
0 =

∑︁

𝑆𝑖

𝑤𝑖 �̂�𝑖 𝑢𝑖, (A.4)

where 𝑤𝑖 is the weight of the velocity scalar at 𝑆𝑖, used in the averaging.
In this thesis work, 𝑤𝑖 has been defined as

𝑤𝑖 = 𝑆𝑖 (𝜌0 + 𝜌𝑖), (A.5)

where 𝜌0 is the average density of the specific cell and 𝜌𝑖 is the average
density of the 𝑖th neighbor cell. By using Equation A.3 in Equation A.4,
we obtain

�⃗�*
0 =

∑︁

𝑆𝑖

𝑤𝑖 �̂�𝑖 �̂�𝑖 · �⃗�0. (A.6)

By realizing that
∑︀

𝑆𝑖
𝑤𝑖 �̂�𝑖 �̂�𝑖 is a matrix, which is in fact invertible, we

can multiply both sides of the equation with
(︀∑︀

𝑆𝑖
𝑤𝑖 �̂�𝑖 �̂�𝑖

)︀−1 and obtain
(︃∑︁

𝑆𝑖

𝑤𝑖 �̂�𝑖 �̂�𝑖

)︃−1

�⃗�*
0 = �⃗�0. (A.7)

By using Equation A.4, this turns into

�⃗�0 =
(︃∑︁

𝑆𝑖

𝑤𝑖 �̂�𝑖 �̂�𝑖

)︃−1∑︁

𝑆𝑖

𝑤𝑖 �̂� 𝑢𝑖, (A.8)

which can be used to calculate the cell-centered velocity vectors.
In this thesis work, the cells are axis-aligned, so

∑︀
𝑆𝑖
𝑤𝑖 �̂�𝑖 �̂�𝑖 will be a

diagonal matrix and the inverse will just be the matrix consisting of the
inverse of the diagonal elements. In fact, �⃗�0 can simply be calculated by
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calculating the weighted average of all �̂�𝑖 𝑢𝑖 for which �̂�𝑖 ‖ 𝑒𝑗 , doing so for
𝑗 = 0, 1, ... , 𝑑− 1 and adding the 𝑑 averages together, that is

�⃗�0 =
𝑑−1∑︁

𝑗=0

∑︀
𝑆𝑖

|�̂�𝑖 · 𝑒𝑗 |𝑤𝑖 �̂�𝑖 𝑢𝑖∑︀
𝑆𝑖

|�̂�𝑖 · 𝑒𝑗 |𝑤𝑖
. (A.9)

2. Calculate the face-centered velocity vectors from the cell-centered velocity
vectors, by using a bounded advection scheme since these are the vectors
that are going to be advected. In this thesis work, the face-centered veloc-
ity vector is chosen to be the cell-centered velocity vector in the cell the
flow is coming from. If the flow is parallel to the cell face or stands still,
i.e. 𝑢𝑖 = 0, it doesn’t matter what the rest of the face-centered velocity
vector components are set to as long as they are defined.

3. Convert the face-centered velocity vectors into quasi-momentum vectors
(momentum per unit volume) by multiplying with the face-centered den-
sity (the density of the fluxed volume). It is therefore necessary that the
mass that is going to be advected is calculated so that the face-centered
density can be calculated.

4. Calculate the net momentum inflow in each cell as a vector quantity during
the advection step. This is also when all mass is advected.

5. Since the momentum in one cell automatically changes when the mass in
the cell changes, calculate how much of the net momentum inflow it is
that is actually a consequence of the mass inflow. When doing so on an
orthogonal grid, use only the part of the cell face control volumes that
lie within the cell (see Figure A.3b) and consider the mass to have been
distributed homogeneously within the cell. Note that the control volumes
together cover each point in the cell exactly once. For an unstructured
grid, it is not possible to use control volumes in this way; see Figure A.3.
Since this part of the net momentum inflow has effectively already been
added to the cell, subtract it from the net momentum inflow to obtain the
part of the net momentum inflow that still has to be added to the cell.

6. Calculate face-centered momentum scalars by multiplying the face-cen-
tered velocity scalars with the total mass contained within the control
volume of the cell face the velocity scalar is stored on. Use the entire
control volume this time.

7. Distribute the part of the net momentum inflow that still has to be dis-
tributed, on the face-centered momentum-scalars by using the mass of
the part of the control volume of the cell face that lie within the cell as
weight. Note that this is equivalent to using the volume of the part of the
cell face control volume that lies within the cell as weight, since mass was
considered to be distributed homogeneously within the cell.
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In this thesis work, since the cells are cubic and the control volume extends
through half the cell, the volume of the part of the cell face control volume
that lies within the cell is proportional to the cell face area, so in this case
the weight is simply the cell face area.

8. Calculate the updated face-centered velocity scalars by dividing the face-
centered momentum scalars with the total mass contained within the en-
tire control volume of the cell face on which the velocity scalar is stored.

It can easily be shown that this method conserves momentum in case of an
orthogonal grid.
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Appendix B

An illumination model for
sea surfaces

In this appendix, an analytical model of the optical properties of water sur-
faces is derived. If a part of the wave spectrum is discarded, such as the part
containing all frequencies that are too large to be properly visualized or prop-
erly represented on the simulation grid, details on the water surface will be
lost which — for visualization purposes — need compensation in the form of
increased diffuseness in the reflections on the water surface.

The model derived here will compensate for this loss of detail, and is based
on the statistical distribution of the gradient of the free surface elevation. What
started out as a simple idea was written down on paper and tried out, and soon
resulted in a long chain of equations — a work that was done outside of the scope
of this thesis work. Furthermore, as it turned out, similar analytical models had
already been developed earlier, for example by Caillault et al. [2007]. Anyway,
what follows in this appendix is the derivation of a new model.

B.1 Microfacets
If we assume that some of the frequencies have been removed from the rendering,
it becomes impossible to treat those frequencies directly. However, it is still
possible to treat them statistically.

To model the water surface, we will use something known as microfacets.
These are basically are infinitesimal surface elements, tiled one after another,
and are on a much smaller scale than what is represented in the rendering. The
surface normal of these microfacets is assumed to be stochastically distributed
with a known probability distribution — we will cover this later.

The idea is that if we know the probability distribution for all removed fre-
quencies, we can calculate the distribution for the surface normal. This makes
it possible to calculate the distribution for the reflection direction of a ray that
is reflected on the water surface, for a certain incident direction. This in turn
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makes it possible to calculate the likelihood that the object of which the reflec-
tion that can be seen in a specific point on the surface is — for example — the
sun.

This means that we can calculate the average brightness of a point on the
surface as perceived by the observer. Besides, if we assume that the removed
frequencies correspond to waves that are so short that the crests become indis-
tinguishable from one another (this is more likely if the observer has bad sight),
the average brightness will probably also be a good approximation of the actual
brightness perceived by the observer. But before we can start to calculate the
average brightness, we need to make a few assumptions.

First, let’s assume that all frequencies of the wave spectrum are superposed
linearly on top of each other. This implies that there is no horizontal displace-
ment — that is, either the waves are not Gerstner waves, or the wave amplitude
is so much smaller than the wavelength that we can neglect whether the waves
are Gerstner waves or not.

Second, to make things simpler, let’s assume that both the fraction of the
water surface that is masked behind other waves, and hence is not visible to the
observer, and the fraction of the surface that is shadowed by other waves, are
so close to zero they can be neglected. In other words, our microfacets can be
assumed to not hide any of the other microfacets, either from the sun or from
the observer.

Third, let’s also assume that no light will ever be reflected twice on the water
surface before reaching the observer.

Now, let’s denote the free surface elevation of the actual water surface as 𝜂*,
and the free surface elevation of the simplified surface (from which a part of the
wave spectrum has been discarded) as 𝜂, and let these be functions of �⃗�, which
is a two-dimensional vector in the horizontal plane. We can start by noting that
𝜂 is less detailed than 𝜂*, and that it doesn’t contain all information about the
actual water surface, whereas 𝜂* does. Furthermore, while 𝜂 is known, 𝜂* is not.

We can therefore only calculate the normal of the simplified surface — let’s
call this normal �̂�. Let’s also define the anti-normalization 𝜉 of a vector 𝜉 as

𝜉 = 𝜉

𝑧 · 𝜉
, (B.1)

where 𝑧 is the unit vector in the positive vertical direction (which is the negation
of the direction of the gravitational acceleration vector, or the normal of a flat
water surface). This implies that the 𝑧-component of an anti-normalized vector
always is 1. Note that the anti-normalization of a vector is only defined if the
original vector has a non-zero 𝑧-component, and that it — when defined — is
parallel to the original vector. The anti-normal �̌� of the surface 𝜂 becomes

�̌� =
(︃

−∇𝜂(�⃗� )
1

)︃
, (B.2)

where the last component is the 𝑧-component. The gradient in turn can be
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written as
∇𝜂(�⃗� ) = ∇ℱ−1{̃︀𝜂(�⃗� )}(�⃗� ) = ℱ−1{�⃗� ̃︀𝜂(�⃗� )}(�⃗� ), (B.3)

where ℱ−1 is the inverse non-unitary Fourier transform operator, ̃︀𝜂(�⃗� ) is the
Fourier transform of 𝜂(�⃗� ) and �⃗� is the wave vector. Since 𝜂* is unknown, the
anti-normal of the real surface, �̌�*, cannot be calculated, although it can still
be written as

�̌�* =
(︃

−∇𝜂*(�⃗� )
1

)︃
, (B.4)

where the gradient in turn can be written as

∇𝜂*(�⃗� ) = ℱ−1{�⃗� ̃︀𝜂*(�⃗� )}(�⃗� ), (B.5)

where ̃︀𝜂*(�⃗� ) is the Fourier transform of 𝜂*. However, only the part of ̃︀𝜂*(�⃗� )
where the wave spectrum has not been cut off is known; in fact, this part is equal
to ̃︀𝜂(�⃗� ), while the reminding part of ̃︀𝜂*(�⃗� ) is unknown. On the other hand, if
we know what the wave spectrum looks like, we can calculate the probability
distribution of 𝜂*.

If �⃗� is assumed to be uniformly distributed over a large surface area, i.e.
there is no bias in the distribution of �⃗� regarding to the surface slope ∇𝜂*, or
any other local property of the surface for that matter, the distribution of ̃︀𝜂* is
easily obtained by looking at the wave spectrum. And from that distribution we
will be able to get something that is more valuable to us, namely the distribution
of ∇𝜂*.

B.1.1 Wave spectra
When using a wave spectrum, the free surface elevation is considered indeter-
ministic, that is, stochastic. Let’s consider 𝜓 to be a completely unknown free
surface elevation (as opposed to 𝜂*, for which the frequency domain representa-
tion ̃︀𝜂* known in a part of the spectrum but unknown everywhere else). Almost
every wave spectrum, 𝑆, used in computer graphics, is a function of the wave
vector �⃗� and gives the variance of the free surface elevation per unit reciprocal
length squared (the elements of �⃗� are reciprocal lengths), and thus has the unit
m4.

If 𝑆 assumes that the wave components corresponding to the wave vectors
are on the exponential form 𝑒𝑖(�⃗�·�⃗�−𝜔𝑡), which is what ̃︀𝜓 also assumes, rather
than on the sinusoidal form sin(�⃗� · �⃗�−𝜔𝑡), which otherwise is a pretty common
case in computer graphics, this means that

𝑆(�⃗� ) = dVar(𝜓)
d�⃗�

, (B.6)

where Var is the variance operator with respect to �⃗� (�⃗� is considered to be
stochastically distributed), for a fixed time 𝑡, and d�⃗� is an infinitesimal reciprocal
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area element, centered around �⃗�. Here, dVar(𝜓) denotes the additional variance
within 𝜓 caused solely by the part of the wave spectrum specified by d�⃗�.

Equation B.6 implies that the additional variance in 𝜓 — VarΔ�⃗�(𝜓) — caused
by a part of the wave spectrum specified by a reciprocal area element Δ�⃗� is

VarΔ�⃗�(𝜓) =
ˆ

Δ�⃗�

dVar(𝜓) =
ˆ

Δ�⃗�

dVar(𝜓)
d�⃗�

d�⃗� =
ˆ

Δ�⃗�

𝑆(�⃗� ) d�⃗�. (B.7)

Since the variance doesn’t correlate wave components of different wave-
lengths, we have

Var(𝜓Δ�⃗�) = VarΔ�⃗�(𝜓), (B.8)
where 𝜓Δ�⃗� is defined as

𝜓Δ�⃗� = ℱ−1{ ̃︀𝜓Δ�⃗�(�⃗� )}, (B.9)

where in turn

̃︀𝜓Δ�⃗�(�⃗� ) =

⎧
⎨
⎩
̃︀𝜓(�⃗� ), �⃗� ∈ Δ�⃗�
0, otherwise

. (B.10)

Here, ̃︀𝜓 is the non-unitary Fourier transform of 𝜓, i.e. ̃︀𝜓(�⃗� ) = ℱ{𝜓(�⃗� )}(�⃗� ).
Besides, the time average of ̃︀𝜓(�⃗� ) is assumed to be 0 for any given wave vector
�⃗�, that is

E�⃗�[ ̃︀𝜓] = 0, ∀ �⃗�, (B.11)
where E�⃗� is the expectation value operator with respect to time, for a fixed
value of �⃗�, and can be defined as

E�⃗�[ ̃︀𝑓 ] = lim
𝑇 →∞

1
𝑇

ˆ 𝑇

0
̃︀𝑓(�⃗�, 𝑡) d𝑡, (B.12)

where ̃︀𝑓 is an arbitrary function of �⃗� and 𝑡. After inverse Fourier transforming
Equation B.11, this also results in

E�⃗�[𝜓] = 0, ∀ �⃗�, (B.13)

where E�⃗� is the expectation value operator with respect to time, for a fixed
value of �⃗�, and can be defined as

E�⃗�[𝑓 ] = lim
𝑇 →∞

1
𝑇

ˆ 𝑇

0
𝑓(�⃗�, 𝑡) d𝑡, (B.14)

where 𝑓 is an arbitrary function of �⃗� and 𝑡.
Let’s assume that 𝜓 is periodic in both of the horizontal dimensions with

the period 𝑃 (this is a common trick in computer graphics) with a large, square
surface element 𝐴 (with |𝐴| = 𝑃 2) that keeps repeating itself, such that

𝜓(�⃗� + 𝑃�̂�) = 𝜓(�⃗� + 𝑃𝑦) = 𝜓(�⃗� ), ∀ �⃗�, (B.15)
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where �̂� and 𝑦 are the orthonormal basis vectors generating the horizontal plane.
This implies that ̃︀𝜓 is discrete, with Dirac impulses arranged in the intersection
points of a square grid with the size 𝑑 = 2𝜋/𝑃 , such that

̃︀𝜓(�⃗� ) = 4𝜋2
+∞∑︁

𝑚=−∞

+∞∑︁

𝑛=−∞

̃︀𝜓(𝑚, 𝑛) 𝛿(�⃗� −𝑚𝑑�̂�− 𝑛𝑑𝑦)

= 4𝜋2
+∞∑︁

𝑚=−∞

+∞∑︁

𝑛=−∞

̃︀𝜓(𝑚, 𝑛) 𝛿(�⃗� − �⃗�𝑚,𝑛),

(B.16)

where ̃︀𝜓(𝑚, 𝑛) is a two-dimensional sequence of coefficients associated with ̃︀𝜓,
𝑚 and 𝑛 are two integers used to index the terms in the series, and �⃗�𝑚,𝑛 =
𝑚𝑑�̂�+ 𝑛𝑑𝑦.

Equation B.16 can be reduced to

̃︀𝜓(�⃗� ) =
+∞∑︁

𝑚=−∞

+∞∑︁

𝑛=−∞

̃︀𝜓𝑚,𝑛(�⃗� ), (B.17)

where
̃︀𝜓𝑚,𝑛(�⃗� ) = 4𝜋2 ̃︀𝜓(𝑚, 𝑛) 𝛿(�⃗� − �⃗�𝑚,𝑛), (B.18)

and if we define Δ�⃗�𝑚,𝑛 as a square that has the side 𝑑, is aligned with �̂� and 𝑦

and is centered in �⃗�𝑚,𝑛, we see that

̃︀𝜓Δ�⃗�𝑚,𝑛
(�⃗� ) = ̃︀𝜓𝑚,𝑛(�⃗� ). (B.19)

It follows naturally to do the same thing with the real space representation,
𝜓(�⃗� ), and write that as

𝜓(�⃗� ) =
+∞∑︁

𝑚=−∞

+∞∑︁

𝑛=−∞
𝜓𝑚,𝑛(�⃗� ), (B.20)

where

𝜓𝑚,𝑛(�⃗� ) = ℱ−1{ ̃︀𝜓𝑚,𝑛(�⃗� )}(�⃗� ) = 1
(2𝜋)2

ˆ
R2

̃︀𝜓𝑚,𝑛(�⃗� )𝑒𝑖�⃗�·�⃗� d�⃗�

= 1
4𝜋2

ˆ
R2

4𝜋2 ̃︀𝜓(𝑚, 𝑛) 𝛿(�⃗� −𝑚𝑑�̂�− 𝑛𝑑𝑦)𝑒𝑖�⃗�·�⃗� d�⃗� = ̃︀𝜓(𝑚, 𝑛) 𝑒𝑖�⃗�𝑚,𝑛·�⃗�.

(B.21)
Taking the gradient of this yields

∇𝜓𝑚,𝑛(�⃗� ) = ∇( ̃︀𝜓(𝑚, 𝑛) 𝑒𝑖�⃗�𝑚,𝑛·�⃗�)

= �⃗�𝑚,𝑛
̃︀𝜓(𝑚, 𝑛) 𝑒𝑖�⃗�𝑚,𝑛·�⃗� = �⃗�𝑚,𝑛 𝜓𝑚,𝑛(�⃗� ).

(B.22)

Let’s assume that the components of the gradient of the free surface eleva-
tion are normally distributed. For vectors, the corresponding distribution is the
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multivariate normal distribution, which is a generalization of the ordinary nor-
mal distribution, so let’s assume that ∇𝜓 is multivariate normally distributed.
Just like the normal distribution, the multivariate normal distribution requires
that the mean is known, but instead of relying on the variance, which is only
defined for scalar variables, it relies on the covariance matrix of the vector. This
matrix is a generalization of the variance with the only difference that the or-
dinary product operator has been replaced by the outer product operator ⊗,
which is defined as

�⃗�⊗ �⃗� = �⃗� �⃗� T =

⎛
⎜⎜⎜⎜⎝

𝑥1 𝑦1 𝑥1 𝑦2 . . . 𝑥1 𝑦𝑑𝑦

𝑥2 𝑦1 𝑥2 𝑦2 . . . 𝑥2 𝑦𝑑𝑦

...
...

...
𝑥𝑑𝑥 𝑦1 𝑥𝑑𝑥 𝑦2 . . . 𝑥𝑑𝑥 𝑦𝑑𝑦

⎞
⎟⎟⎟⎟⎠
, (B.23)

where a superscripted T denotes the transpose of a matrix (note that vectors
can be treated as column matrices), 𝑥𝑖 and 𝑦𝑗 is the 𝑖th and 𝑗th elements of �⃗�
and �⃗� respectively, and 𝑑𝑥 and 𝑑𝑦 is the dimensions of �⃗� and �⃗� respectively. So,
while the variance of a stochastic variable 𝑥 is defined as

𝑉 𝑎𝑟(𝑥) = E[(𝑥− E[𝑥])2], (B.24)

the covariance matrix, Σ, of a stochastic vector �⃗� is defined as

Σ(�⃗� ) = E[(�⃗�− E[�⃗�])⊗2] = E[(�⃗�− E[�⃗�]) ⊗ (�⃗�− E[�⃗�])]. (B.25)

Here, a superscripted ⊗𝑛 denotes the 𝑛th tensor power, which is simply ordi-
nary 𝑛th power exponentiation where the ordinary product operator has been
replaced by the tensor product which for vectors is the same as the outer prod-
uct.

The multivariate normal distribution density 𝑓 of a stochastic vector �⃗� is
given by

𝑓(�⃗� ) = 1
(2𝜋)𝑑/2|Σ|1/2 exp

(︂
−1

2(�⃗�− �⃗�)TΣ−1(�⃗�− �⃗�)
)︂
, (B.26)

where 𝑑 is the dimensionality of �⃗�, �⃗� = E[�⃗�] is the expectation value of �⃗�,
Σ = Σ(�⃗� ) is the covariance matrix of �⃗�, |Σ| is the determinant of Σ, and exp is
the exponential function.

Isolating the element at row 𝑖 and in column 𝑗 in the covariance matrix —
Σ𝑖,𝑗 — yields

Σ𝑖,𝑗(�⃗� ) = Cov(𝑥𝑖, 𝑥𝑗) = E[(𝑥𝑖 − E[𝑥𝑖])(𝑥𝑗 − E[𝑥𝑗 ])], (B.27)

and combining this with Equation B.22 gives

Σ(∇𝜓𝑚,𝑛(�⃗� )) = Σ(�⃗�𝑚,𝑛 𝜓𝑚,𝑛(�⃗� ))

=
[︃

(𝑚𝑑)2 𝑚𝑛𝑑 2

𝑚𝑛𝑑 2 (𝑛𝑑)2

]︃
Var(𝜓𝑚,𝑛(�⃗� )) = �⃗�𝑚,𝑛 ⊗ �⃗�𝑚,𝑛 Var(𝜓𝑚,𝑛(�⃗� )).

(B.28)
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The covariance has the property

Cov(𝑎, 𝑏) = E[(𝑎− E[𝑎])(𝑏− E[𝑏])]

= E[𝑎𝑏− 𝑎E[𝑏] − E[𝑎]𝑏+ E[𝑎] E[𝑏]]

= E[𝑎𝑏] − E[𝑎] E[𝑏] − E[𝑎] E[𝑏] + E[𝑎] E[𝑏]

= E[𝑎𝑏] − E[𝑎] E[𝑏],

(B.29)

so for two stochastically independent vectors �⃗� and �⃗�, we have

Cov(𝑥𝑖 + 𝑦𝑖, 𝑥𝑗 + 𝑦𝑗)

= E[(𝑥𝑖 + 𝑦𝑖)(𝑥𝑗 + 𝑦𝑗)] − E[𝑥𝑖 + 𝑦𝑖] E[𝑥𝑗 + 𝑦𝑗 ]

= E[𝑥𝑖𝑥𝑗 ] + E[𝑥𝑖𝑦𝑗 ] + E[𝑦𝑖𝑥𝑗 ] + E[𝑦𝑖𝑦𝑗 ]

− E[𝑥𝑖] E[𝑥𝑗 ] − E[𝑥𝑖] E[𝑦𝑗 ] − E[𝑦𝑖] E[𝑥𝑗 ] − E[𝑦𝑖] E[𝑦𝑗 ]

= /�⃗�, �⃗� stochastically independent/

= E[𝑥𝑖𝑥𝑗 ] + E[𝑥𝑖] E[𝑦𝑗 ] + E[𝑦𝑖] E[𝑥𝑗 ] + E[𝑦𝑖𝑦𝑗 ]

− E[𝑥𝑖] E[𝑥𝑗 ] − E[𝑥𝑖] E[𝑦𝑗 ] − E[𝑦𝑖] E[𝑥𝑗 ] − E[𝑦𝑖] E[𝑦𝑗 ]

= (E[𝑥𝑖𝑥𝑗 ] − E[𝑥𝑖] E[𝑥𝑗 ]) + (E[𝑦𝑖𝑦𝑗 ] − E[𝑦𝑖] E[𝑦𝑗 ])

= Cov(𝑥𝑖, 𝑥𝑗) + Cov(𝑦𝑖, 𝑦𝑗),

(B.30)

which implies that
Σ(�⃗�+ �⃗�) = Σ(�⃗� ) + Σ(�⃗�). (B.31)

Combining this with Equation B.20 and Equation B.28 gives

Σ(∇𝜓(�⃗� )) = Σ
(︃

∇
(︃ +∞∑︁

𝑚=−∞

+∞∑︁

𝑛=−∞
𝜓𝑚,𝑛(�⃗� )

)︃)︃

=
+∞∑︁

𝑚=−∞

+∞∑︁

𝑛=−∞
Σ (∇𝜓𝑚,𝑛(�⃗� ))

=
+∞∑︁

𝑚=−∞

+∞∑︁

𝑛=−∞
�⃗�𝑚,𝑛 ⊗ �⃗�𝑚,𝑛 Var(𝜓𝑚,𝑛(�⃗� )).

(B.32)

If we combine Equation B.7, Equation B.8 and Equation B.19, we see that

Var(𝜓𝑚,𝑛(�⃗� )) = Var(𝜓Δ�⃗�𝑚,𝑛
(�⃗� )) = VarΔ�⃗�𝑚,𝑛

(𝜓(�⃗� ))

=
ˆ

Δ�⃗�𝑚,𝑛

𝑆(�⃗� ) d�⃗�,
(B.33)
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so Equation B.32 can be rewritten as

Σ(∇𝜓(�⃗� )) =
+∞∑︁

𝑚=−∞

+∞∑︁

𝑛=−∞
�⃗�𝑚,𝑛 ⊗ �⃗�𝑚,𝑛

ˆ
Δ�⃗�𝑚,𝑛

𝑆(�⃗� ) d�⃗� (B.34)

and since the unit of all reciprocal area elements Δ�⃗�𝑚,𝑛 is R2 and since no two
of them overlap, in the limit when 𝑃 → ∞ and 𝑑 → 0 we get

Σ(∇𝜓(�⃗� )) =
ˆ
R2
�⃗� ⊗ �⃗� 𝑆(�⃗� ) d�⃗�. (B.35)

Additionally, by differentiating Equation B.13, we get

E�⃗�[∇𝜓] = 0, ∀ �⃗�, (B.36)

so we know the expectation value of ∇𝜓 as well, which means that we know the
distribution of ∇𝜓 since we assumed it was multivariate normal distributed.

By using Equation B.26, the distribution density 𝑓 of ∇𝜓 is given by

𝑓(∇𝜓(�⃗� )) = 1
2𝜋|Σ|1/2 exp

(︂
−1

2(∇𝜓(�⃗� ) − �⃗�)TΣ−1(∇𝜓(�⃗� ) − �⃗�)
)︂
, (B.37)

where �⃗� = E�⃗�[∇𝜓(�⃗� )] which is given by Equation B.36, and Σ = Σ(∇𝜓(�⃗� )) is
given by Equation B.35.

B.1.2 Surface normal distribution
Since the normal of the water surface is the normalization of the anti-normal �̌�
which is described by Equation B.4, we need to know the distribution of ∇𝜂*

in order to know the distribution of the surface normal. However, since we
know 𝜂, which has been generated from a wave spectrum 𝑆 for simplified water
surfaces, which is a reduced version of the full wave spectrum 𝑆* from which a
part has been cut off, Equation B.37 cannot be used, since it involves the free
surface elevation 𝜓 which is completely unknown. Or more generically, if 𝜂 can
be considered to be a (low-pass) filter version of 𝜂*, with transfer function 𝐻,
such that

̃︀𝜂(�⃗� ) = 𝐻(�⃗� )̃︀𝜂*(�⃗� ), (B.38)

we can use Equations B.6–B.10 and Equation B.24 to conclude that

𝑆(�⃗� ) = dVar(𝜂)
d�⃗�

=
Var(𝜂d�⃗�)

d�⃗�
=

E[(𝜂d�⃗� − E[𝜂d�⃗�])2]
d�⃗�

=
E[(𝐻(�⃗� )𝜂*

d�⃗�
− E[𝐻(�⃗� )𝜂*

d�⃗�
])2]

d�⃗�
= 𝐻(�⃗� )2 E[(𝜂*

d�⃗�
− E[𝜂*

d�⃗�
])2]

d�⃗�

= 𝐻2(�⃗� )
Var(𝜂*

d�⃗�
)

d�⃗�
= 𝐻2(�⃗� )𝑆*(�⃗� ),

(B.39)
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where ̃︀𝜂d�⃗� and ̃︀𝜂*
d�⃗�

are defined by Equation B.10, where Δ�⃗� has been replaced
by d�⃗� and where ̃︀𝜓 has been replaced by 𝜂 and 𝜂* respectively.

Since Σ(�⃗�+ �⃗�) = Σ(�⃗� )+Σ(�⃗�) (according to Equation B.31) for all stochasti-
cally independent vectors �⃗� and �⃗�, we will assume that the part of 𝜂* that is left
out in 𝜂 can advantageously be simulated with a free surface elevation 𝜂′ that
has a gradient with the covariance matrix Σ(∇𝜂′(�⃗� )) = Σ(∇𝜂*(�⃗� ))−Σ(∇𝜂(�⃗� )).
This matrix can according to Equation B.35 be rewritten as

Σ(∇𝜂′(�⃗� )) = Σ(∇𝜂*(�⃗� )) − Σ(∇𝜂(�⃗� ))

=
ˆ
R2
�⃗� ⊗ �⃗� 𝑆*(�⃗� ) d�⃗� −

ˆ
R2
�⃗� ⊗ �⃗� 𝑆(�⃗� ) d�⃗�

=
ˆ
R2
�⃗� ⊗ �⃗� (1 −𝐻2(�⃗� ))𝑆*(�⃗� ) d�⃗� =

ˆ
R2
�⃗� ⊗ �⃗� 𝑆′(�⃗� ) d�⃗�,

(B.40)

where
𝑆′(�⃗� ) = 𝑆*(�⃗� ) − 𝑆(�⃗� ) = (1 −𝐻2(�⃗� ))𝑆*(�⃗� ) (B.41)

is the wave spectrum of 𝜂′, which is the simulated part of 𝜂*. The expectation
value for 𝜂′(�⃗� ) is according to Equation B.36 assumed to be

𝐸[𝜂′(�⃗� )] = 0. (B.42)

Since 𝜂 is perfectly known when a scene is rendered, we have E[∇𝜂(�⃗� )] =
∇𝜂(�⃗� ) and Σ(∇𝜂(�⃗� )) = 02,2, where 02,2 is the 2×2 matrix in which all elements
are 0. Knowing this, since E[�⃗� + �⃗�] = E[�⃗�] + E[�⃗�] for all vectors �⃗� and �⃗�, we
have

E[∇𝜂*(�⃗� )] = E[∇𝜂′(�⃗� )] + E[∇𝜂(�⃗� )] = E[∇𝜂(�⃗� )], (B.43)

and also

Σ(∇𝜂*(�⃗� )) = Σ(∇𝜂′(�⃗� )) + Σ(∇𝜂(�⃗� )) = Σ(∇𝜂′(�⃗� ))

=
ˆ
R2
�⃗� ⊗ �⃗� 𝑆′(�⃗� ) d�⃗�.

(B.44)

The distribution of ∇𝜂*(�⃗� ) is then given by replacing 𝜓 by 𝜂* in Equation B.37,
that is

𝑓(∇𝜂*(�⃗� )) = 1
2𝜋|Σ|1/2 exp

(︂
−1

2(∇𝜂*(�⃗� ) − �⃗�)TΣ−1(∇𝜂*(�⃗� ) − �⃗�)
)︂
, (B.45)

where �⃗� = E[∇𝜂*(�⃗� )] is given by Equation B.43 and Σ = Σ(∇𝜂*(�⃗� )) is given
by Equation B.44.
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�̂�i

�̂�o

�̂�

Ω

Figure B.1: The rendering equation gives the total radiance directed outward from
a surface along direction �̂�o as an integral over �̂�i which is restricted to the unit
hemisphere, Ωr, that is placed on a surface with the normal �̂�. The equation takes into
account the spectral radiance incoming from all directions �̂�i, and the bidirectional
reflectance distribution function (BRDF) of the surface. The vector lengths in this
image have been exaggerated, and �̂�i, �̂�o and �̂� can be linearly independent of each
other.

B.2 The rendering equation
When doing physically based rendering, one often starts from an equation known
as the rendering equation. This equation gives the light intensity of a point on
the surface as a function of viewing angle, light source distribution and the
bidirectional reflectance distribution function (BRDF) of the surface [Nicode-
mus, 1965], and ties everything that has been covered in this appendix together.
The rendering equation was simultaneously introduced in computer graphics by
Immel et al. [1986] and by Kajiya [1986], and is given by

𝐿o(�⃗�, �̂�o, 𝜆, 𝑡) =

𝐿e(�⃗�, �̂�o, 𝜆, 𝑡) +
ˆ

Ω
𝜌′

r(�⃗�, �̂�i, �̂�o, 𝜆, 𝑡)𝐿i(�⃗�, �̂�i, 𝜆, 𝑡) (�̂�i · �̂�) d�̂�i,
(B.46)

where 𝐿o is the total spectral radiance (or power per unit solid-angle-in-the-
direction-of-a-ray and unit projected-area-perpendicular-to-the-ray and unit wave-
length) of wavelength 𝜆 directed outward along direction �̂�o at time 𝑡, from
location �⃗� at the surface; 𝐿e is the spectral radiance emitted by the surface
itself, 𝜌′

r is the BRDF of the surface, which describes how light from different
directions are reflected on the surface, 𝐿i is the spectral radiance incoming from
direction �̂�i, �̂� is the surface normal, and Ω is the unit hemisphere containing all
possible directions from which the incoming light can come before it is reflected,
and thus all possible values for �̂�i (which also happens to be all possible values
for �̂�o); see Figure B.1 for reference. Note that both �̂�i and �̂�o are directed
outwards from the surface, as is illustrated in Figure B.1.
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This equation can lay the foundation for very realistic renderings of three-
dimensional scenes. It can make the reflective properties of a surface vary be-
tween different positions, between different points in time, and between different
wavelengths, which allows the surface to have a color of its own and not just
reflect the color of the light it is hit by. It can even make the reflective proper-
ties vary between different rotations of the surface. However, there are several
aspects of light it cannot grasp. Some of these aspects, which are relevant to
the rendering of surface water, include

∙ Polarization: Light polarized differently will sometimes have different
reflection distributions, as in the case of light being reflected at a water
surface.

∙ Transmission: Occurs when light is transmitted through the surface, as
when it hits a glass object or a water surface.

∙ Subsurface scattering: Many materials exhibit the property that much
of the incoming light is transmitted through the surface at one location,
scattered, and transmitted back through the surface at a slightly different
location. If such a material is rendered without taking subsurface scatter-
ing into account, it may appear plastic, and sometimes also unnaturally
opaque.
However, it is not necessary to account specifically for this in the ren-
dering equation if it includes transmission, since that will effectively also
include light scattered under the surface, even if the rendering equation
still doesn’t provide a model for how the light is scattering under the
surface.

Of these aspects, polarization and transmission are the two aspects that are
the easiest to model. Subsurface scattering on the other hand, is more difficult
to model and is hence not going to be treated explicitly in this appendix, even
if it also plays a role.

Other aspects of light, which are not relevant to the rendering of surface
water (but are still included in this report for leisure reading), include

∙ Phosphorescence: Light or other electromagnetic radiation is sometimes
absorbed at one point in time and emitted at a later point in time, usually
with a lower frequency (unless the absorbed electromagnetic radiation is
very intense).
If the absorption and the emission occur at the same point in time, but
with different frequencies, this is called fluorescence.

∙ Interference: This can occur if the wave properties of light are exhibited,
for example when light is passing though a thin slit or a double slit.

∙ Non-linear effects: If the light is very intensive, two or more photons can
sometimes hit the same electron in a material at the same time, increasing
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the energy of the electron with more than the energy of the individual
photons. It is thus possible that a photon with a higher frequency is
emitted when the electron makes a transition back to a lower energy level.

∙ Relativistic Doppler effect: Light that is reflected on an object that
is moving with a very high speed relative to the reference frame (or to
something that is observing the light) will get its wavelength changed. If
the light is reflected on an object that is moving towards it, the impact
will compress the photons, making the wavelength shorter which in turn
makes the light blueshifted. The photons will also be packed more closely,
so the photon flux will be increased. If the light instead is reflected on an
object that is moving away from it, the opposite thing will happen.

To account for transmission and polarization, we will modify Equation B.46
into

𝐿𝑥,o(�⃗�, �̂�o, 𝜆, 𝑡) = 𝐿𝑥,e(�⃗�, �̂�o, 𝜆, 𝑡) +ˆ
Ωr

𝜌′
𝑥,r(�⃗�, �̂�i, �̂�o, 𝜆, 𝑡)𝐿𝑥,i(�⃗�, �̂�i, 𝜆, 𝑡) (�̂�i · �̂�) d�̂�i +

ˆ
Ωt

𝜌′
𝑥,t(�⃗�, �̂�i, �̂�o, 𝜆, 𝑡)𝐿𝑥,i(�⃗�, �̂�i, 𝜆, 𝑡) (�̂�i · (−�̂�)) d�̂�i ,

(B.47)

where 𝑥 is the light polarization, which is either s or p, depending on whether
the light is s or p polarized, Ωr is the unit hemisphere containing all possible
directions from which the incoming light which is going to be reflected in direc-
tion �̂�o can come, Ωt is the unit hemisphere containing all possible directions
from which the incoming light which is going to be transmitted in direction
�̂�o can come (which is also the relative complement of Ωr in the unit sphere,
i.e. all points in the unit sphere that are not contained in Ωr), and 𝜌′

t is the
bidirectional transmittance distribution function (BTDF) which describes how
light from different directions are transmitted through the surface.

The parameters 𝑥, �⃗�, 𝑡 and 𝜆 can be removed from the equation since they
are of no importance to the derivation of the illumination model; one will just
have to keep in mind that the functions depend on 𝑥, �⃗�, 𝑡 and 𝜆. Even the term
𝐿𝑥,e can safely be removed since water surfaces is generally not considered to
emit any electromagnetic radiation. We can therefore simplify Equation B.47
to

𝐿o(�̂�o) =ˆ
Ωr

𝜌′
r(�̂�i, �̂�o)𝐿i(�̂�i) (�̂�i · �̂�) d�̂�i +

ˆ
Ωt

𝜌′
t(�̂�i, �̂�o)𝐿i(�̂�i) (�̂�i · (−�̂�)) d�̂�i .

(B.48)

Here, 𝜌′
r(�̂�i, �̂�o) is defined as

𝜌′
r(�̂�i, �̂�o) = d𝐿o(�̂�o)

d𝐸i(�̂�i)
= d𝐿o(�̂�o)

dΦi(�̂�i)𝐴−1 , (B.49)
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where 𝐸i is the total spectral irradiance (or incident power per unit surface area
and unit wavelength) of wavelength 𝜆, coming from direction �̂�i, and Φi is the
total spectral radiant flux (or incident power per unit wavelength) of wavelength
𝜆, coming from direction �̂�i. d𝐿o is the infinitesimal increase in 𝐿o, caused by
d𝐸i which is the infinitesimal increase in 𝐸i, or caused by dΦi which is the
infinitesimal increase in Φi. 𝐴 is the area of the surface element that is being
illuminated. Note that when determining 𝐴, the surface is seen as perfectly flat,
thus ignoring the microfacets.

Since radiance is power per unit projected-area-perpendicular-to-a-ray and
unit solid angle, we can rewrite 𝐿o as

𝐿o = dΦo(�̂�o)(𝐴 cos 𝜃o)−1

d�̂�o
, (B.50)

where Φo is the total outgoing spectral power (or power per unit wavelength),
and 𝜃o is the angle between �̂�o and the surface normal �̂�. We can write �̂� as

�̂� = �̌�

|�̌�| , (B.51)

where �̌� is given by Equation B.2. In Equation B.50, dΦo is the infinitesimal
increase in Φo, caused by d�̂�o, which can be thought of as an infinitesimal in-
crease in the solid angle of some light outlet through which the spectral power
of the outgoing light is measured. By using Equation B.2, we can rewrite Equa-
tion B.49 as

𝜌′
r(�̂�i, �̂�o) = d2Φo(�̂�o)(𝐴 cos 𝜃o)−1

d�̂�o dΦi(�̂�i)𝐴−1 = d2Φo(�̂�o)
d�̂�o dΦi(�̂�i) cos 𝜃o

= (cos 𝜃o)−1 d
d�̂�o

(︂
dΦo(�̂�o)
dΦi(�̂�i)

)︂
,

(B.52)

which is basically the distribution density of the outgoing direction �̂�o for the
reflection of a ray that comes from the direction �̂�i, divided by cos 𝜃o.

But how can we find the distribution of the outgoing direction for a ray that
is being reflected? Well, we know that in order for a ray that comes from the
direction �̂�i to be reflected in the direction �̂�o, the surface has to be angeled in
a certain way. Here, the surface we are talking about is the actual surface, or
the surface of the microfacet the ray is hitting, which is described by 𝜂*, rather
than the simplified surface which is described by 𝜂.

The equation that describes the reflection is given by the Householder trans-
formation, which states that the reflection �⃗� ′ of a point �⃗� in a plane with the
surface normal 𝑣, is given by

�⃗� ′ = �⃗� − 2(𝑣H�⃗� )𝑣, (B.53)

where a superscripted H denotes the Hermitian transpose operator, or the conju-
gate transpose operator, which performs the ordinary transpose of the operand
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and conjugates its elements. The right hand side of this equation is referred
to as the Householder transformation of �⃗�. For surface normals, which have
real-valued elements, this becomes

�⃗� ′ = �⃗� − 2(𝑣 · �⃗� )𝑣. (B.54)

In our case, the outgoing direction �̂�o is the reflection of the incident direc-
tion, or the reflection of the opposite of the direction �̂�i from which the incident
ray came. Let’s also refer to the surface normal the microfacet would need to
have in order for a ray that comes from the direction �̂�i to be reflected in the
direction �̂�o as ℎ̂. This will give us

�̂�o = 2(ℎ̂ · �̂�i)ℎ̂− �̂�i. (B.55)

Let’s find what value ℎ̂ must have in order for this equation to be satisfied.
We can start by rewriting it as

ℎ̂ = 1
2(ℎ̂ · �̂�i)

(�̂�i + �̂�o), (B.56)

and by substituting 𝑥 for (2(ℎ̂ · �̂�i))−1, we get

ℎ̂ = 𝑥(�̂�i + �̂�o). (B.57)

Inserting this back into Equation B.55 gives

�̂�o = 2(𝑥(�̂�i + �̂�o) · �̂�i)𝑥(�̂�i + �̂�o) − �̂�i (B.58)

which can easily be rewritten as

0⃗ = (2(�̂�i + �̂�o) · �̂�i 𝑥
2 − 1)(�̂�i + �̂�o). (B.59)

Since both �̂�i and �̂�o are located in Ωr which is on the positive side of the
surface, we have

�̂�i · ℎ̂ > 0, �̂�o · ℎ̂ > 0, (B.60)

which also leads to the inequality

(�̂�i + �̂�o) · ℎ̂ > 0. (B.61)

This means that �̂�i + �̂�o ̸= 0⃗. Hence, the leftmost factor in the right hand side
of Equation B.59 must be zero, that is

2(�̂�i + �̂�o) · �̂�i 𝑥
2 − 1 = 0, (B.62)

which means that

𝑥 = ±
√︃

1
2(�̂�i + �̂�o) · �̂�i

. (B.63)
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Substituting this back into Equation B.57 yields

ℎ̂ = ± �̂�i + �̂�o√︀
2(�̂�i + �̂�o) · �̂�i

. (B.64)

Now, since the distance is equally long both from the unreflected point and from
the reflected point, to any point in the reflection plane, and since the House-
holder transformation assumes that the reflection plane contains the origin, we
have

|�̂�i| = |�̂�o|, (B.65)

which means that

√︀
2(�̂�i + �̂�o) · �̂�i =

√︀
2|�̂�i|2 + 2�̂�i · �̂�o

=
√︀

|�̂�i|2 + |�̂�0|2 + 2�̂�i · �̂�o

=
√︀
�̂�2

i + �̂�2
0 + 2�̂�i · �̂�o

=
√︀

(�̂�i + �̂�o)2

= |�̂�i + �̂�o|.

(B.66)

So, we get
ℎ̂ = ± �̂�i + �̂�o

|�̂�i + �̂�o| , (B.67)

which by using Equation B.61 nicely reduces to

ℎ̂ = �̂�i + �̂�o
|�̂�i + �̂�o| , (B.68)

which is just the normalization of �̂�i + �̂�o. In computer graphics, this vector
is known as the halfway vector, since it is a direction vector that is "half way"
between the direction vectors �̂�i and �̂�o.

Equation B.52 can be rewritten to

𝜌′
r(�̂�i, �̂�o) = (cos 𝜃o)−1 dℎ̌

d�̂�o

d
dℎ̌

(︂
dΦo(�̂�o)
dΦi(�̂�i)

)︂
. (B.69)

Here, the term d(dΦo(�̂�o)/dΦi(�̂�i)) can be identified as the ratio between the
reflected radient flux that was reflected on a microfacet with a surface anti-
normal within dℎ̌, and the incident radient flux, for radiation coming from the
direction �̂�i.

The anti-normal of the microfacet is given by Equation B.4, where the dis-
tribution of the first two elements is given by Equation B.45 for a uniformly
distributed �⃗�. However, here it is the incident rays that determine the distribu-
tion of �⃗�, so �⃗� will not be uniformly distributed but somewhat biased towards
microfacets facing the light source.
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If a large surface, whose area when projected down to the horizontal plane is
𝐴h, is subdivided into many infinitesimal microfacets, the total projected area,
d𝐴′

h, of all microfacets whose gradient of the free surface elevation lies within
d∇𝜂* will be

d𝐴′
h = 𝐴h 𝑓(∇𝜂*(�⃗� )) d∇𝜂*, (B.70)

where an apostrophe (′) denotes that the gradients of the free surface elevation
on the included microfacets has been restricted to d∇𝜂*, and 𝑓(∇𝜂*(�⃗� )) d∇𝜂*

is the chance which a single microfacet has that the gradient of its free surface
elevation lies within d∇𝜂*. When projected onto the plane orthogonal to �̂�i,
the total area of all microfacets will be

𝐴i = 𝐴h �̂�i · �̂� (�̂� · 𝑧)−1 = 𝐴h �̂�i · �̌� (B.71)

and the total area of all microfacets whose gradient of the free surface elevation
lies within d∇𝜂* (also when projected onto the plane orthogonal to �̂�i) will be

d𝐴′
i = d𝐴′

h �̂�i · ℎ̂ (ℎ̂ · 𝑧)−1 = d𝐴′
h �̂�i · ℎ̌, (B.72)

since all microfacets have the same area when projected to the horizontal plane.
Here, ℎ̂ is the surface normal corresponding to the free surface elevation gradient
around which d∇𝜂* is centered. Therefore, the chance that a ray that comes
from the direction �̂�i and hits the surface will hit a microfacet whose gradient
of the free surface elevation lies within d∇𝜂* will be

d𝑃 ′(�̂�i) = d𝐴′
i

𝐴i
= d𝐴′

h �̂�i · ℎ̌
𝐴h �̂�i · �̌� = 𝑓(∇𝜂*(�⃗� )) �̂�i · ℎ̌

�̂�i · �̌� d∇𝜂*. (B.73)

For an increase in the radiation coming from the direction �̂�i, with the
incident radient flux dΦi(�̂�i), the increase in reflected radient flux, d2Φo(�̂�i),
that was reflected on a microfacet with a free surface elevation whose gradient
lies withing d∇𝜂* will be

d2Φo(�̂�o) = dΦi(�̂�i) d𝑃 ′(�̂�i)𝑅�̂�*,𝑥(�̂�o), (B.74)

where 𝑅�̂�*,𝑥(�̂�o) is the reflection coefficient which is predicted by the Fresnel
equations, for a ray that is reflected in the direction �̂�o, for a surface with the
surface normal �̂�* and for the light polarization 𝑥. Thanks to 𝑅�̂�*,𝑥(�̂�o), the
Fresnel effect is simulated, which means that the amount of reflectance on the
surface depends on the viewing angle.

In computer graphics, the reflection coefficient is often approximated by
using Schlick’s approximation, which reduces the complexity of the expression
as well as the time required to evaluate the expression. On the other hand,
while the approximation works well as long as there is no filtering depending
on the polarization direction involved, using the approximation when such a
filtering is involved will result in a poor end result since it doesn’t take the
polarization direction into account. In the case when filtering depending on the
polarization direction is involved, the Fresnel equations can more accurately be
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approximated by substituting low order Taylor polynomials for the square roots
contained within the expressions.

Using Equation B.73 in Equation B.74 results in

d
d∇𝜂*

(︂
dΦo(�̂�o)
dΦi(�̂�i)

)︂
= 𝑓(∇𝜂*(�⃗� )) �̂�i · ℎ̌

�̂�i · �̌� 𝑅�̂�*,𝑥(�̂�o). (B.75)

By realizing that the normal of a microfacet, �̂�*, needs to equal ℎ̂ in order for a
ray coming from the direction �̂�i to be reflected in the direction �̂�o, we can use
Equation B.4 to conclude that in this case, we can make the substitution

dℎ̌ = d∇𝜂*, (B.76)

Note that many infinitesimal quantities used in this appendix are two-dimen-
sional in their nature and therefore represent infinitesimal area elements. Also
note that in this equation, the minus sign in Equation B.4 is squared and van-
ishes. By applying this to Equation B.75, we can rewrite Equation B.69

𝜌′
r(�̂�i, �̂�o) = (cos 𝜃o)−1 dℎ̌

d�̂�o
𝑓(∇𝜂*(�⃗� )) �̂�i · ℎ̌

�̂�i · �̌� 𝑅�̂�*,𝑥(�̂�o). (B.77)

Since 𝜃o is the angle between �̂�o and the surface normal �̂� and by using the fact
that

�̂� = �̌�

|�̌�| , (B.78)

we can express cos(𝜃o) as

cos(𝜃o) = �̂�o · �̂� = �̂�o · �̌�

|�̌�| , (B.79)

and Equation B.77 can be rewritten further as

𝜌′
r(�̂�i, �̂�o) = |�̌�| dℎ̌

d�̂�o
𝑓(∇𝜂*(�⃗� )) �̂�i · ℎ̌

(�̂�i · �̌�)(�̂�o · �̌�) 𝑅�̂�*,𝑥(�̂�o). (B.80)

Since we have the restriction ℎ̌ · 𝑧 ≡ 1, dℎ̌ is here the size of an infinitesimal
"quasi area" element. Let’s assume this element is an axis aligned rectangle with
the sides d𝑥

ℎ̌
�̂� and d𝑦

ℎ̌
𝑦 respectively. We can then describe the infinitesimal

solid angle element d�̂�o as a parallelogram with the sides

d�̂�o,0 = d𝑥
ℎ̌
𝐽�̂�o(ℎ̌) �̂� (B.81)

and
d�̂�o,1 = d𝑦

ℎ̌
𝐽�̂�o(ℎ̌) 𝑦 (B.82)
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respectively, where 𝐽�̂�o(ℎ̌) is the Jacobian matrix for d�̂�o as a function of ℎ̌,
which contains all the partial derivatives of d�̂�o, that is

𝐽�̂�o(ℎ̌) =

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎝

𝜕𝜔o,0
𝜕ℎ0

𝜕𝜔o,0
𝜕ℎ1

𝜕𝜔o,0
𝜕ℎ2

𝜕𝜔o,1
𝜕ℎ0

𝜕𝜔o,1
𝜕ℎ1

𝜕𝜔o,1
𝜕ℎ2

𝜕𝜔o,2
𝜕ℎ0

𝜕𝜔o,2
𝜕ℎ1

𝜕𝜔o,2
𝜕ℎ2

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎠

(B.83)

where in turn 𝜔o,𝑖 is the 𝑖:th element of �̂�o and ℎ𝑗 is the 𝑗:th element of ℎ̌. The
matrix element (𝐽�̂�o(ℎ̌))𝑖𝑗 , which is the element at row 𝑖 and in column 𝑗, can
be written as

(𝐽�̂�o(ℎ̌))𝑖𝑗 = 𝜕𝜔o,𝑖

𝜕ℎ𝑗
. (B.84)

Using the fact that ℎ̂ = ℎ̌
⃒⃒
⃒ℎ̌
⃒⃒
⃒
−1

, we can rewrite Equation B.55 as

�̂�o = 2(ℎ̌ · �̂�i)ℎ̌
ℎ̌2

− �̂�i (B.85)

and Equation B.84 can then be rewritten as

(𝐽�̂�o(ℎ̌))𝑖𝑗 = 𝜕

𝜕ℎ𝑗

(︃
2 (ℎ̌ · �̂�i)ℎ̌

ℎ̌2
− �̂�i

)︃

𝑖

= 𝜕

𝜕ℎ𝑗

(︃
2 (ℎ̌ · �̂�i)ℎ𝑖

ℎ̌2

)︃

= 2 𝜕(ℎ̌ · �̂�i)
𝜕ℎ𝑗

ℎ𝑖

ℎ̌2
+ 2 ℎ̌ · �̂�i

ℎ̌2
𝜕ℎ𝑖

𝜕ℎ𝑗
+ 2 ℎ̌ · �̂�iℎ𝑖

𝜕(ℎ̌2)−1

𝜕ℎ𝑗

= 2𝜔i,𝑗ℎ𝑖

ℎ̌2
+ 2 ℎ̌ · �̂�i

ℎ̌2
𝐼𝑖𝑗 − 2 ℎ̌ · �̂�iℎ𝑖(ℎ̌2)−2 𝜕ℎ̌

2

𝜕ℎ𝑗

=
(︃

2 ℎ̌⊗ �̂�i

ℎ̌2
+ 2 ℎ̌ · �̂�i

ℎ̌2
𝐼

)︃

𝑖𝑗

− 2 ℎ̌ · �̂�iℎ𝑖ℎ
−4 2 ℎ̌ · 𝜕ℎ̌

𝜕ℎ𝑗

=
(︃

2 ℎ̌⊗ �̂�i

ℎ̌2
+ 2 ℎ̌ · �̂�i

ℎ̌2
𝐼

)︃

𝑖𝑗

− 4 ℎ̌ · �̂�iℎ𝑖

ℎ̌4
ℎ̌ · 𝑒𝑗

=
(︃

2 ℎ̌⊗ �̂�i

ℎ̌2
+ 2 ℎ̌ · �̂�i

ℎ̌2
𝐼

)︃

𝑖𝑗

− 4 ℎ̌ · �̂�i

ℎ̌4
ℎ𝑖ℎ𝑗

=
(︃

2 ℎ̌⊗ �̂�i

ℎ̌2
+ 2 ℎ̌ · �̂�i

ℎ̌2
𝐼 − 4 ℎ̌ · �̂�i

ℎ̌4
ℎ̌⊗ ℎ̌

)︃

𝑖𝑗

,

(B.86)

so we see that

𝐽�̂�o(ℎ̌) = 2 ℎ̌⊗ �̂�i

ℎ̌2
+ 2 ℎ̌ · �̂�i

ℎ̌2
𝐼 − 4 ℎ̌ · �̂�i

ℎ̌4
ℎ̌⊗ ℎ̌. (B.87)
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Since d�̂�o is a surface element with the normal �̂�, we can use Equation B.81
and Equation B.82 to conclude that

d�̂�o = (d�̂�o,0 × d�̂�o,1) · �̂�o

=
(︁(︁

d𝑥
ℎ̌
𝐽�̂�o(ℎ̌)�̂�

)︁
×
(︁

d𝑦
ℎ̌
𝐽�̂�o(ℎ̌)𝑦

)︁)︁
· �̂�o

=
(︁(︁
𝐽�̂�o(ℎ̌)�̂�

)︁
×
(︁
𝐽�̂�o(ℎ̌)𝑦

)︁)︁
· �̂�o dℎ̌.

(B.88)

By dividing by dℎ̌, this becomes

d�̂�o

dℎ̌
=
(︁(︁
𝐽�̂�o(ℎ̌)�̂�

)︁
×
(︁
𝐽�̂�o(ℎ̌)𝑦

)︁)︁
· �̂�o

=
(︃(︃(︃

2 ℎ̌⊗ �̂�i

ℎ̌2
+ 2 ℎ̌ · �̂�i

ℎ̌2
𝐼 − 4 ℎ̌ · �̂�i

ℎ̌4
ℎ̌⊗ ℎ̌

)︃
�̂�

)︃
×

(︃(︃
2 ℎ̌⊗ �̂�i

ℎ̌2
+ 2 ℎ̌ · �̂�i

ℎ̌2
𝐼 − 4 ℎ̌ · �̂�i

ℎ̌4
ℎ̌⊗ ℎ̌

)︃
𝑦

)︃)︃
· �̂�o

=
(︃(︃

2 ℎ̌ 𝜔i,�̂�

ℎ̌2
+ 2 ℎ̌ · �̂�i

ℎ̌2
�̂�− 4 ℎ̌ · �̂�i

ℎ̌4
ℎ̌ ℎ�̂�

)︃
×

(︃
2 ℎ̌ 𝜔i,𝑦

ℎ̌2
+ 2 ℎ̌ · �̂�i

ℎ̌2
𝑦 − 4 ℎ̌ · �̂�i

ℎ̌4
ℎ̌ ℎ𝑦

)︃)︃
· �̂�o

=
(︃

0 + 4 ℎ̌ · �̂�i 𝜔i,�̂�

ℎ̌4
ℎ̌× 𝑦 + 0

+ 4 ℎ̌ · �̂�i 𝜔i,𝑦

ℎ̌4
�̂�× ℎ̌ + 4(ℎ̌ · �̂�i)2

ℎ̌4
𝑧 − 8(ℎ̌ · �̂�i)2ℎ𝑦

ℎ̌6
�̂�× ℎ̌

+ 0 − 8(ℎ̌ · �̂�i)2ℎ�̂�

ℎ̌6
ℎ̌× 𝑦 + 0

)︃
· �̂�o

=
(︃

4(ℎ̌ · �̂�i)2

ℎ̌4
𝑧 + 4 ℎ̌ · �̂�i

ℎ̌4
(𝜔i,𝑦 �̂�− 𝜔i,�̂� 𝑦) × ℎ̌

−8(ℎ̌ · �̂�i)2

ℎ̌6
(ℎ𝑦�̂�− ℎ�̂�𝑦) × ℎ̌

)︃
· �̂�o

=
(︃

4(ℎ̌ · �̂�i)2

ℎ̌4
𝑧 +

(︃
4 ℎ̌ · �̂�i

ℎ̌4
�̂�i × 𝑧 − 8(ℎ̌ · �̂�i)2

ℎ̌6
ℎ̌× 𝑧

)︃
× ℎ̌

)︃
· �̂�o

=
(︃

4(ℎ̌ · �̂�i)2

ℎ̌4
𝑧 − 4 ℎ̌ · �̂�i

ℎ̌4

(︃(︃
2 ℎ̌ · �̂�i

ℎ̌2
ℎ̌− �̂�i

)︃
× 𝑧

)︃
× ℎ̌

)︃
· �̂�o,

(B.89)
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which by using Equation B.55 combined with the fact that ℎ̂ = ℎ̌
⃒⃒
⃒ℎ̌
⃒⃒
⃒
−1

can be
written as

d�̂�o

dℎ̌
=
(︃

4(ℎ̌ · �̂�i)2

ℎ̌4
𝑧 − 4 ℎ̌ · �̂�i

ℎ̌4
(�̂�o × 𝑧) × ℎ̌

)︃
· �̂�o. (B.90)

Here, we can identify the vector triple product. The vector triple product has
the property that

(⃗𝑎× �⃗�) × �⃗� = −�⃗�× (⃗𝑎× �⃗�) = −(�⃗� · �⃗�) �⃗�+ (�⃗� · �⃗�) �⃗�. (B.91)

By using this identity, Equation B.90 becomes

d�̂�o

dℎ̌
=
(︃

4(ℎ̌ · �̂�i)2

ℎ̌4
𝑧 − 4 ℎ̌ · �̂�i

ℎ̌4
((ℎ̌ · �̂�o) 𝑧 − (ℎ̌ · 𝑧) �̂�o)

)︃
· �̂�o

= 4 ℎ̌ · �̂�i

ℎ̌4
(ℎ̌ · 𝑧)(�̂�o · �̂�o).

(B.92)

Since �̂�o is normalized, and since the 𝑧-component of an anti-normalized vector
by definition is 1 (see Equation B.1), this can be rewritten as

d�̂�o

dℎ̌
= 4 ℎ̌ · �̂�i

ℎ̌4
. (B.93)

This equation can be reached much more quickly using geometry instead of
using the householder equation, but it requires more explaining.

By using the fact that

dℎ̌
d�̂�o

=
(︂

d�̂�o

dℎ̌

)︂−1
, (B.94)

Equation B.93 can be used to rewrite Equation B.80 as

𝜌′
r(�̂�i, �̂�o) = |�̌�| ℎ̌4

4 ℎ̌ · �̂�i
𝑓(∇𝜂*(�⃗� )) �̂�i · ℎ̌

(�̂�i · �̌�)(�̂�o · �̌�) 𝑅�̂�*,𝑥(�̂�o)

= |�̌�| ℎ̌4

4(�̂�i · �̌�)(�̂�o · �̌�) 𝑓(∇𝜂*(�⃗� ))𝑅�̂�*,𝑥(�̂�o),
(B.95)

and we can conclude that 𝜌′
r displays the symmetric property 𝜌′

r(�̂�i, �̂�o) =
𝜌′

r(�̂�o, �̂�i).
By using this equation and Equation B.78, we can rewrite Equation B.48 as

𝐿o(�̂�o) =
1
4

ˆ
Ωr

ℎ̌4

�̂�o · �̌� 𝑓(∇𝜂*(�⃗� ))𝑅�̂�*,𝑥(�̂�o)𝐿i(�̂�i) d�̂�i +
ˆ

Ωt

𝜌′
t(�̂�i, �̂�o)𝐿i(�̂�i) (�̂�i · (−�̂�)) d�̂�i .

(B.96)
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If we assume that the spectral radiance varies very slowly between different
directions from which light can come under the water surface, the part of the
image created from light transmitted from below the surface gets much less
sensitive to surface disturbances, and we can approximate the surface as being
perfectly flat when accounting for that part of the image. We can therefore
approximate the second term in right hand side of Equation B.96 as

ˆ
Ωt

𝜌′
t(�̂�i, �̂�o)𝐿i(�̂�i) (�̂�i · (−�̂�)) d�̂�i

=
ˆ

Ωt

𝛿(�̂�i, �̂�i,�̂�,t(�̂�o))
�̂�i · (−�̂�) 𝑇�̂�,𝑥(�̂�o)𝐿i(�̂�i) (�̂�i · (−�̂�)) d�̂�i

= 𝑇�̂�,𝑥(�̂�o)𝐿i(�̂�i,�̂�,t(�̂�o))

(B.97)

where 𝛿 is a variant of the Dirac delta function, defined so that any integral´
Ω 𝛿(�̂�1, �̂�2) d�̂�2 is 1 if �̂�1 ∈ Ω and 0 otherwise, �̂�i,�̂�,t(�̂�o) is the direction from

which incoming light will be transmitted in the direction �̂�o, and 𝑇�̂�,𝑥(�̂�o) is
the transmission coefficient which is predicted by the Fresnel equations, for a
ray being transmitted in the direction �̂�o, for a surface with the surface nor-
mal �̂� and for the light polarization 𝑥. Using this approximation, we simplify
Equation B.96 to

𝐿o(�̂�o) =

1
4

ˆ
Ωr

ℎ̌4

�̂�o · �̌� 𝑓(∇𝜂*(�⃗� ))𝑅�̂�*,𝑥(�̂�o)𝐿i(�̂�i) d�̂�i +

𝑇�̂�,𝑥(�̂�o)𝐿i(�̂�i,�̂�,t(�̂�o))

(B.98)

which is a generic equation that can be used to render the water surface as long
as the integral over Ωr can be calculated efficiently.

For a point light source (a light source located at a certain location but with
no spatial extension) with the total spectral radiant intensity (power per unit
solid angle and unit wavelength) 𝐼, located at the distance 𝑑 in the direction
�̂�s above the water surface in such a way that 𝜔s ∈ Ωr, the incident spectral
radiance 𝐿i(�̂�i) turns into 𝛿�̂�i,�̂�s 𝐼/𝑑

2 and the total spectral radiance directed
outward along direction �̂�o will be

𝐿o(�̂�o) = 1
4

ℎ̌4

�̂�o · �̌� 𝑓(∇𝜂*(�⃗� ))𝑅�̂�*,𝑥(�̂�o) 𝐼

𝑑2 ,
(B.99)

where �̂�i is identified as �̂�s in order to calculate ℎ̌ and ∇𝜂*(�⃗� ) in the right hand
side of the equation. Note that 𝐿o(�̂�o) in this equation only includes light from
the point light source that has been reflected only once.
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(a) Source: Wikimedia Commons. At-
tribute: Mark Ahsmann.

(b) Source: Public domain.

Figure B.2: When the surface is viewed from a close distance, the individual waves are
clearly visible and there are clear borders between regions where the surface mirrors
the sun, so called sun glitter, and regions where it does not. When the distance to the
surface increases, the waves appear smaller and become hard to distinguish from one
another, and the sun glitter is blended together with the regions that do not reflect the
sun, giving rise to a diffuse reflection called sunglint. Both the shape of the sunglint
seen in Figure a as well as the shape of the sunglint seen in Figure b can be explained
by the model derived in this appendix. (a) Sunglint shape caused by the sun being far
from the horizon. The sunglint is slightly elliptical, or egg shaped, as long as the sun
isn’t at the zenith, for which it is circular. The more waves there are, the larger and
the more egg shaped it will be. In this image it is still clear that the reflection of the
sun is specular. (b) Sunglint shape caused by the sun being close to the horizon. The
sunglint is almost shaped like a pyramid, with the sun in the top vertex. The angle of
the vertex depends on what the sea state looks like, the higher the waves, the wider
the angle. In this image, the waves are too small to be clearly visible individually, and
the reflection appears diffuse.

B.3 Discussion about the illumination model
One of the most well known and popular shading models in computer graphics
is an adaption of the Phong shading model [Phong, 1975] made by Blinn [1977],
which is generally referred to as the Blinn–Phong shading model. While the
Phong shading model works well for surfaces facing the viewer, and produces
circular highlights, which are shaped similarly to the reflection that can be seen
in Figure B.2a, it doesn’t perform well for surfaces viewed from a glancing angle,
such as the one in Figure B.2b. The adaption Blinn made changed the shape of
the specular reflection from always being circular, to becoming more and more
narrow as the angle the surfaces is viewed from decreases, which more closely
resembles reality.

For water surfaces, this gives rise to a specular highlight that is elliptical,
or slightly egg shaped, when the sun stands high in the sky, as can be seen in
Figure B.2a, and pyramid shaped when the sun is close to the horizon, with the
sun in the top of the pyramid, as can be seen in Figure B.2b.
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By comparing the shading model derived in this appendix (Equations B.98
and B.99) to the Blinn–Phong shading model, it may be noticed that if the
wave spectra 𝑆 is circularly symmetric, the factor 𝑓(∇𝜂*(�⃗� )) (described by
Equation B.45) — which is what gives the reflection of the point light source
its shape — becomes practically equivalent to the specular reflection term in
the Blinn–Phong shading model except from a constant factor. This holds
even though the Blinn–Phong shading model is based on experimental mea-
surements of reflections from real surfaces and is developed mainly for solids,
while the shading model presented in this appendix is specifically derived for
water surfaces.

For symmetric wave spectra and for almost smooth surfaces (when the diffu-
sion in the reflection of objects becomes very small), all factors in Equation B.99
except from 𝑓(∇𝜂*(�⃗� )) vary very slowly in comparison to 𝑓(∇𝜂*(�⃗� )) unless the
surface is viewed from a glancing angle, and so the shape of the specular reflec-
tion can be approximated as just a constant times 𝑓(∇𝜂*(�⃗� )). Hence, the result
of using Equation B.99 becomes very similar to the result of using the Blinn–
Phong shading model, with the only practical difference that the reflection of
a point light source according to the shading model derived in this appendix
varies in intensity depending on how steep the angle is with which the observer
sees the reflection, according to the factors ℎ̌4/(�̂�o · �̌�) and 𝑅�̂�*,𝑥(�̂�o); these are
not included in the specular term in the Blinn–Phong shading model.

However, when the point light source is located low and the reflection comes
relatively close to the horizon in comparison to the vertical spread of the reflec-
tion, the factor ℎ̌4/(�̂�o · �̌�) will vary more noticeably.

This becomes especially apparent when the reflection almost reaches the
horizon, in which case real waves would start to mask each other out at the top
of the diffuse reflection of the light source. If the surface is assumed to consist
of V-groove cavities [Torrance and Sparrow, 1967], this masking occurs roughly
above one third from the horizon to the center of the reflection. Since our model
doesn’t account for masking, the radiance directed against the observer will go
to infinity when �̂�o · �̌� goes to 0, which is an unphysical behavior.

Furthermore, when the light source is very close to the horizon, real waves
would start to shadow each other. By modeling the surface as V-groove cavities,
this would start to occur roughly below a distance from the horizon that is three
times the distance between the horizon and the light source, and the radiance
directed against the observer would go to zero when the distance between the
horizon and the light source went to zero. This is not the case in our model
since it doesn’t account for shadowing.

Masking and shadowing is generally referred to as geometric attenuation.
Torrance and Sparrow [1967] modeled the surface as a sequence of V-groove
cavities, which allowed the attenuation to be modeled analytically. This V-
groove cavity model has since been borrowed several times [Blinn, 1977, Oren
and Nayar, 1994], and could also be used to model geometric attenuation for
the shading model derived in this appendix to prevent overly bright parts of the
surface close to the horizon.

However, even this model is a too crude approximation in certain cases, for
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example when the surface is viewed from an extremely grazing angle, like the
thin strip closest to the horizon. From this angle, almost every visible part of
the surface is at the crest of a wave, since the rest of the wave is hidden behind
other waves. Since the crest is on the top of a wave, naturally the surface
gradient will be very low, which makes the surface more mirror-like, as can be
seen in Figure B.2b. This is not the case for the V-groove cavity model, where
the entire cavity has the same slope.
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Appendix C

A two-dimensional PDE for
water waves at varying
water depths

In this appendix, a two-dimensional PDE in the spatial domain, describing the
time evolution of surface waves for intermediate, mildly varying water depths is
presented. The equation could be solved with a time complexity of 𝑂(𝑁) per
time step, where 𝑁 is the number of surface grid points, using the continuous
fast multipole method (CFMM) [White et al., 1994]. It has not been solved
numerically so its behavior is unknown.

The equation is derived from the dispersion relation that is obtained in Airy
wave theory, namely:

𝜔2(𝑘) =
(︂
𝑔 + 𝛾

𝜌
𝑘2
)︂
𝑘 tanh(𝑘 ℎ), (C.1)

where 𝜔 is the angular frequency of one wave component, 𝑘 is the wavenumber of
the component, 𝑔 is the gravitational acceleration, ℎ is the water depth and 𝛾 is
the surface tension. Since this equation describes waves of a single wavelength,
we can assume that the free surface elevation for one wave component can be
described by

𝜂(�⃗�, 𝑡) = 𝐴𝑒𝑖(�⃗�·�⃗� − 𝜔 𝑡), (C.2)

where 𝜂 is the so far complex-valued free surface elevation, 𝐴 is the wave am-
plitude which can be any complex number and �⃗� is the wave vector. We make
the observation that 𝑘 and �⃗� are related to each other by

𝑘 =
⃒⃒
⃒⃗𝑘
⃒⃒
⃒ . (C.3)

Although Equation C.2 describes the time evolution of all wave components,
it includes variables from the frequency domain (�⃗� and 𝜔 — note that 𝑘 depends
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on �⃗� according to Equation C.3), which are not available when working purely
in the spatial domain. Furthermore, the equation is indirectly dependent on ℎ
and assumes that this variable has the same value on all locations, which may
not be the case. We therefore need a way to express the time evolution of the
free surface which does not use frequency domain variables and is robust even
for varying water depths.

By differentiating Equation C.2 in time, we obtain

𝜕𝜂(�⃗�, 𝑡)
𝜕𝑡

= −𝑖 𝜔 𝐴 𝑒𝑖(�⃗�·�⃗� − 𝜔 𝑡), (C.4)

where 𝑖 is the imaginary unit. The equation can be rewritten as

𝜕

𝜕𝑡
𝜂(�⃗�, 𝑡) = −𝑖 𝜔 𝜂(�⃗�, 𝑡). (C.5)

In a manner inspired by the derivation of the Schrödinger equation [Bransden
and Joachain, 2000], let’s define the scalar operator

̂︀𝜔 = 𝑖
𝜕

𝜕𝑡
(C.6)

and we see that
̂︀𝜔 𝜂 = 𝜔 𝜂 (C.7)

for a wave component described by Equation C.2. By taking the gradient of
Equation C.2, we obtain

∇𝜂(�⃗�, 𝑡) = 𝑖 �⃗� 𝐴 𝑒𝑖(�⃗�·�⃗� − 𝜔 𝑡) (C.8)

which can be written as
∇𝜂(�⃗�, 𝑡) = 𝑖 �⃗� 𝜂(�⃗�, 𝑡). (C.9)

Let’s define the vector and scalar operators

̂⃗︀
𝑘 = −𝑖∇ and (C.10)

̂︁𝑘2 = ̂⃗︀
𝑘

2
= −∇2 (C.11)

and we see that
̂⃗︀
𝑘 𝜂 = �⃗� 𝜂 and (C.12)
̂︁𝑘2 𝜂 = 𝑘2 𝜂 (C.13)

for a wave component described by Equation C.2. By multiplying both sides of
Equation C.1 with 𝜂, we obtain

𝜔2 𝜂 =
(︂
𝑔 + 𝛾

𝜌
𝑘2
)︂
𝑘 tanh(𝑘 ℎ) 𝜂 (C.14)
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which can be rewritten as

̂︀𝜔2 𝜂 =
(︂
𝑔 + 𝛾

𝜌
̂︁𝑘2
)︂
𝑘 tanh(𝑘 ℎ) 𝜂. (C.15)

We now have an equation almost free from �⃗� and 𝜔. However, the factor
𝑘 tanh(𝑘 ℎ) persists and is difficult to turn into an operator free from �⃗�. One
solution is to turn this factor into a convolution filter which works by calculating
the convolution between the operand and a convolution kernel. However, the
kernel proves to be difficult to obtain due to the asymptotically increasing value
of 𝑘 tanh(𝑘 ℎ) as 𝑘 → ∞. A possibility is to rewrite Equation C.15 into

̂︀𝜔2 𝜂 = ℎ

(︂
𝑔 + 𝛾

𝜌
̂︁𝑘2
)︂
̂︁𝑘2 ̃︀𝐾(�⃗� ℎ) 𝜂, (C.16)

where

̃︀𝐾(𝜉 ) =

⎧
⎪⎪⎨
⎪⎪⎩

1, 𝜉 = 0⃗

tanh(|𝜉|)
|𝜉|

, 𝜉 ̸= 0⃗
, (C.17)

a ̃︀ denotes a function or a variable in the frequency domain and 𝜉 is a dimen-
sionless vector in the frequency domain, and turn ̃︀𝐾(𝜉 ) into a convolution filter.
The effect of a scalar operator ̂︀𝐶 applying the filter on a function described by
Equation C.2 would be

̂︀𝐶 𝜂(�⃗�, 𝑡) = ̃︀𝐾(�⃗� ℎ) 𝜂(�⃗�, 𝑡) (C.18)

and since the operator applies a convolution filter, it can be described by

̂︀𝐶 𝜂(�⃗�, 𝑡) = {𝑓 * 𝜂}(�⃗�, 𝑡), (C.19)

where 𝑓 is the convolution kernel. With this new operator, Equation C.16 can
be rewritten further into

̂︀𝜔2 𝜂 = ℎ

(︂
𝑔 + 𝛾

𝜌
̂︁𝑘2
)︂
̂︁𝑘2 ̂︀𝐶 𝜂. (C.20)

which is a PDE completely free from variables in the frequency domain. Com-
bining Equation C.18 and Equation C.19 yields

{𝑓 * 𝜂}(�⃗�, 𝑡) = ̃︀𝐾(�⃗� ℎ) 𝜂(�⃗�, 𝑡). (C.21)

The convolution theorem states that

ℱ{𝑓 * 𝑔} = ℱ{𝑓} · ℱ{𝑔}, (C.22)

where ℱ denotes the non-unitary Fourier transform and · denotes point-wise
multiplication. By Fourier transforming Equation C.21 using this theorem, we
obtain

ℱ{𝑓}(�⃗� ) ℱ{𝜂}(�⃗�, 𝑡) = ̃︀𝐾(�⃗� ℎ) ℱ{𝜂}(�⃗�, 𝑡) (C.23)
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which by dividing by ℱ{𝜂}(�⃗�, 𝑡) on both sides is reduced to

ℱ{𝑓}(�⃗� ) = ̃︀𝐾(�⃗� ℎ). (C.24)

For scaling of a function with a real, non-zero number 𝑎, the non-unitary Fourier
transform has the following property:

ℱ{ℎ}(𝜉 ) = 1
|𝑎|𝑑 ℱ{𝑓}

(︃
𝜉

𝑎

)︃
, ℎ(�⃗� ) = 𝑓(𝑎�⃗� ) ∀ �⃗�, (C.25)

where 𝑑 is the number of dimensions and �⃗� is a vector with dimensionless values
in the spatial domain.

Let’s define the function

𝐾(�⃗� ) = ℎ2 𝑓(ℎ �⃗� ). (C.26)

Since we are working in two dimensions, we have 𝑑 = 2, and the scaling property
of the non-unitary Fourier transform (Equation C.25) tells us that

ℱ{𝐾}(𝜉 ) = ℎ2 1
|ℎ|2 ℱ{𝑓}

(︃
𝜉

ℎ

)︃
(C.27)

which, by using Equation C.24 can be rewritten as

ℱ{𝐾}(𝜉 ) = ̃︀𝐾(𝜉 ). (C.28)

𝐾(�⃗� ) is obtained by reverse Fourier transforming this equation:

𝐾(�⃗� ) = ℱ−1{ ̃︀𝐾(𝜉 )}(�⃗� ) = 1
(2𝜋)2

ˆ
R2

̃︀𝐾(𝜉 ) 𝑒𝑖 𝜉·�⃗� d𝜉 (C.29)

where ℱ−1 denotes the reverse non-unitary Fourier transform. Although it is
very difficult (if not impossible) to obtain the reverse Fourier transform of this
function analytically, it is possible to approximate it numerically and use the
approximation in the convolution filter instead.

With no loss of generality, we can pick a polar coordinate system (𝜉, 𝜃) such
that the vector �⃗� lies on the 𝜃 = 0 axis. In that case, Equation C.29 can be
rewritten as

𝐾(�⃗� ) = 1
(2𝜋)2

ˆ ∞

𝜉=0

ˆ 2 𝜋

𝜃=0
̃︀𝐾(𝜉, 𝜃) 𝑒𝑖 𝜉 𝑥 cos 𝜃 𝜉 d𝜃 d𝜉, (C.30)

where 𝜉 = |𝜉| and 𝜃 is the angle between the �⃗� and 𝜉 vectors. By realizing that
̃︀𝐾 is circular symmetric, i.e.

̃︀𝐾(𝜉 ) = ̃︀𝐾(𝜉), (C.31)

and that this leads to that 𝐾 also is circular symmetric, i.e.

𝐾(�⃗� ) = 𝐾(𝑥), (C.32)
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where 𝑥 = |�⃗�|, the integral over 𝜃 may be carried out, and the Fourier transform
is now written

𝐾(𝑥) = 1
2𝜋

ˆ ∞

0
̃︀𝐾(𝜉) 𝐽0(𝑥 𝜉) 𝜉 d𝜉 = 1

2𝜋 𝐹0{ ̃︀𝐾}(𝑥), (C.33)

where 𝐽0 is the zeroth order Bessel function of the first kind and 𝐹0 denotes the
zeroth order Hankel transform, which can be calculated more efficiently than the
reverse two-dimensional Fourier transform. The corresponding transformation
for calculating ̃︀𝐾 from 𝐾 is given by

̃︀𝐾(𝜉) = 2𝜋 𝐹0{𝐾}(𝜉). (C.34)

In this case, since 𝐾(𝑥) was found to vanish very quickly as 𝑥 → ∞, it
was more efficient to solve Equation C.34 by guessing a function 𝐾* for 𝐾,
transforming it according to

̃︀𝐾*(𝜉) = 2𝜋 𝐹0{𝐾*}(𝜉), (C.35)

which is a modified version of Equation C.34, and comparing ̃︀𝐾* with ̃︀𝐾, than
to calculate 𝐾 from Equation C.33 directly. A function that was found both
to be simple and to have a high visual resemblance with ̃︀𝐾 after transformed
according to Equation C.35 was

𝐾*(𝑥) = 1
2𝜋 𝑥 (1 + 𝑥) 𝑒

−𝑥2/4, (C.36)

where * denotes an estimate. A comparison between ̃︀𝐾* when 𝐾* is given by
Equation C.36 and ̃︀𝐾 can be seen in Figure C.1. Note that both 𝐾, ̃︀𝐾 and
the arguments they take are dimensionless. 𝐾 is therefore the dimensionless
convolution kernel.

Expanding Equation C.19 yields

̂︀𝐶 𝜂(�⃗�, 𝑡) =
ˆ
R2
𝑓(Δ�⃗� ) 𝜂(�⃗� − Δ�⃗�, 𝑡) dΔ�⃗� (C.37)

which, by using Equation C.26, can be rewritten to

̂︀𝐶ℎ 𝜂(�⃗�, 𝑡) = 𝑎ℎ

ˆ
R2
𝐾

(︂
Δ�⃗�
ℎ

)︂
𝜂(�⃗� − Δ�⃗�, 𝑡) dΔ�⃗�, (C.38)

where the index ℎ is introduced to make it apparent that ̂︀𝐶 is actually a function
of the water depth ℎ, and where

𝑎ℎ = 1/ℎ2. (C.39)

We could just use this definition of ̂︀𝐶 and plug it into Equation C.20 and,
by being naive and assuming that since Equation C.20 is independent of �⃗�,
it would describe not only the behavior of single wave components fixed to a
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Figure C.1: Comparison of the impulse response of Equation C.36 and the impulse
response of an ideal kernel. The fluctuations for the higher values of 𝜉 in (b) are purely
due to numerical errors in the solution of Equation C.35; note also that the vertical
axis in this graph does not start at 0.

specific wave vector �⃗� which are described by Equation C.2, but the behavior
of any free surface elevation 𝜂(�⃗�, 𝑡), we would have a PDE that we could use
for simulating single wave components as well as complex (in the sense of being
non-simple) surfaces.

A problem, though, is that ℎ is not a constant unless the sea bottom is
perfectly flat, but dependent on the location, so Equation C.38 is not directly
applicable. The simplest remedy for this would be to just substitute ℎ for the
water depth of the local position ℎ(�⃗� ):

̂︀𝐶ℎ(�⃗� ) 𝜂(�⃗�, 𝑡) = 𝑎ℎ(�⃗� )

ˆ
R2
𝐾

(︂
Δ�⃗�
ℎ(�⃗� )

)︂
𝜂(�⃗� − Δ�⃗�, 𝑡) dΔ�⃗�, (C.40)

where 𝑎ℎ(�⃗� ) = 1/ℎ2(�⃗� ). Unfortunately, this method has other problems that
occur when the bottom topography is unpleasant. For example, if one part of
the water is surrounded by ground, as is the case with lakes, this simple version
of the operator would be affected by parts of the water from which �⃗� is isolated.
Hence, waves in one lake could, similar to in quantum mechanics, tunnel into
another, nearby lake, which is not the case in reality.

A possible remedy for this problem is to try to limit the convolution filter
and let the kernel approach zero more quickly when the water gets shallower.
For example, one could be to find the path from �⃗� to �⃗� − Δ�⃗� with the maximal
minimal water depth, and use the minimal water depth of that path as an
effective water depth ℎ𝑒 for that sampling location. Another possibility could
be to find the path with the minimal path integral of ℎ−1, calculate the average
value of ℎ−1 along that path and use the inverse of that average as the effective
depth ℎ𝑒.

Anyway, assuming we have defined an effective depth ℎ𝑒(�⃗�, �⃗� − Δ�⃗� ) in some
way, which can be calculated efficiently (this essentially means in 𝑂(1) time in
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average for any distance |Δ�⃗� |), we can use that definition:

̂︀𝐶ℎ𝑒 𝜂(�⃗�, 𝑡) = 𝑎ℎ𝑒

ˆ
R2
𝐾

(︂
Δ�⃗�

ℎ𝑒(�⃗�, �⃗� − Δ�⃗� )

)︂
𝜂(�⃗� − Δ�⃗�, 𝑡) dΔ�⃗� (C.41)

which will be the most general definition of ̂︀𝐶 and hopefully robust enough to
be useful in a simulation. Here, 𝑎ℎ𝑒

is an unknown scale factor associated with
ℎ𝑒. One problem here, though, is that different values for ℎ𝑒 are used for each
value of �⃗�, so there is no trivial way to obtain 𝑎ℎ𝑒

. However, by examining
Equation C.17, we see that the convolution filter is in fact a kind of low-pass
filter, since ̃︀𝐾 (⃗0) = 1. We therefore require that if we apply it on a constant
function, it will have no effect:

̂︀𝐶 𝜂(�⃗�, 𝑡) = 𝜂(�⃗�, 𝑡), 𝜂(�⃗�, 𝑡) = 𝜂0 ∀ �⃗�, 𝑡. (C.42)

By combining Equation C.41 and Equation C.42 and isolating 𝑎ℎ𝑒 , we get

𝑎ℎ𝑒 = 1ˆ
R2
𝐾

(︂
Δ�⃗�

ℎ𝑒(�⃗�, �⃗� − Δ�⃗� )

)︂
dΔ�⃗�

. (C.43)

By using the effective water depth ℎ𝑒, and ̂︀𝐶ℎ𝑒 , which is the most robust of our
̂︀𝐶 operators, Equation C.20 becomes

̂︀𝜔2 𝜂 = ℎ

(︂
𝑔 + 𝛾

𝜌
̂︁𝑘2
)︂
̂︁𝑘2 ̂︀𝐶ℎ𝑒

𝜂 (C.44)

which still contains ℎ at one place. Using Equation C.39, we can substitute
𝑎

−1/2
ℎ𝑒

for ℎ and obtain

̂︀𝜔2 𝜂 = 𝑎
−1/2
ℎ𝑒

(︂
𝑔 + 𝛾

𝜌
̂︁𝑘2
)︂
̂︁𝑘2 ̂︀𝐶ℎ𝑒

𝜂 (C.45)

which is a PDE completely free from variables in the frequency domain and
which is believed to be robust even for varying water depths, which was the
goal. By using the definition for ̂︀𝜔 (Equation C.6), the definition for ̂︁𝑘2 (Equa-
tion C.11) and the definition for ̂︀𝐶ℎ𝑒 (Equation C.41, Equation C.43), the equa-
tion can be rewritten as

𝜕2

𝜕𝑡2
𝜂 = 𝑎

−1/2
ℎ𝑒

(︂
𝑔 − 𝛾

𝜌
∇2
)︂

∇2

ˆ
R2
𝐾

(︂
Δ�⃗�

ℎ𝑒(�⃗�, �⃗� − Δ�⃗� )

)︂
𝜂(�⃗� − Δ�⃗�, 𝑡) dΔ�⃗�

ˆ
R2
𝐾

(︂
Δ�⃗�

ℎ𝑒(�⃗�, �⃗� − Δ�⃗� )

)︂
dΔ�⃗�

.

(C.46)
Note that the order of the operators matters when we use this definition for

𝐶, contrary to in Equation C.1 which we started from, where the order of the
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factors on the right hand side doesn’t matter. If, for example, Equation C.45 is
modified so that 𝐶ℎ𝑒

is placed furthest to the left, we end up with the PDE

𝜕2

𝜕𝑡2
𝜂 =

ˆ
R2
𝐾

(︂
Δ�⃗�

ℎ𝑒(�⃗�, �⃗� − Δ�⃗� )

)︂ (︂
𝑔 − 𝛾

𝜌
∇2
)︂

∇2 𝜂(�⃗� − Δ�⃗�, 𝑡) dΔ�⃗�
√︃ˆ

R2
𝐾

(︂
Δ�⃗�

ℎ𝑒(�⃗�, �⃗� − Δ�⃗� )

)︂
dΔ�⃗�

(C.47)

instead, which is different from Equation C.46. It is unknown which order of
the operators would be the most "appropriate".

C.1 Applying the convolution filter
For a uniform surface grid, the convolution filter can be applied by using a
modified version of the fast multipole method (FMM) [Greengard and Rokhlin,
1985, Greengard, 1987a] for continuous data, the CFMM [White et al., 1994],
which allows it to be applied with a 𝑂(𝑁) time complexity instead of 𝑂(𝑁2) as
with a simple 𝑁 -to-𝑁 approach, where 𝑁 is the number of surface grid points.

However, even though 𝑂(𝑁) is very fast in theory, the CFMM is complicated
and involves many computational steps which would make the simulation slow.
It requires a high-order Taylor polynomial in order to make a good approxima-
tion, so one would have to balance the approximation errors to the additional
computational costs due to the processing of the Taylor polynomial. On the
other hand, it is possible to parallelize these kinds of algorithms (as done by
Board et al. [1994]), making it possible to overcome this bottleneck simply by
running the algorithm on many cores.
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