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Abstract

Semantically-enabled applications, such as ontology-based search and data inte-

gration, take into account the semantics of the input data in their algorithms.

Such applications often use ontologies, which model the application domains in

question, as well as alignments, which provide information about the relationships

between the terms in the different ontologies.

The quality and reliability of the results of such applications depend directly on

the correctness and completeness of the ontologies and alignments they utilize.

Traditionally, ontology debugging discovers defects in ontologies and alignments

and provides means for improving their correctness and completeness, while on-

tology alignment establishes the relationships between the terms in the different

ontologies, thus addressing completeness of alignments.

This thesis focuses on the integration of ontology alignment and debugging for

taxonomy networks which are formed by taxonomies, the most widely used kind

of ontologies, connected through alignments.

The contributions of this thesis include the following. To the best of our knowl-

edge, we have developed the first approach and framework that integrate ontology

alignment and debugging, and allow debugging of modelling defects both in the

structure of the taxonomies as well as in their alignments. As debugging modelling

defects requires domain knowledge, we have developed algorithms that employ the

domain knowledge intrinsic to the network to detect and repair modelling defects.

Further, a system has been implemented and several experiments with real-world

ontologies have been performed in order to demonstrate the advantages of our

integrated ontology alignment and debugging approach. For instance, in one of

the experiments with the well-known ontologies and alignment from the Anatomy

track in Ontology Alignment Evaluation Initiative 2010, 203 modelling defects

(concerning incomplete and incorrect information) were discovered and repaired.

This work has been supported by the Swedish National Graduate School in Com-

puter Science (CUGS), the Swedish e-Science Research Center (SeRC) and Veten-

skapsr̊adet (VR).
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Chapter 1

Introduction

1.1 Semantic Web

The Web today provides an immense variety of structured, semi-structured
and, most often, completely unstructured information sources—databases,
web pages, documents, figures, etc.—interconnected through an enormous
number of links. Every minute different agents—both human and artificial—
try to make sense out of the data, integrating different data sources in order
to fulfill private and professional requirements.

In order to explore and employ the available data, the agents should be
able to understand the message it conveys and formulate meaningful queries.
Extracting the meaning, however, is a task that can only be performed by
a human agent. Currently, computers only visualize and store the data
without “understanding” the knowledge it conveys. The machines can do
nothing to extract the semantics—they only “see” strings of symbols where
people see words, phrases and sentences. Searching with search engines,
until recently, was mainly based on string matching without considering the
semantics of the input.

Making information machine-understandable is a key problem nowadays—
for example, explaining to the computer what “rock” is. Terms should be
considered in their context since it sometimes occurs that the same term is
used to represent different concepts—for instance, rock as in rock music and
rock as a geological concept. With time, the meanings of the terms change
and new meanings for existing terms appear—for instance, mouse as a small
mammal and mouse as a pointing device. Thus, in order to understand the
intended meaning, the agents have to utilize matching definitions for the
terms they use.

Information sources represent various domains, points of view and in-
tended applications. They often overlap. For the purpose of different appli-
cations, for instance, data integration and agent communication, it is often
necessary to know the relationship between the data available from separate
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CHAPTER 1. INTRODUCTION

sources or between different versions of the same source. In order to figure
out these relationships the agents must understand the meaning the data
conveys.

The huge number of information sources at agents’ disposal are often
in different states—they may cover a topic area partially or may not be up
to date—thus providing incomplete information for the area. Combining
data from different sources, which have been developed to serve different
applications, may lead to an inconsistent representation of an area. As a
consequence the agents may use incomplete, inconsistent and erroneous data
as input for their algorithms.

These problems have catalyzed the evolution of the Web towards the
Semantic Web, where machines can “understand” and process data without
human interaction. As a result the vision of the Semantic Web is coming into
reality—just months ago Google introduced Google Knowledge Graph—
enabling semantic search capabilities for their search engine. The rapid de-
velopment of semantic technologies increasingly influences all aspects of our
lives—with life sciences being one of the first domains to adopt the concept
of ontologies and to benefit from their knowledge representation capabili-
ties. Many large ontologies, such as SNOMED CT [11], Gene Ontology [15],
MeSH [6], etc., have already been developed in this domain.

The concept of the Semantic Web encompasses a set of technologies that
enable computers to “understand” the data they store. It is an extension
of the Web, not its replacement. This vision was first introduced by Tim
Berners-Lee, James Hendler and Ora Lassila in 2001 in a publication [21] in
Scientific American. Through several examples the publication illustrates
a world where intelligent agents explore the Web and collect and integrate
relevant information from diverse data sources in order to fulfill complicated
tasks without human guidance. By contrast, today machines can perform
only simple tasks precisely specified in advance. Since they do not “un-
derstand” the meaning of the data they collect, they cannot combine the
output of multiple tasks in a single functional output and draw conclusions
(humans have to do that).

To illustrate the concept of the Semantic Web, consider the example of
a sophisticated task, such as planning and scheduling a trip to a conference.
The trip encompasses different aspects, such as:

• the traveler’s daily schedule—available in the traveler’s calendar—
listing various appointments;
• flight schedules—the selected flights should fit the conference and per-

sonal schedule and should be compatible with different personal pref-
erences and restrictions—transfer times on intermediate stops (com-
patible with the size of the airport/time for transfer), possession of
a membership card for a particular airline, avoiding countries with
transit visa requirements, etc.;
• hotel accommodation—it should be at a reasonable distance from the

conference location, recommended by the conference organizers, with
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1.2. ONTOLOGIES

available rooms for the conference period, avoiding neighbourhoods
with high crime rates, etc.;
• transport between the airport, the hotel and the conference venue—

possible delays and transfer times should be considered, etc.;
• entertainment/sightseeing during free time—finding cultural/sport/

other activities that do not conflict with the conference schedule;
• food—finding high-rated restaurants meeting personal dietary require-

ments;
• etc.

The traveler can take all details into account, search and then integrate
relevant information from different data sources to schedule the trip. How-
ever, this is still not the case for machines—each of the items in the list
requires at least one search in various search engines where the inputs and
outputs of the different searches are more or less connected. First, such
an agent should locate the sources containing relevant information for the
current task—plane tickets providers, hotels, restaurants guides, etc. The
sources often have overlapping content and may contain outdated data, the
sources appear and disappear. Then the data relevant for the current task
should be retrieved. However, data coming from heterogeneous data sources
have different formats and discrepancies in meaning that hinder the filtering
of relevant data. Finally, the relevant information should be integrated in
order to provide a complete trip and conference schedule. The key issue in
all steps is interpreting every piece of data—something machines still cannot
do autonomously.

1.2 Ontologies

How can the Semantic Web help a machine to autonomously schedule a trip?
The bullets in the list above are related to different data sources or agents
providing the desired data. If an intelligent agent is doing the work on our
behalf, it should be able to communicate with other agents regarding the
data they possess or it should be able to query data sources with relevant
queries. To fulfill these tasks the agents should have a shared understanding
of the terms they use.

In this context ontologies are considered the “Silver bullet” for the Se-
mantic Web. They provide mutual understanding of a domain, defining con-
cepts, relations between concepts and rules for creating new concepts. For
instance, the different aspects of the trip can be represented as different do-
main ontologies—accommodation ontology, restaurant ontology, transport
ontology, etc. or a single travel ontology that includes all these concepts in an
individual ontology. Thus, the ontologies enable the communication between
the agents, providing common understanding of the domain in question. Ap-
plications, such as agent communication, that employ semantic technologies,
in this case ontologies, are called semantically-enabled applications.

3



CHAPTER 1. INTRODUCTION

The ontologies are usually represented in ontology languages, such as
OWL, RDF, etc. These languages often contain statements that can be used
for logical inferences, for instance, in description logics (DL) systems, i.e.,
new knowledge (not explicitly recorded) can be inferred from the knowledge
already stored.

1.2.1 Ontology alignment

It often happens, however, that agents employ different ontologies in the
same domain, as they are developed by different organizations according to
their needs and points of view. Similarly, the data sources could be anno-
tated, i.e., their constructions could be labeled with terms from different,
but similar ontologies. Thus, in order to communicate with each other and
to formulate relevant queries the agents need to know how the concepts in
the different ontologies are related. This is studied in the area of ontol-
ogy alignment, which employs different techniques in order to find related
concepts in different ontologies. A set with relations representing related
concepts in two different ontologies is called an alignment. A single re-
lation in the alignment is called a mapping. The alignments are usually
created by ontology developers with or without the assistance of ontology
alignment systems.

1.2.2 Ontology debugging

Furthermore, many ontologies are domain specific and are developed by
domain experts who frequently lack proficiency in knowledge representation.
For instance, it is very common that people who are not experts in knowledge
representation confuse equivalence, is-a and part-of relations (e.g., [27]).
Another common issue appears as ontologies grow in size, i.e., intended and
unintended entailments become difficult to follow. As a consequence, in
large ontologies, and in smaller ones, there are usually defects—incorrect
(wrong), incomplete (missing) and contradictory (inconsistent) information.
The same issues are also relevant to the development of alignments. Using
ontologies and alignments with defects in semantically-enabled applications,
such as agent communication or ontology-based search and data integration,
may lead to incorrect conclusions while valid conclusions may be missed.
Discovering and resolving defects in the ontologies and their alignments are
the subjects of the ontology debugging area.

The following example highlights the influence of defects, in this case
incomplete/incorrect results of an ontology-based search. The familiar string
search only retrieves documents which contain the term(s) we are searching
for. In comparison, an ontology-based search retrieves documents containing
not only the term(s) in question but also documents containing relevant
(often more specific) terms by exploring the structure of an ontology. Thus,
the ontology-based search provides more relevant results. In the example
here the MeSH thesaurus [6] is an ontology that is used for querying the
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PubMED database [10]. According to the domain knowledge the Scleritis
concept in MeSH is a sub-concept of the Scleral Diseases concept and it is
included during a search for Scleral Diseases (1363 articles are retrieved).
However, if the relation between Scleritis and Scleral Diseases were missing,
only 613 articles would be retrieved, i.e., 55% of the results would be missed.
If the relation were wrong (i.e., the relation between Scleritis and Scleral
Diseases does not hold in the reality but exists in MeSH), incorrect results
would be acquired.

There are different types of defects in ontologies [48]. Syntactic defects,
such as wrong or missing tags, can be discovered and resolved by (XML)
parsers. Semantic defects introduce contradictory information in the on-
tologies. They can be found by software programs called reasoners, for
instance, DL reasoners. Modelling defects require domain knowledge to de-
tect and resolve. For instance, missing and wrong structures in ontologies
and their alignments are modelling defects. (Wrong structure could be also a
semantic defect.) The example above demonstrates missing and wrong sub-
sumption relations in the structure of an ontology and their consequences
for semantically-enabled applications.

1.2.3 Ontology networks

Ontologies connected through their alignments can be seen as a network—
an ontology network. The network itself provides more knowledge for
the domain than an ontology or a pair of ontologies connected through an
alignment since each ontology represents a different level of details reflect-
ing the view and the interests of its developers and intended applications.
This is available knowledge intrinsic to the network, which is a source of
valuable domain information and provides a powerful automatic defect de-
tection mechanism. It can be used for debugging modelling defects in single
ontologies and pairs of ontologies and their alignments.

1.2.4 Benefits from the integration of ontology align-
ment and ontology debugging

This thesis focuses on debugging of modelling defects in the context of an
ontology network. The algorithms presented rely heavily on the knowledge
intrinsic to the network as a source of domain knowledge. However, it can
sometimes occur that the network cannot be created due to the absence of
alignments between the ontologies. In this case ontology alignment systems
can be used to provide alignments.

In the context of an integration of ontology alignment and debugging,
ontology alignment can be seen as a special kind of debugging of missing
relationships between concepts in different ontologies, where alignment al-
gorithms are employed to discover missing relationships. Both correct and
incorrect relations obtained during the alignment process could then be used
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CHAPTER 1. INTRODUCTION

for further debugging and alignment of the ontologies. In short, ontology
alignment provides or extends (already available) alignments which are fur-
ther necessary for ontology debugging.

Furthermore, some alignment algorithms, like those based on the struc-
ture of the ontology, depend on the correctness and completeness of the
aligned ontologies. Ontology alignment preprocessing strategies also take
advantage of knowledge of the structure of the alignments, if available. De-
bugging of modelling defects improves the structures of ontologies and their
associated alignments. Another advantage is that the repairing algorithms
used for ontology debugging can be adapted for the purposes of ontology
alignment. This would provide alternatives to the process of creating align-
ments by simply adding the missing mappings, as is done in many pure
ontology alignment systems.

Thus, integration of ontology alignment and debugging would provide
additional benefits for both areas and would significantly improve the quality
of both the ontologies and their alignments.

1.3 Problem formulation

The discussion above highlights the issues caused by defects in the ontolo-
gies and alignments and their consequences for the results of semantically-
enabled applications. The quality and reliability of the results of such appli-
cations is directly dependent on the quality and reliability of the ontologies
and alignments they employ. A key step towards achieving high-quality
ontologies and alignments is discovering and resolving various defects. The
modelling defects are particularly severe since domain knowledge is required
for their debugging. This thesis considers taxonomies, as they are the most
widely used kind of ontologies, connected through their alignments in tax-
onomy networks. It addresses two questions:

• How to debug modelling defects, such as missing and wrong structure
in taxonomies as well as their alignments, in the context of a taxonomy
network?

Since debugging usually consists of two phases, a detection and repair-
ing phase, this question encompasses two more precise questions:

– How to detect modelling defects without external knowledge?—
recognizing defects is the first step in their debugging;

– How to repair modelling defects?—After the defects are detected,
they should be repaired. A trivial approach is to add or remove
the missing or wrong structure. However, other approaches may
contribute to a more complete representation of the domain in
question and thus they could be preferred by domain experts as
more beneficial;

6
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In the process of exploring different possibilities for detecting modelling
defects, the area of ontology alignment has come to our attention. Fur-
thermore, we have found promising hints that the integration of ontology
alignment and debugging will provide benefits for both areas. We have
studied these expectations in the context of the following question:

• What are the benefits from the integration of ontology alignment and
debugging for

– the ontology alignment?

– the ontology debugging?

1.4 Contributions

The main contribution of this thesis can be summarized in the following
sentence: This is the first approach, to the best of our knowledge, which
integrates ontology alignment and ontology debugging and allows debugging
of modelling defects both in the structure of the ontologies as well as in
their alignments. Below the contributions are listed in connection with the
research questions:

How to debug modelling defects, such as missing and wrong structure
in taxonomies as well as their alignments, in the context of a taxonomy
network?

• We have developed a unified approach for debugging mod-
elling defects, such as missing and wrong structure, in tax-
onomies and their alignments without external knowledge.
A previous work, described in [67], considers debugging missing and
wrong subsumption relations in taxonomies in the context of taxon-
omy networks. In this thesis we have extended the approach and
framework, developing algorithms for debugging missing and wrong
subsumption and equivalence mappings between taxonomies employ-
ing the knowledge intrinsic to the taxonomy network;
• We have extended the system, described in [67], implement-

ing the algorithms for debugging missing and wrong subsumption and
equivalence mappings;
• We have performed experiments with existing real-world on-

tologies using the extended system.

What are the benefits from the integration of ontology alignment and
debugging?

• We have developed a framework for integration of ontology
alignment and ontology debugging. Both areas take advantage of
the integration—alignment algorithms are used to create a taxonomy
network, or extend an existing one, where the knowledge intrinsic to

7



CHAPTER 1. INTRODUCTION

the network is used for detecting and repairing modelling defects in the
taxonomies and their alignments. The debugging process improves the
structure of the taxonomies and their alignments, which is important
for some ontology alignment strategies. Further, in the integrated
framework, alignment can be seen as a special kind of debugging and
debugging using the knowledge intrinsic to the network can be seen as
a special alignment algorithm;

• We have, further, extended the system to integrate ontology
alignment algorithms. After the integration of the ontology alignment
and debugging two components can be distinguished in our system—a
debugging component and an alignment component. The system can
be used as an integrated ontology alignment and debugging system
or each of the components can be used independently as a separate
system.

• We have performed experiments with existing real-world on-
tologies using our integrated ontology alignment and debugging sys-
tem. These experiments demonstrate the benefits from the integration
of ontology alignment and debugging.

1.5 Thesis structure

The thesis is structured as follows: Chapter 2 gives background on ontolo-
gies and provides more details on ontology alignment and ontology debug-
ging. At the end of that chapter several definitions relevant to the subse-
quent presentation are given. Chapter 3 introduces our integrated frame-
work with its two components—the debugging component and the alignment
component—along with their algorithms and workflow. Chapter 4 presents
our integrated ontology alignment and debugging system which is based on
the framework discussed in Chapter 3. The experiments performed with the
system and a discussion of their results are shown in Chapter 5. Recent
issues in the fields of ontology alignment and debugging are discussed in
Chapter 6. Chapter 7 provides concluding remarks and directions for future
work.
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Chapter 2

Background

This chapter provides background in the areas relevant to this work. They
are presented with the help of several examples.

Section 2.1 discusses the term ontology presenting several definitions in
the scientific literature. It then lists their components and shows several
applications of ontologies in areas different from the Semantic Web. Sec-
tions 2.2 and 2.3 give an overview of the areas of ontology alignment and
debugging. Formal definitions relevant to the subsequent presentation of
this work are given in Section 2.4.

2.1 Ontologies

The term ontology originates from philosophy, where it denotes a branch
dealing with the questions of being and existence. In the 80’s the term was
borrowed and introduced to Computer Science by the Artificial Intelligence
community. There are different definitions for ontologies available in the
scientific literature and some of the most popular are:

• An ontology defines the basic terms and relations comprising the vo-
cabulary of a topic area as well as the rules for combining terms and
relations to define extensions to the vocabulary [71];
• An ontology is an explicit specification of a conceptualization [38];
• An ontology is a hierarchically structured set of terms for describing

a domain that can be used as a skeletal foundation for a knowledge
base [86];
• An ontology provides the means for describing explicitly the conceptu-

alization behind the knowledge represented in a knowledge base [20];
• An ontology is a formal, explicit specification of a shared conceptual-

ization [85];

All definitions share the view that ontologies explicitly describe a topic
area. They model the world around us (or someone’s view of the world)
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explicitly defining the meaning of its concepts, the existing relationships
between them (for instance, part-of, is-kind-of, is-located-in, is-not) and
rules for creating new concepts. The last definition supplies an additional
important feature of ontologies, i.e., they provide a shared understanding of
the area in question. Ontologies vary in their components and consequently
in complexity and knowledge representation capabilities.

Figure 2.1 illustrates a real-world example from the Anatomy track at the
Ontology Alignment Evaluation Initiative (OAEI) 2011, [8], which will be
further used throughout the thesis. Two parts of ontologies are shown—on
the left is a piece of the Adult Mouse Anatomy Dictionary (AMA), [1], which
models the anatomy of an adult mouse and on the right is a piece of the
NCI Thesaurus anatomy (NCI-A), [7], which models the human anatomy.

Figures 2.2 and 2.3 show parts of the Wine ontology [13]. It specifies
terms and relations in the wine and food domains and provides information
about the type of wine suitable for a particular food.

2.1.1 Components

There are different views for the components of the ontologies. According
to [53] the components of the ontologies, from a knowledge representation
point of view, are as listed below. The authors of [29] define a similar set
with components which they call minimal set of components.

• concepts (also known as classes) represent a group of entities in
a domain. All rectangles in Figures 2.1 and 2.2 and the rectangles
with circles in front of the labels in Figure 2.3 depict concepts in the
ontologies;
• instances (also known as individuals) represent the actual en-

tities. However, they are often not represented in ontologies. The
instances in the ontology in Figure 2.3 are depicted with rectangles
with rhombuses in front of the labels;
• relations (also known as roles, properties, slots) represent dif-

ferent relationships between the entities in a domain, such as part-of ,
is-kind-of, is-located-in, is-not, etc. The concepts in an ontology con-
nected through is-a relations form the is-a hierarchy in the ontology.
Analogously, the part-of hierarchy in the ontology consists of all con-
cepts connected through part-of relations. Is-a relations (known also
as is-kind-of, subclass or subsumption relations) are the most often
used in ontologies since they represent a common relationship that oc-
curs in many domains. An is-a relation shows that one set of entities
is a subset of another set of entities. For instance, the relation limb
bone is-a bone in Figure 2.1 shows that a limb bone is a kind of bone.
The directed solid edges in Figure 2.1 represent the is-a structures in
the ontologies. The edges in Figure 2.2 illustrate the subclass (is-a)
relations in the Wine ontology. Other relations depict different depen-
dencies between the entities—the dashed edges in Figure 2.3 illustrate
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Figure 2.2: Part of the is-a hierarchy in the Wine ontology.
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Figure 2.3: Part of the Wine ontology.

two relations—locatedIn between the concepts Wine and Region, and
hasMaker between the concepts Wine and Winery ;

• axioms represent facts that are always true in the area described
by the ontology and are not represented by the other components.
They are used to provide consistent representation of the domain. For
instance (examples from the Wine ontology):

– domain restrictions (adjacentRegion has values from Region);
– cardinality restrictions (VintageYear can have at most one value);
– disjointness restrictions (Fruit is-not Meat).

2.1.2 Classification

The ontologies can be classified according to various criteria. Several one-
dimensional classifications (utilizing only a single criterion) are shown in
[78] in the context of a discussion regarding the usage of ontologies in soft-
ware engineering and technology. Most of them consider how general the
represented concepts are and the scope of the application of the ontologies—
general, domain, task, application, etc. concepts/scopes. One of the clas-
sifications, given by [66] in a discussion regarding desirable and required
features for ontology languages, considers the complexity of the relation-
ships that can be depicted in the domain in question. This classification,
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referred to as “richness of the internal structure”, and the classification in
[90] referred to as “subject of conceptualization” are used as a foundation
for the two-dimensional classification developed in [36]. Depending on the
“richness of the internal structure”, i.e., the knowledge representation ca-
pabilities of an ontology, [36] defines eight categories of ontologies ranging
from informally specified ontologies to ontologies precisely specified by for-
mal languages. These eight categories can be further compacted to the four
presented in [89] and [39] and listed here:

• glossaries and data dictionaries contain concepts with or without
their definitions in a natural language;
• thesauri and taxonomies introduce, together with the concepts and

their definitions, synonyms and relations such as narrower and broader;
• ontologies represented by metadata, XML schemas, data mod-

els. These models additionally provide properties and value restric-
tions. This category includes the so called strict is-a relations, which
correspond to the is-a relations in our work;
• ontologies represented by logical languages. The ontologies repre-

sented by formal languages hold the most expressive knowledge repre-
sentation capabilities.

Another categorization method, given in [53], takes into account the com-
ponents and the information represented by them and arrives at a similar
classification:

• controlled vocabularies contain only concepts;
• taxonomies contain concepts connected in a hierarchy through is-a

relations (these is-a relations correspond to the so called strict is-a
relations above);
• thesauri contain concepts and a set with predefined relations, e.g.,

WordNet [69], MeSH [6];
• ontologies represented by data models, for instance, EER and UML,

include restricted forms of axioms, properties and cardinality con-
straints together with the concepts and relations. (This category
corresponds to the metadata, XML schemas, data models category
above.);
• ontologies represented by logics, e.g., description logics, are the most

expressive kind of ontologies. They employ formal languages with
their own syntax, semantics and inference mechanism along with the
concepts, relations and axioms. Description logics vary in their expres-
sivity. (This category corresponds to the logical languages above.).

Both classifications encompass the whole range of ontologies regarding
their knowledge representation capabilities—from the so called lightweight
to the heavyweight ontologies. The advantage of the former group is their
simplicity at the price of reduced expressivity and high ambiguity. The ad-
vantage of the ontologies in the latter group is their powerful capabilities for
expressivity and inference mechanism at the price of complex development.
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2.1.3 Applications

The ontologies have a wide range of applications in the Semantic Web:

• provide mutual understanding of a domain enabling knowledge sharing
and reuse, and facilitating autonomous communication between differ-
ent intelligent agents as discussed in Tim Berners-Lee, James Hendler
and Ora Lassila’s publication, [21];
• serve as a repository of information [89];
• provide a query model for information sources explicitly structuring

the domain knowledge [91], [70];
• data integration of heterogeneous information sources [91], [54], [70].

Ontologies are a key technology for the Semantic Web and are intensively
employed in other areas as well:

• Artificial Intelligence—knowledge representation and reasoning;
• Software Engineering—in [25] two applications of ontologies in this

area are discussed—sharing terminology and knowledge, and filtering
knowledge in the process of definition of models and metamodels; [40]
discusses the ontologies in the context of the Software Engineering
life-cycle;
• Systems Engineering—ontologies are used for the purposes of re-

usability, reliability and specification as pointed out in [88];
• Bioinformatics and Systems Biology—specification, ontology-based

search, data integration and exchange as discussed in [53] and [64];
• E-commerce—such as GoodRelations [4].

2.2 Ontology alignment

In the fields pioneering ontology development, such as the life sciences, a
number of ontologies have already been created by different organizations
representing their needs and views of the domain. It may happen that the
data sets are annotated with terms from different but overlapping ontologies,
which is an obstacle for their integration. The communication between the
intelligent agents using different ontologies is hindered as well.

A solution to these issues demands knowledge about the relationships
between the concepts in the different ontologies. This is the field of re-
search of the continuously growing ontology alignment community. The
increased interest in the topic has led to the organization of an annual eval-
uation initiative—the Ontology Alignment Evaluation Initiative [8]—where
the developers and researchers can evaluate their tools and algorithms in
various tracks.

A set of relations showing the relationships between concepts in two dif-
ferent ontologies is called an alignment. Each relation in the set is called a
mapping. We call the concepts that participate in mappings mapped
concepts. Each mapped concept can participate in multiple mappings

17



CHAPTER 2. BACKGROUND

and alignments. In our work we consider equivalence and subsump-
tion mappings. The equivalence mappings connect two concepts which
represent the same set of entities. The subsumption mappings are relations
between two concepts, where one of the concepts represents a set of entities
that is a subset of the other concept. Ontology alignment systems are used
to facilitate the development of alignments.

The ontologies in Figure 2.1 are connected through an alignment, de-
picted with the dashed edges. It consists of 10 equivalence mappings. One
of these mappings represents the fact that the concept bone in the first
ontology is equivalent to the concept bone in the second ontology. The
same applies for the concept nasal bone in the first ontology and the con-
cept nasal bone in the second, and so on. As these four concepts appear
in mappings, they are mapped concepts. An example of a subsumption
mapping would be (AMA:maxilla, NCI-A:irregular bone) (not shown in Fig-
ure 2.1, but derivable through NCI-A:maxilla)—AMA:maxilla is subsumed-
by NCI-A:irregular bone and accordingly NCI-A:irregular bone subsumes
AMA:maxilla.

A set of ontologies connected through their alignments form a network—
an ontology network.

combination

filter

general
dictionary

domain
thesauri

mapping suggestions

a
l
i
g
n
m
e
n
t

instance
corpus

matcher

accepted and rejected
suggestions

user

conflict
checker

I

II

Preprocessingo
n

s

t
o
l
o
g
i
e

Figure 2.4: A general alignment framework.

Ontology alignment framework. With the increasing number of on-
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tologies, their concepts and relations, the demand for automated or semi-
automated ontology alignment systems grows stronger. Figure 2.4 shows a
general semi-automated ontology alignment framework presented by Patrick
Lambrix and Qiang Liu in 2009 in [58]. Many ontology alignment systems
conform to it. The input for the system are two ontologies and the output
is an alignment. The alignment process presented in the framework goes
through two phases. In Phase I the system generates possible mappings
that are presented to the user for a manual validation in Phase II. Phase I
usually includes 3 steps:

Preprocessing step includes preliminary data processing, for instance,
partitioning of the input ontologies or removing modifiers, such as definite
and indefinite noun modifiers. [58] presents strategies for using partial
alignment (PA) in this and the following steps.

Running matchers to compute similarity values between pairs of con-
cepts in the different ontologies. The similarity values represent an estimate
that two concepts are connected. The matchers employ various strategies
as described in [63] and listed below:

• linguistic strategies explore the linguistic similarity of the concepts
and relations labels. For instance, the labels are represented as sets
of consecutive characters and then the similarity values between the
concepts are calculated based on these sets. Another strategy counts
the number of insertions, deletions and modifications needed in order
to make one of the concepts identical to the other;
• structure-based strategies rely heavily on the structure of the on-

tologies. They are based on the heuristic that, given two ontologies
and their alignment, if two regions in the different hierarchies are be-
tween pairs of concepts with high similarity values then there could
be matching concepts between both regions;
• constraint-based strategies consider the concepts and properties

data types and cardinalities. They are usually used to provide supple-
mentary information, not as primary matchers;
• instance-based strategies assign similarity values based on the shared

instances between the concepts in the different ontologies. The in-
stances can be acquired from curated scientific resources (for instance,
PubMED [10] in life sciences);
• strategies based on auxiliary sources use domain knowledge avail-

able from external sources, such as WordNet [69] and UMLS [14], to
find additional information for the concepts (synonyms) and the rela-
tionships between them.

Combining and filtering the similarity values obtained from the dif-
ferent matchers—most often the similarity values are combined using a
weighted-sum approach in which each matcher is given a weight and the
final similarity value is the weighted sum of the similarity values divided by
the sum of the weights of the matchers. Another approach uses the maximal
similarity value obtained from the matchers.
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Furthermore, those pairs of concepts with similarity values equal to or
higher than a given threshold are retained in order to obtain the map-
ping suggestions. Another filtering strategy, presented in [26], uses two
thresholds—those pairs equal to or above the higher threshold are directly
retained as mapping suggestions while those between the two thresholds are
filtered out with respect to the structure of the ontology and the pairs with
similarity values above the higher threshold.

In Phase II the mapping suggestions are presented for validation to the
user who can accept or reject them. The accepted suggestions become part of
the final alignment. Both the accepted and the rejected mapping suggestions
are further used in the alignment process to avoid unnecessary computations
and validations. A conflict checker may be used to detect possible conflicts.

The alignment algorithms are evaluated mainly according to their pre-
cision, recall and f-measure. The precision measure reflects the ratio
between the correct pairs and all pairs of concepts in the newly created
alignment. The recall measure reflects the ratio between the pairs that
should be retrieved by the alignment algorithms (it is known that they are
correct according to, for instance, a reference alignment) and the correct
pairs that have actually been retrieved. The f-measure connects precision
and recall.

2.3 Ontology debugging

Developing ontologies and alignments is not a trivial task. As ontologies
grow in size and complexity, the intended and unintended entailments be-
come difficult to follow. As mentioned above, the ontologies are usually
developed by domain experts who often are not expert in knowledge repre-
sentation and may not have experience with the capabilities of the knowl-
edge representation languages (good/bad practices). The same issues apply
for developing alignments. Concept discrepancies between the different on-
tologies, for instance, using one term for different real-world entities, are
also sources of defects during the alignment. The experiment in Section
5.2.3 presents such an example. During the alignment, the domain expert
marked the metabolism concepts in both ontologies as equivalent. However,
it was discovered that they are not equivalent during the following debug-
ging process. As a consequence, the ontologies, alignments and integrated
ontology network may be incorrect, incomplete or inconsistent. Using them
in semantically-enabled applications may lead to entailment of incorrect
conclusions or valid conclusions may be missed.

Recall the example from Subsection 1.2.2 regarding missing/wrong sub-
sumption relations in the MeSH hierarchy. It clearly shows how substantial
the influence of such defects for the semantically-enabled applications may
be.

Another example demonstrates the way communication can be disrupted
between two intelligent agents using two different ontologies in the medical
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domain. For the same group of eye related illnesses, one of the ontologies uses
the concept Eye Diseases, while the other uses the concept Eye Disorders.
If a mapping between these two concepts is not available, the two agents will
not be able to share data (understand each other) regarding these concepts.
If the mapping were wrong they would exchange incorrect information.

To achieve highly reliable results from the semantically-enabled appli-
cations, it is necessary to have both high quality ontologies and high qual-
ity alignments. Debugging of the ontologies and alignments is a key step
towards eliminating defects in them, which is essential for obtaining high-
quality results in the semantically-enabled applications. The ontology de-
bugging area deals with discovering and resolving defects in the structure
of the ontologies and their alignments. To highlight the growing impor-
tance of the field the International Workshop on Debugging Ontologies and
Ontology Mappings (WoDOOM) was founded in 2012.

2.3.1 Classification of defects

The defects differ [48] in nature and, consequently, in the complexity of their
detection and repair.

• syntactic defects, such as incorrect format or a missing tag, are
trivial to find and resolved using parsers;
• semantic defects have their origin in unintended inferences (the ex-

ample in Figure 2.5 illustrates semantic defects in the Pizza ontology
[12]):

– unsatisfiable concepts are concepts that cannot have any in-
stances. Figure 2.5 shows an unsatisfiable concept CheeseyVeg-
etableTopping. It is defined as a CheeseTopping and as a Veg-
etableTopping at the same time where CheeseTopping and Veg-
etableTopping are disjoint concepts. Nothing can be CheeseTop-
ping and VegetableTopping at the same time, i.e., the CheeseyVeg-
etableTopping will not have any instances and it is an unsatisfi-
able concept;

– incoherent ontologies are ontologies that contain unsatisfiable
concepts. The Pizza ontology contains at least one unsatisfiable
concept (CheeseyVegetableTopping), i.e., it is an incoherent on-
tology;

– inconsistent ontologies contain inconsistencies, for example,
an instance that belongs to an empty set. In this example if
CheeseyVegetableTopping has instances the ontology would be
inconsistent.

The semantic defects can be found using reasoners, which are soft-
ware application programs that are able to derive logical consequences
from a given set of asserted axioms—Pellet [9], Jena [2], FaCT++ [3],
HermiT [5], etc.
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Figure 2.5: An unsatisfiable concept in the Pizza ontology.

• modelling defects, such as missing and wrong relations, require do-
main knowledge to detect and resolve. With very few exceptions there
is lack of system support for debugging such defects. The examples at
the beginning of this section show modelling defects—missing and
wrong is-a relations and mappings.
The missing is-a relations in Figure 2.1 are (nasal bone, bone), (max-
illa, bone), (lacrimal bone, bone) and (jaw, bone) in the left ontology
(AMA), and (metatarsal bone, foot bone) and (tarsal bone, foot bone)
in the right ontology (NCI-A). The wrong is-a relations are (upper jaw,
jaw) and (lower jaw, jaw) in the right ontology.
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2.4 Definitions

This subsection presents several formal definitions that will be used through-
out the thesis.

2.4.1 Ontologies and ontology networks

The focus of our work is on taxonomies, which are the most widely used kind
of ontologies. ‘Taxonomy’ and ‘ontology’ are used interchangeably in the
next chapters. The taxonomies consist of named concepts and subsumption
(is-a) relations between the concepts. The following definition applies.

Definition 1 A taxonomy O is represented by a tuple (C, I) where C is
its set of named concepts and I ⊆ C × C is a set of asserted is-a relations,
representing the is-a structure of the ontology.

The ontologies are connected into a network through alignments. We cur-
rently consider equivalence mappings (≡) and is-a mappings (subsumed-by
(→) and subsumes (←)).

Definition 2 An alignment between ontologies Oi and Oj is represented
by a set Mij of pairs representing the mappings, such that for concepts
ci ∈ Oi and cj ∈ Oj: ci → cj is represented by (ci, cj); ci ← cj is represented
by (cj , ci); and ci ≡ cj is represented by both (ci, cj) and (cj , ci).

1

Definition 3 A taxonomy network N is a tuple (O,M) with O = {Ok}nk=1

the set of the ontologies in the network and M = {Mij}ni,j=1;i<j the set of
representations for the alignments between these ontologies.

Without loss of generality, we assume that the sets of named concepts
for the different ontologies in the network are disjoint.

A significant part of our approach relies on knowledge intrinsic to the
network, i.e., knowledge logically derivable from the network. The domain
knowledge of an ontology network is represented by its induced ontology.

Definition 4 Let N = (O,M) be an ontology network, with O = {Ok}nk=1,
M = {Mij}ni,j=1;i<j. Let Ok = (Ck, Ik). Then the induced ontology for
network N is the ontology ON = (CN , IN ) with CN = ∪nk=1Ck and IN =
∪nk=1Ik ∪ni,j=1;i<jMij.

2.4.2 Knowledge bases

In the algorithms we use the notion of knowledge base (KB). The notion that
we define here is a restricted2 variant of the notion as defined in description
logics [16].

1Observe that for every Mij there is a corresponding Mji such that Mij = Mji.
Therefore, in the remainder of this thesis we will only consider the Mij where i < j.

2We use only concept names and no roles. The axioms in the TBox are of the form A
⊆̇ B or A

.
= C, and the ABox is empty.
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Definition 5 Let C be a set of named concepts. A knowledge base is then
a set of axioms of the form A → B with A ∈ C and B ∈ C. A model of the
knowledge base satisfies all axioms of the knowledge base.

In the algorithms we initialize KBs with an ontology. This means that
for ontology O = (C, I) we create a KB such that (A,B) ∈ I iff A → B is
an axiom in the KB.

For the KBs, we assume that they are able to do deductive logical in-
ference. Furthermore, we need the following reasoning services. For a given
statement the KB should be able to answer whether the statement is entailed
by the KB.3 If a statement is entailed by the KB, it should be able to re-
turn the derivation paths (explanations) for that statement. The derivation
paths, also called justifications, are used to show how a given statement
is entailed. For a given named concept, the KB should return the super-
concepts and the sub-concepts.

The KBs can be implemented in several ways. For instance, any descrip-
tion logic system could be used. In our setting, where we deal with tax-
onomies, we have used an efficient graph-based implementation. We have
represented the ontologies using graphs where the nodes are concepts and
the directed edges represent the is-a relations. The entailment of statements
of the form a → b can be checked by transitively following edges starting at
a. If b is reached, then the statement is entailed, otherwise not. If a → b is
entailed, then the derivation paths are all the different paths obtained by
following directed edges that start at a and end at b. The super-concepts
of a are all the concepts that can be reached by following directed edges
starting at a. The sub-concepts of a are all the concepts for which there
is a path of directed edges starting at the concept and ending in a.

3In our setting, entailment by ontology can be reformulated as entailment by KB.
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Framework and
Algorithms

This chapter presents our integrated ontology alignment and debugging
framework with its two components—a debugging component and an align-
ment component. It is an extension of the framework in [67], which can be
seen as the debugging component in this work. The extended framework
introduces algorithms for debugging modelling defects in alignments and in-
tegrating ontology alignment and debugging of ontology networks. This is
the first framework, to the best of our knowledge, that integrates ontology
alignment and debugging in a unified approach. The interactions between
them provide advantages for both areas.

This chapter is organized as follows: Section 3.1 gives an overview of
the framework and introduces the three phases in its workflow—detection,
validation and repairing phases. The first part of Section 3.2—Subsection
3.2.1—introduces two methods for detecting possible modelling defects in
ontologies and their alignments. The second part—Subsection 3.2.2—
explains the motivation for a set of requirements enforced during the re-
pairing process and introduces four heuristics, initially defined in [61], in
order to facilitate the repairing. The methods described in Section 3.2 are
then applied and improved in the debugging and alignment components.
Section 3.3 presents the algorithms for discovering and resolving wrong and
missing is-a relations and mappings in the debugging component. Section
3.4 presents the algorithms in the alignment component, where the detec-
tion phase utilizes ontology alignment algorithms. The final section (3.5)
illustrates the advantages of the interactions between the two components.
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3.1 Framework and workflow

Our framework consists of two major components—a debugging component
and an alignment component. They can be used completely independently,
thus acting as two different systems, or in close interaction where each of
the components benefits from the interaction. The alignment component
detects and repairs missing and wrong mappings between ontologies using
alignment algorithms, while the debugging component additionally detects
and repairs missing and wrong is-a structure in ontologies employing the
knowledge intrinsic to the network. Although we describe the two com-
ponents separately, in our framework ontology alignment can be seen as a
special kind of debugging.

The workflow in both components consists of three phases during which
wrong and missing is-a relations/mappings are detected, validated and re-
paired in a semi-automatic manner by a domain expert (Figure 3.1).

In Phase 1 possible modelling defects in ontologies and their alignments
are detected. The debugging component detects possible defects for a se-
lected ontology. Possible defects for a selected pair of ontologies can be
detected from both components—when the debugging component is used,
an initial alignment between the two ontologies is needed as well. In Phase
2 the user validates the detected defects (possibly based on recommenda-
tions from the system) and categorizes each of them as a missing is-a rela-
tion/mapping or wrong is-a relation/mapping. The algorithms for detecting
possible modelling defects and the validation procedure are explained in Sub-
section 3.3.1 for the debugging component and in Subsection 3.4.1 for the
alignment component.

A naive way of repairing defects would be to compute all possible re-
pairing actions1 for the network with respect to the validated missing is-a
relations and mappings for all the ontologies in the network (following the
definition in Subsection 3.2.2). This is in practice infeasible as it involves all
the ontologies and alignments and all the missing and wrong is-a relations
and mappings in the network. It is also hard for domain experts to choose
between large sets of repairing actions for all the ontologies and alignments.
Moreover, functional visualization of such large sets may be complicated, if
not impossible. Therefore, in our approach, we repair ontologies and align-
ments one at a time (Phase 3).

During Phase 3 the validated missing and wrong is-a relations and
mappings from the debugging component and the validated missing and
(some of) the wrong mappings from the alignment component are repaired
in similar ways. For the selected ontology (for repairing is-a relations) or
for the selected alignment and its pair of ontologies (for repairing map-
pings), a user can choose to repair the missing or the wrong is-a rela-
tions/mappings (Phase 3.1-3.4). Although the algorithms for repairing

1Is-a relations and/or mappings to add and/or remove in order to repair the validated
defects.
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Figure 3.1: Workflow.

are different for missing and wrong is-a relations/mappings, the repairing
goes through the phases of generation of repairing actions, the ranking of is-a
relations/mappings, the recommendation of repairing actions and finally, the
execution of repairing actions.

In Phase 3.1 repairing actions are generated. For missing is-a relations
and mappings these are is-a relations or mappings to add, while for wrong
is-a relations and mappings, these are is-a relations or mappings to remove.

In general, there will be many is-a relations/mappings that need to be
repaired and some of them may be easier to start with, such as the ones
with fewer repairing actions. We therefore rank them with respect to the
number of possible repairing actions (Phase 3.2).

After this, the user can select an is-a relation/mapping to repair and
choose among possible repairing actions. To facilitate this process, we use
algorithms to recommend repairing actions (Phase 3.3).

Once the user decides on repairing actions, the chosen repairing actions
are then removed (for wrong is-a relations/mappings) from or added (for
missing is-a relations/mappings) to the relevant ontologies and alignments
and the consequences are computed (Phase 3.4). For instance, by re-
pairing one is-a relation/mapping some other missing or wrong is-a rela-
tions/mappings may also be repaired or their repairing actions may change.
Furthermore, new modelling defects may be found.

Descriptions of our algorithms in the two components for Phases 3.1-
3.4 are found in Subsections 3.3.2 and 3.4.2.

The first two phases in the alignment component can be considered an
instantiation of the general alignment framework presented in Subsection
2.2. The detection phase in the alignment component follows directly after
Phase 1 in the general framework, applying ontology alignment algorithms.
The validation phase in the alignment component corresponds to Phase 2
in the general framework. The third phase in the alignment component
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can be seen as an extension of the alignment framework. While in the
alignment framework the validation finalizes the alignment process, adding
the correct mappings to the final alignment, in the alignment component we
introduce a third phase where more possibilities for repairing missing and
wrong mappings are presented to the domain expert.

We note that at any time during the debugging/alignment workflow, the
user can switch between different ontologies, start earlier phases, or switch
between the repairing of wrong is-a relations, the repairing of missing is-a
relations, the repairing of wrong mappings and the repairing of missing
mappings. The user can switch between the phases in the debugging and the
alignment component as well. We also note that the repairing of defects often
leads to the discovery of new defects, i.e., leading to additional debugging
opportunities. Thus, several iterations are usually needed for completing
the debugging/alignment process. The process ends when no more missing
or wrong is-a relations and mappings are detected or need to be repaired.

In the following subsections we describe the components and their inter-
actions, and present algorithms we have developed for the different compo-
nents and phases.

3.2 Methods in the framework

This section presents methods and notions further implemented in the de-
tection and repairing phases in both components. Subsection 3.2.1 presents
two methods and related definitions for detecting modelling defects. Sub-
section 3.2.2 introduces the notion of structural repair during the repairing
process and lists four heuristics used to facilitate the repairing.

3.2.1 Detect missing and wrong is-a relations and map-
pings

Two methods for discovering wrong and missing is-a relations and mappings
are presented below. In the first method, given an ontology network, the
domain knowledge represented by the network is utilized to detect the de-
duced is-a relations and mappings in the network (missing is-a relations and
mappings). However, the ontology network may contain incorrect informa-
tion and some of the detected missing is-a relations and mappings could
be derived due to wrong is-a relations and mappings. Thus, the output of
the method should be validated by a domain expert as missing structure
(should be in the ontologies/alignments) and wrong structure (should not
be in the ontologies/alignments). The method is presented together with
examples and during its presentation related definitions are introduced. The
second method employs different matchers for discovering modelling defects
in alignments and its output (mapping suggestions) should be validated by
a domain expert as well.
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The possible defects in the structure of the ontologies, generated by
detection methods prior to the validation, are called candidate missing
is-a relations (CMIs). The possible defects in the alignments, generated
by detection methods prior to the validation, are called candidate missing
mappings (CMMs). The set of CMIs in the network is denoted as CMI
and the set of CMMs in the network is denoted as CMM . Prior to repairing,
the CMIs and CMMs should be validated by, e.g., a domain expert. During
the validation the CMIs are divided into two sets—wrong and missing is-a
relations, respectively denoted as WI and MI. Similarly, the CMMs are
divided into two sets as well—wrong and missing mappings, respectively
denoted as WM and MM. MI, WI, MM, WM are not dependent on
the origin of the CMIs and CMMs. After validation the relations in these
sets are repaired.

Using knowledge intrinsic to an ontology network

Given an ontology network, the set of candidate missing is-a relations
logically derivable from the ontology network (CMILD) consists of
is-a relations between two concepts of an ontology, which can be inferred
using logical derivation from the induced ontology of the network, but not
from the ontology alone. Similarly, given an ontology network, the set of
candidate missing mappings logically derivable from the ontology
network (CMMLD) consists of mappings between concepts in two ontolo-
gies, which can be inferred using logical derivation from the induced ontology
of the network, but not from the two ontologies and their alignment alone.

Definition 6 Let N = (O,M) be an ontology network, with O = {Ok}nk=1,
M = {Mij}ni,j=1;i<j and induced ontology ON = (CN , IN ). Let Ok =
(Ck, Ik). Then, we define the following:

(1) ∀k ∈ 1..n : CMILDk
= {(a, b) ∈ Ck × Ck | ON |= a→ b ∧ Ok 6|= a→

b} is the set of candidate missing is-a relations for Ok logically
derivable from the network.

(2) ∀i, j ∈ 1..n, i < j : CMMLDij = {(a, b) ∈ (Ci×Cj)∪(Cj×Ci) | ON |=
a→ b∧ (Ci∪Cj , Ii∪Ij ∪Mij) 6|= a→ b} is the set of candidate missing
mappings for (Oi,Oj ,Mij) logically derivable from the network.

(3) CMILD= ∪nk=1CMILDk
is the set of candidate missing is-a

relations logically derivable from the network.
(4) CMMLD = ∪ni,j=1;i<jCMMLDij is the set of candidate missing

mappings logically derivable from the network.

Thus, CMILD ⊆ CMI and CMMLD ⊆ CMM .
As was mentioned, the structure of the ontologies and the mappings may

contain wrong is-a relations and some of the CMILD and CMMLD may be
logically derived due to some wrong is-a relations and mappings. Therefore,
we need to validate the CMILD and sort them out in one of the two sets
WI or MI. In this case we have that MI ⊇ ∪nk=1MIk with MIk the

29



CHAPTER 3. FRAMEWORK AND ALGORITHMS

set of missing is-a relations in Ok, and WI ⊇ ∪nk=1WIk with WIk the set
of wrong is-a relations in Ok. Similarly, the CMMLD should be validated
and sorted out in one of the two sets WM or MM. In this case we have
that MM ⊇ ∪ni,j=1;i<jMMij with MMij the set of missing mappings
between Oi and Oj , and WM ⊇ ∪ni,j=1;i<jWMij with WMij the set of
wrong mappings between Oi and Oj .

As an example, in the network in Figure 2.1, we find 6 CMIs in the first
ontology ((nasal bone, bone), (maxilla, bone), (lacrimal bone, bone), (jaw,
bone), (upper jaw, jaw), (lower jaw, jaw)) and 2 CMIs in the second ontology
((metatarsal bone, foot bone), (tarsal bone, foot bone)). For instance, (nasal
bone, bone) is a CMI as it cannot be logically derived in the first ontology,
but it can be logically derived from the network as nasal bone in the first
ontology is equivalent to nasal bone in the second ontology, nasal bone in
the second ontology is a sub-concept of bone in the second ontology (via
flat bone) and bone in the second ontology is equivalent to bone in the first
ontology. After validation by a domain expert (upper jaw, jaw) and (lower
jaw, jaw) will become wrong and the rest will become missing is-a relations.

As another example2, in the experiment in Subsection 5.1.1 where we
debug a network containing AMA and NCI-A, we find the CMIs (lower res-
piratory system cartilage, cartilage) and (brain grey matter, white matter).
The former is a missing is-a relation, while the latter is a wrong is-a relation.

We note that each validation leads to a debugging opportunity. The
wrong is-a relations and mappings are indications that there is incorrect in-
formation in the network. In order to repair the network some is-a relations
or mappings need to be removed. In the case of a missing is-a relation or
mapping, some is-a relations or mappings need to be added. This is a con-
sequence and an advantage of our logic-based approach using the knowledge
intrinsic to the network.

Using ontology alignment algorithms

While generating CMMs using the knowledge logically derivable from the
network can be considered a special kind of ontology alignment, other align-
ment algorithms can be employed to detect CMMs. Since this method em-
ploys alignment algorithms it can only be used to detect the set of candi-
date missing mappings from alignment algorithms (CMMAlignment).

Definition 7 Let N = (O,M) be an ontology network, with O = {Ok}nk=1,
M = {Mij}ni,j=1;i<j and induced ontology ON = (CN , IN ). Let Ok =
(Ck, Ik) and AA is the set of available ontology alignment algorithms. Then,
we define the following:

(1) ∀i, j ∈ 1..n, i < j, CMMAlignmentij is the set of candidate miss-
ing mappings from alignment algorithms for (Oi,Oj ,Mij ,AA).

2From OAEI 2010 Anatomy.
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(2) CMMAlignment = ∪ni,j=1;i<jCMMAlignmentij is the set of can-
didate missing mappings from alignment algorithms for the net-
work.

Thus, CMMAlignment ⊆ CMM .
Analogously to the CMMLD, CMMAlignment is presented to a do-

main expert for validation. As a result of the validation the members of
CMMAlignment are sorted out in one of the two sets—MM and WM,
as shown above. In the previous detection method the CMILD and the
CMMLD are based on actually existing relations/mappings in the network
and all of them will be repaired later. The detection using ontology align-
ment algorithms, however, does not employ existing knowledge, i.e., the
CMMAlignment are not based on existing relations/mappings in the net-
work. This fact leads to the following consequences during the repairing—
all mappings in MM will be repaired. This is not the case with those in
WM where only the mappings logically derivable from the network will be
repaired. The rest will not be repaired since they are not based on existing
relations/mappings in the network.

This method is particularly important when there is no network, i.e., no
alignments between the ontologies. In such a case it is used to create an
initial network enabling the detection of CMIs and CMMs with the detection
algorithm, which employs the knowledge intrinsic to the network.

3.2.2 Repair missing and wrong is-a relations and map-
pings

Once missing and wrong is-a relations and mappings have been obtained, we
need to repair them. We note that the theory for repairing does not require
that the missing and wrong is-a relations and mappings are determined
using the techniques for detection described above. They may have been
generated using external knowledge and then validated by a domain expert
or they may have been provided directly by a domain expert. The methods
for repairing do not depend on and cannot distinguish the origin of the
wrong and missing is-a relations/mappings.

We first present the notion of structural repair used to formalize a set of
requirements enforced during the process of repairing of the defects. Then
four heuristics, initially defined in [61] for missing is-a relations, are intro-
duced with their extended definitions. They filter the possible repairing
actions in order to assist the domain expert during the repairing process.

Structural repair

For each ontology in the network, we want to repair its is-a structure in
such a way that (i) the missing is-a relations can be logically derived from
their repaired host ontologies and (ii) the wrong is-a relations can no longer
be logically derived from the repaired ontology network. In addition, for
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each pair of ontologies, we want to repair its mappings in such a way that
(iii) the missing mappings can be logically derived from the repaired host
ontologies of their mapped concepts and the repaired alignment between the
host ontologies of the mapped concepts and (iv) the wrong mappings can no
longer be logically derived from the repaired ontology network. To satisfy
requirement (i), we need to add a set of is-a relations to the host ontology.
To satisfy requirement (iii), we need to add a set of is-a relations to the
host ontologies of the mapped concepts and/or mappings to the alignment
between the host ontologies of the mapped concepts. To satisfy require-
ments (ii) and (iv), a set of asserted is-a relations and/or mappings should
be removed from the ontology network. The notion of structural repair
formalizes this.

Definition 8 Let N = (O,M) be an ontology network, with O = {Ok}nk=1,
M = {Mij}ni,j=1;i<j and induced ontology ON = (CN , IN ). Let Ok =
(Ck, Ik). LetMIk andWIk be the missing, respectively wrong, is-a relations
for ontology Ok and letMI ⊇ ∪nk=1MIk andWI ⊇ ∪nk=1WIk. LetMMij

and WMij be the missing, respectively wrong, mappings between ontologies
Oi and Oj and let MM ⊇ ∪ni,j=1;i<jMMij and WM ⊇ ∪ni,j=1;i<jWMij.
A structural repair for N with respect to (MI,WI,MM,WM), de-
noted by (R+,R−), is a pair of sets of is-a relations and mappings, such
that

(1) R− ∩R+ = ∅
(2) R− = R−M ∪R

−
I ; R−M ⊆ ∪ni,j=1,i<jMij; R−I ⊆ ∪nk=1Ik

(3) R+ = R+
M ∪R

+
I ; R+

M ⊆ ∪ni,j=1,i<j((Ci×Cj) \Mij); R+
I ⊆ ∪nk=1((Ck×

Ck) \ Ik)
(4) ∀k ∈ 1..n : ∀(a, b) ∈MIk: (Ck, (Ik ∪ (R+

I ∩ (Ck ×Ck))) \R−I ) |= a→ b
(5) ∀i, j ∈ 1..n, i < j : ∀(a, b) ∈MMij: ((Ci ∪ Cj), (Ii ∪ ((Ci×Ci)∩R+

I )∪
Ij ∪ ((Cj × Cj) ∩R+

I ) ∪Mij ∪ ((Ci × Cj) ∩R+
M )) \ R−) |= a→ b

(6) ∀(a, b) ∈ WI ∪WM∪R−: (CN , (IN ∪R+) \ R−) 6|= a→ b

The definition states that (1) the added is-a relations and mappings cannot
at the same time be removed, (2) the removed mappings come from the
original alignments and the removed is-a relations come from the original
asserted is-a relations in the ontologies, (3) the added mappings were not
in the original alignments and the added is-a relations were not original
is-a relations in the ontologies, (4) every missing is-a relation is logically
derivable from its repaired host ontology, (5) every missing mapping is log-
ically derivable from the repaired host ontologies of the mapped concepts
and their repaired alignment, and (6) no wrong mapping, wrong is-a relation
or removed mapping or is-a relation is logically derivable from the repaired
network. The is-a relations and mappings contained in a structural repair
are called repairing actions.
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Preferences

As explained in [61] regarding missing is-a relations, there could be many
structural repairs and not all of them are equally useful or interesting for a
domain expert. For instance, four structural repairs for the set with missing
is-a relations M = {(nasal bone, bone), (maxilla, bone)} in the first ontology
in Figure 2.1 are presented in the list below:

• S1 = {(nasal bone, bone), (maxilla, bone)}—the missing is-a relations
are repaired by adding them;
• S2 = {(nasal bone, bone), (maxilla, bone), (jaw, bone)}—the missing

is-a relations are repaired by adding them and one more is-a relation
with no regard to the missing relations;
• S3 = {(viscerocranium bone, bone)}—adding this is-a relation will

make the missing is-a relations logically derivable since nasal bone
→ viscerocranium bone and maxilla → viscerocranium bone. It is also
correct according to the domain and moreover it will repair (lacrimal
bone, bone) which is also a missing is-a relation;

• S4 = {(viscerocranium bone, bone), (maxilla, bone)}—same as the pre-
vious set plus one of the missing is-a relations. However, in the pres-
ence of (viscerocranium bone, bone) in the taxonomy, adding (maxilla,
bone) will introduce redundancy, since (maxilla, bone) will become
logically derivable through maxilla → viscerocranium bone → bone.

Many others structural repairs can be created.
Four heuristics have been developed in [61] in order to assist the domain

expert during the repairing process. They aim to reduce the number of
structural repairs presented to the domain expert without excluding relevant
repairing actions from them. We illustrate them with examples and present
extended definitions here.

Definition 9 Pref1 Let S1 and S2 be structural repairs for the ontology
O with respect to (MI,WI,MM,WM), then S1 is axiom-preferred to S2

(notation S1 �A S2) iff S1 ⊆ S2.

The first heuristic states that we want to use repairing actions that con-
tribute to the repairing. It corresponds to the notion of Subset Minimality
given in [65]. For instance, consider the missing is-a relations (nasal bone,
bone) and (maxilla, bone) in the first ontology in Figure 2.1. Two possi-
ble structural repairs are S1 = {(nasal bone, bone), (maxilla, bone)} and
S2 = {(nasal bone, bone), (maxilla, bone), (jaw, bone)}. According to this
preference, to repair the missing is-a relations, we should choose S1 over
S2 since using (jaw, bone) in addition will not contribute to the repairing
of the missing (nasal bone, bone) and (maxilla, bone). As another exam-
ple consider structural repair S3 = {(viscerocranium bone, bone)} and S4 =
{(viscerocranium bone, bone), (maxilla, bone)}. In this case S3 �A S4 since
(viscerocranium bone, bone) alone will repair both missing is-a relations and
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adding (maxilla, bone) will introduce redundancy in the taxonomy and will
not contribute to the repairing.

Definition 10 Pref2 We say that (x1, y1) is more informative than (x2, y2)
iff x2 → x1 and y1 → y2. Let S1 and S2 be structural repairs for the ontology
O with respect to (MI,WI,MM,WM). Then S1 is information-preferred
to S2 (notation S1 �I S2) iff ∃ (x1, y1) ∈ S1, (x2, y2) ∈ S2: (x1, y1) is more
informative than (x2, y2).

Therefore, adding or removing more informative repairing actions adds
or removes more knowledge than less informative repairing actions. Accord-
ing to this preference we want to repair with repairing actions that are as
informative as possible. It is a special case of More Informative, as defined
in [65]—adding more informative repairing actions for missing is-a relations
to the set with asserted axioms in a taxonomy will always entail the missing
is-a relations.

As an example, consider again the missing is-a relation (nasal bone, bone)
in Figure 2.1. Knowing that nasal bone → viscerocranium bone, according
to the definition of more informative, we know that (viscerocranium bone,
bone) is more informative than (nasal bone, bone). As viscerocranium bone
actually is a sub-concept of bone according to the domain, a domain expert
would prefer to use the more informative repairing action for the given
missing is-a relation.3

Definition 11 Pref3 Let S1 and S2 be structural repairs for the ontol-
ogy O = (C, I) with respect to (MI,WI,MM,WM). Then S1 is strict-
hierarchy-preferred to S2 (notation S1 �SH S2) iff ∃ A, B ∈ C: (C, I) |= A
→ B and (C, I) 6|= B → A and (C, I ∪ S1) 6|= B → A and (C, I ∪ S2) |=
B → A.

The third heuristic prefers not to introduce equivalence relations between
concepts when in the original ontology there is an is-a relation. For instance,
consider the missing is-a relation (metatarsal bone, foot bone) in the second
ontology in Figure 2.1. Two possible structural repairs are {(metatarsal
bone, foot bone)} and {(bone of the lower extremity, foot bone)}. Adding
the latter will introduce an equivalence relation between (bone of the lower
extremity, foot bone) which is not desirable with respect to this preference.
Additionally, this is often not correct according to the domain.

Pref4 Finally, the single relation heuristic assumes that it is more likely
that the ontology developers have failed to add single is-a relations, rather
than a chain of is-a relations. For instance, consider again the missing is-a
relation (nasal bone, bone). It is more likely that the developers have failed
to add it, rather than missing a chain of relations, for example, nasal bone
→ x1 → x2 → . . .→ xn → bone.

3We also note that using (viscerocranium bone, bone) as repairing action would also
immediately repair the missing is-a relations (maxilla, bone) and (lacrimal bone, bone).
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1. Initialize KBN with ontology network N ;
2. For k := 1 .. n:

initialize KBk with ontology Ok;
3. For i := 1 .. n-1: for j := i+1 .. n:

initialize KBij with ontologies Oi and Oj ;
for every mapping (m,n) ∈Mij : add the axiom m→ n to KBij ;

Figure 3.2: Initialization for detection.

3.3 Algorithms in the debugging component

Subsection 3.3.1 presents our algorithms for detecting (Phase 1) and vali-
dating (Phase 2) wrong and missing is-a relations and mappings employ-
ing knowledge intrinsic to the ontology network. The detection algorithm
follows the definition for CMILD and CMMLD given in Subsection 3.2.1
introducing an improvement of the method. Subsection 3.3.2 presents the
process of repairing missing and wrong is-a relations/mappings (Phase 3)
including our algorithms that calculate the structural repairs.

The input for the debugging component is a taxonomy network, i.e., a
set of taxonomies and their alignments. The output is the set of repaired
taxonomies and alignments.

3.3.1 Detect and validate candidate missing is-a rela-
tions and mappings

The detection phase (Phase 1) starts with initialization of a KB for the
ontology network (KBN ), KBs for each ontology (KBk) and for each pair
of ontologies and their alignment (KBij). The algorithm for initialization
of the different KBs is shown in Figure 3.2.

Then CMIs and CMMs that are logically derivable from the network
could be found by directly applying the definition for CMILD and CMMLD

given in Subsection 3.2.1—using a brute-force method by checking each pair
of concepts in the network. For each pair of concepts within the same
ontology, we check whether an is-a relation between the pair can be logically
derived from the KB of the network, but not from the KB of the ontology,
and if so, it is a CMI. Similarly, for each pair of concepts belonging to two
different ontologies, we check whether an is-a relation between the pair can
be logically derived from the KB of the network, but not from the KB of
the two ontologies and their alignment, and if so, it is a CMM.

However, for large ontologies or ontology networks, this is infeasible.
Moreover, some of these CMIs and CMMs are redundant in the sense that
they can be repaired by the repairing actions of other CMIs and CMMs.
Therefore, instead of checking all pairs of concepts in the network we define
a subset of the set of all pairs of concepts in the network that we will consider
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for generating CMIs and CMMs logically derivable from the network. This
subset will initially consist of all pairs of mapped concepts4 and we explain
this choice below.

In the restricted setting where we assume that all existing is-a relations
in the ontologies and all existing mappings in the alignments are correct (and
thus the debugging problem does not need to consider wrong is-a relations
and mappings), it can be shown that all CMIs and CMMs logically derivable
from the network5 will be repaired when we repair the CMIs and CMMs
between mapped concepts.

Proposition. Let N = (O,M) be an ontology network with O = {Ok}nk=1

the set of the ontologies in the network and M = {Mij}ni,j=1;i<j the set of
representations for the alignments between these ontologies. Further, assume
that all is-a relations in the ontologies and all mappings in the alignments
are correct. Then the following holds:

(i) For each logically derivable candidate missing is-a relation (a, b) in
ontology Oi, there exists a logically derivable candidate missing is-a relation
(x, y) in ontology Oi where x and y are mapped concepts in alignments
between Oi and other ontologies in the network, such that the repairing of
(x, y) also repairs (a, b).

(ii) For each logically derivable candidate missing mapping (a, b) such
that a ∈ Oi and b ∈ Oj with i 6= j, there exists a logically derivable candidate
missing mapping (x, y) such that x ∈ Oi and y ∈ Oj, x is a mapped concept
in an alignment between Oi and another ontology in the network and y is
a mapped concept in an alignment between Oj and another ontology in the
network, such that the repairing of (x, y) also repairs (a, b).

Proof. Assume (a, b) is a CMI logically derivable from the network in
Oi. According to the definition of CMI logically derivable from the network,
the relation a→ b is not logically derivable from Oi but logically derivable
from the ontology network. So, there must exist at least one concept from
another ontology in the network, for instance z, such that ON |= a→ z → b.
Because concepts a and z reside in different ontologies, the relation a → z
must be supported by a mapping between a concept x in Oi and a concept
x′ in another ontology, e.g., Or, in the network, such that (x,x′) ∈Mir (if i
< r) or (x,x′) ∈ Mri (if r < i), and ON |= a → x → x′ → z. Likewise, for
concepts z and b, the relation z → b must also be supported by a mapping
between a concept y in Oi and a concept y′ in another ontology, e.g., Os,
in the network, such that (y′,y) ∈ Msj (if s < j) or (y′,y) ∈ Mjs (if j <
s), such that ON |= z → y′ → y → b. We can then deduce that x → y
is logically derivable from the ontology network because ON |= a → x →

4In the worst case scenario the number of mapped concept pairs is equal to the total
number of concept pairs. In practice, the use of mapped concepts may significantly
reduce the search space, e.g., when some ontologies are smaller than other ontologies
in the network or when not all concepts participate in mappings. For instance, in the
experiment in Section 5.1.1 the search space is reduced by almost 90%.

5In this setting all CMIs logically derivable from the network are also missing is-a
relations, and all CMMs logically derivable from the network are also missing mappings.
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x′ → z → y′ → y → b. Since a → b is not inferrable from Oi, the relation
x → y cannot be inferred from Oi either. This means that (x, y) is also a
CMI logically derivable from the network in Oi, and the repairing of (x, y)
also repairs (a, b). This proves statement (i). A similar proof can be given
for statement (ii). ♣

The proposition guarantees that for the part of the network for which the
is-a structure and mappings are correct, we find all CMIs and CMMs logi-
cally derivable from the network when using the set of all pairs of mapped
concepts. In addition, we may generate CMIs and CMMs that were logically
derived using incorrect information. Thus, the CMIs and CMMs may later
be validated as missing (these that are correct) or wrong (these that are
incorrect). As our debugging approach is iterative, after repairing, larger
and larger parts of the network will contain only correct is-a structure and
mappings. When, finally, the entire network contains only correct is-a struc-
ture and mappings, the proposition guarantees that all defects that can be
found using the knowledge intrinsic to the network have been found using
our approach.

In the network in Figure 2.1 the CMIs are (nasal bone, bone), (maxilla,
bone), (lacrimal bone, bone), (jaw, bone), (upper jaw, jaw) and (lower jaw,
jaw) in the left ontology (AMA), and (metatarsal bone, foot bone) and (tarsal
bone, foot bone) in the right ontology (NCI-A). Since the network contains
only two ontologies and their alignment, CMMs cannot be detected in this
example. In order to detect CMMs with this method at least three ontologies
and two alignments are needed.

After the CMIs and CMMs have been generated, redundant ones are
removed. The remaining CMIs and CMMs are then presented to a domain
expert for validation (Phase 2).

We then use the recommendation algorithm for validation from [67]. As
is-a and part-of are often confused, the user can ask for a recommendation
based on existing part-of relations in the ontology or in external domain
knowledge (WordNet). If a part-of relation exists between the concepts of a
CMI, it is likely a wrong is-a relation. Similarly, the existence of is-a relations
in external domain knowledge (WordNet and UMLS6) may indicate that a
CMI is indeed a missing is-a relation.

In the network in Figure 2.1 (upper jaw, jaw) and (lower jaw, jaw) are
validated as wrong since an upper/lower jaw is a part-of (not is-a) a jaw.
The rest are validated as correct.

As noted before, every CMI or CMM that is generated using this ap-
proach also presents an opportunity for debugging. If a CMI or CMM that
is logically derivable from the network is validated as correct, then informa-

6It is well-known that UMLS contains semantic and modelling defects (e.g., [52, 33]).
Therefore, we only use the external resources in the recommendation of the validation of
CMIs (and in Section 3.3.2 in the recommendation of repairing actions), but not in the
generation. The validation (and in Section 3.3.2 the choice of repairing actions) is always
the domain expert’s responsibility and the recommendations should only be considered
as an aid.
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1. For k:= 1 .. n:
for every missing is-a relation (a, b) ∈MIk:

add the axiom a→ b to KBN ;
add the axiom a→ b to KBk;
for i := 1 .. k-1:

add the axiom a→ b to KBik;
for i := k+1 .. n:

add the axiom a→ b to KBki;
2. For i := 1 .. n-1: for j := i+1 .. n:

for every missing mapping (m,n) ∈MMij :
add the axiom m→ n to KBN ;
add the axiom m→ n to KBij ;

3. MI :=MI; WI :=WI; MM :=MM; WM :=WM;
4. R+

I := ∅; R−I := ∅; R+
M := ∅; R−M := ∅;

5. CMI := ∅; CMM := ∅;

Figure 3.3: Initialization for repairing.

tion is missing and is-a relations or mappings need to be added; otherwise,
some existing information is incorrect and is-a relations or mappings need to
be removed. After repairing, new CMIs and CMMs may be logically derived
from the network.

3.3.2 Repair missing and wrong is-a relations and map-
pings

In Phase 3 the missing and wrong is-a relations and mappings are re-
paired. The repairing process is different for the missing and wrong is-a
relations/mappings but contains the same subphases of generation of struc-
tural repairs (Phase 3.1), ranking (Phase 3.2), recommendation (Phase 3.3)
and execution (Phase 3.4) of repairing actions.

Initialization of the repairing phase

In our algorithm (Figure 3.3), at the start of the repairing phase we add
all missing is-a relations and mappings to the relevant KBs (steps 1 and
2). Since these are validated as correct, this is extra knowledge that should
be used in the repairing process. Adding the missing is-a relations and
mappings essentially means that we have repaired these using the least in-
formative repairing actions (see the definition of more informative in Section
3.2.2). In this subsection we try to improve on this and find more informative
repairing actions.

We also initialize global variables for the current sets of missing (MI)
and wrong (WI) is-a relations, the current sets of missing (MM) and wrong
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1. Compute AllJust(w, r,Oe)
where Oe = (Ce, Ie) such that Ce = ∪nk=1Ck and
Ie = ((∪nk=1Ik)∪

(∪ni,j=1;i<jMij) ∪MI ∪MM∪R+
I ∪R

+
M ) \ (R−I ∪R

−
M );

2. For every I ′ ∈ AllJust(w, r,Oe):
choose one element from I ′ \ (MI ∪MM∪R+

I ∪R
+
M ) to remove;

Figure 3.4: Algorithm for generating repairing actions for wrong is-a rela-
tions and mappings.

(WM) mappings in step 3, the added (R+
I for is-a relations and R+

M for
mappings) and removed (R−I for is-a relations andR−M for mappings) repair-
ing actions in step 4, and the current sets of candidate missing is-a relations
(CMI) and candidate missing mappings (CMM) in step 5.

Repair wrong is-a relations and mappings

Figure 3.4 shows the algorithm for generating repairing actions (Phase 3.1)
for a wrong is-a relation or mapping. This algorithm is run for all elements
logically derivable from the network in WI and WM. It computes all
justifications for the wrong is-a relation or mapping in the current ontology
network. The current network is the original network where the repairs up
to now have been taken into account (i.e., all missing is-a relations have
been repaired by adding them, and additionally some have been repaired
using a more informative repairing action in R+

I , missing mappings have
been repaired by adding them or by repairing actions in R+

M , and some
wrong is-a relations and mappings have already been repaired by removing
is-a relations and mappings in R−I and R−M , respectively). A justification
for a wrong is-a relation or mapping can be seen as an explanation for how
this is-a relation or mapping is logically derivable from the network.

Definition 12 (similar definition as in [45]). Given an ontology O =
(C, I), and (a, b) ∈ C × C an is-a relation logically derivable from O, then,
I ′ ⊆ I is a justification for (a, b) in O, denoted by Just(I ′, a, b,O) iff (i)
(C, I ′) |= a → b; and (ii) there is no I ′′ ( I ′ such that (C, I ′′) |= a → b.
We use All Just(a, b,O) to denote the set of all justifications for (a, b) in O.

The algorithm to compute justifications initializes a KB taking into ac-
count the repairing actions up to now. To compute the justifications for a
→ b in our graph-based implementation, all the different paths obtained by
following directed edges that start at a and end at b are collected. Among
these the minimal ones (w.r.t ⊆) are retained.

The wrong is-a relation or mapping can then be repaired by removing
at least one element in every justification. However, missing is-a relations,
missing mappings, and added repairing actions (is-a relations in ontologies
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and mappings) cannot be removed. Using this algorithm structural repairs
are generated that include only contributing repairing actions (preference
�A in Section 3.2.2).

In the network in Figure 2.1 (upper jaw, jaw) in the left ontology (AMA)
is validated as incorrect. Its justification is AMA:upper jaw ≡ NCI-A:Upper
Jaw → NCI-A:Jaw ≡ AMA:jaw. To repair it (Upper Jaw, Jaw) should be
removed from NCI-A (on the right).

In Phase 3.2 the wrong is-a relations and mappings are ranked with re-
spect to the number of possible repairing actions. Those with fewer repairing
actions are ranked higher.

We have also used the recommendation algorithm in [67] (Phase 3.3)
that computes hitting sets for all the justifications of the wrong is-a rela-
tions and mappings under repair. Each hitting set contains the minimal
set of is-a relations and mappings that must be removed to repair a wrong
is-a relation/mapping (formal definition and algorithm in [76]). The rec-
ommendation algorithm then assigns a priority to each possible repairing
action based on how often it occurs in the hitting sets and its importance in
already repaired is-a relations and mappings. In the example7 in Figure 4.3
the highest priority is given to the mapping (Brain White Matter, brain grey
matter), as this is the only way to repair more than one wrong is-a relation
at the same time. (Both (cerebellum white matter, brain grey matter) and
(cerebral white matter, brain grey matter) would be repaired.)

Once the user decides on repairing actions, the chosen repairing actions
are then removed from the relevant ontologies and alignments and a number
of updates need to be done (Phase 3.4). First, the wrong is-a relation (or
mapping) is removed from WI (or WM). The chosen repairing actions
that are is-a relations in an ontology are added to R−I and repairing actions
that are mappings are added to R−M . Some other wrong is-a relations or
mappings may also have been repaired by repairing the current wrong is-a
relation or mapping (updateWI andWM). Also, some repaired missing is-
a relations and mappings may end up missing again (updateMI andMM).
Additionally, new CMIs and CMMs logically derivable from the network may
appear (update CMI and CMM—and after validation update CMI,MI,
WI, CMM,MM and WM). In other cases the possible repairing actions
for wrong and missing is-a relations and mappings may change (update
justifications and sets of possible repairing actions for missing is-a relations
and mappings). We also need to update the knowledge bases.

Repair missing is-a relations and mappings

It was shown in [55] that repairing missing is-a relations (and mappings)
can be seen as a generalized TBox abduction problem. Figure 3.5 shows our
solution for the computation of repairing actions for a missing is-a relation
or mapping (Phase 3.1). The algorithm, an extension of the algorithm

7From OAEI 2010 Anatomy.
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Repair missing is-a relation (a,b) with a ∈ Ok and b ∈ Ok:
Choose an element from GenerateRepairingActions(a, b, KBk);

Repair missing mapping (a,b) with a ∈ Oi and b ∈ Oj :
Choose an element from GenerateRepairingActions(a, b, KBij);

GenerateRepairingActions(a, b, KB):
1. Source(a, b) := super-concepts(a) − super-concepts(b) in KB;
2. Target(a, b) := sub-concepts(b) − sub-concepts(a) in KB;
3. Repair(a, b) := Source(a, b)× Target(a, b);
4. For each (s, t) ∈ Source(a, b)× Target(a, b):

if (s, t) ∈ WI ∪WM∪R−I ∪R
−
M

then remove (s, t) from Repair(a, b);
else if
∃(u, v) ∈ WI ∪WM∪R−I ∪R

−
M : (s, t)

is more informative than (u, v) in KB
and
u→ s and t→ v are logically derivable from validated

to be correct only is-a relations and/or mappings
then remove (s, t) from Repair(a, b);

5. return Repair(a, b);

Figure 3.5: Algorithm for generating repairing actions for missing is-a rela-
tions and mappings.

in [61], takes into consideration that all missing is-a relations and missing
mappings will be repaired (using the least informative repairing action), but
it does not take into account the consequences of the actual (possibly more
informative) repairing actions that will be performed for other missing is-a
relations and other missing mappings.

The main component of the algorithm (GenerateRepairingActions) takes
a missing is-a relation or mapping (a, b) as input together with a knowledge
base. For a missing is-a relation this is the knowledge base corresponding
to the host ontology of the missing is-a relation; for a missing mapping this
is the knowledge base corresponding to the host ontologies of the mapped
concepts in the missing mapping and their alignment. In this component for
a missing is-a relation or mapping we compute the more general concepts of
the first concept a (Source) and the more specific concepts of the second con-
cept b (Target) in the knowledge base. So as not to introduce non-validated
equivalence relations where in the original ontologies and alignments there
are only is-a relations, we remove the super-concepts of the second concept
(b) from Source, and the sub-concepts of the first concept (a) from Target.
Adding an element from Source × Target (Repair(a,b)) to the knowledge
base makes the missing is-a relation or mapping logically derivable.
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However, some elements in Source × Target may conflict with already
known wrong is-a relations or mappings. Therefore, in Repair, we take
the wrong is-a relations and mappings and the former repairing actions for
wrong is-a relations and mappings into account. The missing is-a relation or
mapping can then be repaired using an element in Repair. We note that for
missing is-a relations, the elements in Repair are is-a relations in the host
ontology for the missing is-a relation. For missing mappings, the elements in
Repair can be mappings as well as is-a relations in each of the host ontologies
of the mapped concepts of the missing mapping. Using this algorithm, struc-
tural repairs are generated that include only contributing repairing actions,
and repairing actions of the form (a, t) or (s, b) for missing is-a relation
or mapping (a, b) do not introduce non-validated equivalence relations (see
pref1 and pref3 in Subsection 3.2.2). Furthermore, the solutions follow the
single relation heuristic (pref4).

In the network in Figure 2.1 (nasal bone, bone) is validated as correct.
The Source set for it contains {nasal bone, viscerocranium bone} and the
Target set contains {bone, limb bone, forelimb bone, hindlimb bone, foot
bone, metatarsal bone, tarsal bone, jaw, maxilla, lacrimal bone}, i.e., Re-
pair contains 2 × 10 = 20 possible repairing actions. Each of the repairing
actions, when added to the first ontology, would make the missing is-a re-
lation logically derivable from it. In this example a domain expert would
select the more informative repairing action (viscerocranium bone, bone).
As a consequence (lacrimal bone, bone) and (maxilla, bone) will become
logically derivable (i.e., will be repaired as well).

As another example, for the missing is-a relation (lower respiratory sys-
tem cartilage, cartilage) in AMA (experiment in Section 5.1.1 and Figure
4.4) a Source set of 2 elements and a Target set of 21 elements are gener-
ated and this results in 42 possible repairing actions. Each of the repairing
actions, when added to AMA, would make the missing is-a relation logically
derivable from AMA. In this example a domain expert would select the more
informative repairing action (respiratory system cartilage, cartilage).

Similarly to the repairing of wrong is-a relations/mappings in Phase 3.2,
we rank the is-a relations/mappings that need to be repaired with respect
to the number of possible repairing actions.

In Phase 3.3 a recommendation algorithm (as defined in [61] and [60])
computes for a missing is-a relation (a, b) the most informative repairing
actions from Source(a, b) × Target(a, b) that are supported by domain
knowledge (WordNet and UMLS).

When the selected repairing action is in Repair(a, b), the repairing action
is executed, and a number of updates need to be done (Phase 3.4). First,
the missing is-a relation (or mapping) is removed from MI (or MM) and
the chosen repairing action is added to R+

I or R+
M depending on whether it

is an is-a relation within an ontology or a mapping. In addition, new CMIs
and CMMs logically derivable from the network may appear. Some other
missing is-a relations or mappings may also have been repaired by repairing
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the current missing is-a relation or mapping (as in the case of (lacrimal
bone, bone) and (maxilla, bone) described above). Some repaired wrong is-a
relations and mappings may also become logically derivable again. In other
cases the possible repairing actions for wrong and missing is-a relations and
mappings may change. We also need to update the knowledge bases.

3.4 Algorithms in the alignment component

Subsection 3.4.1 presents the algorithms for detection (Phase 1) and vali-
dation (Phase 2) in the alignment component. Only CMMs are detected
in this component since the detection is based on alignment algorithms.
The repairing phase (Phase 3) for the missing mappings in this component
is the same—containing the same algorithms—as the repairing phase for
missing is-a relations and mappings in the other component. The process
of repairing the wrong mappings is different—only those logically derivable
from the network are repaired. As the others are not based on existing
relations/mappings in the network, they are not repaired.

The input for the alignment component consists of two taxonomies. The
output is an alignment.

3.4.1 Detect and validate candidate missing mappings

As explained in Subsection 3.2.1, in ontology alignment mapping sugges-
tions are generated that are essentially CMMs. In Phase 1 in the alignment
component we have currently used the linguistic matchers and the matchers
based on auxiliary information (WordNet-based and UMLS-based) from the
SAMBO system [62]. The matcher n-gram computes a similarity based on
3-grams. The matcher TermBasic uses a combination of n-gram, edit dis-
tance and an algorithm that compares the lists of words of which the terms
are composed. The matcher TermWN extends TermBasic by using Word-
Net for looking up is-a relations. The matcher UMLSM uses the domain
knowledge in UMLS to obtain similarity values. The results of the match-
ers are combined using a weighted-sum approach in which each matcher is
given a weight and the final similarity value between a pair of concepts is
the weighted sum of the similarity values divided by the sum of the weights
of the used matchers. In addition, we use a single threshold for filtering. A
pair of concepts is a mapping suggestion if the similarity value is equal to
or higher than a given threshold value.

We note that in the alignment component the search space is not re-
stricted to the mapped concepts only—similarity values are calculated for
all pairs of concepts. KBs are initialized, in the same way as in the de-
bugging component, for the taxonomy network and the pairs of taxonomies
and their alignments. We also note that no initial alignment is needed for
this component. Therefore, if alignments do not exist in the network (at all
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or between specific ontologies) this component may be used before starting
debugging.

The CMMAlignment (mapping suggestions) are presented to a domain
expert for validation (Phase 2), which is performed in the same way as
in the debugging component. The domain expert can use the recommen-
dation algorithms during the validation as well. The CMMAlignment are
partitioned into two sets—wrong mappings (WM) and missing mappings
(MM). As mentioned, the wrong mappings in (WM) which are logically
derivable from the network will be repaired. The others are not based on
existing relations/mappings in the network and thus they will not be re-
paired. However, we store them in order to avoid recomputations, reducing
the number of repairing actions, and for conflict checking/prevention. The
missing mappings are repaired by adding mappings or is-a relations to the
pair of ontologies and their alignment. The concepts in the missing map-
pings are added to the set of mapped concepts (if they are not already there),
and they will be used the next time CMMs/CMIs are logically derived in
the debugging component.

3.4.2 Repair missing and wrong mappings

Phase 3 in the alignment component uses the same algorithms as presented
in Subsection 3.3.2. In the beginning the relevant KBs and sets are initial-
ized, as shown in Figure 3.3.

Repair wrong mappings

The repairing actions for the wrong mappings that can be logically derived
from the network are computed and the justifications are presented (Phase
3.1) to a domain expert. The repairing actions are ranked in Phase 3.2 and
recommendations, based on the hitting sets, are generated in Phase 3.3.
In Phase 3.4 the KBs and the proper sets are updated in correspondence
with the repairing actions selected by the domain expert.

Repair missing mappings

Initially, the missing mappings are added to the KBs in the same way as
in the debugging component and then we try to repair them using more
informative repairing actions. To repair a missing mapping, Source and
Target sets are generated using the same algorithms as in the debugging
component (Phase 3.1) and the repairing process continues with the same
actions described for the debugging workflow (Phase 3.2 and Phase 3.3).
In Phase 3.4 the repairing actions are executed analogously to those in the
debugging component and their consequences are computed. Additionally
the concepts in the repairing actions are added to the set of mapped concepts
(if not already there).
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3.5 Interactions between the alignment com-
ponent and the debugging component

The main difference between the components is in the detection phase, and
this is the place they complement each other. The integration of ontology
alignment and ontology debugging provides additional methods for both ar-
eas. The ontology alignment can be seen as a special kind of debugging
providing detection methods for modelling defects. The alignment compo-
nent generates CMMs that are validated in the same way as in the debug-
ging component. The CMMs that are validated as correct are often missing
mappings that are not found by the debugging component. These may lead
to new mapped concepts that are used in the debugging component. The
CMMs that are validated as wrong are used to avoid unnecessary recompu-
tations and validations.

It is also the case that the detection of missing mappings using the
knowledge intrinsic to the ontology network can be seen as an alignment
algorithm. In general, ontology debugging repairs the structure of the on-
tologies and alignments, which provides better input for the alignment al-
gorithms. For instance, the performance of structure-based matchers (e.g.,
[62]) and partial-alignment-based preprocessing and filtering methods [58]
heavily depends on the correctness and completeness of the is-a structure.
Also, the debugging of the alignments raises their quality.

The interaction between the components produces even greater benefits
when alignments do not exist at all in the network (i.e., there is no net-
work since the ontologies are not connected). In this case, debugging of the
ontologies based on knowledge that is logically derivable from the network
would not be possible. However, the alignment component can be used ini-
tially to create the necessary alignments (i.e., to create the network), thus
providing opportunities for debugging the ontologies, and at the same time
improving/debugging the newly created alignments. This means, in prac-
tice, that our debugging approach can be used for any two ontologies in
a particular domain, regardless of whether an alignment between them is
available.

The different phases in and between the components can also be in-
terleaved. This allows for an iterative and modular approach, where, for
instance, some parts of the ontologies can be fully debugged and aligned
before proceeding to other parts.
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Chapter 4

Implemented System

This chapter presents our system RepOSE, an extension of [67]. It is based
on the framework presented in Chapter 3. The extended system can be seen
from three points of view—as an ontology debugging system where ontology
alignment algorithms are used for detecting modelling defects, as an ontology
alignment system where various possibilities for adding mappings to the
final alignment are presented, and as an integrated ontology alignment and
debugging system with the aforementioned advantages.

Following the framework the system has two components—the debugging
component and the alignment component. The user loads the ontologies and
alignments (when available) in RepOSE. The input for the alignment com-
ponent consists of two taxonomies while a taxonomy network is required in
order to run the debugging process. The output from the debugging compo-
nent is the set of repaired ontologies and alignments. The output from the
alignment component is an alignment. The user can detect/validate/repair
defects only in one ontology or one pair of ontologies and their alignment at
a time because of the reasons discussed in Chapter 3.

One way to divide the interface components in the system is as compo-
nents handling is-a relations (CMIs, wrong and missing is-a relations) and
corresponding components managing mappings (CMMs, wrong and miss-
ing mappings). The debugging component utilizes all interface components,
since it deals with both is-a relations and mappings. The alignment compo-
nent shares the interfaces related to mappings with the debugging compo-
nent, since the alignment component is only concerned with mappings.

There is no predetermined order in running the components of the frame-
work. However, if the network is not available the alignment component
should be run before the debugging process to create the necessary align-
ments. If alignments are available, running the alignment component first
may lead to extending them and thus providing additional debugging oppor-
tunities. Running the debugging component first repairs the is-a structure
of ontologies and alignments. The repaired ontologies and alignments can
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be further used in the structure-based alignment algorithms.
Furthermore, the different phases—detection, validation and repairing—

in and between the alignment and debugging components can be interleaved.
However, currently, the user has to start with a detection phase, regardless
of whether it is held in the debugging component or in the alignment compo-
nent and whether it detects CMIs or CMMs. Although the framework allows
externally generated CMIs/CMMs, the system currently does not support
an external input yet.

4.1 Detect and validate candidate missing is-a
relations and mappings

Subsection 4.1.1 illustrates the user interface for detecting and validating
CMIs used by the debugging component. Subsection 4.1.2 presents the in-
terface for detecting and validating CMMs shared by both framework com-
ponents.

4.1.1 Detect and validate candidate missing is-a rela-
tions

The user can use the tab ‘Step1: Generate and Validate Candidate Miss-
ing is-a Relations’ (Figure 4.1) and choose an ontology for which the CMIs
are computed. The Generate Candidate Missing is-a Relations but-
ton runs the detection algorithm. The user can validate all or some of the
CMIs as well as switch to another ontology or another tab.

Showing all CMIs at once would lead to information overload and difficult
visualization. Showing them one at a time has the disadvantage that the
interactions with other is-a relations will not be disclosed. Therefore, as a
trade-off we show the CMIs in groups where for each member of the group at
least one of the concepts subsumes or is subsumed by a concept of another
member in the group. The Show Ontology button shows the whole ontology,
CMIs, CMMs and the repairing actions when needed.

The CMIs are presented as a directed graph where the nodes represent
concepts and the edges represent is-a relations. The grey edges are existing
asserted is-a relations, the blue edges are CMIs, and the orange edge (only
one at a time) denotes a currently selected CMI. When a CMI is selected,
its justification in the ontology network is shown as an extra aid for the
user. For instance, in Figure 4.1 (palatine bone, bone) is selected and its
justifications shown in the justifications panel. Concepts in different ontolo-
gies are presented with different background color. The brown edges denote
mappings existing in the initial alignments.

Initially, CMIs are shown using edges labeled by ‘?’ (as in Figure 4.1 for
(acetabulum, joint)) which the user can toggle to ‘W’ for wrong relations and
‘M’ for missing relations. We used the recommendation algorithm from [67],
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Figure 4.1: Generating and validating CMIs.

described in Subsection 3.3.1, in order to facilitate the validation process.
If an is-a relation is likely to be wrong according to the recommendation
algorithm the ‘?’ label is replaced by a ‘W?’ label as for (upper jaw, jaw), if
it is likely to be correct the ‘?’ label is replaced by a ‘M?’ label as for (elbow
joint, joint).

When a user decides to finalize the validation of a group of CMIs, press-
ing the Validate button, RepOSE checks for contradictions in the current
validation as well as with previous decisions and if contradictions are found,
the current validation will not be allowed and a message window is shown
to the user.

4.1.2 Detect and validate candidate missing mappings

A similar tab ‘Step 2: Generate and Validate Candidate Missing Mappings’
is used to generate and validate CMMs. First, the user chooses the pair of
ontologies for which the detection is run. Then the user can select one of
the two detection methods—using knowledge intrinsic to the network, i.e.,
the debugging component or using alignment algorithms, i.e., the alignment
component.
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Figure 4.2: Aligning.

The Generate Candidate Missing Mappings button runs the detec-
tion algorithm, which uses the knowledge intrinsic to the network. The
Configure and Run Alignment Algorithms button opens a configuration
window (Figure 4.2) where the user can select the matchers, their weights
and the threshold for the computation of the mapping suggestions. Click-
ing on the Run button starts the alignment process. The similarity values
for all pairs of concepts belonging to the selected ontologies are computed,
combined and filtered, and the resulting mapping suggestions are shown to
the user for validation. The validation process continues in a manner that
is similar to the process for the CMIs, regardless of the origin of the CMMs.
During the validation a label on the edge shows the origin of the CMMs—
logically derived from the network, computed by the alignment component
or both. The CMMs computed only by the alignment algorithms do not
have justifications since they were not logically derived. The rest of the
process is as described above.

When alignments are not existing/available at all this tab should be
used first in combination with the alignment algorithms in order to create
the necessary alignments.
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MAPPINGS

Figure 4.3: Repairing wrong is-a relations.

4.2 Repair missing and wrong is-a relations
and mappings

After the detection and validation phases the CMIs and CMMs are di-
vided into wrong and missing is-a relations and mappings. Subsection 4.2.1
presents the user interface for repairing wrong is-a relations and mappings
while Subsection 4.2.2 presents the user interface for repairing missing is-a
relations and mappings.

4.2.1 Repair wrong is-a relations and mappings

Figure 4.3 shows the RepOSE tab (‘Step 3: Repair Wrong is-a Relations’)
for repairing wrong is-a relations. Clicking on the Generate Repairing

Actions button results in the computation of repairing actions for each
wrong is-a relation of the ontology under repair. The algorithm for these
computations is presented in Subsection 3.3.2.

The wrong is-a relations are then ranked in ascending order according
to the number of possible repairing actions and shown in a drop-down list.
Then, the user can select a wrong is-a relation and repair it using an in-
teractive display. The user can choose to repair all wrong is-a relations in
groups or one by one. The display shows a directed graph representing the
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justifications. The nodes represent concepts. As mentioned before, concepts
in different ontologies are presented with different background colors. The
concepts in the is-a relation under repair are shown in red. The edges repre-
sent is-a relations in the justifications. These is-a relations may be existing
asserted is-a relations (shown in grey), existing asserted mappings (shown
in brown), unrepaired missing is-a relations/mappings (shown in blue) and
the added repairing actions for the repaired missing is-a relations/mappings
(shown in black).

For the wrong is-a relations under repair, the user can choose, by click-
ing, multiple existing asserted is-a relations and mappings on the display as
repairing actions and click the Repair button. RepOSE ensures that only
existing asserted is-a relations and mappings are selectable, and when the
user finalizes the repair decision, RepOSE ensures that the wrong is-a re-
lations under repair and every selected is-a relation and mapping will not
be logically derivable from the ontology network after the repairing. Addi-
tionally, all consequences of the repair are computed (such as changes in the
repairing actions of other is-a relations and mappings and changes in the
lists of wrong and missing is-a relations and mappings).

In Figure 4.3 the user has chosen to repair several wrong is-a relations
at the same time, i.e., (brain grey matter, white matter), (cerebellum white
matter, brain grey matter), and (cerebral white matter, brain grey matter).
In this example1 we can repair these wrong is-a relations by removing the
mappings between brain grey matter and Brain White Matter. We note
that, when removing these mappings, all these wrong is-a relations will be
repaired at the same time.

During the repairing, the user can choose to use the recommendation fea-
ture, described in Subsection 3.3.2, by enabling the Show Recommendation

check box. In the example in Figure 4.3 the highest priority (indicated by
pink labels marked ‘Pn’, where n reflects the priority ranking) is given to the
mapping (Brain White Matter, brain grey matter), as this is the only way
to repair more than one wrong is-a relation at the same time. (Both (cere-
bellum white matter, brain grey matter) and (cerebral white matter, brain
grey matter) would be repaired.) Upon the selection of a repairing action,
the recommendations are recalculated and the labels are updated. As long
as there are labels, more repairing actions need to be chosen.

A similar tab (‘Step 4: Repair Wrong Mappings’) is used for repairing
wrong mappings.

4.2.2 Repair missing is-a relations and mappings

Figure 4.4 shows the RepOSE tab (‘Step 5: Repair Missing is-a Relations’)
for repairing missing is-a relations. Clicking on the Generate Repairing

Actions button results in the computation of repairing actions for the miss-
ing is-a relations of the ontology under repair. The algorithm for these

1From OAEI 2010 Anatomy.
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Figure 4.4: Repairing missing is-a relations.

computations is presented in Subsection 3.3.2.
They are shown to the user as Source and Target sets (instead of Re-

pair) for easy visualization. Once the Source and Target sets are computed,
the missing is-a relations are ranked with respect to the number of possible
repairing actions. The first missing is-a relation in the list has the fewest
possible repairing actions, and may therefore be a good starting point. When
the user chooses a missing is-a relation, its Source and Target sets are dis-
played on the left and right, respectively, within the Repairing Actions

panel (Figure 4.4). Both have zoom control and can be opened in a sepa-
rate window.

Similarly to the displays for wrong is-a relations and mappings, concepts
in the missing is-a relations are highlighted in red, existing asserted is-a
relations are shown in grey, unrepaired missing is-a relations in blue and
added repairing actions for the missing is-a relations in black. For instance,
Figure 4.4 shows the Source and Target sets for the missing is-a relation
(lower respiratory tract cartilage, cartilage), which contain 2 and 21 con-
cepts, respectively. The Target panel shows also the unrepaired missing is-a
relation (nasal septum, nasal cartilage). The Justifications of current

relation panel is a read-only panel that displays the justifications of the
current missing is-a relation as an extra aid.

For the selected missing is-a relation, the user can also ask for recom-
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mended repairing actions by clicking the Recommend button. In general,
the system presents a list of recommendations. By selecting an element in
the list, the concepts in the recommended repairing action are identified
by round boxes in the panels. For instance, for the case in Figure 4.4, the
recommendation algorithm proposes to add (respiratory system cartilage,
cartilage). Using the recommendation algorithm we recommend structural
repairs that try to use as informative repairing actions as possible (pref2 in
Subsection 3.2.2).

The user can repair the missing is-a relation by selecting a concept in
the Source panel and a concept in the Target panel and clicking on the
Repair button. When the selected repairing action is not in Repair(a, b),
the repairing will not be allowed and a message window is shown to the
user. Additionally, all consequences of a chosen repair are computed (such
as changes in the repairing actions of other is-a relations and mappings and
changes in the lists of wrong and missing is-a relations and mappings).

The tab ‘Step 6: Repair Missing Mappings’ is used for repairing missing
mappings. The main differences between this tab and the one for repairing
missing is-a relations are that we deal with two ontologies and their align-
ment, and that the repairing actions can be is-a relations within an ontology
as well as mappings. The missing mappings found from the alignment com-
ponent, but not from the debugging component, do not have justifications.
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Chapter 5

Experiments and
Discussions

Several experiments were performed with our implemented system. This
chapter presents them together with our experiences and reflections on their
results. Using the experiments we not only demonstrate the benefits from
our unified approach for ontology alignment and debugging, but we also
show the essential need for a system during this process. Without a dedi-
cated system, reliable alignment and debugging is tedious if not infeasible,
especially for large ontologies.

Section 5.1 presents in detail one experiment focused only on debugging
of an ontology network. Section 5.2 presents three experiments exploring
the advantages of the integration of the ontology alignment and debugging.
Each experiment is followed by a subsection that discusses it and its results.
A general discussion in Section 5.3 summarizes the experiments and provides
general reflections on the approach and the system.

5.1 Ontology debugging

The experiment presented in the next subsection employs only the detection
algorithms in the debugging component, i.e., only knowledge intrinsic to the
network.

5.1.1 OAEI Anatomy 2010

Experiment setup

In this experiment a domain expert ran a complete debugging session on
a network consisting of the two ontologies and the alignment from the
Anatomy track in OAEI 2010—Adult Mouse Anatomy Dictionary (AMA),
the NCI Thesaurus anatomy (NCI-A) and the partial reference alignment
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concepts asserted asserted equivalence asserted is-a
is-a relations mappings mappings

AMA 2744 1807 - -
NCI-A 3304 3761 - -
Alignment - - 986 1

Table 5.1: Ontology debugging: OAEI Anatomy 2010—ontologies and align-
ment.

candidate added: removed:
missing: is-a relations/ is-a
all/ missing wrong more relations/
non-redundant informative mappings

AMA 200/123 102 21 85/22 13/-
NCI-A 127/80 61 19 57/8 12/-
Alignment - - - - -/12

Table 5.2: Ontology debugging: OAEI Anatomy 2010—final result.

(PRA). These ontologies as well as the alignment were developed by do-
main experts. For the 2010 version of OAEI, AMA contains 2,744 concepts
and 1,807 asserted is-a relations, while NCI-A contains 3,304 concepts and
3,761 asserted is-a relations. The alignment contains 986 equivalence and 1
subsumption mapping between AMA and NCI-A. This information is sum-
marized in Table 5.1. The experiment was performed on an Intel Core i7-950
Processor 3.07GHz with 6 GB DDR2 memory under Windows 7 Ultimate
operating system and Java 1.7 compiler. The domain expert completed
debugging this network within 2 days. Since the system provided nearly
immediate response in most cases, much of this time was spent making de-
cisions for validation and repairing (essentially looking up and analyzing
information to make decisions) and interactions with RepOSE.

Results

Table 5.2 summarizes the results of the detection and repairing of defects
in the is-a structures of the ontologies and the mappings. The system de-
tected 200 CMIs1 in AMA of which 123 were non-redundant. Of these
non-redundant CMIs 102 were validated as missing is-a relations and 21
were validated as wrong is-a relations. For NCI-A 127 CMIs, of which 80
non-redundant, were detected. Of these non-redundant CMIs 61 were vali-
dated as missing is-a relations and 19 were validated as wrong is-a relations.
To repair these defects 85 is-a relations were added to AMA and 57 to
NCI-A, 13 is-a relations were removed from AMA and 12 from NCI-A, and

1As was explained earlier in Subsection 3.3.1, in order to detect CMMs with the
debugging component at least three ontologies and two alignments are needed. Since the
network in this example contains only two ontologies and their alignment, CMMs cannot
be detected.
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CMI missing: CMI wrong: repair missing:
accept/reject accept/reject accept/reject

AMA 81/8 7/13 69/16
NCI-A 27/2 6/2 43/14

Table 5.3: Ontology debugging: OAEI Anatomy 2010—recommendations.

12 mappings were removed from the alignment. In 22 cases in AMA and 8
cases in NCI-A a missing is-a relation was repaired using a more informative
repairing action, thereby adding new knowledge to the network.

The ranking and recommendations seemed useful. Table 5.3 summarizes
the recommendation results. Regarding CMIs, 81 and 27 recommendations
that the relation should be validated as a missing is-a relation were accepted
for AMA and NCI-A, respectively, while 8 and 2 were rejected. When
the system recommended that a CMI should be validated as a wrong is-a
relation, the recommendation was accepted in 7 out of 20 cases for AMA
and 6 out of 8 cases for NCI-A. The recommendations regarding repairing
missing is-a relations were accepted in 69 out of 85 cases for AMA and 43
out of 57 cases for NCI-A. We note that the system may not always give a
recommendation. This is the case, for instance, when there is no information
about the is-a relation under consideration in the external sources. In the
remainder of this subsection we discuss the experimental session, the results,
and our experience with the system in more detail.

Detecting and validating candidate missing is-a relations for the
first time. After loading AMA, NCI-A and the alignment, it took less than
30 seconds to detect all CMIs for each of the ontologies. As a result, RepOSE
found 192 CMIs in AMA and 122 in NCI-A. Among these CMIs, 115 in AMA
and 75 in NCI-A are displayed in 24 groups and 18 groups, respectively, for
validation, while the remaining 77 in AMA and 47 in NCI-A are redundant
and thus ignored. With the help of the recommendations, the domain expert
identified 20 wrong is-a relations and 95 missing is-a relations in AMA. For
NCI-A the domain expert identified 17 wrong and 58 missing is-a relations.
These results are summarized in Table 5.4. As for the recommendation,
the use of asserted part-of relations in ontologies together with WordNet
recommended 20 possible wrong is-a relations in AMA and 8 in NCI-A, of
which 7 in AMA and 6 in NCI-A were accepted as decisions. WordNet and
UMLS recommended 84 possible missing is-a relations in AMA and 29 in
NCI-A, of which 77 in AMA and 27 in NCI-A were accepted as decisions.

Repairing wrong is-a relations for the first time. After the vali-
dation phase, the domain expert continued with the repairing of wrong is-a
relations. In this experiment, for the 20 wrong is-a relations in AMA and 17
in NCI-A, each wrong is-a relation has only one justification, consisting of
two or more mappings and one or more asserted is-a relations in the other
ontology. Therefore, the repairing is done by removing the involved asserted
is-a relations and/or mappings (Table 5.4). For example, for the wrong is-a

57



CHAPTER 5. EXPERIMENTS AND DISCUSSIONS

candidate repair repair missing:
missing: all/ wrong self/
non-redundant missing wrong removed more informative/

other

AMA 192/115 95 20 12 59/19/17
NCI-A 122/75 58 17 11 49/5/4
Alignment - - - 11 -

Table 5.4: Ontology debugging: OAEI Anatomy 2010—first iteration re-
sults.

relation (Ascending Colon, Colon) in NCI-A (which actually is a part-of
relation), its justification contains two equivalence mappings (between As-
cending Colon and ascending colon, and between Colon and colon) and an
asserted is-a relation (ascending colon, colon) in AMA. The repairing was
done by removing (ascending colon, colon) from AMA. As shown before in
Figure 4.3 in Subsection 4.2.1, the wrong is-a relation (brain grey matter,
white matter) in AMA was repaired by removing the mappings between
Brain White Matter and brain grey matter.

We note that 11 mappings were removed, 8 of them as a result of wrong
is-a relations in AMA and 3 as a result of the debugging of NCI-A. Addi-
tionally, several wrong is-a relations were repaired by repairing other wrong
is-a relations.

Repairing missing is-a relations in AMA and NCI-A for the first
time. As the next step, the domain expert proceeded with the repairing
of missing is-a relations in AMA. At this point there were 95 missing is-a
relations to repair, and it took less than 10 seconds to generate the repairing
actions for them. Almost all Source and Target sets were small enough to
allow a good visualization. For 59 missing is-a relations, the domain expert
used the missing is-a relation itself as the repairing action (i.e., the least
informative repairing actions). For 19 missing is-a relations, the domain
expert used more informative repairing actions, which also repaired 17 other
missing is-a relations. These results are summarized in the last column of
Table 5.4. The recommendation algorithm was used in 78 cases. In 63 of
them the selected repairing action was among the recommended repairing
actions and in 9 of them the recommendation algorithm suggested more
informative repairing actions.

The domain expert then continued with the repairing of missing is-a re-
lations in NCI-A. Out of the 58 missing is-a relations to be repaired, 49 miss-
ing is-a relations were repaired using themselves as the repairing actions, 5
were repaired using more informative repairing actions, and 4 were repaired
by the repairing of others (Table 5.4). For example, for the repairing of
missing is-a relation (Epiglottic Cartilage, Laryngeal Connective Tissue) in
NCI-A, the domain expert used more information repairing action (Laryn-
geal Cartilage, Laryngeal Connective Tissue), where Laryngeal Cartilage is a
super-concept of Epiglottic Cartilage in NCI-A. This repairing also repaired
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3 other missing is-a relations, i.e., (Cricoid Cartilage, Laryngeal Connective
Tissue), (Arytenoid Cartilage, Laryngeal Connective Tissue) and (Thyroid
Cartilage, Laryngeal Connective Tissue), where Cricoid Cartilage, Arytenoid
Cartilage and Thyroid Cartilage are sub-concepts of Laryngeal Cartilage in
NCI-A. The recommendation algorithm was used in 54 cases. In 42 of them
the selected repairing action was among the recommended repairing actions
and in 3 of them the recommendation algorithm suggested more informative
repairing actions.

The subsequent debugging process. The repairing of the wrong and
the missing is-a relations in both ontologies resulted in 6 non-redundant new
CMIs in AMA and 4 in NCI-A. In each ontology 1 of those was validated
as wrong and the others as missing. 2 of the 5 missing is-a relations in
AMA were repaired by themselves and 3 using more informative repairing
actions. The wrong is-a relation was repaired by removing an is-a relation
in NCI-A. The 3 missing is-a relations in NCI-A were repaired by using
more informative repairing actions. The wrong is-a relation was repaired by
removing a mapping from the alignment. The repairing of these newly found
relations led to two more CMIs in AMA, which were validated as correct
and repaired by themselves, and one CMI in NCI-A, which was validated
as wrong and repaired by removing an is-a relation in AMA. At this point
there were no more CMIs to validate, and no more wrong or missing is-a
relations to repair.

Discussion

Apart from showing the need for ontology debugging, this experiment high-
lights the benefits from our system during the detection phase where manual
detection is out of the question. Even if we assume that all asserted, more
than 6000, is-a relations and mappings in the network can be checked manu-
ally in order to find the wrong ones, this is simply infeasible for the missing

is-a relations and mappings (where
∑ n(n−1)

2 pairs should be checked2 in
order to find all missing is-a relations and mappings in the network). Our
approach took around 30 seconds and explores the domain knowledge in-
trinsic to the network. To reduce the number of CMIs for validation and to
show them in their context the CMIs are presented to the domain expert in
groups where the redundant are excluded.

Furthermore, our system provides support for the domain expert dur-
ing the repairing phase—calculating and presenting the justifications of the
wrong is-a relations and calculating and presenting the possible repairing
actions for the missing is-a relations. A trivial way to repair a missing is-a
relation is to add it to the ontology (i.e., the least informative repairing
action). However, our system calculates all possible repairing actions for a
missing is-a relation and thus provides the domain expert with the possibil-
ity of adding different repairing actions (i.e., more informative as explained

2n is the number of concepts in the ontology network
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in Subsection 3.2.2).We observe that during this experiment for 19 missing
is-a relations in AMA and 5 in NCI-A, the domain expert has used repair-
ing actions that are more informative than the missing is-a relation itself.
This means that for each of these the domain expert has added knowledge
that was not intrinsic to (i.e., logically derivable from) the network. Thus,
the knowledge represented by the ontologies and the network has increased.
Our system also calculates the consequences of user actions and keeps track
of them. If the user actions contradict themselves or previous user actions,
a warning message describing the contradiction appears.

5.2 Integration of ontology debugging and on-
tology alignment

This subsection presents three experiments showing the benefits from the
integration of the ontology alignment and debugging. Each experiment con-
sists of several smaller experiments (called runs in the text) focusing on
different aspects of the integration. Each experiment is presented with its
setup, detailed description of the different runs, an explanation for each of
the iterations in the runs and a follow-up discussion. Both components are
used in all experiments presented in this subsection.

Subsections 5.2.1 and 5.2.2 present experiments with the ontologies from
the Anatomy track in OAEI 2011 and the Benchmark track in OAEI 2010
respectively. Subsection 5.2.3 presents a use case that is performed together
with the Swedish National Food Agency3. In this collaboration we applied
our approach to the ontology they have developed—ToxOntology and MeSH
[6].

5.2.1 OAEI Anatomy 2011

Experiment setup

This experiment consists of three runs where each run is a complete exper-
iment on its own and demonstrates different use cases of our system. As
input for Run I and II we used the two ontologies from the Anatomy track
of OAEI 2011—AMA contains 2,737 concepts and 1,807 asserted is-a rela-
tions, and NCI-A contains 3,298 concepts and 3,761 asserted is-a relations.
The input for the last run contained the reference alignment (1516 equiva-
lence mappings between AMA and NCI-A) along with the two ontologies.
The reference alignment was used indirectly as external knowledge during
the validation phase in the first two runs. The runs were performed on an
Intel Core i7-2620M Processor 2.7GHz with 4 GB memory under Windows
7 Professional operating system and Java 1.7 compiler.

3Livsmedelsverket—slv.se
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candidate missing: wrong: repair missing: repair
missing ≡/←,→ ≡/←,→ ≡/←/→/ missing
mappings derivable/ is-a

more informative relations

Alignment 1384 1286/39 59/39 1286/21/8/5/5 -
AMA - - - - 3
NCI-A - - - - 2

Table 5.5: Ontology alignment and debugging: OAEI Anatomy 2011—Run
I results—debugging of the alignment.

Run I

The first run demonstrates a complete debugging and alignment session
where the input is a set comprised of the two ontologies. Since a network did
not exist, we first employed the alignment component—after loading the on-
tologies mapping suggestions were computed using matchers TermWN and
UMLSM, weight 1 for both and threshold 0.5. This resulted in 1384 mapping
suggestions. The 1233 mapping suggestions that are also in the reference
alignment were validated as missing equivalence mappings (although, as we
will see, there are defects in the reference alignment) and repaired by adding
them to the alignment. The others were validated manually and resulted
in missing mappings (53 equivalence and 39 is-a) and wrong mappings (59
equivalence and 39 is-a). These missing mappings were repaired by adding
53 equivalence and 29 is-a mappings (5 of them more informative is-a map-
pings) and 5 is-a relations (3 to AMA and 2 to NCI-A). 5 of these missing
mappings were repaired by repairing others. Among the wrong mappings
there were 3 that were logically derivable in the network. These were re-
paired by removing 2 is-a relations from NCI-A. Table 5.5 summarizes the
results. This sequence of actions can be considered a procedure of debugging
missing mappings.

The generated alignment was then used in the debugging of the network
created by the ontologies and the alignment. Two iterations with the debug-
ging component were performed, since the repairing of wrong and missing
is-a relations in the first iteration led to the detection of new CMIs which
had to be validated and repaired. Over 90% of the CMIs for both ontologies
were detected during the first iteration, the detection of CMIs took less than
30 seconds per ontology. Table 5.6 summarizes the results.

In total the system detected 263 non-redundant (410 in total) CMIs for
AMA and 183 non-redundant (355 in total) CMIs for NCI-A. The non-
redundant CMIs were displayed in groups, 45 groups for AMA and 31 for
NCI-A. Among the 263 non-redundant CMIs in AMA 224 were validated as
correct and 39 as wrong. In NCI-A 166 were validated as correct and 17 as
wrong. The 39 wrong is-a relations in AMA were repaired by removing 30
is-a relations from NCI-A, and 8 equivalence and 1 is-a mapping from the
alignment. The 17 wrong is-a relations in NCI-A were repaired by removing
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repair
candidate repair missing:
missing: missing wrong wrong self/
all/ removed more
non-redundant informative/

other

AMA 410/263 224 39 30 144/57/23
NCI-A 355/183 166 17 17 127/13/26
Alignment - - - 8 ≡ and 1 → -

Table 5.6: Ontology alignment and debugging: OAEI Anatomy 2011—Run
I results—debugging of the ontologies.

17 is-a relations in AMA. The missing is-a relations in AMA were repaired
by adding 201 is-a relations—in 144 cases the missing is-a relation itself
and in 57 cases a more informative is-a relation. 23 of the 224 missing is-a
relations became logically derivable after repairing some of the others. To
repair the missing is-a relations in NCI-A 140 is-a relations were added—in
127 cases the missing is-a relation itself and in 13 cases a more informative
is-a relation. 26 out of the 166 missing is-a relations were repaired while
other is-a relations were repaired.

We observe that for 57 missing is-a relations in AMA and 13 in NCI-A
the repairing actions are more informative than the missing is-a relation
itself. This means that for each of these, knowledge that was not logically
derivable from the network before was added to it. Thus, the knowledge
represented by the ontologies and the network has increased.

Run II

For this run the alignment process was carried out twice and at the end the
alignments were compared. This run used the same matchers, weights and
threshold as in Run I. During both runs of the alignment process the CMMs
(mapping suggestions) were computed and validated in the same manner; to
this popint the results for Run II are the same as the respective results in Run
I and they can be seen in the first three columns in Table 5.5. The difference
between the two runs is in the repairing phase. When the alignment process
was carried out for the first time the missing mappings were repaired by
directly adding them to the final alignment without benefiting from the
repairing algorithms, in the same way most of the alignment systems do.
The final alignment contained 1286 equivalence and 39 is-a4 mappings.

During the repairing phase, when the alignment process was carried out
for the second time, the debugging component was used to provide alterna-
tive repairing actions to those available in the initial set of mapping sugges-
tions. The results can be seen in the last two columns in Table 5.5. The

45 of these are repaired in the second run by adding is-a relations in the ontologies.
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final alignment then contained 1286 equivalence mappings from the mapping
suggestions, 24 is-a mappings from the mapping suggestions and 5 more in-
formative is-a mappings, thus adding knowledge to the network. 5 further
mapping suggestions were repaired adding is-a relations (3 in AMA and 2 in
NCI-A) and thus adding more knowledge to each of the ontologies. 5 more
mapping suggestions became logically derivable from the network as a result
of the repairing actions for other CMMs.

Run III

In this run the detection phase with the debugging component was carried
out twice and the detected CMIs were compared between the runs. The
input for the first run was the set of the two ontologies and their alignment
from the Anatomy track in OAEI 2011. The network was loaded in the
system and the CMIs were detected. 496 CMIs were detected for AMA,
of which 280 were non-redundant. For NCI-A 365 CMIs were detected of
which 193 were non-redundant. The same input was used in the second
run. However, the alignment algorithms were used to extend the set with
mappings prior to generating the CMIs. The set-up for the aligning was the
same as in Run I and the mapping suggestions were computed, validated
and repaired in the same way as well. Then CMIs were generated—638
CMIs were detected for AMA of which 357 were non-redundant, and 460
CMIs for NCI-A, of which 234 were non-redundant. In total 145 new CMIs
were detected for AMA—120 were validated as missing and 25 validated
as wrong5. For NCI-A 103 new CMIs were detected—53 were validated as
missing and 50 as wrong.

Discussion

Run I shows the usefulness of the system through a complete session where
an alignment was generated and many defects in the ontologies were re-
paired. Some of the repairs added new knowledge. As a side effect, we have
shown that the ontologies that are used by the OAEI contain over 200 and
150 missing is-a relations, respectively, and 39 and 17 wrong is-a relations,
respectively. We have also shown that the alignment is not complete and
contains incorrect information. We also note that our system allows valida-
tion and allows a domain expert to distinguish between equivalence and is-a
mappings. Most ontology alignment systems do not support this.

Run II shows the advantages for ontology alignment when a debugging
component is added. The debugging component allowed more informative
mappings to be added and reduced redundancy in the alignment, as well
as debugging the ontologies leading to further reduced redundancy in the

5The sum of the newly generated CMIs and those in the first run is not equal to the
number of the CMIs in the second run because some of the CMIs generated in the first
run are logically derivable in the second run.
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Ontologies concepts asserted asserted asserted
and is-a relations equivalence is-a
Alignments mappings mappings

Ontologies:
101 36 25 - -
301 15 16 - -
302 13 11 - -
303 56 47 - -
304 39 31 - -
Alignments:
101 - 301 - - 14 8
101 - 302 - - 11 12
101 - 303 - - 16 2
101 - 304 - - 28 2

Table 5.7: Ontology alignment and debugging: OAEI Benchmark 2010—
ontologies and alignments.

alignment. New knowledge was added that had not been found when only
aligning. In general, this results in higher quality alignments and ontologies.

Run III shows that the debugging process can take advantage of the
alignment component even when an alignment is available. The alignment
algorithms can provide additional mapping suggestions thus extending the
alignment. More mappings between two ontologies means higher coverage
and possibly more defects detected and repaired. In the experiment more
than 100 CMIs (of which many were correct) were detected for each ontology
using the extended set of mappings. We also note that the initial alignment
contained many mappings (1516). In the case that an alignment contains
fewer mappings the benefit to the debugging process will be even more
significant.

5.2.2 OAEI Benchmark 2010

Experiment setup

This subsection presents an experiment that consists of two parts (runs) per-
formed on a taxonomy network from the Benchmark track in the Ontology
Alignment Evaluation Initiative 2010. As in the previous subsection, each
run can be considered an experiment on its own. Details regarding the net-
work are available in Table 5.7. The network consists of 5 small ontologies
connected in a star layout through four sets with mappings, i.e., alignments
do not exist between all pairs of ontologies. The five ontologies are called
101, 301, 302, 303 and 304. They contain 36, 15, 13, 56 and 39 concepts and
25, 16, 11, 47 and 31 asserted is-a relations, respectively. Alignments are
only available between 101-301, 101-302, 101-303 and 101-304 and contain
22, 23, 18 and 30 mappings, respectively. The experiment was performed
on an Intel Core i7-2620M Processor 2.70GHz with 4 GB memory, running

64



5.2. INTEGRATION OF ONTOLOGY DEBUGGING AND
ONTOLOGY ALIGNMENT

added:
Ontologies candidate missing/ wrong/ is-a removed:
and missing: derivable repaired relations/ is-a
Alignments all/non- after by mappings/ relations/

redundant others more mappings
informative

Ontologies:
101 7/7 2/- 5/- 2/-/- 1/-
301 1/1 1/- -/- 1/-/- -/-
302 1/1 1/- -/- 1/-/- -/-
303 1/1 1/- -/- 1/-/- -/-
304 8/7 6/- 1/- 6/-/3 5/-
Alignments:
101 - 301 -/- -/- -/- -/-/- -/-
101 - 302 -/- -/- -/- -/-/- -/5
101 - 303 -/- -/- -/- -/-/- -/1
101 - 304 1/1 1/- -/- -/1/- -/3
301 - 302 60/28 25/4 3/1 -/21/- -/-
301 - 303 57/38 38/11 -/- -/27/- -/-
301 - 304 71/37 36/10 1/- -/26/1 -/-
302 - 303 61/28 25/4 3/3 -/21/- -/-
302 - 304 78/28 26/5 2/1 -/21/1 -/-
303 - 304 74/40 39/13 1/- -/26/1 -/-

Table 5.8: Ontology alignment and debugging: OAEI Benchmark 2010—
Run I—final result.

the Windows 7 Professional operating system and Java 1.7 compiler. Each
experiment took around two and a half hours.

Run I presents a complete debugging session and it is compared with
Run II, which presents a session that combines ontology alignment and de-
bugging. Both runs contain five iterations that are described in detail. Their
results are compared and discussed at the end of the subsection.

Run I

This run demonstrates a complete debugging session on the network. Five
iterations were needed to complete the session—three for detection, valida-
tion and repairing of the CMIs and two for the CMMs. This subsection
presents the iterations one by one. The summarized results from all itera-
tions in Run I are at the beginning of the Discussion subsection. Most of the
CMIs and CMMs were detected during the first detection (the first iteration
during the experiment for the CMIs and the third for the CMMs). Table
5.8 presents the final results from this experiment.

CMIs were detected, validated and repaired for each ontology during the
first iteration. Their repairing actions led to the detection of a few more
CMIs during the second iteration. They were validated and repaired as
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well. During the two iterations 15 non-redundant (16 redundant) CMIs were
detected in total. 9 of the non-redundant CMIs were validated as missing
and the remaining 6 as wrong is-a relations. The wrong is-a relations were
repaired by removing 4 mappings and 4 is-a relations from the network. The
missing is-a relations were repaired adding is-a relations to the respective
ontologies. In 2 cases the added is-a relations were more informative than
the missing is-a relations under repair.

CMMs were detected only with the debugging component during the
third iteration. The system derived CMMs for all pairs of ontologies for
which alignments were not available. No CMMs were detected for the avail-
able alignments since one of the ontologies participated in all alignments,
and for detecting CMMs from the network at least one alignment where
this ontology does not participate was required. 198 non-redundant CMMs
were detected and 189 of them were validated as correct. The other 9 were
validated as wrong and repaired by removing 4 existing mappings and 2
is-a relations in total. Some of the wrong mappings were repaired by the
repairing actions for other wrong mappings. These are shown in the fourth
column in Table 5.8, under the heading ‘repaired by others’. The missing
mappings were added to the corresponding alignments in 142 cases. In 47
cases the missing mappings became logically derivable after other missing
mappings were repaired (the ‘derivable after’ label in the third column in
Table 5.8). In 3 cases the added mappings were more informative than the
missing mappings themselves.

After all CMMs were repaired the system detected two more CMIs
(fourth iteration), both validated as correct. One of them was repaired
by adding it to the corresponding ontology and the other was repaired by
a more informative repairing action. Then CMMs were generated and vali-
dated again (fifth iteration) which resulted in 1 correct and 1 wrong CMM.
The correct one was repaired by adding it and the wrong one was repaired
by removing a mapping. The debugging session ended at that point since
no more CMIs and CMMs were detected and those previously detected had
been already repaired.

Run II

In this run CMMs were detected initially with the alignment component
and then with the debugging component. The final results are summarized
in Table 5.9. Five iterations were performed in this experiment as well.
Since the alignment component is only involved in the CMM detection the
first two iterations for detecting and repairing CMIs were the same as in
Run I. This subsection presents the iterations one by one. The summarized
results from all iterations in Run II are at the beginning of the Discussion
subsection.

In the third iteration CMMs were detected not with the debugging com-
ponent but with the alignment component instead. We used the TermWN
matcher with threshold 0.5 and weight 1. Mapping suggestions were gen-
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added:
Ontologies candidate missing/ wrong/ is-a removed:
and missing: derivable repaired relations/ is-a
Alignments all/non- before/ by mappings/ relations/

redundant derivable others more mappings
after informative

Ontologies:
101 6/6 1/-/- 5/- 1/-/- -/-
301 1/1 1/-/- -/- 1/-/- -/-
302 1/1 1/-/- -/- 1/-/- -/-
303 1/1 1/-/- -/- 1/-/- -/-
304 7/6 5/-/- 1/- 5/-/2 4/-
Alignments:
101 - 301 16/- 2/2/0 14/- -/-/- -/-
101 - 302 17/- 2/1/0 15/- -/1/- -/5
101 - 303 34/- 4/2/0 30/- -/2/- -/2
101 - 304 43/- 8/4/0 35/- -/4/- -/3
301 - 302 33/- 22/0/0 11/- -/22/- -/-
301 - 303 45/- 31/0/3 14/- -/28/- -/-
301 - 304 50/- 30/0/2 20/- -/28/- -/-
302 - 303 44/- 27/0/3 17/3 -/24/1 -/-
302 - 304 49/- 28/0/3 21/1 -/25/- -/-
303 - 304 84/- 47/0/9 37/- -/38/1 -/-

Table 5.9: Ontology alignment and debugging: OAEI Benchmark 2010—
Run II—final result.

erated for all pairs of ontologies. Every mapping suggestion is presented
to the user as two is-a relations with opposite directions. All mappings
suggestions were shown to the user although some of them were logically
derivable from other suggestions in the network, i.e., they were redundant.
The redundant CMMs were shown as well since their derivation paths con-
tain non-validated (possibly wrong) is-a relations/mappings, which could be
removed later during the repairing phase (if validated as wrong), and thus
the logically derivable ones would be no longer derivable.

During this experiment CMMs for the pairs of ontologies for which the
alignments were available in advance were found as well. Most of them
(93 out of 107) were validated as wrong. 14 were validated as correct.
The mapping suggestions validated as wrong were only stored for future
validations and were not repaired since they did not actually exist in the
network (if they are logically derivable from the network they should be
repaired as well). 5 out of 14 validated as correct were repaired by adding
them while the remaining 9 were already logically derivable from the pair
of ontologies under repair and its alignment (the ‘derivable before’ label in
the third column in the table). 4 of the 5 repaired were not found in the
previous experiment. 276 mapping suggestions were calculated for the pairs
of ontologies for which alignments were not available in advance. 165 were
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added:
Ontologies candidate missing/ wrong/ is-a removed:
and missing: derivable repaired relations/ is-a
Alignments all/non- before/ by mappings/ relations/

redundant derivable others more mappings
after informative

Ontologies:
Experiment I 18/17 11/-/- 6/- 11/-/3 6/-
Experiment II 16/15 9/-/- 6/- 9/-/2 4/-
Alignments:
Experiment I 402/200 190/-/47 10/5 -/143/3 -/9
Experiment II 415/- 201/9/20 214/4 -/172/2 -/10

Table 5.10: Ontology alignment and debugging: OAEI Benchmark 2010—
comparison between Run I and Run II

validated as correct, 148 were repaired by adding them and 1—by adding a
more informative repairing action, while 16 became logically derivable after
repairing the others (the ‘derivable after’ label in the third column in the
table). 111 were validated as wrong. 23 of the 149 repaired were not found
in the previous experiment.

The next (fourth) iteration performed with the debugging component
led to the detection of 31 CMMs in total for almost all pairs of ontologies.
22 were validated as correct and the remaining 9 as wrong. 5 mappings
were removed to repair the wrong ones since these actually existed in the
network. In 17 cases the missing ones were repaired by adding them, in 1
case by adding a more informative mapping and in 4 cases the mappings
became logically derivable after repairing other missing mappings.

One last (fifth) iteration to detect CMMs from the network was done,
which resulted in 1 CMM validated as wrong (1 mapping was removed to
repair it). No more CMIs and CMMs were found at that point and all those
previously detected had been already repaired.

Discussion

Here we compare and discuss the results from both runs. Their final results
are summarized in the next two paragraphs and Table 5.10.

Run I shows a complete debugging session with the network using only
the debugging component. 17 non-redundant CMIs and 200 CMMs were de-
tected in total (18 and 402 redundant respectively). 11 CMIs and 190 CMMs
were validated as correct. They were repaired adding 11 is-a relations (3 of
them more informative) and 143 mappings (3 of them more informative). In
47 cases the missing mappings become logically derivable from the network
after repairing others and thus they were not repaired since repairing them
would lead to redundancies. The wrong CMIs (6) and CMMs (10) were
repaired by removing 6 is-a relations and 9 mappings. Sometimes the re-
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pairing actions for a wrong is-a relation/mapping include more than one is-a
relation/mapping. 5 wrong mappings were repaired while repairing others.

In Run II the alignment component was used prior to the debugging com-
ponent. During this run 15 non-redundant CMIs were detected (16 in total),
9 validated as correct and 6 as wrong. The correct CMIs were repaired by
adding them in 7 cases and by adding more informative repairing actions
in 2 cases. 415 redundant CMMs were calculated from both components in
total and presented to the user. 201 were validated as correct (9 of them
were logically derivable from the pairs of ontologies and their alignments
as well) and 214 were validated as wrong. To repair the validated as cor-
rect CMMs 172 missing mappings were added (2 more informative) and 20
became logically derivable from the network after adding the others. Most
of the validated wrong mappings came from the alignment component and
did not actually exist in the network and thus they were not repaired. The
others were repaired removing 4 is-a relations and 10 mappings. Sometimes
the repairing actions for a wrong is-a relation/mapping include more than
one is-a relation/mapping. 4 wrong mapings were repaired while repairing
others.

As mentioned above in Run II all CMMs, including those that were
redundant, were shown to the user, i.e., the CMMs for validation were dou-
bled. In Run I, when only the debugging component was used, only the
non-redundant CMMs were shown to the user. The redundant CMMs in
Run I are logically derivable if those shown to the user are validated as cor-
rect. If they are validated as wrong those that were redundant will be no
longer redundant, but they will still be logically derivable from the network
the next time the detection is run. In the case when the alignment compo-
nent was used the redundant ones are not logically derivable and thus they
will not be derived if the user validates the others as wrong (the alignment
algorithms should be run again in order to show them).

During Run II the alignment algorithms were run only at the beginning
to create/extend the initial alignments. Since our alignment algorithms
currently do not employ any structure-based strategies, running them again
would not lead to discovering new mapping suggestions. If such strategies
were employed the alignment process could benefit from the repaired struc-
ture of the ontologies and possibly generate new mapping suggestions. On
the other hand, the debugging component could be run as long as it detects
new CMIs and CMMs.

The high number of wrong mappings in Run II can be explained with
the selected alignment algorithm and threshold. In this run the threshold
was 0.5 in order to get more mapping suggestions.

Direct comparison of the results does not show a considerable advantage
from the interaction between the two components (presented in Run II)—
almost the same number of CMIs (11 versus 9) and CMMs (190 versus 201)
were detected. However, the missing mappings in Run II were repaired by
adding 172 mappings while in Run I—by adding only 143 mappings, i.e.,
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more mappings were added in the second run. 29 mappings became logically
derivable in Run II and 47 in Run I after repairing the missing mappings.
27 mappings that were not found and were not logically derivable in Run I
were added in Run II. The concepts in these 27 mappings were added to the
set with mapped concepts (if not already there) and were later used when
CMMs were detected from the network.

It should be noted that the number of removed mappings and is-a re-
lations is different in each experiment. In Run II one additional mapping
was removed. This happened because after aligning ontologies 304 and 303
a mapping between another pair of ontologies became logically derivable (it
was not derivable from the network before aligning these ontologies). The
derivable mapping was validated as wrong, which led to the removal of the
additional mapping. During Run I two more is-a relations were removed.
Since we first detected and repaired CMMs with the alignment component,
the mapping causing their removal was not found in the second experiment
because it became logically derivable (from the pair of ontologies and its
alignment) after the alignment process. It should be noted that if the de-
tection phases in each of the two components were run one after the other
(prior to any repairing) these is-a relations would be found and removed in
the second experiment as well.

The removal of the two is-a relations described in the previous paragraph
led to discovering two more CMIs. This is the reason for the difference in
the number of the CMIs in Run I and II.

5.2.3 ToxOntology-MeSH use case

This experiment was conducted in collaboration with the Swedish National
Food Agency (SNFA). An alignment between an ontology created by SNFA—
ToxOntology—and an already curated index, in this case MeSH, was deemed
necessary. In this context our integrated ontology alignment and debugging
framework was very suitable for their needs—an initial alignment was cre-
ated by the alignment component and then the ontology and the alignment
were further refined through debugging. Since our integrated system was
not fully implemented at that time the work has been done by two systems—
the old version of RepOSE (as debugging component) and a version of the
SAMBO system (for creating the alignment) that was further integrated in
RepOSE.

Both systems require input in RDF or OWL format, however, MeSH
is not available in either of these. Thus, the first step in our work was to
translate MeSH into OWL.

The size and the setting of the experiment provide us with the possibility
of comparing the repairing process carried out with our system RepOSE
with the repairing process carried out manually by domain experts. We
performed two runs—Run I and Run II. In the first run we used the validated
alignment obtained from SAMBO as input. In order to observe the repairing
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equivalence/
similarity suggestions ToxOntology isa MeSH/ related wrong
value MeSH isa ToxOntology

≥ 0.8 41 29/2/2 1 7
≥ 0.5, < 0.8 419 9/18/31 42 319
≥ 0.4, < 0.5 906 2/21/14 83 786
≥ 0.35, < 0.4 146 1/2/2 117 24

Table 5.11: Ontology alignment and debugging: ToxOntology-MeSH—
validation of mapping suggestions—initial alignment.

process in RepOSE during the second run we used a nonvalidated alignment
as input.

Experiment setup

ToxOntology is an OWL2 ontology, encompassing 263 concepts and 266
asserted is-a relations. ToxOntology appeared after a merge of classification
systems covering concepts within toxicology used by ACToR [47] and an
implementation of the OpenTox API [42]. The merge was further refined
and expanded manually by toxicology experts at the SNFA, end-users of
ToxOntology. The overall design principle can be summarized as follows: it
is broad enough to cover almost any aspect of interest in the field, but small
enough to be used as an interactive tool in users’ daily search for toxicology
information.

MeSH [6] consists of sets of terms naming descriptors in a 12-level hi-
erarchical structure. The 2011 version of MeSH contains 26,142 descriptors.
As MeSH contains many descriptors not related to the domain of toxicology,
we used parts from the Diseases [C], Analytical, Diagnostic and Therapeutic
Techniques and Equipment [E] and Phenomena and Processes [G] branches
of MeSH. The resulting ontology contained 9,878 concepts and 15,786 as-
serted is-a relations. A Java program was written to parse (using the SAX
parser) the XML file, filter the selected elements and create the OWL file
(using Jena 2.1). We note that the MeSH hierarchy is not based on subsump-
tion relations only, thus interpreting all structural relations as is-a relations
may lead to unintended results.

Results

Aligning ToxOntology and MeSH. Our first step was to create an initial
alignment between ToxOntology and MeSH. In order to create the align-
ment we used SAMBO (e.g., [62], [87], [58]), an ontology alignment system
based on the framework described in Subsection 2.2. It implements differ-
ent strategies for preprocessing, matching, combining and filtering. Due to
a preference for a high-quality alignment that was as complete as possi-
ble, preprocessing to reduce the search space was excluded from the proce-

71



CHAPTER 5. EXPERIMENTS AND DISCUSSIONS

dure. We used different types of matchers—TermBasic (linguistic approach),
TermWN (approach using WordNet [69]), UMLSM (approach using domain
knowledge—UMLS [14]) and NaiveBayes (instance-based approach using
scientific literature), and as a combination strategy we used the maximum-
based strategy. We generated the similarity values for all pairs of terms. We
used single threshold filtering with threshold 0.35 for the filtering strategy.
These choices would lead to a high recall, although there would be many
mapping suggestions to validate.

During the validation phase the domain expert classified the mapping
suggestions into: equivalence mapping, is-a mapping (ToxOntology term
is-a MeSH term and MeSH term is-a ToxOntology term), related terms
mapping and wrong mapping. The mapping suggestions were shown to
the domain expert in different steps based on the similarity values. The
results are summarized in Table 5.11. The validated alignment consists of
41 equivalence mappings, 43 is-a mappings between a ToxOntology term and
a MeSH term, 49 is-a mappings between a MeSH term and a ToxOntology
term and 243 related terms mappings. There is also information about 1,136
wrong mappings.

The steps described above are similar to the detection and validation
phases in the alignment component. The difference is in the repairing
phase—in SAMBO the validated correct mapping suggestions are directly
added to the final alignment, while in our framework different options for
repairing them are presented to the domain experts.

Run I—Debugging using validated alignment

The debugging process started after the alignment was created. It was not
considered feasible to identify defects manually. Therefore, we used the
detection mechanisms of RepOSE. RepOSE computed CMIs, which were
then validated by domain experts. As there were initially only 29 CMIs,
we decided to repair the ontologies and their alignment independently in
two ways. First, the CMIs and their justifications were given to the domain
experts who manually repaired the ontologies and their alignment. Second,
the repairing mechanisms of RepOSE were used. A summary of the changes
in the alignment and in ToxOntology as a result of the debugging sessions are
summarized in Table 5.12 column ‘original/final alignment’6, and Table 5.13
column ‘final’, respectively. There are also 5 missing is-a relations for MeSH.
In the remainder of this subsection we describe the detection and repairing
in more detail and compare the manual repairing with the repairing using
RepOSE.

Detection using RepOSE. As input to RepOSE we used ToxOntol-
ogy and MeSH. We additionally used the validated part of the alignment
created by SAMBO, which contains the 41 equivalence mappings, the 43

6The final alignment contains changes from the two debugging sessions and is the one
that is now used.
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original/ final
ToxOntology MeSH final alignment:

alignment manual/
RepOSE

metabolism metabolism ≡/→ →/rem ←
photosensitisation photosensitivity disorders ≡/R R/rem ←, →
phototoxicity dermatitis phototoxic ≡/R R/rem ←, →
inhalation administration inhalation ≡/W W/rem ←, →
urticaria urticaria pigmentosa ←/W W/rem ←
autoimmunity diabetes mellitus type 1 ←/R R/rem ←
autoimmunity hepatitis autoimmune ←/R R/rem ←
autoimmunity thyroiditis autoimmune ←/R R/rem ←
gastrointestinal metabolism carbohydrate metabolism ←/W W/rem ←
gastrointestinal metabolism lipid metabolism ←/W W/rem ←
cirrhosis fibrosis ≡/R R/rem ←, →
cirrhosis liver cirrhosis ←/≡ ≡/-
metabolism biotransformation ←/≡ ≡/ -
metabolism carbohydrate metabolism ←/W W/ -
metabolism lipid metabolism ←/W W/-
hepatic porphyria porphyrias ≡/→ W/rem ←
hepatic porphyria drug induced liver injury →/R -/rem →

Table 5.12: Ontology alignment and debugging: ToxOntology-MeSH—
changes in the alignment (equivalence mapping (≡), ToxOntology term is-a
MeSH term (→), MeSH term is-a ToxOntology term (←), related terms (R),
wrong mapping (W), removed (rem)).

is-a mappings between a ToxOntology term and a MeSH term and the 48
is-a mappings between a MeSH term and a ToxOntology term.7

RepOSE generated 12 non-redundant CMIs for ToxOntology (34 in total)
of which 9 were validated by the domain experts as missing and 3 as wrong.
For MeSH, RepOSE generated 32 redundant CMIs. 17 out of the 32 were
non-redundant CMIs (2 out of the 17 relations represented one equivalence
relation) where 5 were validated as missing and the rest as wrong.

Manual repair. The domain experts focused on the repair of ToxOn-
tology and the alignment. Regarding the 9 missing is-a relations in ToxOn-
tology, all were added to the ontology. Furthermore, another is-a relation,
asthma → respiratory toxicity, was added, in addition to asthma → hy-
persensitivity, based on an analogy of this case with the already existing
urticaria → dermal toxicity and added urticaria → hypersensitivity. This
is summarized in Table 5.13 column ‘manual’. The domain experts also
removed two asserted is-a relations (asthma → immunotoxicity and subcu-
taneous absorption → absorption) for reasons of redundancy. These is-a
relations are valid and they are logically derivable in ToxOntology.

7The related term mappings cannot be used in logical derivation related to the is-a
structure of the ontologies and are therefore not included in the alignment used in Re-
pOSE.
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added is-a relations final manual RepOSE

absorption → physicochemical parameter Yes Yes Yes
hydrolysis → metabolism Yes Yes Yes
toxic epidermal necrolysis → hypersensitivity Yes Yes Yes
urticaria → hypersensitivity Yes Yes Yes
asthma → hypersensitivity Yes Yes Yes
asthma → respiratory toxicity Yes Yes No
allergic contact dermatitis → hypersensitivity Yes Yes Yes
subcutaneous absorption → dermal absorption Yes Yes Yes
oxidation → metabolism Yes Yes Yes
oxidation → physicochemical parameter Yes Yes Yes

Table 5.13: Ontology alignment and debugging: ToxOntology-MeSH—
changes in the structure of ToxOntology.

The wrong is-a relations for MeSH and ToxOntology were all repaired
by removing mappings in the alignment (Table 5.12 column ‘final alignment
manual/RepOSE’). In 5 cases a mapping was changed from equivalence or
is-a into related. In one of the cases (concerning cirrhosis in ToxOntology
and fibrosis and liver cirrhosis in MeSH) a further study also led to the
change of cirrhosis ← liver cirrhosis into cirrhosis ≡ liver cirrhosis.

The wrong is-a relations involving metabolism in ToxOntology invoked
a deeper study of the use of this term in ToxOntology and in MeSH. The
domain experts concluded that the ToxOntology term metabolism is equiv-
alent to the MeSH term biotransformation and a sub-concept of the MeSH
term metabolism. This observation led to a repair of the mappings related
to metabolism.

Furthermore, some mappings were changed from an equivalence or is-
a mapping to a wrong mapping.8 In these cases (e.g., between urticaria
in ToxOntology and urticaria pigmentosa in MeSH) the terms were syn-
tactically similar and were initially validated wrongly during the alignment
phase.

Repairing using RepOSE. For the 3 wrong is-a relations for Tox-
Ontology and the 12 wrong is-a relations for MeSH, the justifications were
shown to the domain experts. The justifications for a wrong is-a relation
contained at least 2 mappings and 0 or 1 is-a relations in the other ontol-
ogy. In each of these cases the justification contained at least one mapping
that the domain expert validated as wrong or related and the wrong is-a
relations were repaired by removing these mappings (see Table 5.12 column
‘final alignment manual/RepOSE’, except last row). In some cases repairing
one wrong is-a relation also repaired others (e.g., removing mapping hepatic
porphyria ← porphyrias repairs two wrong is-a relations in MeSH: porphyr-
ias → porhyrias hepatic and porphyrias → drug induced liver injury).

For the 9 missing is-a relations in ToxOntology and the 5 missing is-a

8So the domain experts changed their original validation based on the reasoning sup-
port provided by RepOSE.
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relations in MeSH, possible repairing actions (using Source and Target sets)
were generated. For most of these missing is-a relations the Source and
Target sets were small, although for some there were too many elements in
the set to provide for good visualization. For all these missing is-a relations,
repairing them consisted of adding the missing is-a relations themselves
(Table 5.13 column ‘RepOSE’). In all but three cases this is what RepOSE
recommended based on external knowledge from WordNet and UMLS. In 3
cases the system recommended adding additional is-a relations, that were
not considered correct by the domain experts (and thus wrong or based on
the external domain knowledge taking a different view of the domain).

After this repairing, we detected one new CMI in MeSH. This was vali-
dated as a wrong is-a relation and resulted in the removal of one more map-
ping (see Table 5.12 column ‘final alignment manual/RepOSE’ last row).

Run II—Debugging using non-validated alignment

In Run I the validated alignment was used as input. As a domain expert
validated the mappings, they could be considered of high quality, although
we showed that defects in the mappings were detected. In this subsection
we perform an experiment with a non-validated alignment; we use the 41
mapping suggestions with a similarity value higher than or equal to 0.8 and
use them initially as equivalence mappings.9

Using RepOSE (in 2 iterations) 16 non-redundant CMIs (27 in total),
were computed for ToxOntology of which 6 were also computed in the de-
bugging session in Run I. For MeSH 6 non-redundant CMIs (10 in total)
were computed, of which 2 were also computed earlier. As expected, the
newly computed CMIs were all validated as wrong is-a relations and their
computation was a result of wrong mappings. During the repairing 5 of the
7 wrong mappings were removed, and 2 initial mappings were changed into
is-a mappings.

Discussion

As the set of CMIs in Run I was relatively small, it was possible for domain
experts to perform a manual repair. They could focus on the pieces of
ToxOntology that were related to the missing and wrong is-a relations. This
allowed us to compare results of manual repair with those of repairs done
using RepOSE.

Regarding the changes in the alignment, for 11 term pairs the mapping
was removed or changed in both approaches. For 2 term pairs the manual
approach changed an is-a relation into an equivalence and for 2 other term
pairs an is-a relation was changed into a wrong relation. These changes
were not logically derivable and could not be found by RepOSE. For 3 of

9From the validation we know that these actually contain 29 equivalence mappings, 2
is-a mappings between a ToxOntology term and a MeSH term, 2 is-a mappings between
a MeSH term and a ToxOntology term, 1 related term mapping and 7 wrong mappings.
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these term pairs the change came after the domain experts realized (using
the justifications of the CMIs) that metabolism in MeSH has a different
meaning than metabolism in ToxOntology. For 1 term pair (second to last
row in Table 5.12) the equivalence mapping was changed into wrong by the
domain experts, while using RepOSE it was changed into an is-a relation.
In the final alignment the RepOSE result was used. Additionally, using
RepOSE an additional wrong mapping was detected and repaired through
a second round of detection. It was not found in the manual approach.

Regarding the addition of is-a relations to ToxOntology, the domain
experts added one more is-a relation in the manual approach than in the
approach using RepOSE. It could not be logically derived that asthma →
respiratory toxicity was missing, but it was added by the domain experts in
connection with the repairing of another missing is-a relation.

In some cases, when using RepOSE, the justification for a missing is-a
relation was removed after a wrong is-a relation was repaired by remov-
ing a mapping. For instance, after removing metabolism (ToxOntology) ←
metabolism (MeSH), there was no more justification for the missing is-a re-
lation hydrolysis → metabolism. However, an advantage of RepOSE is that
once a relation is validated as missing, RepOSE requires that it be repaired
and thus this knowledge will be added even if there is no justification.

Another advantage of RepOSE is that, for repairing a wrong is-a rela-
tion, it allows the removal of multiple is-a relations and mappings in the
justification, even though it may be sufficient to remove one. This was used,
for instance, in the repair of the wrong is-a relation phototoxicity → pho-
tosensitisation in ToxOntology where photosensitisation ≡ photosensitivity
disorders and phototoxicity ≡ dermatitis phototoxic were removed. Further-
more, the repairing of one defect can lead to other defects being repaired.
For instance, the removal of these two mappings also repaired the wrong
is-a relation photosensitivity disorders → dermatitis phototoxic in MeSH.
In general, RepOSE facilitates the computation and understanding of the
consequences of repairing actions.

Comparing Run I and II we confirm that RepOSE can be helpful in
the validation of non-validated alignments—a domain expert will be able
to detect and remove wrong mappings that lead to the logical derivation
of wrong is-a relations, but wrong mappings that do not lead to logical
derivation of wrong is-a relations may not be found.

5.3 Discussion

The discussion here is carried out mainly in two directions—highlighting the
benefits from our integrated ontology debugging and alignment approach on
one side and showing that a dedicated system to support ontology alignment
and debugging is extremely necessary on the other side.

All three experiments in Subsection 5.2 clearly demonstrate the advan-
tages of the integration of ontology alignment and debugging. Our inte-
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grated approach improves the quality of the alignments by providing differ-
ent alternatives for repairing them. It also leads to discovering more possible
modelling defects in ontologies and alignments by extending the sets with
the alignments. We note that the experiments presented in this chapter do
not completely explore the benefits from the integration. Since structure-
based matchers, preprocessing and filtering strategies were not employed
in the alignment component we were not able to explore the benefits from
the repaired structure of the ontologies and alignments over the alignment
process.

Our integrated approach is universal and can be applied to any two on-
tologies. To detect modelling defects in ontologies the network is an impor-
tant source of domain knowledge, while defects in alignments can be detected
by both alignment algorithms and intrinsic knowledge. The detected defects
can also be repaired by different, sometimes more informative, repairing ac-
tions. The number of detected defects and their repairing actions depend
on the correctness and completeness of the structure of the input ontolo-
gies and alignments. For instance, in the ToxOntology-MeSH use case only
mappings were removed to repair wrong is-a relations. This indicates that
the ontology developers modeled the is-a structure decently. This kind of
repair is not, however, a consistent outcome. For instance, in the experiment
outlined in Subsection 5.1.1 and [56] involving debugging the two ontologies
(AMA and NCI-A) and their alignment from the Anatomy track in OAEI
2010, 14 is-a relations were removed from AMA and 11 from NCI-A, as well
as 5 mappings. Furthermore, in ToxOntology all missing is-a relations were
repaired by adding them. In the experiment in Subsection 5.1.1 in 27 cases
in AMA and 11 cases in NCI-A a missing is-a relation was repaired using a
more informative repairing action, thereby adding new knowledge that was
not logically derivable from the ontologies and their alignment. More infor-
mative repairing actions are also used in the two experiments in Subsections
5.2.1 and 5.2.2.

Generally, detecting defects in ontologies without the support of a ded-
icated system is cumbersome and unreliable. In all cases outlined in this
chapter RepOSE clearly provided necessary support. Additionally, visual-
ization of the justifications for possible defects was very helpful to have at
hand, as was a graphical display of the possible defects within their con-
texts in the ontologies being addressed. During the entire debugging and
alignment processes, and not only through the detection phase, the system
provides proper visualization, thus assisting the user in understanding the
defects and the available options for repairing actions. During the repair-
ing phase the system generates different repairing actions for the defects,
thus providing an opportunity to add more knowledge to the ontologies and
alignments. Moreover, RepOSE stored information about all changes made
and their consequences as well as the remaining defects needing amendment.
It prevents contradictory information from being added to the ontology net-
work as well.
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An identified constraint of RepOSE pertains to the fact that adding and
removing is-a relations and mappings not appearing in the computations in
RepOSE can be a demanding undertaking. Currently, these changes need to
be conducted in the ontology files, but it would be useful to allow a user to
do this via the system. For instance, in the ToxOntology-MeSH use case, it
would have been useful to add asthma → respiratory toxicity via RepOSE.

Although the system has good responsiveness, the number of the user-
system interactions for large ontologies and alignments, such as validations
and repairings, is very high. Thus, proper approaches to lower this number
are desirable. For instance, it was observed that in many cases there is
just one possible repairing action for a defect. Thus, instead of showing
the defect and the repairing action to the user, the system could execute it
automatically.

Our system provides contextual visualization and most of the time the
display is easily readable and not cluttered with objects. In some cases,
however, there are too many objects to allow good visualization. We have
implemented a number of techniques to manage such cases, for instance,
visualizing the defects and their repairing actions in groups, zoom in/out,
and the option to open the current display in a separate larger window that
can be resized to fit the screen dimensions. However, in order to further
facilitate better understanding of the presented information, other grouping
heuristics and visualization techniques should be explored.
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Chapter 6

Related work

This chapter discusses related work in the areas of ontology alignment and
debugging and compares other approaches with our approach. At the end
an overview is given of the available approaches that can be considered to
some extent related to the integration of ontology alignment and debugging.

6.1 Ontology debugging

This section focuses on two of the three types of defects identified in [48]—
semantic and modelling defects in ontologies and ontology networks. Syn-
tactic defects are not considered since they are not signs of misinterpretation
of a domain but are rather caused by mistyping. They can be found and
resolved using parsers.

6.1.1 Debugging modelling defects

The approach for debugging modelling defects presented in this thesis is
an extension of [61], [60] and [59]. The problem of repairing missing is-a
relations in a single taxonomy was initially discussed in [61] with the as-
sumption that the is-a structure of the taxonomy is correct. The authors in
[61] present two algorithms for computing repairing actions for missing is-a
relations. The first, which is similar to the one presented in this thesis, only
computes solutions for a single missing is-a relation. The second extends it
by taking into account the influence of the repairing actions of other missing
is-a relations during the computation of the Source and Target sets. The
results of the experimental evaluation of the extended algorithm show that
such influences are not negligible and in some cases the repairing actions
for different missing is-a relations influence each other. The work in [59]
is continuation of [61] where the authors consider wrong is-a relations in
the structure of the taxonomies. In contrast to [61] where the focus is on a
single taxonomy, the context in [59] is a taxonomy network with the assump-
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tion that the mappings in the network are correct. Missing is-a relations in
the context of a taxonomy network with correct mappings are discussed in
[60]. This thesis takes the approach even further, considering wrong and
missing subsumption and equivalence mappings in a taxonomy network and
employing ontology alignment algorithms as an additional method for de-
tecting missing mappings.

The work presented in [61], [60], [59] and this thesis, only considers
missing and wrong is-a relations in taxonomies, which are a simple kind
of ontologies from a knowledge representation point of view. The work
in [55] extends the scope to deal with repairing missing is-a relations in
the structure of ALC ontologies, which can be represented using acyclic
terminologies. The problem of repairing missing is-a relations is formulated
as a generalized version of the TBox abduction problem. In [65] the authors
define properties for the ontologies, the set of missing is-a relations, the
domain expert and preferences for the solutions for the problem in [55].
Finally, in [93], complexity results for the existence, relevance and necessity
decision problems for the generalized TBox abduction problem for EL++

ontologies are presented.
Debugging in general has two phases—discovering defects and resolving

them. Often a validation phase performed prior to the repairing phase
is also presented. The detection of modelling defects, especially missing
structure, is not trivial since it requires, among other competencies, domain
knowledge. Manual inspection, apart from being error-prone, is, of course,
possible, however, tedious and even infeasible for very large ontologies. In
our approach we utilize the knowledge intrinsic to an ontology network and,
additionally, ontology alignment algorithms for detecting missing mappings.
Other approaches, such as those in the area of ontology learning are available
as well. They allow automatic creation of ontologies from a large set of texts.

An insight into the state of the art in the ontology learning area is pro-
vided in [24]. It contains three parts focusing on methods, evaluation and
learning methodology. This field takes advantage of methods developed in
already established areas, such as knowledge acquisition and natural lan-
guage processing. The methods presented within this book can be seen
as supporting methods (to those presented in this thesis) for detection of
modelling defects.

The work in [41] is of particular interest since it deals with discover-
ing missing is-a relations from large texts corpora. The authors describe a
method for automatic acquisition of hyponyms, which are lexical relations
of the kind something is a (kind-of) something. Beneficial features of hy-
ponyms include easy recognition, high frequency of occurrence and relevance
across domains. Hyponyms can also be employed for the purpose of identify-
ing instances of concepts, as in the example hyponym(author, Shakespeare).
An important side effect is discovering of pairs, such as (broken bone, injury),
which are not common dictionary entries. Ontology learning approaches can
be used as detection methods on their own or as additional external infor-
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mation for suggesting recommendations during the processes of detection,
validation and repairing. Querying external sources, such as WordNet, to
determine existing relations between concepts can be used in both cases as
well.

Based on their experience, the authors of [19] propose a set of ten re-
quirements that should be fulfilled as a basic step for a valid and reusable
reference alignment. They can be seen as patterns for debugging. The first
half of the requirements covers mainly technical and versioning issues in
the ontologies and alignments. The second part is focused on the content
and completeness of the alignments taking into account subsumption and
equivalence relations from structural and linguistic points of view. Closest
to the approach presented in this thesis are two requirements that deal with
structural completeness and resemble part of our detection phase. Accord-
ing to one of them, for instance, if there are equivalence mappings between
a particular concept from one of the ontologies and more than one con-
cept in the other, the concepts in the second ontology should be connected
through equivalence relations. In the other requirement, a given equiva-
lence mapping is checked to see if the subclasses of one of the concepts
are connected through subsumption mappings with the superclasses of the
other and vice versa. Another pair of requirements can be seen as align-
ment algorithms where (part of) the labels (or local names) are compared.
These requirements can help with the identification of missing and wrong
mappings and also missing and wrong subsumption relations in the ontolo-
gies. The approach was tested on the OAEI Anatomy 2010 dataset and the
results incorporated in the dataset used in the OAEI Anatomy 2011. We
have compared the results of our approach (the experiment in Subsection
5.1.1) with the results in [19] regarding wrong mappings. Of the 25 wrong
mappings identified by [19], our approach can identify 21 wrong mappings
using the full reference alignment. Our approach also identified 8 additional
wrong mappings.

Another approach for detecting defects, [28], assumes that the ontology
specification does not change over time and explores the modifications in it
during its evolution on an axiom level. Having different versions of an on-
tology, the authors propose to compare them in order to identify suspicious
editing patterns, such as consecutive additions and removals of the same
axioms in the different versions. This approach can be employed to detect
both semantic and modelling defects, however, its limitation is that several
versions of the ontology in question should be available.

The closest approach to the one in this thesis regarding detecting missing
is-a relations is discussed in [17] where the authors describe a method for
identifying nonalignments (essentially missing subsumptions) between Open
Biomedical Ontologies (OBOs). The nonalignments discussed in [17] can be
seen as the CMIs and CMMs in this thesis. The nonalignments are detected
based on properties while in our work we only use subsumption and equiv-
alence relations. Similarly to the framework in this thesis, three phases can
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be distinguished in [17]—a phase for detecting nonalignments, an examina-
tion which resembles our validation phase and a repairing phase. During the
examination, the nonalignments that should be aligned are separated (they
are called discrepancies). The authors suggest two approaches for rectifying
the discrepancies—either adding the missing subsumptions or removing the
existing subsumptions. The nonalignments that are not discrepancies are
indicators of inconsistencies in the ontologies. They are resolved by upward
propagation of the corresponding concepts to the superclass levels. When a
discrepancy is repaired by adding the missing subsumption, other possibil-
ities for repairing which would make it derivable are not considered. This
approach does not consider nonalignments based on incorrect information
in the ontologies or alignments. In both approaches the search space during
the detection phase is reduced—in our approach we only employ mapped
concepts and in [17] only pairs of assertions with an already existing sub-
sumption relation are checked.

Borrowing the concept of design patterns from software engineering, the
authors of [30] apply patterns and antipatterns for the purpose of debugging
semantic and modelling defects. The (anti)patterns are based on description
logics constructions that do not necessarily exist in taxonomies, for instance,
existential and universal quantifiers etc. The patterns do not aim to change
the semantics of the ontologies, they are guidelines for restructuring the
ontologies in order to make them more understandable for the developers.
The antipatterns represent common errors in the ontologies developed by
domain experts originating in misuse and misunderstanding of logical con-
structions. The authors also suggest actions for resolving the antipatterns
that go beyond simply removing axioms or exchanging a class with one of its
superclasses. In order to avoid changes in the intended meaning of the on-
tologies during debugging, the actions for resolving the antipatterns should
be validated by a domain expert.

6.1.2 Debugging semantic defects

More work is available in the field of debugging semantic defects. The
detection of the semantic defects is usually done by a reasoner and the
focus is on computing diagnoses and repairing actions.

One of the works that does not use a reasoner for detection of seman-
tic defects is [77]. It deals with the detection of one of the antipatterns in
[30], Onlyness Is Loneliness, in OWL ontologies. The authors propose an
approach where candidates of the antipattern are identified without a rea-
soner, since in large ontologies with many complex axioms and defects the
reasoners do not scale well. The detection process goes through the following
two steps—applying transformation rules in a predetermined order for the
purpose of simulating inference and to avoid use of a reasoner. These rules
do not remove original axioms, they only add new ones. The second step is
to execute one or more SPARQL queries in their ontology patterns detec-

82



6.1. ONTOLOGY DEBUGGING

tion tool—PatOMat. The query returns the candidates of the Onlyness Is
Loneliness antipattern. The authors suggest that the same approach with
suitable transformation rules can also be applied for the other antipatterns
in [30].

Computing diagnoses and repairing actions is the focus in [80] and [81]
where a method for repairing the axioms in an incoherent TBox is pro-
posed. It identifies a minimal set of axioms that should be removed from
the TBox in order to make it coherent. The method creates minimal subsets
of the TBox, called MUPSs (Minimal Unsatisfiability-Preserving sub-TBox),
where the unsatisfiability of each unsatisfiable concept is preserved. Then,
based on the MUPSs, MIPSs (Minimal Incoherence-Preserving sub-TBox)
are created—they are the smallest subsets of the TBox that make it inco-
herent. A set of axioms occurring in several MIPSs is called a core. More
occurrences of a core leads to higher probability that it is the cause of the
incoherency and it should be removed from the TBox. This is similar to our
single relation heuristic.

Another popular work in the field of debugging semantic defects is [51]
where the authors focus on debugging unsatisfiable concepts. For the pur-
poses of ontology debugging, two techniques from the software testing area
are utilized—the glass box and the black box. The authors have devel-
oped and integrated methods and algorithms for them in their ontology
editor Swoop. The glass box approach relies on extra information from the
reasoner, extended with additional data structures, to identify the causes
for unsatisfiable concepts. Two forms of this technique were presented—
presentation of the root cause of the contradiction (clash) and computation
of relevant sets with axioms responsible for the clash (sets of support). The
sets of support are computed for each unsatisfiable concept, and when mini-
mally determined they coincide with the Minimal Unsatisfiability-Preserving
sub-TBox (MUPS) presented in [80] and [81]. A common set of support rep-
resents the repairing actions for all unsatisfiable concepts, however, it is not
easy to obtain such a set with the glass box approach since it may not scale
for many unsatisfiable concepts. To resolve this problem the authors explore
the black box technique where the reasoner is only used as an oracle for an-
swering queries in order to determine dependencies between concepts. The
unsatisfiable concepts are divided into root concepts (with unsatisfiable con-
cept definitions) and derived concepts (which depend on the unsatisfiability
of other concepts).

The authors of [51] continued their work regarding explaining the causes
for unsatisfiable concepts, and developing strategies to rectify them in [50].
One of the focuses in [50] is providing precise explanations of the causes for
unsatisfiability by identifying the smallest parts of axioms responsible for
them, thus aiding the users’ understanding. Similar to the idea of arity in
[80] and to the single relation heuristic in our work, the authors propose
a simple ranking criterion based on the frequency of occurrence of axioms
across the MUPSs. Other ranking strategies based on the impact and fre-
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quency of usage of the axioms across the ontology, user-driven test cases
and provenance information were presented as well. The solutions for the
unsatisfiable concepts are generated using a modified version of Reiter’s hit-
ting set tree algorithm [76] extended to take into account the ranking of
the axioms. The users can choose between three granularity levels during
the repairing—to repair a single unsatisfiable concept, to repair all root or
all unsatisfiable concepts. Similarly, our tool has two modes for repairing
wrong is-a relations and mappings—repairing them one by one or repairing
all of them at once (in a single taxonomy). The authors propose methods
for rewriting axioms, instead of removing them, for known modeling pitfalls.

Providing an explanation for a given entailment is the key to understand
why a concept is unsatisfiable and how it can be repaired. The authors of [51]
apply their glass box and black box techniques to find all justifications for an
entailment in [49]. Their definition of a justification is similar to the one in
our work. They have developed two methods for finding a single justification
based on each of the two techniques. Using the black box technique, the
axioms from the initial ontology are copied one by one to a new ontology
until the given unsatisfiable concept becomes unsatisfiable. Then the new
ontology is pruned in order to exclude those axioms that are not part of
the justification. The other method is based on an extension of the glass
box technique from [51] and applies the same pruning method at the end.
Having a single justification and benefiting from the duality of the hitting
set trees from [76], the algorithm in [49] computes all justifications—instead
of computing minimal hitting sets from the tree, the algorithm uses a single
justification as a root of the tree and at each step creates new branches
reusing the methods for computing a single justification. Known hitting set
trees optimization techniques are utilized to reduce the number of calls to
the algorithm that computes a single justification.

Another work that addresses understanding of entailments is [73], in
which the authors discuss the steps to generate easily understandable expla-
nations of OWL inferences in English. They have developed a probabilistic
model for estimating the understandability of a justification composed of
multiple inferences based on a measure of the understandability of a single
inference. The measure of understandability of a single inference is called
the Facility Index and its development is described in [72]. The Facility
Index is the result of an empirical study of a set of deduction rules collected
from a corpus of around 500 ontologies. For every entailment with multiple
inferences a proof tree is built, where the entailment is the root of the tree
and the deduction rules are its leaves. Then the understandability of the
entailment is estimated by multiplying the Facility Indexes for the deduction
rules in the tree. For entailments with multiple proof trees this method can
be used to rank them according to their understandability.

Understanding justifications of multiple entailments is the focus in [18].
The authors have observed that often sets of justifications are similar, con-
taining axioms with similar, sometimes even identical, structure, which differ
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only in class names, properties and relations. The length of the justifica-
tions also varies. In these cases the same type of reasoning is required from
a human user. This observation can be used to help the user in the pro-
cess of understanding the justifications and thus significantly reduce the
number of justifications to grasp. The notion of structural similarity was
called justification isomorphism and appeared in the authors’ previous work.
In this paper they define three types of isomorphism—strict isomorphism
(same number and type of axioms in the two justifications), subexpression-
isomorphism (different concept expressions requiring the same reasoning but
the same number of axioms) and lemma-isomorphism (the same type but
different number of axioms). An experiment, performed with the ontologies
from NCBO BioPortal, shows that the isomorphism can reduce the number
of justifications that must be understood by 90% and that most of the jus-
tifications are strictly isomorphic, i.e., they use the same number and type
of axioms.

In [84] the authors generalize the ontology debugging problem, intro-
ducing weighted ontologies where weights are assigned to the axioms. The
problem is transformed into an optimization problem for computing subon-
tologies with the maximum sum of weights. The axioms that are not part
of the maximum sum are then removed. The approach is promising for very
large ontologies with a large number of inconsistencies, however, it is not
clear how the weights will be assigned.

Semantic defects in ontology networks are also an area of interest. How-
ever, all of these approaches consider the ontologies correct and only debug
the alignments. By comparison, our approach considers defects in both the
ontologies and alignments. In [92] the authors detect four patterns of fre-
quently occurring defects in mappings and propose repairing methods that
are either automatic or user-driven. They focus on equivalence and sub-
sumption mappings and define four types of defects: redundant mappings,
imprecise mappings, inconsistent mappings and abnormal mappings.

The authors of [68] propose a completely automatic method for debug-
ging ontology mappings, detecting and repairing inconsistencies caused by
erroneous mappings. The method deals with equivalence and subsumption
mappings and relies on the assumption that the mappings model semantic
relationships without causing inconsistencies. Distributed description logics
is used to formalize the problem—the domain knowledge is represented by a
distributed ontology (similar to the induced ontology in this thesis) and the
mappings are represented as a set of bridge rules. For diagnosis they rely
on the classic Reiter’s definition from [76]. An inconsistency is resolved by
removing a bridge rule, thus the method for selection of the rule is impor-
tant. Instead of applying the classical hitting set tree algorithm the authors
propose a simple heuristic that selects the rule for removal by its confidence
value or the WordNet distance between the concepts in it if the confidence
value is not available. This resembles the rank approach in [50]. At the end
the authors discuss the problem of incorrect mappings that do not cause
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inconsistencies and propose the notion of instable mappings to deal with it.
They suggest that a mapping which makes a previously non existing sub-
sumption relation in a single ontology derivable may indicate inconsistency.
The idea of the instable mappings is quite similar to our approach for de-
tecting CMIs, however, we interpret it differently—as a possible missing is-a
relation.

In [75] a conflict-based operator for mapping revision is proposed that
considers subsumption and equivalence mappings. The operator is based on
the notion of “conflict sets”, which are the minimal sets of mappings causing
logical contradictions between the ontologies. It is defined by two postulates
adapted from the belief-based revision theory.

The authors of [74] discuss the relationships between inconsistency and
incoherency in the ontologies and categorize the reasons for the inconsistency
in three groups—inconsistency due to terminology axioms, inconsistency due
to assertional axioms and inconsistency caused by both terminology and
assertional axioms. They propose a general integrated approach for dealing
with inconsistency and incoherency in ontology evolution and give several
suggestions for how the different phases of the approach can be instantiated
by revisiting several concrete approaches.

The authors of [43] implement their algorithms in the RaDON sys-
tem. They propose an efficient relevance-directed algorithm for computing
MUPSs in subontologies adapted from [49] and based on Reiter’s hitting
set trees [76]. The user can choose to compute one, all or some MUPSs
and hitting sets for an unsatisfiable concept. An element of the system’s
functionality is reasoning in an inconsistent setting based on four-valued
semantics.

In [82], reasoning with multiple ontologies connected through directional
mappings is presented. Distributed description logics is used to formalize
the knowledge in the ontologies and their alignments (the alignments are
represented with sets of bridge rules; in this work only subsumption and
equivalence mappings are considered). In this setting the knowledge prop-
agation only occurs in one direction (directionality property) and inconsis-
tency in one of the ontologies would not lead to inconsistency in the whole
distributed ontology (localized inconsistency property).

6.2 Ontology alignment

After years of substantial research effort in the field of ontology alignment,
the authors of [83] seek new promising directions for its future development.
After sharing an observation that the field is slowing down, they give an
overview of the state of the art and identify eight challenges for the alignment
community. These challenges are united around the issue of scalability, both
in terms of matchers strategies and evaluation, as well as user involvement
and supporting infrastructure.

With two contradictory tendencies in place—increasing the size of the
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matching task (demanding scalability techniques) and broadening the range
of the applications performing it (including devices with limited resources)—
the efficiency of matching techniques in terms of both computational time
and memory consumption is becoming more and more important. Possible
solutions to this problem include parallelization, distribution, modulariza-
tion, etc. The increasing size of the alignment task also demands large scale
matching evaluation, which is not possible without automatic methods for
developing high-quality reference alignments. In the context of evaluation
more accurate (in addition to precision and recall) as well as application spe-
cific evaluation measures are required. There are different matchers avail-
able but none of them is considerably better than the others for a specific
application. As a result a combination of matchers is usually used in or-
der to obtain more reliable results. Those combinations could be tailored
to application areas or datasets’ features or both, which is why strategies
for matcher selection, combination and tuning are highly desirable. Some
matchers utilize background knowledge during the alignment process, for in-
stance, curated resources such as WordNet and UMLS. In the future other
resources, including resources that are not curated such as linked open data,
can be utilized as well.

The scalability problem should be addressed in the area of user interac-
tions as well. Given an alignment the end user, who is not necessarily an
ontology alignment expert, should be able to understand it and how it was
obtained in order to better utilize and edit it. Analogously to the justifica-
tions in the area of ontology debugging, easily comprehensible yet clear and
precise explanations of matching results are needed. User involvement is
crucial for the success of each task and ontology alignment is not an excep-
tion. Increasing the number of tools supporting user interface and various
user interactions will foster user engagement in the process. Higher quality
alignments will be the product of better user interfaces with good scalabil-
ity features, rather than more accurate matchers [22]. The user involvement
in the process can be encouraged through social and collaborative match-
ing as well. The manual curation of large alignments is a demanding task
for a single user. It can be relaxed by involving several users who can dis-
cuss together problematic mappings. Such collaborative effort will demand
metadata standards and proper alignment management frameworks provid-
ing infrastructure and support during all phases of the process—storage,
version control, etc.

Comparing our system with these challenges, we have already made ini-
tial steps towards addressing three of them. Many matchers have been pro-
posed1, and most systems use similar combination and filtering strategies as
in this thesis2. However, there are still not many alignment systems that ex-
plore background knowledge. Since the alignment algorithms in our system
are reused from the SAMBO system [62], we have already been addressing

1e.g., many papers at http://ontologymatching.org/
2For an overview we refer to [83].
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the challenge of matching with background knowledge. We employ exter-
nal, curated resources with well-known structure and reliability—WordNet
and UMLS. Our system is one of the few supporting user validation of the
mappings, the others being SAMBO [62], COGZ [34] for PROMPT, and
COMA++ [31]. RepOSE also has a unique feature as it provides differ-
ent options for repairing the missing mappings, rather than just directly
adding the mapping suggestions. The whole repairing phase is supported
by a user interface. Moreover it provides debugging of the alignment during
the process of its development. These features can be considered steps in
the direction of user involvement and explanation of the matching results.
It was mentioned in [83] that very few systems support mappings other than
equivalence—RepOSE is among them, it supports subsumption in addition
to the equivalence mappings.

6.3 Integration of ontology alignment and on-
tology debugging

There are a few systems that could be considered to integrate ontology align-
ment and debugging to some extent. They are usually focused on ontology
alignment and perform ontology debugging (considering semantic defects)
only as a means of providing coherent alignments. In contrast our system,
RepOSE, is an integrated ontology alignment and debugging system. It can
be used as such or as a separate alignment or debugging system. Moreover
RepOSE allows debugging of both the structure of the ontologies as well as
the alignments, while most of the other systems assume that the ontologies
are correct and only debug the alignments. Generally, debugging of mod-
elling defects, such as missing is-a structure, requires domain knowledge. A
unique feature of our system is that it detects missing is-a relations without
external domain knowledge.

One of the first works to make a connection between ontology alignment
and debugging is [23]. Its authors compare two approaches for aligning ear-
lier versions of AMA and NCI Thesaurus—manual and lexical. The manual
and lexical alignments are used to create a final alignment and a structural
validation was performed in order to remove pairs of concepts without struc-
tural similarity from it. The structural validation was performed employing
the pairs of concepts with lexical similarity, called anchors. The relations
in which the anchors participate are examined and the existence of at least
one common hierarchical relation among the concepts in the anchors across
the ontologies is taken as positive structural evidence. This approach can
be used for detection of CMIs.

Based on their experience, the authors of [46] identify several require-
ments for an ontology alignment system (partially covering different aspects
of the challenges from [83]). According to their view such requirements are
interactivity (user interactions during the alignment process instead of post
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curation of the alignments), scalability (both in terms of the size of the
ontologies, but also in terms of user interactions) and reasoning-based er-
ror diagnosis (detecting and repairing unsatisfiable concepts). They present
LogMap 2, an ontology alignment system that implements scalable reasoning
and diagnosis algorithms. The ontologies and mappings are encoded in Horn
propositional representation, which allows scalable detection and repairing
of unsatisfiable concepts performed on modules extracted from the ontolo-
gies. More details about the detection and repairing of logical contradictions
can be found in LogMap [44] implementing Dowling-Gallier algorithm [32]
for Horn propositional satisfiability. Comparing RepOSE and LogMap 2,
both deal with subsumption mappings. However, LogMap 2 only simulates
user interactions while RepOSE has a fully functional user interface.

Evaluation of the coherence of the alignments generated by the systems
in the Ontology Alignment Evaluation Initiative has recently started—in
the 2011 campaign in the Anatomy track and in the 2011.5 campaign in
the Large Biomedical Ontologies track. It shows that in most cases the
generated alignments are incoherent. The authors of [79] have found that
the incoherences in the alignments generated by the systems in the Large
Biomedical Ontologies track are most often caused by disjointness restric-
tions between concepts. They propose a method for detecting incoherence
(caused only by disjointness restrictions) in ontologies employing ontology
modularization techniques. Their method creates core fragments (modules)
that contain concepts and relations from the two ontologies and their align-
ment needed for resolving all conflicts caused by the disjointness restrictions.
They have also developed a repairing method and a heuristic (similar to our
single relation heuristic) that minimizes incoherence in the final alignment
and the number of removed mappings from the initial alignment. Their sys-
tem AML is among the best performing systems in terms of runtime in the
Anatomy track in the OAEI 2013 [37]. In the 2013 campaign, AML-bk, an
extension of AML that uses background knowledge, achieved the best result
in the Anatomy track in terms of f-measure.
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Chapter 7

Conclusions and Future
Work

This chapter concludes the thesis and presents several possible directions for
long-term future work and improvements of the work presented so far.

7.1 Conclusions

The vision of the Semantic Web is coming into reality and ontologies play a
key role in it. They model the world around us by defining the semantics of
entities and their relationships. Ontologies provide mutual understanding of
a domain and facilitate applications such as agent communication and data
integration. Now, in the era of Big Data, the demand for data integration
will grow even stronger and more complicated. Other areas take advantage
of ontologies as well. Many ontologies in various domains have already been
developed and more will be developed in the near future. Often several
overlapping ontologies are employed in order to fulfill a specific task, for
instance, integration of several data sources annotated with different on-
tologies. Thus, an understanding of the relationships between the concepts
in the different ontologies is essential.

The development of ontologies and alignments is not a trivial task, for
various reasons—domain experts are not proficient in knowledge represen-
tation, the intended and unintended entailments become more difficult to
follow with the increasing size and complexity of the ontologies, concept dis-
crepancies, etc. As a consequence defects in the structure of the ontologies
and their alignments may be introduced.

In this context debugging of ontologies and their alignments is a key step
towards obtaining highly reliable results from a wide range of applications
employing ontologies. Debugging aims at detecting and repairing different
types of defects. Modelling defects are some of the most complex to detect
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and resolve since they require domain knowledge. While for syntax and
semantic defects there is tool support, such support, with few exceptions, is
missing for modelling defects.

The manual detection of modelling defects, if it is possible at all, is in-
feasible, especially in ontologies with many concepts and complex relations.
Thus, automatic detection methods for modelling defects are highly desir-
able. Once detected, the defects should be repaired. A modelling defect
such as wrong structure should be repaired by removing it or modifying
it. Regarding missing structure, the obvious solution is to directly add the
missing information. However, it was observed that other repairing actions
exist that add more knowledge to the ontologies and alignments. Since do-
main experts might prefer actions of this type, methods are required that
can provide nontrivial repairing actions.

7.1.1 Debugging of ontologies and alignments

The focus of this work is on taxonomies since they are the most widely
used kind of ontologies and, in general, the structure of ontologies is often
based on subsumption relations between their concepts. We also considered
modelling defects, such as missing and wrong is-a relations in taxonomies
and mappings in alignments, which require domain knowledge to detect
and repair. The taxonomies themselves, connected through alignments in a
taxonomy network, can provide the necessary domain knowledge. We have
shown algorithms for debugging modelling defects in alignments employing
knowledge intrinsic to the network.

However, alignments are not always available, and in some cases they do
not exist, thus the network cannot be created. In order to create alignments
and, consequently, a network, we utilize ontology alignment algorithms.

We extended the framework in [67] with algorithms for debugging mod-
elling defects in alignments and integrated ontology alignment and ontology
debugging. The framework has two components—a debugging component
and an alignment component. In each component, the workflow consists
of phases for detection, validation and repairing of modelling defects in the
ontologies and the corresponding alignments.

Using only the debugging component we were able to detect a signifi-
cant number of wrong and missing is-a relations in the ontologies from the
Anatomy track in the OAEI 2010 (details in Subsection 5.1.1).

7.1.2 Benefits from the integration of ontology align-
ment and ontology debugging

The integration of ontology alignment and debugging led to the exploration
of their interactions. Ontology alignment can be seen as a special kind of de-
bugging of missing mappings, and ontology debugging using the knowledge
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intrinsic to the network can be seen as a special, structure-based alignment
algorithm.

Exploring the integration of ontology alignment and debugging we found
that it provides advantages for both and raises the quality of the ontologies
and alignments. Since our debugging approach is based on the knowledge
intrinsic to an ontology network, the existence of such network is required.
Using the ontology alignment algorithms we are able to create alignments
and consequently a network between any number of ontologies. Even if a
network already exists the alignment algorithms can be applied to extend the
set with available alignments and thus provide more information for debug-
ging of modelling defects (as shown in Run III in Subsection 5.2.1). These
observations are relevant to our debugging approach, which relies heavily
on the knowledge intrinsic to the network. However, ontology alignment
algorithms, in general, can be applied in cases when domain knowledge is
required.

As was pointed out, the repairing phase in our debugging approach pro-
vides different options for repairing modelling defects in addition to directly
adding the missing structure and removing the wrong structure. The align-
ment component in our framework follows the general alignment framework,
as described in Subsection 2.2, and extends it with a repairing phase. Fur-
thermore, the debugging repairs the structure of the ontologies and align-
ments and provides higher quality input for the structure-based alignment
algorithms, preprocessing and filtering strategies.

7.1.3 Implemented system

We extended the system in [67], implementing algorithms for detecting and
repairing modelling defects in alignments and integrating ontology align-
ment and ontology debugging. We also performed several experiments and
analyzed their results.

During the experiments it was observed that our implemented system
clearly provided the necessary support through the phases of detection, val-
idation and repairing. The possible defects and their repairing actions are vi-
sualized in their context during the validation and repairing phases, helping
the user to understand them and their causes and providing repair options
that add as much new knowledge as possible to the network. The system
had good responsiveness to user actions at any given moment during the
experiments. It also keeps track of the whole process—stores the defects,
computes the consequences of the repairing actions and prevents the usage
of contradictory repairing actions.

7.2 Future work

In this subsection we outline our ideas for improving the system and lay out
long-term future work.
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7.2.1 Extending the system

Reflecting on the experiments and their results, several directions for im-
provements to the system were identified. They are focused on extending
the functionality of the system and reducing user-system interactions.

As was noted earlier, our repairing approach does not depend on the
origin of the defects, i.e., whether they are detected by the system or pro-
vided by external sources. Thus, supporting an external input will allow
our repairing methods to resolve defects detected by methods other than
those presented in this thesis. During the experiments, it was noticed that
adding/removing is-a relations or mappings that do not appear as defects
or their justifications is not possible. This functionality could be helpful in
cases such as the one described in Subsection 5.2.3, and it could be achieved
by integrating a simple ontology editor.

Currently, our method for detecting modelling defects by employing the
knowledge intrinsic to the network considers the subsumption relations be-
tween the concepts in one or more taxonomies. One immediate step is to
extend the set with relations (for instance, is-located-in, is-part-of ) in a
single ontology combined with equivalence and subsumption relations be-
tween the ontologies. For instance, let us assume there are two geographic
ontologies (o1 and o2 ) and one of them contains the relation Stockholm
is-located-in Sweden. It is missing in the other ontology. The alignment
between them contains two mappings—o1:Stockholm ≡ o2:Stockholm and
o1:Sweden ≡ o2:Sweden. Thus, adapting our approach we can infer Stock-
holm is-located-in Sweden in the second ontology, i.e., to detect a candidate
missing is-located-in relation. A similar idea is presented in [17] in the con-
text of ontology enrichment where its authors use properties between the
ontologies in order to identify nonalignments (essentially missing subsump-
tions) in the ontologies.

Furthermore, the set of alignment algorithms in the system can be ex-
tended by implementing structure-based matchers, partial-alignment filter-
ing and preprocessing strategies.

When the input ontologies contained thousands of concepts and many
defects were detected the system maintained good responsiveness. How-
ever, the number of the interactions between the user and the system was
high. For instance, during the repairing phase some of the defects had only
one repairing action. Instead of showing it to the user, the system could
add it automatically, thus reducing the number of user-system interactions.
Another direction is to reduce the interactions during the validation phase—
this will lead to fewer CMIs and CMMs to validate and fewer missing and
wrong is-a relations and mappings to repair. Reducing the number of CMMs
can be achieved by utilizing the approach for computing minimal mappings
between lightweight ontologies (their structure is based on subsumption re-
lations) as presented in [35]. In their paper the authors propose an efficient
algorithm for computing the minimal alignment and observe that such an
alignment is unique and always exists.
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7.2.2 Long-term future work

Three directions for long-term future work were identified—improving the
scalability of the approach, developing new visualization techniques for large
datasets and extending the presented approach to ontologies represented in
more expressive languages. The subsections below discuss each direction in
more detail.

Improving the scalability of the approach

During the ToxOntology-MeSH use case, presented in Subsection 5.2.3, our
implemented system had good responsiveness even with 10000 concepts and
more than 15000 asserted is-a relations and mappings. The same applies
for the experiments with the Anatomy track ontologies from the OAEI. In
all experiments, the detection of the defects and the computation of their
repairing actions took approximately 30 seconds each. However, the system
required between 4 and 6 GB of memory. This fact limits the usage of our
approach and system to medium-size ontologies (several thousand concepts)
and prevents its application for ontologies like SNOMED (approximately
400 000 classes). Thus, close inspection of the algorithms is necessary in
order to reduce memory consumption.

The ontology alignment algorithms in our system are another area that
needs attention in the context of scalability since they currently run for
hours with high memory consumption. For comparison, the best perform-
ing ontology alignment systems, that participated in the OAEI 2012, run for
less than a minute with less than 3 GB of memory for the same input. Thus,
for a scalable, competitive system the run time and the memory consump-
tion should be reduced. To achieve reduced run time and memory usage
two directions can be explored—optimization of the existing algorithms or
developing new approaches. For instance, one option is to develop or reuse
different heuristics and (structure-based) preprocessing strategies in order
to reduce the pairs of concepts for which similarity values are calculated
since, currently, the alignment algorithms compute similarity values for all
pairs of concepts between the ontologies. We could also investigate in more
detail the usage of the mapping suggestions validated as wrong in all phases
in the debugging and alignment components.

Another possibility to address the scalability issue of the system is to
introduce session-based alignment and debugging, similarly to the methods
used in [57]. The session-based framework, described in this paper, addresses
almost all of the challenges discussed in [83]. It presents three types of ses-
sions that can be interrupted in order to provide partial results and can
then be resumed—computation, validation and recommendation sessions.
During the computation session mapping suggestions are generated that are
accepted or rejected during the validation session. The recommendation ses-
sion is used to recommend combinations of alignment algorithms for future
computation sessions. Adapting the session-based approach together with
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enhanced algorithms will improve scalability and user interaction not only
during alignment but also during debugging where the scalability is also an
issue.

Visualization techniques for large data sets

Data visualization is another issue, especially when large data structures are
involved. The visualization techniques employed in software systems have
an important influence on the user perception of the presented data and the
ease of use of the system.

It was shown that our system provides contextual visualization, facilitat-
ing the understanding of the defects and their repairing actions. Using our
grouping techniques the visualized sets were small enough to not clutter the
display in most cases. In some cases, however, there were too many objects
on the display, which hindered the perception of the visualized information.
This observation does not consider what happens when the entire ontology
network is visualized at once. Adequate visualization of 10000 concepts (as
in some of the experiments described in Chapter 5) with their asserted is-a
relations at the same time is currently not possible with our system.

In the above cases we consider only the subclass relations. However, in
ontologies with predefined relations, for example, there will be even more,
and at the same time diverse, relations between the concepts to visualize.
These observations demand further improvement of the available visual-
ization techniques or development of new ones. Moreover, improving the
scalability of the approach will allow its application to large ontologies and
therefore comprehensive visualization is extremely important.

Ontologies in more expressive languages

The work presented in this thesis is in the context of taxonomies—the sim-
plest kind of ontologies from a knowledge representation point of view. The
components of taxonomies are named concepts and is-a relations. Limited to
these two components, only simple relations in a domain can be expressed—
for instance, recall the earlier example, maxilla is-a bone. However, other
relations, such as bone is-not-a blood vessel and Stockholm is-located-in Swe-
den, cannot be expressed with taxonomies. Thus, extending the scope of
this work to ontologies represented in more expressive languages is highly
desirable in order to represent more complex relationships in the domain of
interest.

A step in this direction is to look at the debugging of is-a relations in
ontologies represented in more expressive languages and to investigate the
limitations and possible extensions of the current approach in this setting.
Regarding the detection phase—the knowledge intrinsic to an ontology net-
work can be employed using techniques similar to those described in this
thesis. Other approaches, such as those discussed in Chapter 6.1.1, can be
utilized as well. Some of the works described in Subsection 6.1.2 discuss
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repairing of wrong is-a relations in the context of ontologies represented in
more expressive languages. When it comes to the algorithm for repairing
a single missing is-a relation—in the context of the taxonomies all possible
solutions can be found and consist of the is-a relations between the sub-
concepts and super-concepts of the concepts in the missing is-a relation.
However, in the extended setting our repairing algorithm may not be able
to find all solutions. The more expressive languages allow complex concept
definitions including different logical connectives and quantifiers. Thus, a
missing is-a relation can be repaired by adding an is-a relation that is not
in the hierarchy of the concepts in the missing is-a relation.

Some work has already been done in this area. In [55] the problem of
repairing missing is-a relations is formulated as a generalized version of the
TBox abduction problem. In [65] we define properties for the ontologies,
the set of missing is-a relations, the domain expert and preferences for the
solutions of the problem in [55]. Also, in [93], complexity results for the ex-
istence, relevance and necessity decision problems for the generalized TBox
abduction problem for EL++ ontologies are presented.
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