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Summary During the last ten years, the speaker has developed Fortran software
for minimizing general objective functions when first derivatives are not available.
He has released two packages, namely NEWUOA and UOBYQA, for the uncon-
strained case and for simple upper and lower bounds on the variables, respectively.
His current research addresses general linear constraints on the variables, which
is intended to provide the new LINCOA package. These algorithms require only
of magnitude n squared operations on a typical iteration, where n is the number
of variables, which has allowed them to be applied when n is in the hundreds. No
attention is given to sparsity.

Some excellent numerical results have been achieved, which certainly depend
on the use of the symmetric Broyden updating formula. That formula when
derivatives are not available is the subject of Lecture 1. It supplies the solution
to the following variational problem. Some values of the objective function and
a quadratic approximation to the objective function are given, where usually the
approximation does not interpolate all the given function values. A new quadratic
approximation is required that does interpolate the given function values. The
freedom that remains in the new approximation is taken up by making as small
as possible the Frobenius norm of the change to the second derivative matrix of
the approximation.

A trust region in the space of the variables is the set of all points that are
within a prescribed distance of the best point so far. A typical change to the
vector of variables is a move from the best point so far to a new point within
the trust region, the new point being chosen to provide a relatively small value of
the current quadratic approximation to the objective function. The calculation
of the new point is the subject of Lecture 2. A version of truncated conjugate
gradients is employed, in order that the amount of work is only of magnitude n2.
Several decisions had to be taken to specify an algorithm. They are particularly
interesting for the LINCOA software, due to the linear constraints on the variables.

Lectures 1 and 2 describe vital ingredients of the software that has been men-
tioned. A few more details are addressed in Lecture 3, to complete an outline of
how the algorithms work. The numerical results from several test problems are
considered too. The accuracy and efficiency are much better than expected if one
takes the view that the second derivative matrix of the quadratic approximation
should become close to the second derivative matrix of the objective function. We
find clearly that this view is wrong. Also the numerical results show that good
accuracy is achieved eventually, although the number of iterations is sometimes
very sensitive to effects from computer rounding errors.

1Presented at the University of Linköping, Sweden (January 2013).



1. The symmetric Broyden updating formula

1.1 Background and some notation

The quadratic function

Q(x) = c + gT x + 1
2
xTHx, x∈Rn, (1.1)

is an approximation to the objective function F (x), x∈Rn, of a general optimiza-
tion calculation. Q is revised as the calculation proceeds. Steps in the space of
the variables that reduce Q(x) are expected to reduce F (x) when the steps are
sufficiently small. We address the situation when no derivatives of F are avail-
able. Therefore Q(·) has to be constructed from values of F (·). We assume that
the general optimization calculation is running iteratively, all starting procedures
being complete. The symmetric Broyden updating formula is a way of changing
Q(·) that gives attention to each new value of F (·) that is computed.

Let Q−(·) and Q+(·) be the quadratics Q(·) before and after a change is made,
and let the purpose of the change be to achieve the conditions

Q+(y
j
) = F (y

j
), j =1, 2, . . . ,m, (1.2)

after the points y
j
, j = 1, 2, . . . ,m, have been chosen automatically by the opti-

mization algorithm. The positions of these points must be such that the conditions
(1.2) can be satisfied by a quadratic Q+(·) for any values of the right hand sides.
Let the quadratic

Q+(x) = c+ + gT
+
x + 1

2
xTH+ x, x∈Rn, (1.3)

be suitable. If m is less than 1
2
(n+1)(n+2), then the conditions (1.2) leave

some freedom in c+, g
+

and H+. The points must also have the property that, if

H+ =∇2Q+ is fixed for any suitable Q+, then the conditions (1.2) do not allow
any changes to c+ and g

+
. This last requirement is equivalent to the zero function

being the only polynomial of degree at most one that vanishes at all the points
y

j
, j =1, 2, . . . ,m, which implies m≥n+1. A typical value of m is 2n+1.

We reserve the notation Q∆(·) for the change in Q(·), which is the quadratic
polynomial

Q∆(x) = Q+(x) − Q−(x) = c∆ + gT
∆
x + 1

2
xTH∆x, x∈Rn, (1.4)

say. The equations (1.2) imply that it satisfies the conditions

Q∆(y
j
) = F (y

j
) − Q−(y

j
), j =1, 2, . . . ,m. (1.5)

All but one of the right hand sides (1.5) are zero in the usual setting when Q−(·)
interpolates m−1 of the values F (y

j
), j =1, 2, . . . ,m.

2



The symmetric Broyden updating method is highly successful at fixing the
1
2
(n+1)(n+2)−m degrees of freedom that remain in Q∆(·) after satisfying the

constraints (1.5). This freedom is taken up by minimizing ‖H∆‖F , where the
subscript F denotes the Frobenius matrix norm. In other words, the sum of
squares of the elements of the second derivative matrix H∆ =∇2Q+−∇

2Q− is made
as small as possible. It follows from the strict convexity of the Frobenius norm
that the symmetric Broyden method defines H∆ uniquely, so we can regard H∆

as fixed. There is no remaining freedom in Q∆(·), due to the second assumption
above on the positions of the points y

j
, j =1, 2, . . . ,m. Strong advantages of the

symmetric Broyden formula are exposed in the theory of Section 1.2 and in the
numerical results of Section 1.3 below.

The Lagrange functions Λℓ(·), ℓ = 1, 2, . . . ,m, of the interpolation equations
(1.5) are going to be useful in Section 1.4 and in Lecture 3. They are defined to
be quadratic polynomials such that ‖∇2Λℓ‖F is least subject to the conditions

Λℓ(yj
) = δjℓ, 1≤j≤m, 1≤ℓ≤m, (1.6)

where δjℓ is the Kronecker delta. Thus Λℓ(·) is the Q∆(·) that is given by
the symmetric Broyden method when expression (1.5) has the right hand sides
F (y

j
)−Q−(y

j
)=δjℓ, j =1, 2, . . . ,m.

1.2 The projection property

Let Q be the set of quadratic polynomials with n variables that satisfy the condi-
tions (1.2) on Q+(·), and, for any two polynomials S and T , let the Frobenius norm
‖∇2S−∇2T‖F be regarded as the distance between S and T . Then the choice
of Q+(·) by the symmetric Broyden method can be regarded as a projection of
Q−(·) into Q. Least squares projections and inner product spaces are relevant,
because the Frobenius norm of an n×n matrix is exactly the Euclidean norm of
the vector in Rn2

whose components are the elements of the matrix. We are going
to find that some elementary theory of projections establishes a powerful relation
between the second derivative matrices ∇2Q− and ∇2Q+.

We introduce the notation

〈A |B〉 =
∑n

i=1

∑n
j=1 Aij Bij (1.7)

for the “scalar product” between any two n×n matrices A and B, which gives the
equation

‖∇2Q+ −∇2Q− ‖2
F =

〈
∇2Q+ −∇2Q−

∣∣∣∇2Q+ −∇2Q−

〉
. (1.8)

Moreover, if Q is a general element of Q, then Q++α(Q−Q+) is in the set Q for
every α in R. It follows that the symmetric Broyden formula has the property
that the least value of the expression

〈
∇2Q+ + α(∇2Q−∇2Q+) −∇2Q−

∣∣∣∇2Q+ + α(∇2Q−∇2Q+) −∇2Q−

〉
(1.9)
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occurs at α=0, which is the condition
〈
∇2Q −∇2Q+

∣∣∣∇2Q+ −∇2Q−

〉
= 0. (1.10)

Thus we deduce the identity

‖∇2Q −∇2Q−‖
2
F =

〈
∇2Q −∇2Q−

∣∣∣∇2Q −∇2Q−

〉

=
〈
(∇2Q−∇2Q+) + (∇2Q+−∇2Q−)

∣∣∣(∇2Q−∇2Q+) + (∇2Q+−∇2Q−)
〉

=
〈
∇2Q −∇2Q+

∣∣∣∇2Q −∇2Q+

〉
+

〈
∇2Q+ −∇2Q−

∣∣∣∇2Q+ −∇2Q−

〉

= ‖∇2Q −∇2Q+ ‖2
F + ‖∇2Q+ −∇2Q− ‖2

F . (1.11)

It follows that the updating formula is highly suitable if the objective function
F is quadratic. Then it is trivial that F satisfies the conditions (1.2) on Q+(·), so
F is an element of the set Q. Thus the identity (1.11) implies the relation

‖∇2F −∇2Q+ ‖2
F = ‖∇2F −∇2Q− ‖2

F − ‖∇2Q+ −∇2Q− ‖2
F . (1.12)

Therefore, when a sequence of quadratic models is generated iteratively, the sym-
metric Broyden formula being applied to update Q on each iteration, then the
sequence of second derivative errors ‖∇2F−∇2Q‖F decreases monotonically.

One should not become enthusiastic, however, about the last conclusion. If
‖∇2F−∇2Q‖F remains large, then monotonic decreases may not provide any gains
over errors of the same magnitude that both increase and decrease occasionally.
On the other hand, if these errors have to become small to achieve fast conver-
gence, then one is faced with the task of obtaining good accuracy in 1

2
n(n+1)

independent second derivatives, which is likely to require much effort when there
are many variables with no derivatives available explicitly.

Equation (1.12) shows also that, if F is quadratic, then ‖∇2Q+−∇2Q−‖F

converges to zero as the iterations proceed. This seems to be the main reason for
the excellent success of the symmetric Broyden updating formula in practice. One
expects the size of ‖∇2Q+−∇2Q−‖F =‖∇2Q∆‖F to be related closely to the size
of the right hand sides of the conditions (1.5). Thus the limit ‖∇Q+−∇

2Q−‖F →0
suggests that, as the iterations proceed, the quadratic models provide better and
better predictions of the new values F (y

j
) that are actually calculated. It is also

likely that ‖∇2Q+−∇2Q−‖F becomes small when F is a smooth function that is
not quadratic.

1.3 An example of efficiency

The objective function that has been employed most by the author in the devel-
opment of his software is the sum of squares

F (x) =
2n∑

i=1




bi −
n∑

j=1

[Sij sin(xj/σj) + Cij cos(xj/σj) ]






2

, x∈Rn. (1.13)
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Numbers of calculations of F (#F )
n

Case 1 Case 2 Case 3 Case 4 Case 5

10 370 340 348 446 319
20 999 928 921 960 780
40 1951 1776 1629 1916 2114
80 3262 3497 3390 3183 3172
160 5589 5994 6492 6427 6124
320 11593 11391 12042 11780 11887

Table 1: NEWUOA applied to the test problem (1.13)

All the parameters are generated randomly, subject to the least value of F (·) being
zero at a known point x∗. The software requires an initial vector of variables, xbeg

say, and values of the initial and final steplengths that are going to be employed
in the optimization calculation. In the tests of Table 1, xbeg is a random point
from the hypercube

{x : |xj− x∗

j | ≤ 0.1πσj, j =1, 2, . . . , n }, (1.14)

where the scaling factors σj are selected randomly from [1, 10]. The prescribed
final steplength is 10−6, and the number of conditions in expression (1.5) is set to
m=2n+1. There are no constraints on the variables. Different random numbers
provide five cases for each n.

The NEWUOA software of the author, that updates quadratic models by the
symmetric Broyden method, was applied to these test problems for n = 10, 20,
40, 80, 160 and 320. The total number of calculations of the objective function,
namely #F , is shown for each case in Table 1. Good accuracy is achieved, the
greatest value of ‖xfin−x∗‖∞ throughout the experiments being less than 1.5×10−5,
where xfin is the final calculated vector of variables.

The table suggests that the growth of #F as n increases is about linear. On
the other hand, a quadratic polynomial with n variables has 1

2
(n+1)(n+2) degrees

of freedom, this number being 51681 when there are 320 variables. The numbers
in the last line of Table 1 are much smaller, however, which suggests that the use of
the symmetric Broyden method is very efficient for minimizing the function (1.13).

1.4 The amount of work

The NEWUOA and BOBYQA software packages, developed by the author, have
the useful property that the amount of work of a typical iteration is only of
magnitude n2. Therefore they have been applied to optimization problems with
hundreds of variables. The property is remarkable, because usually the symmetric
Broyden method change all the elements of ∇2Q, and the number of elements is
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n2. It requires the number m of the conditions (1.5) to be of magnitude n, frequent
choices by the author being m=2n+1 and m=n+6, for example. Some details
of the implementation of the symmetric Broyden method are given below.

Occasional shifts of the origin of Rn are necessary in practice to prevent much
damage from computing rounding errors. Therefore we write the quadratic (1.4),
which is the change to Q(·), in the form

Q∆(x) = ĉ + ĝT (x−xb) + 1
2
(x−xb)

TH∆(x−xb), x∈Rn, (1.15)

where the current origin xb has been chosen already, and where the number ĉ,
the gradient ĝ∈Rn and the n×n matrix H∆ have to be calculated. We have to
minimize ‖H∆‖

2
F subject to the constraints

ĉ + ĝT (y
j
−xb) + 1

2
(y

j
−xb)

TH∆(y
j
−xb) = rj, j−1, 2, . . . ,m, (1.16)

the numbers rj =F (y
j
)−Q−(y

j
), j =1, 2, . . . ,m, being the right hand sides of the

equations (1.5). First order conditions for the solution of this problem state the
existence of multipliers µj, j =1, 2, . . . ,m, such that the function

1
4
‖H∆‖

2
F −

m∑

j=1

µj

{
ĉ + ĝT (y

j
−xb) + 1

2
(y

j
−xb)

TH∆(y
j
−xb) − rj

}
(1.17)

is stationary when ĉ, ĝ and H∆ are optimal. By differentiating this function with
respect to ĉ, ĝ and the elements of H∆, we find the equations

∑m
j=1 µj = 0,

∑m
j=1 µj (y

j
−xb) = 0, (1.18)

and

(H∆)pq −
∑m

j=1 µj (y
j
−xb)p (y

j
−xb)q = 0, 1≤p≤n, 1≤q≤n. (1.19)

Multipliers are not required to force the symmetry of H∆, because expression
(1.19) gives symmetry automatically. Specifically, this expression provides the
matrix

H∆ =
∑m

i=1 µi (yi
−xb) (y

i
−xb)

T . (1.20)

The form (1.20) of H∆ is crucial, because it reduces the calculation of 1
2
n(n+1)

elements of H∆ to the calculation of only m parameters µj, j =1, 2, . . . ,m. After
substituting the form (1.20) into the constraints (1.16), we find that the conditions
(1.16) and (1.18) supply m+n+1 linear equations that have to be satisfied by
ĉ∈R, ĝ∈Rn and µ∈Rm. These equations are the system





A e Y T

eT 0 0

Y 0 0









µ

ĉ

ĝ



 =





r

0

0



 , (1.21)
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where A is the m×m matrix that has the elements

Aij = 1
2
{ (y

i
−xb)

T (y
j
−xb) }

2, 1≤ i≤m, 1≤j≤m, (1.22)

where all the components of e∈Rm are one, and where the n×m matrix Y has
the columns y

j
−xb, j =1, 2, . . . ,m.

The need for the origin shift xb can be deduced from the elements (1.22).
Typical behaviour towards the end of an optimization calculation is that the
distances ‖y

i
−y

j
‖, 1 ≤ i < j ≤ m, are of magnitude 10−6 but the lengths ‖y

j
‖,

j =1, 2, . . . ,m, are of magnitude one. Then xb is chosen to be among the points
y

j
, j = 1, 2, . . . ,m, in order that floating point arithmetic can provide detail of

good quality in the elements (1.22), which have magnitude 10−24. This fine detail
would be lost without the origin shift, because then the elements of A would be
of magnitude one.

Let W be the (m+n+1)×(m+n+1) matrix of the system (1.21) and let Ω be the
inverse of W . The inverse matrix Ω is employed by the NEWUOA and UOBYQA
software. The availability of Ω allows the solution of the equations (1.21) to be
generated in of magnitude n2 operations as required, m being of magnitude n.

On each iteration of NEWUOA and UOBYQA, only one of the points y
j
,

j =1, 2, . . . ,m, is changed. Let y
t
be replaced by y+, without altering the shift of

origin xb. Then the form of the change to the matrix W of the system (1.21) is
that W has a new t-th column, w+

t say, and a new t-th row w+T
t , but the other

elements of W all remain the same. It follows that the inverse matrix of the new
W can be calculated by updating the old inverse matrix Ω in only of order n2

operations. We employ the vector w∈Rm+n+1 that has the components

wi = 1
2
{(y

i
−xb)

T (y+−xb)}
2, i=1, 2, . . . ,m,

wm+1 = 1, and wm+i+1 = (y+−xb)i, i=1, 2, . . . , n,

}

(1.23)

which are independent of t. The new column w+
t is the same as w, except that the

new diagonal element W+
tt takes the value 1

2
‖y+−xb‖

4. It is shown in the paper
“Least Frobenius norm updating of quadratic models that satisfy interpolation
conditions” (Math. Program. B, Vol. 100, pp. 183–215, 2004), written by MJDP,
that the new matrix Ω is the expression

Ω+ = H + σ−1
t

[
αt (et−Ωw) (et−Ωw)T − βt Ω et e

T
t Ω

+ τt

{
Ω et (et−Ωw)T + (et−Ωw) eT

t Ω
}]

, (1.24)

where et is the t-th coordinate vector in Rm+n+1, and where the parameters of
the formula are the numbers

αt = eT
t Ω et, βt = 1

2
‖y+−xb‖

4 − wT Ωw,

τt = wT Ω et, and σt = αt βt + τ 2
t .

}

(1.25)

We wish to prevent the matrix of the system (1.21) from becoming nearly sin-
gular. The change to the matrix causes singularity if and only if some elements
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of Ω+ are unbounded, which is equivalent to σt =0 in formula (1.24). Therefore,
if y+ has been chosen already, and if the software has to pick the point y

t
that

is dropped from {y
i
: i=1, 2, . . . ,m} to make room for y+, then σt is calculated,

using the equations (1.25), for all integers t in [1,m], which requires only of mag-
nitude n2 operations, partly because βt is independent of t. Then t is chosen to
provide a relatively large value of |σt|.

Alternatively, the point y
t
that is going to be dropped may be selected before

y+ is chosen. Again we require |σt|= |αtβt+τ 2
t | to be relatively large. We assume

we can restrict attention to τt, because both αt and βt are nonnegative in theory.
Therefore we consider the dependence of τt = wT Ω et on y+, where w ∈Rm+n+1

has the components (1.23). We make use of the Lagrange function Λt(·), which is
introduced at the end of Section 1.1.

We recall that Λt(·) is the function (1.15) if the vector r of the system (1.21)
has the components rj = δjt, j = 1, 2, . . . ,m. By multiplying this system by the
inverse matrix Ω, we find that the parameters µ, ĉ and ĝ of Λt(·) are the elements
of Ω et, which makes Λt(·) available to the software. Equations (1.15) and (1.20)
with these values of the parameters give the formula

Λt(y
+) = ĉ + ĝT (y+−xb) + 1

2

∑m
i=1 µi {(yi

−xb)
T (y+−xb)}

2. (1.26)

We replace parts of this formula by the components of w in expression (1.23).
The term ĉ is the product ĉ wm+1, the term ĝT (y+−xb) is the scalar product of ĝ
with the n component vector at the end of w, and the remainder of formula (1.26)
is the scalar product of µ with the m component vector at the beginning of w.
Thus the right hand side of equation (1.26) is the scalar product wT Ω et, which
establishes that the dependence of τt =wT Ω et on y+ is exactly the dependence of
Λt(y

+) on y+. Therefore, when t has been chosen and a vector y+ is required, the
software avoids tendencies towards singularity in the system (1.21) by seeking a
relatively large value of |Λt(y

+)|.
Another feature of the inverse matrix Ω is that in theory its leading m×m

submatrix is positive semi-definite and has rank m−n−1. Therefore this submatrix
can be expressed as the product ZZT , where the matrix Z has m rows and only
m−n−1 columns. The software stores and updates Z instead of storing and
updating the leading m×m submatrix of Ω, because this technique avoids some
substantial damage from computing rounding errors in the sequence of calculated
matrices Ω.
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2. Trust region calculations

2.1 Notation

x∈Rn is the vector of variables. ∆ is the trust region radius. Assuming without
loss of generality that the centre of the trust region is at the origin, the trust
region is the set {x : ‖x‖ ≤∆}, where the vector norm is Euclidean. We try to
minimize approximately the quadratic

Q(x) = gT x + 1
2
xTHx, x∈Rn, (2.1)

within the trust region, given g∈Rn and the n×n symmetric matrix H. If H is
not known explicitly, then the product Hv can be calculated for any v∈Rn in of
magnitude n2 operations. The variables x∈Rn may have to satisfy given linear
constraints

aT
j x ≤ bj, j =1, 2, . . . ,m, (2.2)

and then they hold at the trust region centre (i.e. all the components of b∈Rm

are nonnegative).
We want the amount of work to be of a magnitude that is much less than n3

when n is large. Therefore we may restrict x to a p-dimensional linear subspace
of Rn where p is a small positive integer, beginning with p=1, and p is increased
in a way that gives an algorithm analogous to the “truncated conjugate gradient
procedure”. Let the vectors vi, i = 1, 2, . . . , p, be an orthonormal basis of the
linear subspace, which means that the conditions

vT
i vj = δij, 1≤ i≤p, 1≤j≤p, (2.3)

are satisfied, δij being the Kronecker delta. The variables of the reduced trust
region subproblem are α1, α2, . . . , αp, and a relatively small value of the quadratic

Q(V α) = (V Tg)T α + 1
2
αT (V THV )α, α∈Rp, (2.4)

is required subject to ‖α‖ ≤∆ and the constraints (2.2) on x = V α, where V is
the n×p matrix with the columns vi, i=1, 2, . . . , p.

The notation ε is reserved for a tolerance parameter of the trust region cal-
culation. We seek a feasible vector x within the trust region such that Q(x) is
within about ε of the least value of Q that can be achieved, and sometimes x is
restricted to the column space of V .

2.2 The problem without linear constraints

The following conditions are necessary and sufficient for x to solve the given trust
region problem exactly. There exists a nonnegative parameter λ such that x
satisfies the equation

(H + λ I) x = −g, (2.5)
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and such that the matrix H+λI has no negative eigenvalues, where I is the n×n
unit matrix. Furthermore, the bound ‖x‖≤∆ has to hold, with equality if λ is
positive.

The proof of this assertion is straightforward when H is diagonal, which does
not lose generality. One finds too that ‖x(λ)‖, λ > λ∗, decreases monotonically,
where λ∗ is the least nonnegative number such that H+λ∗I is positive definite or
positive semi-definite.

If λ=0 does not supply the solution, it is usual to adjust λ by trying to satisfy
the equation

‖x(λ)‖2 = ∆2 or ‖x(λ)‖−1 = ∆−1. (2.6)

Let Ω be any n×n orthogonal matrix. The system (2.5) can be written in the
form

(ΩHΩT + λ I) (Ωx) = −Ωg, (2.7)

which allows Ωx to be calculated for any λ>λ∗, and then we employ the property
‖x‖=‖Ωx‖. Before adjusting λ, one may choose Ω so that ΩHΩT is a tridiagonal
matrix, because then the solution of the system (2.7) requires only of magnitude
n operations for each λ.

Let x(λ) be calculated with λ>λ∗, and let η be any vector that provides the
length ‖x(λ)+η‖=∆. It follows from the identity

(H + λ I) {x(λ) + η} = −g + (H + λ I) η (2.8)

that x(λ)+η is the exact solution of a perturbed trust region problem, the per-
turbation being the replacement of g by g−(H+λI) η. This perturbation alters
the optimal value of Q(·) by at most ‖(H+λI)η‖∆. If H+λI is nearly singular,
one can find η such that ‖(H+λI)η‖ is much less than ‖η‖, which makes it less
difficult to satisfy the inequality

‖(H + λ I) η‖∆ ≤ ε, (2.9)

where ε is the tolerance at the end of Section 2.1. Condition (2.9) with the length
‖x(λ)+η‖=∆ imply that x(λ)+η is a sufficiently accurate estimate of the solution
of the trust region problem.

2.3 The p-dimensional problems

The minimization of the quadratic (2.4) subject to ‖α‖ ≤ ∆ is a version of the
calculation of the previous section, but p is going to be much less than n when
n is large. In this section there are no linear constraints, and p runs through the
positive integers until it seems that sufficient accuracy has been achieved. In the
extreme case when g = ∇Q(0) is zero, the vector x = 0 is returned immediately
as the solution of the trust region problem, because our way of starting does not
work. It is to set p=1 and v1 =−g/‖g‖. Thus our first trust region problem is a
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search along the steepest descent direction from the trust region centre as in the
conjugate gradient method, which is solved exactly.

Increases in p provide an iterative method. We let xp be the calculated solution
of the trust region problem for each p, and we define x0 = 0. The iterations are
terminated if xp is not substantially better than xp−1 at providing a small value
of Q(·), the actual test being the condition

Q(xp−1) − Q(xp) ≤ 0.01 {Q(x0) − Q(xp)}. (2.10)

Otherwise, we consider the gradient ∇Q(xp)=g
p
, say.

It provides the linear Taylor series approximation

Q(x) ≈ Q(xp) + (x − xp)
T g

p
, x∈Rn, (2.11)

to Q(·), which has second order accuracy in a neighbourhood of xp. The iterations
are terminated too if the inequality

∆ ‖g
p
‖ + gT

p
xp ≤ 0.01 {Q(x0) − Q(xp)} (2.12)

holds, because then every move from xp within the trust region reduces the value of
the linear Taylor series approximation by at most 0.01{Q(x0)−Q(xp)}. Otherwise
p is increased by one for the next trust region problem. Its tolerance parameter ε
is set to 0.01 times the reduction in Q that has been achieved so far.

The orthonormal vectors vi, i=1, 2, . . . , p−1, are available already. We satisfy
the new conditions (2.3) by defining vp by the formula

vp = {−g
p−1

+
∑p−1

i=1 (gT
p−1

vi) vi } / ‖ − g
p−1

+
∑p−1

i=1 (gT
p−1

vi) vi ‖, (2.13)

where g
p−1

is the same as g
p

in the previous paragraph, due to the increase in

p. Thus the vectors vi, i = 1, 2, . . . , p, span the same space as the gradients
g

i−1
= ∇Q(xi−1), i = 1, 2, . . . , p. It follows that our iterations are the same as

those of the conjugate gradient method, except that our steps can move round
the trust region boundary to seek further reductions in Q(·), which may be very
helpful when H =∇2Q has some negative eigenvalues.

A huge advantage of formula (2.13) comes from the remark that vi, i =
1, 2, . . . , p, is an orthonormal basis of the Krylov subspace that is spanned by
the vectors H i−1g, i=1, 2, . . . , p. Indeed, it happens automatically that the sec-
ond derivative matrix V THV of the quadratic (2.4) is tridiagonal. Thus, in every
p-dimensional trust region problem, the equations (2.5) can be solved easily for
each choice of λ. Often the situation is less favourable, however, when there are
linear inequality constraints on the variables.

11



2.4 Linear equality constraints

It is not unusual, during the solution of an optimization problem with linear
constraints, that some of the inequality constraints are satisfied as equations, with
the boundaries of the other inequalities so far away that they can be ignored for
a while. Therefore it is helpful to consider the case when the constraints become
the linear equations

aT
j x = 0, j =1, 2, . . . ,m, (2.14)

the right hand sides being zero due to the assumptions that the trust region
centre is the origin and that the constraints are satisfied there. We expect the
value of m in expression (2.14) to be less than the value in Section 2.1. The
constraint gradients aj, j = 1, 2, . . . ,m, have to be linearly independent, which
can be achieved if necessary by removing any redundancies from the conditions
(2.14).

In the special case when the gradients aj, j = 1, 2, . . . ,m, are the first m
coordinate vectors, the constraints (2.14) state that the first m components of
x ∈ Rn are fixed, and that the adjustment of the other n−m components is
unconstrained except for the trust region bounds. The procedure of the previous
section can be employed to adjust the free variables. Instead of working with
vectors of length n−m, one can work with vectors of length n whose first m
components are zero. They are generated automatically by the formulae of the
previous section if the gradients g

j−1
=∇Q(xj−1), j =1, 2, . . . , p, are replaced by

Proj (g
j−1

), j =1, 2, . . . , p, where the operator Proj (·) applied to any vector in Rn

replaces the first m components of the vector by zeros, leaving the other n−m
components unchanged.

This method can also be used with a suitable Proj (·) when the gradients aj,
j = 1, 2, . . . ,m, of the equality constraints (2.14) are general. Specifically, we let
A be the n×m matrix whose columns are aj, j = 1, 2, . . . ,m, we construct the
factorization

A = Q̂R, (2.15)

where Q̂ is an n×m matrix with orthonormal columns and where R is m×m and
upper triangular, and we also construct an n×(n−m) matrix Q̌ such that the n×n
matrix (Q̂ | Q̌) is orthogonal. Then we let Proj (·) be the operator

Proj (v) = Q̌ Q̌T v, v∈Rn. (2.16)

Because the columns of Q̌ are orthogonal to the columns of A, the vector (2.16)
satisfies the constraints (2.14) for every v ∈ Rn, and Proj (·) is the orthogonal
projection into the linear subspace of moves from the trust region centre that are
allowed by the constraints. We now apply the procedure of the previous section
with the replacement of the gradients g

j−1
=∇Q(xj−1) by their projections

Proj (g
j−1

) = Q̌ Q̌T g
j−1

=
∑n

i=m+1 (qT
i
g

j−1
) q

i
, j =1, 2, . . . , p, (2.17)
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where q
i
, i = m+1,m+2, . . . , n, are the columns of Q̌. Thus, instead of the

steepest descent direction at the trust region centre, the p = 1 move becomes
a search along v1 = −Q̌Q̌Tg / ‖Q̌Q̌Tg‖, and the later orthonormal vectors vp are

given by formula (2.13) with −g
p−1

replaced by −Q̌Q̌Tg
p−1

. The matrix V THV

retains the tridiagonal property stated in the last paragraph of Section 2.3.
It is explained later that active set methods pick subsets of the inequality

constraints that are treated as equalities. The procedure of this section is useful
for each choice of active set.

2.5 On choosing active sets

The approximate minimization of the quadratic model (2.1), subject to the linear
inequality constraints (2.2) and the bound ‖x‖≤∆, begins by choosing an active
set at the centre of the trust region. We take the view that the move x from the
origin is substantial if its length is greater than 0.1∆, and we are content if the
move along −Q̌Q̌Tg/ ‖Q̌Q̌Tg‖ in the procedure of the previous section has this
property. Therefore, when choosing the initial active set, we give attention to the
j-th constraint if and only if its boundary can be reached by a move of length
0.1∆, which is the condition

bj ≤ aT
j x0 + 0.1∆ ‖aj‖, (2.18)

where x0 is the trust region centre. We define the subset J of {1, 2, . . . ,m} by
including j in J if and only if inequality (2.18) holds. We require an active
set with the property that the initial step along the projected steepest descent
direction does not move closer to the boundaries of the constraints whose indices
are in J , which is the property

aT
j (−Q̌ Q̌T g) ≤ 0, j∈J . (2.19)

A convenient calculation supplies this property automatically. It is the calcu-
lation of the vector s∈Rn that minimizes the Euclidean norm ‖s+g‖ subject to
aT

j s≤0, j ∈J , which has a unique solution s∗, say. There is no acceptable trust
region step if s∗ is zero. Moreover, the j-th constraint influences s∗ only if aT

j s∗

is zero, and s∗ is the orthogonal projection of −g into the linear space of vectors
that are orthogonal to aj, j∈J ∗, where J ∗ is the set

J ∗ = J ∩ { j : aT
j s∗= 0 }. (2.20)

Indices can be removed from J ∗ if necessary until the vectors aj, j∈J ∗, become
linearly independent. We let the resultant set J ∗ be the initial active set, which
means that the inequalities (2.2) are replaced by the equations

aT
j x = aT

j x0, j∈J ∗, (2.21)
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for a while, where x0 is still the centre of the trust region. Let A be the matrix
whose columns are aj, j∈J ∗, let expression (2.15) be the QR factorization of A,

and let Q̌ be a matrix such that (Q̂ | Q̌) is orthogonal as before. Then, because
of the projection property that has been mentioned, we have s∗ = −Q̌Q̌Tg, so
the constraints aT

j s ≤ 0, j ∈ J , on s = s∗ are the conditions (2.19). It follows
that a move from the trust region centre along the initial search direction v1 =
−Q̌Q̌Tg/‖Q̌Q̌Tg‖ is not restricted by the boundaries of the inequality constraints
until the step length along the search direction is greater than 0.1∆.

There is a reason for writing x0 explicitly as the trust region centre in expres-
sions (2.18) and (2.21) although it is assumed to be at the origin. It is that a
constraint violation may occur during the sequence of trust region calculations in
Section 2.3 as the values of the integer p increase from p = 1, and the increases
in p may not be complete. Then the active set may be revised by applying the
procedure that has been described for a suitable x0, but this x0 cannot be the
centre of the trust region at the origin. Instead it is the point x that provides the
least known value of Q(x) so far subject to the constraints (2.2) and the bound
‖x‖≤∆. This x is returned as the solution of the original trust region problem, if
the method for choosing the next active set gives s∗ =0. Otherwise, the method
supplies a new active set J ∗.

The new linear equality constraints on x ∈Rn are the equations (2.21) with
the new x0 and the new J ∗. Let S be the set of all vectors in Rn that satisfy these
constraints. It can happen that the original trust region centre at the origin is not
in S. Then it is helpful to express a general vector x in S as the sum (x−w)+w,
where w is the point of S that is closest to the origin. It follows from the identity
‖x‖2 =‖x−w‖2+‖w‖2 that the trust region bound ‖x‖≤∆ can be written in the
form

‖x−w‖2 ≤ ∆2 − ‖w‖2, x∈S. (2.22)

Therefore, after the changes in the active set, it is suitable to take the view that
the trust region centre and the trust region radius are now w and (∆2−‖w‖2)1/2,
respectively.

Another consideration is that a search along the projected steepest descent
direction −Q̌Q̌T∇Q(w)/ ‖Q̌Q̌T∇Q(w)‖ may not provide a new value of Q(·) that
is less than Q(x0), where x0 is still the point where the new active set has been
chosen. Instead it is better to begin with p=2 instead of p=1 in the procedure
of Section 2.3, letting v1 and v2 be an orthonormal basis of the two dimensional
space spanned by w−x0 and Q̌Q̌T∇Q(x0). Moreover, if the calculations before the
change to the active set find that Q(·) has some directions of negative curvature,
then linear combinations of these directions that are orthogonal to the new active
constraint gradients aj, j∈J ∗, may be very helpful for making further reductions
in Q(·). An advantage of this approach is that some elements of the new matrix
V THV in expression (2.4) can be constructed from elements of the old V THV , in
order to avoid some multiplications of vectors in Rn by H, these multiplications
being expensive when n is huge.
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2.6 On changing the active set

New vectors of variables, given by trust region calculations, are never acceptable if
they violate the constraints (2.2). Let xj , j =0, 1, . . . , p, be the sequence of vectors
of variables that occurs in the active set version of the procedure of Section 2.3,
where p ≥ 1, let the constraints be satisfied at xj, j < p, but let the move from
xp−1 to xp introduce a constraint violation. The trust region calculation provides
the strict reduction Q(xp) < Q(xp−1). Usually xp would be shifted back on the
line segment from xp−1 to xp to the point where the violation occurs. Then a new
active set would be generated by the procedure in the previous section, its vector
x0 being the new xp. We expect a change to the active set, because x0 is on the
boundary of an inequality constraint that is not in the old active set.

The following example in only two dimensions shows, however, that this tech-
nique may fail. We consider the problem

Minimize Q(x) = −25x1 − 4x1 x2 − 22x2
2

subject to x2 ≤ 0.2

}

, (2.23)

with the trust region centre at the origin as usual, and with ∆ = 1. The first
active set is empty, because the distance from the origin to the boundary of the
constraint is 0.2. Let the procedure in Section 2.3 begin with x0 at the origin.
Then the steepest descent direction v1 =−∇Q(x0)/ ‖∇Q(x0)‖ is employed, this
direction being the first coordinate direction. The move along this direction goes
to the trust region boundary, where we find the values

x1 =

(
1
0

)

, ∇Q(x1) =

(
−25
−4

)

and Q(x1) = −25. (2.24)

Next there is a search in a two dimensional space for the least value of Q(x)
subject to ‖x‖≤1. This space has to be the full space Rn because there are only
two variables. The coefficients of Q are such that the search gives the values

x2 =

(
0.6
0.8

)

, ∇Q(x2) =

(
−28.2
−37.6

)

and Q(x1) = −31, (2.25)

the fact that ∇Q(x2) is a negative multiple of x2 being a sufficient condition for
the solution of the trust region problem without any linear constraints.

The constraint x2≤0.2 is violated at x2, however, so we consider the possibility
of introducing the active set that supplies the equality constraint x2 = 0.2. It
is suggested at the beginning of this section that we pick the point x0 for the
automatic construction of the new active set by moving from x1 in a straight line
towards x2 until we reach the constraint boundary, so we consider points of the
form x1+α(x2−x1), 0≤α≤1. Then Q takes the values

φ(α) = Q(x1 + α (x2−x1)) = −25 + 6.8α − 12.8α2, 0≤α≤1, (2.26)

which include φ(0)=−25 and φ(1)=−31. The constraint boundary is at α=0.25,
and the example has been constructed so that the corresponding value of Q,
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namely φ(0.25)=−24.1, is greater than Q(x1)=−25. Therefore the introduction
of an active set is questionable. Indeed, it would fail to supply the required vector
of variables, because the least value of Q(x) subject to x2 = 0.2 and ‖x‖ ≤ 1 is
Q(x) =−26.1587, the value of x1 being 0.9798. It is better to pick x1 = 0.6 and
x2 = −0.8, for example, because they satisfy the constraints, and they provide
Q(x)=−27.16, which is smaller than before.

A possible way out from this difficulty is to modify Q without changing the
active set. We consider the situation of the example above where the trust region
calculation gives Q(x2) < Q(x1), where x1 satisfies the constraints, where x2 is
infeasible, and where Q(x1 +α(x2−x1)) is greater than Q(x1) for the greatest
value of α that retains feasibility. Then we may solve a new trust region problem
using the old active set. Specifically, we add to Q a positive multiple of the
quadratic function {(x−x1)

T (x2−x1)}
2, x∈Rn, choosing the multiplier so that

Q(x2) becomes greater than Q(x1). A new x2 is generated by solving the new
trust region problem. Let Q+(·) and x+

2 be the new Q(·) and x2. The trust region
calculation and the change to Q supply Q+(x+

2 )<Q+(x1) and Q+(x2)>Q+(x1),
respectively, so x+

2 is different from x2. Furthermore, Q+(x+
2 ) < Q+(x1) with

the properties Q+(x1) = Q(x1) and Q+(x) ≥ Q(x), x ∈ Rn, imply the reduction
Q(x+

2 )<Q(x1) in the original quadratic function Q. This technique can be applied
recursively if necessary, but so far has not been tried in practice. The modification
of Q is removed after the completion of the trust region calculation.
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3. Software for minimization without derivatives

3.1 The problem and the required data

The software seeks the least value of F (x), x∈Rn, subject to x∈X . The objective
function is specified by a subroutine that calculates F (x) for every x chosen by
the software. The set X may be all of Rn (NEWUOA), or there may be simple
bounds ℓi ≤xi ≤ui, i=1, 2, . . . , n, on the variables (BOBYQA), or the user may
supply general linear constraints

aT
j x ≤ bj, j =1, 2, . . . ,m, (3.1)

for the LINCOA software, which is still under development. The value of F (x) is
required by BOBYQA only when x satisfies its bounds, but LINCOA needs F (x)
sometimes when x is outside the feasible region.

The user has to pick the number m of interpolation conditions

Q(y
i
) = F (y

i
), i=1, 2, . . . ,m, (3.2)

that are satisfied by the quadratic models, subject to n+2≤m≤ 1
2
(n+1)(n+2). The

points y
i
are chosen automatically, except that the user has to supply an initial

vector of variables xbeg ∈ X . Also the user has to supply the initial and final
values of the trust region radius, ρbeg and ρend say, with ρend ≤ ρbeg. Changes to
the variables of length ρbeg should be suitable at the beginning of the calculation.
Every trust region radius is bounded below by ρend. The iterations are terminated
when this bound seems to be preventing further progress.

3.2 Getting started

The initial points y
i
, i = 1, 2, . . . ,m, of NEWUOA include xbeg and xbeg+ρbegei,

i=1, 2, . . . , n, where ei is the i-th coordinate direction in Rn. The point xbeg−ρbegei

or xbeg+2ρbegei is included too for i=1, 2, . . . ,min[m−n−1, n]. When m>2n+1,
the remaining points have the form xbeg ± ρbegei ± ρbegej. The same points are
picked by BOBYQA, except for slight adjustments if necessary to satisfy the
bounds ℓi ≤ xi ≤ ui, i = 1, 2, . . . , n. The points of NEWUOA are also used by
LINCOA, after adjustment if necessary, but now the purpose of the adjustment
is not always to satisfy the constraints, as explained next.

Throughout the calculation, we try to prevent every distance ‖y
i
−y

j
‖, i 6= j,

from becoming much less than the trust region radius, in order to restrict the
contributions from errors in F (y

i
) and F (y

j
) to the derivatives of the quadratic

models that interpolate these function values. The trust region centre, xk say, is
one of the points {y

i
: i = 1, 2, . . . ,m}, it satisfies the constraints, and it is the

feasible point that has provided the least calculated value of F (x) so far. Every
trust region step from xk to xk +dk, say, where dk is calculated by the method
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of Lecture 2, is designed to be feasible and to provide a substantial reduction
Q(xk+dk)<Q(xk) in the current quadratic Q≈F . Let y

i
be feasible and different

from xk. The properties Q(xk) = F (xk)≤F (y
i
) = Q(y

i
) with Q(xk +dk) < Q(xk)

imply xk +dk 6= y
i
, and the substantial reduction Q(xk +dk) < Q(xk) should keep

xk+dk well away from y
i
. If y

i
is infeasible, however, then it is not a candidate for

the trust region centre, so Q(y
i
)<Q(xk) is possible, and the substantial reduction

becomes irrelevant. We require another way of keeping xk+dk well away from y
i
.

Our method is to ensure that, if y
i
is infeasible, then its distance to the boundary

of the feasible region is at least one tenth of the trust region radius. Therefore,
when LINCOA gives attention to each point y

i
in the previous paragraph, it shifts

y
i
if necessary to a position that satisfies either all the constraints or at least one

of the conditions

aT
j y

i
≥ bj + 0.1 ρbeg ‖aj‖, j =1, 2, . . . ,m. (3.3)

LINCOA, unlike BOBYQA, does not require all the points y
i
, i=1, 2, . . . ,m,

to be feasible, because, if the feasible region is very thin and pointed where x
is optimal, and if every y

i
were in such a region, then the equations (3.2) would

not provide good information about changes to F (·) when moving away from
constraint boundaries, which is important when considering possible changes to
the active set. On the other hand, the feasible region of BOBYQA does not have
sharply pointed corners, because it is a rectangular box. Also the box is not very
thin, as the lower and upper bounds on the variables of BOBYQA are required
to satisfy the conditions

ui ≥ ℓi + 2 ρbeg, i=1, 2, . . . , n, (3.4)

in order that the initial points y
i
, i=1, 2, . . . ,m, can be feasible.

The right hand sides of the equations (3.2) are calculated at the chosen initial
points y

i
, i=1, 2, . . . ,m, by every version of the software. The initial trust region

centre x1 is the initial point y
i

where F (y
i
) is least subject to feasibility. The

initial trust region radius is ∆=ρbeg. The first quadratic model Q(x), x∈Rn, is
defined by minimizing ‖∇2Q‖F subject to the conditions (3.2). Also the inverse
of the (m+n+1)× (m+n+1) matrix of the system (1.21) is required for the
initial points y

i
, i=1, 2, . . . ,m. Both the initial Q and the initial inverse matrix

Ω are given cheaply by analytic formulae, except that an extension is needed by
LINCOA if it shifts any of the initial points y

i
from their usual positions. In the

extension, we ignore the analytic Q, and we begin with the analytic form of Ω
when the initial points y

i
are in their original positions. Then formula (1.24) of

Lecture 1 is applied to update Ω if y
t
moves from its original position to y+, say,

all moves being included in this way sequentially. Finally, the parameters of the
initial Q are defined by the system (1.21) of Lecture 1, when r has the components
ri = F (y

i
), i = 1, 2, . . . ,m, the parameters being determined by multiplying the

right hand side by the inverse matrix Ω.
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3.3 Adjustment of the trust region radius

The number ρ is a lower bound on the trust region radius ∆ that is set to ρbeg

initially, and that is reduced occasionally by about a factor of ten, the final value
being ρend. The idea behind this strategy is that we want to keep the points y

i
,

i = 1, 2, . . . ,m, well apart for as long as possible, and the least distance between
them is hardly ever less than 0.1ρ for the current ρ. Therefore ρ remains constant
until a reduction seems to be necessary for further progress. Termination occurs
instead of a further reduction in ρ if ρ has reached its final value ρend.

Changes to the trust region radius ∆ ≥ ρ may be made after a new point
y+ ∈ Rn has been generated by the method of Lecture 2, that minimizes Q(x)
approximately subject to ‖x−xk‖ ≤ ∆, and to any linear constraints, where xk

is now the centre of the trust region of the current iteration. The new function
value F (y+) is calculated, and then the ratio

{F (xk) − F (y+)} / {Q(xk) − Q(y+)} (3.5)

indicates whether or not the reduction in Q(·) has been successful in providing
a satisfactory reduction in F (·). The rules for revising ∆ are typical of trust
region methods, except for the bound ∆ ≥ ρ. Indeed, ∆ may be increased if
the ratio exceeds 0.7 with ‖y+−xk‖> 1

2
∆, or the new value of ∆ may be set to

max [ ρ, 1
2
‖y+−xk‖ ] if the ratio is less than 0.2. Further, because we reduce ρ only

if ∆=ρ holds, any new value of ∆ in the interval (ρ, 1.5ρ) is replaced by ρ.
An unfavourable value of the ratio (3.5), including the possibility F (y+) >

F (xk), indicates that the current approximation Q(·)≈F (·) is inadequate within
the trust region {x : ‖x−xk‖≤∆}, but this can happen when the value of ∆ is
suitable. Bad approximations may be due to the interpolation conditions

Q(y
i
) = F (y

i
), i=1, 2, . . . ,m, (3.6)

if some of the distances ‖y
i
−xk‖, i = 1, 2, . . . ,m, are much larger than ∆. On

some iterations, therefore, the point y
t
that has the property

‖y
t
− xk‖ = max {‖y

i
− xk‖ : i=1, 2, . . . ,m} (3.7)

is replaced by a new point y+, which is the situation mentioned at the end of
Lecture 1, where t is chosen before y+. Then y+ is calculated to provide a relatively
large value of the modulus of the Lagrange function Λt(·) subject to ‖y+−xk‖≤∆,
the Lagrange functions being introduced in the first section of the handout of
Lecture 1. In this case we call y+−xk a “model step”. Alternatively, we call
y+−xk a “trust region step” if it is generated by the method of Lecture 2.

The rules that determine whether y+−xk is a “trust region step” or a “model
step” are addressed briefly in the next section. Attention is given too to deciding
whether the calculations with the current value of ρ are complete.
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3.4 Summary of an iteration

At the beginning of the k-th iteration, the centre of the trust region xk is the
point that has supplied the least calculated value of F (·) so far subject to any
linear constraints. A quadratic model Q(·) and the points y

i
, i=1, 2, . . . ,m, are

given, the interpolation equations (3.2) being satisfied. The current inverse matrix
Ω, the trust region radius ∆ and the lower bound ρ are available too. Also the
decision has been taken already whether the iteration is going to begin by seeking
a “trust region step” or a “model step”. The “trust region step” alternative is
preferred on the first iteration and immediately after a decrease in ρ. One new
value of F (·) is computed on each iteration, except that a new value may not be
required on the final iteration.

The method of Section 2 is applied when a “trust region step” has priority,
which provides the new vector y+. Then, if the condition

‖y+−xk‖ ≥ 1
2
∆ (3.8)

is satisfied, the new function value F (y+) is calculated, followed by the updating
of ∆ as described in the previous section. Further, we select the point y

t
to remove

from the set {y
i
: i=1, 2, . . . ,m}\{xk} in order to make room for y+, by seeking a

relatively large value of the denominator σt in formula (1.24) of Lecture 1. Thus
the new inverse matrix Ω+ is obtained, and then the model Q(·) is updated by
the symmetric Broyden method. The next trust region centre is xk+1 = xk or
xk+1 = y+ in the case F (y+)≥F (xk) or F (y+)<F (xk), respectively. Finally, the
next iteration is told to try a “model step” instead of another “trust region step”
if and only if the ratio (3.5) is less than a prescribed constant, for example 0.5.

Condition (3.8) helps to keep the interpolation points apart. If it fails with
∆>ρ, then ∆ is reduced to max [ρ, 1

2
∆], with a further reduction to ρ if the new

value is in the interval (ρ, 1.5ρ). Then the iteration is restarted with the instruction
to try to use a “model step” instead of a “trust region step”. A similar restart is
arranged if condition (3.8) fails with ∆=ρ, with one exception. The exceptional
case is when at least three trust region steps have been calculated since work
began with the current ρ, and when the lengths of the last three of those steps
are all less than 1

2
ρ. Those short steps are due to a combination of substantial

positive curvature in Q(·) with quite small values of ‖∇Q(xk)‖. Therefore the
decision is taken that the iterations with the current value of ρ are complete.

When the current iteration gives priority to a “model step”, we let t be an
integer in [1,m] that has the property (3.7), as mentioned already, but we assume
there is no need for a “model step” if the inequality

‖y
t
−xk‖ ≤ 10∆ (3.9)

holds. Otherwise, we recall that we pick y+ by seeking a large value of |Λt(y
+)|

within the trust region. Further, the LINCOA software shifts y+ if necessary so
that, if it is infeasible, then it satisfies at least one of the conditions

aT
j y+ ≥ bj + 0.1∆ ‖aj‖, j =1, 2, . . . ,m, (3.10)
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this device being similar to our use of expression (3.3). The shift is so small that it
is allowed to take y+ outside the trust region. Then the new function value F (y+)
is calculated by all versions of the software, followed by the updating of both the
inverse matrix Ω and the quadratic model Q(·). As before, the next trust region
centre is xk+1 = xk or xk+1 = y+ in the case F (y+) ≥ F (xk) or F (y+) < F (xk),
respectively, except that LINCOA has to set xk+1 = xk if y+ is infeasible. After
taking a “model step”, the next iteration is told always to try a “trust region
step”.

When the opportunity to take a “model step” is rejected because inequality
(3.9) holds, we assume that the model is adequate for the current trust region
radius ∆. In the case ∆ > ρ, it is suitable to restart the current iteration with
priority being given to a “trust region step”, because then ∆ is reduced if the
attempt at a “trust region step” is unsuccessful. Alternatively, in the case ∆=ρ,
we ask whether the most recent earlier attempt at a “trust region step” achieved a
reduction in F (·), which would have shifted the trust region centre. If the answer
is affirmative, then again we restart the current iteration with priority being given
to a “trust region step”, because this has not happened yet with the new position
of the trust region centre. Otherwise, because the model seems to be good, and
because “trust region steps” are not making progress, we have another situation
where we finish the iterations with the current value of ρ.

After a reduction in ρ, which always occurs during an iteration that has not
calculated a new value of F (·) yet, it is adequate to change ∆ to half the old value
of ρ, which is typically about five times the new value of ρ. Then the iteration
is restarted with priority being given to a “trust region step”. This device causes
every iteration to obtain one new value of F (·), except on the final iteration,
which finds that the work with ρ = ρend is complete. Then y+ may have been
generated by the trust region procedure of Lecture 2, but the new function value
F (y+) will not have been computed if the length ‖y+−xk‖ is less than 1

2
ρend, in

order to keep the interpolation points apart. The spacing between the points no
longer matters, however, and y+ is the best prediction of the optimal vector of
variables. Therefore the calculation of F (y+) in this setting is recommended. The
software returns the vector of variables that provides the least calculated value of
F (·) subject to any given linear constraints on the variables.

3.5 Some numerical results

Two remarkable features, shown below, occur when NEWUOA is applied to the
quartic polynomial

F (x) =
∑n−1

j=1

{
(x2

j +x2
n)2 − 4xj + 3

}
, x∈Rn. (3.11)

It is called the “Arrowhead function” because ∇2F (x) has nonzero elements only
on its diagonal and in its last row and column. We pick the standard starting
point xbeg = e (the vector of ones), and we note that x is the optimal vector of
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n Case 1 Case 2 Case 3 Case 4 Case 5

10 192 212 191 201 200
20 328 349 616 339 305
40 845 870 852 1401 822
80 1754 1815 1834 1665 1915
160 3793 3543 3549 4004 3723
320 8295 8666 8726 8992 8649

Table 2: Values of #F when m=n+6 for the
Arrowhead function (3.11)

n Case 1 Case 2 Case 3 Case 4 Case 5

10 196 186 192 181 181
20 754 738 798 739 801
40 2175 1758 2201 1839 1889
80 5795 5919 7016 6812 6408
160 12723 12922 12970 11898 12410
320 29195 28403 30130 8327 12103

Table 3: Values of #F when m=2n+1 for the
Arrowhead function (3.11)

variables x∗ if it has the components xi = 1, i = 1, 2, . . . , n−1, and xn = 0. The
values of ρbeg and ρend are set to 10−1 and 10−6. We make two choices of the
number of interpolation points, namely m=n+6 and m=2n+1. Five cases are
generated by making trivial changes to expression (3.11). They are reorderings of
the variables by applying permutation operators to x, the permutation for each
case being generated randomly, which alters x∗ but not xbeg. The total numbers
of calculations of F (x) for each case are reported in Tables 2 and 3, the values of
n being 10, 20, 40, 80, 160 and 320.

The first remarkable feature is that, although permutations of the variables
make changes to the objective function that are trivial, they cause some sub-
stantial variations in #F . In particular, we see in the last row of Table 3 that
sometimes #F is about 30,000, although the calculation can be solved using only
about 10,000 function evaluations. These variations, which suggest that different
paths are followed through Rn in the search for the minimum, do not damage the
final accuracy, the greatest value of ‖xfin−x∗‖∞ throughout the experiments being
about 1.4×10−5, where xfin is the vector of variables returned by NEWUOA. The
other remarkable feature of these results is that the values of #F with m=n+6
are mostly much less than the corresponding values of #F with m=2n+1. The
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m Case 1 Case 2 Case 3 Case 4 Case 5

326 30234 22641 25240 22580 21448
481 17438 19144 16348 16975 19394
641 26665 25155 11861 31603 31201

Table 4: Values of #F when n=320 for the chained
Rosenbrock function (3.12)

situation is reversed, however, for the sum of squares objective function (1.13) of
Lecture 1.

Another convenient F (·) for numerical experiments is the “Chained Rosen-
brock function”

F (x) =
∑n−1

j=1

{
4 (xj−x2

j+1)
2 + (1−xj+1)

2
}

, x∈Rn, (3.12)

which takes its least value at x∗ = e. We report some results from applying
NEWUOA only for n = 320, because then the interesting variations in the last
row of Table 3 occur again. Each component of the starting vector xbeg is taken
randomly from the interval [0.5, 2], and different random numbers supply five
cases. We set ρbeg = 10−1 and ρend = 10−6 as before. The total numbers of
evaluations of F (x) for each case are given in Table 4, using three different values
of m. Now the greatest value of ‖xfin−x∗‖∞ is 8×10−5. We note the relatively
small value of #F in the middle of the last row of the table, recalling that a
quadratic polynomial has 51681 degrees of freedom when there are 320 variables.

It is proved in Lecture 1 that, if F (·) is quadratic, then the second derivative
errors ‖∇2F−∇2Q‖F decrease monotonically as the iterations proceed. In order
to investigate whether the errors become small, we apply a version of our software
to the homogeneous quadratic objective function

F (x) = 1
2
xT

{∑n
j=1 100

j−1

n−1 vj vT
j

}
x, x∈Rn, (3.13)

where the vectors vj, j = 1, 2, . . . , n, are random subject to being orthonormal.
Thus they are the eigenvectors of ∇2F , and the eigenvalues are in a geometric
progression from 1 to 100. The starting vector xbeg is also a random vector of
Euclidean length one. Different random numbers supply five cases for each n.
We let the number of interpolation conditions be m = 2n+1, and again we set
ρbeg = 10−1 and ρend = 10−6. Results that are averaged over the five cases are
presented in Table 5.

The averages of #F and ‖xfin−x∗‖∞ are recorded in the second and third
columns of the table. We see that #F is about linear in n and that good accuracy
is achieved. The last two columns give the average values of the second derivative
errors ‖Ebeg‖F =‖∇2F−∇2Qbeg‖F and ‖Efin‖F =‖∇2F−∇2Qfin‖F , where Qbeg and
Qfin are the quadratic models of the first and last iterations. The table shows that,
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n #F ‖xfin−x∗‖∞ ‖Ebeg‖F ‖Efin‖F

20 967.2 1.7×10−6 116.3 57.2
40 2069.4 2.6×10−6 161.9 114.7
80 4176.8 2.9×10−6 226.3 191.8
160 7633.0 3.0×10−6 317.9 294.3
320 13751.6 6.4×10−6 448.3 433.9

Table 5: Average results when m=2n+1 for the
quadratic objective function (3.13)

although ‖xfin−x∗‖∞ is quite small, ‖Efin‖F is of the same magnitude as ‖Ebeg‖F .
Also the improvement in the accuracy of the second derivative approximations is
tiny when there are 320 variables, which is expected, because #F=13752 is much
less than the number of values of F (·) that are needed for a reasonable estimate
of all the second derivatives.

Numerical experiments with a preliminary version of LINCOA indicate that
the values of #F are going to compare favourably with those of NEWUOA and
BOBYQA. Also the extra work of the matrix operations for the general linear
constraints seems to be tolerable.
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