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Abstract
The goal of this thesis has been to reduce the hardware cost of SDF FFTs. In
order to achieve this, two methods for simplifying rotations in FFTs are presented:
Decimation and Reduction. When applied, these methods reduce the total amount
of angles that the rotators need to rotate, as well as the total angle count of the
FFT. This is useful for constant shift and add based rotators, as their hardware
cost are typically dependent on the amount of angles it needs to calculate.

Decimation works by splitting a large twiddle factor into a smaller one plus
an additional small rotator in series. This allows for the possibility to implement
large FFTs without needing any large twiddle factors. Reduction is a method that
takes a twiddle factor and simplifies it by removing one angle from the rotator.
This can be done without adding any hardware cost if applied correctly.

In addition to the methods, the thesis also includes proposed designs for 64- up
to 1024-point FFTs, as well as post-implementation results for a 32- and 64-point
FFT.

Sammanfattning
Målet med detta exjobb har varit att reducera hårdvarukostnaden av SDF FFTs.
För att nå detta mål har två metoder tagits fram: Decimation och Reduktion.
Dessa metoder reducerar mängden vinklar FFTs roterare behöver beräkna. Detta
är användbart för constant shift and add baserade roterare, eftersom deras hård-
varukostnad typiskt är beroende av antalet vinklar de beräknar.

Decimationsmetoden splittar en stor twiddle faktor till två mindre i serie. Detta
tillåter stora FFTs att bli implementerade utan att använda stora twiddle faktorer.
Reduktion är en metod som simpliferar en given twiddle factor genom att ta bort
en av vinklarna som den behöver beräkna. Detta går att åstakomma utan att
orsaka extra hårdvarukostnad om gjort korrekt.

Rapporten innehåller dessutom en tabell med föreslagna designs för 64- upp
till 1024-point FFTs, samt resultat för två implementerade FFTs.
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Chapter 1

Introduction

As the digital world is expanding rapidly, so are the demands for fast, hardware-
efficient and low-power digital circuits. More and more traditional analog devices
are being replaced by digital ones. Some of the reasons for this are to achieve
higher integration, the ease to store information and the replicability of the re-
sults. In order to meet these demands, circuits are often implemented in Field
Programmable Gate Arrays (FPGAs) or Application Specific Integrated Circuits
(ASICs), which allows for very high clock frequencies.

In the digital signal processing world there is often a need to convert signals
between time and frequency domains. Examples of this can be found in computers
[1], television [2], radio [3,4], image processing [5,6] and many more fields. In order
to perform this conversion between domains, the Fast Fourier Transform (FFT) [7]
is used and it has thus become one of the most important algorithm in the field.
Due to the FFT algorithm admitting many different hardware implementations, a
lot of architectures have been proposed and used, each with different properties.
To choose the most suitable one for a specific application at hand is up to the
designer and can sometimes be a difficult task. A lot of research [8–10] has been
conducted to improve the FFT in the past and it is still ongoing. Every year new
architectures and algorithms are found as well as improvements to old ones.

The two basic operations used in the FFT are the complex addition and the
rotation [10]. A rotation [11–13] can be observed as a multiplication by a complex
number with the magnitude of one and represents one of the most costly parts in
terms of resources. Due to this, the main goal of this Master Thesis is to find a
way to simplify the rotators in the FFT.

This Thesis presents two methods to reduce the amount of angles the rotators in
the FFT has to be able to rotate. This simplifies the rotators and, by choosing the
transition from algorithm to hardware wisely, saves resources. The first method has
been named Reduction and is presented in Section 3.2, while the second was named
Decimation and is presented in Section 3.3. The Thesis focuses on the Single
Delay Feedback (SDF) [8, 14–16] FFT architecture but parts of the methods can
be generalized to any FFT architecture. Once the rotators are simplified by using
the proposed methods, the resulting rotators are implemented using CCSSI [11]
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2 Introduction

method, but both methods are independent on rotator type.
This Thesis is organized as follows. In chapter 2 the state of the art of the

FFT is described and discussed. Chapter 3 presents the new methods that has
been found to improve the FFT, how to apply them and their effects on both
the algorithm and hardware implementation. Chapter 4 follows with a number
of proposed designs and comparison to other.Two designs with the methods have
applied been implemented in hardware on a FPGA and tested for functionality
and performance, which is presented in chapter 5. Next, the conclusions of this
thesis can be found in chapter 6. Finally, chapter 7 discusses ways of continuing
this work in the future, what can be improved and where to continue research.

1.1 Goals and Limits of the Project
The main question of this thesis will be if it is possible to simplify the rotators in
FFT architectures. An idea of how this could be done is to reduce the amount
of angles each rotator inside the FFT has to calculate. The next step will be
to implement these rotators using constant shift-and-add based architectures. As
these types of rotators typically costs more in terms of hardware the more angles
they have to calculate, reducing the amount of angles should translate to a reduced
hardware cost. Another question is how the angle count should be reduced, so that
the complexity of the control signal generation does not increase. If it does, the
hardware gained from the cheaper rotators could be lost in a more complex control
signal generation. The last question is if these methods could be general, i.e. if
they can be applicable to FFTs of any size. Some of the architectures with the
proposed methods applied will also be implemented in VHDL and evaluated.

To meet these goals, one major limitation have been set. When looking at FFT
architecture, only the single delay feedback architecture will be considered. The
reason this architecture was chosen is due to it being single flow, i.e. all samples
flow through the same rotators. For future work, it might be possible to extend
the theory to allow for other single flow architectures, or even multiple flow ones,
but will not be covered here.



Chapter 2

Introduction to the FFT

2.1 The FFT Algorithm
In the early 19th century, Jean Baptiste Joseph Fourier discovered that any con-
tinuous signal could be represented as a sum of trigonometric functions. While
Fourier proposed to use this method to solve heat propagation in solid bodies
problems, it was later shown that it can be used to solve many mathematical
and physical problems. In honor of his work, this method was named the Fourier
Transform, which transforms a continuous signal from the time domain to the
frequency domain. The Fourier transforms formula is:

X(Ω) =
∞∫
−∞

x(t)e−jΩtdt, (2.1)

where X(Ω) is the frequency spectrum and x(t) is the continuous signal being
transformed.

When applied to digital systems, the Discrete Fourier Transform (DFT) is
used instead. The DFT uses a summation of quantized samples instead of the
continuous integration of the Fourier transform, as there is no such thing as a
continuous signal in the digital world. Analogous to its continuous version, the
DFT transforms a series of signal samples from the time domain to the frequency
domain as:

X[k] =
N−1∑
n=0

x[n]e−2πjkn/N , k = 0, 1, 2, ..., N − 1, (2.2)

where X[k] now is the frequency spectrum and x[n] the input samples.
As the number of operations in the DFT is O(N2), an order that grows too

fast for large N , there is a need for a cheaper algorithm. This is achieved with
the Fast Fourier Transform (FFT), which refers to several algorithms proposed to
reduce the computation complexity. One of the most popular FFT algorithms is
the Cooley-Tukey algorithm [7]. It decomposes the DFT into n = logr(N) stages,

3



4 Introduction to the FFT

+

-

x[0]

x[1]

X[0]

X[1]

Figure 2.1. The SFG of the butterfly, resembling a butterfly.

where r is called the radix of the FFT. The decomposition can be done in several
ways [17, 18]. One way is the decimation in frequency (DIF) which splits up the
even and odd samples of the frequency output samples X[k] and rewrites the DFT
algorithm according to:

X[2r] =
N−1∑
n=0

x[n]e−j 2π
N 2rn, r = 0, 1, ..., N2 − 1

X[2r + 1] =
N−1∑
n=0

x[n]e−j 2π
N (2r+1)n, r = 0, 1, ..., N2 − 1,

(2.3)

which in turn can be rewritten as:

X[2r] =
N/2−1∑
n=0

(x[n] + x[n+N/2])e−j
2π
N/2 rn), r = 0, 1, ..., N2 − 1

X[2r + 1] =
N/2−1∑
n=0

(x[n]− x[n+N/2])e−j 2π
N ne−j

2π
N/2 rn), r = 0, 1, ..., N2 − 1.

(2.4)
The result is two DFTs of half the original size, N/2. These smaller FFTs are
decomposed again using the same method, until the remaining DFT size is r, the
radix of the butterflies. The complexity order has now been reduced from the
original O(N2) down to O(N log(N)r), greatly reducing computation cost.

The basic operations of the FFT can be observed in equation (2.4). They
are the butterfly and the rotation. The rotation is represented by a multipli-
cation by the Twiddle Factor e−2πjφ/L, which contain the Rotation Value, φ =
{0, 1, 2, ..., L − 1}. The multiplication is named rotation since it is always of
magnitude one, which can be seen as a complex number rotating around the origin
in the complex plane.

For radix-2, the butterfly is an operation calculates one addition and one sub-
traction according to:

X[0] = x[0] + x[1]
X[1] = x[0]− x[1]. (2.5)

The naming Butterfly comes from its signal flow graph (SFG), which resembles
a butterfly, as figure 2.1 illustrates. From the radix-2 butterfly, larger butterflies
can be constructed, which reduces the amount of FFT stages, but complicates the
butterflies. Figure 2.2 illustrates a radix-4 butterfly, which contains a rotation by
an angle e−jπ/2. This rotation, however, is easily carried out by swapping the real
and imaginary parts and negating the resulting imaginary part, as follows:
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Figure 2.2. A radix-4 butterfly, with a trivial rotation by e−jπ/2.

(x+ jy) · e−jπ/2 = y − jx. (2.6)

This type of rotation, which is very cheap in terms of hardware, is defined as a
Trivial Rotation. Trivial rotations are rotations by the angles {0, π/2, π, 3π/2}.
Radixes larger than 4 require more complex rotations and are therefore not often
used.

Using these two basic components, large FFTs can be constructed from equa-
tion (2.4). Each of the n = logr(N) stages in the N -point FFT uses N/r butterflies
and N rotators. The SFG of a 16-point FFT is illustrated in figure 2.3.

As said before, rotations by the twiddle factors e−2πjφ/L are carried out after
each butterfly. The variable L, which is a power of two, is constant for a single
stage and defines the size of the twiddle factor. Chapter 3 explains how to generate
the rotation values.

The twiddle factor defines the size and angle set of the rotator. The simplest
twiddle factor, W4 = e−2πjφ/4, φ = {0, 1, 2, 3}, only consists of trivial rotations
and, thus, only costs a few muxes in terms of hardware, as shown in Chapter 5.
For the next size, W8 = e−2πjφ/8, φ = {0, 1, ..., 7}, four non-trivial angles are
needed, as all of them are multiples of π/4. As the twiddle factor grows, the size
and hardware cost of a constant rotator also grows.

Generally, when designing a rotator only angles in [0, π/4] are considered [11].
All other angles can be easily generated from them. This can be achieved by
realizing that a trivial rotation by {0, π/2, π, 3π/2} is cheap in terms of hardware
and thus by adding one in series with the rotator, only angles in [0, π/2] is needed.
To reduce this range down to [0, π/4], two muxes are used to swap the real and
imaginary part of the coefficient. By doing this, the angles in [π/4, π/2] can be
generated from those in [0, π/4]. By combining this with trivial rotations, it is
possible to generate all angles from only the [0, π/4] set.

Even so, as the number of angles of the twiddle factor grows, so does the com-
plexity of the rotator. Due to this, larger twiddle factors are usually implemented
using general rotators, capable of carrying out rotations by any angle.

The size of the twiddle factor, L, is determined by the size and radix of the
FFT. In a radix-2 N -point FFT the twiddle factor of the first stage is of size WN ,
stage two size WN/2, stage three WN/4 and so on down to W4 at the second last
stage. This algorithm can be improved by using radix-22 [10, 19], in which only



6 Introduction to the FFT

Stage 1

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

-

-

-

-

-

-

-

-

-

-

-

-

-

-

-

-

-

-

-

-

-

-

-

-

-

-

-

-

-

-

-

+

-+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

+

Stage 2 Stage 3 Stage 4

Figure 2.3. The SFG of a 16-point FFT.

every even stages have a general rotation, while odd stages have a trivial one.
Thus, the first stage of a radix-22 N -point FFT is of size W4, the second stage
WN , third W4, fourth WN/4 and so on. This can be further improved by the
radix-24 [10,20,21], in which every fourth stage has a general rotation, every other
fourth a W16 and every second a trivial W4. This is always an improvement over
radix-22, since a W16 is simpler to implement than a general twiddle factor. Other
radixes also exists, such as radix-23 [10], in which every third stage has a general
twiddle factor, every other third a W8 and every last third a W4 [22].

In order to calculate these twiddle factors, several different rotator architectures
exist. Two of these, which will be used in this work, are the CORDIC algorithm
[23–26] and the CCSSI [11] method. The CORDIC algorithm splits the rotation
down into several smaller sub-rotations, which are then carried out by a constant
shift-and-add network. It is built up in stages, each calculating a smaller partial
rotation which decreases the error at the cost of more hardware. Thus by varying
the amount of stages, a trade-off between hardware and precision can be achieved.
One feature of the CORDIC is that it is General, meaning that it is capable of
calculating any angle. Its hardware cost is thus constant for a given error and does
not change depending on which angles it performs.
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Memory

Figure 2.4. Iterative architecture, here with a single radix-2 butterfly and rotator as
PE.

The CCSSI method creates constant coefficient-scaled shift-and-add based ro-
tators. Opposite of the CORDIC, these rotators are Constant, meaning that the
rotator is only able to calculate a set of angles. These angles are set when the
rotator is designed and can not be changed after implementation. In addition, the
hardware cost is loosely proportional to the amount of angles it is able to calculate.
This attribute makes the rotator architecture suitable for smaller twiddle factors,
but unfeasible for larger ones. As can be seen from the method name, it utilizes
shift-and-add circuits and multiplexers in order calculate the multiplications. To
achieve a small rotation error, the method scales the coefficients with a factor R.
This allows it to chose from a larger range coefficients for its multiplications than
if it was unscaled and thus forced to the unit circle.

2.2 FFT Hardware Architectures
Several different architectures exist for implementing the FFT algorithm [?, 8, 10,
14–16, 19, 20, 27–52]. The general trade-off is area cost versus throughput [10],
but other variables such as power consumption, accuracy, switching activity, etc.
could also affect the choice [53]. For high throughput, pipelined architectures
[?,8,10,14–16,19,20,27–51] are a popular choice, while iterative architectures [52]
are good for low area, at the cost of lower throughput.

Iterative, or In-place architectures are built up using a memory to store samples
while one or several processing elements (PE) carry out the butterfly additions
and rotations. The processed samples are then stored back into the memory until
needed by the next stage. Due to this iterative process, the throughput of such
an architecture is dependent on the size N of the FFT, as a larger FFT requires
more calculations than a smaller one. While the cheapest option is to have only
one PE and calculate each sample serially, the amount of PEs can be increased for
higher throughput.

Two main types of pipelined architectures exists, Feedback [?, 8, 14–16,20,27–
41] and Feedforward [8,10,15,30,31,36–38,42]. They both consists of n = logr(N)
stages connected in series. Each stage includes butterflies and rotators. The
amount of butterflies and rotators is dependent on the parallelization. Both feed-
back and feedforward architectures are excellent for processing continuous streams
of data, as the samples arrive, are processed, and are output sequentially. Both
architectures can also utilize pipelining to reduce the length of the critical path
and, thus, increase the clock frequency and throughput.
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Figure 2.5. A 64-point radix-2 feedforward architecture with data shuffling blocks.
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Figure 2.6. The SDF FFT architecture, here with radix-2 butterflies for a size N = 64.

There exist two types of feedback architectures, the single-path delay feedback
(SDF) [8, 14–16, 19, 20, 29, 41, 43–45] and the multi-path delay feedback (MDF)
[27,46–51]. As the input samples are calculated in pairs, as equation (2.5) showed,
both architectures have characteristic feedback loops. These are used to delay the
samples until the second sample for processing arrives, and also to delay half the
outputs until the next stage is ready to receive them. The SDF architecture usually
inputs and outputs one sample per clock cycle, contrary to the MDF, which has
several feedback loops and can process samples in parallel. The SDF architecture
is discussed in more detail in subsection 2.2.1

Feedforward architectures do not have feedback loops. Instead, they send the
processed data directly to the next stage, which yields higher throughput at the
cost of more area. The stages need the data in different orders and, thus, it arises
a need to re-order the processed samples. In order to do so, the samples from the
output of a stage are re-ordered by using data shuffling circuits [10]. A feedforward
FFT architecture for 2 parallel data is visualized in figure 2.5.

2.2.1 The SDF Architecture
As this thesis work mainly focuses on the SDF FFT architecture, this subsection
goes into more detail about its structure and properties.

The SDF FFT processes data sequentially with the throughput of one sample
per clock cycle. Each cycle a new sample arrives in natural order and another
one is output in bit-reversed order, making the throughput equal to the system
clock frequency. Due to this property, SDF makes excellent FFTs for real-time
processing of continuous data. Figure 2.6 illustrates a 64-point radix-2 SDF FFT.
As previously discussed, the SDF FFT consists of n = logr(N) stages each with a
butterfly, a data management circuit and one rotator.

The internal structure of a SDF stage is shown in figure 2.7. It includes a buffer
that delays samples L clock cycles, as could also be seen in figure 2.6. When the
first L samples arrive, the muxes control signals are set to ’0’ and the data is
fed into the register chain (or memory) of length L. After the initial L samples
have arrived, the mux control signal changes to ’1’ and data is processed through
the butterfly for L clock cycles. As the circuit can only output one sample at a
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Figure 2.7. The internal structure of a stage in the SDF architecture.
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Figure 2.8. The internal structure modified to minimize the critical path.

time, the lower output of the butterfly is fed back into the register chain via the
input mux. When another L cycles have passed and the first L samples have been
output, the muxes control signal changes to ’0’ again. Now the lower part of the
processed butterfly data, stored in the register chain, is output via the second mux.
At the same time, new samples arrives through the input mux and are stored in
the register chain and the process repeats. Note that since only one sample arrives
each clock cycle and the butterfly needs two for a calculation, it only outputs valid
data 50% of the time. This affects the power consumption, as the adders in the
butterfly are always ’on’ and the inputs are generally different every cycle.

By adding one register at the input and propagating it inwards, together with
one from the register chain, the structure in figure 2.8 can be obtained. This
structure has the benefit of having only max{tadd, tmux} as critical path, while
that in figure 2.7 has tadd + tmux. Thus, by also pipelining the rotators, a very
low critical path can be achieved leading to high throughput.
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Figure 2.9. The SDF with control signal generation for each rotator.
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Due to the sequential nature of the SDF, a counter is usually used to keep track
of which sample is currently being processed. The counter generates the indexes 0
to N − 1 as a binary number. This number is then encoded to become the control
signal for the rotators [26]. However, since the latency input-to-rotator varies for
the different rotators in the architecture, the counter needs to be offset with a
value for each rotator. This can be achieved by adding registers to the output of
the counter, but also by exploiting the repetitive nature of the counter. This is
illustrated in figure 2.9. For example, if bit c2 is needed to control a rotator with
latency tinput−rotator = 17, only a single register is needed, since bits c2 of the
counter restarts every 8 clock cycles and mod8(17) = 1.

Each rotator in the SDF FFT has to be able to handle all the rotation values
of the stage it is in. Again, this is due to the sequential nature of the SDF, as all
samples go through the FFT the same way and only one rotator exists for each
stage. For stages with large twiddle factors, this means the rotator has to be able
to calculate a large amount of rotations by different angles.



Chapter 3

Methods to Simplify FFT
Rotations

This chapter presents two methods to simplify FFT rotations: Reduction and
Decimation. First, section 3.1 explains the generation of the rotation values, φ,
which is required by both methods. Section 3.2 and 3.3 explain the reduction and
decimation methods, respectively.

A novel concept presented here is the introduction of non-twiddle factor rota-
tors. These are defined as N -rotators, or N -rot, and are used when applying the
Reduction and Decimation methods. An N -rot is defined as a rotator in which all
angles can be calculated from a set of N elementary angles, combined with trivial
rotations and symmetries.

For example, a rotator that calculates the kernel {−π/8,−π/16, 0, π/16}, is a
3-rot, as π/16 can be achieved by inverting the imaginary part of −π/16. Another
example is the 1-rot carrying out the rotations {π/8, 3π/8, 5π/8, 9π/8, 13π/8}.
This is an 1-rot due to the fact that 5π/8, 9π/8 and 13π/8 can be calculated from
the angle π/8 by adding trivial rotations of π/2. Finally, 3π/8 can be achieved
by inverting the real and imaginary part of the coefficients when rotating π/8.
Note that a rotator carrying out a twiddle factor WL is also an N -rot of size
N = L/8 + 1.

3.1 Control Signal Generation
When designing an FFT it is of importance to know the rotation values φ of the
twiddle factors e−2πjφ/L for each stage and index. Depending on the size of the
FFT, the radix and the stage, the rotation values differ. Thus it becomes important
to have a method to easily generating them. Knowledge about this sequence is
also of importance when decimating twiddle factors, which will be discussed in
section 3.3. Here, we presents a method of creating the control sequence on a high
level, which later can be implemented in a suitable way to hardware level. An
alternative way to generate the rotation values is described in [11, 22]. Note that

11
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the method works for any radix-2k independent of the FFT size.
The method works by splitting up the FFT into two smaller ones and placing a

rotator in between, creating the control sequence while doing so. This is repeated
until only FFTs of size two remain, which is the size of the butterflies, when all
rotators have been sized and given the correct control sequence. As each of the
splits divides the FFT into two, it can be seen as a hierarchy, where the first level
is the first split. The order of placing the splits defines the radix and the resulting
rotators. When placing the split, the rotator in between will be of size WL, where
L is the size of the split FFT.

Each index is written as a binary number of length n = log2(N) and split into
two parts, one from the MSB side and one from the LSB side. The position of this
split is decided by the split of the FFT, so if an FFT of size N with n = log2(N)
stages is split at stage k, then the index is split between bit cn−k and cn−k−1. The
LSB side of the binary number is then multiplied with the MSB in order to create
its rotation value. For this purpose, the MSB part is reversed (BR), meaning that
cn is of magnitude 20, cn−1 of magnitude 21, cn−2 of magnitude 22 up to the point
of the split, as equation (3.1) shows and figure 3.1 illustrates. Also, when doing
this multiplication, note that all bits that are not part of the currently split FFT
are considered as a constant zero.

Index

cn-k-1cn-kcn-k+1cn-1cn c1 c0
... ...cn-k-2

BR

Figure 3.1. n = log2(N) bit sized index with a split at point n − k, generating the
control signal for a rotator at point k in a N size FFT. Note the bit-reversal of the MSB
part.

φs(I) = (cn20 + cn−121 + cn−222 + ...+ cn−k2k−1)×
(cn−k−12n−k−1 + cn−k−22n−k−2 + ...+ c323 + c222 + c121 + c020). (3.1)

When applied to a SDF FFT architecture, it can be noted that all samples
flow through the same rotator which has to be able to rotate all rotation values
φ for that stage. The samples in this architecture arrive in sequential order and,
thus, a counter can be used to generate the indexes and keep track of which index
is currently being calculated. Each clock cycle, the output of this counter is then
split and multiplied to generate the correct rotation value φ as described above.

As an example of the method, a generic N = 256-point FFT is considered,
with the intent to create a radix-24 SDF FFT and its control sequences. As is



3.1 Control Signal Generation 13

the case for a 256 point FFT in radix-24, the first and largest rotator is placed
at stage four, effectively splitting the FFT into two equally sized parts (see figure
3.2). Thus the size N of the split FFT is 256 and the resulting rotator a W256. A
counter is used to generate each of the indexes and each clock cycle the rotation
value is calculated as:

φ4(I) = (c720 + c621 + c522 + c423)× (c323 + c222 + c121 + c020). (3.2)

Note the reversal of the MSB part. It can also be noted that this rotation value
has a resolution of 28, indicating that indeed it is a W256 rotator.

Counter

c0c1c2c3c4c5c6c7

BR

Figure 3.2. The control sequence generation of φ4(I) for a 256-point FFT, split up on
stage four as 1st level in the hierarchy.

On the next level, the two smaller remaining FFTs are split into four using
the same method. Both of the remaining FFTs are of size N = 16 and, thus,
these rotators will be of size W16. Now however, not all bits are considered for
the control signal generation, only those which belong to the FFT currently being
split, the rest are zero. Figure 3.3 illustrates these two splits and the control
sequence for the rotators will be:

φ2(I) = (c720 + c621)× (c525 + c424 + 0 · 23 + 0 · 22 + 0 · 21 + 0 · 20) (3.3)

and

φ6(I) = (0 · 20 + 0 · 21 + 0 · 22 + 0 · 23 + c324 + c225)× (c121 + c020) (3.4)

respectively. Here it should also be noted that it is only possible to generate
multiples of 16, which points to the fact that it is indeed a W16. This is due to the
fact that the angles generated from e−2πjφ/256, where φ only is multiples of 16, is
the same set as e−2πjφ/16, where φ is any integer.

To conclude the example, the second of the remaining FFTs is split down to
size two and the sequence is generated. In the same way as for the last split, the
counter is divided into two and the control signal generated from it as:
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Counter

c0c1c2c3c4c5c6c7

Counter

c0c1c2c3c4c5c6c7

BR BR

Figure 3.3. The second level splits, at stage two and six, yielding φ2(I) and φ6(I) and
two W16 rotators.

φ3(I) = (0 · 20 + 0 · 21 + c522)× (c424 + 0 · 24 + 0 · 23 + 0 · 22 + 0 · 21 + 0 · 20)
(3.5)

Again it can be noted that the result is indeed a W4 as expected, since only
multiples of 64 can be generated and e−2πjφ/256 with φ = 64x, x integer, leaves
e−2πjx/4. The remaining three splits at stage one, five and seven needed to reduce
all FFTs to size two is done accordingly.

Counter

c0c1c2c3c4c5c6c7

BR

Figure 3.4. One of the third level splits, here at stage three generating φ3(I).

With this, it is possible to generate any control sequence for any FFT with
radix-2k butterflies, as long as the radix or desired placement of rotator is known.
Note that this method is on high level and the multiplication does not need a
multiplier on hardware level, but can instead be implemented using logic and/or
adders.

3.2 Twiddle Factor Reduction
It is known that a general twiddle factor Wφ

L = e−2πjφ/L consists of L angles,
spread evenly around the circumference of the unit circle. As was discussed in
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Chapter 2, for a hardware rotator, only angles in [0 π/4] needs to be considered,
since all others are generated from one of the previous ones in combination with a
trivial rotator and/or swapping of real and imaginary coefficients. Note that while
this reduces the angle set by a factor 8, the amount of remaining angles are in fact
L/8 + 1, since both 0 and π/4 are included for any WL, L > 4.

It is, however, possible to reduce the amount of angles even further. The strat-
egy used is to extract a constant angle from the twiddle factor and then move the
extracted angle to another stage. While the extraction of the angle is at algo-
rithm level and can be applied to any FFT architecture, it is best suited for SDF
FFTs. This due to the fact that the extracted angle later can be moved to another
stage and merged, which may not be the case for parallel FFT architectures. Due
to this, the section is split into two subsections: Subsection 3.2.1 handling the
angle extraction, while 3.2.2 second handles the movement and merging of the
extracted angle to another stage. The angle extraction is general for any rotator
in any FFT architecture, while the movement in the second subsection is specific
for SDF FFTs.

3.2.1 Angle extraction
The idea behind angle extraction is to extract a constant angle φ0 from a twiddle
factor, which is then compensated by a constant rotator in series:

e−j
2π
L φ = e−j(

2π
L φ+φ0) · ejφ0 . (3.6)

To reduce a twiddle factor with this tool, φ0 is set to π/L (or −π/L), which
offsets each angle in the twiddle factor by half a unit angle (See figure 3.5). It
is important that the resulting angles are symmetric around π/4. Otherwise the
method of swapping real and imaginary part of the coefficients would not work.
The effect of this is described in equation (3.7) and visualized in figure 3.5, where
the 16-point twiddle factors have been rotated by an angle π/16. Note that after
the movement only 2 of the original 3 angles remain in [0 π/4], while the total
number of angles is not reduced. Indeed, this is also the case for a general twiddle
factor, WL, L > 4, due to the fact that the angle π/4 is always included originally,
but will be outside the [0, π/4] range after the modification, while no new angle
enters the range. Thus from a general twiddle factor WL with L/8+1 angles, only
a reduced L/8 angles remain together with a constant angle which for SDF FFTs
can be moved to and merged in another stage.

Wφ
16 = e−j

2π
16 φ = e−j(

2π
16 φ+ π

16 ) · ej π16

φ = 0, 1, 2, 3, ..., 15. (3.7)

When applying methods that change the twiddle factors and rotators, it is
important to note what happens to the control signal generation for each stage.
The gains of having one less angle for the rotator could potentially be countered by
the method requiring a more complex control signal generation or even a memory
for storing the sequence. For the Reduction method, however, the amount of
hardware required for the control signal generation will be the same, due to the
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Figure 3.5. Visualization of angle extraction, here for N = 16.

angle difference being constant. It is thus possible to use the same control signal
generation circuit, only mapping the final value φ to φ − π/L in the rotator. An
example of this mapping can be seen in figure 3.5, for the specific case L = 16.

3.2.2 Moving and Merging Extracted Angles
For SDF FFTs, it is also possible to move the additional constant angle φ0 from the
extracted stage to another stage where it can be merged into an already existing
rotator. This removes the need for an additional constant rotator handling the
extracted angle. This is very suitable for the SDF FFTs due to the fact that all
samples flowing through the same rotators and butterflies, making it easy to move
a constant angle. In a parallel FFT, the samples are split up through several
rotators and in order to move a constant angle, the same angle must be moved
from all rotators, generally complicating some and simplifying others.

By combining the butterfly equation (3.8) and equation (3.6) from the previous
subsection, the following relation is obtained:

X[0] = (x[0] + x[1])e−j 2π
L φ

X[1] = (x[0]− x[1])e−j 2π
L φ.

(3.8)

X[0] = (x[0] + x[1])e−j( 2π
L φ+φ0) · ejφ0

X[1] = (x[0]− x[1])e−j( 2π
L φ+φ0) · ejφ0 .

(3.9)

By distributing the compensating factor into the parenthesis, the equation is mod-
ified to:

X[0] = (x[0]ejφ0 + x[1]ejφ0)e−j( 2π
L φ+φ0)

X[1] = (x[0]ejφ0 − x[1]ejφ0)e−j( 2π
L φ+φ0).

(3.10)

Because of the FFTs repeating structure, these terms x[0] and x[1] represent the
previous stages X[0] and X[1], which also contain a factor e−2πjφ/L, according to
the butterfly equation (3.8). This factor can be combined with the additional factor
to effectively move a constant angle φ0 from the twiddle factor to the previous
stage. However, it can just as well be seen as moving an negative angle forward,
since φ0 can be any angle. It is thus also possible to move angles forward using
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the same method. Thus it is possible to move any constant angle from any stage
to any other.

When this method is applied, it is of importance that the movement of the
complementary angle does not affect the complexity of the target stage, neither by
increasing the amount of angles nor by complicating the control signal generation.
If the π/16 angle from figure 3.5 is moved to a stage with a W32 rotator, only the
encoding of the control signal will change, not the complexity. If it is moved to a
W4 stage, however, it will complicate the stage and an additional constant rotator
will be needed. The effect is shown in figure 3.6 and figure 3.7

1

2

3

29

0

31

30

=+ 2

3

4

1

0

31

30

Figure 3.6. W32 angles indifferent about absorbing the π/16 angle, only encoding
change.

=+

Figure 3.7. Complication of a W4 due to moved π/16 angle.

Another option for a target stage is any decimated stage, as described in section
3.3. The decimation creates a rotator with only two angles (a 2-rot), which then
can be used to absorb any constant angle with the only change being which two
angles it rotates. This is useful when handling larger FFTs where several stages
twiddle factors are reduced and their complementary angles can all be stacked on
the additional rotator from the decimated stage for no extra complexity. This is
explained in detail in section 3.3.

3.3 Decimation of Twiddle Factors
For large twiddle factors, the gain of removing one angle from the rotator via
reduction does not justify the choice of a constant rotator over a general one. For
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instance for a W512: 129-rot, the gain of a single angle is not enough to justify
the use of a constant rotator over a general one [54, 55]. For these larger twiddle
factors another method is proposed: Decimation. The idea behind decimation is
to split up larger twiddle factors into several smaller, making constant hardware
rotators a more attractive option. Decimation is a method that works for any
rotator calculating any sized twiddle factor WL, where L is a power of two larger
than 2.

To do a decimation, all angles represented by an odd φ in the twiddle factor
Wφ
L = e−2πjφ/L are extracted, effectively halving the amount of angles. As a

result, from the original WL with L/8 + 1 angles, a WL/2 with L/16 + 1 angles
remain. The extracted angles create a new rotator in series with the decimated
one, with the size of a 2-rot. This 2-rot basically chooses between the angles 0 and
e−2πj/L, making all angles in the original twiddle factor still possible to generate
by the product of the two rotators. The general case is shown in equation (3.11)
and the specific case of W32 is visualized in figure 3.8.
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Figure 3.8. Decimation of a W32 into a W16 and a 2-rot.

Wφ
L = e−j

2π
L φ = e−j

2π
L α · e−j 2π

L β

φ = {0, 1, 2, 3, ..., L− 1} α = {0, 2, 4, ..., L− 2} β = {0, 1} (3.11)

This technique can then be repeated, making it possible to decimate any twid-
dle factor down to a W2, but since a W4 is already trivial, there is no point in
going beyond it. For every iteration, the remaining rotator is halved and an ad-
ditional 2-rot appears, as can be seen in equation (3.12). When the remaining
twiddle factor has been decimated to its final size, it can be reduced as discussed
in section 3.2, to gain the reduction of one more angle.

Wφ
L = e−j

2π
L φ = e−j

2π
L α · e−j 2π

L β · e−j 2π
L θ

φ = {0, 1, 2, 3, ..., L− 1} α = {0, 4, 8, ..., L− 4} β = {0, 1} θ = {0, 2} (3.12)

As previously discussed, when applying a method that changes the rotators, it
is important to keep track of what happens to the control signals. When decimat-
ing one or more times, the control signal for the rotators is split up. As explained
in section 3.1, the control signal for any sized FFT with any radix can easily be
obtained from the binary representation of the index, (bn−1, bn−2, ..., b2, b1, b0) =
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bn−12n−1 + bn−22n−2 + ... + b222 + b121 + b020. Here, bi controls the addition of
either 0 or 2i to the total sum, which is exactly what the additional 2-rot from a
decimated twiddle factor does. Thus when decimating, the LSB of this sequence
is removed from the decimated rotator and, instead, used to control the additional
2-rot. This is repeatable, so if a twiddle factor WL is decimated three times, then
the remaining WL/8 uses (bn−1, bn−2, ..., b6, b5, b4) while the first 2-rot uses b0, the
second b1 and the third b2 as control signal. This is illustrated in figure 3.9.

= + +1

2

3

4

5

0

31

30

29

d4 d3 d2 d1 d0

4

0

d4 d3 d2

2

0

d1

1

0

d0

Figure 3.9. A W32 decimated twice and the resulting rotators with their control bits.

While the goal of decimation is to reduce large rotators into several smaller
ones, it could be the case that it is not of most benefit to have rotators as small as
2-rots. Therefore it can be of interest to merge a number of the 2-rots into larger
4-rots to reduce the total amount of rotators. Indeed, for some rotator types the
cost of going from two to four angles (or even eight) could be less than having
two 2-rots. Equation (3.13) shows that merging can easily be achieved for any two
2-rots resulting from a decimation, using the two bits from its component rotators
as control signal. An example is also visualized in figure 3.10, where two 2-rots
resulting from a decimated W32 are combined.
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Figure 3.10. Combining two 2-rots into a 4-rot.

e−j
2π
L α · e−j 2π

L β = e−j
2π
L φ;

α = {0, 2A}β = {0, 2B}φ = {0, 2A, 2B , 2A + 2B} (3.13)

An interesting side-effect of decimation is that the additional 2-rots generated
have the ability to absorb any unwanted constant angles from other stages, since it
always will remain a 2-rot even if its angles changes. This makes them very useful
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in a system with both decimated and reduced twiddle factors, since the reduction
method produces a unwanted constant angles. This is shown in equation (3.14)
and illustrated in figure 3.11.

=+

Figure 3.11. A 2-rot from a decimation absorbing a constant angle, changing its angles
but not its size.

e−j
2π
L φ · e−j 2π

L φ0 = e−j
2π
L θ;

φ = 0, A; φ0 = B; θ = B,A+B; A,B < L
(3.14)

If several stages are decimated or if a single stage is decimated two or more times,
another interesting option appear. While the 2-rots from the decimation does not
change size when absorbing constant angles as explained, the architecture of the
rotator does. This gives options to move constant angles between different 2-rots
generated from decimation, changing the angles and thus the properties of the
rotator. Note that this can also simplify combined 2-rots. Consider figure 3.12,
where the 4-rot formed from the merged 2-rot earlier. By giving this rotator a
constant angle ej π16 , the amount of unique angles the rotator is required to rotate
is reduced by one, as φ = 31 can be generated from the angle φ = 1. The same
can be applied to a merged 8-rot, reducing it to a 5-rot.
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Figure 3.12. The 4-rot from Figure 3.10, absorbing a constant angle ej π16 , simplifying
it.
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3.3.1 Moving Decimated Rotators
If the decimation method is applied to an SDF FFT architecture, it is possi-
ble to move the additional rotators to other stages. While this does not affect the
architecture of the rotators, it still changes the hardware layout of the FFT, as dif-
ferent stages are delayed differently. Due to this, this subsection presents a general
method for moving the additional rotators generated when applying decimation.
These movements are much more strict than the movements in the reduction in
section 3.2, as rotations here are not constant and, therefore, cannot be moved
arbitrary.

Section 3.2 explains how rotation values are moved through the butterfly equa-
tion to other stages. There, only rotation values that were constant for every index
were moved and thus the location of the butterflies did not matter. Indeed, when
doing a move of a constant angle ejφ0 , it is enough to know that each index is
connected to one and only one butterfly and that all indexes are connected.
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Figure 3.13. 16 point FFT algorithm as SFG with radix-2 butterflies

When moving non-constant rotation values for each indexes, it is important
to know the layout of the butterflies in the FFT algorithm. Consider figure 3.13.
When the SFG is drawn with the inputs in natural order, as in the figure, the
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placement of the butterflies becomes very systematic. In the first stage, the but-
terfly always pairs index 0 with index N/2, index 1 is paired with index N/2 + 1
and so on. In the second stage, index 0 is instead always paired with index N/4,
1 with N/4 + 1 etc, until index N/2, where it starts anew. This continues all the
way to the last stage, where index 0 is paired with index N/N = 1.

If a move of a rotation value φ0 is desired at index I, then the same movement
must be done to the other index the butterfly is connected to. As an example
of this, again consider figure 3.13. Now a rotation value φ0 = 4 is desired to be
moved from stage 3 to stage 2 for I = 7. As equation (3.15) from the Reduction
section shows, φ0 then has to be moved from both the ends of the butterfly (see
Figure 3.14). However, the butterfly for I = 7, stage 3 is also connected to index
5 and thus the angle φ0 must also be moved from index 5, stage 3 to index 5,
stage 2. As a result, it becomes very important to know the rotation value for
each index, as movement must always be done in pairs.

+

- +

+

Figure 3.14. Radix-2 butterfly with rotators

X[0] = (x[0]ejφ0 + x[1]ejφ0)e−j( 2π
L φ+φ0)

X[1] = (x[0]ejφ0 − x[1]ejφ0)e−j( 2π
L φ+φ0) (3.15)

The control signal generation explained in section 3.1 and the decimation of
twiddle factors presented in section 3.3, together explain how the control signals
are built up and which bits are used for which rotators after a decimation. Each
clock cycle the counter is incremented by one and the control bits change, until N
cycles have passed and the counter starts anew. These control bits, di, will then
create a sequence [di,0, di,1, ..., di,N−2, di,N−1] where di,0 corresponds to index
0, di,1 to index 1 and so on. Due to the repeating nature of the counter and the
bits, this sequence will contain a pattern [xL−1xL−2...x1x0] with a length R, which
will repeat for C cycles, after which the pattern will change (but not the pattern
length) and repeat again for C cycles.

The pattern length R and number of cycles C depends on the FFT size, radix
and stage, but can easily be obtained from the sequence generation. The mul-
tiplication done in the control signal generation section can be seen as several
additions, as figure 3.15 shows. Each control bit di is the sum of one or more
bits cj and possibly a carry. The pattern length R will then be 2k+1, where ck is
the largest bit used to create di in the sum. This due to the repeating nature of
the counter handling the bits ci: If ck is the largest bit in the sum to create di,
then di will create a pattern until the counter reaches the number 2k, where for
all purpose, the bits lower than ck+1 will start anew.
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Figure 3.15. The multiplication from section 3.1, visualized as three additions

The cycle length C are instead controlled by the MSB part of the multiplication.
Each of the MSBs controls if its row should be [cn−k−1 cn−k−2 ... c1 c0] or a zero in
the addition structure of the multiplication seen figure 3.15. When one of the rows
affecting the bit di changes state due to one of the MSB changing, the pattern R
changes and a new cycle starts. Thus the cycle length C for a bit di is derived as
2l, where cl is the smallest MSB affecting the generation of di.

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

x0 x1 x2 x3 x0 x1 x2 x3 x0 x1 x2 x3 x0 x1 x2 x3 y0 y1 y2 y3 y0 y1 y2 y3

16

R C

Figure 3.16. A generated control sequence with first pattern [x0 x1 x2 x3] of length R
= 4 and cycle length C = 16

As an example, consider bit d1 from figure 3.15, which controls the second dec-
imated rotator (Assume we decimated at least two times). As it is only dependent
only on bit c0 and c1 of the LSB part, it will have a pattern length R of four,
i.e. 21+1. This pattern will repeat until either bit b6 or b7 changes value, which
happens every C = 26 clock cycles, whereas the pattern changes.

Bit d2 will instead have a pattern length L of eight, since it is dependent on
c0, c1 and c2, which takes eight clock cycles to repeats itself, i.e, double the length
of d1’s pattern. The cycle length C will however be halved, since it changes with
c7, c6 and c5, which changes every C = 32 clock cycles. As a result, this rotator
has four different patterns of length R = 8, each which each repeats for C = 32
clock cycles.

With the pattern and cycle lengths established, moving rotators becomes much
easier. Instead of moving single rotation values in pairs, complete patterns are
moved together. The restrictions of where the rotator can be moved is decided
by the butterfly distance B, which is double the distance between the indexes the
butterfly pairs for a certain stage. Looking back at figure 3.13, it was said that in
the first stage index 0 is paired with index N/2, 1 with N/2 + 1 and so on. This
defines the butterfly distance B as 2N/2 for the first stage. In a similar way, stage
two pairs index 0 with index N/4, 1 with N/4 + 1 and so on, giving the second
stage a butterfly distance B of 2N/4. Indeed, for a general stage in a general FFT,
the butterfly distance B is defined as 2N/2s, where s is the stage number.
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Given this, the following rules apply to movement of rotators:
A 2-rot generated at any stage as a result of a decimation can be moved to a lower
stage if:

1. The butterfly distance B of its current stage is less or equal than the rotators
cycle length C.

2. The butterfly distance B of its current stage is more or equal than the pattern
length R.

Similar, the 2-rot can be moved to a higher stage if:

1. The butterfly distance B of its target stage is less or equal than the rotators
cycle length C.

2. The butterfly distance B of its target stage is more or equal than the pattern
length R.

If these rules are obeyed, every butterfly will have the same value di ∈ {0 1}
at both indexes and the pair will be moved together, leaving the old stage with a
rotator calculating only the angle zero, which can be removed.



Chapter 4

Proposed Designs

In this chapter several of designs for different FFT sizes are proposed. Section 4.1
presents the initial designs of this Thesis. These designs represent the first step
on the development of the Thesis work. They served to understand the problem
in depth, resulting in the methods presented in Chapter 3. Together with the
proposal of the methods, a methodology on how to apply these methods to FFT
architectures is provided. This methodology is described in section 4.2. Finally,
section 4.3 shows specific examples of applying the proposed methods to FFTs of
different sizes and section 4.4 compares the resulting architectures with previous
SDF FFT architectures in the literature.

4.1 Initial Designs
As this thesis work have been towards research, several designs were made and
studied before the formalization of the Decimation and Reduction methods. Two
of these designs are presented in this section, and both have been an important
stepping stone in the development of the two methods. It should be noted that
these are done without using the methodology described in section 4.2, as it was
not yet discovered.

4.1.1 32-point

+ + +

E E E E E

W32 W8

+

Figure 4.1. Original architecture of a radix-23 32-point SDF FFT.

For the 32-point case a radix-23 algorithm was chosen (This also happens to
be the same architecture as the radix-22 for this FFT size). Figure 4.1 shows the

25
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original radix-23 SDF architecture with five stages, each containing an element
and stage two and three a rotator. The rotator in stage two is of size W32 and the
one in stage three of size W8. The remaining stages only have trivial rotations.

By applying decimation to the W32 twiddle factor a W16 is obtained, together
with an additional 2-rot calculating the angles {0, −π/16}. The W16 is then
reduced, along with the W8 from stage two, to lower the amount of angles they
have to be able to calculate by one. The reduction of theW16 adds a constant angle
rotator of π/16 while the reduction of theW8 adds a π/8. These constant rotations
are then moved and merged with the 2-rot which resulted from the decimation,
changing its angles from {0, −π/16} to {2π/16, 3π/16}. Finally the 2-rot is
moved from stage three to stage one.

+ +

E E E E E

++
Rot1 Rot2 Rot3

Figure 4.2. Architecture from figure 4.1 modified with reduction and decimation.

The final architecture can be seen in figure 4.2. It has three rotators, one in each
of the stages one through three. Rot2 is the decimated, reduced W32, which now
calculates the angles {π/16, 3π/16}. Rot3 is the reducedW8, now only calculating
the angle {π/8}. Finally, Rot1 is the 2-rot which came as an additional rotator
when the decimation was performed. It has absorbed the angles resulting from the
reduction of the W16 and W8, making it calculating the angles {2π/16, 3π/16}

4.1.2 64-point

+ + + +

E E E E E E

+

W64W8 W8

Figure 4.3. Typical rotator layout of a radix-23 64-point SDF FFT.

Similar to the 32-point architecture, a radix-23 algorithm was chosen for the
64-point case. Figure 4.3 shows the original architecture with aW64 twiddle factor
in the middle at stage three. Moreover, two W8 can be seen at stage two and four,
respectively. The rotators at stage one and five are trivial and are carried out by
the butterfly unit as described above.

To modify the architecture, decimation is first applied to the W64 twiddle
factor to split it into a W32 and a 2-rot carrying out the angles {0, −π/32}.
Then, the W32 is reduced together with the two W8 from stage two and four.
This produces three extra constant rotators, one calculating the angle π/32 and
two calculating the angle π/8. Due to these being constant, they can easily be
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moved as described in chapter 3.2, and are thus moved and merged with the 2-
rot produced by the decimation. This changes the angles the 2-rot calculates:
{0, −π/32}+ π/8 + π/8 + π/32 = {9π/32, 8π/32}, but not its size. The 2-rot is
then moved to stage four.

+ + + +

E E E E E E

++
Rot1 Rot2 Rot3 Rot4

Figure 4.4. Architecture from figure 4.3 modified with reduction and decimation.

The final layout of the rotators can be seen in figure 4.4. Rot1 in stage two
is the modified W8 and now only calculates the angle π/8. In stage three the
decimated W64 rotator can be seen, Rot2. It is now a 4-rot and carries out the
angles {π/32, 3π/32, 5π/32, 7π/32, }. Stage four contains two rotators in series,
Rot3 and Rot4. Rot4 is the remains of the W8 rotator that was placed here
originally, now a 1-rot performing the angle π/8. Rot3 is the additional 2-rot that
came from the decimation and which now have absorbed the constant angles from
the reduced rotators. It calculates the angles 8π/32, 9π/32.

4.2 Design Methodology
By using the methods presented in the previous chapter, an architecture can be
transformed into a new one, which uses less angle sets. While the number of angle
sets is connected to how many adders are needed for a CCSSI shift and add rotator,
it is also dependent on which specific angles. The methods also allows for a large
design space, as constant angles can be moved between stages, changing the rota-
tors angles and hardware layout. This section therefore presents a methodology
on how to apply the methods to an existing architecture systematically.

A good starting point is typically the radix-24 architecture, as it offers a low
amount of large twiddle factors as well as a high count of trivial ones. Other
radixes, such as radix-23 and 25 are also good options for certain FFT sizes. For
instance, a 1024-point radix-25 FFT uses only one twiddle factor larger than W32,
while radix-24 uses two.

As a first step, Decimation is always applied to all twiddle factors larger than
W32, decimating them down to W32 or lower. This is due to twiddle factors larger
than W32 is typically unfeasible to implement using constant shift and add. This
produces a number of 2-rots, calculating the angles {0, π/L}, where L is the size
of the twiddle factor decimated.

Secondly, all twiddle factors are reduced. This is both to reduce the angle
count of each rotator, but also to create a large design space as each reduction
creates a constant angle which can be moved. When doing the reduction, there is
a choice of either extracting a positive or a negative angle, which further adds to
the design space.

After the angle extraction comes the choice of where to move and merge each
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constant rotator. As discussed in chapter 3, a good choice for the move and
merge is any rotator resulting from a decimation, as this will not add to the
angle set count. Depending on the FFT size, the needed accuracy and the rotator
architecture, it may also be beneficial to merge several of the 2-rots resulting from
the decimation into larger rotators. As of the writing of this Thesis, the target
rotator for each constant angle merge is chosen by using an exhaustive MATLAB
script, testing all possible combinations. The MATLAB script uses the CCSSI [11]
method of generating rotators for the given angle sets and accuracy. The number
of adders are noted and the solution using less adders is chosen.

4.3 Proposed Designs using the Design Method-
ology

Using this methodology, several designs have been created and are presented here.
The goal is to reduce hardware cost in terms of adders. Radix-24 was chosen
as a starting point to apply the transformations for most FFT sizes, as it offers
a low amount of non-trivial rotators. The rotators for these designs have been
implemented using the CCSSI [11] method. All proposed architectures have been
designed to give a minimum of 12 correct bits (WLE) in terms of error.

4.3.1 64-point FFT

+ +

E E E E E E

W64 W16

Figure 4.5. The original radix-24 64-point SDF FFT architecture.

The original 64-point radix-24 SDF FFT can be seen in figure 4.5. It includes
of one W64 and a W16 rotator. To start the transformation, decimation is applied
on the W64 rotator, turning it into a W32. This also creates a 2-rot in series,
performing the angle sets {0, −π32 }.

Both twiddle factors are reduced by extracting the angles −π16 and π
32 from

the W16 and W32, respectively. This reduces the W16 from a 3-rot down to a
2-rot, performing { π16 ,

3π
16 } and the W32 from a 5-rot down to a 4-rot, performing

{ π32 ,
3π
32 ,

5π
32 ,

7π
32 }. The constant angles are then moved to stage two, where they

are merged together with the 2-rot resulting from the decimation. The merge
changes the angle sets of the 2-rot to {0, −π32 } −

π
16 + π

32 = {−π32 ,
−π
16 }.

Figure 4.6 shows the final architecture, using a 4-rot, a 2-rot and another 2-
rot. The rotator data is summarized in table 4.1, where the coefficients, number
of adders and number of correct bits can be seen.
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Figure 4.6. The final transformed architecture of the 64-point SDF FFT.

Table 4.1. Rotator data for the 64-point FFT.

Stage Rotator Angle: Coefficients WLE #Add

2 4-rot

π/32: 515 + j51

12.2117 83π/32: 495 + j150
5π/32: 456 + j244
7π/32: 400 + j328

2 2-rot π/32: 648 + j64 12.9848 6
π/16: 639 + j127

4 2-rot π/16: 171 + j34 12.9848 63π/16: 145 + j97

4.3.2 128-point FFT

E E

+
E E

+
E E

+
E

W16 W128 W8

Figure 4.7. The original radix-24 128-point SDF FFT architecture.

The original 128-point radix-24 SDF FFT can be seen in figure 4.7. It consists
of one W128, one W16 and a W8 rotator. By applying decimation twice to the
W128, a W32 and two 2-rots are created. These 2-rots, which performs the angle
sets {0, −π64 } and {0,

−π
32 }, are then merged into a 4-rot performing the angle sets

{0, −π64 ,
−π
32 ,

−3π
64 }.

All three twiddle factors are then reduced by extracting the angles π
8 ,
−π
16 and

−π
32 from the W8, W16 and W32, respectively. This reduces the W8 from a 2-rot
down to a 1-rot, performing π

8 , the W16 from a 3-rot down to a 2-rot, performing
{ π16 ,

3π
16 } and the W32 from a 5-rot down to a 4-rot, performing { π32 ,

3π
32 ,

5π
32 ,

7π
32 }.

The constant angles are then moved to stage four, where they are merged together
with the 4-rot from the merged 2-rots. This results in a 4-rot performing the angle
sets {0, −π64 ,

−π
32 ,

−3π
64 }+ π

8 −
π
16 −

π
32 = { π32 ,

π
64 , 0, −π64 }. This merge lowers the

angle set count from four to three, as the angle −π64 is possible to generate from
π
64 .

Figure 4.8 shows the final architecture, using a 1-rot, a 2-rot, a 3-rot and a
4-rot. The rotator data is summarized in table 4.2, where the coefficients, number
of adders and number of correct bits can be seen.
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Figure 4.8. The final transformed architecture of the 128-point SDF FFT.

Table 4.2. Rotator data for the 128-point FFT.

Stage Rotator Angle: Coefficients WLE #Add

2 2-rot π/16: 171 + j34 12.3340 83π/16: 145 + j97

4 4-rot

π/32: 515 + j51

12.2117 83π/32: 495 + j150
5π/32: 456 + j244
7π/32: 400 + j328

4 3-rot
0: 651

12.9705 6π/64: 650 + j32
3π/32: 648 + j64

6 1-rot π/8: 29 + j12 12.9440 6

4.3.3 256-point FFT

+ +

E E E E E E

W16 W256

+

E E

W16

Figure 4.9. The original radix-24 256-point SDF FFT architecture.

The original 256-point radix-24 SDF FFT can be seen in figure 4.9. It con-
sists of one W256 and two W16 rotators. To start the transformation, Decimation
is applied three times on the W256. This transforms the W256 into a W32, as
well as three 2-rots, performing the angle sets {0, −π128}, {0,

−π
64 } and {0, −π32 }.

All three 2-rots are merged together, forming an 8-rot calculating the angle sets
{0, −π128 ,

−2π
128 ,

−3π
128 ,

−4π
128 ,

−5π
128 ,

−6π
128 ,

−7π
128 }.

The three remaining twiddle factors are reduced by extracting the angles −π16 ,
π
16 and π

32 from the two W16 and the W32. This reduces the two W16 from 3-
rots down to 2-rots, both performing the angle sets { π16 ,

3π
16 }, as well as the

W32 down to a 4-rot, performing { π32 ,
3π
32 ,

5π
32 ,

7π
32 }. In accordance with the

earlier FFT sizes, the constant angles are moved to stage four, where they are
merged with the 8-rot from the Decimation. This results in a 8-rot performing
the angle sets {0, −π128 ,

−2π
128 ,

−3π
128 ,

−4π
128 ,

−5π
128 ,

−6π
128 ,

−7π
128 } + π

16 −
π
16 + π

32 =
{ 4π

128 ,
3π
128 ,

2π
128 ,

π
128 , 0, −π128 ,

−2π
128 ,

−3π
128 }. The merging lowers the angle set count

from eight to five, as the angles −3π
128 ,

−2π
128 and −π128 are possible to generate from

3π
128 ,

2π
128 and π

128 .
Figure 4.10 shows the final architecture, using a 2-rot, a 4-rot, a 5-rot and
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Figure 4.10. The final transformed architecture of the 256-point SDF FFT.

another 2-rot. The rotator data is summarized in table 4.3, where the coefficients,
number of adders and number of correct bits can be seen.

Table 4.3. Rotator data for the 256-point FFT.

Stage Rotator Angle: Coefficients WLE #Add

2 2-rot π/16: 171 + j34 12.3340 83π/16: 145 + j97

4 4-rot

π/32: 515 + j51

12.2117 83π/32: 495 + j150
5π/32: 456 + j244
7π/32: 400 + j328

4 5-rot

0: 896

12.9705 8
π/128: 896 + j22
2π/128: 895 + j44
3π/128: 894 + j66
4π/128: 892 + j88

6 2-rot π/16: 171 + j34 13.4929 83π/16: 145 + j97

4.3.4 512-point FFT

+ +

E E E E E E

W16 W512

+

E E
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+

W32

Figure 4.11. The original 512-point SDF FFT architecture.

The original 512-point SDF FFT can be seen in figure 4.11. It should be noted
that for this FFT size, using a radix-24 architecture would result in worse solution.
This is due to radix-24 placing a general rotator every fourth stage, a W16 every
second fourth and a W4 every second stage. Doing this would cause the need for a
W16 instead of the used W8, which typically require more hardware to implement.
Therefore, the design shown in figure 4.11 above is chosen instead.

The architecture consists of one W16, a W512, a W8 and a W32 rotator. Dec-
imation is applied four times on the W512 rotator, transforming it into a W32.
This also creates four 2-rot in series, performing the angle sets {0, −π256}, {0,

−π
128},

{0, −π64 } and {0,
−π
32 }. Similar to the 256-point case, the three 2-rots calculating

{0, −π128}, {0,
−π
64 } and {0,

−π
32 } are merged into an 8-rot.
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Continuing, all four twiddle factors are reduced, extracting the angles π
16 ,

π
32 ,

π
32 and −π8 from the W16, W32, W32 and W8, respectively. In accordance with
chapter 3, the two W16 are reduced from a 3-rot down to a 2-rot, performing
{ π16 ,

3π
16 }. The W32 from a 5-rot down to a 4-rot, performing { π32 ,

3π
32 ,

5π
32 ,

7π
32 }

and finally the W8 from a 2-rot down to a 1-rot calculating π
8 . The constant

angle π
32 is moved to stage four where it merges with the 8-rot. In much the

same way as for the 256-point architecture, this changes the 8-rot into a 5-rot:
{0, −π128 ,

−2π
128 ,

−3π
128 ,

−4π
128 ,

−5π
128 ,

−6π
128 ,

−7π
128 }+ π

32 =
{ 4π

128 ,
3π
128 ,

2π
128 ,

π
128 , 0, −π128 ,

−2π
128 ,

−3π
128 }. The other three constant angles are

also moved to stage four, but instead merges with the 2-rot calculating the angles
{0, −π256}. This changes the rotators angle sets into {0, −π256} −

π
8 + π

16 + π
32 =

{−π32 ,
−9π
256 }.
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+
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+
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E

Figure 4.12. The final transformed architecture of the 512-point SDF FFT.

Figure 4.12 shows the final architecture, using a 2-rot, a 4-rot, a 5-rot, another
2-rot, a 1-rot and another 4-rot. The rotator data is summarized in table 4.4,
where the coefficients, number of adders and number of correct bits can be seen.

Table 4.4. Rotator data for the 512-point FFT.

Stage Rotator Angle: Coefficients WLE #Add

2 2-rot π/16: 171 + j34 13.4929 83π/16: 145 + j97

4 4-rot

π/32: 515 + j51

12.2117 83π/32: 495 + j150
5π/32: 456 + j244
7π/32: 400 + j328

4 5-rot

0: 896

12.9705 8
π/128: 896 + j22
2π/128: 895 + j44
3π/128: 894 + j66
4π/128: 892 + j88

4 2-rot π/32: 568 + j56 13.2677 69π/256: 567 + j63
6 1-rot π/8: 29 + j12 12.9440 6

7 4-rot

π/32: 515 + j51

12.2117 83π/32: 495 + j150
5π/32: 456 + j244
7π/32: 400 + j328

4.3.5 1024-point FFT
The original 1024-point radix-24 SDF FFT can be seen in figure 4.13. It consists of
two W16, one W1024 and a W64 rotator. To transform this architecture, the W1024
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Figure 4.13. The original radix-24 1024-point SDF FFT architecture.

is decimated five times, down to a W32. This creates five new 2-rots, calculating
the angle sets {0, −π512}, {0,

−π
256}, {0,

−π
128}, {0,

−π
64 } and {0,

−π
32 }. As was done for

the 256- and 512-point cases, the three 2-rots performing {0, −π128}, {0,
−π
64 } and

{0, −π32 } are merged to form an 8-rot. Also the {0, −π512} and {0,
−π
256} rotators are

merged to form a 4-rot calculating the angle sets {0, −π512 ,
−π
256 ,

−3π
512 }. The W64 is

also decimated into a W32, along with a 2-rot performing {0, −π32 }.
The four twiddle factors reduced by extracting the angles π

16 ,
−π
32 ,

−π
16 and π

32
from the W16, W32, W16 and W32, respectively. Similar to the other FFT sizes,
this reduces the two W16 from 3-rots down to 2-rots, performing { π16 ,

3π
16 } and the

two W32 from 5-rots down to 4-rots, performing { π32 ,
3π
32 ,

5π
32 ,

7π
32 }. The constant

angles π
16 ,

−π
16 and π

32 are moved to stage four, where they are merged together
with the existing 8-rot. As was the case for the 256- and 512-point FFTs, this
changes the 8-rot into a 5-rot: {0, −π128 ,

−2π
128 ,

−3π
128 ,

−4π
128 ,

−5π
128 ,

−6π
128 ,

−7π
128 }+ π

32 +
π
16 −

π
16 = { 4π

128 ,
3π
128 ,

2π
128 ,

π
128 , 0, −π128 ,

−2π
128 ,

−3π
128 }. The final −π32 angle is moved

to stage eight, where if merges with the existing {0, −π32 } rotator, changing it into
a {−π32 ,

−π
16 }.
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Figure 4.14. The final transformed architecture of the 1024-point SDF FFT.

Figure 4.14 shows the final architecture, using three 2-rots, three 4-rots and a
5-rot. The rotator data is summarized in table 4.5, where the coefficients, number
of adders and number of correct bits can be seen.

4.4 Comparison
This section compares the proposed architectures to typical radix-23 and radix-24

SDF FFT architectures. These radixes are chosen for the comparison because they
offer the best results among previous SDF FFT architectures.

In order to do this as fair as possible, all rotators for the non-proposed FFTs
have been implemented to achieve a minimum of 12 correct bits. For twiddle
factors smaller than W64, the cheapest CCSSI rotators proposed in [11] capable
of giving 12 correct bits are used. The data for these rotators can be found in
table 4.6. For twiddle factors larger than W32, a CORDIC algorithm is used,
as constant shift-and-add rotators typically become too large for these sizes. A
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Table 4.5. Rotator data for the 1024-point FFT.

Stage Rotator Angle: Coefficients WLE #Add

2 2-rot π/16: 171 + j34 13.4929 83π/16: 145 + j97

4 4-rot

π/32: 515 + j51

12.2117 83π/32: 495 + j150
5π/32: 456 + j244
7π/32: 400 + j328

4 5-rot

0: 896

12.9705 8
π/128: 896 + j22
2π/128: 895 + j44
3π/128: 894 + j66
4π/128: 892 + j88

4 4-rot

0: 496

13.3839 6π/512: 496 + j3
π/256: 496 + j6
3π/512: 496 + j9

6 2-rot π/16: 171 + j34 13.4929 83π/16: 145 + j97

8 4-rot

π/32: 515 + j51

12.2117 83π/32: 495 + j150
5π/32: 456 + j244
7π/32: 400 + j328

8 2-rot π/32: 648 + j64 12.9848 6
π/16: 639 + j127

CORDIC require 11 stages [11] to achieve 12 correct bits, which results in 22
adders for any twiddle factor size.

Table 4.6. Data for the rotator being compared to.

Rotator Angle: Coefficients WLE #Add

W8: 2-rot
0: 543 15.69 4π

4 : 384 + j384

W16: 3-rot
0: 669

15.56 8π
8 : 618 + j256
π
4 : 473 + j473

W32: 5-rot

0: 1159 13.19 8π
16 : 1137 + j226
π
8 : 1071 + j444
3π
16 : 964 + j664
π
4 : 820 + j820

Table 4.7 shows the adder cost comparison with that of other designs. The
proposed architectures are compared to both radix-23 and radix-24. The main
reason why the proposed designs are cheaper in terms of adders for these FFT sizes
is that it require no general rotator in form of a CORDIC. While the CORDIC
can rotate any amount of angle sets, it requires 22 adders to do so. With the
decimation method, the proposed designs require no rotator with a large angle set
and thus no CORDIC. It should be noted that radix-23 and radix-24 designs are
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Table 4.7. Adder cost comparison to other designs.

Radix FFT Size
64-point 128-point 256-point 512-point 1024-point

R23

1x 9-rot 1x 17-rot 1x 33-rot 1x 65-rot 1x 129-rot
2x 2-rot 1x 3-rot 1x 5-rot 1x 9-rot 1x 9-rot

2x 2-rot 2x 2-rot 3x 2-rot 1x 3-rot
3x 2-rot

Σ30 Add Σ38 Add Σ38 Add Σ56 Add Σ64 Add

R24

1x 9-rot 1x 17-rot 1x 33-rot 1x 65-rot 1x 129-rot
1x 3-rot 1x 3-rot 2x 3-rot 1x 5-rot 1x 9-rot

1x 2-rot 2x 3-rot 2x 3-rot
Σ30 Add Σ34 Add Σ38 Add Σ46 Add Σ60 Add

Prop

1x 4-rot 1x 4-rot 1x 5-rot 1x 5-rot 1x 5-rot
2x 2-rot 1x 3-rot 1x 4-rot 2x 4-rot 3x 4-rot

1x 2-rot 2x 2-rot 2x 2-rot 3x 2-rot
1x 1-rot 1x 1-rot

Σ22 Add Σ28 Add Σ32 Add Σ44 Add Σ52 Add

cheaper for FFT sizes smaller than 64-point. This is mainly due to these small
FFTs not requiring any CORDIC rotator.





Chapter 5

Implementation and
Experimental Results

The 32-point and 64-point FFT architectures from Chapter 4, section 4.1 have
been implemented on an FPGA. It should be noted that these are the initial
designs, made before the formalization of the decimation and reduction method.

5.1 Implementation

+ + + + +
E E E E E E

Counter Delay

Ctr gen &

Encoding

Delay Delay Delay

Ctr gen &

Encoding

Ctr gen &

Encoding

Ctr gen &

Encoding

Ctr gen &

Encoding

Figure 5.1. The general architecture of the FFTs.

Figure 5.1 shows the general architecture of the FFTs, which consists of stages,
each with an element and a rotator. In addition, it also shows the counter with its
delays, the control signal generation and the encoding blocks. The counter keeps
track of the current index being processed and sends it to the encoding network.
From this index, the network generates the correct control signals for the stages
and rotators.

As explained in chapter 2, the control signal needs to be delayed so that each
element and rotator receives its control signal at the right time. To avoid adding
N registers to delay the counter, several tricks are exploited. First, if not all
counter bits are needed for a certain control signal generation, the repetition of
the counter is exploited. [bl bl−1 ... b1 b0] repeats every 2l+1 cycles and, thus, if a
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delay of 2l+1 +X is desired, only X registers are needed. Another trick is to invert
the MSB of the needed counter bits, which instead achieves a delay of 2l. Finally,
an adder of l = log2(L) bits can be used to add a binary number to counter, so
that the result of the addition is delayed the desired amount. This approach is
attractive when large delays are needed. By combining these tricks the amount of
registers needed to delay the counter signal is severely reduced.

Each stage consists of an element and a rotator. The internal structure of the
element is the same as was explained in chapter 2, built up using a butterfly, two
complex muxes, a delay chain of length L− 1 and some pipelining registers. The
exception is the butterfly unit, which has been modified to be able to also carry
out the trivial parts of the rotations following it. This means that in the stages
containing only trivial rotations, the rotator unit is removed, as the butterfly
carries out all the needed rotations.
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00
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X1 / Y1x1 / y1

x2 / y2

Figure 5.2. The internal structure of the butterfly, capable of carrying out a trivial
rotation.

Figure 5.2 shows the modified structure of the butterfly unit. It consists of the
original four real adders/subtractors and six additional muxes. By giving these
muxes a control signal [b1 b0] the circuit is capable of calculating all four types of
trivial rotations:

[00] : 1 · (X2 + jY2) = 1 · ((x1 + jy1)− (x2 + jy2)) = (x1 − x2) + j(y1 − y2)
[01] : −j · (X2 + jY2) = −j · ((x1 + jy1)− (x2 + jy2)) = (y1 − y2) + j(x2 − x1)
[10] : −1 · (X2 + jY2) = −1 · ((x1 + jy1)− (x2 + jy2)) = (x2 − x1) + j(y2 − y1)
[11] : j · (X2 + jY2) = j · ((x1 + jy1)− (x2 + jy2)) = (y2 − y1) + j(x1 − x2)

(5.1)
As mentioned in chapter 2, SDF FFTs allow for a high degree of pipelining.

This makes it possible for the circuit to have a high clock frequency, increasing
the output rate. The implementations have, thus, been pipelined to have a critical
path of maximum one adder and two multiplexers, tadd + 2tmux.

The control signal generations are implementations of the method described in
section 3.1. Figure 5.3 shows the hardware implementation of the multiplier from
the algorithm level. However, instead of using a multiplier, it uses several adders to
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Figure 5.3. Control signal generation with the multiplier implemented using several
adders.

calculate the multiplication as these are cheaper in terms of chip area. Stages with
only trivial rotations do not even need these adders, as a multiplication between
two bits can be carried out by an AND-gate.
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Figure 5.4. Encoding of the generated control signals.

Figure 5.4 shows the effect of the encoding network. It takes the output of
the control signal generation as input and outputs three signals: A two-bit control
signal for the trivial rotation, one bit for the inversion of real and imaginary
coefficients and finally log2(L)−3 bits for the angle. Note that this is possible with
only log2(L) − 3 bits due to all these rotators having been reduced, as described
in chapter 3, as this reduces the amount of angles in [0, π/4] from L/8 + 1 to
L/8. The trivial rotation control bits are sent to the butterfly, while the invert
and angle bits are sent to the rotator.

All rotators have been implemented using the CCSSI [11] method. These
constant rotators allow for good precision without using any hardware multipliers.
In addition to rotating the desired angle, the rotators amplifies the data with a
factor R. This is due to the coefficient scaling part of the rotators and forces the
output to have an additional r bits, 2r > R > 2r−1, in order to not overflow. To
combat this increase in wordlength, the r LSBs are truncated after the rotator,
causing a small rounding error. Due to the fact that some of the LSB from the
rotators are not needed, the hardware inside the rotator can be simplified or even
removed, saving hardware. This mostly means removal of registers, but in some
cases parts of adders can also be removed without impact. The rotators also does
not need to calculate any trivial rotations as this is already carried out in the
butterfly preceding it.

As the rotators are placed in series, the amplification factors of each rotator
is multiplied with each other, i.e., Rtot = R1 · R2 · ... · Rcurrent. Therefore when
choosing rotators, it is important to keep in mind this amplification factor. In
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addition, when rotators can be placed in more than one place, as is the case with
most 2-rots resulting from a decimation, the design becomes a multidimensional
optimization problem: Choosing rotators with small error, few adders, minding
the amplification values and placing the rotators in an order so that all have good
amplification R.
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Figure 5.5. The three rotators Rot1, Rot2 and Rot3, used in the 32-point FFT.

Figure 5.5 shows the internal structure of the rotators for the 32-point FFT.
As they are all coefficient scaled shift-and-add rotators, they consists of left-shifts,
adders and muxes. The pipelining registers can also be seen, as the rotator have
been pipelined for increased throughput. The pipelining registers have been placed
so that the circuit has a maximum critical path of two muxes and one adder,
tcp = tadd + 2tmux. Note that the left-shifts are hardwired and thus costs nothing
at all in terms of hardware.

Each rotator multiplies the input x+ jy with a factor C + jS = ej2πφ/L. Rot1
and Rot2 can make a choice between two angles by controlling the muxes. In
addition, the rotators have muxes placed at the output which allows for swapping
real and imaginary coefficients, allowing the rotator to calculate angles in [0, π/2]
as described in chapter 2. The coefficients, amplification and number of adders for
each rotator is presented in table 5.1.
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Table 5.1. Rotator data for the 32-point FFT.

Rot1 Rot2 Rot3
R = 347.52, #Add = 8 R = 261.03, #Add = 8 R = 31.385, #Add = 6

[0] 3π/16 289 + j193 [0] π/16 256 + j51 π/8 29 + j12
[1] 2π/16 321 + j133 [1] 3π/16 217 + j145

Figure 5.6 shows the internal structure of the rotators used in the 64-point FFT.
As with the 32-point case, they are all coefficient scaled shift-and-add and consists
of left-shifts, adders, muxes and registers for pipelining. Note that the 2-rot, Rot3,
does not need the additional four muxes at the output, normally used to swap real
and imaginary coefficients, as it only calculates the angles {8π/32, 9π/32}, nothing
else. The 64-point FFT has been pipelined to have a maximum critical path of
two muxes and one adder, tcp = tadd + 2tmux.

Table 5.2. Rotator data for the 64-point FFT.

Rot1 and Rot4 Rot2 Rot3
R = 31.385, #Add = 6 R = 441.10, #Add = 10 R = 151.34, #Add = 8

π/8 29 + j12 [00] π/32 439 + j43 [0] 8π/32 107 + j107
[01] 3π/32 422 + j128 [1] 9π/32 96 + j117
[10] 5π/32 389 + j208
[11] 7π/32 341 + j280

The data for the 64-point rotators are presented in table 5.2.

5.2 Tests and Experimental Results
The VHDL code have been synthesized tested in Modelsim. In order to test for
functionality, sinusoidal signals of different frequencies was used as input, as the
expected result of these are easily checked. As an addition test, vectors containing
random data was sent as input and the output recorded and compared to the
Matlab fft() function output. After the tests, the FFT have been implemented on
a FPGA to obtain area cost and clock frequencies.

A Virtex6 XC6VSX315T FPGA device was chosen for implementing the two
FFTs. The target clock frequency was set to 400 MHz and due to pipelining, it
was possible to reach it. Thus, both devices have a throughput of over 400 MS/s,
with an input and output wordlength of 16 bits. Table 5.3 presents the obtained
data, as well as the comparison it to other designs.

It should be noted that while the proposed design is cheaper in terms of area,
it uses a Virtex-6 FPGA. This is a newer FPGA than the Virtex-4 and the Virtex
XCV 300, and can fit more into each slice, as well as being faster. It is therefore
hard to compare the design to others, as they use different implementation devices.



42 Implementation and Experimental Results

<<1

+

xC / yC

xS / yS

x / y

<<5

<<2

+
-

xC

yS

yC

xS

+ Xout
0 

1

0 

1

-

+
Yout

xC

yS

yC

xS
0 

1

0 

1

(a) The first and fourth rotator, Rot1 and Rot4, both calculating the angle {π/8}.

-

+
Yout

xC

yS

yC

xS
0 

1

0 

1

xC

yS

yC

xS

+ Xout
0 

1

0 

1

<<1

<<4 x16

x2 <<1

<<4 x16d

x2d

<<5

<<8 x256d

x32d

x1d x1ddx / y

+x / y

10 

11

00 

01

x2

x16

+/-

10 

11

00 

01

<<4

<<5

10 

11

00 

01

<<2

<<1

x2d

10 

<<2 +

10 

11

00 

01

x1d

x32d

x1d

<<3

<<4

00 
x16d

x256d

+/-

<<3 11 

00 <<4 +

+

00 

+/-

01 

xS/yS

xC/yC

<<7
x1dd

(b) The second rotator, Rot2, calculating the angles {π/32, 3π/32, 5π/32, 7π/32}.

<<1

<<2

+ +

<<3

<<4

<<7

+

xC / yC

xS / yS

x / y

<<2

xC

yS

+

-

Xout

+yC

xS

Yout

0 

1

0 

1

0 

1

0 

1

0 

1

(c) The third rotator, Rot3, calculating the angles {8π/32, 9π/32}.

Figure 5.6. The four rotators Rot1, Rot2, Rot3 and Rot4, used in the 64-point FFT.

Table 5.3. Implementation data and comparison for the 64-point FFT.

Proposed [44] [56] [57] [58] Variable Length
64-point 64-point 64-point 64-point 128/64/16-point

Device Virtex-6 Virtex-4 0.18µ Virtex Spartan6
XC6VSX315T XC4VLX100 tech XCV 300 XC6SLX45-3csg324

WL 16 bits 16 bits 16 bits 8 bits
Area 704/49200 1303/49152 0.47 mm2 51% of 6735/54576 slice regs

slices slices slices 6735/54576 slice LUT
Freq 402.4 MHz 111.1 MHz 50 MHz 55.86 MHz 381 MHz

Table 5.4. Implementation data for the 32-point FFT.

Device Virtex6 XC6VSX315T
Wordlength 16 bits

Area 524/49200 slices
Max clk freq 405.0 MHz
Throughput 405.0 MS/s



Chapter 6

Conclusions

In this thesis two methods to simplify the rotations in SDF FFTs are proposed: Re-
duction and Decimation. Both methods work towards reducing the total amount
of angles the rotators in a FFT have to be able to rotate. They are both general-
ized and work for any size, any radix SDF FFT. In addition, Decimation and the
angle extraction part of Reduction is not limited to the SDF but works on any
architecture.

The resulting angle sets for each rotator after applying these methods are
not the standard twiddle factor, but N-rots, which has several benefits. Firstly,
the total sum of angles that the rotators has to calculate is reduced. Secondly,
it is possible to design larger FFTs without using large rotators, as the large
twiddle factors can be decimated into smaller ones. This means that large FFTs
can be constructed using only constant rotators, something that is unfeasible for
traditional FFTs. Thirdly, it is possible to change the angle sets of the rotators
that decimation produces, thus changing the internal structure of the rotator. This
can be exploited to produce architectures with very efficient rotators. It is also
possible to move these rotators according to certain rules, specified in section 3.3.1.

The proposed architectures for 64- to 1024-point SDF FFTs outperform their
radix-23 and radix-24 in terms of adders needed. This is mainly due to the proposed
designs not needing any general rotators in form of a CORDIC, which is expensive
in terms of adders.

It should also be noted that while the rotators used in this thesis, CCSSI
[11], the methods are independent of the rotator type. Past works have proposed
new and optimized old architectures for twiddle factor rotators. However, the
architecture proposed here does not need twiddle factors and are much more open
to what angles to rotate. Due to this, the Thesis also opens up several new research
path for rotator architectures in the future.
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Chapter 7

Future Work

In this chapter a few ideas of where to continue work and research from this Thesis
is presented.

7.1 Expand to other Architectures
This thesis has focused on the SDF FFT architecture with rotators implemented
using coefficient scaled shift-and-add [11]. The reason SDF was chosen was due to
its serial nature and the ease which rotation values can be moved. However, it is
possible to apply parts of both methods to parallel pipelined architectures. The
Decimation method is on algorithm level and fully independent of the architecture,
it is only the moving of the generated 2-rots that is specific to the SDF. Also the
angle extraction from section 3.2.1 is independent of the FFT architecture and
can be applied to any FFT. The challenge lies in moving the constant rotations,
generated by the extraction, to another stage where they can be merged. This is
more complicated for a parallel FFT, as there is more than one rotator for each
stage, which needs to be taken into consideration. If a method to do these move-
ment systematically can be found, the methods presented here could be expanded
to include more architectures.

7.2 Angle Optimization for Shift-and-Add
The rotators produced by the methods are L-rots of different sizes. These have
been implemented using coefficient scaled shift-and-add rotators, based on the
CCSSI method. However, due to the possibility of moving constant rotation values
between stages, the angles each rotator rotates can easily be changed. This affects
the kernel of the rotator and, thus, its MCM layout. Different L-rots for a given L
thus produces rotators with varying properties, such as size, error, latency, power
consumption etc. By moving constant angles and thus changing the MCM, cheaper
and better rotators could be achieved.
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Note that this becomes a large optimization problem for larger FFTs, as they
will have many L-rots of different sizes. As of the knowledge today, to find the
optimal solution, all possible combinations would have to be tested and evaluated.
An simpler approach would be to optimize all rotators but one and then let the
last one absorb all the constant angles the others want to get rid of.

In addition, for shift-and-add based rotators, it might not be the cheapest
solution to use the fewest possible angles for each rotator. Indeed, the number of
adders and muxes in the rotator is not necessarily proportional to the number of
angles, as some angles might be more costly than others. This is dependent on
which multiplications the rotator performs, as for example a multiplication with
128 + j64 only requires two adders, while 131 + j53 needs six.

7.3 New Rotator Architectures
As FFTs designed from this thesis does not use twiddle factors for its rotators, it
opens up a new research path for rotator architectures. A lot of work has been done
optimizing various rotator architectures for twiddle factors in the past. However,
FFTs designed with the methods presented does not use twiddle factors and are
much more open to which angles each rotator performs. By utilizing this, it might
be possible to find new rotator architectures that perform better.
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