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very important in these types of surveillance, where simultaneously exposed images are processed together. 
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The results of the network communication evaluation shows that the communication should be done using a pushing 
implementation rather than a polling implementation. A polling method is needed when the transportation medium is 
unreliable, but  the network components were able to handle the amount of simultaneous sent information very well 
without control logic in the application.
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Abstract
Video surveillance today can look very different depending on the objective and on the location 
where it is used. Some applications need a high image resolution and frame rate to carefully analyze 
the vision of a camera, while other applications could use a poorer resolution and a lower frame rate 
to achieve it's goals. The communication between a camera and an observer depends much on the 
distance between them and on the contents. If the observer is far away the information will reach 
the observer with delay, and if the medium carrying the information is unreliable the observer has to 
have this in mind. Lost information might not be acceptable for some applications, and some 
applications might not need it's information instantly.     
In this master thesis, IP  network communication for an automatic tolling station has been simulated 
where several video streams from different sources have to be synchronized. The quality of the 
images and the frame rate are both very important in these types of surveillance, where 
simultaneously exposed images are processed together. 
The report includes short descriptions of some networking protocols, and descriptions of two 
implementations based on the protocols. The implementations were done in C++ using the basic 
socket API to evaluate the network communication. Two communication methods were used in the 
implementations, where the idea was to push or to poll images. To simulate the tolling station and 
create a network with several nodes a number of Raspberry Pis were used to execute the 
implementations. The report also includes a discussion about how and which video/image 
compression algorithms the system might benefit of. 
The results of the network communication evaluation shows that the communication should be done 
using a pushing implementation rather than a polling implementation. A polling method is needed 
when the transportation medium is unreliable, but  the network components were able to handle the 
amount of simultaneous sent information very well without control logic in the application.
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 1  Introduction
This chapter shortly describes the master thesis to create a quick overview. The description is 
divided into a background, the problem, the purpose, the limitations, and the methods used. 

 1.1 Background

Kapsch TrafficCom  AB in Jönköping is creating intelligent transportation systems. This master 
thesis is a part of the automatic tolling system created at Kapsch. The tolling system is using 
cameras to identify license plates and to classify different types of vehicles. The system is creating 
3D images in realtime to identify the types of the vehicles traveling the road. The 3D images are 
being constructed by calculating differences between several simultaneously taken images. The 
cameras on a tolling system is divided into several sensor units. A sensor unit consists of four 
cameras, two stereo cameras in different directions of the road creating a wide angle perspective. 
An image of the gantry holding the sensor units is shown in Figure 1. All the cameras on every 
sensor unit has to be synchronized together so that the images are taken at the same time. The 3D 
images and image processing is done by a computer called the controller. All of the images has to 
be transferred quickly from the sensor units to the processing controller in the same frequency as 
the frame rate.   
When the roads are getting wider due to the increase of traffic, more sensor units are needed to 
cover all the lanes. With every extra sensor unit, four more images has to be transferred to the 
controller without dropping the frame rate. 
Higher resolution of the images can increase the performance achieved by the controller. But this  
will also increase the amount of data transferred from the sensor units, and make the processing of 
images more computing intensive. 
The sensor units and the controller are connected by Ethernet cables in a local area network. All of 
the end users are connected in a star topology using a switch as central node. The network is closed 
and has no connection to the internet. 

     

Figure 1: An image displaying a gantry holding  
the sensor units above a road
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 1.2 Problem

One controller is supposed to handle up to seven sensor units with one 1 Gbit/s Ethernet connection. 
Every sensor unit takes four images every 40ms, within the this time slot the images has to be 
transferred to the controller for processing in realtime. Every image of every sensor unit that have 
been exposed at the same time have to be collected at the controller within the same 40 ms time 
slot. With seven of sensor units, it will be a lot of traffic passing though the network at a constant 
and high rate to one single controller. Due to the topology of the network there is a bottleneck 
between the switch and the controller. Using the same of image size used in todays tolling system, 
approximately 70% of the bandwidth between the switch and the controller has to carry only image 
payload. An image showing the topology is displayed in Figure 2. Since there is a lot of data 
traveling from the sensor units there is a possibility that the network will be choked. A choked 
network dismisses or delays packets during transmissions. If too much data is gathered in a buffer, 
the packets that do not fit are dismissed. This can occur at the switch or at the controller, if too 
much data is sent without being taken care of. Further it is crucial that the computer is not losing to 
much CPU power from image processing when reading the data received from the network.

 1.3 Purpose

The purpose of the master thesis is to examine network protocols and decide what protocols are fit 
for these applications. Implementations in C++ are included to evaluate how the chosen network 
protocols and network devices handle the data transfers. The limit of bandwidth limits the 
resolutions of the images, so a study of how compression algorithms might benefit the controller is 
included. In the end this master thesis report is to be used as a background for the company when 
these data transfers are to be implemented in the new tolling system.    

 1.4 Limitations

During the work of this master thesis the new sensor units had not yet been designed or created. To 
simulate the sensor units Raspberry Pis have been used. A Raspberry Pi is a mini PC, same size as a 
credit card. The Raspberry Pis Ethernet speed is only 100 Mbit/s instead of the sensor units 1 Gbit/s 
speed, which lowers the transfer speed by a factor of 10. A Raspberry Pi also has a slower processor 
than a sensor unit, which increases the execution time of the applications. With the Ethernet speed 
of the Raspberry Pis it is impossible to transfer the correct amount of data during the same time as 
needed when running the real system. The controller used is a real controller that might be used in a 
real set up. The bottleneck in the network topology has the correct speed, since the controller 
handles 1 Gbit/s. Because there was no cameras put on to the Raspberry Pis there was no real 

Figure 2: Topology of the network with seven sensor units 
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images sent, but text files to simulate the amount of data traversing the network.                          

 1.5 Method

To simulate the network communication a number of Raspberry Pis has been set up as nodes in a 
star topology network. The Raspberry Pis are sending data through a switch to a single controller. 
The Raspberry Pis and the computer is running a C++ application, communicating through the 
network sockets. Two types of communication has been evaluated.

• In the first type the controller is polling data from the sensor units. The polling technique 
was tested to evaluate the possibility to make the controller take complete control of the 
network communication. This could give a possibility to make different decisions depending 
on different situations. The decisions would for example be to retransmit frames or send 
extra information from time to time.   

• In the second type the sensor units are pushing data to the controller. This would remove the 
controllers possibility to control the communication. But isolate the sensor units from each 
other. This way of communicating is assuming that data losses are negligible. 
 

During simulations, the text files had the same amount of data that is used in the old tolling stations,  
but the time constraints had been eased to not overflow the network. The transferred data consisted 
of text files filled with one byte sized chars, simulating the grayscale images.  
Compression algorithms has not been put in the system. But a study of compression methods has 
been done. The study consists of reading material and a conclusion of how the system might benefit 
from compression of the images.
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 2 TCP/IP Standards
TCP/IP model and TCP/IP standards can also be refereed to as the internet suit [B13]. In this thesis 
the phrase TCP/IP will be used. The functionality of the protocols used in TCP/IP has been studied 
to determine how the communication should be done, and what protocols should be used. In this 
chapter the TCP/IP layers and some of the different standards are described to give the background 
knowledge needed to understand the motivations of the implementations. 

 2.1 TCP/IP Layers

TCP/IP communication is divided into 5 different layers that is using different protocols and is 
responsible for different types of communication. The lower level protocols are serving the higher 
layer protocols. The  highest layer is called the application layer and is where the programs are 
running. These programs are the receivers of complete files e.g. images or text messages. The layer 
beneath the application layer is called the transport layer and handles the host to host data transfer.  
This layer provides the logical communication between applications running on different hosts. One 
step further down in the layers is the internet layer which routes datagrams through the internet 
from the source to the destination. Beneath that is the link layer that transfers data to neighboring 
network components e.g. switch to host or router. The lowest layer it the physical layer where the 
actual bits are traveling the wires. The hierarchy is displayed in Figure 3.

 2.2 Application Layer

In the application layer there are a lot of standard protocols used on the internet for different 
purposes, like HTTP used by web browsers and FTP for file transfers. For streaming video and 
audio over the internet the RTSP protocol is commonly used. 

 2.2.1 RTSP – Realtime Streaming Protocol

RTSP is a control protocol and a good example of how a real time streaming connection can work 
on the internet. The protocol does not carry the media segments over the internet but it performs 
control commands and exchanges information between the server and the client. For example the 
client can send a “Play” command to the server through the RTSP channel, and the server will start 
the transmission of the media to the client. Or the RTSP channel can be used by the server to send 
information about the server to the client. [B20]
The media is usually carried by RTP(real time transfer protocol) packets. The RTP protocol does the 
end-to-end transport of the real time media messages. This protocol is simple and therefore quite 
fast and good for real time communications, but due to the simplicity it lacks a lot of functions. It  
gives no guaranties that sent messages are received nor does it prevent out of order deliveries. The 
sequence numbers can be used to reconstruct the orders of the messages on the receivers end. RTP 

Figure 3: An overview of the layers used in TCP/IP communication  
between two end hosts 
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does not provide quality-of-service. The protocol is designed to be used widely on the internet with 
a lot of different types of media and compression algorithms.
The header of the RTP packets is at least 12 bytes long and is displayed in Figure 4. The header 
fields are shortly explained in Table 1.   

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31

V P X CC M PayLoad Sequence Number

Time Stamp 

SSRC Identifier

CSRC Identifiers 
.
.

Profile Specific Extension Header ID Extension Header Length 

Extension Header
.
.

Figure 4: RTP packet header. The CSRC field is 32*CC bits, and the extension header is also 32*CC bits

Table 1: Short explanations of the RTP packet header fields 

• V – 2 bits. The first two bits identifies the version of the RTP protocol used.
• P – 1 bit. The third bit is a flag telling whether there are any extra padding bytes in the end of the RTP packet.
• X – 1 bit. The fourth bit is set when the extension header is used. The extension header is placed between the 

basic header and the payload.
• CC – 4 bits. Identifies the number of sources contributing in a stream. 
• M – 1 bit. A marker that marks if the packet contains a payload of special relevance for the application.
• Payload – 7 bits. The payload type can vary, therefore the payload field is used to specify what type of media 

the packet is carrying. This could e.g. be MPEG or MP3.
• Sequence Number – 16 bits. To sort and detects lost RTP packets this field is used.
• Time Stamp – 32 bits. A time stamp of the RTP packet.
• SSRC Identifier – 32 bits. Synchronization source identifier is used to identify the source of the stream.  
• CSRC Identifiers – 32 bits. If there are any contributing sources to the stream this filed is 32 bits times the 

number of sources, identifying theses sources. 
• Profile Specific Extension Header ID – 16 bits. Determines the profile of the extension header.
• Extension Header Length – 16 bits. Identifies the length of the extension header.

• Extension Header – X bits. The extension header.  [B21]    

In addition to RTP, RTSP might use RTCP(RTP control protocol). RTCP is monitoring the RTP 
packets and then provides the participants of the communication a quality-of-service functionality  
on a third channel. With this quality-of-service functionality the server and client can use some flow 
control to prevent losses of messages. The RTCP protocol is also used to track the number of 
participants of the data transfer from a server or to a client. When knowing how many connections 
is used at the same time it is easier to scale the rate of RTP packet transmissions to prevent 
overflows in the communications. [B21]

 2.3 Transport Layer

The transport layer protocol is running on the end hosts systems. At the sender side the transport 
layer receives information from the application through a socket and divides the information into 
segments and passes the segments down to the network layer. The network layer then routes the 
messages to the receiver. When the receiver receives the information from the network the transport  
layer reassembles the segmented information and passes it on up through a socket to the application 
layer. The communication through the transport layer may be connectionless or connection-
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oriented. When using connectionless communication a host is listening to a port and waiting to 
receive messages, without knowing if any messages is going to be received at the port. But when 
the communication is handled with a connection-orientated connection, a connection is established 
between two hosts before communication starts. The connection has to be terminated later when no 
more communication is needed. On the internet the most common transport layer protocols used are 
UDP and TCP.

 2.3.1 TCP – Transmission Control Protocol

TCP is a connection-orientated protocol and is reliable. A connection is established between two 
hosts with a three way handshake before the information can be transferred between them. When 
communication has started the TCP protocol will ensure that all the information is going to be 
received and will be received in the correct order. When a segment is received at one host an 
acknowledgement is sent back to the sender to declare that the segment has been received and does 
not need to be retransmitted. The sender will then go on and send next segment. If a segment is 
dropped somewhere on the way the sender has to retransmit that segment. TCP can send several 
segments at a time before receiving acknowledgements to speed up the process. But if one of this 
segments are lost the following segments will be out of order. Out of order segments are not 
acknowledged and will be retransmitted as well. TCP is doing a flow control on its own, and makes 
the decision about the segments sizes and how often a sender can transmit the segments. This is 
depending on how much the TCP control logic decides that the connection can handle.  
The control mechanisms in TCP is included in the headers. Therefore each segment is carrying an 
extensive header. 
The TCP header has 11 fields, and are displayed in Figure 5. The fields are explained in Table 2.

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31

Source Port Destination Port

Sequence Number

Acknowledgement Number

Data Offset Reserved C
W
R

E
C
E

U
R
G

A
C
K

P
S
H

R
S
T

S
Y
N

F
I
N

Window Size

Checksum Urgent Pointer

Option(10 rows)

Figure 5: An overview of the TCP header. Each row is 32 bits, and the option field can be 0-10 rows 

Table 2: Short explanations of the TCP header fields. 

• Source Port – 16 bits. Identifies from which port the segment is sent.
• Destination Port – 16 bits. Identifies to which port the segment is sent.
• Sequence Number – 32 bits. Identifies the first byte in the segment. Used to track the segments and control 

the order of segments.
• Acknowledgement Number – 32 bits. This number is sent by the receiver. It tells the sender what sequence 

number the receiver is expecting in next segment. 
• Data Offset – 4 bits. Because the TCP header can vary in size, this field is used to specify how many 32 bits 

words the header consists of. The minimum size is 20 bytes and the maximum is 60 bytes. 
• Reserved – 4. This four bits are reserved for future use. They are always set to zero. 

• Control Flags – 8 bits [B16]. The eight control flags are used to help the hosts to interpret the segments in 
different ways:
− CWR Congestion Window Reduced
− ECE ECN-Echo indicates
− URG Urgent Pointer filed significant 
− ACK Acknowledgement field significant
− PSH Push Function
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− RTS Reset the connection
− SYN Synchronize sequence numbers  
− FIN No more data from sender

• Window Size – 16 bits. When a receiver sends back an acknowledge of a received segment, the window size  
specifies how many bytes the receiver can buffer for the moment. The size varies depending on the flow 
control and how much the receiver already is buffering. 

• Checksum – 16 bits. A checksum to detect corruption in the segments. 
• Urgent Pointer – 16 bits. An offset value between the sequence number and the last urgent byte, if urgent 

segments are sent. 
• Option – 0 – 320 bits.  In this field specifies different options for the connection, and is not always used. [B8]

The size of the payload in a TCP segment is based on the physical links between the hosts and the 
window size. It is therefore not the application that is running above TCP that decides what data is 
included in a segment, but the conditions between the hosts. The size of the TCP segments is less or 
equal to the MTU size of the connections[B15]. The MTU size is discussed in section  2.4 . With 
small TCP segments a lot of acknowledgments is needed compared to if the same amount of data is 
sent with larger segments, which makes it convenient to use as large segment sizes as possible. 

 2.3.2 UDP – User Datagram Protocol

The UDP protocol is connectionless and is not reliable. The UDP receiver is listening to a port 
without knowing if any information is supposed to be received or not. The messages sent with UDP 
is called datagrams. If a datagram is received it is fast passed to the application without knowing if  
any previously sent datagram has been lost or not. It is up to the application layer to decide if 
something is wrong with the datagram order. This means that the application needs to take more 
control over the information sent over the networks since the transport layer will only pass on the 
information without knowing the order, or if any datagram has been lost. When using UDP no 
acknowledgments are sent from the receiver, so the sender host does not know if the datagrams has 
been received or not.
Since UDP is not using any control logic the header is simple, and because no flow control is done 
in the transport layer the datagram sizes can be set by the application running above UDP. 
The header consists of four fields. There is a 16 bits long source port field, to identify from which 
port the segment is sent. Then there is a destination port field, this field is also 16 bits long and 
identifies to what port the segment is sent. After the destination port field, follows a 16 bits long 
length field. The length field is telling how many bytes the whole datagram consists of. The last 
field is a 16 bits long checksum field, used to check for corruptions in the datagram. In total the size 
of the header is eight bytes long. The UDP header is displayed in Figure 6. [B15]

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31

Source Port Destination Port

Length Checksum 

Figure 6: The UDP header, each row is 32 bits. 

The size of a UDP datagram is set by the application running above UDP. The length field in the 
header can take values up to 65535. This gives the possibility to set the payload size to 65535 – 8 = 
65527 bytes. Using large datagrams makes the transfer more unreliable and increases the risk that 
the datagrams will be lost.  

 2.4 Internet Layer

In the internet layer, routers and hosts are using Internet Protocol(IP) and IP addresses to identify 
receivers and sources. The internet layer receives segments from the transport layer and 
encapsulates the segments in IP datagrams. The IP datagrams are routed through the internet layer 
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forwarded by routers using IP addresses to determine to which host the segments are sent. 
Network links has a limit of the largest frames the link can handle. This is called the Maximum 
transmission unit(MTU). Because of the MTU size, large IP datagrams is fragmented into smaller 
IP datagrams to fit the links MTU size. The fragmented IP datagrams are reassembled at the end 
host. MTU sizes are decided at the link layer.
There are different versions of the internet protocol. In this case version four IPv4 is described, 
since IPv4 is for now the most used version. 
Every IP datagram has a header of 20 bytes consisting of information needed by the internet layer to 
route the datagrams correctly. An IP datagram is displayed in Figure 7, and Table 3 explains the 
contents. 

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31

Version IHL DSCP ECN Total Length

Identification Ze
ro

D
F

M
F

Fragment Offset

Time to Live Protocol Header Checksum

Source IP Address

Destination IP Address

Options

Figure 7: The IP header fields, each row is 32 bits 

Table 3: Short explanations of the IP header fields

• Version – 4 bits. The version of the IP datagram
• IHL – 4 bits. Internet Header Length carries the length of the header. 
• DSCP – 6 bits. Different Service Code Point, used to classify the type of the payload, e.g. if it needs low 

latency or best effort. 
• ECN – 2 bits.  Explicit Congestion Notification, notifies the hosts about congestion in the network. 
• Total length – 16 bits. Specifies the total length of the IP datagram, including the header. 
• Identification – 16 bits. When an IP datagram has been fragmented, this field field is used to identify to which 

datagram the fragment belongs. 
• Zero – 1 bit. A reserved flag, always set to zero.
• DF – 1 bit. Do Not Fragment, tells the node that the datagram cannot be fragmented.  
• MF – 1 bit.  More Fragment, is set for all fragments that is not the last fragment in a datagram. 
• Fragment Offset – 13 bits. This value in this field is multiplied with eight and tells where in the original IP 

datagram the fragment belongs in bytes. 
• Time to Live – 8 bits. To prevent that frames circle the internet without finding the right hosts for too long, 

this field specifies how much longer the frame is alive. When it expires the frame is dropped at the node. 
• Protocol – 8 bits. Tells what protocol is used in the nest layer.
• Header Checksum – 16 bits. Checksum used to detect corruptions.
• Source IP Address – 32 bits. IP address of the source.
• Destination IP Address – 32 bits. IP address of the receiver.
• Options – 32 bits. Used for special options, but not always used. 

The Internet Protocol does not provide any reliable transfers, it is up to the protocols in the higher 
layers to decide whether any information has gone missing during transfers. [B7]
The total length field in the header has a maximum value of 65535, and the size of the header is 20 
bytes. The number of bytes remaining for payload is 65535 – 20 = 65515 bytes. This means that the 
maximum payload size is 65515 in an IP datagram, but this IP datagram will be fragmented in the 
link layer into MTU sized fragments. 
As previously mentioned the size of a TCP segment is dependent on the conditions between the two 
hosts. The maximum segment size is the MTU size. TCP expects to receive one TCP segment in 
one IP datagram. So one IP datagram can carry a TCP payload of MTU - 20 - 20 bytes. This is 
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displayed in Figure 8.

IP datagram
IP header (20 bytes)

TCP segment
TCP header (20 bytes)

TCP payload( < MTU – 40 Bytes)

Figure 8: An IP datagram encapsulate a TCP segment

The UDP datagrams has no limit in size except for the limit of the length of an IP datagram. So with 
UDP one IP datagram can carry UDP  payload of 65535 – 20 – 8 = 65507 bytes. This IP datagram 
will be fragmented up in several fragments. Every fragment does not have the UDP header, only the 
first fragment. The rest only has parts of the UDP payload. An IP datagram that encapsulates an 
UDP datagram is displayed in Figure 9.
  

IP datagram
IP header (20 bytes)

UDP datagram
UDP header (8 bytes)

UDP payload ( < 65535 – 28) Bytes

Figure 9: An IP datagram encapsulate an UDP datagram

 2.5 Link Layer

The link layer is responsible for the actual transfer of frames between two nodes physically 
connected to each other. There are different protocols to be used over the links, but today the most 
efficient and most used protocol is Ethernet. 

 2.5.1 Ethernet

When using Ethernet, devices are identifying the physically neighboring nodes in the link layer 
with MAC addresses. The MAC address is burned into the devices' ROM memories and given when 
manufactured. In a network an IP node needs to know what IP address and MAC address a 
neighboring device have. The IP node will send the frames using the MAC address that belongs 
with the IP address. IP devices in the network is using Address Resolution Protocol to gather 
information about what MAC address a neighboring IP node has. This is done by periodically 
broadcasting a question to all the node in the network asking who has a specific IP address. The 
node with the target IP address answers the asking node with the devices MAC address. The MAC 
address is stored for a while but will in time be deleted, and a new question will be sent regarding 
the IP address if needed.     
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An Ethernet frame carries the fragmented IP datagrams plus the Ethernet header which is 22 bytes 
and 4 extra bytes in the end for cyclic redundancy check. The payload is encapsulated in 38 bytes 
Ethernet frame structure. An Ethernet frame is displayed in Figure 10, and explained in Table 4. 

Preamble SOF Destination MAC Source MAC Type/Length Payload FCS Idle time

7 bytes 1 Bytes 6 Bytes 6 Bytes 2 Bytes <= MTU 4 Bytes 12 Bytes

Figure 10: The Ethernet frame structure

Table 4: Short explanations of the Ethernet frame structure fields

• Preamble – 7 bytes. A field to synchronize the sender and the receiver.
• SOF – 1 byte. A start of frame delimiter. 
• Destination Mac – 6 bytes. Mac address of the destination. 
• Source Mac – 6 bytes. Mac address of the source.

• Type/Length – 2 bytes. This field identifies either the length or type of the payload. When the value is less 
than 1500 it carries information about the length. If the value is more than 1500 it carries information about 
payload protocol [B12].

• Payload – The payload is less or equal to the MTU size of the link. 
• FCS – 4 bytes. Frame Check Sequence, to detect corruptions in the frame.

• Idle Time – 12 bytes. After each frame sent an idle time is required before next frame is sent. During this time 
the sender is transmitting a sequence of bytes to the receiver. The minimum idle time between frames is the 
time it takes to put 12 bytes on the wire. The actual idle time therefore different depending on the speed of the 
connection.  [B17]     

The size of the payload in the Ethernet frames is the MTU size of the link, and it differs from link to 
link. In 100 Mbit/s devices the largest MTU size is 1500 bytes, but in 1 Gbit/s devices larger frames 
can be used. The frames greater than 1500 bytes are called Jumbo Frames, and can be as large as 
9000 bytes. The greater frames sent the better throughput is achieved since less header per payload 
is needed, and fewer frames needs processing. But if corruption is detected in a larger frame more 
data is needed to be dismissed than if a smaller frame is corrupt.      
The communication is connectionless and unreliable. When a host receives an Ethernet frame it  
checks the MAC address of the frame. If the address matches the receiver or if it is a broadcast 
address the data in the frame is given to the internet layer of the host. If the MAC address does not 
match the receiver the frame is simply dismissed. 
Ethernet is using carrier sense multiple access and collision detection, this means that the Ethernet  
adapters only transmit data if the link of communication is free and that if a collision is detected a  
retransmission is done. But in modern devices the Ethernet adapters are full duplex which gives two 
communicating adapters the possibility to transmit to each other at the same time. This rules out the  
collisions on the links.
To connect several hosts in a subnet a link layer device called switch is used. The switch is 
transparent for the IP nodes and forwards Ethernet frames between the nodes. The switch is creating 
a channel between two communicating nodes. A channel does not impact on other channels between 
two other nodes communicating trough the same switch. This means that several nodes can 
communicate through the switch simultaneously without interfering with each other, as long as the 
nodes do not communicate with the same host.
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 3 General Implementations
In this chapter the general implementations are described that are used in both the polling and the 
pushing implementations. The choices of the implementations are motivated layer by layer.  In the 
implementations, text files are sent to simulate real images. The implementations are simulating the  
transfer on the network, not the image processing or image capturing. These functions are assumed 
to be handled in parallel and not interfering with the transfer applications. It is also assumed that the 
images already is captured and can be found in the buffers of the C++ application.  

 3.1 Application Layer

The standard methods of streaming multimedia on the internet is pushing the media segments from 
the server to the clients. The standards are used for many different types of media between many 
different types of hosts through the internet. When implementing a polling implementation no 
standard was fit to use, and since the network is closed with only one switch inbetween the hosts, a 
custom application was designed for these evaluations.
Creating a custom application gives complete control and makes it easy to evaluate exactly what is  
happening on the network. If using libraries to implement the application layer, a lot of control is  
given to the library and the examination of the packets traversing the network would be more 
difficult to do. Because no standard is fit to use in a polling implementation, it is a more fair  
evaluation to create the pushing implementation by reusing much of the same code used in the 
polling implementation. The applications has been programmed in C++ using the basic socket API. 

 3.1.1 Data Packets

The packets sent by the application running on the sensor units are the same in both the polling and 
the pushing implementation. A packet contains a header and the payload. The payload is the image 
data or in this case parts of the text file. The header has three fields, where the first field is 16 bits 
long and identify the image ID. This means that the image ID can be a number between 0 and 
65535. It is used to keep track of the images and to synchronize them, since every camera is taking 
an image at the same time and those images has to be sorted together at the controller. Images taken 
at the same time but by different cameras has the same image ID. When the image counter has 
reached 65535 it start over from zero again. The second field is 8 bits long and consists of a sensor 
unit ID. This field identifies from which sensor unit the packet is sent. It can identify up to 16 
sensor units, which is more than sufficient in these implementations. The third field identifies which 
packet ID the packet has. This field length depends on the size of the payload carried by the 
packets. The sensor unit divides every image into a number of packets depending on what the 
packet size is set to. The first camera's image is split up on the first number of packages, and the 
second cameras image split up on the following packets and then the third and fourth. At the 
receiver side the packets are put together and sorted to restore the four images. The receiver knows 
which packet ID belongs to what camera, and where in the image the packet fits. The field has at 
least the same number of bits as there is number of packets. Since the fields is divided into bytes the 
packet ID field is a multiple of 8 bits. There is only one set bit in the whole field. The packet 
number is identified by the number of the set bit counted from MSB in this field, where MSB is 
packet ID zero. For example if the packet ID is two, the third bit from MSB is set in the field. This 
field is at least 8 bits long, so in total the header is at least 4 bytes long. A header is displayed in 
Figure 11.    
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16 bits 8 bits > 8 bits

Image ID Sensor Unit ID Packet ID

Figure 11: The custom packet header

If the image size is 488x256 bytes and the packet size is decided to be one fourth of the image size, 
the packets size would be 31323 bytes. The first camera's image will then be put in the four first 
packets. The second camera's image will be put in the fifth to eighth packets and so on. In total 
there will be 16 packets sent from the sensor unit. The packet ID field then needs to be 16 bits long 
to fit all the packet ID:s. This gives a header size of 5 bytes when summarizeing the fields. In 
Figure 12 the 6th packet from sensor unit 2 is displayed. This packet is the second packet belonging 
to the second camera of the sensor unit.  

Image ID Sensor Unit ID Packet ID Payload

15 2 0000010000000000 31323 bytes

Figure 12: A custom packet. This packet has Image ID 15, Sensor Unit ID  and packet ID 6.

The motivation of using one bit for every packet in the packet head, is because of an easy way of 
bitwise comparison for fast identification of missing packets in the polling implementation. When 
the number of packets increases the number of bytes increases faster than if the packet ID:s would 
be identified by a simple number instead. But the number of packets should be kept as low as 
possible for a more efficient transfer.     

 3.2 Transport Layer

TCP has the benefit of reliable transfer, but because of the robustness of TCP it makes the 
communication slow and more complex than needed. When using TCP, control from the nodes on 
the network is moved to the transport layer who will handle flow control and retransmissions when 
needed. Because the behavior of all the nodes on the network is periodic, every node knows what to 
expect of the other nodes. This removes the need of the TCP acknowledgements and other control 
signals that is time consuming and consumes bandwidth on the network. Because the applications 
are under time constraints the control of the network should be moved to the application level in the 
nodes instead. If the control is moved to the applications the controller can make decision based on 
the time constraints, and not rely on that the TCP connections can handle the time constraints. If  
there is a too large delay on the network it will be better that the control logic in the application 
ignore those delayed frames and keeps on working with the current up-to-date frames. In this point 
of view UDP is more fit for the situation.
UDP datagrams is also more efficient than TCP segments in this case. Because of the low limit in 
segment size and the header size of TCP, the header/payload ratio is higher than what can be 
achieved with UDP in the transport layer. 
TCP will split a packet up in a number of segments with a TCP header each. The number of total 
header bytes needed for the whole packet can be calculated as in (1).

Number of TCP header bytes=20 ⌈ Packetsize
MTUsize−40 ⌉ (1)

The ratio of Header/Payload can then be calculated like (2). 
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Header / Paylaod=
20 ⌈ Packetsize

MTUsize−40 ⌉
Packetsize

 (2)

MTU size of 1500 bytes and  packet size of 31323 bytes, gives a ratio of approximately 1.4 %.    
But with UDP there will only be one eight byte header for all of the packet. With a packet size 
31323 that is a Header/Payload ratio of 0.026%.

 3.3 Link Layer/Internet Layer

In the link layer it was already decided in the description of the master thesis that Ethernet 
connections would be used since this is the fastest way of the TCP/IP standards to transfer data on a 
local area network. It was also stated in the beginning that IP would be used in the internet layer. In 
this layers the maximum MTU sizes supported by the devices have been used to maximize the 
throughput.

 3.3.1 Physical Packet Transfer

A theoretical time to transfer the images can be calculated by combining the total amount of  
physical bits traveling on the wires. Equation 3 is calculating the number of bytes in the UDP 
payload.

UDP Payload=Packetsize + 3 + ⌈12 ⌈ Imagesize
Packetsize ⌉⌉ (3)

With UDP the IP payload will only be one UDP header and the UDP payload per UDP datagram. 
The UDP header has a minimum of eight bytes. In equation 4 the IP payload is calculated. 

IP Payload =8 + UDP Payload (4)

Further down in the layers the IP payload will be fragmented into IP frames to fit into the Ethernet  
frames. An IP header of minimum 20 bytes will be put in every Ethernet frame. The Ethernet 
Payload is calculated as in equation 5.  

Ethernet Paylaod=20 ⌈ IP Payload
MTU −20 ⌉ + IP Payload (5) 

Then the total number of physical bytes of every UDP packet is the Ethernet payload together with 
the 38 bytes that encapsulate every IP frame. The calculation is displayed in equation 6.  

Total Number of Physical Bytes / Packet=38 ⌈ IP Payload
MTU −20 ⌉ + Ethernet Payload   (6)

The total amount of physical bytes sent by every sensor unit is the total amount of bytes of every 
UDP packet. This is calculated in equation 7.

Total Amount of Physical Bytes=4 ⌈ Imagesize
Packetsize ⌉Physical bytes / Packet (7) 
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The time to transfer this amount of data is depending on at what rate the devices can put the bytes 
on the wire. The Ethernet speed measured in bit/s, and the transfer time is calculated as in equation 
8.

Transfer Time=8Total Amount of Physical Bytes
Ethernet speed

(8) 
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 4 Polling Implementation
In this section the polling implementation is described. The motivation why a polling 
implementation is evaluated, how the implementation works, results of tests, and a conclusion is 
included. 

 4.1 Motivation

Because UDP is an unreliable protocol the support of retransmissions might be a requirement if too 
many packets gets lost on the way. The assumption when creating the polling implementation is that  
UDP is too unreliable to meet the required quality of service. The controller has to make sure that  
lost packets has a chance to be retransmitted, without delaying the transfer too much. The major 
motivation to why the controller is requesting retransmission is because the controller can decide if  
it is possible to fit all the lost packets again inside the transfer period. If many packets are lost, the 
controller has the possibility to decide whether to ignore or to retransmit the packets. UDP does not 
support any flow control either. Therefore polling communication can be beneficial since it gives  
the possibility to extract data from one sensor unit at a time. Every sensor unit will receive a 
dedicated time slot to transfer the data, like in  Figure 13. This relieves the switch and the 
controllers receive buffer. If the buffers overflow, packets will be dismissed or the communication 
will slow down. 
Another advantage of a polling implementation is that the controller can communicate with the  
sensor units during run time. This communication channel can be used to change parameters, 
inform the sensor units about the connection or extract extra information from the sensor units. For 
example if the controller would like to change the frame rate because of complications at the 
controller, this could be communicated to the sensor units. Or if the sensor units has information 
that the controller needs from time to time but not always, this information could be extracted when 
needed. The controller could extract the extra information during transfer periods when no 
complications has occurred.
This implementation has been created to evaluate the behavior when polling the data. It does not  
extract any extra data or change any parameters. The evaluation is to examine the strengths and 
weaknesses with this type of communication.         

Sensor Unit 40 ms

SU 1 Time slot 1

SU 2 Time slot  2

... ……

SU N-1 Time slot 
N-1

SU N Time slot N

Figure 13: Overview of the time slots for every sensor unit when polling data
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 4.2 Functionality

This implementation supports retransmissions when a packet has been delayed for too long. The 
implementation consists of a sensor unit implementation, a controller implementation, a request  
packet, and the packets carrying the data from the sensor units to the controller. The packets 
carrying data is described in section  3.1.1 . A visual overview of the connections is displayed in 
Figure 14, where the controller and sensor units has a two way communication channel.

 4.2.1 Request Packet

The request packets are sent by the controller to the sensor units to fetch an image with a certain 
Image ID. One request packet is needed to fetch all the packets used by the sensor units, and if a 
retransmission is required the same request packet is sent but with another request. There are three 
fields in the request packet. The first field is 16 bits long and identifies the image ID of the 
requested image. The second field is eight bits long and identifies which sensor unit the request is 
meant for. Then in the last field it is possible to recognize what packet ID:s is requested. This field 
is as many bits long as the number of packets a sensor unit uses and is called transmission control. 
The smallest request packet is 4 bytes long. A packet layout is displayed in Figure 15.     

16 bits 8 bits > 8 bits 

Image ID Sensor unit ID Transmission Control

Figure 15: The request packet layout

      
The sensor unit interprets the transmission control field as to send the packets with the same packet 
ID as the number of the set bits in the field, where MSB representing packet ID zero. That is if the 
first bit is set, the sensor units should send the packet with packet ID zero and so on. An example of 
a request packet is displayed in Figure 16. The example packet is sent to sensor unit number 2, and 
is requesting the image with image ID 72. The packets requested are the packets with ID 0, 1 and 
15. The total number of packets are 16 per sensor units.  

Figure 14: Overview of the connections when polling 

Controller

Sensor Unit 1

Sensor Unit 2

Sensor Unit N-1

Sensor Unit N
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Image ID Sensor Unit ID Transmission Control

72 2 1100000000000001

Figure 16: An example request packet. The requested image ID is 72 from sensor unit number 2. The packet ID:s  
requested is 0,1 and 15.

 4.2.2 Controller

A transfer period begins when the controller is creating a request packet that is requesting all of the 
packets from the first sensor unit. This request packet is sent to the sensor unit, and the controller is 
waiting until it receives an answer from the sensor unit. The controller is expecting to receive all of  
the requested packets, but not in any particular order. When a packet is received the inversion of the 
packet ID field of the packet and the transmission control field in the control packet are bitwise 
AND compared. The result of the comparison is stored in the request packets transmission control 
field, and unsets the bit that is requesting the received packet. When the controller is waiting for a 
response it is reading the receive buffer belonging to the socket, blocking until the information is 
there to be fetched. If the waiting time is to long for a packet it is assumed that the remaining 
packets has been dismissed during transfer. So a new request is sent with the new transmission 
control field. When every packet is received the transmission control field is completely cleared.  
The controller will then move on to send a new request to the second sensor unit with a fully set 
transmission control field. This is repeated until all the packets from every sensor unit are fetched. 
A flowchart of the controller is found in Figure B1 in Appendix B, Flowcharts.    

 4.2.3 Sensor Unit

The sensor unit is idling until a request is received. The sensor unit is identifying the image ID of 
the requested image. Then it checks which packets are requested by first looking at the MSB bit in 
the transmission control field in the request packet. If the MSB bit is set, the sensor units packet 
with packet ID zero is sent. Then the second bit in the transmission control field is evaluated, and if 
the bit is set, packet with packet ID one is sent. This continues until all the bits in the transmission 
control field is evaluated. After that all requested packets have been sent the sensor unit goes back 
to idle, waiting for the next request. The sensor units does not distinguish between a first request 
and a retransmission request, but simply sends the packets that was requested. A flow chart of the 
sensor unit is found in Figure B2 in Appendix B, Flowcharts.     

 4.3 Simulations and Results

Simulations has been done with different types of setups to simulate different types of situations. 
The controller is a Linux sever supporting 1 Gbit/s Ethernet. Since the Raspberry Pis does not 
support 1 Gbit/s Ethernet, data has been sent with a speed of 100 Mbit/s from them. Also different 
switches has been used supporting different Ethernet speeds. To achieve full speed transfer one 
more Linux server has been used in other simulations, but in this case only two nodes was 
participating in the network communication.

 4.3.1 Raspberry Pis as Sensor Units

With Raspberry Pis it is easy to set up multiple nodes on a network to simulate. This has been done 
with switches supporting a maximum speed of 100 Mbit/s and of 1 Gbit/s. 
The first simulation presented is when examining how different packet sizes impact on the transfer 
time using one Raspberry Pi. The time measured is the elapsed time between two sent request 
packets from the controller. That means that one time period is including a request from the 
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controller and an answer with all packets from the Raspberry Pi. The requests are sent as fast as 
possible after a complete transfer is done to achieve maximum speed. The simulations was 
performed with both the 100 Mbit/s switch and the 1 Gbit/s switch, and the time out value was set 
to infinity. The mean value of 5000 periods is displayed in Figure 17. 
The results shows that the mean period time does not depend on the speed of the switch. This is 
because the time to transfer data from the Raspberry Pi to the switch is the same for both setups. 
Only the speed between the switch and controller has changed. 

The transfer time is depending on the packet sizes. The time depends on how the packets are 
divided into IP fragments, since the Ethernet frames fills up till the MTU size and then continues in 
the next frame. The last frame will have a full IP header but only the remaining bytes of the UDP 
datagram. This last frame might consist of a low amount of UDP payload and the header/payload 
ratio will be high. A poor framing gives several extra Ethernet frames to transfer. The situation is 
shown in Figure 18, where the first frames have maximum payload/MTU ratio but the last frame 
has a lower ratio.  

Complete IP datagram
Ethernet frame N-2

IP header
IP payload = MTU - 20
Full payload

Ethernet frame N-1
IP header
IP payload = MTU - 20
Full payload

Ethernet frame N
IP header
IP payload < MTU - 20
Not full payload

Figure 18: A figure of the last three frames on an IP datagram, where the last frame is filled up with the remaining  
bytes of the UDP datagram but is not a full Ethernet frame.

When setting up more nodes to the switches the number of Raspberry Pis are increased from 1 to 6 
with the 100 Mbit/s switch, and from 1 to 7 with the 1 Gbit/s switch. This is because the number of 
ports in the 100 Mbit/s switch was limited. The transfer period time is measured from that a request 

Figure 17: Diagram of results when polling data from one Raspberry Pi with different packet size and switch speed.  
The values are displayed in Table A1 in Appendix A, Tables and Calculations
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packet of an image ID is sent to the first sensor unit until the request packet of next image ID is sent 
to the first sensor unit. Also in this case the time out value was set to infinity and the mean value of 
5000 transfer periods are displayed in the diagram in Figure 19.
The results shows that when increasing the number of nodes the transfer time is approximately 
increased linearly, which was expected since each Raspberry Pi is doing exactly the same task 
following each other. If there are more Raspberry Pis on the network it would be easy to expect the 
time of the transfers because of the linear increment. During these simulations with infinite time out  
time not a single packet was lost. So it appears that the network communication is reliable in that  
sense that all the packets are received at some point. Because the slowest time period is varying in 
the tests, it can be stated that packets might be delayed but not lost. Slowest and fastest time periods 
is displayed in Table A2 in Appendix A, Tables and Calculations.

     
When inserting a time out on the receiver socket of the controller, packets that are delayed for too 
long will be requested to be transmitted again. The results with different time out values can be seen 
in Table 5, where 6 Raspberry Pis were participating in the measurement. Through Table 5 it can be 
seen that packets can have a latency of between 10 ms and 20 ms between them. The most crucial is 
the latency of the first packet, since during the time out a request packet has to travel from the 
controller to the Raspberry Pi, the Raspberry Pi has to react and the first packet needs to be 
received, before time out is reached. But it is not only the first packets that cause retransmissions 
but also packets that are sent after the first one. When the time out is decreased to 4 ms or less, the 
communication completely breaks down. This is because the request packet and the answer need 
more than 4 ms to travel the network and pass through all of the layers. Since the time out is 
measured in the application layer the time is not only the physical transfer time on the wires but also 
the controllers performance of receiving and sending.   

Figure 19: Diagram of the resulting period times when using several Raspberry Pis. The values are displayed in Table
A2 in Appendix A, Tables and Calculations
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Table 5: Results of transmissions when using different time out values. Six Raspberry Pis were participating

Timeout Fastest Slowest Mean Time Misses

40 255.39 274.32 255.91 0

20 255.25 279.19 255.90 0

10 255.27 274.93 255.69 7

9 255.30 273.65 255.91 6

7 255.30 262.42 255.77 2

5 255.39 257.07 255.39 0

4 Not possible 

  
To evaluate the packet loss over a longer time, 5 simulations with 65535 transfer periods using 6 
Raspberry Pis was done. In the simulations different time out was used, and the result is displayed 
in Table 6. The misses occurs not because the packets has gone missing, but because the application 
is too eager to send a new request packet. In those cases it is actually a duplicate of every 
retransmitted packet on the network. The controller receives the same packets twice, and ignores the 
second copy of the packet.

Table 6: Packet losses in 65535 periods with different time out values. Six Raspberry Pis was used

Timeout Fastest Slowest Mean Time Misses

10 255.28 273.43 255.80 21

10 255.20 275.44 255.80 11

10 255.29 274.30 255.79 18

15 255.28 280.70 255.81 2

20 255.27 272.81 255.81 0

        

 4.3.2 Linux Server as Sensor Unit

To test the behavior with full speed another Linux server was set up as a sensor unit supporting 1 
Gbit/s Ethernet. The controller is polling data from the other Linux server. When requesting from 
several sensor units it is the same server who receives the request and answers. With this setup it is 
possible to change the MTU size of the Ethernet frames as well. The maximum MTU size 
supported by the servers was 4078, so performance tests have been done with MTU size 1500 and 
MTU size 4078. 
In the diagram in Figure 20 the results of using different packet sizes and MTU sizes, when polling 
from the Linux server are displayed. The result is the mean value from 50000 periods and the time 
out value was infinite. 
The overall result proves that using larger Ethernet frames is more efficient, but it also depends on 
how the frames are filled up by the UDP packets. At packets size 12493 the larger MTU size is out 
performed by the smaller MTU size frames. The last frame using the larger MTU size carries a very 
low amount of payload. 
When using MTU size 4078 and decreaseing the packet size to less than 7808 bytes the period time 
increases dramatically. The number of MTU:s needed to send a packet are the same for 7808 bytes 
and 6247 bytes, but the numbers of packets needed for the whole transfer is larger. The situation is 
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the same for packet size 5206 bytes, the same amount of MTU:s are required for a packet but more 
packets needs to be sent. When using packet size 3904 only one MTU are needed for every packet, 
where no packet is fully filled. The large time increment can be because with these small packets  
the application needs to execute a lot of instructions to put them in the send buffer. Therefore the 
latency between when the UDP packets reaches the lower layers increases. 
With MTU size 1500 bytes this dramatical time increment is happening later at packet size less than  
6247 bytes. Why this reaction happens later is unclear, but with smaller packets the network handles 
smaller MTU:s better.   

When simulating several sensor units, the same Linux server is playing the role of all sensor units. 
That is during one transfer period several requests are sent to the same Linux server and the server 
answers with different Sensor unit ID:s. The mean value of 50000 time periods is displayed in 
Figure 21. The increment of transfer period time is linear. The impact of larger Ethernet frames is 
more visual when the number of sensor units are increased. The time difference is approximately 
1.5 ms when using 7 sensor units.  

Figure 20: Diagram showing results when polling from one Linux server with 1 Gbit/s connection. The values are  
displayed in Table A3 in Appendix A, Tables and Calculations
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When using time out on the receiving socket, no retransmissions occurred until the time out was set 
to 4 ms. At this value the communication broke down completely as it did when using the 
Raspberry Pis. 4 ms is almost the same time needed to transfer all of the packets from one sensor 
unit. When a request packet is sent it has to first travel down the layer, be put on the wires, travel to 
the switch, pass through the switch, and be put on the wires again at the switch. Then it has to travel 
to the sensor unit who will read it. The sensor unit will react and send a packet down the layer. The 
packet has to be put on the wires, travel to the switch, go through the switch, be put on the wires 
again at the switch, then travel to the controller. The controller can then read the whole packet when 
the complete packet has passed through all the layers again. During the transfer of the first packet, 
the rest of the packets are following tightly, since the speed to put the data on the wires are very 
fast. The time for the first packets to actually traverse the network is the reason why the time out 
cannot be shorter. The travel and reaction time is almost as large as the transmission time of all the 
data. 

 4.4 Conclusion

When polling data from the sensor units on the network, the communication seems to be reliable in 
that sense that the data is going to reach the destination. Even with UDP datagrams the network is 
handling the communication without any problems. When a miss occurs it is because of a delay in 
the devices running the applications. In every case of a miss the missed packet is received, but not 
in time. When the controller is requesting a retransmission of a packet and then looks down into the 
socket again, it actually finds the packet it assumed was missing. The retransmitted packet is simply 
ignored by the controller when it eventually is received. This conclusion is drawn by noticing that 
not a single packet was lost when the time out value was infinite. But misses occurred when using 
the Raspberry Pis in combination with a tougher time out value. If a Raspberry Pi suffers from a 
delay in the application layer, the packet will be sent but with a delay. If this delay is a little too long  
a new request will be sent from the controller, even if the packet already is on the way but a little bit  
too late. When looking at what packets that was received after a miss it was also obvious that the 
retransmitted packet was ignored. That the misses are depending on the devices and not the network 

Figure 21: Diagram showing resulting time periods when polling several times from a Linux server. The values are  
displayed in Table A4 in Appendix A, Tables and Calculations

1 2 3 4 5 6 7
0

5

10

15

20

25

30

35

Polling Several Sensor Units 

MTU 4078
MTU 1500

Number of Sensor Units

T
im

e 
(m

s)



Polling Implementation 25

is also clear when looking at the case with the Linux server. No packets were lost even with time 
out, until the break point where the communication broke down, which is at the same value as with 
the Raspberry Pis. The reason why the Linux server does not suffer from losses and the Raspberry 
Pis does is because of the better performance of the Linux server and smaller chances of crucial 
delays in the application.
The break point for the time out is 4 ms, this value is quite large in these circumstances. If polling 
data from 7 sensor units the total transfer time is around 30 ms. If the situation is that a packet is  
missing and the time out value is set to 5 ms, the total time to receive every packet except one is  
about 30 ms. The total time for receiving and idling will then be 35 ms. Then the new request and 
answer will take at least 4.1 ms. Which in total is 39.1 ms, which is very close to the frame rate. But 
then if all packets of a sensor unit are lost the total receiving and idle time is only about 30 ms, and 
with a new request and answer will be around 35 ms. This is better, but it will not be possible to 
save the situation when packets from two different sensor units are missed. 
With this in mind, that packets are only delayed by the devices and not dismissed by the network, 
and that the time to request and receive the data is quite large for only one packet, retransmissions is  
not so effective when the number of sensor units are increased to larger numbers. 
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 5 Pushing Implementation
The pushing implementation is similar to the polling implementation. In this chapter the pushing  
implementation is motivated, described, discussed and evaluated. 

 5.1 Motivation

Assuming the communication is reliable enough on the local network, the pushing implementation 
was created. In this case it is assumed that the controller has no need to monitor the communication,  
and the network can handle the communication without any control logic at all. This relieves the 
controller since it has no responsibility to make the communication work. The controller simply 
fetches data from a receive buffer of a socket when data has arrived. It is also assumed that the 
network will not be congested when all the data is sent simultaneously. 
This implementation isolates the sensor units from each other, making them independent of the 
other sensor units. The system will be less vulnerable to delays in the different nodes this way. The 
sensor units simply sends their data when an image is ready, no matter how the other sensor units 
are doing. A malfunctioning sensor unit would not impact on the others.  
The time slot for data transfer when pushing simultaneously is the whole transfer period for every 
sensor unit, like in Figure 22. The switch has the responsibility to line up the Ethernet frames when 
they reach the bottleneck, sending them as fast as possible. 
Because every sensor unit has to take their images at the same time, they are synchronized. By 
pushing the data simultaneously the sensor units will stay synchronized through the whole transfer 
periods, making the the system more periodic.   

Sensor Unit  40 ms 

SU 1 Time slot 1

SU 2 Time slot 2

... …..

SU N-1 Time slot  N-1

SU N Time slot N

Figure 22: Overview of the time slots when pushing data. Compared with the time slots when polling, this gives a  
sensor unit more relaxed time slot

 5.2 Functionality

The functionality in this implementation is simple, and consists of a controller implementation, a  
sensor unit implementation and the data packets described in section  3.1.1 . The sensor units are 
sending data periodically on to the network, hoping it will be received. The sensor units are 
synchronized by the sensor unit with ID zero. This sensor unit is broadcasting a synchronization 
signal to all other sensor units from time to time. This is to make sure that all sensor units are 
working on the same image and that no sensor unit is too fast or too slow. The controller is simply 
receiving the images in the socket expecting that the network can handle itself. The connectivities  
are overviewed in Figure 23. 
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 5.2.1 Controller

The controller in this implementation is only listening to a socket, and when a packet is received it  
is sorted and put in place to recreate the image. The controller expects to receive all packets with  
the same image ID before packets with the next image ID arrives, but in no particular order of 
packet ID:s or sensor unit ID:s. If the controller receives a packet with an image ID greater than 
what is expected, the controller is assuming packets has been lost and continues with the new image 
ID. The controller is ignoring packets with old image ID:s. Because the receive buffer of the socket 
is containing the new images when the controller is fetching them without any latency, the 
controller experience the network like a buffer more than a communicating channel with several  
nodes. A flowchart is displayed in Figure B3 in Appendix B, Flowcharts. 

 5.2.2 Sensor Unit

Every sensor unit is supposed to transmit their data simultaneously to the switch. To keep the sensor 
units working at the same rate a synchronization signal is broadcasted from one of the sensor units 
to all the other sensor units after a number of transfer periods. The sensor units are idling when 
waiting for the synchronization signal. When the synchronization signal is received the sensor units 
are transmitting a number of images before stopping and idling, waiting for a new synchronization 
signal. The time to do the transfer for every sensor unit is the same and is expected to stay at the 
same rate between the synchronization signals. The sensor unit data is put on to the network 
periodically, without knowing what the controller are doing or if someone is listening. The 
flowchart is displayed in Figure B4 in Appendix B, Flowcharts.       
   

 5.3 Simulations and Results

The simulations and tests is much alike the simulations and test with the polling implementation.  
The time to receive the data with different packets sizes and how the network handles several sensor 
units are evaluated with the same switches as with the polling tests. 

 5.3.1 Raspberry Pis as Sensor Units

To evaluate the influence of packet sizes, one Raspberry Pi has been pushing data to the controller 
at full speed. The Raspberry Pi has been sending data without any idle time between and continue 
with next transfer period as soon as one image has been put in the send buffer of the socket. The 
time measured is the time the controller measures between receiving the last packet of one transfer  
period and receiving the last packet of the following transfer period. The result is displayed in 
Figure 24 , and the result time is a mean value of 5000 periods. 
When looking at the result it is obvious that the packet size does impact on the transfer time, and the 
100 Mbit/s switch is handling the communication as good as the 1 Gbit/s switch. The transfer time 
does not include the Raspberry Pis' ability to execute the application, only the performance of the 

Figure 23: The connectivity of the pushing implementation
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links to transfer the physical bits on the wires, and the controllers ability to move the data from the 
link layer to the application.

When putting more and more Raspberry Pis on the network a problem was detected. If using packet 
sizes of 62464 bytes and 3 Raspberry Pis, packets were lost during every transfer period when the 
Raspberry Pis was transmitting simultaneously. A solutions was to delay the transmission of every 
Raspberry, so they got a dedicated time slot each to transmit. When decreasing the packet size to 
31232 bytes, up to 6 Raspberry Pis could be used to transmit simultaneously. When further 
decreasing the packet size to 20822 bytes, 7 Raspberry Pis could transmit at the same time. The 
reason for this in unclear. With larger UDP datagrams the transfer is more unreliable because if one 
fragment is lost the whole datagram is dismissed. But the chances of lost fragments is not larger 
because of larger UDP datagrams traveling the same links. It could be a problem when reassembling 
the fragments at the receiver. A lot of fragments has to be reassembled to recreate the UDP 
datagram. When several nodes are transmitting simultaneously a lot of fragments belonging to 
different UDP datagrams need to be sorted and reassembled. If the fragments are sorted wrongly 
and put together with wrong fragments, the transport layer will dismiss the UDP packet because the 
checksum will not be correct. Larger UDP packets also cause a larger chance to overflow in the 
buffer since the UDP packets cannot be lifted out from the buffer until the whole datagram is ready. 
But in these tests the buffer was large enough to handle all the data.     

A diagram showing the results when increasing the number of Raspberry Pis on the network, using 
packet size 20822 bytes is displayed in Figure 25. The values in the diagram is the mean transfer 
period time of 5000 periods. The number of Raspberry Pis is increased from 1 to 6 with the 100 
Mbit/s switch and from 1 to 7 with the 1 Gbit/s switch. 
Increasing the number of Raspberry Pis does not impact on the time period when using the 1 Gbit/s 
switch, since the bottleneck between the switch and the controller has a 10 times larger bandwidth 
than the link between the Raspberry Pi and switch. In this case it is faster to send all data from the 
Raspberry Pis combined from the switch to the controller, than to send the data from one Raspberry 
Pi to the switch. The Raspberry Pis are sending at full speed without any idle time, except when the 

Figure 24: Diagram consisting of results when pushing with one Raspberry Pi, with different packet sizes. The values  
are displayed in Table A5 in Appendix A, Tables and Calculations
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number of Raspberry Pis has reached seven. The Raspberry Pis started to go out of sync, so a delay 
of 10 ms was inserted  between every image transfer to keep the Raspberry Pis waiting for each 
other. A delay of 10 ms does not impact the speed since the time for a Raspberry Pi to put the data 
in the send buffer and the idle time combined is less than the transfer time. 
When using a 100 Mbit/s switch the bottleneck is impacting on the transmission time. In this case 
the time to transfer all of the data is increased linearly with the number of Raspberry Pis. With the 
100 Mbit/s switch the packets are lined up at the switch before traversing the bottleneck without any 
data losses, which proves the system to be quite reliable even without control signals and the large 
amount of simultaneously sent data. The transfer time is increased approximately linearly. But the 
increment of the transfer period is not as large as the transfer time for one single Raspberry Pi. It is 
slightly smaller. In Table 7 the increments are displayed.           

Table 7: A table of the increments of the transfer period time when putting more nodes on to the network using a 100  
Mbit/s switch 

#Raspberry Pis 1 2 3 4 5 6

Increment (ms) 42.09 41.34 41.55 41.66 41.66 41.66

To estimate the reliability longer simulations consisting of 65535 transfer periods were done. In 
Table 8 results of this simulations are presented. To keep the Raspberry Pis synchronized during all 
those periods, the synchronization signal was sent before every transfer. An idle time of 42 ms was 
also used to make sure that the data is transferred simultaneously. 
In two simulations it occurred misses. In the simulation containing four misses, the misses occurred 
at the same time by the same sensor unit sending the same image. That is the four misses in the 
simulation occurred from the four last packets transmitted by the same sensor unit. In the simulation 
experience three misses, two missing packets were from the same image from the same sensor unit 
and the third missed packet was the last packet of another image. All of the missing packets were 
received but came later than another sensor unit's first packet of the proceeding image. This means 
the misses occurred because the sensor units came out of sync for a moment, and not because the 

Figure 25: Diagram of resulting time periods when pushing with several Raspberry Pis to the controller. The values are  
displayed in Table A6 in Appendix A, Tables and Calculations
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packets actually were lost. Probably the misses occurred because of a delay in the Raspberry Pi at 
the application layer, making the Raspberry Pi fall behind too much.

Table 8: Evaluation of the number of misses when pushing from 6 Raspberry Pis for 65535 periods

Idle Fastest Slowest Mean Time Misses

42 57.49 86.37 67.13 0

42 54.86 85.05 67.01 0

42 47.67 87.65 67.03 4

42 46.05 114.99 67.34 0

42 48.35 93.80 67.02 3

     

 5.3.2 Linux Server as a Sensor Unit

To push with 1 Gbit/s, a Linux server was set up as a sensor unit. The speed of the image transfers 
was evaluated when pushing with one sensor unit but different packet size and MTU sizes. The 
result is presented in Figure 26 where the time is the mean value of 50000 periods. Here it is 
obvious that using a greater MTU size increases the speed of the transfer. When pushing in this 
speed the number of total bytes is making a larger impact on the transfer time than the size of the 
last frame of the packet. It is because in this case the reaction time of the sensor units and the 
latency from the network are not included in the transfer time, only the transmission time. The 
controller is only reading at full speed from the socket, and the socket buffer is filled as fast as 
possible from the sensor unit without any delay in between.

Figure 26: Diagram containing the result of pushing with different packet size and MTU size. The values are displayed  
in Table A7 in Appendix A, Tables and Calculations
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 5.4 Conclusion

With the result from these simulations it seems that pushing data simultaneously can be considered 
as a safe way of communicating. The only problem is to keep the sensor units at a constant pace and 
at the same rate. But since the sensor units have to be synchronized when taking pictures this 
problem must be solved anyway, and must be much more accurate than what has been done in this 
implementation. When using the 100 Mbit/s switch the packets are lined up and does not congest 
the switch even when transferring without a delay. This should also be the case when using a 
network with 1 Gbit/s nodes but the transfer time should be 10 times faster. The conclusion that the 
transfer will be safe when using 1 Gbit/s nodes can be drawn when looking at the case with the 
Raspberry Pis and the 1 Gbit/s switch. In this case seven Raspberry Pis could be used and almost 
achieve the real frame rate without congestion. It is obvious that the packet's size also has an impact 
on the transfer time, but in different ways depending on the setups. When Pushing from the Linux 
server the payload/MTU size ratio of the last frame does not matter much, but the total number of 
bytes is more relevant. With the Raspberry Pis the ratio payload/MTU is more relevant for the 
transfer time.  
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 6 Implementation Comparison
In this chapter the results of the two implementations are compared and discussed in more detail. 

 6.1 Using Raspberry Pis

If comparing the polling and pushing implementation using a Raspberry Pi with different packet 
sizes the transfer time is varying the same way except with packet size 31232 bytes. The 
performance of the Raspberry Pi executing the application does not impact on the transfer time as 
much when pushing compared with when polling. This is why the transfer time is smaller when 
polling 31232 byte packets than when polling 62464 byte packets. When the application is putting a 
packet into the send buffer the complete packets have to arrive in the buffer before the other layers 
start to fragment and send data. A large packet of 62464 bytes is taking longer time to put inside the 
send buffer than 31232 bytes does. It will take longer time before the other layers can start working 
on fragmentation and sending the first packet. That is why the transfer time is decreased when 
polling 31232 bytes and increased when pushing 31232 compared with packet sizes of 62464. In 
Figure 27 a diagram consisting the transfer time with different packet size using both polling and 
pushing is displayed, and the calculated value for transferring the total amount of physical bytes. In 
Figure 28 the calculated number of Ethernet frames needed for a complete transfer is displayed. 
When comparing the number of frames in Figure 28 and the results in Figure 27, the framing of the 
data seems to have a quite large impact on the transfer time. Both diagrams show that the transfer 
time is decreased when the number of Ethernet frames are low. Except when polling with 31323 
bytes, where the number of frames are higher than with a 62464 bytes packet but the transfer time is 
decreased. The number of frames impacts more than the actual number of physical bytes put on to 
the wires.
The transfer time differences between polling and pushing is decreasing when decreasing the size of 
the packets. This could be because the reaction time of the polling implementation to physically  
start to put data on the wires is decreased when the UDP packets are smaller. The only difference 
between polling and pushing is that the polling sensor units need a request and react to that request. 
The time difference is displayed in the diagram in Figure 29.  
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Figure 27: A comparison between pushing, polling and the theoretical transfer time. Using the a Raspberry Pi and a 1  
Gbit/s switch. The theoretical values are displayed in Table A8 in Appendix A, Tables and Calculations
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Figure 28:  The calculated numbers of Ethernet frames used for a complete transfer at different packet sizes, using  
MTU size 1500 bytes. The calculations of used Ethernet frames used are displayed in Table A8 in Appendix A, Tables
and Calculations
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 6.2 Using Linux Server

When increasing the speed and performance of the nodes by inserting the other Linux server, the 
results from pushing and polling does not match each other as it did with the Raspberry Pis. The 
travel time of packets does not have the same impact using 100 Mbit/s, since the transmission time 
is so much larger for all the packets. But with 1 Gbit/s the travel time for one packet is almost as 
large as the transmission time for all the packets. 
Looking at the pushing implementation with different MTU size, it is obvious that the total number 
of physical bytes on the wires does the major impact on the transfer time, and not the size of the last 
Ethernet frame. This is the case for both MTU sizes. In Figure 30 the transfer time is plotted 
together with a calculated transfer time. The transfer time is following the calculated transfer time  
based on the number of bytes that are actually used. It is clear that trying to keep the additional 
bytes used by the different layers as low as possible is beneficial. Using larger MTU sizes is 
obviously a good way of doing this. But if comparing the transfer time using different MTU sizes 
and packet size of 20822 the time difference is approximately 0.11 ms and would with 7 sensor 
units combined give a 0.77 ms faster transfer time. This is a small figure when the frame time is 40 
ms.            

Figure 29: The time difference between polling and Pushing with different packet sizes. Using a Raspberry Pi and a 1  
Gbit/s switch
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The polling implementation transfer time is much more unstable at this speed and does not follow 
the total number of physical bytes as clearly as when pushing. The performance of the Linux server 
plays a larger role now as well as the travel time. A zoom in of the diagram in Figure 20 in section 
 4.3.2 is displayed in Figure 31 showing the measurements before the major time increment 
occurring after packet size 7808. The number of Ethernet frames used for different packet sizes 
using MTU size 4078 bytes are displayed in Figure 32. 
First of all with MTU size of 1500 the same dip can be seen at packet size 32313 bytes as with a 
Raspberry Pi. After that dip it continues to follow the same pattern as before with the Raspberry Pis, 
but not as clearly. There is a dip in the transfer time at 8924 bytes. At 8924 bytes with the Raspberry 
Pi the worst period time was measured. The reaction time for smaller packets are shorter making the 
transfer faster. The dip could be because the reaction time of the smaller 8924 bytes packet benefits  
the transfer time more than the poor framing impacts on the time. 
With MTU size of 4078 bytes the transfer time is varying more when changing packet sizes, but the 
number of Ethernet frames is also varying more than with 1500 bytes MTU:s. The transfer time is 
following the number of frames used except at the packet size 8924, like in the case with 1500 
MTU frames. The reaction time might also in this case have a larger beneficial impact on the 
transfer time than the poor framing impacts.
The number of used Ethernet frames makes a larger impact when transmitting at 100 Mbit/s, and 
when polling at 1 Gbit/s. The impact does not show when pushing at 1 Gbit/s. When transmitting at 
100 Mbit/s the speed to put bytes on the wire are the major factor of transfer time. A conclusion 
drawn from this fact is that the network device has to work harder when transmitting extra Ethernet 
frames. That is why when polling at 1 Gbit/s this also has an impact, since every transfer period 
includes the time to put the frames on the wires. But when pushing at 1 Gbit/s the controller is 
receiving other packets when the sensor units are putting new packets on the wire.        

Figure 30: A comparison between the theoretical transfer time and the results when pushing from a Linux server. The  
theoretical values are displayed in Table A9 in Appendix A, Tables and Calculations
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 6.3 Conclusion

During the work with the network communication, the conclusion is that the network devices are 
more reliable than expected. The unreliable UDP protocol on the local network is behaving in a safe 
way without struggling when transmitting the frames. The cheap switches used in the simulations 
had no problem to forward the data, even when several nodes were transmitting simultaneously. 

Figure 31: A diagram showing the first eight measurements when polling with different MTU sizes
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Figure 32: The calculated numbers of Ethernet frames used for a complete transfer at different packet sizes, using MTU  
size 4078 bytes. The calculations of used Ethernet frames used are displayed in Table A9 in Appendix A, Tables and
Calculations   
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The implementation that is polling the data was based on the assumption that the UDP protocol will  
be much more unreliable. UDP is used on the Internet where the fragments can travel many 
different ways to the end host. This is making the communication more unreliable since fragments 
can be received with much latency between them. It is therefore recommended to use small UDP 
packets on the Internet. If only one of the fragments of a large UDP datagram is traveling for too 
long, the UDP datagram will be dropped at the end host. But when the communication channel is 
through one switch and the fragments has to travel the same way, the loss of fragments does not 
occur. The possibility to retransmit data is therefore not anymore a needed feature. With that in  
mind the pushing implementation is a more convenient communication method. 
The time out time needed to decide whether a retransmission should be done or not is too long. The 
reaction time and the network latency is too large. To fit seven sensor units and have time to 
retransmit data, the time out should be shorter than the minimum time out used in these simulations.  
When using seven sensor units it is possible to handle one retransmission from one sensor unit, but 
not more. If packets are lost from several sensor units it is not possible to save the situation during 
one transfer period. All the retransmissions occurring in these tests happened because the controller 
was to eager. If the controller instead of asking for retransmissions would wait, the packets would 
arrive in time anyway. 
Another major drawback is that the polling communication with one sensor unit is impacting on the 
rest of the sensor units. If a delay is occurring in a sensor unit, that delay will spread to the other 
sensor units, since they are waiting for the controller. This could make the whole system get out of 
phase or even stop if the controller is waiting for a malfunctioning sensor unit. 
These problems are avoided with a pushing communication. In this case every sensor unit is 
isolated from each other and can perform their tasks without influence from anything else. The large 
time slots gives the sensor units a chance to experience a delay and anyway be able to transfer the 
data in time. The controller receives data from the other sensor units while a delayed sensor unit is 
catching up. If the delay is not too crucial the data transfer can start a little bit later and still make it  
to the controller in time. 
The periodical behavior of the sensor units using pushing is also a major advantage. All the sensor 
units has the same dedicated execution pattern. To make the complete system periodical it is  
probably easier to let the sensor units set the pace, rather than the controller who is doing a lot more 
work during a time period.   
If the number of sensor units are less than seven, polling gives a more safe transfer because of the 
possibility to retransmit. But fewer sensor units also give less traffic on the network which makes 
the communication more safe anyway.
If the decision is to push data from the sensor units, this does not exclude possibilities of 
retransmissions in an implementation. The controller can send ACK:s to the sensor unit, when 
packets has arrived. This would move the time out to the sensor units, who can retransmit packets 
which are not ACK:ed. This way several sensor units can react to lost packets simultaneously which 
actually can support retransmission of packets from several sensor units. But it is not possible for 
the sensor units to know how many packets the other sensor units have missed. This could lead to 
that all packets from all sensor units could traverse the network again, which will not fit the time 
constraints and the network would overflow.       
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 7 Data Compression
To improve the resolution of the images at the controller without choking the network, a possibility 
is to compress the media stream at the sensor units and decompress it at the controller. This makes it  
possible to transfer large files but with a small amount of physical bytes on the wires. In this chapter 
different standard compression methods are briefly described and commented.

 7.1 Motivation

The cameras used on the sensor units deliver images with a resolution of 1288x1024 pixels. These 
images are preprocessed at the sensor units and when put on to the network the images are smaller 
but still in raw format. The minimum resolution required by the controller to process the images 
properly is about 488x256 pixels. The total image size with this resolution is 122 KB. When 7 
sensor units are in use on the same network, in total 28 images need to be transferred in a 40 ms 
time slot. Roughly this requires a speed of 667 Mbit/s, which is almost 70% of the bandwidth only 
for image payload. If increasing the resolution to 640x512 pixels, the total size of the image is 320 
KB. The speed required for this size would be 1.7 Gbit/s, which makes the bandwidth to small. In 
this case a compression of the media might make it possible to reduce the size of the images to fit  
the bandwidth limit, but still keep the images at a better quality than the 488x256 raw images at the  
controller. 

 7.2 Image Compression

There are several still image compression algorithms used for different applications and situations 
depending on the user requirements. There are lossy and lossless compression algorithms. The 
lossless algorithms do not impact on the image quality, they compress as much as possible without 
altering the data in the image. When using lossless algorithms the compressed file size of the image 
can vary depending on the content of the image. The worst case scenario is a very poor compression 
or no compression at all. Because the system is under time pressure this risk is too large, the size of 
the files might not fit the available bandwidth. The content of the images following each other is  
probably much a like and would choke the network for a while. This could be during a rainy day, 
and the system will go down until the rain stops. With lossy compression it is possible to determine 
the quality of the image before compressing. The compressed file size will get smaller if the quality  
is set lower. This gives a possibility to lower the quality of the image if the file size is too large to 
transfer. A concern using compression is the CPU load at the controller when decompressing the 
images, since there are a lot of images to decode during a short period of time. Two standard image 
compression algorithms are proposed in this chapter that the system might benefit from.

 7.2.1 JPEG

JPEG is one of the most widely used compression algorithms for still images. JPEG has a lossy 
mode and a lossless mode. The executions of the different modes are completely different, and the 
lossless mode in JPEG is not very successful and therefore not even implemented in many JPEG 
implementations. But the lossy mode of JPEG is a major success. The compression for grayscale 
images in JPEG lossy mode is done in five steps and is described as following.

1. First the pixel values are level shifted by subtracting 2p-1 from the pixel values. Where p 
is the bit depth. Giving pixel values varying between -128 to 127 in this case [B19]. 
Then the image is divided into 8x8 pixel blocks. If the image rows or columns is not a 
multiple of eight, the last column or the last row is duplicated as many times as needed 
to create the 8x8 blocks. 
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2. The discreet cosines transform is performed on 8x8 pixel blocks, creating a frequency 
map of the block. 

3. Every frequency element in the DCT blocks is divided by a separate quantize 
coefficient, and rounded to an integer. This is where the data loss is occurring which 
lowers the quality of the image since it is not possible to restore the true value when 
decompressing. With higher values on the quantize coefficients larger data loss will 
occur.

4. The resulting values in the block are encoded in a combination of RLE and Huffman 
code for further lossless compression. 

5. Last of all the compressed data and the tables containing what parameters have been 
used to compress the image are leaving the compressor. The parameters used to 
compress the image might be needed when decompressing if the parameters are not 
always the same for the compress/decompress pair.

When decompressing, these steps are done in reverse order, and doing the opposite of the 
compressor. In Step 3 the product of the rounded integers and the quantized coefficient is the new 
frequency value, which differs from the original value because of rounding to an integer when 
compressing.
JPEG can compress with different quality settings. Lower quality gives more data loss and a less 
accurate image, but a smaller compressed file. With JPEG, data will always be lost even if the 
quality is chosen to be the highest. When compressing to JPEG with a very low quality setting, the 
image will appear to be blocky. This is the major drawback of using DCT on the 8x8 blocks which 
can be visible. The blockyness occurs since the blocks are transformed and processed individually. 
Also ringing artifacts can be noticeable with JPEG around sharp edges because of the quantization 
of high frequency values in the transform. When using a high compression quality the data loss is 
not visible to the human eye, but the image is still not completely accurate. [B18] 
In Figure 33 the artifacts are evident, the image is compressed with a quality factor of 10. Where the 
blocks are visible, and the resulting file size is 8 Kbytes. In Figure 34 the same image is compressed 
but with a quality setting of 90. In this case there are no visible effects on the image, and the file 
size is 74 Kbytes. The original image size is 320 Kbytes.

According to Accusoft PICTtools it is possible to decode a 512x512 grayscale image in 1ms using 
only CPU [B1], which corresponds to approximately 262 Mpixel/s. Decoding speed can be 
increased with GPU extensions. According to Fastvideo their GPU solution for JPEG can handle 

Figure 33: Camera image compressed to JPEG with  
quality setting 10. Resulting file size is 8KB 

Figure 34: Camera image compressed to JPEG with  
quality setting 90. Resulting file size is 74KB 
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decompression speed above 2 Gb/s color images with quality setting 100, which corresponds to 
about 600Mpixels/s. Also according to Fastvideo, libjpeg-turbo can decompress at a rate of about 
1GB/s with image quality 50 on an intel core I7 [B3]. Both Fastvideo and libjpeg-turbo state that 
libjpeg-turbo is a bit faster than IPPv7 on an intel core I7 [B11].    

 7.2.2 JPEG2000

A newer type of compression than JPEG is JPEG2000. JPEG2000 has different features and 
artifacts than JPEG compression. Some of JPEG2000 main features are that at much lower quality 
settings JPEG2000 is still able to display an acceptable image, and the possibility to compress an 
image to a previous defined fixed file size [B18]. Also JPEG2000 has a lossy mode and a lossless 
mode, but not like with JPEG the modes are exactly the same except for the transform. JPEG2000 
has never reached the same success as JPEG, and is not as widely used. The steps in JPEG2000 
compression is the following.

1. First the image is divided into rectangular tiles, and as in JPEG the pixel values are down 
shifted by 2p-1. This gives values between -128 to 127 for grayscale images with 8 bit 
depth pixels.

2. Then a discreet wavelet transform is performed on the elements in the tiles. The transform 
is performed on each tile separately. Depending on if lossless or lossy compression is done 
this transform differs a bit by using different filters together with the discreet wavelet 
transform. 

3. The transformed values are quantized and rounded to integers when performing lossy 
compression. But with lossless compression the quantize coefficient is set to one, and no 
quantization is done.

4. The result from the quantize operation is then arithmetic encoded to further reduce the file  
size. 

5. The output of the compression consists of a main header that holds information about the 
whole image. Then every tile has an own header that specifies how the tile should be 
decompressed.

The JPEG2000 decoder is doing these steps in a reversed order. [B2]         
As the case with JPEG different quality settings impact on the file size and the data loss of the 
image. A major artifact of low compression quality is that sharp edges are smoothened out and 
makes the image appear a bit blurry to the human eye. The DWT is suppressing high spatial 
frequency components smoothening out sharp edges. Ringing effects occur at sharp edges.
In Figure 35 the image is compressed as much as the image in Figure 33 in section  7.2.1 . In the 
image ringing is visible at the edges of the shadows. Further in Figure 36 the image is compressed a 
bit more than the image in Figure 34 in section  7.2.1 , and no artifacts are visible.
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Accusoft states that their product can decode a 512x512 grayscale JPEG2000 image in 5 ms [B1]. 
Corresponding to 52 Mpixel/s. Kakadu presents results saying that the their speed pack can decode 
704x576 images at a speed of 102Mpixel/s on an intel I7 2.2GHz processor with turbo 
disabled[B10]. 

 7.2.3 Discussion

JPEG2000 was designed to increase the quality of pictures at a high compression ratio, where JPEG 
breaks down, and JPEG2000 can compress a bit more than JPEG with the same quality. A major 
difference of the visual effects of the compression techniques is that the blocking artifact created by 
the 8x8 DCT transform does not occur with JPEG2000, since it uses tiles instead of the blocks. But 
JPEG does not smoothen out sharp edges as much as JPEG2000 does. Both suffers from the ringing 
effects. At lower compression ratios there is no visual difference between JPEG and JPEG2000. The 
complexity is less with JPEG compression, making it faster. Looking at the available products the 
JPEG algorithms has a major advantage in speed.

 7.3 Video Compression

Video compression uses the fact that images following each other consist much of the same 
information, and the same objects. The objects in the frame might move around and parts of the 
objects are moving the same way. With this in mind all the information does not have to be 
transmitted with every frame, but only the changed data.

 7.3.1 Motion Compensation

When two frames are following each other the encoder can compare the differences between the 
two images. Because the receiver already knows the first image the encoder could send the 
difference between the two images, and let the decoder calculate the appearance based on the 
previous image and the differences. To encode and transmit the difference between two images 
demands less amount of data than would be needed to transmit the whole image. Calculating the 
differences is commonly done with a block based motion estimation. In this technique the image is  
divided into macro blocks, where each pixel value inside a  macro block is compared with the 
previous image to find the same block of pixels. If a match is found a motion vector of the macro 
block is transmitted to the receiver telling where to put the macro block in the new image. If no 
matching block is found the macro block is encoded as usual and without any prediction. The 

Figure 35: Camera image compressed to JPEG2000.  
Resulting file size is 8KB 

Figure 36: Camera image compressed to JPEG2000.  
Resulting file size is 64KB 
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search for matching blocks are very computationally demanding because there are many places a 
matching block can appear in an image. Therefore it is common to limit how far the search goes 
before determine to send the macro block without predication.
To reduce the number of calculations it is possible to use larger macro blocks for the motion 
estimation. But this could lead to a poorer compression performance, since the possibility to find 
matching blocks is decreased when larger areas need to match. The matching blocks do not have to 
be identical but must be similar enough to fulfill a matching criteria. The differences between the  
matching blocks is called the predication error and is encoded. The encoded predication error has to 
be sent together with the motion vector of the block to recreate a good image. The process is called 
“motion compensation prediction”. [B19] 

 7.3.2 I, B and P frame

When a user connects to a media stream it might not be in the beginning of the stream. If all the 
frames received are predicted using previous frames the complete image will never be received by 
the user. To avoid this a complete frame without compression called I frame is sent from time to 
time, to make sure that the users always have a complete reference image. In between the I frames,  
predicted frames called P frames is sent to reduce the amount of transmitted data. The P frames are  
predicted based on previous I or P frames.  Consistently sending I frames increases the compression 
size. To compensate for this usually B frames are used. The B frame compensates its content using 
past frames and/or future frames. If rapid changes happen between the frames the chance is larger 
for a block match if the B frame can compare its content with two frames instead of only one, and 
reduce the size of the frame. The frames used for comparing is usually the nearest preceding I or P 
frame and a nearest following I or P frame. A motion prediction is not done using another B frame. 
Because the encoding of a B frame is depending on future frames the order of transferring the 
frames differs from the usual way. But the displaying order of frames at the decoder is the same as 
the captured order. 
Consider the situation when using a group of images consisting of an I frame, two P frames and four 
B frames. First the I frame is compressed as a still image. Then the fourth frame is compressed as a 
P frame, motion compensating compared with the first frame. With these two frames done the 
second and third frames are encoded by motion compensating the blocks comparing with both the 
first frame and the fourth frame to achieve the best compression. The eighth frame is coded like a P 
frame, motion compensating with the previous P frame and so on. In Figure 37 the dependencies of 
the frames are displayed. The coder will then send the frames to the decoder in the same order as it  
coded them in. The transmitting order and capturing order is displayed in Figure 38. [B19] 

Figure 37: A visual description of the dependencies between the frames

I B B B B P 
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 7.3.3 MPEG

The MPEG standards are mainly used to compress and store the media. Then play it back from a 
storage unit, like DVD or CD. There are different types of MPEG used for different applications.
  

• MPEG-1, bitrate 1.5 Mbit/s (Video CD)  
• MPEG-2, bitrate 2 – 60 Mbit/s(TV, DVD, HDTV)
• MPEG-4, bitrate 0.1-10 Mbit/s (Universal)  [B4]

MPEG-1 part 2 is defined for video compression. The blocks that are not motion compensated are 
coded in the same way as in JPEG. The bitrate can be controlled by varying the quantize step size 
and, if it is not sufficient, high frequency coefficients are simply dropped. When varying the bit rate 
it is mainly the B frames that should suffer from quality losses since those data losses will not 
impact on other frames, as it would if an I or P frame loses data. Encoding and decoding MPEG-1 is 
not symmetric, since the format is mainly used for storage. It means that the decoding must be 
faster since the playback must be in real time. But when encoding it could be a bit slower because it  
only needs to happen once to a minimum file size. 
MPEG-2 part 2, also called H.262, is a further development of MPEG-1. MPEG -2 supports a lot 
higher bitrates, and has several different profile settings matching more different applications. To 
increase the encoding speed it is possible to avoid the use of B frames with MPEG-2. The B frames 
are the most computing demanding frames since the comparison with two frames takes longer time. 
Without the B frames there is no need to reorder the frames before transmission, which also speeds 
up the process. [B19]
MPEG-4 part 10 is described in section  7.3.4 . 

 7.3.4 H.26x

The H.26x standards are more used for real time communication and video streaming. Also here 
there are different versions of the compression. 

• H.261, bitrate multiple of 64kbit/s (Acceptable quality down to 128 kbit/s)
• H.263, bitrate 20 – 30 kbit/s (Quality is similar to H.261 at half the bitrate)
• H.264, bitrate 0.1 -10 Mbit/s (Quality is similar to H.263 at half the bitrate)[B4]

The oldest DCT based video compression techniques is the H.261. It is mainly used for 
videoconferencing, where the movements in the frames are quite low. It does only use I and P 
frames. The first frame when transmission starts is an I frame, the following frames are predicted. 
The real time requirements demands that  the encoder has a low coding delay, and H.261 is 
designed for low bitrate communication. The recommended bitrate are p x64kbit/s where p can vary 

Figure 38: The capture order and transmitting order using I, B, P frames

I B B P B B PFrame Capture Order

Transmitting Order I P B B P B B
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between 1 to 30. Acceptable quality can be achieved with 128kbit/s for videoconferencing, but it is  
a very low bitrate. 
A further development of H.261 is H.263 which was created to replace H.261. The standard H.263 
algorithm is very much alike H.261, except for the possibility that H.263 can work with both P 
frames and I frames during transmission. The motion compensation resolution is increased with 
H.263 since the motion compensation allows half pixel compensation, where H.261 only uses 
integer pixel motion compensation. H.263 includes a lot of profiles that can increase the 
compression performance further, such as the unrestricted motion vector mode which increases the 
allowed motion vector size. Another mode is the reference picture selection mode which gives the 
possibility to use an another earlier frame than the previous image as reference image for 
predication, if the previous image is a bad reference image. This video compression also works at 
low bitrates, and achieves the same quality as H.261 but at half the bitrate.
A later version in the H.26x series is the H.264 standard. It is also called MPEG-4 part 10 or 
MPEG-4 Advance Video Coding. It also uses block motion compensation but has the ability to use 
different sizes of the macro blocks. In regions of high activity smaller blocks are used to achieve a 
more accurate compensation, and in regions of low activity larger blocks are used to reduce the 
computations needed. The motion vectors support a quarter pixel accuracy. The transform is 
different in this compression. Instead of an 8x8 DCT H.264 uses a 4x4 DCT like matrix that can be 
implemented by shift operations and additions. The small size of the transform blocks reduces the 
chance that the pixels in a transform block contain a wide range of values, and the ringing effects of 
sharp edges are contained in a fewer number of pixels. Since the I frames are the most bit expensive 
to encode the developers of H.264 have tried to reduce the size of these frames. This is done by 
predicting a block of pixels by using neighboring pixels to the block. When motion compensating 
H.264 uses several reference frames instead of only one or two, which can give a better 
compression. H.264 can achieve the same quality as H.263 at half the bitrate. [B19] 

 7.3.5 Discussion

The MPEG formats are designed for storage and use more complex codecs, since the encoding 
delay is not as crucial in storage applications. MPEG-1 was designed for bitstreams of 1.5 Mbit/s 
and a storage format on a CD, while MPEG-2 supports higher bitstreams and has a lot of profiles 
suited for several applications. But mostly MPEG-2 is used in broadcasts as TV applications. 
H.261 and H.263 is used for video conferencing where the encoding delay is more crucial, and the 
need to keep the bitstream at a low value. The quality of H.263 is better than H.261 at the same 
bitrate. H.264 gives even better quality. The major drawback of H.264 is the complexity of the 
codec, which requires a lot of computations. But the quality of the frames in this system is of major 
importance. H.264 also outperforms MPEG-2 in both quality and bit rate, but the codec is more 
complicated in H.264 [B9].  

 7.4 Conclusion

Using video compression reduces the bitrate a lot compared with image compression. But it also 
increases the computational requirements when motion compensating and restoring the movements 
in the image. H.264 can deliver a good quality at a low bitrate, but encoding/decoding the frames 
are complex and computationally heavy. Because a lot of frames from different media streams are 
to be decoded at the controller , H.264s might consume to much of the CPU power. This could 
demand extra hardware support. H.264 is not able to achieve as good overall image quality as JPEG 
compression can [B9].
In this system the bandwidth is large and dedicated to the frames, the need to compress is not as 
crucial as keeping the quality of the images high. The tradeoff to increase the bitrate and the quality  
is better than the other way around. Because of the amount of frames that needs to be decoded at the 
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controller it makes sense to let the network traffic be higher and the decoding process easier, to 
achieve a good quality of the frames. Of course there is a limit to the tradeoff, that the data amount 
has to fit the bandwidth.  
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 8 Conclusion and Future work
Based on the results in section  4.3  and  5.3 , the best solution is to push data from the sensor units 
to the controller without involving the controller in the communication. The results in section  5.3 
shows that pushing data on to the network did not result in any packet losses, which was a major 
concern from the beginning. Using several raspberry pis and the 100 Mbit/s switch every packet 
was lined up at the switch and sent, increasing the transfer time linear for every extra node. This 
behavior combined with the result of the 1 Gbit/s switch shows that the network will not be chocked 
and the bottleneck will be able to sort the packets and send them to the controller without problem. 
One benefit with pushing sensor units over polling is that the controller does not need to put any 
effort to handle the network. The controller does already have a lot of other tasks to execute 
simultaneously as the data is transferred, therefore relieving the controller is to prefer. Another 
benefit for the system is that the senor units are behaving more synchronized and periodically 
making the system less complex. Then a major benefit is that every sensor unit have the same larger 
transfer time slot. If a delay occurs at one sensor unit this unit can still be able to transfer the data 
within the same time slot. During the delay the controller can work with the other sensor units data 
while the delayed sensor unit is catching up. This also isolates the sensor units from each other 
where a delayed or malfunctioning sensor unit does not impact on the data transfer by the other 
sensor units. When polling every sensor unit have a shorter dedicated time slot where the data has to 
be transferred with out a delay that makes the controller ask for a new packet. As discussed in 
section 4.4  every retransmitted packet was a result of a too eager controller and not because a 
packet was lost. This short delays of packet arrivals would not have been a problem for a pushing 
system, but the polling system unnecessarily delayed the whole time period with an extra request.  
The results in section  5.3.2  shows that the transfer time can decreased by increasing the 
throughput. The throughput depends on MTU size and packet sizes, but the differences in time are 
very small in this circumstances. 
If it is required to communicate with the sensor units, this should be done without involving the 
controller in the data transfer. The controller could broadcast commands to the sensor units when 
needed, where the sensor units can be listening to a socket asynchronously. This would not involve 
the controller in every transfer, but still keep a connection to the sensor units. Because modern 
devices are full duplex this broadcast should not result in any collisions on the wires, and therefore 
it is not necessary that the broadcast is sent during a special time slot in a transfer period. This can 
give the possibility to change parameters in the sensor units during runtime. 
Pushing the information without informing the sensor units which packets has arrived, can be 
considered to be too unreliable. The use of acknowledgements can be a way of making the pushing 
application more safe. There is an application layer protocol called UDT, which is a connection 
oriented protocol that is build on top of UDP but beneath the application, see Figure 39. The UDT 
API is very similar to the basic socket API, making the implementation easy. The functionality of  
UDT is similar to TCP, but it is implemented in the application layer. UDT was created to utilize the  
bandwidth better than TCP, and have a more efficient congestion control. If the network will be 
used to reach the sensor units with other applications e.g. FTP or SCP, where TCP is used, it is 
convenient to use UDT:s congestion control since it is TCP friendly and is trying to fit TCP streams 
together with UDT streams [B5]. This can be good to use to make sure that the bandwidth can 
handle both communications, but it could also slow down the image transfer to much because UDT 
is deciding the transfer rate and when to retransmit. Using UDT will also increase the CPU power 
needed to perform the image transfers, and the traffic on the network will be higher. The results in 
the master thesis is showing that UDP is quite reliable on the local area network. Therefore it can be 
assumed that the congestion control accomplished by UDT will not slow down the network 
communication too much, but it will give an extra insurance if a packet gets lost. The reason why 
UDT might be a better choice than TCP even if they are similar, is that the application can alter  
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UDT:s flow control mechanisms during runtime. There are also several congestion control options 
to be used in UDT, that the application can control [B6].

The impact of using higher resolution images in the system is uncertain, since it is not possible to 
determinate how the controller reacts without testing it. If the resolution is too high the controller  
might not be able to process the images at a high enough rate. Larger images needs more 
processing. But if it would be required to increase the image resolution a compression algorithm has 
to be used. The extra computation needed to decompress and compress has to be considered. Extra 
hardware can be used to accelerate this speed. But with todays powerful CPU:s the decompression 
speed can be fast enough when using for example JPEG. How the image processing and image 
decompressing  interacts with the controller is hard to determine without testing. There is also an 
uncertainty about how compression artifacts might affect the 3D image creation.    

Figure 39: Overview of the placement of UDT in the layers
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Appendix A, Tables and Calculations
In this appendix the values in the diagrams are displayed in table format.

Table A1: The results when polling from one Raspberry Pi using different packet sizes and switch speeds. The fastest  
column contains the fastest transfer period time, and the slowest column contains the slowest transfer period time  
measured. The mean column contains the mean value of 5000 transfer periods. Every time value is measured in  
milliseconds

Packet Size Switch Speed Timeout Number of packs Fastest Slowest Misses Mean

62464 1 Gbit/s Inf 8 43.182 48.404 0 43.279

62464 100 Mbit/s Inf 8 43.159 45.250 0 43.278

31232 1 Gbit/s Inf 16 43.048 46.622 0 43.137

31232 100 Mbit/s Inf 16 43.048 52.499 0 43.137

20822 1 Gbit/s Inf 24 43.183 53.380 0 43.267

20822 100 Mbit/s Inf 24 43.162 59.011 0 43.269

15616 1 Gbit/s Inf 32 42.609 52.316 0 42.748

15616 100 Mbit/s Inf 32 42.607 46.499 0 42.736

12493 1 Gbit/s Inf 40 42.606 49.550 0 42.758

12493 100 Mbit/s Inf 40 42.630 49.448 0 42.759

10411 1 Gbit/s Inf 48 43.751 52.764 0 43.894

10411 100 Mbit/s Inf 48 43.809 52.109 0 43.893

8924 1 Gbit/s Inf 56 44.000 50.369 0 44.137

8924 100 Mbit/s Inf 56 44.002 57.146 0 44.139

7808 1 Gbit/s Inf 64 42.732 49.879 0 42.883

7808 100 Mbit/s Inf 64 42.750 48.384 0 42.881

3904 1 Gbit/s Inf 128 42.874 57.647 0 42.973

3904 100 Mbit/s Inf 128 42.854 56.881 0 42.995
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Table A2: The results when polling from several Raspberry Pis using different switch speed. The fastest column  
contains the fastest transfer period time, and the slowest column contains the slowest transfer period time measured.  
The mean column contains the mean value of 5000 transfer periods. Every time value is measured in milliseconds 

Sensor Units Switch Speed Timeout Fastest Slowest Misses Mean

1 1 Gbit/s Inf 42.609 52.316 0 42.748

1 100 Mbit/s Inf 42.602 46.499 0 42.736

2 1 Gbit/s Inf 85.24 98.181 0 85.442

2 100 Mbit/s Inf 85.24 94.865 0 85.441

3 1 Gbit/s Inf 127.852 138.028 0 128.149

3 100 Mbit/s Inf 127.871 138.028 0 128.159

4 1 Gbit/s Inf 170.502 179.266 0 170.874

4 100 Mbit/s Inf 170.523 189.157 0 170.881

5 1 Gbit/s Inf 213.215 224.376 0 213.583

5 100 Mbit/s Inf 213.112 224.006 0 213.578

6 1 Gbit/s Inf 255.847 275.135 0 256.350

6 100 Mbit/s Inf 255.867 266.192 0 256.280

7 1 Gbit/s Inf 298.025 314.143 0 299.188

100 Mbit/s Inf - - - -
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Table A3: The results when polling from one Linux server using different packet sizes and MTU sizes. The fastest  
column contains the fastest transfer period time, and the slowest column contains the slowest transfer period time  
measured. The mean column contains the mean value of 50000 transfer periods. Every time value is measured in  
milliseconds

Packet Size MTU size Timeout Number of packs Fastest Slowest Misses Mean

62464 1500 Inf 8 4.932 5.819 0 4.640

62464 4078 Inf 8 4.297 5.775 0 4.436

31232 1500 Inf 16 4.323 6.254 0 4.600

31232 4078 Inf 16 4.255 5.537 0 4.323

20822 1500 Inf 24 4.334 5.911 0 4.581

20822 4078 Inf 24 4.236 5.945 0 4.444

15616 1500 Inf 32 4.326 6.168 0 4.553

15616 4078 Inf 32 4.249 6.249 0 4.322

12493 1500 Inf 40 4.329 6.388 0 4.589

12493 4078 Inf 40 4.316 6.202 0 4.664

10411 1500 Inf 48 4.357 6.767 0 4.605

10411 4078 Inf 48 4.248 5.765 0 4.472

8924 1500 Inf 56 4.382 6.383 0 4.572

8924 4078 Inf 56 4.257 6.554 0 4.422

7808 1500 Inf 64 4.326 6.459 0 4.598

7808 4078 Inf 64 4.245 6.296 0 4.389

6247 1500 Inf 80 4.356 6.578 0 4.601

6247 4078 Inf 80 5.492 7.666 0 5.657

5206 1500 Inf 96 5.077 7.473 0 5.389

5206 4078 Inf 96 6.464 8.241 0 6.686

3904 1500 Inf 128 6.729 8.820 0 6.960

3904 4078 Inf 128 8.284 10.684 0 8.688
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Table A4: The result when polling from one Linux server simulation several sensor units, using different MTU sizes. The  
fastest column contains the fastest transfer period time, and the slowest column contains the slowest transfer period  
time. The mean column contains the mean value of 50000 transfer periods. Every time value is measured in  
milliseconds

Sensor Units MTU size Timeout Fastest Slowest Misses Mean

1 1500 Inf 4.328 4.759 0 4.449

1 4078 Inf 4.250 5.416 0 4.320

2 1500 Inf 8.769 9.46 0 9.104

2 4078 Inf 8.511 10.082 0 8.643

3 1500 Inf 13.185 14.699 0 13.638

3 4078 Inf 12.781 14.669 0 12.963

4 1500 Inf 17.685 20.165 0 18.319

4 4078 Inf 17.054 18.107 0 17.291

5 1500 Inf 22.345 24.127 0 22.757

5 4078 Inf 21.317 22.745 0 21.609

6 1500 Inf 26.693 29.526 0 27.287

6 4078 Inf 25.586 28.566 0 25.930

7 1500 Inf 30.769 33.435 0 32.826

7 4078 Inf 29.845 32.141 0 30.244

Table A5: The results when pushing from one Raspberry Pi using different packet size and switch speeds. The fastest  
column contains the fastest transfer period time, and the slowest column contains the slowest transfer period time  
measured. The mean column contains the mean value of 5000 transfer periods. Every time value is measured in  
milliseconds 

Packet Size Switch Speed Number of packs Fastest Slowest Misses Mean

62464 1 Gbit/s 8 41.112 41.802 0 41.589

62464 100 Mbit/s 8 41.116 41.638 0 41.590

31232 1 Gbit/s 16 41.388 41.980 0 41.841

31232 100 Mbit/s 16 41.428 41.886 0 41.842

20822 1 Gbit/s 24 41.364 42.222 0 42.091

20822 100 Mbit/s 24 41.668 42.19 0 42.094

15616 1 Gbit/s 32 40.984 42.309 0 41.643

15616 100 Mbit/s 32 41.219 41.706 0 41.645

12493 1 Gbit/s 40 41.149 41.894 0 41.694

12493 100 Mbit/s 40 41.747 41.295 0 41.696

10411 1 Gbit/s 48 42.421 43.000 0 42.850

10411 100 Mbit/s 48 42.435 42.890 0 42.852

8924 1 Gbit/s 56 42.662 43.246 0 43.102

8924 100 Mbit/s 56 42.203 43.999 0 43.103

7808 1 Gbit/s 64 41.415 42.055 0 41.852

7808 100 Mbit/s 64 41.423 41.911 0 42.876

3904 1 Gbit/s 128 41.441 49.226 0 42.042

3904 100 Mbit/s 128 41.568 42.079 0 42.032
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Table A6: The results when pushing from several Raspberry Pis and different switch speeds. The fastest column  
contains the fastest transfer period time, and the slowest column contains the slowest transfer period time measured.  
The mean column contains the mean value of 5000 transfer periods. Every time value is measured in milliseconds

Sensor Units Switch Speed Sleep Fastest Slowest Misses Mean

1 1 Gbit/s 0 41.464 42.222 0 42.091

1 100 Mbit/s 0 41.668 42.19 0 42.094

2 1 Gbit/s 0 41.400 42.474 0 42.091

2 100 Mbit/s 0 82.583 83.438 0 83.438

3 1 Gbit/s 0 41.588 42.288 0 42.091

3 100 Mbit/s 0 123.638 125.251 0 124.983

4 1 Gbit/s 0 31.371 42.471 0 42.091

4 100 Mbit/s 0 164.025 167.389 0 166.545

5 1 Gbit/s 0 41.590 42.668 0 42.089

5 100 Mbit/s 0 205.275 208.815 0 208.309

6 1 Gbit/s 0 41.333 42.564 0 42.088

6 100 Mbit/s 0 248.523 250.895 0 249.971

7 1 Gbit/s 10 41.287 42.553 0 42.089

100 Mbit/s - - - - -
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Table A7 The results when pushing from one Linux server using different packet sizes and MTU sizes. The fastest  
column contains the fastest transfer period time, and the slowest column contains the slowest transfer period time  
measured. The mean column contains the mean value of 50000 transfer periods. Every time value is measured in  
milliseconds

Packet Size MTU size Timeout Number of packs Fastest Slowest Misses Mean

62464 1500 Inf 8 1.191 7.158 0 4.187

62464 4078 Inf 8 2.074 6.073 0 4.074

31232 1500 Inf 16 3.309 4.636 0 4.19

31232 4078 Inf 16 1.622 6.530 0 4.074

20822 1500 Inf 24 2.354 6.043 0 4.198

20822 4078 Inf 24 1.896 6.273 0 4.087

15616 1500 Inf 32 1.234 7.158 0 4.196

15616 4078 Inf 32 1.898 6.172 0 4.077

12493 1500 Inf 40 1.345 7.053 0 4.199

12493 4078 Inf 40 1.743 6.446 0 4.094

10411 1500 Inf 48 2.364 6.065 0 4.219

10411 4078 Inf 48 2.462 5.713 0 4.087

8924 1500 Inf 56 1.536 6.879 0 4.219

8924 4078 Inf 56 3.295 4.429 0 4.1

7808 1500 Inf 64 1.035 7.744 0 4.216

7808 4078 Inf 64 2.643 5.523 0 4.081

3904 1500 Inf 128 1.219 7.342 0 4.242

3904 4078 Inf 128 2.490 5.723 0 4.106

Table A8: The calculated transfer time, and the number of Ethernet frames used in the transfer with MTU size 1500.  
The values has been calculated with the equations displayed in section  3.3.1 
Packet 
Size

Frames/ 
Packet

UDP 
Payload

Packets/ 
Transfer

IP 
Payload

Ethernet 
Payload

Physical 
Bytes/ 
Packet

Total 
Number 
of Frames 

Total 
Physical 
Bits

Period 
Time 
100Mbit/s

Period 
Time 1 
Gbit/s

62464 43 62468 8 62476 63336 64970 344 4158080 41.581 4.158

31232 22 31237 16 31245 31685 32521 352 4162688 41.627 4.163

20822 15 20828 24 20836 21136 21706 360 4167552 41.676 4.168

15616 11 15623 32 15631 15851 16269 352 4164864 41.649 4.165

12493 9 12501 40 12509 12689 13031 360 4169920 41.699 4.170

10411 8 10420 48 10428 10588 10892 384 4182528 41.825 4.183

8924 7 8934 56 8942 9082 9348 392 4187904 41.879 4.188

7808 6 7819 64 7827 7947 8175 384 4185600 41.856 4.186

6247 5 6260 80 6268 6368 6558 400 4197120 41.971 4.197

5206 4 5221 96 5229 5309 5461 384 4194048 41.040 4.194

3904 3 3923 128 3931 3991 4105 384 4203520 42.035 4.204
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Table A9: The calculated transfer time, and the number of Ethernet frames used in the transfer with MTU size 4078.  
The values has been calculated with the equations displayed in section  3.3.1 
Packet 
Size

Frames/ 
Packet

UDP 
Payload

Packets/ 
Transfer

IP 
Payload

Ethernet 
Payload

Physical 
Bytes/ 
Packet

Total 
Number 
of Frames

Total 
Physical 
Bits

Period Time 1 Gbit/s

62464 16 62468 8 62476 62796 63404 128 4057856 4.058

31232 8 31237 16 31245 31405 31709 128 4058752 4.059

20822 6 20828 24 20836 20956 21184 144 4067328 4.067

15616 4 15623 32 15631 15711 15863 123 4060928 4.061

12493 4 12501 40 12509 12589 12741 160 4077120 4.077

10411 3 10420 48 10428 10488 10602 144 4071168 4.071

8924 3 8934 56 8942 9002 9116 168 4083968 4.084

7808 2 7819 64 7827 7867 7943 128 4066816 4.067

6247 2 6260 80 6268 6306 6382 160 4084480 4.084

5206 2 5221 96 5229 5265 5341 192 4101888 4.102

3904 1 3923 128 3931 3951 3989 128 4084736 4.085
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Appendix B, Flowcharts
In this appendix the flowchart of the implementations are displayed. 

Figure B1: A simple flowchart illustrating the functionality of a controller when polling the data. In this illustration TC 
is short for Transmission Control, and N is the total number of sensor units used in the communication
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Figure B2: A simple flowchart illustrating the functionality of a sensor unit when polling the data. In this illustration 
TC is short for Transmission Control, and N is the total number of packets used to dived the data of a sensor unit up 
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Figure B3: A simple flowchart illustrating the functionality of a controller when pushing the data. In this illustration 
RecvImageID is the ImageID of the received
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Figure B4: A simple flowchart illustrating the functionality of a sensor unit when pushing the data. In this illustration N 
is the number of transfer periods the sensor unit works without waiting for a sync signal
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