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Abstract 

This project investigates if a Microsoft Kinect has the potential to be used in healthcare as an 

assisting tool for doctors in their work to diagnose patients or by supporting rehabilitation patients 

with their exercise training. To test its potential, the accuracy in the skeleton data it produces has 

been investigated, and two different computer programs making use of the Kinect has been created 

and evaluated. The results suggest that the Kinect has the potential to be used in some fields in 

healthcare as long as one takes its strengths and weaknesses into consideration.  
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1 Introduction 

1.1 Motivation 
The longer time it takes for a patient to recover, the more money that patient will cost the society, so 

a fast recovery is not only in the interest to the patient, but to all of us. But doctors do not afford 

spending as much quality time with the patients as desired, so any tool that will ease doctors’ work is 

a gain for everyone. 

In some diagnose tests, doctors need to make estimations of the patient. These estimations can very 

well vary from doctor to doctor, but if a machine could measure them instead, the data would be 

more accurate, which would lead to better diagnoses and better treatments for the patients. 

Doctors, like all humans, are affected by compassion, and may be influenced by the patient in a way 

that leads to wrong treatments. A machine, just looking at measured data, does not suffer from this, 

and can make non-influenced decisions. 

The Kinect is cheap, easy to use, and seems to produce quite accurate data about positions of 

humans’ body parts in the real world, and has therefor been the selected machine to look closer at in 

this project. 

1.2 Purpose 
This project is performed as a Master’s thesis work in Computer Science at Linköping University, 

Sweden. It is performed at the request from Therese Kristoffer Publishing AB.  

1.3 Problem statement 
This project investigates the Kinect’s potential in healthcare by considering two use cases: gait 

analysis and rehabilitation exercises. Below are the two use cases described in more detail.  

1.3.1 Gait analysis 
The main purpose is to find out if the Kinect can record a patient walking and then diagnose that 

patient in some way. Is the Kinect a fitting tool for recording a walking patient? Is the recorded data 

good enough? Which properties can be extracted from the data? Is it possible to diagnose the 

patient just by using the recorded data? 

1.3.2 Rehabilitation exercises 
The main purpose is to find out if the Kinect can be a helpful tool for doctors and patients working 

with rehabilitation exercises. Can the Kinect be used to rate how well a patient performs an exercise? 

Can it be used to give feedback to a patient performing an exercise in real time? Can doctors easily 

create new exercises using it? Can a patient just as well do exercise training on his own with an 

assisting Kinect, instead of an assisting doctor? 

1.4 Limitations 
No doctors or patients are involved in this project, so the evaluations of the programs are based on 

opinions by a few ordinary people trying them out, and cannot be seen as representative for neither 

doctors nor patients.   
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2 Theory 
This chapter contains theory used in the rest of the report. 

2.1 Microsoft Kinect 
This section contains information about what the Microsoft Kinect is and how it works. 

2.1.1 What it is 
The Kinect is a small device developed by Microsoft that is able to detect human shapes in the real 

world in real time. Its primary purpose is to let players control Xbox 360 games with their bodies, but 

as a result of its low cost and amazing ability to track how people move, it has since become a more 

general tool with a broader usage, for instance in studies like this. 

In addition to a microphone array and an accelerometer (which will not be used in this project), the 

Kinect sees the world through two cameras[9]. One of them is an ordinary color camera, able to 

detect colors in the world, and the other one is a depth camera, able to detect distances to objects in 

the world. With these senses, it can distinguish and perceive the direction of sound from multiple 

sound sources and recognize human shaped objects. 

In the Kinect SDK for Windows (from now on also referred to as the Kinect itself, although it is a 

software program that runs on the computer), it is possible to capture 30 data frames per second[9] 

from the Kinect. Each data frame contains a color image, a depth image and a set of skeletons 

representing human shapes the Kinect has discovered in the real world. Each skeleton consists of 20 

joints, each representing a position of a human body part (see the figure below) in the real world[12]. 

The joints in the figure below are actually not all the joints the Kinect discovers, but it is the ones it 

reveals through its API. 

 

 

 
Figure 1, Skeleton joints (the green circles) found by the Kinect printed over the person where they were found. 

Bones (the green lines) has also been drawn to make it look more like a skeleton. The image also shows the 
names of all 20 joints. 
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2.1.2 How it works 
The depth camera is actually not only a camera, but also a projector[9]. It projects infrared light 

beams in pre-known patterns, which the objects in the real world then reflect back to the camera. By 

comparing the produced patterns with the patterns the objects reflect, it can determine the 

distances to the objects. Due to this, the Kinect will not work properly if other infrared light is 

present, such as strong sunlight or light beams from other Kinects, or if the objects in the world 

consists of materials that do not reflect infrared light. 

When the Kinect has discovered a human shaped object, a machine learned algorithm uses the depth 

image to quickly find the locations of the joints[2]. Naturally, it is impossible for the Kinect to know 

the exact location of body parts it cannot see with the depth camera, such as a hand behind the back 

(assuming you are facing the Kinect). Furthermore, the machine learned algorithm was fed with 

depth images of humans doing natural movements, mostly facing the Kinect. For best results, one 

should stand right in front of the Kinect, facing it[13]. 

The Kinect uses a coordinate system where the Kinect itself is placed in the origin[14]. The z-direction 

goes in the same direction as the camera sees, the x-direction goes straight out to the left of the 

camera and the y-direction goes straight down.  

2.1.3 Filtering 
To reduce noise, the Kinect offers an online filter that smooths the skeleton data produced by the 

Kinect [15]. The filter algorithm uses double exponential smoothing, and is controlled via the five 

parameters Smoothing, Correction, Prediction, JitterRadius and MaxDeviationRadius. The default 

parameter values, listed in the table below, smooth the data little and filter out small jitters, but has 

little latency. 

Parameter Default Value 

Smoothing 0.50 

Correction 0.50 

Prediction 0.50 

JitterRadius 0.05 

MaxDeviationRadius 0.04 

Table 1, The default parameter values the Kinect uses to smooth the data. 

2.2 Smoothing filters 
The filter definitions below are described using the discrete time variable 𝑛 with the input signal 𝑋[𝑛] 

and the output signal 𝑌[𝑛], where 𝑛 ∈  ℕ.  

2.2.1 Non-causal moving average 
The non-causal moving average filter is controlled via the integer parameter 𝑘 ∈  ℕ. It produces the 

output signal by taking the average of the sum of the input signals between 𝑛 − 𝑘 (inclusive) and 𝑛 +

𝑘 (inclusive), that is: 

𝑌[𝑛]  =  
𝑋[𝑛 − 𝑘]  +  𝑋[𝑛 − 𝑘 + 1]  + …  𝑋[𝑛] … +  𝑋[𝑛 + 𝑘 − 1]  +  𝑋[𝑛 + 𝑘]

2 ∗ 𝑘 + 1
 

The terms outside the input signal (such as 𝑋[−1]) are ignored, and the denominator is reduced by 1 

for each ignored term. 
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2.2.2 Double exponential 
The double exponential filter is controlled via the parameters 0 < 𝛾 < 1 and  0 < 𝛼 < 1, and is 

defined by the following two equations: 

𝑏[𝑛]  =  𝛾(𝑌[𝑛]   −  𝑌[𝑛 − 1])  +  (1 − 𝛾)𝑏[𝑛 − 1] 

𝑌[𝑛] =  𝛼𝑋[𝑛] + (1 − 𝛼)(𝑋[𝑛 − 1] + 𝑏[𝑛 − 1]) 

For the beginning of the signal, 𝑏[−1] and 𝑋[−1] need to be assigned initial values. 

2.3 Unified Parkinson Disease Rating Scale 
When doctors diagnose patients suffering from Parkinsonism, they use the Unified Parkinson Disease 

Rating Scale, which among other things grades the patient’s performance on different movement 

exercises[21]. One of those exercises, exercise 29, is called Gait, and requires the patient to walk 

straight forward. This exercise is graded on a scale from zero to four with the following guidelines for 

each grade: 

0. Normal. 

1. Walks slowly, may shuffle with short steps, but no festination (hastening steps) or 

propulsion. 

2. Walks with difficulty, but requires little or no assistance: may have some festination, short 

steps or propulsion. 

3. Severe disturbance of gait, requiring assistance. 

4. Cannot walk at all, even with assistance. 

2.4 Related work 
Using the Kinect to collect data for gait analysis has already been investigated by another project[4], 

and they claim to successfully have extracted “accurate and robust measurements of a rich set of gait 

features”. However, their approach was “to train a model to predict the values of interest”, and that 

may not be suitable to use in healthcare, where the measured data may need to be more reliable 

than a trained model can predict. A human can walk in many different ways, and what if the model 

has not been trained with one of the odd ways a patient is walking? 

Another project[8] has investigated if the Kinect can be used to rate Parkinsonism patients on some 

exercises on the Unified Parkinson's Disease Rating Scale. However, they seemed to have replaced 

the exercise Gait with an exercise they call Walking on the spot. 
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3 Method 
To investigate the Kinect’s potential in healthcare, programs thought to be useful for doctors have 

been created. During the process, different decisions have been made, partly based on the quality of 

the data produced by the Kinect, partly based on opinions from people trying the programs. 

To get the best data possible out of the Kinect, what has been thought to be the best environment 

has been used. By putting the Kinect at half the height of the patient to record, the Kinect should be 

in the best position possible to see as much of the patient as possible. For most people, this fits well 

with the recommended height of 0.6m to 1.8m above the floor[18]. 

The operating system Windows 8 together with the program Microsoft Visual Studio Ultimate 2012 

has been used to create the programs. The programs have been built using the framework Windows 

Presentation Foundation (WPF)[16] and uses Helix 3D Toolkit[17] to render 3D graphics. The Kinect for 

Windows SDK version 1.8 has been used to retrieve data from the Kinect, and all code has been 

written in C#[10][11]. 

The default smoothing parameters for the Kinect have been used. Small tests quickly showed that 

parameters produce quite accurate locations of the joints without any noticeable latency. The Kinect 

has also been configured to produce 30 data frames per second, so as much skeleton data as possible 

can be captured during each recording. 

3.1 Gait analysis 
This section describes the process of the development of the gait analysis program. 

3.1.1 Choosing the setup 
Two different setups were considered for recording a walk; one where the patient starts far away 

from the Kinect and walks toward it (Setup 1), and one where the patient walks from one side to the 

other in front of it (Setup 2). Simple tests (studying the produced skeleton data) quickly showed that 

the former setup produced the better skeleton data, and was therefore selected to be used in this 

project.  

3.1.2 Measuring the data quality 
To test how accurate the skeleton data is at different distances from the Kinect the sum of the bone 

lengths at four different distances from the Kinect has been calculated for a person standing still. For 

100% accuracy, the sum of the lengths should be the same at all distances. The advantage with a test 

like this is that no new measurement errors are added. 

The sum of the bone lengths and the joints accuracy was also investigated during a walk by a normal 

person, too see if any strange behaviors occur. 

To test if the Kinect produces equally good data from time to time, three recordings of a person 

always taking equally long footsteps were analyzed. To ensure the person always took equally long 

footsteps, a string was attached between his feet, and he always took as long footsteps as the string 

allowed. In the best case, all footsteps should be approximately of the same length. 

3.1.3 Analyzing the data 
From a recorded walk with the selected setup, the relevant data needs to be extracted. In the 

beginning of the recording, the patient is too far away from the Kinect for it to see the patient, and in 

the end of the recording, the patient is too close to the Kinect for it to see the entire patient. 

Thresholds for deciding when to start and stop using the recorded data are needed. They were 

chosen so that as soon as in the recording three skeleton frames in row with all joints found (tracked 
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or inferred), the start of the relevant data was chosen, and as soon as after this when five skeleton 

frames in row with any joint inferred or not tracked, the end of the relevant data was chosen. The 

data at the boundaries may be too inaccurate to be used for real practice in healthcare, but is 

needed to get enough data to analyze. 

To simplify algorithms working with the skeleton data, a uniform sampling of the data is assumed, 

but in case the computer is not fast enough to handle 30 data frames per second, it starts to drop 

data frames, causing the data to be non-uniformly sampled. To make it uniform again, the skeleton 

data for the dropped frames has been reproduced offline by replacing them with skeleton data for a 

linear motion from the previous none missed frame in the past to the next none missed frame in the 

future.  

The internal goal with the gait analyze was to diagnose a patient suffering from Parkinsonism on the 

exercise 29, Gait, on the Unified Parkinson’s Disease Rating Scale. However, translating the 

guidelines for the different grades to an algorithm producing the correct one has not been 

accomplished. They are too vaguely described for computer engineers to interpret (what is the 

boundary for short steps? What is walks with difficulty?), so assistance from a doctor familiar with 

the grading is probably required to produce a functional algorithm. Instead of this algorithm, 

different gait properties has been extracted to prove that it is possible to extract them. 

3.1.3.1 Speed 

For finding the average speed a patient walks with, the simple formula 
"𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 𝑡𝑟𝑎𝑣𝑒𝑙𝑙𝑒𝑑"

"𝑡𝑖𝑚𝑒 𝑡𝑎𝑘𝑒𝑛"
 has been 

used. Since the patient walks toward the Kinect, "𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 𝑡𝑟𝑎𝑣𝑒𝑙𝑙𝑒𝑑” in meters is simply the 

difference between the z-position at the first point in time and the z-position in the last point in time 

in the joint HipCenter, and “𝑡𝑖𝑚𝑒 𝑡𝑎𝑘𝑒𝑛” in seconds is simply the length of the recording. 

3.1.3.2 Finding footsteps 

The real problem with finding footsteps is to find at which point in time the footstep starts and stops, 

then the footstep lengths can be calculated simply by looking at the feet z-position at those times. 

It should be noted that a walking person does always have at most one foot in motion at a time[6], 

and when that foot stops moving, the other foot will soon start. It is therefore enough to find out 

when one of the following four events occur to calculate the step lengths: 

 When the left footsteps start and stop. 

 When the right footsteps start and stop. 

 When the left and right footsteps start. 

 When the left and right footsteps stop. 

A first attempt to detect footsteps was by looking at the y-positions of the feet. When the foot is 

moving, it has been lifted up from the ground, and should have a higher y-position than the foot 

standing still. However, it turned out that some people lift their feet just a few centimeters above the 

ground when they walk, and that is too little to distinguish it from the noise in the data.  

The second attempt to detect footsteps in a walk instead looked at the z-position of the feet. When 

the foot is not moving, the z-position should be constant, and when it moves, it should decrease. This 

relationship was much clearer than the previous one, and the question was now reduced to 

determining the threshold for a foot in motion and a foot standing still. To avoid answering it, a third 

approach was considered: the feet’s z-positions relative the hip’s z-position.  
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The third attempt turned out to produce a sinusoidal wave, where the local minimas represent the 

start of a footstep and the local maximas represent a stop of a footstep. 

3.1.3.3 Finding arm swings 

For detecting arm swings in a walk (when they start and end), the successful method for finding the 

footsteps was reused.  

3.1.3.4 Judging posture 

For grading a patient’s posture, the joints Head, ShoulderCenter and Spine was thought to be of 

interest. The simple formula created is based on the angles from the Spine to the ShoulderCenter 

(𝑣𝑠𝑝𝑖𝑛𝑒) and from the ShoulderCenter to the Head (𝑣ℎ𝑒𝑎𝑑), both in the z-direction.  

 

Figure 2, A person seen from the side. 

𝑃𝑜𝑠𝑡𝑢𝑟𝑒𝐺𝑟𝑎𝑑𝑒 =  2 ∗ |𝑣𝑠𝑝𝑖𝑛𝑒| + 1 ∗ |𝑣ℎ𝑒𝑎𝑑| 

Since the distance from the spine to the shoulder is longer than between the shoulder and the head, 

it make sense to let 𝑣𝑠𝑝𝑖𝑛𝑒 have a larger impact on the grade. With this formula, the higher the 

grade, the poorer the posture.  

3.1.3.5 Symmetry property 

By studying videos of people walking normally[19][20], one see that there is symmetry in the walk 

between the left side of the body and the right side of the body, so this should be an indication of 

how well one walks. An algorithm for calculating how symmetric a person walks has been 

implemented. During two footsteps, it sums up the absolute difference between the z-position of 

one of the feet in one of the footsteps and the z-position of the other foot in the other footstep at 

each point in time in the footstep. The same goes for the hands. 

In a perfect walk, the two footsteps will take equally long time, and contain the same amount of 

recorded data frames, but one of the footsteps will most likely take a little bit longer than the other, 

causing one of them to contain a few more data frames. If that is the case, one cannot simply 

compare the fifth data frame in one footstep with the fifth data frame in the other, since the fifth 

data frame in the first footstep could be at the end of it, while the fifth data frame in the other 

footstep could be at the middle of it.  

To more easily compare them, the time for both footsteps are normalized, so they both start at 𝑡 = 0 

and end at 𝑡 = 1. To get a position at time 𝑡, a weighted average of the position in the closest data 

frame in the past and the closest data frame in the future is used, as if the joint has moved in a linear 

motion between the previous time and the next. 
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3.1.4 Looping part of a walk 
Since a recorded walk of a patient just contains a few footsteps, it is quite hard for a human to 

discover a patient’s walking characteristics by just looking at it. It was thought that looping two 

footsteps over and over again (as if the patient walked on forever) would make it  easier for a doctor 

to see the patient’s walking characteristics, so an algorithm for finding a fitting start and end point in 

the recording for this looping sequence was implemented. It just looks around the times when the 

first footstep starts and when the third footstep starts, and tries to find a matching pair (the pair that 

minimizes the sum of the pairwise distances between the joints).  

3.2 Rehabilitation exercises 
This section describes the process of the development of the rehabilitation exercises program. 

3.2.1 Creating an exercise 
The simplest way for a doctor to create new rehabilitation exercises was thought to be for the doctor 

to simply record himself doing the exercise. A program where one could create an exercise by 

manually placing the joints (possibly with the mouse) was considered, but it was believed to be too 

time consuming to create new exercises this way, and too hard to control, so it was never 

implemented.  

To make a recorded exercise as good as possible, different features for editing it have been added to 

the program. By cutting of the ends of the recording, one can easily obtain the part of the recording 

that only contains the exercise. It was also believed that a skeleton with fixed distances between 

each connected pair of joints would move more naturally like a human than the raw skeleton the 

Kinect produced, so the feature to move all the joints so the distance between each connected pair 

of joints is the same at each point in time was added. The distance was set to be the average 

distance between the connecting joints during the entire exercise. 

3.2.2 Showing an exercise 
For a patient to understand how to perform an exercise, he must somehow watch it. The Kinect can 

record a color video of the doctor performing the exercise, but it was believed that the recorded 

skeleton data, containing information about the depth movements in the exercise, could be used to 

show it in a better way, and without all the irrelevant things a video recorder records in the 

background. 

Furthermore, a lot of memory space can be saved by only storing the skeleton. A skeleton consisting 

of 20 joints, each in turn consisting of 3 float values to represent the x-, y- and z-position 

respectively, only takes 20 ∗ 3 = 60 float values to represent. A color image on the other hand, 

consisting of 640 ∗ 480 = 307200 pixels, each in turn consisting of 3 byte values to represent the 

red, green and blue portion respectively, takes 307200 ∗ 3 = 921600 byte values to represent. 

Clearly, a lot of memory space can be saved if the color video does not need to be stored. 

One tested way to show the skeleton was by showing it in a simple 2D model seen from the front. 

This turned out to give you an excellent understanding of how to move in the x- and y-direction, but 

was not enough to fully understand how to move in the z-direction, although one knows that the 

joints are connected by bones and cannot move arbitrary. 

To translate the x- and y-positions the Kinect uses to represent its skeletons to the x- and y-positions 

in a 2D image, the following translations were used: 

𝑋𝐼𝑚𝑎𝑔𝑒 = −𝑋𝐾𝑖𝑛𝑒𝑐𝑡 



Kinect’s potential in healthcare   CHAPTER 3. METHOD 

9 
 

𝑌𝐼𝑚𝑎𝑔𝑒 = 𝑌𝐾𝑖𝑛𝑒𝑐𝑡 

One tested way to indicate the z-position of a joint is by letting its size represent its depth. The 

further back the joint is, the bigger it is shown. It may seem more intuitive to have it vice versa (the 

further back a joint is, the smaller it is shown), since that is how it works in reality, but that worsens 

the problem with joints in front obscuring joints in back.  

Although all the information about the joints is now shown, it is still hard to see exactly how to move 

in the depth. Translating a size of a circle to a depth value is something humans do not do naturally, 

and it turned out to be hard to do this in real time.  

Another tested way to indicate the z-position of a joint was by letting its color represent its depth. 

The further back the joint is, the lighter its color gets, and the closer the joint is, the darker its color 

gets. However, this method has the same problem as the previous; it is hard to make the translation 

from color to depth value in real time. 

A fourth tested way to show the skeleton in a 2D model was by using multiple images, each from 

different points of view. However, if the exercise is complex, this turned out to be unintuitive. It is 

hard to imagine the same exercise shown from different perspectives at the same time, so switching 

from one image to another makes one lose track. The best way to use it is by looking at only one of 

the images, which is kind of contradictory for its purpose, but at least you have the option to choose 

perspective.  

The following translations were used to translate the x-, y-, and z-positions the Kinect uses to the x- 

and y-positions in a 2D image. 

Point of view 𝑿𝑰𝒎𝒂𝒈𝒆 𝒀𝑰𝒎𝒂𝒈𝒆 

Seen from above −𝑋𝐾𝑖𝑛𝑒𝑐𝑡 𝑍𝐾𝑖𝑛𝑒𝑐𝑡 

Seen from left 𝑍𝐾𝑖𝑛𝑒𝑐𝑡 𝑌𝐾𝑖𝑛𝑒𝑐𝑡 

Seen from front −𝑋𝐾𝑖𝑛𝑒𝑐𝑡 𝑌𝐾𝑖𝑛𝑒𝑐𝑡 

Seen from right −𝑍𝐾𝑖𝑛𝑒𝑐𝑡 𝑌𝐾𝑖𝑛𝑒𝑐𝑡 

Seen from below −𝑋𝐾𝑖𝑛𝑒𝑐𝑡 −𝑍𝐾𝑖𝑛𝑒𝑐𝑡 

Table 2, Translations from the coordinate system used by the Kinect to the coordinate system used by images. 

A fifth tested way to show the skeleton used 3D graphics, with the hope that it would be easier to 

see the depth in the image. With a 3D model, it is easier to see how deep joints close to each other 

lie in the z-direction (if one joint lies on top of another in the image, that joint must be closer!), but it 

is still hard to get the whole picture.  

Showing the exercise from different angles was investigated. The cases shown with a 2.5D 

perspective were expected to give a much better understanding of how to perform the exercise, but 

it is still a bit hard to get the whole picture.  

A second tested way to show the skeleton in 3D resized the joints with respect to their z-position 

(just as in the similar 2D case). In the 3D model, it is a little bit easier to translate the radius of the 

joints to the z-position of the joints, compared to the 2D model, but it is still a bit hard to do it in real 

time. Furthermore, when the joints are small and close to each other, you lose the extra information 

about which joint is in front of the other in the 2D image if they are so small that they are not 

overlapping any more. 
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A third tested way to show the skeleton in 3D colored the joints with respect to their z-position (just 

as in the similar 2D case). This way turned out to be easier to interpret than the resized radius way, 

but it was still not easy enough to do it in real time. 

A fourth tested way to show the skeleton in 3D not only colored the joints with respect to their 

depth, but also the bones. This made it easier to compare two joints connected by a bone with each 

other, since there was a continuous gray-scaled line between them. 

A fifth tested way to show the skeleton in 3D showed the bones as a sequence of spheres, instead of 

straight lines. This made it much easier to interpret the depth information in the bones, especially 

when the spheres are colored according to their depths. 

It was considered to show the skeletons along with shadows on the ground. Shadows help us to 

interpret depth[5], but can a human really interpret depth information from a shadow projected by 

such a complex shape as a human? Due to limited time, this project has not investigated the question 

further, but shadows may be a useful extra source of information for interpreting the depth. 

3.2.3 Performing an exercise 
When a patient has watched and learned how to do an exercise, he should just mimic it in front of 

the Kinect. To his help, the exercise is shown in real time on the screen. 

In case the patient is not good at mimicking the exercise, it was considered to stop the exercise, or to 

play it slower, until the patient got back on track. However, this feature has not been implemented, 

since it was thought that there may exist poses in the exercise the patient cannot perform. For 

example, a patient may not be able to hold his hand above his head, and if the exercise includes this 

pose and is stopped till the patient performs it, the patient cannot continue with the exercise. 

Additionally, performing an exercise at the right speed could very well be part of the exercise. 

It turned out that it was quite hard to fall in line with the exercise directly when it starts, so when a 

patient starts an exercise, the exercise is repeatedly shown on the screen for about 10 seconds 

before the recording of the patient starts. This feels very natural if the start pose of the exercise is 

the same as the end pose of it, and can easily be repeated over and over again. 

A doctor actively watching a patient performing an exercise is able to tell and to demonstrate what 

the patient is doing wrong in the exercise. To achieve similar functionality, the ability to replay the 

patient’s moving skeleton along with the recorded skeleton at the same position in the screen after 

the patient has performed the exercise was added. In this way, the patient can study his own 

movements and see what he is doing wrong and what he has difficulties with. 

3.2.4 Feedback 
To facilitate for the patient performing the exercise, feedback in real time was added. A first attempt 

just showed the patient’s skeleton along with the recorded exercise skeleton (as in the replay 

afterwards), but two overlapping skeletons turned out to be a bit hard to interpret in real time when 

you need to concentrate on performing the exercise at the same time.  

An alternative way to give feedback in real time showed a line between each pairwise joints in the 

two skeletons, instead of showing a line between all connected pairs of joints. This turned out to give 

a much clearer indication on when and where you are performing poorly, but it is mostly limited to 

information in two dimensions. 

A first attempt to grade a patient’s performance simply summarized the pairwise distances between 

the joints in the patient’s performance and the joints in the recorded exercise, so the higher the 
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distance, the worse the performance is. But it was later thought that some exercises would focus 

only on some parts of the body, and to avoid that irrelevant joints affected the performance result, 

the feature to weight the joints in an exercise was added. They can be weighted with the constants 0, 

1, 2 and 3 at each point in time and in each direction x, y and z. With this approach, one can easily 

construct exercises that measure just one property of the patient, for example how well the patient 

can move his hand around in the x-direction. 

If an exercise only focuses on some parts of the body, there is no point in showing the other parts. 

This suggests a new way of showing a skeleton: show only the relevant body parts! This has been 

achieved by making some of the joints partly transparent: the lower the weight a joint has, the more 

transparent it is shown. This turned out to not only be a good way to show a patient what is 

important in an exercise, but also a good way to give feedback to a patient in real time. Compared to 

showing two complete skeletons simultaneously, just showing the relevant joints gives much less 

information to observe, and if the number of joints shown are just a few, this information can be 

interpreted in real time, even while performing the exercise. 
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4 Results 
This chapter contains the most important results from the project. 

4.1 Gait analysis 
This section contains the most important results from developing the gait analysis program. 

4.1.1 Choosing the setup 
Below is the result of the two investigated setups for recording a walk. 

 Finding joints Number of footsteps* 

Setup 1 All joints are easily found. ~3 

Setup 2 Always some joints cannot be found. ~5 

Table 3, Comparison between the two setups. *For a 180 cm tall normal person. 

4.1.2 Measuring the data quality 
The table below shows the sum of the bone lengths for a person standing still at different distances 

from the Kinect. 

Picture 
Distance from Kinect 

(HipCenter z-position) 
in meters 

Sum of bone lengths 
in meters 

Quality of joints 

 

3.79 4.79 
All joints tracked 

(but some jumpy). 

 

3.06 4.73 All joints tracked. 

 

2.44 4.66 All joints tracked. 
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1.95 4.51 
Most joints tracked, 

some (feet and head) 
inferred. 

Table 4, Data accuracy at different distances from the Kinect. 

The graph below shows the sum of the bone lengths at each point in time in the normal 

representative walk (see next section for information about the normal representative walk). The 

data for the blue curve is based on joints’ positions delivered directly from the Kinect, while the 

orange curve has passed those positions through a non-causal moving average filter with parameter 

𝑘 = 3 first, to get a smoother movement.  

 

The table below shows the recorded lengths of the footsteps taken by a person walking with a string 

attached between his feet (three different recordings with the same string attached). 

 Recording 1 Recording 2 Recording 3 

Footstep 1 (far away) 36 (Right foot) 39 (Right foot) 36 (Right foot) 

Footstep 2 39 (Left foot) 41 (Left foot) 41 (Left foot) 

Footstep 3 35 (Right foot) 39 (Right foot) 36 (Right foot) 

Footstep 4 33 (Left foot) 37 (Left foot) 38 (Left foot) 

Footstep 5 (near) - - 34 (Right foot) 
Table 5, Footstep lengths taken when walking with a string attached between the feet. Length given in centimeters. 
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4.1.3 The normal representative walk 
The table below shows the positions of some of the joints during a walk by a normal person (180cm 

tall) walking straight toward the Kinect. The note RFW (Right Foot Wrong) indicates that the Kinect’s 

position of the right foot is wrong. The note RFSS (Right FootStep Start) indicates the start of a 

footstep taken with the right leg. The note LFSS (Left FootStep Start) indicates the start of a footstep 

taken with the left leg. No frames were missed during the recording. This data is from now on 

referred to as the normal representative walk. 

Notes Time HandRight Head HandLeft HipCenter FootRight FootLeft 

RFW 0 +0.23,+0.25,+3.40 +0.02,+0.95,+3.74 -0.24,+0.05,+3.86 +0.03,+0.32,+3.75 -0.06,-0.67,+3.36 -0.03,-0.70,+3.34 
 1 +0.22,+0.24,+3.35 +0.02,+0.94,+3.68 -0.25,+0.02,+3.83 +0.02,+0.32,+3.72 +0.09,-0.69,+3.87 -0.03,-0.73,+3.35 
 2 +0.23,+0.25,+3.34 +0.01,+0.94,+3.64 -0.26,+0.03,+3.79 +0.03,+0.30,+3.67 +0.10,-0.66,+3.87 -0.04,-0.73,+3.33 
 3 +0.23,+0.22,+3.29 +0.00,+0.94,+3.60 -0.26,+0.03,+3.74 +0.02,+0.31,+3.62 +0.08,-0.70,+3.87 -0.03,-0.74,+3.33 
 4 +0.23,+0.21,+3.28 -0.01,+0.95,+3.55 -0.25,+0.02,+3.68 +0.01,+0.31,+3.59 +0.07,-0.64,+3.78 -0.03,-0.74,+3.33 
 5 +0.23,+0.18,+3.27 -0.01,+0.94,+3.50 -0.27,+0.06,+3.60 +0.01,+0.32,+3.56 +0.06,-0.70,+3.78 -0.03,-0.74,+3.32 

RFSS 6 +0.23,+0.17,+3.27 -0.01,+0.95,+3.47 -0.26,+0.06,+3.50 +0.00,+0.33,+3.51 +0.06,-0.71,+3.77 -0.03,-0.74,+3.33 
 7 +0.24,+0.15,+3.27 -0.01,+0.95,+3.45 -0.25,+0.06,+3.43 +0.00,+0.33,+3.48 +0.11,-0.72,+3.71 -0.03,-0.74,+3.33 
 8 +0.24,+0.12,+3.30 -0.02,+0.96,+3.38 -0.24,+0.05,+3.36 +0.00,+0.33,+3.45 +0.14,-0.78,+3.74 -0.03,-0.74,+3.33 
 9 +0.24,+0.12,+3.31 -0.02,+0.96,+3.36 -0.24,+0.08,+3.30 +0.00,+0.34,+3.42 +0.09,-0.78,+3.57 -0.03,-0.74,+3.34 
 10 +0.25,+0.11,+3.31 -0.02,+0.97,+3.35 -0.24,+0.08,+3.25 +0.00,+0.34,+3.38 +0.11,-0.79,+3.52 -0.03,-0.74,+3.34 
 11 +0.27,+0.09,+3.36 -0.01,+0.97,+3.32 -0.23,+0.11,+3.17 +0.00,+0.34,+3.36 +0.06,-0.79,+3.38 -0.03,-0.75,+3.32 
 12 +0.27,+0.08,+3.36 -0.01,+0.95,+3.25 -0.22,+0.13,+3.12 +0.00,+0.34,+3.33 +0.07,-0.76,+3.29 -0.03,-0.77,+3.33 
 13 +0.27,+0.07,+3.38 -0.01,+0.96,+3.25 -0.22,+0.15,+3.04 +0.00,+0.34,+3.30 +0.08,-0.76,+3.17 -0.06,-0.79,+3.33 
 14 +0.28,+0.07,+3.39 +0.00,+0.96,+3.23 -0.21,+0.18,+2.97 +0.00,+0.33,+3.25 +0.09,-0.74,+3.05 -0.05,-0.79,+3.33 
 15 +0.29,+0.06,+3.40 +0.00,+0.95,+3.17 -0.21,+0.18,+2.91 +0.00,+0.33,+3.23 +0.08,-0.71,+2.95 -0.05,-0.78,+3.32 
 16 +0.29,+0.06,+3.40 +0.00,+0.95,+3.15 -0.20,+0.21,+2.87 +0.00,+0.32,+3.18 +0.07,-0.71,+2.84 -0.05,-0.78,+3.32 
 17 +0.29,+0.06,+3.39 +0.00,+0.95,+3.11 -0.19,+0.21,+2.82 +0.00,+0.32,+3.16 +0.07,-0.70,+2.78 -0.06,-0.77,+3.32 
 18 +0.30,+0.05,+3.36 +0.01,+0.94,+3.06 -0.19,+0.22,+2.78 +0.00,+0.31,+3.10 +0.07,-0.70,+2.73 -0.05,-0.78,+3.33 
 19 +0.30,+0.05,+3.31 +0.01,+0.94,+3.03 -0.18,+0.21,+2.75 +0.01,+0.31,+3.08 +0.06,-0.73,+2.70 -0.06,-0.78,+3.33 
 20 +0.31,+0.05,+3.29 +0.01,+0.93,+2.99 -0.19,+0.21,+2.73 +0.01,+0.30,+3.02 +0.06,-0.74,+2.70 -0.08,-0.78,+3.32 
 21 +0.30,+0.04,+3.21 +0.02,+0.93,+2.93 -0.18,+0.18,+2.68 +0.01,+0.31,+2.99 +0.06,-0.74,+2.70 -0.09,-0.77,+3.29 
 22 +0.30,+0.04,+3.15 +0.02,+0.94,+2.92 -0.18,+0.18,+2.68 +0.01,+0.31,+2.94 +0.05,-0.74,+2.70 -0.09,-0.77,+3.24 

LFSS 23 +0.31,+0.03,+3.07 +0.02,+0.93,+2.85 -0.19,+0.14,+2.66 +0.01,+0.31,+2.90 +0.05,-0.74,+2.70 -0.06,-0.75,+3.17 
 24 +0.30,+0.04,+2.99 +0.02,+0.94,+2.83 -0.20,+0.12,+2.65 +0.02,+0.32,+2.85 +0.05,-0.74,+2.70 -0.06,-0.71,+3.11 
 25 +0.30,+0.03,+2.89 +0.02,+0.95,+2.78 -0.21,+0.10,+2.65 +0.02,+0.32,+2.83 +0.05,-0.74,+2.71 -0.07,-0.78,+3.13 
 26 +0.29,+0.03,+2.81 +0.02,+0.95,+2.76 -0.22,+0.09,+2.64 +0.02,+0.32,+2.78 +0.05,-0.74,+2.71 -0.09,-0.77,+3.03 
 27 +0.27,+0.04,+2.72 +0.02,+0.96,+2.72 -0.23,+0.08,+2.65 +0.02,+0.33,+2.76 +0.05,-0.74,+2.71 -0.11,-0.77,+2.93 
 28 +0.27,+0.07,+2.64 +0.01,+0.96,+2.69 -0.23,+0.05,+2.64 +0.02,+0.33,+2.71 +0.05,-0.75,+2.71 -0.07,-0.78,+2.77 
 29 +0.27,+0.09,+2.56 +0.01,+0.96,+2.66 -0.24,+0.05,+2.64 +0.02,+0.33,+2.69 +0.05,-0.76,+2.70 -0.07,-0.76,+2.66 
 30 +0.25,+0.10,+2.47 +0.00,+0.96,+2.62 -0.24,+0.06,+2.64 +0.02,+0.33,+2.65 +0.05,-0.77,+2.70 -0.09,-0.75,+2.54 
 31 +0.25,+0.14,+2.41 +0.00,+0.96,+2.60 -0.25,+0.06,+2.64 +0.02,+0.32,+2.61 +0.05,-0.78,+2.70 -0.09,-0.74,+2.40 
 32 +0.23,+0.16,+2.34 +0.00,+0.95,+2.56 -0.25,+0.05,+2.64 +0.02,+0.32,+2.58 +0.05,-0.78,+2.70 -0.08,-0.72,+2.29 
 33 +0.23,+0.16,+2.27 +0.00,+0.94,+2.52 -0.25,+0.04,+2.63 +0.01,+0.31,+2.54 +0.07,-0.79,+2.71 -0.07,-0.69,+2.19 
 34 +0.22,+0.17,+2.21 +0.00,+0.92,+2.48 -0.26,+0.04,+2.61 +0.01,+0.31,+2.51 +0.06,-0.79,+2.70 -0.06,-0.68,+2.11 
 35 +0.22,+0.18,+2.18 -0.01,+0.91,+2.44 -0.27,+0.03,+2.59 +0.01,+0.30,+2.47 +0.07,-0.75,+2.64 -0.06,-0.68,+2.05 
 36 +0.22,+0.18,+2.13 -0.01,+0.90,+2.42 -0.27,+0.03,+2.56 +0.01,+0.29,+2.44 +0.07,-0.80,+2.71 -0.05,-0.70,+2.04 
 37 +0.21,+0.17,+2.11 -0.01,+0.89,+2.37 -0.28,+0.02,+2.51 +0.01,+0.29,+2.40 +0.07,-0.75,+2.63 -0.04,-0.71,+2.03 
 38 +0.22,+0.16,+2.07 -0.02,+0.88,+2.33 -0.27,+0.03,+2.47 +0.01,+0.28,+2.35 +0.09,-0.80,+2.69 -0.04,-0.71,+2.02 
 39 +0.22,+0.16,+2.07 -0.02,+0.88,+2.29 -0.28,+0.02,+2.42 +0.00,+0.28,+2.31 +0.07,-0.76,+2.60 -0.04,-0.73,+2.01 

RFSS 40 +0.22,+0.15,+2.06 -0.03,+0.88,+2.25 -0.28,+0.03,+2.35 +0.00,+0.28,+2.27 +0.08,-0.76,+2.56 -0.04,-0.73,+2.01 
 41 +0.22,+0.11,+2.03 -0.03,+0.87,+2.20 -0.28,+0.03,+2.29 +0.00,+0.28,+2.23 +0.12,-0.78,+2.65 -0.04,-0.74,+2.01 
 42 +0.22,+0.12,+2.03 -0.03,+0.88,+2.17 -0.28,+0.03,+2.22 +0.00,+0.28,+2.19 +0.08,-0.74,+2.44 -0.04,-0.74,+2.01 
 43 +0.23,+0.10,+2.03 -0.03,+0.87,+2.12 -0.27,+0.04,+2.13 +0.00,+0.28,+2.15 +0.08,-0.76,+2.34 -0.04,-0.74,+2.01 
 44 +0.24,+0.08,+2.03 -0.02,+0.88,+2.09 -0.27,+0.06,+2.05 +0.00,+0.28,+2.11 +0.10,-0.77,+2.32 -0.04,-0.74,+2.01 
 45 +0.24,+0.08,+2.03 -0.01,+0.89,+2.07 -0.26,+0.07,+1.98 +0.00,+0.28,+2.08 +0.10,-0.78,+2.18 -0.04,-0.74,+2.01 
 46 +0.25,+0.07,+2.04 -0.02,+0.89,+2.03 -0.26,+0.09,+1.89 +0.00,+0.29,+2.05 +0.09,-0.77,+2.06 -0.04,-0.74,+2.01 
 47 +0.26,+0.07,+2.04 -0.01,+0.90,+2.01 -0.25,+0.10,+1.81 -0.01,+0.29,+2.02 +0.07,-0.75,+1.95 -0.04,-0.75,+2.01 

RFW 48 +0.26,+0.07,+2.04 -0.01,+0.89,+1.97 -0.24,+0.11,+1.74 -0.01,+0.29,+1.98 +0.05,-0.73,+1.88 -0.04,-0.75,+2.01 
RFW 49 +0.26,+0.06,+2.04 -0.01,+0.91,+1.94 -0.23,+0.14,+1.67 -0.01,+0.30,+1.95 +0.06,-0.70,+1.75 -0.04,-0.76,+2.00 
RFW 50 +0.27,+0.05,+2.03 -0.01,+0.91,+1.90 -0.22,+0.17,+1.62 -0.01,+0.30,+1.92 +0.11,-0.75,+1.61 -0.04,-0.76,+2.00 

Table 6, Location of some of the joints in the normal representative walk. Positions given as x, y, z in meters. RFW = Right 
Foot Wrong, RFSS = Right FootStep Start, LFSS = Left FootStep Start. 
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The images below show snapshots of the normal representative walk at six different points in time. 

In the color images, joints colored green has been found by the Kinect and joints colored yellow 

cannot be seen by the Kinect, but it has inferred their location. In the yellow squares beneath the 

color images, the recorded skeleton is shown from the left side (bright circles are joints close to the 

left side, dark circles are joints close to the right side).  

 
Figure 3, Time = 0. 

 
Figure 4, Time = 10. 

 
Figure 5, Time = 20. 

 
Figure 6, Time = 30. 

 
Figure 7, Time = 40. 

 
Figure 8, Time = 50. 
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The graph below shows the head’s y-positions during the normal representative walk. 

 

The graph below shows the hip’s z-position during the normal representative walk. 
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The table below shows the feet’s y-positions during the normal representative walk. 

 

The table below shows the feet’s z-position during the normal representative walk. 
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The table below shows the feet’s z-position relative to the hip’s z-position during the normal 

representative walk. 

 

4.1.4 Extracted properties 
From a recorded walk, the following properties can be extracted: 

 Walked distance 

 Average walking speed 

 When footsteps start and stop 

 Lengths of footsteps 

 When arm swings start and stop 

 Posture grade 

 Symmetry grade 

4.1.5 Screenshots 
The image below shows a screenshot of the gait analysis program. The color image at the upper left 

corner shows the recorded walk along with the skeleton produced by the Kinect. In the yellow 

rectangles at the bottom, the skeleton is walking and is shown from left side and the right side, 

respectively. In the middle, different extracted properties of the walk is printed, and in the purple 

rectangles to the right, the skeleton is shown from five different points of view with the joint 
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HipCenter having a fixed position in the middle of each rectangle (imagine the outer rectangles 

folded in around the inner rectangle to obtain a box). 

 
Figure 9, Screenshot of the gait analysis program. 

4.2 Rehabilitation exercises 
This section contains the most important results from developing the rehabilitation exercises 

program. 

4.2.1 Ways of showing a skeleton 
The images below show the different investigated ways to show a skeleton on a screen using a 2D 

model. 

 
Figure 10, Ordinary 2D. 

 
Figure 11, 2D with joints resized with 

respect to their depth. 

 
Figure 12, 2D with joints colored with 

respect to their depth. 
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Figure 13, 2D shown from multiple points of view. Imagine it is a box by folding in the outer rectangles around the inner 

rectangle (the rectangle on the top is seen from the top, the rectangle to the left is seen from left, et cetera). 
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The images below show the different investigated ways to show a skeleton on a screen using a 3D 

model. 

 
Figure 14, Ordinary 3D. 

 
Figure 15, 3D with joints resized with 

respect to their depth. 

 
Figure 16, 3D with joints colored with 

respect to their depth. 

 
Figure 17, 3D with both joints and 
bones colored with respect to their 

depth. 

 
Figure 18, 3D with bones drawn as 

spheres, and all spheres colored with 
respect to their depth. 

 
Figure 19, 3D with joints partly 

transparent with respect to their 
weight at different points in time. 
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The images below show the different points of view investigated to interpret the movement in the 

different investigated ways of showing a skeleton using a 3D model. 

  

 
Figure 20, Viewed 

from above back side. 

  

 
Figure 21, Viewed 
from high left side. 

 
Figure 22, Viewed 
from high near left 

side. 

 
Figure 23, Viewed 

from high front side. 

 
Figure 24, Viewed 

from high near right 
side. 

 
Figure 25, Viewed 
from high left side. 

 
Figure 26, Viewed 

from left side. 

 
Figure 27, Viewed 

from near left side. 

 
Figure 28, Viewed 

from front side. 

 
Figure 29, Viewed 

from near right side. 

 
Figure 30, Viewed 

from right side. 
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4.2.2 Ways of giving feedback 
The images below show different ways of giving feedback about a patient’s performance of an 

exercise in real time. The green skeleton shows how the patient should move, and the red skeleton 

shows how the patient is moving. 

 
Figure 31, Feedback given as two 

overlapping skeletons. 
 

Figure 32, Feedback given as two 
overlapping skeletons without bones 

and with unimportant joints being 
transparent. 

 
Figure 33, Feedback given as two 

overlapping skeletons without bones 
and with lines between each 

corresponding pair of joints in the two 
skeletons. 

4.2.3 Screenshots 
The image below shows a screenshot of the exercise program where one can edit a recorded 

exercise. To the right it is possible to set the weights (0-3) for each joint from the current point in 

time in the recording to the end of the recording. At the bottom are buttons for editing the exercise. 

 
Figure 34, Screenshot of editing an exercise. 
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4.3 Code snippets 
The code snippets below are part of the code used to build the programs. 
 

 
Figure 35, Code for creating the skeletons in the missed data frames. 

public class SkeletonGapFiller { 
 
   // [not all code is shown] 
 
   // Presumes the first and last skeletons aren't null. 
   // Gaps are filled with a linear motion from the previous skeleton to the 
   // next non-null skeleton. 
   public static int fillGaps(SkeletonData data) { 
 
      var skeletons = data.skeletons; 
      var numberOfNullFrames = 0; 
 
      for(var i = 1;i < data.length;i++) { 
 
         var skeleton = skeletons[i]; 
 
         if(skeleton == null) { 
 
            numberOfNullFrames++; 
            var previousSkeleton = skeletons[i - 1]; 
 
            // Find next non-null skeleton frame. 
            Skeleton nextSkeleton = null; 
            var j = i + 1; 
            while(true) { 
               nextSkeleton = skeletons[j]; 
               if(nextSkeleton != null) { 
                  break; 
               } 
               j++; 
            } 
 
            // Create the missed skeleton. 
            var newSkeleton = new Skeleton(); 
            var dt = j - (i - 1); 
 
            foreach(var jointType in Enum.GetValues(typeof(JointType)).Cast<JointType>()) { 
               var joint = previousSkeleton.Joints[jointType]; 
               var pos = joint.Position; 
               float x = pos.X + (nextSkeleton.Joints[jointType].Position.X - pos.X) / dt; 
               float y = pos.Y + (nextSkeleton.Joints[jointType].Position.Y - pos.Y) / dt; 
               float z = pos.Z + (nextSkeleton.Joints[jointType].Position.Z - pos.Z) / dt; 
               joint.Position = new SkeletonPoint { X = x, Y = y, Z = z }; 
               newSkeleton.Joints[jointType] = joint; 
            } 
 
            skeletons[i] = newSkeleton; 
 
         } 
      } 
      return numberOfNullFrames; 
   } 
} 
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Figure 36, Code for calculating each bone's average length. 

 

 
Figure 37, Code for calculating the posture grade. 

public class SkeletonBoneLengthFixer { 
 
   // [not all code is shown] 
 
   // Returns the average length of the bones in the skeleton data. 
   public static double[] getBoneLengths(SkeletonData data) { 
 
      var skeletons = data.skeletons; 
      var allBones = SkeletonStructure.allBones; 
      var bonesSumLengths = new double[allBones.GetLength(0)]; 
 
      for(var i = 0;i < skeletons.Length;i++) { 
         var skeleton = skeletons[i]; 
         for(var j = 0;j < allBones.GetLength(0);j++) { 
            var posA = skeleton.Joints[allBones[j, 0]].Position; 
            var posB = skeleton.Joints[allBones[j, 1]].Position; 
            bonesSumLengths[j] += Math.Sqrt( 
               Math.Pow(posB.X - posA.X, 2) + 
               Math.Pow(posB.Y - posA.Y, 2) + 
               Math.Pow(posB.Z - posA.Z, 2) 
            ); 
         } 
      } 
 
      return bonesSumLengths.Select(sumLength => sumLength / skeletons.Length).ToArray(); 
   } 

} 

public class GaitAnalyzer { 
 
   // [not all code is shown] 
 
   public SkeletonData data; 
 
   public GaitAnalyzer(SensorData data) { 
      this.data = data.skeletonData; 
   } 
 
   public double getPostureGrade() { 
 
      var headAngles = getShoulderToHeadForwardAngles(); 
      var hipAngles = getHipToShoulderForwardAngles(); 
      var absHeadAngles = headAngles.Select(angle => Math.Abs(angle)); 
      var absHipAngles = hipAngles.Select(angle => Math.Abs(angle)); 
 
      // Longer distance between the hip and the shoulder than between the shoulder 
      // and the head, so the first should affect the grade more than the latter 
      // (reasonable guess). 
      var hipErrorFactor = 2; 
      var headErrorFactor = 1; 
 
      var headError = Math.Abs(absHeadAngles.Average()); 
      var hipError = Math.Abs(absHipAngles.Average()); 
 
      return hipErrorFactor * hipError + headErrorFactor * headError; 
 
   } 
 
} 
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Figure 38, Code for calculating how different two skeletons are while taking the weights of the joints into account. 

  

public class SkeletonComparer { 
 
   // [not all code is shown] 
 
   public SensorData data; 
   public JointsWeights weights; 
 
   public SkeletonComparer(SensorData data, JointsWeights weights) { 
 
      Debug.Assert( 
         data.length == weights.length, 
         "SkeletonComparer.SkeletonComparere: Not of same lengths." 
      ); 
 
      this.data = data; 
      this.weights = weights; 
 
   } 
 
   private float getDifference( 
                      Skeleton skeleton1, 
                      Skeleton skeleton2, 
                      int weightIndex, 
                      float moveX, 
                      float moveY, 
                      float moveZ 
   ){ 
 
      var distance = (float) 0.0; 
 
      for(var i = 0;i < SkeletonStructure.allJoints.Length; i++) { 
         var jointType = SkeletonStructure.allJoints[i]; 
         var pos1 = skeleton1.Joints[jointType].Position; 
         var pos2 = skeleton2.Joints[jointType].Position; 
         distance += Math.Abs(pos2.X + moveX - pos1.X) * weights.getX(weightIndex, i); 
         distance += Math.Abs(pos2.Y + moveY - pos1.Y) * weights.getY(weightIndex, i); 
         distance += Math.Abs(pos2.Z + moveZ - pos1.Z) * weights.getZ(weightIndex, i); 
      } 
 
      return distance; 
 
   } 
 
} 
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5 Discussion 
This chapter contains thoughts about the results and the method used to achieve it. 

5.1 Results 
This section contains thoughts about the result. 

5.1.1 Gait Analysis 
Given how the Kinect works and that it has been designed to recognize humans facing it, it is no big 

surprise that the Kinect produced better data for Setup 1 than Setup 2. But a walk containing just 

three footsteps may be too little for practical usage in healthcare, where a bigger data set may be 

necessary to produce diagnoses that are reliable enough.  

The Kinect seems to be good at finding persons facing it, but it has some weaknesses, such as 

thinking that persons are bigger the further away they are. Smoothing the skeleton joints do give a 

more constant sum of bone lengths value, and a body’s sum of bone lengths can vary within 10cm 

without the human eye being able to see a difference. It is only close to the Kinect that one can really 

see that the skeleton is shrinking. 

Studying walks with a string attached between the feet, it seems like the Kinect produces equally 

good data from time to time. In the recorded data, the left footsteps seems to be a little bit longer 

than the right footsteps overall. The reason for this is unknown, but more recordings not 

documented in this report showed the same behavior. It is possible that the environment somehow 

interfered with the recording, but the variation is just a few centimeters (excluding the footsteps 

taken close to the Kinect) and cannot be spotted by the human eye, so this is no reason for the 

Kinect to not being able to perform gait analysis just as good as doctors.  

Studying the normal representative walk, one sees that the positions of the joints in the skeletons 

produced by the Kinect seem to be good enough for practical usage in healthcare (the data is more 

accurate than the human eye can see). However, sometimes the Kinect finds joints whose position it 

is certain of, but that actually is completely wrong (as the joint FootRight at time 0 in the normal 

representative walk), and sometimes it infers their locations quite accurately (as the joint FootLeft at 

time 20 in the normal representative walk). So you cannot be sure that the location of a joint is 

correct just because the Kinect has marked the joint as tracked, and joints marked as inferred may 

very well be just as accurate as joints marked as tracked. 

During a walk, most of the joints’ locations are accurate enough to be used directly, and in the 

seldom cases where a joint’s positions are wrong, an average non-causal moving filter will move that 

joint quite close to its true location. It is mostly far away from and close to the Kinect that some 

joints’ locations are wrong. 

Studying the center of the hip in the representative normal walk, one finds that it moves along the z-

direction with a pretty constant speed, which is expected. In the other two directions, where the 

position should be pretty constant, it varies at most 5 cm, which seems reasonable. 

Studying the feet in the representative normal walk, you find that when they are not moving, the 

position in the x- and z-directions are pretty constant (varying at most 5 cm), but the Kinect seems to 

have trouble with determining the position in the y-direction, where it varies within 10 cm, 

regardless if the foot is in the middle of a foot step and has left the ground or not. 
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Studying the head in the representative normal walk, the y-position, which should be pretty 

constant, varies within 10 centimeter during the walk. Most of the time, it varies within 5 cm, but 

when the person comes closer to the Kinect, the y-position decreases significantly.  

It should be noted that although the positions of the joints are not 100% accurate, one can still use 

them to get time information about movements. As an example, the skeleton shrinks the closer to 

the Kinect the person gets, suggesting that the person will take shorter and shorter footsteps. 

However, even though the footsteps are shorter, the amount of time it takes for the person to take 

them will be the same, and it will be reflected in the skeleton. 

One way to record a longer walk is by letting the patient walk on a treadmill, which has been tested 

[4]. But with this solution, it will be harder for patients to diagnose themselves on their own (in 

addition to a Kinect they need a big treadmill, and the environment is harder to set up). Furthermore, 

people with significant walking difficulties will probably have a hard time walking on a treadmill, 

compared to walking on gentle floor.  

Another way to record a longer walk is by using multiple Kinects, one placed after another, in a long 

corridor. However, to get a continuous stream of data, the Kinects will need to have bits of 

overlapping parts of the world they see, which will cause them to interfere with each other and 

produce less accurate data.  

5.1.2 Rehabilitation exercises 
With the produced program, doctors can easily create new exercises with the ability to focus on just 

some parts of the body at some points in time. This allows a broad set of different exercises to be 

constructed.  

It is hard to fully understand how to do an exercise by just looking at someone doing it. It is not a 

problem limited to when it is shown on a screen; it also exists in real life. Even if you can see 

someone doing the exercise directly with your own eyes, it is hard to get the whole picture. 

The investigated ways of showing an exercise on a screen has shown that a skeleton simply drawn 

with a 2D model does not give enough information to a human about how to do an exercise. When 

the depth is represented via resized or colored joints, one can figure out how move in the depth, but 

doing that translation in real time is hard. 

Simply showing the skeleton in a 3D model does give a better understanding of the depth. A 

checkered floor makes it easier to see how to stand with the feet, and joints close to each other 

(overlapping in a 2D projection of the 3D model) reveal depth information in a way we are used to 

interpret.  

Watching the skeleton with a 2.5D view gives you a better understanding of how to move in the z-

direction, but at the cost of worsening your understanding of how to move in the x- and y-direction. 

This trade-off may be reasonable when showing the patient how to move in the exercise, but it is 

unintuitive to use when showing one’s own skeleton on the screen for feedback. For giving feedback 

that should be interpreted in real time, a front view of the skeleton seems to be best. A front view 

shows one’s own skeleton just as one’s reflection does in a mirror, and that is something we are used 

to interpret.  

Resizing the joints with respect to their depth gives a poorer understanding of the depth in a 

skeleton in a 3D model. Small joints close to each other lose the depth information normal sized 

joints close to each other reveal when they overlap. 
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Coloring the joints with respect to their depth gives a better understanding of the depth in a skeleton 

in a 3D model. It adds an additional source of depth information that is easier to interpret in the 3D 

model than in the 2D model, but it is still hard to interpret everything in real time. 

By coloring the bones with respect to their depth, it is easier to interpret the skeleton in real time. It 

seems like it is easier for the mind to interpret something that is continues rather than discrete 

(looking at two neighboring pixels instead of two far apart neighboring joints). 

By representing the bones with spheres instead of lines, it is easier to see the depth in the bones. By 

just watching a line, it is hard to tell how deep it goes, but by watching spheres instead, it is easy to 

determine, since they bitwise overlap, and it is easy to see if one is in front of another. The depth 

information is revealed in a way that we are used to interpret. 

Giving feedback in real time to a patient performing an exercise is hard to do in a good way, 

especially when the patient not only needs to interpret the feedback, but also concentrate on the 

upcoming motion he needs to perform. Once again, the depth information takes time for us to 

process, and now you additionally need to compare it with a correct depth value. 

By drawing lines between one’s own joints and their correct position in the exercise, it is easy to see 

what one is doing wrong in the x- and y-direction, but one cannot see how well one performs in the 

z-direction. However, it turns out that if one’s joints are correct in the x- and y-direction, they are 

pretty correct in the z-direction too, since to the bones connecting the joints force them to be. 

When studying the patients’ performance afterwards, one almost always sees that the patient’s 

skeleton is in phase with the exercise’s skeleton in the beginning of the exercise, but a little bit after 

in the rest of it. It is as if the patient knows how to start the exercise, then when he’s interpreting the 

feedback he slows down, and falls behind.  

It should be noted that the exercise used to evaluate the program consisted of movements in 

“normal” speed. Exercises consisting of movements in slow-motion are more suitable to be used, 

since that gives the patient more time to interpret the depth in the image. 

5.2 Method 
This section contains thoughts about the method. 

5.2.1 Gait analysis 
Walking with a string attached between the feet will not force you to take equally long footsteps. The 

footsteps will approximately be of the same length, but the knot around each foot will always move a 

little bit different at each footstep, causing the footstep to be of varying length (approximately within 

2cm in the worst case). 

5.2.2 Rehabilitation exercises 
The exercises used to try out the exercise program may be quite different from the rehabilitation 

exercises patients do.  

The opinions from persons trying out the exercise program may be quite different from the opinions 

patients have. It is possible that most of the patients are much older than the persons trying the 

program, finding it more difficult to see the depth in the images on the screen due to poor vision. It is 

also possible they find it more difficult to do many things simultaneously, such as performing the 

exercise and interpreting the feedback at the same time, and maybe a patient having trouble with 

moving a certain part of the body needs to put all his effort on doing that, and cannot take part of 

the feedback the Kinect shows on the screen?  
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6 Conclusions 
The Kinect is able to produce data that is more accurate than the eye can see, so diagnoses based on 

doctor’s visual observations of patients doing large movements should be able to be made by 

computers (a conclusion supported by others[7]). However, due to the limited sight the Kinect has, 

not all diagnoses based on visual observation are suitable, such as diagnoses that require the patient 

to move over big areas (as in gait analysis), or to perform poses that hides some body parts from the 

Kinect that are vital for the diagnoses. 

The Kinect can be used to conveniently create new exercises for rehabilitation patients, including 

exercises focusing on just some parts of the body, as long as the exercise does not require the 

patient to move over big areas, or to perform poses that hides some body parts from the Kinect that 

is vital for the exercise. It can also be used to rate how well a patient performs an exercise, and give 

feedback to the patient in real time. 

It is hard to show depth in a 2D image. To interpret the size or the color of an object as its depth-

position is hard to do in real time. The human mind seems to be better suited for understanding the 

context of things being continuous rather than discrete. The best way found, in this project, to 

interpret depth is by placing many objects close to each other. Seeing an object in front of another is 

a natural way for us to interpret depth, and something that we can do in real time.  

When working with the Kinect, it is important to have a good understanding of its strengths and 

weaknesses to get the most accurate data. The location of a body part may be more accurate at time 

𝑡1 than at time 𝑡2, even if it actually is at the same location. The skeletons also shrinks the closer to 

the Kinect the person stands. 

The Kinect SDK for Windows does not make it easy to alter the data in the skeletons, so for 

applications that alter the skeleton data, it is advised to not use the Skeleton class that comes with 

the SDK, but rather define a custom way to represent a skeleton. 
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