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Abstract
The World Wide Web contains large amounts of data and in most cases this data
is without any explicit structure. The lack of structure makes it difficult for automated agents to understand and use such data. A step towards a more structured
World Wide Web is the idea of the Semantic Web which aims at introducing semantics to data on the World Wide Web. One of the key technologies in this
endeavour are ontologies which provide means for modeling a domain of interest.
Developing and maintaining ontologies is not an easy task and it is often the case
that defects are introduced into ontologies. This can be a problem for semanticallyenabled applications such as ontology-based querying. Defects in ontologies directly influence the quality of the results of such applications as correct results
can be missed and wrong results can be returned.
This thesis considers one type of defects in ontologies, namely the problem of
completing the is-a structure in ontologies represented in description logics. We
focus on two variants of description logics, the EL family and ALC, which are
often used in practice.
The contributions of this thesis are as follows. First, we formalize the problem of
completing the is-a structure as a generalized TBox abduction problem (GTAP)
which is a new type of abduction problem in description logics. Next, we provide
algorithms for solving GTAP in the EL family and ALC description logics. Finally, we describe two implemented systems based on the introduced algorithms.
The systems were evaluated in two experiments which have shown the usefulness
of our approach. For example, in one experiment using ontologies from the Ontology Alignment Evaluation Initiative 58 and 94 detected missing is-a relations
were repaired by adding 54 and 101 is-a relations, respectively, introducing new
knowledge to the ontologies.
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Chapter 1

Introduction
1.1

Motivation

The World Wide Web (WWW) is a network of web sites interconnected via
hyperlinks. It is growing rapidly and as of October 2014 it is estimated to
contain around 1 billion web sites [2, 4]. Data on the WWW is available in
different formats, such as documents, databases, images and videos. This
data has often only limited structure. For example, web pages are often only
semi-structured containing only machine-readable meta-data needed for a
correct presentation of a web site in a browser. The actual content (body)
of web-pages is human-readable and often without any explicit structure.
The lack of structure makes the automation of more sophisticated queries
which require the understanding of the meaning of the data a problem.
As a result of this, large amounts of useful data on the WWW are not
being used to their full potential. For example, querying for the age of
a person in a document containing the birth year of that person would
already pose a difficulty for an automated agent. The agent would not have
an understanding of the concept age and how it relates to the birth year.
In order to achieve queries like this, a preprocessing step such as knowledge
extraction is often required. However, these preprocessing steps are in many
cases incomplete and inaccurate and require human intervention to validate
the extracted knowledge.
In some cases it may be necessary to combine information from multiple
sources to answer a specific query. For example, in order to answer a query
such as “Which actor from the movie Inception has the most Academy
Award nominations?” we might have to access information on two separate
web pages, one containing the cast of Inception and one with the list of all
Academy Award nominees. To answer such queries manually it is necessary
to navigate to multiple data sources and assemble the information. These
data sources can be heterogeneous, having different data models or data in
different formats which would limit an automated agent’s ability to answer
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such queries. The reason for this is again the lack of structure on the current
WWW which limits the ability of the agent to relate concepts in different
sources.
As a way of dealing with these issues Berners-Lee et al. [18] proposed
the idea of a Semantic Web. The Semantic Web is supposed to be an extension of the WWW which would structure meaningful information on the
Web, thus making it possible for automated agents to execute more sophisticated tasks. In order to do this, current human readable content on the
WWW has to be annotated with semantic labels which would be used by
automated agents to extract meaning. Technologies used to achieve this are
Extensible Markup Language (XML) and Resource Description Framework
(RDF) which provide a syntax needed for defining semantic labels as well as
a framework for defining statements about resources on the WWW. However, same as the WWW, the Semantic Web is decentralized and there are
no naming standards when it comes to semantic labels. This means that
two sources might use different labels for the same concept which causes a
problem when integrating information from multiple data sources. One way
to deal with this kind of ambiguity is to model the domain of interest, i.e.
describe which type of objects (i.e. concepts) exist, which kind of properties
they possess and how they relate to each other. On the Semantic Web this is
done using ontologies which provide means for defining a formal vocabulary
of a domain of interest. On top of this, ontologies also allow for inference
and reasoning which makes it possible to infer implicit knowledge from ontologies. Ontologies enable automated agents to acquire an understanding
of the underlying data as well as provide a vocabulary for communication
with other agents.
While ontologies are useful, developing ontologies is not an easy task,
and often the resulting ontologies are incorrect or incomplete which might
lead to wrong conclusions being derived or valid conclusions being missed.
Defects in ontologies can take different forms and range from those which are
easy to detect and resolve such as syntactic defects, representing errors in
syntax in the ontology representation, to more severe ones such as semantic
and modeling defects. Semantic defects represent problems within the logic
in the ontology, while examples of modeling defects are missing or wrong
relations. Domain knowledge is required to detect and resolve modeling
defects. In this work, we focus on incomplete ontologies, more specifically
ontologies with missing relations. In addition to being problematic for the
correct modeling of a domain, incomplete ontologies also influence the quality of semantically-enabled applications.
Incomplete ontologies when used in semantically-enabled applications
can lead to valid conclusions being missed. In ontology-based search, queries
are refined and expanded by moving up and down the hierarchy of concepts.
Incomplete structure in ontologies influences the quality of the search results.
As an example, suppose we want to find articles in PubMed [5] using the
MeSH [3] term Scleral Diseases. PubMed is a database of references and
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Missing is-a relations
• wrist joint is-a joint
• hip joint is-a joint
• knee joint is-a joint
• elbow joint is-a joint
• ankle joint is-a joint
• shoulder joint is-a joint
• metacarpo-phalangeal joint is-a joint

Thing

autopod joint

hinderlimb joint

hip joint

foot joint

knee joint

ankle joint

limb joint

joint

forelimb joint

joint of rib

hand joint

elbow joint

wrist joint

joint of vertebral arch

shoulder joint

metacarpo-phalangeal joint

Figure 1.1: A part of Adult Mouse Anatomy - AMA ontology concerning
the concept joint.
abstracts primarily from the life sciences literature and MeSH is a thesaurus
used for indexing PubMed records. By default the query will follow the
hierarchy of MeSH and include more specific terms for searching, such as
Scleritis. If the relation between Scleral Diseases and Scleritis is missing in
MeSH, we will miss 948 articles in the search result, which is about 57% of
the original result1 .
Completing ontologies consists of two phases, detection and repair. In
the detection phase missing relations are detected and in the repairing phase
the detected missing relations are made derivable in the ontology. There are
different ways to detect missing relations. One way is inspection by domain
experts. Another way is using linguistic patterns, e.g. if we have concepts
X and Y in the ontology and a statement “X such as Y” in some text, then
a relation Y is-a X is a possible missing relation in the ontology. Although
there are many approaches to detect missing relations, these approaches,
in general, do not detect all missing relations. For instance, although the
precision for the linguistic patterns approaches is high, their recall is usually
very low.
In this thesis we deal with missing is-a relations (v) which are relations
between concepts which define that some concept is a type of some other
concept e.g. Tree v Plant. We assume that the detection phase has been
performed. Further, we assume that we have obtained a set of missing is-a
relations for a given ontology and focus on the repairing phase. In the ideal
case where our set of missing is-a relations contains all missing is-a relations,
the repairing phase is easy. We just add all missing is-a relations to the ontology and a reasoner can compute all logical consequences. However, when
the set of missing is-a relations does not contain all missing is-a relations and this is the common case - there are different ways to repair the ontology.
For instance, Figure 1.1 shows a small ontology representing a part of the
1 PubMed

accessed on 14-10-2014
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Adult Mouse Anatomy (AMA) ontology concerning joint, that is relevant
for our discussions. A list of detected missing is-a relations is given on the
left side. Adding these relations to the ontology will repair the missing
is-a structure. However, there are other more interesting possibilities. The
missing is-a structure can be repaired by adding limb-joint v joint. Further,
this is-a relation is correct according to the domain and constitutes a new
is-a relation that was not derivable from the ontology and not originally
detected by the detection algorithm. To illustrate why limb-joint v joint
repairs the missing is-a structure consider the missing is-a relation wristjoint v limb-joint. As relation wrist-joint v limb-joint is already derivable
from the ontology then adding limb-joint v joint would make wrist-joint
v joint derivable in the ontology. Similar reasoning holds for the other
missing is-a relations in the set. We also note that from a logical point of
view, adding limb-joint v joint-of-rib also repairs the missing is-a structure.
However, from the point of view of the domain, this solution is not correct.
Therefore, as is the case for all approaches for dealing with modeling defects,
a domain expert needs to validate the logical solutions.

1.2

Problem formulation

As the previous discussion pointed out, incomplete structure in ontologies
can lead to incomplete results in semantically-enabled applications. To deal
with this problem it is necessary to detect and resolve missing relations in
the ontology. So far most work on completing missing structure in ontologies has focused on taxonomies, from a knowledge representation point of
view, a simple type of ontologies containing only concepts and is-a relations
(e.g. [70], [68]). However, in recent years there has been an increasing use
of ontologies represented in more expressive knowledge representation languages. Examples of this can be found in the biomedical domain, where ontology repositories such as BioPortal [1] contain a large number of ontologies
ranging from relatively simple ontologies to very expressive ontologies [52].
Another example of an expressive ontology used in practice is SNOMED
Clinical Terms (SNOMED CT) [6] ontology which is the largest collection
of medical terms in the world with more than 300,000 concepts with formal
logic-based definitions.
The goal of our work is to develop a framework for repairing missing
the is-a structure in more expressive lightweight ontologies. These more
expressive ontologies are usually logic-based meaning that they are defined
using some formal logic. In the case of logic-based ontologies, description
logics are often used for the formalization. There are different varieties of
description logics, and in our work we focus on two of them, the EL family
and ALC which are used for representation of a number of ontologies in
practice. Many of these ontologies are used in the life sciences which are
one of the first as well the biggest adopters of the Semantic Web technologies
[91].
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The thesis addresses the following research question:
How to repair missing is-a structure in lightweight ontologies?
To answer the research question we pursue three specific objectives:
• To formalize the problem of repairing missing is-a structure in lightweight
ontologies;
• To develop algorithms for repairing missing is-a structure in lightweight
ontologies;
• To develop a system for repairing missing is-a structure in lightweight
ontologies and analyse the usefulness of such system;

1.3

Contributions

The contributions of this thesis are as follows:
With respect to the objective To formalize the problem of repairing missing is-a structure in lightweight ontologies:
• We have formalized the problem of completing the is-a structure in
ontologies as a generalized TBox abduction problem (GTAP) which
is an extension of a TBox abduction problem [38]. Further, we introduced different preference criteria relevant for completing the is-a
structure. These criteria also take into account knowledge added to
an ontology. This is in contrast with preference criteria in logic-based
abduction which usually emphasise the solution size.
With respect to the objective To develop algorithms for repairing missing
is-a structure in lightweight ontologies:
• We have developed algorithms for completing the is-a structure in
more expressive ontologies. In this thesis we considered logic-based
ontologies in the EL family and ALC for which we developed two
algorithms, an EL family algorithm which utilizes different patterns
to identify solutions to GTAP and an ALC algorithm which is more
general and is based on a tableaux reasoning algorithm.
With respect to the objective To develop a system for repairing missing is-a
structure in lightweight ontologies and analyse the usefulness of such system:
• We have developed systems for repairing missing is-a structure in ontologies based on the EL family and ALC.
• We have performed example runs and experiments on the developed
systems. The developed systems have been tested on a number of
ontologies with different level of expressivity. In the first experiment
using the anatomy ontologies from the Ontology Alignment Evaluation
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Initiative the detected 94 and 58 missing is-a relations were repaired
by adding 101 and 54 is-a relations, respectively. Out of these, 47 in
the first experiment and 10 in the second represent new knowledge
which was not identified by the detection algorithm. In the second
experiment using the BioTop ontology, 47 missing is-a relations were
repaired with 41 is-a relations out of which 40 represent new is-a relations. Given this, our approach for completing the is-a structure can
also be seen as a detection method that takes already found missing
is-a relations as input.
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DILS 2014, volume 8574 of Lecture Notes in Bioinformatics, pages
66-80, Lisbon, Portugal, 2014.
• F. Wei-Kleiner, Z. Dragisic, and P. Lambrix. Abduction Framework for Repairing Incomplete EL Ontologies: Complexity
Results and Algorithms, In Proceedings of the 28th AAAI Conference on Artificial Intelligence – AAAI 2014, pages 1120-1127, Quebec
City, Canada, 2014.
Workshop articles
• P. Lambrix, F. Wei-Kleiner, Z. Dragisic, and V. Ivanova. Repairing
Missing Is-a structure in ontologies is an abductive reasoning problem, In Proceedings of the 2nd International Workshop on
Debugging Ontologies and Ontology Mappings – WoDOOM 2013, volume 999 of CEUR Workshop Proceedings, pages 33-44, Montpellier,
France, 2013.
• Z. Dragisic, P. Lambrix, and F. Wei-Kleiner. A System for Debugging Missing Is-a Structure in EL Ontologies, In Proceedings of the 3rd International Workshop on Debugging Ontologies and

1.5. THESIS OUTLINE

7

Ontology Mappings – WoDOOM 2014, volume 1162 of CEUR Workshop Proceedings, pages 51-58, Anissaras/Hersonissou, Greece, 2014.
Demo.
The following publications are related to the content of the thesis :
Book chapter
• P. Lambrix, V. Ivanova, and Z. Dragisic. Contributions of LiU/ADIT
to Debugging Ontologies and Ontology Mappings, In Lambrix,
(ed), Advances in Secure and Networked Information Systems – The
ADIT Perspective, pages 109-120, LiU Tryck / LiU Electronic Press,
2012.
Workshop article
• B. C. Grau, Z. Dragisic, K. Eckert, J. Euzenat, A. Ferrara, R. Granada,
V. Ivanova, E. Jimenez-Ruiz, A. O. Kempf, P. Lambrix, A. Nikolov,
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1.5

Thesis outline

The rest of the thesis is organized as follows:
Chapter 2 provides background on ontologies and description logics. In
addition, the chapter extends the discussion about ontology debugging as well as gives intuitions of abductive reasoning in logic-based
ontologies.
Chapter 3 formalizes the abduction framework for debugging the is-a structure of ontologies, i.e. defines the problem as well as a number of preference criteria on solutions. The chapter also analyses how different
properties of the ontology, the set of is-a relations to repair and domain
expert influence the existence of solutions. Finally, the consequences
of this analysis for debugging in practice are explored.
Chapter 4 introduces an algorithm for debugging missing is-a structure
in the EL family of ontologies based on our formalization. A working system based on the algorithm is described and evaluated in two
experiments.
Chapter 5 describes an algorithm for debugging missing is-a structure in
ALC ontologies based on our formalization. The chapter also presents
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a system based on the algorithm together with an example run and
experiments discussion.
Chapter 6 covers an overview of related work with focus on debugging
missing is-a structure.
Chapter 7 provides a discussion of presented solutions as well as directions
for future work.

Chapter 2

Preliminaries
This chapter presents the background of areas relevant for this thesis. The
chapter is organized as follows. First, in Section 2.1 we present the concept
of ontologies and discuss components, uses and a classification of ontologies.
In Section 2.2 we provide the details about description logics and present
variants of description logics relevant for this work. Reasoning in description
logics is discussed in Section 2.3. In addition, Section 2.3 also discusses
tableaux reasoning which is an approach for reasoning in description logics
used in this thesis. Details about ontology debugging and an overview of
different defects in ontologies is given in Section 2.4. Finally, Section 2.5
gives an overview of different abduction problems in description logics and
discusses different preference criteria on solutions to abductive queries.

2.1

Ontologies

The term ontology comes from philosophy where it is a study of existence
and the nature of being. It tries to answer questions such as “What does it
mean to exist?” or “What can be said to exist?”. In computer science the
term was first used by McCarthy [78] in 1980 when discussing a new form of
logic where he suggested that ontologies can be used as a way of expressing
common sense knowledge. However, the ontologies were still discussed in
philosophical terms until the mid 80s when Alexander et al. [10] proposed
a language for encoding ontological knowledge about the domain. This is
recognized as the first use of the term ontology from a computer science
perspective and a step away from philosophy [97]. Since then ontologies
were adopted in many Computer Science communities, specifically in Artificial Intelligence where ontology engineering became one of the important
knowledge representation formalisms.
There are a number of definitions of ontologies in Computer Science. One
of the first ones is by Neches et al. [80] which states: “An ontology defines
the basic terms and relations comprising the vocabulary of a topic area as
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well as the rules for combining terms and relations to define extensions to
the vocabulary”. Probably the most cited one in literature is by Gruber [43]
where an ontology is defined as “an explicit specification of a conceptualization”. Studer et al. [93] extended this definition and defined an ontology as
“a formal, explicit specification of a shared conceptualization”.
These definitions are related by the idea of conceptualization, i.e. an
abstraction or a simplified view of the domain in question. The specification
of this conceptualization should be explicit, i.e., that the types of concepts,
their relations and their use are explicitly defined and formal, meaning that
they are machine readable [93]. Studer et al. [93] also emphasized the need
for this conceptualization to be “shared” meaning that it is a result of a
consensus and does not only encode knowledge of a single individual.
Ontologies differ in what kind of knowledge they can represent, i.e. which
knowledge representation formalisms they are based on. Given this, different
ontology components can be identified (e.g. [92, 66, 39]). Corcho et al. [26]
define a minimal set of components that different kinds of ontologies share:
• concepts (classes) - represent types of objects in the domain. Objects
can be both abstract and concrete, as well as simple or complex, e.g.
Man, Endocarditis, Carditis, PathologicalPhenomenon.
• instances (individuals) - represent instantiations of concepts, i.e. actual objects for example John. The assertion Man(John) represents
that John is an instance of concept Man.
• relations (properties, roles) - represent relations between concepts in
the domain. Stevens et al. [92] define two types of relations:
– taxonomical - which represent relations which organize concepts
into hierarchies. The two most used types of these are specialization relations (is-a, subconcept, subclass) and partitative relations (part-of). For example, Endocarditis is-a Carditis represents a specialization relation which defines that Endocarditis is
a type of Carditis. An example of a partitative relation is the
relation Lower jaw part-of Jaw.
– associative - which relate concepts across concept hierarchies (e.g.
is-caused-by, has-associated-process, etc.).
• axioms - model statements which are always true in a domain which
can not be defined by other components [26]. Axioms are used to define such statements as cardinality restrictions (Man has exactly one
Jaw), disjoint concepts (Endocarditis is not a Fracture) as well as general statements about the domain (e.g. Endocarditis is-a InflammatoryProcess and has-location Endocardium). This kind of statements
are useful for verifying if the knowledge in the ontology is consistent as
well for inferring new knowledge not explicitly defined in the ontology
[26].
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Ontologies have a number of uses, such as the following [65]:
• they are used as a means for communication between people and organizations;
• enable knowledge reuse and sharing;
• they provide a basis for interoperability between systems;
• ontologies are used for data integration;
• they are used as a repository of information;
In addition to being a key technology for the Semantic Web, ontologies
are used in a variety of areas:
• Software Engineering - ontologies can be used in all phases of software
engineering life-cycle, e.g. as means for representing different artefacts
of a development process [48]. Ontologies are also used to support the
systematic review process in Software Engineering [28];
• Artificial Intelligence - ontologies provide means for representing common sense knowledge [74];
• Computer Security - ontologies are used to encode properties of resources and different threats [63, 51];
• Biomedicine - ontologies are often used as knowledge repositories and
means for data integration across heterogeneous data sources [81];

2.1.1

Classifications

Depending on the expressiveness of the knowledge representation formalism
used for defining ontologies a number of categories of ontologies can be defined. One of the first such classifications was introduced by Lassila and
McGuinness [73] (later extended by [94]). This work defined an ontology
spectrum which spans from inexpressive lightweight ontologies represented
in informal languages towards very expressive ontologies represented in formal languages.
• Glossaries and Data Dictionaries - represent the simplest types of ontologies, essentially a list of terms. An example of this kind of ontologies are controlled vocabularies. In the case of glossaries terms are
associated with a meaning specified in natural language.
• Thesauri and taxonomies - represent ontologies which are a list of
terms with a fixed set of relations between them. For example thesauri can define relations such as hyponym, antonym, synonym (e.g.
WordNet [9]). In the case of taxonomies, terms are organized into an
is-a hierarchy.
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• Ontologies represented using metadata, XML, schemas and data models - ontologies in this category can define concept hierarchies, attributes, relations and axioms.
• Ontologies represented using logical languages - represents the most
expressive kind of ontologies based on a formal language (logic). The
formal languages provide syntax and well-defined semantics as well as
reasoning mechanisms such as consistency checking. Description logics
is an example of a formal language widely used for defining ontologies.
A similar classification is given in [65] where ontologies are classified
based on the components and the information they contain.

2.2

Description Logics

Description logics is a family of knowledge representation formalisms used
for representing knowledge in an application domain. In description logics
an application domain is defined in terms of concepts which are used to
describe entities in the domain. One of the main reasons for the popularity
of description logics in knowledge representation systems is the emphasis on
the reasoning possibilities which allow for inferring implicit knowledge from
explicitly defined descriptions.
There are three main building blocks in description logic languages [15]:
• atomic concepts - unary predicates, representing types or sets of objects in the domain, e.g. P rof essor, Course, ResearchP roject
• atomic roles - binary predicates, representing binary relations between
the objects in the domain, e.g. teaches, worksOn
• individuals - constants, representing actual objects in the domain, e.g.
john, mary, semanticweb101
A vocabulary of a description logic language can be defined as a triplet
(NC , NR , NI ) where NC is a set of atomic concepts, NR is a set of atomic
roles and NI is a set of individual names. Complex concept and role descriptions in the application domain are formed by combining the basic building
blocks and logical constructors such as conjunction (u), disjunction (t),
existential quantifier (∃), etc.
The semantics of concept descriptions is defined in terms of interpretations. An interpretation I consists of a non-empty set ∆I and an interpretation function ·I which assigns to each atomic concept A ∈ NC a subset
AI ⊆ ∆I , to each atomic role r ∈ NR a relation rI ⊆ ∆I × ∆I , and to each
individual name a ∈ NI an object aI ∈ ∆I .
A knowledge base in description logics is an ordered pair (T , A) consisting of a terminological component called TBox (T ) and an assertional
component called ABox (A).
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TBox
U ndergraduateCourse v Course
GraduateCourse v Course
Researcher ≡ ∃worksOn.ResearchP roject
T eacher ≡ ∃teaches.Course
P rof essor v (∃teaches.(U ndergraduateCourse t GraduateCourse))u
(∃worksOn.ResearchP roject)
ABox
P rof essor(john)
Course(sematicweb101)
teaches(john, semanticweb101)

Figure 2.1: A knowledge base - example.
A TBox contains a finite set of terminological axioms i.e. statements
about how concepts and roles relate to each other. These axioms, in the
general case, are of the form:
C v D (r v s)
C ≡ D (r ≡ s)
where C and D are concepts (atomic or complex) and r and s are roles
(atomic or complex) [15]. The first type of axioms are called subsumption
axioms (also known as inclusions, specializations, is-a relations). With regards to the semantics, an interpretation I satisfies a subsumption axiom
C v D (r v s) if it holds that C I ⊆ DI (rI ⊆ rI ). If an interpretation I
satisfies an axiom (or set of axioms) then I is a model of this axiom (or a
set of axioms). Axioms concerning concepts are also known as general concept inclusions (GCI) while axioms concerning roles are known as general
role inclusions (GRI). The second type of axioms are equivalence axioms.
An interpretation I satisfies an equivalence C ≡ D (r ≡ s) if it holds that
C I = DI (rI = sI ). Equivalence C ≡ D (r ≡ s) can also be represented
with two subsumption axioms: C v D and D v C (r v s and s v r). If
the left hand side of an equivalence axiom is an atomic concept then these
axioms are also known as concept definitions.
An ABox contains assertional knowledge, i.e. statements about the membership of individuals to concepts (concept assertions) and relations between
individuals (role assertions). For example, P rof essor(john), Course(semanticweb101) are concept assertions and teaches(john, semanticweb101) is a
role assertion where john and semanticweb101 are individuals, P rof essor
and Course are atomic concepts and teaches is an atomic role. An interpretation I is a model of an ABox if for every concept assertion C(a) it holds
that aI ∈ C I and for every role assertion r(a, b) it holds that (aI , bI ) ∈ rI .
An interpretation is a model for a knowledge base if it is a model for the
TBox and the ABox.
An example description logic knowledge base is given in Figure 2.1. In
this example, Course, U ndergraduateCourse, GraduateCourse, T eacher,
ResearchP roject, Researcher and P rof essor are atomic concepts, teaches
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Name
top
bottom
nominal
conjunction
existential
restriction
GCI
equivalence axioms
RI

Syntax
>
⊥
{a}
C uD
∃r.C
CvD
C≡D
r1 ◦ . . . ◦ rk vr

Semantics
∆I
∅
{aI }
C I ∩ DI
{x ∈ ∆I |∃y ∈ ∆I :
(x, y) ∈ rI ∧ y ∈ C I }
C I ⊆ DI
C I = DI
I
r1 ◦ . . . ◦ rkI ⊆ rI

Table 2.1: The EL family - Syntax and Semantics.
and worksOn are atomic relations and john and semanticweb101 are individuals. The TBox contains three subsumption axioms, related to concepts
U ndergraduateCourse, GraduateCourse and P rof essor and two concept
definitions (equivalence axioms) for concepts T eacher and Researcher. In
natural language, the terminological axioms can be read as follows. Undergraduate course and graduate course are types of courses. A professor is
someone who teaches some undergraduate or graduate course and works on
a research project. However, not everyone who works on a research project
and teaches such courses is a professor, therefore only the subsumption relation is used. Further, teacher is defined as someone who teaches some course
and a researcher is someone who works on some research project.
The ABox contains three assertions, two which represent concept assertions, namely that john is a professor and that semanticweb101 is a course.
Further, the ABox also contains a role assertion which states that john
teaches the semanticweb101 course.
As mentioned in the previous section, ontologies can be specified using
description logics. In this case, concepts, relations, instances and axioms
in ontologies map to concepts, roles, individuals and axioms in description
logics, respectively.
There are different variants of description logics depending on which kind
of logical constructors they allow. The supported logical constructors in a
language have direct consequences on the properties of the language such
as decidability, termination and completeness of reasoning. In this work we
focus on two variants, the EL family and ALC.

2.2.1

EL family

The EL family of description logics includes three variants: EL, EL+ and
EL++ . For the description logics EL and EL+ the concept constructors are
the top concept >, conjunction, and existential restriction. For EL++ , we
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Name
top
bottom
conjunction
disjunction
concept negation
existential
restriction
universal
restriction
GCI
equivalence axioms
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Syntax
>
⊥
C uD
C tD
¬C
∃r.C
∀r.C
CvD
C≡D

Semantics
∆I
∅
C I ∩ DI
C I ∪ DI
∆I \ C I
{x ∈ ∆I |∃y ∈ ∆I :
(x, y) ∈ rI ∧ y ∈ C I }
{x ∈ ∆I |∀y ∈ ∆I :
(x, y) ∈ rI → y ∈ C I }
C I ⊆ DI
C I = DI

Table 2.2: ALC - Syntax and Semantics.
have additionally the bottom concept ⊥, nominals, and a restricted form of
concrete domains. In this thesis, we consider the version of EL++ without
concrete domains. For the syntax and semantics of the different constructors
see Table 2.1.
In EL, a TBox can contain two types of axioms: general concept inclusions of the form C v D (where C and D are EL concepts) and equivalence
axioms the form C ≡ D. An equivalence axiom C ≡ D can also be represented with two GCIs C v D and D v C.
In the case of EL+ and EL++ , TBoxes may also contain role inclusions
(RIs) of the form r1 ◦ . . . ◦ rm v s (where ri and s are role names).

2.2.2

ALC

Description logic ALC was introduced in [88]. The logical constructors in
ALC are concept conjunction, disjunction, negation, universal quantification. In the general case, description logic ALC allows general concept inclusions of the form C v D where C and D are ALC concepts. The syntax
and semantics of the logical constructors in ALC are given in Table 2.2.
In this thesis we consider ontologies that can be represented by a TBox
that is an acyclic terminology. An acyclic terminology is a finite set of
concept definitions i.e. equivalence axioms of the form C ≡ D where C
is an atomic concept, that neither contains multiple definitions nor cyclic
definitions. A cyclic definition is a definition which defines concepts in terms
of themselves or in terms of concepts that indirectly refer to them [15].

16

CHAPTER 2. PRELIMINARIES

2.3

Reasoning in description logics

Knowledge bases usually contain implicit knowledge not explicitly defined
using terminological or assertional axioms. In the example in Figure 2.1
it is easy to see that P rof essor is a Researcher given that he/she works
on a ResearchP roject, as a consequence john is also an instance of concept Researcher. However this knowledge is not explicitly defined in the
knowledge base. In order to infer this implicit knowledge, knowledge representation systems based on description logics enable a number of reasoning
tasks.
Reasoning tasks in description logics can be divided into two categories:
reasoning tasks for concepts and reasoning tasks for ABoxes [15]. Reasoning
tasks for concepts include checking [15]:
• Satisfiability - a concept C is satisfiable w.r.t. a TBox T if there exists
a model I of T such that C I is non-empty. A TBox is said to be
incoherent if it contains an unsatisfiable concept.
• Subsumption - a concept C is subsumed by D w.r.t. a TBox T if
C I ⊆ DI holds in every model I of T . This can also be written as
T |= C v D.
• Equivalence - a concept C is equivalent to D w.r.t. a TBox T if
C I = DI holds in every model I of T .
• Disjointness - a concept C is disjoint from concept D w.r.t. a TBox T
if C I ∩ DI = ∅ holds in every model I of T .
Reasoning tasks for ABoxes include the following tasks [15]:
• Instance checking - checking if an assertion α is entailed by an ABox
A (A |= α ), i.e. that every model of A is also a model of α.
• Realization - given an individual a and a set of concepts, the task is
to identify the most specific concepts C such that A |= C(a) where
the most specific concepts are those which are minimal w.r.t. the
subsumption ordering.
• Retrieval - represents retrieval of all individuals of some concept, i.e.
for a given concept C the idea is to identify all a such that A |= C(a).
• Knowledge base consistency - a knowledge base is consistent if there
exists an interpretation I such that satisfies both T and A.
The reasoning tasks are closely related and can often be reduced from
one to the other. For example, a concept C is subsumed by D if C u¬D
is unsatisfiable. Given this, reasoning algorithms usually provide means for
solving only one reasoning task, while the others are solved by reduction to
it.

2.3. REASONING IN DESCRIPTION LOGICS

17

u-rule: if the ABox contains (C1 u C2 )(x), but it does not contain both C1 (x)
and C2 (x), then these are added to the ABox.
t-rule: if the ABox contains (C1 t C2 )(x), but it contains neither C1 (x) nor C2 (x),
then two ABoxes are created representing the two choices of adding C1 (x)
or adding C2 (x).
∀-rule: if the ABox contains (∀ r.C)(x) and r(x,y), but it does not contain C(y),
then this is added to the ABox.
∃-rule: if the ABox contains (∃ r.C)(x) but there is no individual z such that r(x,z)
and C(z) are in the ABox, then r(x,y) and C(y) with y an individual name
not occurring in the ABox, are added.

Figure 2.2: Transformation rules (e.g. [16]).
There are a number of reasoning algorithms for description logics and in
the following section we introduce tableaux reasoning algorithm which will
be used in Chapter 5.

2.3.1

Tableaux reasoning

Checking satisfiability of concepts in ontologies represented in the studied
description logics can be done using a tableau-based algorithm (e.g. [16]).
To test whether a concept C is satisfiable such an algorithm starts with
an ABox containing the statement C(x)1 where x is a new individual. It is
usually assumed that C is normalized to negation normal form i.e. negations
can only appear in front of atomic concepts. This is done by applying De
Morgan’s laws and rules for quantifiers. For example, the negation normal
form of ¬(C t ∃r.D) would be ¬C u ∀r.¬D. Next, consistency-preserving
transformation rules are applied to the ABox. The Figure 2.2 lists the rules
for description logic ALC. The u-, ∀- and ∃-rules extend the ABox while
the t-rule creates multiple ABoxes representing different choices for the
disjunction. The algorithm continues applying these transformation rules
to the ABox until no more rules apply. This process is called completion
and if one of the final ABoxes does not contain a contradiction - clash (we
say that it is open), then satisfiability is proven, otherwise unsatisfiability is
proven.
One way of implementing this approach is through completion graphs
which are directed graphs in which every node represents an ABox. Application of the t-rule produces new nodes with one statement each, while
the other rules add statements to the node on which the rule is applied.
The ABox for a node contains all the statements of the node as well as the
statements of the nodes on the path to the root. Satisfiability is proven
if at least one of the ABoxes connected to a leaf node does not contain a
contradiction, otherwise unsatisfiability is proven.
In order to take into account subsumption axioms and concept definitions
in the TBox, ABoxes have to be expanded with statements of the form
x : ¬C t D for every individual x in the ABox for each axiom C v D in
1 These

statements are also written as x : C.
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Figure 2.3: Completion graph for P rof essor u ¬T eacher.
the TBox. This is often a costly task and different methods are used to
minimize the need for such expansions.
In this thesis we assume that an ontology is represented by a knowledge
base containing a TBox that is an acyclic terminology and an empty ABox.
In this case reasoning can be reduced to reasoning without the TBox by
unfolding the definitions. However, for efficiency reasons, instead of running
the previously described satisfiability checking algorithm on an unfolded
concept description, the unfolding is usually performed on demand within
the satisifiability algorithm. When dealing with acyclic TBoxes concept
definitions are unfolded on demand as follows:
• if the TBox contains an axiom of the form A ≡ B and an ABox
contains a statement x : A then statement x : B is also added to the
ABox.
• if the TBox contains an axiom of the form A v B and an ABox
contains a statement x : A then statements x : B and x : A where A
represents a new concept name are also added to the ABox.
It has been proven that satisfiability checking w.r.t. acyclic terminologies
is PSPACE-complete in ALC [76].
Figure 2.3 shows a completion graph for subsumption checking of relation
P rof essor v T eacher with respect to the knowledge base in Figure 2.1. As
explained earlier, the subsumption check can be reduced to a satisfiability
check. Therefore, in order to prove that P rof essor v T eacher holds it is
necessary to prove that P rof essor u ¬T eacher is unsatisfiable on an empty
ABox meaning that all leaf ABoxes contain a contradiction. The algorithm
starts with the statement x : P rof essor u ¬T eacher where x is a new
individual. We continue by unfolding and applying u-, ∀- and ∃-rules until
no more unfoldings are possible and no more rules apply. In the completion
graph in Figure 2.3 this is represented by steps (1) to (13) in ABox 1. Next,
we apply a t-rule which produces two new ABoxes containing statements
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from the initial ABox together with statements representing different choices
for the disjunction (statements (14) and (18)). The algorithm continues
applying transformation rules and after adding statement (17) in ABox 1.1
a clash is detected given that y is of type Course and ¬Course at the same
time. The same clash is detected in ABox 1.2. Given that all leaf ABoxes
are closed the subsumption is proven.

2.4

Debugging ontologies

With the increasing presence of data sources on the Internet more and more
research effort is put into finding possible ways for integrating and searching such often heterogeneous sources. Semantic Web technologies such as
ontologies are becoming a key technology in this effort. As exemplified in
Chapter 1 high quality ontologies are important for acquiring reliable results
in semantically-enabled applications. However, developing and maintaining
ontologies is a difficult task and it is often the case that defects are introduced into ontologies, both in the development phase and with future
updates. One of the reasons for this is that domain experts who usually develop ontologies, lack expertise when it comes to knowledge representation
paradigms as well as good and bad practices for developing ontologies. As a
result defects ranging from simple syntactic errors to wrong use of language
constructs are introduced into ontologies. For example, ontology developers
often mistake relation part-of for the is-a relation. Another example of defect is a situation in which domain experts introduce logical contradictions
into the ontology.
In order to acquire high quality ontologies it is necessary to resolve these
kind of defects which is the focus of ontology debugging. Ontology debugging
can be divided into two phases i.e. detection phase and repairing phase. In
the detection phase, ontology defects are detected using various techniques.
The complexity of the detection phase differs with types of defects.
In the repairing phase, the detected defects are repaired. Depending
on which kind of defects are debugged different approaches are used. For
example, the idea when dealing with missing relations is to add knowledge to
the ontology which would make the missing relations derivable. A method
for dealing with wrong relations is to remove relations which make the wrong
relations derivable.
In the recent years there has been a growing research interest in the
area of ontology debugging which led to the founding of the International
Workshop on Debugging Ontologies and Ontology Mappings which provides
a venue for discussing ontology debugging methods and techniques.
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2.4.1

Classification of defects

There are three types of defects according to [57]:
• syntactic defects - represent syntactic errors, for example missing tags
or incorrect format. This kind of defects is easy to detect and can be
resolved using parsers and validators.
• semantic defects - these defects can be further classified into:
– unsatisfiable concepts - concepts to which no instance can belong,
i.e. concepts which are equivalent to ⊥. For example let us
consider an ontology with the following axioms:
Bird v F lyingAnimal
P enguin v Bird u ¬F lyingAnimal
In this case concept Penguin is defined as a subconcept of Bird
and a flightless animal (¬F lyingAnimal). However, given that
concept Bird is defined as a subconcept of F lyingAnimal it follows that P enguin is also a subconcept of F lyingAnimal. So in
this case P enguin is at the same time a ¬F lyingAnimal and a
F lyingAnimal which would mean that P enguin is equivalent to
⊥ and therefore an unsatisfiable concept.
– incoherent ontologies - ontologies which contain an unsatisfiable
concept. Therefore, the ontology from the previous example
would be an incoherent ontology given that it contains the unsatisfiable concept P enguin.
– inconsistent ontologies - ontologies which contain a contradiction,
e.g. an instance of an unsatisfiable concept or an ontology from
which it is possible to derive that ⊥ ≡ >. In our case, if we
added an instance of concept P enguin to the ontology from the
example it would be inconsistent.
As introduced in Section 2.3 one of the reasoning tasks in ontologies is satisfiability checking which can be used to detect this
kind of defects. However, the repairing phase is not trivial and
there are a number of different approaches for dealing with this
kind of defects (see Chapter 6).
• modeling defects - represent defects which are a result of modeling
errors. An example of this kind of defects are missing or wrong is-a
relations. This kind of defects requires domain knowledge to detect
and resolve. In Figure 1.1 missing is-a relations are wrist joint v
joint, hip joint v joint, knee joint v joint, elbow joint v joint,
shoulder joint v joint, ankle joint v joint and metacarpo − phalangeal joint v joint.
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Abduction in description logics

Logical abductive reasoning is a type of inference. The task of abductive reasoning is given a set of formulas (theory T) and a formula which represents
an observation (an abductive query O) to find a set of formulas (an explanation E) such that T ∪ E is consistent and T ∪ E |= O. In some definitions,
logic-based abduction also includes a set of formulas H called hypotheses
from which explanations are formed. When it comes to abductive reasoning
in description logics Elsenbroich et al. [38] defined the following categories
of abductive reasoning:
• ABox abduction - retrieving abductively concept or role instances
which together with the knowledge base would entail a given ABox
assertion.
• Concept abduction - finding abductively concepts which are subsumed
by a given concept C.
• TBox abduction - retrieving abductively relations which together with
the knowledge base entail a given relation C v D.
• Knowledge-base abduction - retrieving abductively a set of TBox and
ABox assertions which together with the knowledge base entail an
abductive query which can be either an ABox or TBox assertion.
In this thesis we focus on TBox abduction which is defined in [38] as
follows.
Definition 1 (TBox Abduction) Let L be a description logic, Γ a knowledge base in L, and A, B concepts that are satisfiable w.r.t. to Γ and such
that Γ ∪ {A v B} is consistent. A solution to the TBox abduction problem
for (Γ, A, B) is any finite set S = {Ei v Fi | i ≤ n} of TBox assertions, such that T ∪ S is consistent and T ∪ S |= A v B. The set of all such
solutions is denoted as ST (Γ, A, B).

2.5.1

Constraints on solutions

Eiter and Gottlob [37] showed that computing all abductive solutions even
in propositional logic is not in all cases possible or practical. Therefore,
constraining solutions can significantly reduce the search space and allow
practical use of logical-based abduction. Examples of constraints on solutions are subset minimality and minimum cardinality. A solution S is said
to be subset minimal if no proper subset of S is a solution. In the case of
minimum cardinality, solutions containing fewer formulae are preferred.
There are a number of restrictions which can be imposed on solutions of
abductive problems in description logics. One such restriction is consistency,
meaning that the union of the background theory (knowledge base) and
solution to the abduction problem should be consistent, e.g. > ≡ ⊥ does
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not hold in the knowledge base. However, Elsenbroich et al. [38] argue
that inconsistent solutions can be valuable as they could imply the need for
a revision of a knowledge base. Other restrictions such as relevance and
minimality can be used for restricting trivial solutions. Relevant solutions
are those solutions which do not directly entail the abductive query. In other
words, an abductive query needs to be a logical consequence of a union of
a solution and a knowledge base and not only the solution. Elsenbroich et
al. distinguish between two types of minimality, syntactic in which case a
solution has to be minimal length and semantic2 in which case a solution
should only contain information which is necessary to make an abductive
query a logical consequence of a knowledge base and a solution. For example,
if A is found to be a solution to some abductive query then A ∩ B is not a
semantically minimal solution as it contains B which is extra information.

2 This preference criterion is not directly related to semantic maximality later discussed
in this work.

Chapter 3

Repairing incomplete
ontologies - framework
This chapter1 presents our framework for repairing missing is-a structure
in ontologies. As discussed in Section 1.1, existing detection methods usually do not find all missing is-a relations so there exist more interesting
approaches for repairing missing is-a structure other than just adding the
missing is-a relations. We have also shown that these other repairing approaches can introduce new knowledge to the ontology which was not previously detected by the detection algorithm. In our example in Figure 1.1 the
missing is-a structure could be repaired by adding limb-joint v joint which
represents new knowledge which was not derivable from the ontology and
not originally detected by the detection algorithm. Further, resolving this
type of defects requires a domain expert to validate the logical solutions as
not all logical solutions are correct according to the domain.
The TBox abduction problem defined in [38] formalizes the problem of
repairing a single is-a relation, i.e. identifying a set of relations which need
to be added to an ontology so that the missing is-a relation is derivable and
the extended ontology is consistent. Our framework for repairing missing
is-a structure extends the TBox abduction problem by considering the set
of missing is-a relations as well as formalizing the role of a domain expert
which is needed for validating logical solutions.
This chapter is organized as follows, in Section 3.1 we formalize the problem of repairing missing is-a structure as a generalized version of the TBox
abduction problem. We also define different properties for the ontology, the
set of is-a relations to repair, and the domain expert and discuss the influences of these properties on the existence of solutions for the abduction
problem. In general, when solutions exist, there may be many solutions.
As not all solutions are equally interesting, in Section 3.2 we propose two
1 The

chapter is a refined version of [72]
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preference criteria on the solutions as well as different ways to combine
these. Further, in Section 3.3 we discuss the consequences of our analyses
for debugging in practice.

3.1

Abduction Framework

In the following we explain how the problem of finding possible ways to
repair the missing is-a structure in an ontology is formalized as a generalized
version of the TBox abduction problem (extension of [67]). We assume that
our ontology is represented using a TBox T . The identified is-a relations
to repair are then represented by a set M of atomic concept subsumptions.
As discussed, M usually does not contain all missing is-a relations. To
repair the ontology, it should be extended with a set S of atomic concept
subsumptions (repair) such that the extended ontology is consistent and the
missing is-a relations are derivable from the extended ontology. However,
the added atomic concept subsumptions should be correct according to the
domain2 . In general, the set of all atomic concept subsumptions that are
correct according to the domain are not known beforehand. Indeed, if this
set were given then we would only have to add this to the ontology. The
common case, however, is that we do not have this set, but instead can rely
on a domain expert that can decide whether an atomic concept subsumption
is correct according to the domain. In our formalization the domain expert
is represented by an oracle function Or that when given an atomic concept
subsumption, returns true or false. It is then required that for every atomic
concept subsumption s ∈ S, we have that Or(s) = true. The following
definition formalizes this.
Definition 2 (Generalized TBox Abduction) Let T be a TBox in language L and C be the set of all atomic concepts in T . Let M = {Ai v Bi }ni=1
with Ai , Bi ∈ C be a finite set of TBox assertions. Let Or : {Ci v Di |
Ci , Di ∈ C} → {true, f alse}. A solution to the generalized TBox abduction problem (GTAP) (T, C, Or, M ) is any finite set of TBox assertions
S = {Ei v Fi }ki=1 such that ∀Ei , Fi : Ei , Fi ∈ C, ∀Ei , Fi : Or(Ei v Fi ) =
true, T ∪ S is consistent and T ∪ S |= M . The set of all such solutions is
denoted as S(T, C, Or, M ).
Next, we discuss different properties of T , Or and M and how these
properties and their combinations affect the existence and type of solutions.
In this discussion we make the assumption that the domain is consistent.
We note that if T is not consistent then there are no solutions satisfying
the definition (as T ∪ S would be inconsistent). If T is not consistent, it
means that the original ontology is not consistent. In this case approaches
for debugging semantic defects could be used to obtain a consistent ontology.
2 In the remainder of this thesis when we say that concept subsumptions or is-a relations
are correct, we mean correct according to the domain.
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However, even if T is consistent, it is possible that T contains relations which
are not correct. It would mean that the developers introduced a modeling
defect. Therefore, we identify two cases for T - all the is-a relations in T are
correct (’T correct’ in Table 3.1), or not (’T not correct’ in Table 3.1).
For M there are two cases. In the first case we assume that all is-a
relations in M are correct, and thus they are really missing is-a relations
(’Missing’ in Table 3.1). In the second case M may contain missing as well as
wrong is-a relations (’Missing + Wrong’ in Table 3.1). This is a common case
when possible missing is-a relations are generated by detection algorithms
(e.g., using patterns or ontology learning methods) and not validated by a
domain expert. It may also occur when M is generated by domain experts
(e.g., using inspection) - as it is an error-prone task, the experts may make
mistakes.
For Or we identified the following interesting cases. In the first case
(’Complete Knowledge’ in Table 3.1) Or returns true to all correct is-a
relations and no others. In this case we are sure that if Or returns true, that
an is-a relation is correct and if not, it is not correct. This case represents
the ideal situation of an all-knowing domain expert. In the second case
(’Partial-Correct’ in Table 3.1) Or returns true for correct is-a relations, but
not necessarily all. This case represents a domain expert who knows a part of
the domain well. If the domain expert validates an is-a relation as correct,
it is correct. Otherwise, the is-a relation is wrong or the domain expert
does not know. An approximation of this case is when there are several
domain experts who may have different opinions and we use a sceptical
approach. We only consider an is-a relation correct if all domain experts
validate it as correct. In the third case (’Wrong’ in Table 3.1) Or may return
true for relations that are not correct. In this case, the domain expert can
make mistakes regarding the validation of is-a relations. Some wrong is-a
relations may be validated as correct. This is a common case as exemplified
by the use case in [55] where experts initially validated a relation as correct.
However, further inspection showed that the definitions of two concepts are
incompatible and the relation was changed into wrong. The fourth and fifth
cases represent situations where there is no domain expert. In the fourth
case all possible is-a relations are validated to be correct and thus ∀ E, F
∈ C : Or(E v F)=true (’No Expert’ in Table 3.1). In the fifth case (not in
the table) no is-a relation is validated to be correct and thus ∀ E, F ∈ C :
Or(E v F)=false. For the fifth case there can be only one solution, i.e., S
= ∅ and this only in the case where T |= M (and thus the is-a relations in
M were not actually missing).
In our example in Figure 3.1 which is based on the ontology in Figure
1.1, Or1 , Or2 , Or3 and Or4 are examples of ’Complete Knowledge’, ’PartialCorrect’, ’Wrong’ and ’No expert’, respectively.
Table 3.1 shows the properties for T , Or, M and their combinations.
For each combination we give information about the relationship between
M and Or, the existence of solutions and the correctness of the solutions.
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C = { autopod-joint, limb-joint, hinderlimb-joint, hip-joint, foot-joint, knee-joint,
ankle-joint, forelimb-joint, hand-joint, elbow-joint, wrist-joint, shoulder-joint, metacarpophalangeal-joint, joint, joint-of-rib, joint-of-vertebral-arch }
T = { autopod-joint v >, limb-joint v >, hinderlimb-joint v limb-joint , hip-joint v
hinderlimb-joint, foot-joint v hinderlimb-joint, knee-joint v hinderlimb-joint, ankle-joint
v hinderlimb-joint, forelimb-joint v limb-joint, hand-joint v forelimb-joint, elbow-joint
v forelimb-joint, wrist-joint v forelimb-joint, shoulder-joint v forelimb-joint, metacarpophalangeal-joint v hand-joint, joint v >, joint-of-rib v joint, joint-of-vertebral-arch v joint
}
M = { wrist-joint v joint, hip-joint v joint, knee-joint v joint, elbow-joint v joint, anklejoint v joint, shoulder-joint v joint, metacarpo-phalangeal-joint v joint }
Or1 - returns true for all is-a relations that are correct according to the domain
Or2 - returns true for all is-a relations that are correct according to the domain except for
relation limb-joint v joint
Or3 - returns true for all is-a relations for which Or2 returns true as well as for relations
hinderlimb-joint v joint-of-rib and forelimb-joint v joint-of-vertebral-arch
Or4 - returns true for all is-a relations A v B such that A, B ∈ C
Let Pi = GTAP(T, C, Ori , M) for 1 ≤ i ≤ 4

Figure 3.1: Small example based on the ontology from Figure 1.1.
Here, we summarize the findings.
An ideal situation is the case where the domain expert has complete
knowledge (Or returns true for all correct is-a relations and no others) and
T and M contain only correct is-a relations. In this case, it holds that ∀ m
∈ M : Or(m) = true as the domain expert has complete knowledge. Further,
M is a solution and all solutions are correct.
For any case where T ∪ M is inconsistent, there is no solution. Indeed,
for any solution S we have that T ∪ S |= M and thus T ∪ S would not be
consistent.
In the cases where M contains wrong is-a relations, there may be no
solutions. If there are solutions, these are not correct. Further, correctness
of solutions is only guaranteed when M does not contain wrong is-a relations
and Or represents complete knowledge or partial-correct.
There are no solutions if T ∪ S is inconsistent for every non-empty
solution S.
If ∀ m ∈ M : Or(m) = true and T ∪ M is consistent, then M is a solution.
In the case of no expert (∀ E, F ∈ C : Or(E v F)=true) we have that
∀ m ∈ M : Or(m) = true and all is-a relations are allowed in the solution.
Therefore, if T ∪ M is consistent, then M is a solution, otherwise there is
no solution. However, as there is no domain expert, there is no guarantee
that any solution other than M is correct. Further, in the cases where M
contains wrong is-a relations, M is a solution, but not correct. As there is no
validation, only logical consistency can be guaranteed, but no correctness.
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Missing
T correct

T not correct
∀ m ∈ M : Or(m) = true
No solution if T ∪ M inconsistent
M is solution
M is solution iff T ∪ M consistent
All solutions are correct
All solutions are correct
∀ m ∈ M : Or(m) = true or
∀ m ∈ M : Or(m) = true or
∃ m ∈ M : Or(m) = false
∃ m ∈ M : Or(m) = false
No solution if T ∪ M inconsistent
No solution if
∀S : S 6= ∅ ∧ {Ei v Fi | Ei v Fi ∈ S ∧ Or(Ei
→ T ∪ S inconsistent
if ∀ m ∈ M : Or(m) = true
if T ∪ M consistent ∧ ∀ m ∈ M : Or(m) = true
then M is a solution
then M is a solution
All solutions are correct
All solutions are correct
∀ m ∈ M : Or(m) = true or
∀ m ∈ M : Or(m) = true or
∃ m ∈ M : Or(m) = false
∃ m ∈ M : Or(m) = false
No solution if T ∪ M inconsistent
No solution if
No solution if
∀S : S 6= ∅ ∧ {Ei v Fi | Ei v Fi ∈ S ∧ Or(Ei v Fi ) = true}
∀S : S 6= ∅ ∧ {Ei v Fi | Ei v Fi ∈ S ∧ Or(Ei
→ T ∪ S inconsistent
→ T ∪ S inconsistent
if ∀ m ∈ M : Or(m) = true
if T ∪ M consistent ∧ ∀ m ∈ M : Or(m) = true
then M is a solution
then M is a solution
If M is solution, then correct, no guarantee otherwise
If M is solution, then correct (but not T ∪ M ),
no guarantee otherwise
∀ m ∈ M : Or(m) = true
∀ m ∈ M : Or(m) = true
M is solution
M is solution iff T ∪ M consistent
If M is solution, then correct, no guarantee otherwise
If M is solution, then correct (but not T ∪ M ),
no guarantee otherwise
Missing + Wrong
T correct
T not correct
∃ m ∈ M : Or(m) = false
∃ m ∈ M : Or(m) = false
No solution
No solution if T ∪ M inconsistent
No solution if
∀S : S 6= ∅ ∧ {Ei v Fi | Ei v Fi ∈ S ∧ Or(Ei
→ T ∪ S inconsistent
The solutions are not correct
∃ m ∈ M : Or(m) = false
∃ m ∈ M : Or(m) = false
No solution
No solution if T ∪ M inconsistent
No solution if
∀S : S 6= ∅ ∧ {Ei v Fi | Ei v Fi ∈ S ∧ Or(Ei
→ T ∪ S inconsistent
The solutions are not correct
∀ m ∈ M : Or(m) = true or
∀ m ∈ M : Or(m) = true or
∃ m ∈ M : Or(m) = false
∃ m ∈ M : Or(m) = false
No solution if T ∪ M inconsistent
No solution if T ∪ M inconsistent
No solution if
No solution if
∀S : S 6= ∅ ∧ {Ei v Fi | Ei v Fi ∈ S ∧ Or(Ei v Fi ) = true}
∀S : S 6= ∅ ∧ {Ei v Fi | Ei v Fi ∈ S ∧ Or(Ei
→ T ∪ S inconsistent
→ T ∪ S inconsistent
if T ∪ M consistent ∧ ∀ m ∈ M : Or(m) = true
if T ∪ M consistent ∧ ∀ m ∈ M : Or(m) = true
then M is a solution
then M is a solution
The solutions are not correct
The solutions are not correct
∀ m ∈ M : Or(m) = true
∀ m ∈ M : Or(m) = true
M is solution iff T ∪ M consistent
M is solution iff T ∪ M consistent
The solutions are not correct
The solutions are not correct
∀ m ∈ M : Or(m) = true

v Fi ) = true}

v Fi ) = true}

v Fi ) = true}

v Fi ) = true}

v Fi ) = true}

Table 3.1: Different combinations of cases for T , Or and M .

3.2

Solutions with preference criteria

There can be many solutions for a GTAP and, as explained earlier, not all
solutions are equally interesting.
Ontology repairing of missing is-a relations follows different preference
criteria from the logic based abduction framework, in the sense that a more
informative solution is preferred to a less informative one. Note that the
informativeness is a measurement for how much information the added subsumptions (i.e. solution S) can derive. See Definition 4 for the precise
formulation. This is in contrast to the criteria of minimality (e.g. subset
minimality, cardinality minimality) from the abduction framework. In principle this difference on the preference stems from the original purpose of
the two formalisms. The abduction framework is often used for diagnostic
scenarios, thus the essential goal is to confine the cause of the problem as
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small as possible. Whilst for ontology repairing, the goal is to add more
subsumptions to enrich the ontology. As long as the added rules are correct,
a more informative repairing means more enrichment to the ontology. However, there are technical difficulties finding the most informative solution as
such. A brute-force method to create a most informative solution is to check
for each pair of atomic concepts A and B, whether Or(A v B) = true and
if so, add A v B to the ontology. In practice, for large ontologies this is
infeasible.
Definition 3 (Subset Minimality) A solution S to the GTAP (T, C, Or,
M ) is said to be subset minimal iff there is no proper subset S 0 ( S such
that S 0 is a solution. The set of all subset minimal solutions is denoted as
Smin (T, C, Or, M ).
Examples of subset minimal solutions for P1 in Figure 3.1 are {limb-joint
v joint} and {hinderlimb-joint v joint, forelimb-joint v joint}. Solution
{hinderlimb-joint v joint, forelimb-joint v joint} is also a subset minimal
solution for P2 , P3 and P4 .
The second criterion prefers solutions that imply more information.
Definition 4 (More Informative) Let S and S 0 be two solutions to the
GTAP (T, C, Or, M ). S is said to be more informative than S 0 iff T ∪S |= S 0
and T ∪ S 0 6|= S. Further, we say that S is equally informative as S 0 iff
T ∪ S |= S 0 and T ∪ S 0 |= S.
Consider two solutions to P1 in Figure 3.1, S = {limb-joint v joint} and
S’={hinderlimb-joint v joint, forelimb-joint v joint}. S is more informative
than S’ as T ∪ S entails limb-joint v joint in addition to everything that T
∪ S’ entails.
Definition 5 (Semantic Maximality) A solution S to the GTAP (T, C,
Or, M ) is said to be semantically maximal iff there is no solution S 0 which
is more informative than S. The set of all semantically maximal solutions
is denoted as S max (T, C, Or, M ).
An example of a semantically maximal solution for P1 is {hand-joint v
joint, limb-joint v joint, autopod-joint v limb-joint}. Semantically maximal solutions for P2 and P3 are {hand-joint v joint, hinderlimb-joint v
joint, forelimb-joint v joint, autopod-joint v limb-joint} and {hand-joint
v joint, hinderlimb-joint v joint-of-rib, forelimb-joint v joint-of-vertebralarch, autopod-joint v limb-joint}, respectively. In the case of P4 a semantically maximal solution is {A v B | A, B ∈ C}.
Both the subset minimality and the semantic maximality are desirable.
However, only with the semantic maximality we might obtain a solution
with redundancy. Although subset minimality does not yield redundancy,
there is no guarantee that the solution is the most informative. In practice,
solutions with higher level of informativeness and no redundancy are most
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preferred as this means that a larger body of correct information is added
to an ontology without the need for unnecessary validations. In the following we propose definitions on solutions by combining these criteria. There
are diverse interpretations for the combination of subset minimality and semantic maximality, depending on what kind of priority we assign for the
single preferences. A first interpretation implies a higher priority on subset
minimality than the semantic maximality. In the second interpretation, we
assign higher priority for semantic maximality than the subset minimality.
In the third interpretation, the skyline-style interpretation, we treat both
preferences equally and the chosen solution is such that there does not exist
another solution which is preferable on both criteria.
Definition 6 (Combining with priority for subset minimality) A solution S to the GTAP (T, C, Or, M ) is said to be minmax optimal iff S is
subset minimal and there does not exist another subset minimal solution S 0
such that S 0 is more informative than S. The set of all minmax optimal
max
solutions is denoted as Smin
(T, C, Or, M ).
max
Lemma 1 Smin
(T, C, Or, M ) ⊆ Smin (T, C, Or, M )

As an example, {limb-joint v joint} is a minmax optimal solution for P1 ,
while {hinderlimb-joint v joint, forelimb-joint v joint} is a minmax optimal
solution for P2 . In the case of P3 we have a minmax solution {hinderlimbjoint v joint-of-rib, forelimb-joint v joint-of-vertebral-arch}.
In practice, minmax optimal solutions ensure fewer is-a relations to be
added, thus avoiding redundancy. This is desirable if the domain expert
would prefer to look at as small solutions as possible. The disadvantage is
that there may be redundant relations that are correct which will not be
derivable if not added.
Definition 7 (Combining with priority for semantic maximality) A
solution S to the GTAP (T, C, Or, M ) is said to be maxmin optimal iff S is
semantically maximal and there does not exist another semantically maximal solution S 0 such that S 0 is a proper subset of S. The set of all maxmin
max
optimal solutions is denoted as Smin
(T, C, Or, M ).
Clearly from the definition 7 the following relationship holds.
max
Lemma 2 Smin
(T, C, Or, M ) ⊆ S max (T, C, Or, M )

As an example, {limb-joint v joint, autopod-joint v limb-joint} is a
maxmin optimal solution for P1 . Examples of maxmin solutions for P2 and
P3 are {hinderlimb-joint v joint, forelimb-joint v joint, autopod-joint v
joint} and {hinderlimb-joint v joint-of-rib, forelimb-joint v joint-of-vertebralarch, autopod-joint v joint}, respectively.
The advantage of the maxmin optimal semantics is that a maximal body
of correct information is added to the ontology. If the domain expert would
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prefer to look at as informative solutions as possible without (set) redundancy, maxmin optimal solutions are more preferable than the minmax optimal solutions. This conclusion can even be strengthened from the efficiency
point of view, as finding a maxmin optimal solution is more efficient than
finding a minmax optimal one [96]. The disadvantage is that more relations
need to be validated.
For the skyline interpretation, we consider the subset minimality and
the semantic maximality as two dimensions for a solution S. S is skyline
optimal if it is not dominated by any other solution. A solution dominates
another solution if it is as good or better in all dimensions and better in
at least one dimension. Therefore regarding the above two dimensions we
define that a solution S dominates another solution S 0 if one of the following
conditions is fulfilled:
1. S ( S 0 and S is more informative than S 0 , or
2. S = S 0 and S is more informative than S 0 , or
3. S ( S 0 and S is equally informative as S 0 .
It is easy to verify that condition 1 and 2 can never be fulfilled, due to the
monotonicity property of the entailment. Therefore, a solution S dominates
another solution S 0 if and only if condition 3 is fulfilled. Accordingly, we
have the definition for the skyline optimality as follows.
Definition 8 (Skyline optimal) A solution S to the GTAP (T, C, Or, M )
is said to be skyline optimal iff there does not exist another solution S 0 such
that S 0 is a proper subset of S and S 0 is equally informative as S. The set
max
of all skyline optimal solutions is denoted as Smin
(T, C, Or, M ).
Skyline optimal is a relaxed criterion. It requires subset minimality for
some level of informativeness. It comprises all the subset minimal solutions
– which in turn comprises all the minmax optimal solutions – and all the
maxmin optimal solutions. This relationship can be easily verified.
max
max
Lemma 3 Smin (T, C, Or, M ) ∪ Smin
(T, C, Or, M ) ⊆ Smin
(T, C, Or, M ).

As an example, M in Figure 3.1 is a skyline optimal solution for P1 ,
P2 , P3 and P4 . All previous examples for subset minimal, minmax optimal
and maxmin optimal solutions are also skyline optimal solutions. However, there are semantically maximal solutions that are not skyline optimal.
For instance, {hinderlimb-joint v joint, forelimb-joint v joint, hand-joint v
joint} is a semantically maximal solution for P2 , but it is not skyline optimal as its subset {hinderlimb-joint v joint, forelimb-joint v joint} is equally
informative.
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Debugging in practice
General observations

A system for repairing missing is-a structure in ontologies, takes as input the
ontology T and a set of is-a relations to repair M . C is implicit and can be
computed using T . Further, the system should be used by a domain expert
who validates is-a relations (Or)3 . In general, however, when starting a
debugging session, we do not know the properties of T , M and Or. Further,
Or represents the knowledge about is-a relations from the domain expert,
but is normally not available beforehand, but only through interaction with
the debugging system.
Table 3.1 provides us with some guidelines for the development and the
use of debugging systems. First, it is clear that we would prefer an allknowing expert. The second best case for obtaining correct solutions is the
partial-correct expert. As discussed in Section 3.1, this could be approximated by using multiple domain experts and a sceptical approach.
If there are wrong is-a relations in M , there will be no solution or solutions that are not correct. The repaired ontology will contain incorrect is-a
relations. Therefore, the expert should validate M at the beginning of the
debugging session. Those is-a relations which are identified to be incorrect
should be removed from M .4 Another advantage of the validation is that,
after validation we have that ∀ m ∈ M : Or(m) = true.
Further, as we do not know whether T is correct according to the domain
or not, it should be checked whether T ∪ Mvalidated is consistent. If not,
then there are no solutions. Otherwise, we know that Mvalidated is a solution.
When we remove the redundancy from Mvalidated , then we also have a subset
minimal solution. This solution could then be used as a basis for finding
more informative solutions. The difficulty is in finding S = {Ei v Fi }ki=1
such that ∀Ei , Fi : Ei , Fi ∈ C, ∀Ei , Fi : Or(Ei v Fi ) = true and T ∪ S is
consistent.

3.3.2

Lessons for an existing system

The system in [68] allows debugging the is-a structure of and mappings
between taxonomies in a taxonomy network. The input to the system is
an ontology network. In this discussion we focus on one of the ontologies
in the network (T and thus also C). The debugging workflow consists of
three phases: (1) detection (generation of M ), (2) validation of M and (3)
repair (solving the GTAP problem). The domain expert is involved in the
validation of M as well as in phase 3 for validation of possible solutions
3 If there would be no expert, as shown in Table 3.1, in the best case M could be
a correct solution, but there is no guarantee for solutions. We do not discuss this case
further in this section.
4 Depending on the detection method to generate M , the wrong is-a relations in M
may lead to other debugging opportunities for semantic defects (e.g., [54]).
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(S). The domain expert can switch between the different phases at any
time. The system was used in a real case for the Swedish National Food
Agency [55] and in several experiments with ontologies from the Ontology
Alignment Evaluation Initiative.
Although the system allows to switch between the different phases, in all
experiments the authors started with validating M , which is as suggested
by our analysis in Section 3.3.1. If M contained wrong is-a relations, the
authors used semantic debugging techniques to repair these. This allowed
to remove incorrect is-a relations in T . When all the wrong is-a relations
are repaired and removed from M , new Mvalidated is obtained. If the domain expert validated M in a correct way, then this represents a situation
in the upper part of Table 3.1. The is-a relations in Mvalidated are then
repaired. When they are repaired using solutions that are more informative
than Mvalidated , then new knowledge is added to the network and a new
round of detection was started, possibly leading to the detection, validation
and repair of new is-a relations.
Initially, Mvalidated is added to the ontology. This means that the repairing process starts with a least informative solution. When removing
redundancy from Mvalidated , it is also a subset minimal solution. Then, the
system tries to generate more informative solutions. For this, the missing
is-a relations are repaired one at the time. For each missing is-a relation mi
a set of is-a relations Ri is computed that guarantees that T ∪ {ri } |= mi for
each ri ∈ Ri . Thus, for each missing is-a relation, at most one is-a relation
is added to the ontology. By removing redundancy subset minimal solutions
can be guaranteed. Further, for each missing is-a relation on its own semantically maximal solutions are generated with the extra conditions that
only one is-a relation is used for repairing and no unnecessary equivalences
(SH in [71]) are introduced in the ontology.
One immediate consequence of our analysis is that we should allow a
domain expert to choose several elements of each Ri . This would be an
easy extension to the system that would provide more informative solutions.
Another consequence is that it would be advantageous to allow a domain
expert to deal with a previously repaired is-a relation again, when new
knowledge was added to the ontology. New more informative solutions may
be found. Further, there should be a way for domain experts to add new
is-a relations that do not occur within the repairing process.
An interesting observation during the debugging described in [55] was
that the domain experts changed their mind about the correctness of some
is-a relations after debugging some other is-a relations. This means that Or
may actually change during a session, and we may move upwards in Table
3.1.

Chapter 4

Repairing missing is-a
structure in EL ontologies
In the previous chapter we have formalized the problem of repairing missing
is-a structure in ontologies as a generalized version of the TBox abduction
problem. This chapter1 introduces our approach for repairing missing is-a
structure in EL ontologies. Our approach is based on the GTAP and we
present an algorithm for solving the GTAP in ontologies represented in the
EL family of description logics. The EL family of description logics is highly
relevant for the representation of the lightweight ontologies. For instance,
several of the major ontologies in the biomedical domain, e.g. SNOMED CT
[6] and Gene Ontology [12], can be represented in EL or small extensions
thereof [13].
The proposed algorithm for solving the GTAP is iterative. The input is
a set of detected validated missing is-a relations and the output from every
iteration of the algorithm is a skyline optimal solution. The idea is that in
every subsequent iteration we try to improve the solution from the previous
iteration by finding a solution which introduces additional new knowledge.
We have developed a semi-automatic system for completing the is-a
structure in EL ontologies based on the algorithm. We evaluated the system in two experiments using biomedical ontologies. The results of the
evaluation show the usefulness of the system as a large number of new is-a
relations were added to ontologies which were not detected by the detection
algorithm. In addition, the iterative approach proved to be beneficial given
that in all experiments new relations were identified in subsequent iterations.
The chapter is organized as follows. First, we present an algorithm
for solving the GTAP in EL ontologies (Section 4.1). In Section 4.2 we
extend the algorithm to deal with ontologies represented in EL++ . Next,
we present an implemented system (Section 4.3) for completing the is-a
structure in ontologies represented in the EL family of description logics
1 The

chapter is based on [32, 33, 96]
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which is based on the algorithms. Finally, in Section 4.4 we provide an
evaluation of the system using three ontologies from the biomedical domain
and discuss lessons learned.

4.1

Algorithm - EL

In this section we present an algorithm for repairing missing is-a structure
(solving GTAP (T, C, Or, M )) in ontologies that are represented in EL and
where the TBox is normalized as described in [13]. A normalized TBox T
contains only axioms of the forms A1 u . . . u An v B, A v ∃r.B, and
∃r.A v B, where A, A1 , . . ., An and B are atomic concepts and r is a
role. Further, based on lessons learned in Section 3.3, we require that the
missing is-a relations are validated before the repairing. We also note that
EL TBoxes are always consistent. Thus ∀m ∈ M : Or(m) = true, and T ∪
M is consistent and therefore, M is a solution. The algorithm in Algorithm
1 computes a skyline optimal solution for a GTAP (T, C, Or, M ). As M is
a solution, the algorithm will always return a result. The result can be a
subset minimal solution that is a subset of M or a solution that is more
informative than M .
The basic step in the algorithm (RepairSingleIsa) computes a solution for
a GTAP with one missing is-a relation (i.e. GTAP (T, C, Or, {E v F }) in
the following way. First, superconcepts of E are collected in a Source set and
subconcepts of F are collected in a Target set (lines 3 and 4). Source contains
expressions of the forms A and ∃r.A while Target contains expressions of the
forms A, A1 u . . . u An and ∃r.A where A, A1 , . . ., An are atomic concepts
and r is a role. Adding an is-a relation between an element in Source and an
element in Target to the ontology would make E v F derivable (and thus
this gives us logical solutions, but not necessarily solutions that are correct
according to the domain). As we are interested in solutions containing is-a
relations between atomic concepts, we check for every pair (A,B) ∈ Source ×
Target whether A and B are atomic concepts and Or(A v B) = true (i.e.
correct according to the domain). If so, then this is a possible solution for
GTAP (T, C, Or, {E v F }). However, to conform to subset minimality and
semantic maximality, if the current solution already contains is-a relations
that would lead to the entailment of A v B then we do not use A v B
(lines 8-9). Otherwise we use A v B and remove elements from the current
solution that would be entailed if A v B is used (lines 10-12). Further,
in the case where A is of the form ∃r.N and B is of the form ∃r.O, then
making N v O derivable would also make A v B derivable (lines 13-14).
It is clear that for the result of RepairSingleIsa, i.e. Sol, the following holds:
T ∪ Sol |= E v F and ∀s ∈ Sol : Or(s) = true. Together with the fact
that EL TBoxes are consistent, this leads to the fact that Sol is a solution
of GTAP (T, C, Or, {E v F }).
In RepairMultipleIsa the algorithm collects for each missing is-a relation a solution from RepairSingleIsa and takes the union of these. There-
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Procedure RepairSingleIsa begin
Input: E v F, T, Or, C
Output: Solution for GTAP (T, C, Or, {E v F})
Sol := ∅;
Source := find superconcepts of E;
Target := find subconcepts of F;
foreach A ∈ Source do
foreach B ∈ Target do
if A and B are atomic concepts & Or(A v B) = true then
if there exists K v L ∈ Sol such that T |= A v K and T |= L v B
then
do nothing;
else
remove every K v L ∈ Sol s.t. T |= K v A and T |= B v L;
Sol := Sol ∪ {A v B};
else if A is of the form ∃r.N & B is of the form ∃r.O then
Sol := Sol ∪ RepairSingleIsa(N v O, T, Or, C);
return Sol;
Procedure RepairMultipleIsa begin
Input: M, T, Or, C
Output: Solution for GTAP (T, C, Or, M)
foreach Ei v Fi ∈ M do
SingleSol
Si := RepairSingleIsa(Ei v Fi , T, Or, C);
Solution := i SingleSoli ;
remove redundancy in Solution within same level of informativeness;
return Solution;
Procedure Repair begin
Input: M, T, Or, C
Output: Solution for GTAP (T, C, Or, M)
Missing := M;
Solution := RepairMultipleIsa(Missing, T, Or, C);
Final-Solution := Solution;
while Solution 6= Missing do
Missing := Solution;
Solution := RepairMultipleIsa(Missing, T ∪ Missing, Or, C);
Final-Solution := Final-Solution ∪ Solution;
remove redundancy in Final-Solution within same level of informativeness;
return Final-Solution;

Algorithm 1: Algorithm for solving GTAP in EL ontologies.

fore, the following holds for Solution in line 19: T ∪ Solution |= M and
∀s ∈ Solution : Or(s) = true. Together with the fact that EL TBoxes
are consistent, this leads to the fact that Solution is a solution of GTAP
(T, C, Or, M ). Further, in line 20, we remove redundancy while keeping the
same level of informativeness, and thus obtain a skyline optimal solution.
(In the case where there are several ways to remove redundancy, one is chosen, as the extended ontologies will be equivalent in the sense that they
entail the same statements.)
In Repair we try to improve the result from RepairMultipleIsa by trying
to find a skyline optimal solution on a higher level of informativeness. Given
that any element in the solution of RepairMultipleIsa that is not in M can
be considered as a new missing is-a relation (which was not detected earlier),
we can try to find additional more informative ways of repairing by solving a
new GTAP problem for these new missing is-a relations (and continue as long
as new missing is-a relations are detected). As a (skyline optimal) solution
for the new GTAP is also a (skyline optimal) solution of the original GTAP,
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the solution found in Repair is a skyline optimal solution for the original
GTAP.
As an example run consider the GTAP in Figure 4.1. For a given ontology and set of missing is-a relations, the algorithm will first find solutions
for repairing individual missing is-a relations using RepairSingleIsA. For
the missing is-a relation Endocarditis v PathologicalPhenomenon the following is-a relations provide logical solutions for repairing the missing is-a
relation: Endocarditis v PathologicalPhenomenon, Endocarditis v Fracture, Endocarditis v CardioVascularDisease, Carditis v PathologicalPhenomenon, Carditis v Fracture, Carditis v CardioVascularDisease as well as
InflammationProcess v PathologicalProcess. As the first one is the missing
is-a relation which was already validated, only the other six is-a relations are
presented to the oracle for validation. Out of these six Endocarditis v Fracture and Carditis v Fracture are not correct according to the domain and
are therefore not included in solutions. Further, relations Endocarditis v
CardioVascularDisease, Endocarditis v PathologicalPhenomenon, Carditis
v PathologicalPhenomenon are removed given it is possible to entail them
from the ontology together with the remaining relations. Therefore, after
validation, RepairSingleIsA returns {InflammationProcess v PathologicalProcess, Carditis v CardioVascularDisease}. The same process is repeated
for the second missing is-a relation GranulomaProcess v NonNormalProcess. In this case the following is-a relations provide logical solutions for
repairing the missing is-a relation: GranulomaProcess v NonNormalProcess and GranulomaProcess v PathologicalProcess. GranulomaProcess v
NonNormalProcess is the missing is-a relation and was already validated
as correct according to the domain. GranulomaProcess v PathologicalProcess is presented to the oracle and validated as correct according to
the domain. As GranulomaProcess v NonNormalProcess can be entailed
from the ontology together with GranulomaProcess v PathologicalProcess,
RepairSingleIsA returns {GranulomaProcess v PathologicalProcess}. The
solutions for the single is-a relations are then combined to form a solution
for the set of missing is-a relations. In our case, there are no redundant
relations and therefore RepairMultipleIsA returns {InflammationProcess v
PathologicalProcess, Carditis v CardioVascularDisease, GranulomaProcess
v PathologicalProcess} which is a skyline optimal solution. In Repair the
system tries to improve the acquired solution. This time the oracle is presented with a total of 13 relations for validation out of which only one
is validated to be correct, i.e. GranulomaProcess v InflammationProcess.
This is added to the solution. Given this new is-a relation, GranulomaProcess v PathologicalProces is removed from the solution as it can now be
entailed from the ontology and GranulomaProcess v InflammationProcess.
The new solution is {InflammationProcess v PathologicalProcess, Carditis v CardioVascularDisease, GranulomaProcess v InflammationProcess}.
This is again a skyline optimal solution and it is more informative than the
previous solution. As new missing is-a relations were detected, the repairing
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C = { GranulomaProcess, CardioVascularDisease, PathologicalPhenomenon, Fracture, Endocarditis, Carditis, InflammationProcess, PathologicalProcess, NonNormalProcess}
T = { CardioVascularDisease v PathologicalPhenomenon, Fracture v PathologicalPhenomenon, ∃hasAssociatedProcess.PathologicalProcess v PathologicalPhenomenon, Endocarditis v Carditis, Endocarditis v ∃hasAssociatedProcess.InflammationProcess, PathologicalProcess v NonNormalProcess}
M = { Endocarditis v PathologicalPhenomenon, GranulomaProcess v NonNormalProcess}
The following is-a relations are correct according to the domain, i.e., Or returns true for:
GranulomaProcess v InflammationProcess, GranulomaProcess v PathologicalProcess,
GranulomaProcess v NonNormalProcess, CardioVascularDisease v PathologicalPhenomenon, Fracture v PathologicalPhenomenon, Endocarditis v PathologicalPhenomenon,
Endocarditis v Carditis, Endocarditis v CardioVascularDisease, Carditis v PathologicalPhenomenon, Carditis v CardioVascularDisease, InflammationProcess v PathologicalProcess, InflammationProcess v NonNormalProcess, PathologicalProcess v NonNormalProcess.
Let P = GTAP(T , C, Or, M ).

Figure 4.1: Small EL example.
is run for the third time. However, in this run the solution is not improved
and thus the algorithm outputs the final result. We note that in this example we found a skyline optimal solution that is also semantically maximal.
In general, however, it is not possible to know whether the solution is semantically maximal without checking every possible is-a relation between
atomic concepts in the ontology.

4.2

Algorithm - EL + +

As described in Section 2.2.1, unlike an EL TBox which only contains a
finite set of GCIs, an EL++ TBox can also contain role inclusions. On
top of this, concepts descriptions can be formed using nominals as well as
bottom concept (⊥). Given these differences, a normalized an EL++ TBox
contains axioms of the forms A1 u . . . u An v B, A1 v ∃r.A2 , and ∃r.A1 v
B, as well as role inclusions of the forms r v s and r1 ◦ r2 v s where A1 ,
. . ., An are atomic concepts, B is either an atomic concept or the bottom
concept and r, r1 and r2 are roles [13]. We note that EL++ TBoxes can
be inconsistent. Thus M is a solution iff T ∪ M is consistent. Therefore,
in addition to the missing is-a relations being validated before the repairing
i.e. ∀m ∈ M : Or(m) = true, we require that T ∪ M is consistent.
The extended algorithm which deals with ontologies represented in EL++
is given in Algorithm 2. The extended algorithm works essentially in the
same way as the EL algorithm (Algorithm 1) except for two extensions which
deal with additional expressivity of EL++ . First, given that EL++ allows
role inclusion, in the case where A is of the form ∃r.N and B is of the form
∃s.O and r v s holds, then making N v O derivable would also make
A v B derivable. Similarly, if the TBox contains a role inclusion r ◦ r1 v s
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C = { GranulomaProcess, CardioVascularDisease, PathologicalPhenomenon, Fracture,
Endocarditis, Carditis, InflammationProcess, PathologicalProcess, NonNormalProcess,
Wound, BurningProcess, SoftTissueTraumaProcess, TraumaticProcess}
T = { CardioVascularDisease v PathologicalPhenomenon, Fracture v PathologicalPhenomenon, ∃isImmediateConsequence.PathologicalProcess v PathologicalPhenomenon, Endocarditis v Carditis, Endocarditis v ∃isImmediateConsequence.InflammationProcess,
PathologicalProcess v NonNormalProcess, hasAssociatedProcess v isImmediateConsequence, Wound v ∃hasAssociatedProcess.SoftTissueTraumaProcess }
M = { Endocarditis v PathologicalPhenomenon, GranulomaProcess v NonNormalProcess,
Wound v PathologicalPhenomenon, BurningProcess v SoftTissueTraumaProcess, BurningProcess v TraumaticProcess }
The following is-a relations are correct according to the domain, i.e Or returns true for:
GranulomaProcess v InflammationProcess, GranulomaProcess v PathologicalProcess,
GranulomaProcess v NonNormalProcess, CardioVascularDisease v PathologicalPhenomenon, Fracture v PathologicalPhenomenon, Endocarditis v PathologicalPhenomenon,
Endocarditis v Carditis, Endocarditis v CardioVascularDisease, Carditis v PathologicalPhenomenon, Carditis v CardioVascularDisease, InflammationProcess v PathologicalProcess, InflammationProcess v NonNormalProcess, PathologicalProcess v NonNormalProcess, Wound v PathologicalPhenomenon, TraumaticProcess v NonNormalProcess,
TraumaticProcess v PathologicalProcess, SoftTissueTraumaProcess v TraumaticProcess,
SoftTissueTraumaProcess v NonNormalProcess, SoftTissueTraumaProcess v PathologicalProcess, BurningProcess v NonNormalProcess, BurningProcess v PathologicalProcess,
BurningProcess v SoftTissueTraumaProcess, BurningProcess v TraumaticProcess.
Let P = GTAP(T , C, Or, M ).

Figure 4.2: Small EL++ example.
and axiom N v ∃r1 .P then adding P v O would also make A v B derivable. These types of solutions are found in procedure FindExistsSolutions.
Second, given that EL++ TBoxes can contain inconsistencies the extended
algorithm contains a check for consistency of solutions for individual missing
is-a relations (line 7) as well as an additional check in the RepairMultipleIsa
procedure (line 23). In the latter case, if the union of the solution and the
TBox is inconsistent then the algorithm will return the solution from the
previous iteration and therefore terminate the algorithm. This makes the
extended algorithm sound and it guarantees a solution iff T ∪ M is consistent
(M is a solution).
Same as with the EL algorithm, the extended algorithm computes a
skyline optimal solution for a GTAP (T, C, Or, M ).
As an example let us consider the GTAP in Figure 4.2 which is an extension of the GTAP in Figure 4.1. First step of the algorithm is to find
solutions to GTAPs for individual missing is-a relations.
In the case of missing is-a relation Endocarditis v PathologicalPhenomenon the algorithm find the same 7 logical solutions as in the EL example out of which Endocarditis v Fracture and Carditis v Fracture are
validated to be not correct according to the domain. The non-redundant
solution for missing is-a relation Endocarditis v PathologicalPhenomenon
is {InflammationProcess v PathologicalProcess, Carditis v CardioVascularDisease}.
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Procedure RepairSingleIsa begin
Input: E v F, T, Or, C
Output: Solution for GTAP (T, C, Or, {E v F})
Sol := ∅;
Source := find superconcepts of E;
Target := find subconcepts of F;
foreach A ∈ Source do
foreach B ∈ Target do
if T ∪ Sol ∪ {A v B} is consistent then
if A and B are atomic concepts & Or(A v B) = true then
if there exists K v L ∈ Sol such that T |= A v K and T |= L
v B then
do nothing;
else
remove every K v L ∈ Sol s.t. T |= K v A and T |= B v L;
Sol := Sol ∪ {A v B};
else if A is of the form ∃r.N & B is of the form ∃s.O then
Extra Sols := FindExistsSolutions(T, r, N, s, O);
foreach Rel ∈ Extra Sols do
Sol := Sol ∪ RepairSingleIsa(Rel, T, Or, C);
return Sol;
Procedure RepairMultipleIsa begin
Input: M, T, Or, C
Output: Solution for GTAP (T, C, Or, M)
foreach Ei v Fi ∈ M do
SingleSol
Si := RepairSingleIsa(Ei v Fi , T, Or, C);
Solution := i SingleSoli ;
if T ∪ Solution is inconsistent then
Solution := M;
remove redundancy in Solution within same level of informativeness;
return Solution;
Procedure Repair begin
Input: M, T, Or, C
Output: Solution for GTAP (T, C, Or, M)
Missing := M;
Solution := RepairMultipleIsa(Missing, T, Or, C);
Final-Solution := Solution;
while Solution 6= Missing do
Missing := Solution;
Solution := RepairMultipleIsa(Missing, T ∪ Missing, Or, C);
Final-Solution := Final-Solution ∪ Solution;
remove redundancy in Final-Solution within same level of informativeness;
return Final-Solution;
Procedure FindExistsSolutions begin
Input: T, r, N, s, O
Output: Set of is-a relations
CandidateSols := ∅;
Compositions := find all role inclusions of form r v s or r ◦ r1 v s in TBox T;
foreach Comp ∈ Compositions do
if Comp is of form r v s then
CandidateSols := CandidateSols ∪ {N v O};
else
Cs := { P | T |= N v ∃r1.P };
CandidateSols := CandidateSols ∪ {P v O | P ∈ Cs};
return CandidateSols;
++

Algorithm 2: Algorithm for solving GTAP in EL

.

The process continues with the second missing is-a relation GranulomaProcess v NonNormalProcess. The solution for this missing is-a relation is the
same as in the EL example, i.e., RepairSingleIsA returns {GranulomaProcess
v PathologicalProcess} given that is-a relation GranulomaProcess v Non-
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NormalProcess is redundant.
For the missing is-a relation Wound v PathologicalPhenomenon relations
Wound v PathologicalPhenomenon, SoftTissueTraumaProcess v PathologicalProcess, Wound v Fracture, Wound v CardioVascularDisease provide
logical solutions for repairing the missing is-a relation. Out of these, only
Wound v PathologicalPhenomenon and SoftTissueTraumaProcess v PathologicalProcess are correct according to the oracle, and RepairSingleIsA therefore returns {Wound v PathologicalPhenomenon, SoftTissueTraumaProcess
v PathologicalProcess}.
For the remaining missing is-a relations BurningProcess v SoftTissueTraumaProcess and BurningProcess v TraumaticProcess the procedure RepairSingleIsA returns {BurningProcess v SoftTissueTraumaProcess} and
{BurningProcess v TraumaticProcess} respectively. The solutions for the
single is-a relations are then combined to form a solution for the set of
missing is-a relations. In our case, Wound v PathologicalPhenomenon is redundant and therefore RepairMultipleIsA returns {InflammationProcess v
PathologicalProcess, Carditis v CardioVascularDisease, GranulomaProcess
v PathologicalProcess, BurningProcess v TraumaticProcess, BurningProcess v SoftTissueTraumaProcess, SoftTissueTraumaProcess v PathologicalProcess}. This is a skyline optimal solution and in Repair the system tries
to improve the acquired solution. This time the oracle is presented with
a total of 29 relations for validation out of which only two are validated
to be correct, i.e. GranulomaProcess v InflammationProcess and SoftTissueTraumaProcess v TraumaticProcess. These are added to the solution.
Given these new is-a relations, GranulomaProcess v PathologicalProces and
SoftTissueTraumaProcess v TraumaticProcess are removed from the solution as they are redundant. The new solution is {InflammationProcess
v PathologicalProcess, Carditis v CardioVascularDisease, GranulomaProcess v InflammationProcess, SoftTissueTraumaProcess v TraumaticProcess, BurningProcess v SoftTissueTraumaProcess, SoftTissueTraumaProcess v PathologicalProcess}. This is again a skyline optimal solution and
it is more informative than the previous solution. Given that new missing is-a relations were detected, we run the repairing again. In this iteration 4 new relations required validation and only relation TraumaticProcess v PathologicalProcess is validated as correct according to the domain.
The new solution is {InflammationProcess v PathologicalProcess, Carditis v CardioVascularDisease, GranulomaProcess v InflammationProcess,
SoftTissueTraumaProcess v TraumaticProcess, BurningProcess v SoftTissueTraumaProcess, TraumaticProcess v PathologicalProcess}. The relation
SoftTissueTraumaProcess v PathologicalProcess was removed from the solution as it is redundant.
The algorithm is run again and in this iteration no new is-a relations
were validated to be correct so the solution from the previous iteration is
returned as the final solution.

4.3. SYSTEM

4.3
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System

We have implemented a system for completing the missing is-a structure
in EL++ ontologies based on the algorithm in Algorithm 2. The input to
the system is a an ontology and a set of validated missing is-a relations.
The output is a solution to GTAP (called a repairing action). The system
was implemented in Java and uses the ELK reasoner (version 0.4.1) [61] to
detect implicit entailments in the ontology. The system is semi-automatic
and requires interaction with a user which is a domain expert serving as an
oracle and who decides whether an is-a relation is correct according to the
domain.
Once the ontology and the set of missing is-a relations are loaded, the
user starts the debugging process by pressing the button Generate Repairing Actions. The system then removes redundant is-a relations and the
non-redundant missing is-a relations are shown in a drop-down list allowing
the user to switch between missing is-a relations. Additional relations acquired from the FindExistsSolutions procedure in the algorithm (Algorithm
2) are also included in the drop-down list. It is also possible to scroll between
relations using the arrow buttons in the bottom part of the screen.
After selecting an is-a relation from the list, the user is presented with
the Source and the Target set for that is-a relation. The user then needs
to choose relations which are correct according to the domain for that is-a
relation. Missing is-a relations are automatically validated to be correct
according to the domain while the relations that were acquired using ∃
(FindExistsSolutions procedure) in the algorithm have to be explicitly validated by the user. The system also implements an optimization, i.e. for
a missing is-a relation A v B we remove superconcepts of B from Source,
and the subconcepts of A from Target. Because of this, it is not possible to
introduce non-validated equivalence relations where in the original ontology
there are only is-a relations. For example, for a missing is-a relation A v B
let us assume that both A and B have a superconcept C. Adding the relation
C v B would repair the missing is-a relation as well as change the existing
relation B v C in the ontology into an equivalence relation which was not
validated by the domain expert. This optimization also reduces the size of
Source and Target sets.
In Figure 4.3(a) the user is presented with the Source and the Target
set for the missing is-a relation Endocarditis v PathologicalPhenomenon
(concepts in the missing is-a relation are marked in red). In this case the
user has selected {Carditis v CardioVascularDisease} as a repairing action
for the missing is-a relation (concepts marked in purple) and needs to confirm
this by clicking the Validate button.
The user also has the option to check which relations have been validated so far and which relations can be validated, by clicking the Validate
Is-a Relations button. In the pop-up window that appears the user can
validate new relations, remove validations from already validated relations
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(a) Repairing using Source and Target sets.

(b) Validating is-a relations.

Figure 4.3: System for repairing EL ontologies - screenshots.
as well as ask for a recommendation by clicking the Recommend button (Figure 4.3(b)). Recommendations are acquired by querying external sources
(currently, WordNet, UMLS Methathesaurus [8] and Uberon [7]). More
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specifically, each is-a relation which can be formed by taking a concept from
Source and a concept from Target is checked in the external source if it
exists.2
The validation phase is ended by clicking on the Validation Done button. The system then calculates the consequences of the chosen repairing
actions and presents the user with a new set of is-a relations that need to
be repaired. The validation phase and consequent computations represent
one iteration of the Repair procedure in Algorithm 2. If the repairing did
not change between two iterations the system outputs the repairing.
At any point the user can save validated relations from the File menu
which makes it possible to do debugging across multiple sessions.

4.4

Experiments

We have run several experiments on an Intel Core i7-2620M Processor at 3.07
GHz with 4 GB RAM under Windows 7 Professional and Java 1.7 Runtime
Environment. In all experiments the validation phase took the most time
while the computations between iterations took less than 10 seconds.
The results are summarized in Tables 4.1, 4.3 and 4.5. The ’It’ columns
represent the different iterations of Repair in Algorithm 2. The ’Missing’
rows give the number of missing is-a relations in each iteration. Such a
missing is-a relation can be repaired by adding itself (’Repaired by itself’),
by adding other is-a relations that were not derivable in the ontology and
thus represent new knowledge added to the ontology (’Repaired using new
knowledge’). The ’New relations’ row shows how many new is-a relations
were added to the ontology. When such relations were found using ∃, then
the number of such relations is shown in parentheses. We note that for
iteration i + 1 the number of missing is-a relations is the number of new
relations from iteration i plus the number of missing is-a relations repaired
by themselves from iteration i if there are no redundant relations. We also
note that in the last iteration all missing is-a relations from that iteration
are always repaired by themselves and these represent the final repairing
action.
We experimented with repairing an ontology for which we randomly
removed is-a relations and then repaired the ontology. Further, we debugged
the two ontologies from the Anatomy track at the 2013 Ontology Alignment
Evaluation Initiative.

4.4.1

Experiment 1 - OAEI Anatomy

We debugged the two ontologies from the Anatomy track at the 2013 Ontology Alignment Evaluation Initiative, i.e. Adult Mouse Anatomy ontology
(AMA) containing 2744 concepts and a fragment of NCI human anatomy
2 An

optimized version of this approach is shown in [71].
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Missing
Repaired by itself
Repaired using new knowledge
New relations

It1
94
57
37
44

It2
101
98
3
3

It3
101
101
0
0

Table 4.1: Results for debugging AMA - Adult Mouse Anatomy ontology.

AMA - Source
AMA - Target
AMA - Source
AMA - Target

1
56/66/67
34/12/12
41-50
0/0/0
6/6/6

2-10
38/35/34
12/43/43
51-100
0/0/0
4/3/3

11-20
0/0/0
10/20/21
101-200
0/0/0
21/12/11

21-30
0/0/0
0/1/1
201-300
0/0/0
0/1/1

31-40
0/0/0
3/3/3
301-400
0/0/0
4/0/0

Table 4.2: Source and Target set sizes for debugging AMA - Adult Mouse
Anatomy ontology. The x/y/z values represent the sizes for iteration 1, 2
and 3, respectively.
ontology (NCI-A) containing 3304 concepts. The input missing is-a relations
for these two experiments were a set of 94 and 58 missing is-a relations, respectively, for AMA and NCI-A. These missing is-a relations were obtained
by using a logic-based approach using an alignment between AMA and NCIA [70] to generate candidate missing is-a relations which were then validated
by a domain expert to obtain actual missing is-a relations.
AMA - Adult Mouse Anatomy
The results for debugging AMA are given in Table 4.1. Three iterations
were required to reach the final solution. Out of 94 initial missing is-a
relations 37 were repaired by repairing actions which add new knowledge to
the ontology while 57 were repaired using only the missing is-a relation itself.
In total 44 new and non-redundant relations were added to the ontology in
the first iteration. Out of 37 relations which were repaired by adding new
relations, 22 had more than 1 non-redundant relation in the repairing action.
For example, the missing is-a relation wrist joint v joint is repaired by a
repairing action {limb joint v joint, wrist joint v synovial joint}.
The set of missing is-a relations in the second iteration contains 101
relations, i.e. 57 relations which were repaired by adding the missing is-a
relation itself and 44 newly added relations. In this iteration, 3 is-a relations
were repaired by adding new knowledge to the ontology. All 3 of these is-a
relations are is-a relations which were added in the previous iteration. For
example, is-a relation wrist joint v synovial joint is repaired by a repairing
action {wrist joint v hand joint} which is possible given that the is-a rela-
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Missing
Repaired by itself
Repaired using new knowledge
New relations

It1
58
49
9
6

It2
55
50
5
4

It3
54
54
0
0

Table 4.3: Results of debugging NCI-A - Human Anatomy ontology

NCI-A - Source
NCI-A - Target
NCI-A - Source
NCI-A - Target

1
17/23/22
35/7/9
41-50
0/0/0
0/0/0

2-10
41/32/32
12/35/32
51-100
0/0/0
4/3/3

11-20
0/0/0
3/5/5
101-200
0/0/0
1/2/2

21-30
0/0/0
0/1/1
201-300
0/0/0
1/1/1

31-40
0/0/0
0/0/0
301-400
0/0/0
2/1/1

Table 4.4: Source and Target set sizes for debugging NCI-A - Human
Anatomy ontology. The x/y/z values represent the sizes for iteration 1,
2 and 3, respectively.
tion metacarpo-phalangeal joint v joint from the initial set of missing is-a
relations was repaired by a repairing action {hand joint v synovial joint,
limb joint v joint} in the first iteration. Finally, the set of missing is-a relations containing 101 is-a relations in the third iteration is also the solution
for the initial set of missing is-a relations given that no new relations were
added in the third iteration.
The sizes of Source and Target sets for different iterations of the experiment are given in Table 4.2. A large portion of all Source and Target sets
contained less then 10 concepts which implies that the domain correct relations are not to difficult to visualize. In cases with large Source and Target
sets the current visualization became cluttered and the validation was more
easily done in the table form which is acquired by pressing Validate Is-a
Relations button.
NCI - Human Anatomy
The initial set of missing is-a relations contained 58 relations for the NCI-A
ontology. Out of these 58 relations, in the first iteration, 9 were repaired by
adding relations which introduce new knowledge to the ontology. In total 6
new is-a relations were added in this iteration.
In the second iteration, 5 out of 55 is-a relations were repaired by adding
new relations while repairing actions for the 50 other is-a relations were unchanged. All 5 is-a relations which were repaired by adding new relations
to the ontology are is-a relations which were repaired by repairing actions
containing only the missing is-a relation from the first iteration. This ex-
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Missing
Repaired by itself
Repaired using new knowledge
New relations

It1
47
19
28
26(3)

It2
41
31
10
11

It3
42
38
4
3(1)

It4
41
41
0
0

Table 4.5: Results for debugging the BioTop ontology.
BioTop - Source
BioTop - Target
BioTop - Source
BioTop - Target

1
26/44/48/53
9/15/17/13
41-50
0/0/0/0
0/1/2/0

2-10
24/18/15/0
28/22/23/19
51-100
0/0/0/0
7/1/2/4

11-20
0/0/0/0
5/6/6/6
101-200
0/0/0/0
0/5/2/1

21-30
0/0/0/0
1/10/8/7
201-300
0/0/0/0
0/0/1/1

31-40
0/0/0/0
0/2/2/2
301-400
0/0/0/0
0/0/0/0

Table 4.6: Source and Target set sizes for debugging the BioTop ontology.
The x/y/z/u values represent the sizes for iteration 1, 2, 3 and 4, respectively.
emplifies why it is beneficial to consider already repaired is-a relations in
subsequent iterations as Source and Target sets for some missing is-a relations can change and more informative solutions might be identified. The
input to the third iteration is a set of 54 is-a relations and given that no
changes were made, these relations are the final solution.
The sizes of Source and Target sets for different iterations of the experiment are given in Table 4.4. The same comments about the sizes of Source
and Target sets as in the AMA - Adult Mouse Anatomy experiment hold.

4.4.2

Experiment 2 - BioTop

In this experiment we used the BioTop ontology from the 2013 OWL Reasoner Evaluation Workshop dataset containing 280 concepts and 42 object
properties. For the set of missing is-a relations we randomly selected 47 is-a
relations. Then the ontology was modified by removing is-a relations which
would make the selected is-a relations derivable. The unmodified ontology
was used as domain knowledge in the experiment. The results for debugging
BioTop ontology are presented in Figure 4.5.
The debugging process took 4 iterations. In the first iteration 28 relations were repaired by adding new relations. In total 26 new relations
were added in the first iteration out of which 3 using axioms containing ∃
expressions. For example, for missing is-a relation GreatApe v Primate we
have a repairing action {FamilyHominidaeQuality v OrderPrimatesQuality} given that the ontology contains axioms GreatApe v ∃hasInherence.FamilyHominidaeQuality and ∃hasInherence.OrderPrimatesQuality v Primate.
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The input to the second iteration contained 41 non-redundant is-a relations (4 redundant is-a relations were removed from the solution in iteration
1). In total 10 is-a relations were repaired by adding new is-a relations.
Out of these 10 repaired is-a relations, 4 are relations from the initial set of
missing is-a relations while the other 6 are relations which were added in the
first iteration. For example, is-a relation Atom v Entity from the initial set
of missing relations can be repaired with {Atom v MaterialEntity} given
that MaterialEntity v Entity was added in the previous iteration.
In the third iteration, the input contained 42 is-a relations. In total 4
is-a relations (3 from the initial set of missing is-a relations and 1 from the
first iteration) were repaired by adding 3 new relations. Out of the 3 new
relations 1 is acquired using axioms containing ∃ expressions. Finally, in the
fourth iteration no new relations were added and the system outputs the
solution.
The sizes of Source and Target sets for different iterations of the experiment are given in Table 4.6. The same comments about the sizes of Source
and Target sets as in the previous experiments hold.

4.4.3

Lessons Learned

The experiments have shown the usefulness of our approach. In each of the
cases, whether missing is-a relations were identified, or whether we investigated existing is-a relations, our approach identified new information to be
added to the ontologies.
The experiments have also shown that the iterative approach to repairing missing is-a relations is beneficial as in all our experiments additional
relations were added to the ontology in subsequent iterations. Running the
system on already repaired is-a relations gives the opportunity to identify
new repairing actions which introduce new knowledge to the ontology. An
example of this is found in the BioTop experiment where is-a relations from
the initial set of missing is-a relations were repaired by more informative
solutions in the third iteration.
Currently, the system removes redundant is-a relations from a solution
after every iteration. This step is crucial for producing skyline optimal solutions. However, in situations where an is-a relation is repaired by a relation
acquired from the axioms containing ∃ expressions it might be advantageous
to keep also the missing is-a relation in subsequent iterations even though
it is redundant. The reason for this is that the Source set and the Target
set for the missing is-a relation might get updated in later iterations and
therefore new repairing actions might be identified. One way to solve this is
to make it possible in the system to show these missing is-a relations with
their Source and Target sets but not to include them in the solution unless
they are repaired using new knowledge. For example, let us assume that
the missing is-a relation Human v Primate was repaired in one iteration
by a repairing action {Human v Primate, SpeciesHomoSapiensQuality v
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OrderPrimatesQuality} in which case the second relation was found using
∃. In the next iteration the relation GreatApe v Primate was added to the
ontology. If the system removed redundant relation Human v Primate then
relation Human v GreatApe would not be detected as a possible repairing
action for Human v Primate.
In cases where missing is-a relations are repaired using new knowledge,
new is-a relations are added to the ontology which were not derivable before.
These new is-a relations can be considered as missing is-a relations as they
were not detected by the detection algorithm. Given this, the system can
also be used for completing the is-a structure of ontologies, even when no
missing is-a relations are available. This can be achieved by using a set of isa relations which are already derivable from the ontology as input. As in the
BioTop experiment, by doing this, the system may identify additional is-a
relations which represent new knowledge which can be added to the ontology.
This methodology also allows a domain expert to deal with existing is-a
relations which the domain expert has identified as relations which need to
be revised or investigated further.

Chapter 5

Repairing missing is-a
structure in ALC
ontologies
So far we have discussed repairing missing is-a structure (i.e. solving the
GTAP) in the context of ontologies represented in EL family of description
logics. Our approach worked with normalized ontologies and used different
logical patterns in order to identify solutions to the GTAP e.g. solutions
acquired using ∃ statements.
In this chapter1 , we focus on more expressive ontologies, more specifically
ontologies represented in description logics ALC. Description logic ALC is
often considered a basic expressive description logic as it allows disjunction,
concept negation and universal and existential quantifiers thus setting the
foundation on which more expressive description logics are built [14].
Given the new logical constructors, computing Source and Target sets
containing complex subconcepts and superconcepts of some concept as done
in the EL algorithm would require identification of a number of new logical
patterns for dealing with the new logical constructors and their combinations. This would have be done for every more expressive language. Therefore, in this chapter we present a more general approach for solving GTAP
which is based on satisfiability checking using tableaux reasoning. Our approach works directly on the completion graph, where it tries to identify
is-a relations which would close the completion graph and therefore make a
missing is-a relation satisfiable (derivable) in the ontology.
The chapter is organized in the following way. First, we propose an
algorithm for solving GTAP in ALC ontologies that can be represented using
acyclic terminologies (Section 5.1). Further, we discuss a system that allows
a domain expert to repair missing is-a structure in Section 5.2. We discuss
1 The

chapter is a refined version of [67]
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the functionality and user interface of the repairing system and show an
example run (Section 5.3). Finally, in Section 5.4 we discuss the evaluation
of the system on two experiments from Chapter 4 as well as lessons learned.

5.1

Algorithm

The basic algorithm for repairing missing is-a structure (i.e. solving GTAP
(T, C, Or, M )) in ontologies represented as acyclic ALC terminologies is
shown in Algorithm 3. We require that the missing is-a relations are validated to be correct according to the domain i.e. ∀m ∈ M : Or(m) = true
as well as that T ∪ M is consistent.
Same as in the case of the EL and the EL++ algorithms in Chapter 4, the
algorithm in Algorithm 3 computes a skyline optimal solution for a GTAP
(T, C, Or, M ). Given that M is a solution, the algorithm always returns a
solution. This result can be a subset minimal solution which is a subset of
M or a solution which is more informative than M .
In the basic step of the algorithm (RepairSingleIsa) solutions for a GTAP
with one missing is-a relation (i.e. GTAP (T, C, Or, {E v F }) are generated. This is done by first running the satisfiability checking algorithm with
unfolding on demand as described in Section 2.3, on the knowledge base
with input E u ¬F , and we collect the ABoxes of the leaves. As E v F is a
missing is-a relation, it cannot be derived from T and thus the completion
graph will have open leaves. We then generate different ways to close these
ABoxes. For each individual x in an open leaf ABox we collect the concepts
in the statements of the form x : P in Posx and the concepts in the statements of the form x : ¬N in Negx where P and N are named concepts. The
ABox can be closed if P v N is added to the ontology for any P ∈ Posx
and N ∈ Negx . Indeed, with this extra information x : P could be unfolded
and x : N would be added to the ABox, and this gives a contradiction with
x : ¬N which was already in the ABox. Every relation P v N is checked if it
is correct according to the domain and if the knowledge base extended with
current solution and the relation is consistent (line 12). Next, the algorithm
generates additional ways of closing open ABoxes. That is if P v N is used
as one of the is-a relations in a solution then also G v H where G is a
superconcept of A and H is a subconcept of B could be used. Therefore,
the algorithm generates two sets of concepts for every is-a relation P v N ,
Source set containing named superconcepts of P and Target set containing
named subconcepts of N . Again, it is necessary to check that these relations
are correct according to the domain and that the extended knowledge base
is consistent (line 18).
A solution to GTAP (T, C, Or, {E v F }) is a set of P v N that closes
each open leaf ABox. If any of the ABoxes cannot be closed the algorithm
would simply return the missing is-a relation (lines 20-23).
Finally, in line 24, redundancy is removed from the solution while keeping
the same level of informativeness. Redundancy is removed in the same way
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Procedure RepairSingleIsa begin
Input: E v F, T, Or, C
Output: Solution for GTAP (T, C, Or, {E v F})
Sol := ∅;
G := completion graph after running a tableaux algorithm with E u ¬F as input
on T;
Leaf-Aboxes := get open ABoxes of the leaves from the completion graph G;
foreach A ∈ Leaf-Aboxes do
RA := ∅;
foreach individual x ∈ A do
Posx := {P | x : P ∈ A ∧ P is a named concept };
Negx := {N | x : ¬N ∈ A ∧ N is a named concept };
foreach P ∈ Posx do
foreach N ∈ Negx do
if Or(P v N) = true ∧T ∪ Sol ∪ RA ∪ {P v N} is consistent
then
RA := RA ∪ { P v N};
Source := superconcepts of P;
Target := subconcepts of N;
foreach G ∈ Source do
foreach H ∈ Target do
if Or(G v H) = true ∧ T ∪ Sol ∪ RA ∪ {G v
H} is consistent then
RA := RA ∪ {G v H};
if RA is not ∅ then
Sol := Sol ∪ RA ;
else
return {E v F};
Remove redundancy from Sol within same level of informativeness;
return Sol;
Procedure RepairMultipleIsa begin
Input: M, T, Or, C
Output: Solution for GTAP (T, C, Or, M)
foreach Ei v Fi ∈ M do
SingleSol
Si := RepairSingleIsa(Ei v Fi , T \ {Ei v Fi }, Or, C);
Solution := i SingleSoli ;
if T ∪ Solution is inconsistent then
Solution := M;
remove redundancy in Solution within same level of informativeness;
return Solution;
Procedure Repair begin
Input: M, T, Or, C
Output: Solution for GTAP (T, C, Or, M)
Missing := M;
Solution := RepairMultipleIsa(Missing, T, Or, C);
Final-Solution := Solution;
while Solution 6= Missing do
Missing := Solution;
Solution := RepairMultipleIsa(Missing, T ∪ Missing, Or, C);
Final-Solution := Final-Solution ∪ Solution;
remove redundancy in Final-Solution within same level of informativeness;
return Final-Solution;

Algorithm 3: Algorithm for solving GTAP in ALC.
as in the EL and EL++ algorithms, i.e. in cases where there are multiple
choices for removing redundancy, one of them is chosen.
The following holds for Sol returned by RepairSingleIsa: T ∪ Sol |=
E v F , ∀s ∈ Sol : Or(s) = true and T ∪ Sol is consistent.
In RepairMultipleIsa the solutions for each missing is-a relation acquired
from RepairSingleIsa are combined. In order to find a solution for a missing
is-a relation E v F, the procedure RepairSingleIsa is run on a TBox from
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which E v F is removed. This removal is needed for the iterations as otherwise the relation would be derivable from the ontology and a completion
graph without open ABoxes would be returned. This does not influence the
soundness of the algorithm as the solution from RepairSingleIsa for E v F
would at least include the missing is-a relation itself.
The union of solutions for each missing is-a relation represents a solution
for GTAP (T, C, Or, M ). The following holds for Solution in line 29: T ∪
Solution |= M and ∀s ∈ Solution : Or(s) = true. Given the fact that
ALC knowledge bases can be inconsistent, the algorithm contains a check
for consistency (lines 30-31). If it happens that the solution is inconsistent,
then the algorithm returns the set of missing is-a relations thus effectively
terminating the algorithm. With this check the algorithm is sound and
guarantees a solution (at least M is returned). In line 32, redundancy is
removed from the solution to acquire a skyline optimal solution.
The idea of the Repair procedure is to try to improve the solutions returned by RepairMultipleIsa by finding a skyline optimal solutions on a
higher level of informativeness. The solution returned by RepairMultipleIsa
can be considered as a new set of missing is-a relations which then form a
new GTAP problem. The (skyline optimal) solution to this new GTAP is
also a (skyline optimal) solution to the original problem.
As an example run let us consider the GTAP in Figure 5.1.2 The first step
of the algorithm is to identify solutions for individual missing is-a relations
using RepairMultipleIsa.
For the missing is-a relation MyPizza v FishyMeatyPizza the algorithm
starts by generating the completion graph by running the satisfiability checking algorithm on input MyPizza u ¬FishyMeatyPizza (Figure 5.5 at the end
of the chapter). Next, open leaf ABoxes are identified, and the possible ways
of closing these ABoxes are generated. The sets RA for the open ABoxes in
the completion graph are given in Figure 5.6 at the end of the chapter. Out
of the is-a relations in RA sets, MyPizza v FishyMeatyPizza, AnchoviesTopping v FishTopping and ParmaHamTopping v MeatTopping are validated
to be correct. These relations also appear in all RA sets and do not cause
inconsistency when added to the knowledge base. In the next step, the algorithm tries to identify additional ways of closing open ABoxes. In our example, relation ParmaHamTopping v HamTopping is identified as an alternative for relation ParmaHamTopping v MeatTopping. The solution which
closes all open ABoxes is {MyPizza v FishyMeatyPizza, AnchoviesTopping
v FishTopping, ParmaHamTopping v MeatTopping, ParmaHamTopping
v HamTopping}. From this solution relations MyPizza v FishyMeatyPizza
and ParmaHamTopping v MeatTopping are removed in line 24 as they are
redundant. Therefore, the procedure returns {AnchoviesTopping v Fish2 We observe that the TBox in Figure 5.1 is not an acyclic terminology as there are
statements of the form A v C. However, it is possible to create an equivalent TBox that
is an acyclic terminology by replacing the statements of the form A v C with A ≡ C u
A where A is new atomic concept. See Figure 5.2.
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C = { Pizza, PizzaTopping, MeatTopping, HamTopping, ProsciuttoTopping, ParmaHamTopping, FishTopping, TomatoTopping, GarlicTopping, AnchoviesTopping, MyPizza,
FishyMeatyPizza, FruttiDiMare, VegetarianPizza, NonVegetarianPizza, ProsciuttoPizza}
T = { AnchoviesTopping v PizzaTopping, MeatTopping v PizzaTopping, HamTopping v MeatTopping, FishTopping v PizzaTopping u ¬ MeatTopping, TomatoTopping
v PizzaTopping u ¬MeatTopping u ¬FishTopping, GarlicTopping v PizzaTopping u
¬MeatTopping u ¬FishTopping, ParmaHamTopping v PizzaTopping, ProsciuttoTopping
v PizzaTopping,
MyPizza ≡ Pizza u ∃hasTopping.AnchoviesTopping u ∃hasTopping.ParmaHamTopping,
FishyMeatyPizza ≡ Pizza u ∃hasTopping.FishTopping u ∃hasTopping.MeatTopping,
FruttiDiMare ≡ Pizza u ∃hasTopping.AnchoviesTopping
u ∃hasTopping.GarlicTopping u ∃hasTopping.TomatoTopping
u ∀hasTopping.(AnchoviesTopping t GarlicTopping t TomatoTopping)
VegetarianPizza ≡ Pizza u ¬∃hasTopping.FishTopping u ¬∃hasTopping.MeatTopping,
NonVegetarianPizza ≡ Pizza u ¬VegetarianPizza}
M = { MyPizza v FishyMeatyPizza, FruttiDiMare v NonVegetarianPizza, ProsciuttoPizza
v NonVegetarianPizza }
The following is-a relations are correct according to the domain, i.e Or returns true for:
MeatTopping v PizzaTopping, HamTopping v MeatTopping, HamTopping v PizzaTopping, ProsciuttoTopping v MeatTopping, ProsciuttoTopping v HamTopping, ProsciuttoTopping v PizzaTopping, ParmaHamTopping v MeatTopping, ParmaHamTopping v HamTopping, ParmaHamTopping v ProsciuttoTopping, ParmaHamTopping v PizzaTopping,
FishTopping v PizzaTopping, AnchoviesTopping v FishTopping, AnchoviesTopping v PizzaTopping, TomatoTopping v PizzaTopping, GarlicTopping v PizzaTopping, VegetarianPizza v Pizza, NonVegetarianPizza v Pizza, ProsciuttoPizza v Pizza, ProsciuttoPizza v
NonVegetarianPizza, FishyMeatyPizza v Pizza, FishyMeatyPizza v NonVegetarianPizza,
MyPizza v Pizza, MyPizza v NonVegetarianPizza, FruttiDiMare v Pizza, FruttiDiMare
v NonVegetarianPizza.
Let P = GTAP(T , C, Or, M ).

Figure 5.1: Small ALC example.
Topping, ParmaHamTopping v HamTopping}.
The same process is repeated for the missing is-a relation FruttiDiMare
v NonVegetarianPizza. For this relation, there were no new relations which
needed to be validated, and the procedure returns {AnchoviesTopping v
FishTopping} while the relation FruttiDiMare v NonVegetarianPizza is removed as it is redundant.
Finally, for the third missing is-a relation ProsciuttoPizza v NonVegetarianPizza it was necessary to validate relations ProsciuttoTopping v FishTopping and ProsciuttoTopping v MeatTopping out of which only the latter is
identified to be correct according to the domain. In addition relation ProsciuttoTopping v HamTopping is identified as an additional way of closing the
open ABoxes. The procedure returns {ProsciuttoTopping v HamTopping}
as relation ProsciuttoTopping v MeatTopping is redundant.
In RepairMultipleIsa solutions for individual missing is-a relations are
combined to form a solution for the set of missing is-a relations. Given that
there are no redundant relations, RepairMultipleIsa returns {ParmaHamTopping v MeatTopping, AnchoviesTopping v FishTopping, ProsciuttoTopping
v HamTopping}. We note that this is a skyline optimal solution.
In procedure Repair we try to improve the solution and find a new skyline
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AnchoviesTopping ≡ PizzaTopping u AnchoviesT opping
MeatTopping ≡ PizzaTopping u M eatT opping
HamTopping ≡ MeatTopping u HamT opping
ParmaHamTopping ≡ PizzaTopping u P armaHamT opping
ProsciuttoTopping ≡ PizzaTopping u P rosciuttoT opping
FishTopping ≡ PizzaTopping u ¬MeatTopping u F ishT opping
TomatoTopping ≡ PizzaTopping u ¬MeatTopping u ¬FishTopping u T omatoT opping
GarlicTopping ≡ PizzaTopping u ¬MeatTopping u ¬FishTopping u GarlicT opping
MyPizza ≡ Pizza u ∃ hasTopping.AnchoviesTopping u ∃ hasTopping.ParmaHamTopping
FishyMeatyPizza ≡ Pizza u ∃ hasTopping.FishTopping u ∃ hasTopping.MeatTopping
FruttiDiMare ≡ Pizza u ∃ hasTopping.AnchoviesTopping
u ∃ hasTopping.GarlicTopping u ∃ hasTopping.TomatoTopping
u ∀ hasTopping.(AnchoviesTopping t GarlicTopping t TomatoTopping)
VegetarianPizza ≡ Pizza u ¬ ∃ hasTopping.FishTopping u ¬∃ hasTopping.MeatTopping
NonVegetarianPizza ≡ Pizza u ¬VegetarianPizza

Figure 5.2: Tbox T from Figure 5.1 represented as an acyclic ALC terminology.
optimal solution on higher level of informativeness. However, this time the
set of missing is-a relations is a solution from the previous iteration. Again,
we run RepairSingleIsa on each individual missing is-a relation. However,
given that the TBox was extended with the solution in Repair it is necessary to remove the missing is-a relation under repair from TBox when
running RepairSingleIsa as we would get a closed completion graph. In
our case the solutions for AnchoviesTopping v FishTopping and ProsciuttoTopping v HamTopping did not improve and RepairSingleIsa returns
{AnchoviesTopping v FishTopping} and {ProsciuttoTopping v HamTopping}, respectively. In the case of ParmaHamTopping v MeatTopping,
{ParmaHamTopping v ProsciuttoTopping} is identified as a solution. This
solution is possible given that in the previous iteration ProsciuttoTopping v
HamTopping was added to the knowledge base so adding ParmaHamTopping v ProsciuttoTopping to the knowledge base would make ParmaHamTopping v HamTopping derivable.
In RepairMultipleIsa the solutions are combined to form the solution
{ParmaHamTopping v ProsciuttoTopping, ProsciuttoTopping v HamTopping, AnchoviesTopping v FishTopping} which is also a skyline optimal
solution and on a higher level of informativeness compared to the solution
from the first iteration.
Given that new is-a relations have been identified, the repair is run again,
however in this iteration no new is-a relations were identified and the algorithm returns {ParmaHamTopping v ProsciuttoTopping, ProsciuttoTopping v HamTopping, AnchoviesTopping v FishTopping} and terminates.

5.2. SYSTEM
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System

We have implemented a system that supports the user to repair missing is-a
relations. The system was implemented in Java and uses Pellet (version
2.3.0) [89]. In our system the user first loads the ontology and the missing is-a relations from the File menu. The missing is-a relations are then
shown in a drop-down list (e.g. MyPizza v FishyMeatyPizza3 in the second
drop-down list in Figure 5.3). The repairing process is started by pressing the Generate Repairing Actions button. The system then generates
solutions to GTAP for every individual missing is-a relation following the
ideas in the RepairSingleIsA procedure in Algorithm 3. However, instead of
producing a single solution as in the RepairSingleIsA procedure the system
produces multiple subset minimal solutions. The user then needs to select
at least one solution to repair the missing is-a relation and the system then
combines selected solutions to produce a solution such as the one returned
by the RepairSingleIsA procedure. Given this the system is easier to use as
the user does not need knowledge of tableaux reasoning or of our approach
for closing open ABoxes.

Figure 5.3: Screenshot - Validating is-a relations in a repairing action.

In order to acquire solutions, the satisfiability checker in Pellet was modified in order to extract full completion graphs. Furthermore, to increase
performance and account for higher level of non-determinism, ontologies are
first passed through Pellint [75] before running the algorithm. The computed
GTAP solutions for a selected is-a relation are shown in the drop-down list
3 In

the system C v D is shown as C → D.
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under buttons. Each solution consists of one or more is-a relations. Solutions marked in red represent solutions which would make the ontology
incoherent.

Figure 5.4: Screenshot - Repairing using Source and Target sets.

In Figure 5.3 the user has chosen to repair MyPizza v FishyMeatyPizza and the system has generated eleven possible solutions out of which
{MyPizza v FishyMeatyPizza}, {AnchoviesTopping v FishTopping, ParmaHamTopping v MeatTopping}, and {AnchoviesTopping v MeatTopping,
ParmaHamTopping v FishTopping} do not introduce incoherence.
As mentioned earlier, to repair a missing is-a relation the user has to
successfully deal with at least one of the solutions, i.e. validate all is-a
relations (or more informative is-a relations from Source and Target) as
correct according to the domain in at least one of the generated solutions.
The missing is-a relations are automatically validated to be correct according
to the domain.
In Figure 5.3 the user has chosen {AnchoviesTopping v FishTopping,
ParmaHamTopping v MeatTopping}. When a solution is added to the
ontology, it will make the missing is-a relation derivable. However, it is
not guaranteed that all the is-a relations in the solution are also valid with
respect to the domain. Therefore, a domain expert needs to validate the is-a
relations in the repairing actions. When the user clicks the Validate is-a
Relations in a Solution button, a pop-up window (Figure 5.3) appears
where the user can mark all the is-a relations that are correct with respect
to the domain model. Solutions for all missing is-a relations are updated
according to the results of the validation. If an is-a relation is validated as
incorrect according to the domain, all solutions that contain this incorrect
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is-a relation, for this and for all other missing is-a relations, are removed
from the lists of the solutions. When an is-a relation is validated as correct
it is marked as correct in all repairing actions for all missing is-a relations.
When all is-a relations in the current solution are validated as correct,
they are shown in the last drop-down list (Figure 5.4).4 Now the user can
repair them one by one.
For each is-a relation within the solution which is validated to be correct
according to the domain the system generates the Source and Target sets
displayed on the left and the right hand sides, respectively, within the panel
under the drop-down lists (Figure 5.4). Using Source and Target set the
user can identify additional is-a relations which would make the selected
is-a relation derivable as well as introduce new knowledge to the ontology.
Both panels have zoom control and can be opened in a separate window.
The concepts in the is-a relation under consideration are highlighted in red,
existing asserted and inferred is-a relations are shown in grey. The system
implements the same optimization as the EL algorithms which disallows
introduction of non-validated equivalence relations where in the original ontology there are only is-a relations.
In order to validate an additional is-a relation the user has to choose one
concept from each of the sets and click the Validate button. The user can
also click the Validate from Source/Target and validate is-a relation on
the pop-up window.
In Figure 5.4 the user has chosen to validate ParmaHamTopping v HamTopping for the is-a relation ParmaHamTopping v MeatTopping from the
solution {AnchoviesTopping v FishTopping, ParmaHamTopping v HamTopping}.
We end the validation phase by clicking the Validation Done button.
The system then proceeds by calculating consequences of the selected repairing actions and computes a new set of missing is-a relations which is then
presented to the user. The validation phase and consequent computations
represent one iteration of the Repair procedure in Algorithm 3. If there are
no changes in the repairing between two iterations, the completing process
is done and the system outputs the repairing.
Same as in the EL system, the user can at any time save or load validated is-a relations from the File menu and therefore execute the debugging
process across multiple sessions.

5.3

Example run

As an example run, consider the ontology in Figure 5.1 and missing is-a relations MyPizza v FishyMeatyPizza, FruttiDiMare v NonVegetarianPizza
and ProsciuttoPizza v NonVegetarianPizza. After loading the ontology and
4 As there always is one solution that contains only the missing is-a relation, there will
always be at least one solution for which all is-a relations are validated to be correct.
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the missing is-a relations, we can choose a missing is-a relation to repair. Assume we choose FruttiDiMare v NonVegetarianPizza and click the Generate
Repairing Actions button. The system will show eleven solutions in the
drop-down list: {FruttiDiMare v NonVegetarianPizza}, {AnchoviesTopping
v FishTopping}, {GarlicTopping v MeatTopping}, {AnchoviesTopping v
MeatTopping}, {GarlicTopping v FishTopping}, {TomatoTopping v FishTopping}, {TomatoTopping v MeatTopping}, {PizzaTopping v FishTopping}, {Pizza v NonVegetarianPizza}, {PizzaTopping v MeatTopping} and
{VegetarianPizza v NonVegetarianPizza}. Out of these {FruttiDiMare v
NonVegetarianPizza}, {AnchoviesTopping v FishTopping}, and {AnchoviesTopping v MeatTopping} do not introduce incoherence. We can then
choose to deal with {AnchoviesTopping v MeatTopping} and validate the
relation to be incorrect with respect to the domain. In this case all solutions containing this is-a relation will be removed. We could then choose
{AnchoviesTopping v FishTopping} and validate it to be correct. All is-a
relations in this solution (i.e. AnchoviesTopping v FishTopping) are validated to be correct and thus the system generates the Source and Target
sets for AnchoviesTopping v FishTopping. In this small example the Source
set only contains AnchoviesTopping and the Target set only contains FishTopping. Given that this relation has already been validated it is marked
in the pop-up window.
We then proceed by repairing MyPizza v FishyMeatyPizza. The system
would have generated eight possible solutions: {MyPizza v FishyMeatyPizza}, {AnchoviesTopping v FishTopping, ParmaHamTopping v MeatTopping}, {Pizza v FishyMeatyPizza}, {PizzaTopping v FishTopping, PizzaTopping v MeatTopping}, {ParmaHamTopping v MeatTopping, ParmaHamTopping v FishTopping}, {ParmaHamTopping v MeatTopping, PizzaTopping v FishTopping}, {ParmaHamTopping v FishTopping, PizzaTopping v MeatTopping} and {AnchoviesTopping v FishTopping, PizzaTopping v MeatTopping}. Out of these only {MyPizza v FishyMeatyPizza}
and {AnchoviesTopping v FishTopping, ParmaHamTopping v MeatTopping} do not introduce incoherence. Given that we earlier validated AnchoviesTopping v MeatTopping to be incorrect with respect to the domain, three solutions containing this relation are not shown to the user:
{AnchoviesTopping v MeatTopping, ParmaHamTopping v FishTopping},
{AnchoviesTopping v MeatTopping, AnchoviesTopping v FishTopping} and
{AnchoviesTopping v MeatTopping, PizzaTopping v FishTopping}.
When we choose the second solution, AnchoviesTopping v FishTopping
is already marked as correct (because of earlier validation) and only ParmaHamTopping v MeatTopping needs to be validated. We validate this as
correct and then the system generates Source and Target sets. The Source
set in this case contains ParmaHamTopping and the Target set contains
HamTopping and MeatTopping. In this case ParmaHamTopping v MeatTopping is already validated however it is more informative (and correct
with respect to the domain) to add ParmaHamTopping v HamTopping.
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We therefore choose the latter. All is-a relations in this solutions are validated and thus MyPizza v FishyMeatyPizza is repaired.
Finally, for the missing is-a relation ProscuittoPizza v NonVegetarianPizza there are seven solutions: {ProsciuttoTopping v FishTopping},
{ProsciuttoTopping v MeatTopping}, {ProscuittoPizza v NonVegetarianPizza}, {PizzaTopping v FishTopping}, {PizzaTopping v MeatTopping},
{Pizza v NonVegetarianPizza} and {VegetarianPizza v NonVegetarianPizza}. From these solutions, only first three do not introduce incoherence.
In this case we select {ProsciuttoTopping v MeatTopping} and validate the
relation as correct. In the generated Source and Target set we can additionally validate ProsciuttoTopping v HamTopping.
At this point we can end the iteration. The system then calculates the
solution for the set of missing is-a relations by combining solutions for individual missing is-a relations and removing redundancy while keeping the
same level of informativeness. In our case the solution would be {AnchoviesTopping v FishTopping, ParmaHamTopping v HamTopping, ProsciuttoTopping v HamTopping} which is a skyline optimal solution.
The solution is then used as input to the next iteration. In the next iteration AnchoviesTopping v FishTopping has two possible solutions {AnchoviesTopping v FishTopping} and {PizzaTopping v FishTopping}. The is-a relation in the first solution is already validated to be correct according to
the domain and we can validate the is-a relations in the second to be incorrect according to the domain thus removing the solution from the list. The
Source and Target sets for AnchoviesTopping v FishTopping only contain
AnchoviesTopping and FishTopping respectively so no additional is-a relations can be validated. We have the similar situation for the missing is-a
relation ProsciuttoTopping v HamTopping in which case again we have solutions, {ProsciuttoTopping v HamTopping} and {PizzaTopping v HamTopping}. In this case, PizzaTopping v HamTopping is incorrect according to
the domain so we validate it as such and use the solution {ProsciuttoTopping
v HamTopping}. No additional is-a relations can be validated from Source
and Target sets.
Finally, for the missing is-a relation ParmaHamTopping v HamTopping
we have only one possible solution i.e. {ParmaHamTopping v HamTopping}. In this case the Source set for the is-a relation ParmaHamTopping
v HamTopping contains ParmaHamTopping while the Target set contains
HamTopping and ProsciuttoTopping. Given that ParmaHamTopping v
ProsciuttoTopping is correct according to the domain we validate this isa relation as correct.
After this, we can end the iteration and the solution for the whole set
of missing is-a relations is {AnchoviesTopping v FishTopping, ParmaHamTopping v ProsciuttoTopping, ProsciuttoTopping v HamTopping} which is
again a skyline optimal solution however on a higher level of informativeness
compared to the solution from the first iteration.
The system runs again a new iteration using the solution from the pre-
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vious iteration. However, in this iteration no new is-a relations could be
validated and the system outputs the solution from the previous iteration
as the final solution.

5.4

Experiments

We have run the same experiments from Section 4.4 on the ALC system. In
the case of the two anatomy ontologies the computation of solutions took
more time than with the EL system. Initial computation of solutions took
about 1 hour for the AMA ontology and around 16 hours for the NCI-A
anatomy ontology. Inspection of the system has pointed that the majority
of time needed for the computation of the solutions is spent on running a
reasoner as a part of checking if a solution would introduce an incoherence.
The checks are done by adding each solution to an ontology, running a
reasoner on the extended ontology and then removing the solution from
the ontology. If a solution is introducing an incoherence, then it is marked
red in the graphical user interface. After removing the coherence check,
the computation time was reduced to 20 minutes for AMA and about 1
hour for NCI-A case. The computation time between iterations without
coherence check was around 1 hour and around 2 hours for AMA and NCIA, respectively. The majority of time spent on the computation between
iterations was in relation to redundancy checking where the idea is to acquire
skyline optimal solutions. The redundancy check is done by adding all
solutions for individual missing is-a relation and then removing one is-a
relation at a time and checking if the extended ontology still derives the
removed is-a relation. If this is the case, then the is-a relation is redundant.
In both experiments the same solutions were acquired as in the EL experiments. The ALC system offered more solutions in the experiments, however
a large portion of these solutions would introduce incoherence into the ontology. An interesting observation is that in cases where missing is-a relations
had more informative solutions, these solutions were in most cases offered
as possible solutions without the need for generating Source and Target set
for the missing is-a relation as done in the EL system. These solutions are
a result of unfoldings in the completion graph. However, given that in our
case unfolding is done on demand, not all possible sub- and superconcepts
are unfolded. Therefore, by generating Source and Target set we can acquire solutions which are on a higher level of informativeness. However,
the fact that these solutions are returned by the system, in practice implies
that the user does not need to deal with the full Source and Target sets
but can restrict them by selecting a solution which is correct according to
the domain and is more informative than just adding a missing is-a relation
itself. The system was responsive after computation of solutions and no
major slow-downs were encountered.
In the case of the BioTop experiment, the ontology contained a number
of cycles in the axioms related to the missing is-a relations. Given that
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cycles are not supported by our ALC system the full experiment could not
be done. However, a number of observations about the system can be made
from partial results acquired from the system. First, there were a number
of missing is-a relations in which case the completion graph contained many
disjunctions which accounts to deep and bushy completion graphs. This is
in contrast to the two anatomy experiments which in most cases produced
completion graphs with a single leaf node. In cases where graphs contained
many disjunctions the computation of solutions took multiple hours given
that our approach for finding solutions in completion graphs generates all
possible combinations for closures of open ABoxes. In addition, a large number of possible solutions were generated in these cases. The large number
of solutions (more than 1000) induced a slow-down on the graphical user
interface. Moreover, in practice this number of solutions is too large for a
domain expert to handle and some form of filtering is needed.

5.4.1

Lessons learned

We have presented our approach for repairing missing is-a structure in ALC
ontologies. Compared to the approach for repairing missing is-a structure in
EL++ ontologies, the presented approach is more general and is applicable
to more expressive description logics. Analysis of our approach and system
has pinpointed possible points for improvement.
Our approach is based on a tableaux reasoning algorithm and uses the
completion graph to calculate solutions to GTAP. Existing reasoners based
on tableaux reasoning are optimized and often do not produce the whole
completion graph as identifying one open ABox is enough to prove unsatisfiability. In our approach we require the full completion graph which represents the worst case scenario in satisfiability checking as all branches of
a completion graph need to be checked. Further, when extracting solutions
to GTAP from a completion graph, our approach makes all possible combinations for closure of open ABoxes which is computationally demanding.
Given this, our system is unable to deal with larger more expressive ontologies. Closer inspection of this has shown that, it is the generation of all
possible combinations of completion graph closures which is computationally more expensive than generating the full completion graph. One way
to solve this scaling issue is to consider only some combinations of closures
for solutions. This can be done by limiting the depth to which we consider
ABox closures.
In the current approach, a large number of computed solutions are those
which introduce new equivalence relations into the ontology. The number
of solutions can be restricted by employing the same strategy as done with
Source and Target sets where solutions which would introduce equivalence
relations are not considered.
In situations where an inconsistency is detected in the solution, the solution from the previous iteration is returned in the case of EL++ and ALC
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algorithms for solving GTAP. As a result, all correctly validated relations
from the current iteration will be lost and will not be considered in the
solution. There a number of different approaches for dealing with this issue. The simplest approach is to retain partial solutions which do not cause
inconsistencies. These partial solutions might contain new relations which
are correct according to the domain and represent new correct knowledge
which should be added to an ontology. Another approach is to incorporate
approaches for dealing with semantic defects into our approach. This would
mean that when an inconsistency is detected that we first remove the cause
of the inconsistency and then continue with our approach for solving GTAP.
As discussed, the coherence checks induce a slow-down in the computation of solutions. One way of dealing with this is to provide coherence
checking on demand. In other words, the user can select if he desires to
check which solutions introduce incoherence.
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ABox 1.1: CLOSED
ABox 1.2.1: CLOSED
ABox 1.2.2.1: CLOSED
ABox 1.2.2.2:
Px = {MyPizza, Pizza}
Nx = {FishyMeatyPizza}
Py
=
{AnchoviesTopping,
AnchoviesT opping,
PizzaTopping,
MeatTopping,
M eatT opping}
Ny = {FishTopping}
Pz = {ParmaHamTopping,
P armaHamT opping,
PizzaTopping,
MeatTopping,
M eatT opping}
Nz = {FishTopping}
RA = {MyPizza v FishyMeatyPizza, Pizza v FishyMeatyPizza, AnchoviesTopping v FishTopping, PizzaTopping v FishTopping, ParmaHamTopping v FishTopping, MeatTopping
v FishTopping}
ABox 1.2.2.3:
Px = {MyPizza, Pizza}
Nx = {FishyMeatyPizza}
Py
=
{AnchoviesTopping,
AnchoviesT opping,
PizzaTopping,
MeatTopping,
M eatT opping}
Ny = {FishTopping}
Pz = {ParmaHamTopping, P armaHamT opping, PizzaTopping},
Nz = {FishTopping, F ishT opping}
RA = {MyPizza v FishyMeatyPizza, Pizza v FishyMeatyPizza, AnchoviesTopping v FishTopping, PizzaTopping v FishTopping, ParmaHamTopping v FishTopping, MeatTopping
v FishTopping}
ABox 1.2.3.1: CLOSED
ABox 1.2.3.2:
Px = {MyPizza, Pizza}
Nx = {FishyMeatyPizza}
Py = {AnchoviesTopping, AnchoviesT opping, PizzaTopping}
Ny = {FishTopping, F ishT opping}
Pz = {ParmaHamTopping,
P armaHamT opping,
PizzaTopping,
MeatTopping,
M eatT opping}
Nz = {FishTopping}
RA = {MyPizza v FishyMeatyPizza, Pizza v FishyMeatyPizza, AnchoviesTopping v FishTopping, PizzaTopping v FishTopping, ParmaHamTopping v FishTopping, MeatTopping
v FishTopping}
ABox 1.2.3.3:
Px = {MyPizza, Pizza}
Nx = {FishyMeatyPizza}
Py = {AnchoviesTopping, AnchoviesT opping, PizzaTopping}
Ny = {FishTopping, F ishT opping}
Pz = {ParmaHamTopping, P armaHamT opping, PizzaTopping}
Nz = {FishTopping, F ishT opping}
RA ={MyPizza v FishyMeatyPizza, Pizza v FishyMeatyPizza, AnchoviesTopping v FishTopping, PizzaTopping v FishTopping, ParmaHamTopping v FishTopping}
ABox 1.3.1: CLOSED
ABox 1.3.2.1: CLOSED
ABox 1.3.2.2:
Px = {MyPizza, Pizza}
Nx = {FishyMeatyPizza}
Py = {AnchoviesTopping, AnchoviesT opping, PizzaTopping}
Ny = {MeatTopping, M eatT opping}
Pz = {ParmaHamTopping, P armaHamT opping, PizzaTopping}
Nz = {MeatTopping, M eatT opping}
RA ={MyPizza v FishyMeatyPizza, Pizza v FishyMeatyPizza, AnchoviesTopping v MeatTopping, PizzaTopping v MeatTopping, ParmaHamTopping v MeatTopping}

Figure 5.6: Creating RA for the leaf ABoxes related to MyPizza v
FishyMeatyPizza.

Chapter 6

Related work
This chapter discusses related work in completing missing is-a structure in
ontologies as well as state-of-the-art work in related topics such as detection of missing is-a relations, debugging semantic defects and abduction in
description logics.

6.1

Completing ontologies

There is not much work dealing with completing of missing is-a structures.
In [71] and [70] this problem was addressed in terms of taxonomies. In
[71] the authors defined the problem of completing the is-a structure (called
structural repairing in [71]). The defined problem can be seen as an abduction problem, however the authors’ problem definition does not consider the
role of a domain expert. The authors also introduced preference relations:
axiom-preferred, information-preferred and strict-hierarchy-preferred. The
axiom-preferred relation prefers repairs which do not contain redundant information, information-preferred prefers repairs which are more informative
and strict-hierarchy-preferred prefers repairs which do not change is-a relations in a taxonomy into equivalence relations. The most axiom-preferred
solutions would relate to a subset minimal solution in our setting. More
informative solutions in our setting are a more strict version of informationpreferred solution as their work considers only is-a hierarchies. The authors
introduced an algorithm for generating repairs based on Source and Target
sets with respect to the introduced preference relations. An extension of
the algorithm was proposed which considers influences of repairs for other
missing is-a relations when repairing a missing is-a relation. In both cases,
the user can only select a single relation per missing is-a relation. The approach is non-iterative and there is no guarantee that the acquired final
solution is skyline optimal as it might not be subset minimal. The paper
also discusses an approach for recommending repairing actions which aims
at minimizing the interaction with background knowledge. The algorithms
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were implemented in a system which was evaluated on AMA ontology and
NCI-A ontology.
The work in [71] focused on repairing a single ontology. The authors
extended their work in [70] by considering repairing missing is-a structure
in taxonomies which are a part of taxonomy networks, i.e. taxonomies networked by alignments. In addition to extending algorithms for generating,
recommending and executing repairing actions to deal with taxonomies in
this setting, the extension also considers a problem of detecting missing isa relations. In this case, candidate missing is-a relations are is-a relations
which are derivable from a taxonomy network but are not derivable from
a taxonomy itself. The candidate missing is-a relations then need to be
validated by a domain expert to acquire a set of missing is-a relations.
We note that the approaches presented in this thesis for completing isa structure can be used for completing taxonomies and in that case our
approach finds more informative solutions than [70, 71].
The work [68] extends further the previous work [70] and presents a
unified approach for repairing missing and wrong is-a relations as well as
missing and wrong mappings in networked taxonomies. The implemented
system was evaluated on a number of taxonomies as well in a use case [55].
An unified approach for aligning and repairing taxonomies was presented
in [54]. In this work, the authors have integrated their approach for repairing
missing and wrong is-a relations and mappings with an alignment component. The alignment component is used for detecting additional candidate
missing mappings. The candidate missing mappings are then validated and
validated missing mappings are passed to the repairing component for repair.

6.2

Detecting missing is-a relations

There are different approaches for detecting missing is-a relations. A number of these approaches deal with detecting missing is-a relations in ontology
networks. An approach in [17] discusses a way of enriching Open Biomedical Ontologies (OBO). This approach deals with subject-property-object
terms in these ontologies and introduces the concept of nonalignments i.e.
a subset of terms which have a subsumption relation between subjects but
not between objects. This could be an implication that there are missing
is-a relations between objects of terms in an nonalignment. Therefore, the
next step is to validate using domain knowledge if this is the case. If so,
missing is-a relations need to be repaired. The authors propose two ways
for repairing a nonalignment by either adding is-a relations between objects
or by removing is-a relations between subjects. As discussed in the previous section, a similar approach was used for detecting missing is-a relations
[70] and for detecting both missing is-a relations and missing mappings in
taxonomies [55, 54].
In [21] the authors discuss and compare two different methods for aligning NCI-A and AMA ontologies, a lexical approach and a manual alignment.
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In the lexical approach, the first step is to identify mappings by matching
pairs of concepts which lexically match. After that, a structural validation is
executed which compares hierarchical relations among concepts in detected
mappings across ontologies. In other words, if two concepts that appear in
two mappings are related in one ontology then the concepts to which they
map should also be related in the other ontology. If this is not the case, the
mapping needs to be removed. Structural validation can also be used as a
way of identifying candidate missing is-a relations. The pairs of concepts
from mappings which cannot be structurally validated are candidate missing
is-a relation.
Some approaches for detecting modeling defects focus on properties of
the is-a relation. The authors in [44] suggest that the main reasons why
taxonomic information in ontologies is often complicated and difficult to
understand is due to is-a overloading, i.e., linguistic definitions and properties of the is-a relation do not always reflect the ontological is-a relation.
Therefore the author defines a number of ontology design principles which
can be used to detect modeling defects in an ontology.
In [62] the author proposes methods for detecting and repairing flaws
in object property expressions. Examples of flaws are domain and range
flaws, property characteristics flaws and property chain issues. The author
defines two services for debugging these flaws, one dealing with property
hierarchies and the other one dealing with property chains. The detection
in these services is based on a number of tests where property hierarchies
and property chains are tested on. In addition, the author also specifies
a number of guidelines on how to resolve situations where some test fails
i.e. approaches for revising an ontology which include changes in property
expressions or class hierarchy.
Some approaches from the ontology learning field for detecting relations
between concepts in ontologies can be applied to detecting missing is-a relations. Ontology learning from text is discussed in [23]. The authors cover a
number of methods and applications for extracting ontology relations from
text corpora. The methods in this area typically build upon established
methods from computational linguistics and natural language processing.
There are methods in computational linguistics which specifically deal
with the detection of is-a relations. The work done in [50] specifies a number
of lexico-syntactic patterns for detecting hyponym relations in a text corpus.
The specified patterns describe relationships between noun phrases. An
example of a simple pattern is “N P0 such as N P1 and N P2 ” in which case
N P1 and N P2 could be identified as hyponyms of N P0 . The author also
describes a procedure for detecting new patterns where the idea is to first
identify related terms given some lexical relation and then try to generalize
parts of text where the detected related terms appear close to each other.
While these types of patterns have a high precision, their recall is usually
low.
In [11] the authors propose three linguistic-based strategies for detecting
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relations between concepts in mappings. The first one, compound strategy,
suggests that a concept A subsumes another concept B if the name of B
is a compound word which ends with the name of A. The other strategy
is based on background knowledge. Background knowledge sources such
as thesauri and dictionaries are queried for linguistic relationships between
concept names. The relationships are then used to decide relations between
concepts in an ontology, e.g. synonym relation relates to equivalence or
hyponym relation to subsumption. The third strategy is the itemization
strategy which suggests that there exists an is-a relation between an itemization and items that it contains.
There are number of methods for detecting relations between concepts
in ontologies based on machine learning techniques and statistical methods.
In [77] the authors discuss methods for extracting non-taxonomic relations from text based on association analysis. The input to the association
analysis is a set of concept pairs which are acquired from a text processing
component which associates concepts based on their linguistic dependency
or heuristic correlations, e.g. concepts are coupled if they appear in the same
sentence or prepositional phrases are coupled with adjacent noun phrases.
A supervised classification-based method for aligning ontologies is presented in [90]. The features used in the classification algorithm take into
account both properties of textual descriptions of concepts (such as names,
labels and comments) as well as properties of textual descriptions of related
concepts, i.e., concepts related via equivalence, disjointness or subsumption
axioms.
In [98] an approach for learning ontologies using probabilistic topic models is discussed. The approach uses Latent Dirichlet Allocation (LDA) [20]
to identify topics from documents. The identified topics correspond to concepts in the new ontology. Conditional independence tests are then applied
on identified topics to detect taxonomic relations.
In [24] the authors present a method for learning taxonomic information
from text based on Formal Concept Analysis (FCA) [41]. The input to
the FCA are verb-subject, verb-object and verb-prepositional phrase pairs
which are acquired in a pre-processing phase. The output lattice from the
FCA is transformed into a compacted partial order which corresponds to
the resulting concept hierarchy.
Change management techniques from the ontology evolution area [49]
can be used for detection of missing is-a relations. In [83] the authors discuss
a process of adapting mappings in evolving ontologies. The approach for
adapting mappings is based on a categorization of ontology changes. The
authors specified three algorithms which deal with mapping adaptation after
removal, addition or revision of knowledge in an ontology.

6.3. DEBUGGING SEMANTIC DEFECTS
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Debugging semantic defects

Most of the work for debugging semantic defects aims at identifying and
removing logical contradictions from an ontology. Standard reasoners are
used to identify the existence of a contradiction, and provide support for
resolving and eliminating it [40].
In [86] and [87] minimal sets of axioms are identified which need to be
removed to render an ontology coherent. This is done using the pinpointing
algorithm. The idea behind the algorithm is that those axioms which are
responsible for the incoherences should be removed with minimal intrusion
in the ontology. In order to find these axioms the algorithm first needs
to find a minimal unsatisfiability-preserving sub-TBox (MUPS). A MUPS
with respect to unsatisfiable concept A represents a minimal subsets of TBox
which contains A and is unsatisfiable. Generated MUPSs for all unsatisfiable
concepts are used in the next step for the calculation of minimal incoherence
preserving sub-TBoxes (MIPSs). MIPSs correspond to the minimal sets of
axioms which cause the incoherence in the TBox. After finding the set of
MIPS in the ontology, the decision on which axioms to remove has to be
made. Therefore, in [86] the author introduces the concept of cores which
represent sets of axioms which appear in one or more MIPSs. The number
of MIPSs where some core appears represents an arity of a given core. The
cores are then used by the algorithm to identify a set of pinpoints, i.e.,
axioms which need to be removed from an ontology to make it coherent.
Kalyanpur et al. [60] proposed two approaches for debugging unsatisfiable concepts, glass-box techniques and black-box techniques. The glass-box
techniques can provide information about clashes (causes of defects) as well
as a set of axioms which caused the clash. The clash information provide
the user with information needed for debugging defects. The information
usually includes names of concepts participating in the clash. The information about axioms participating in the clash is provided in the sets of
support. These sets are formed during the execution of a reasoner. The
reasoner needs to be extended in such way that it keeps extra information
which in the case of clash detection can be used to track the source axiom.
The problems with the glass-box techniques are that they require reasoners which are capable of generating explanations and the memory overhead
needed for dependency tracking.
The black-box techniques do not have these requirements. The main idea
of black-box techniques is to divide unsatisfiable concepts into root concepts
(those which are not dependent on any other unsatisfiable concept) and derived concepts (unsatisfiable concepts dependent on some other unsatisfiable
concepts). The algorithm for searching for root/derived concepts is divided
into two steps: detection of asserted dependencies and detection of inferred
dependencies. The first step focuses on finding dependencies between unsatisfiable concepts among assertions within the ontology while the detection of
inferred dependencies searches for dependencies among inferred structures
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of the ontology.
However, the presented techniques only provide the user with information which helps the user in understanding defects in an ontology. The
actual repairing is done manually. The authors extended their work [59]
proposing an approach for debugging unsatisfiable concepts similar to pinpointing [86, 87]. Their algorithm is based on precise MUPS, an extension
of MUPS, which describes which specific parts of an axiom make the axiom
unsatisfiable. To get the precise MUPS, the search for the MUPS is done
on a new knowledge base which is made by splitting axioms across conjunctions into shorter and simpler axioms. The suitable axioms for removal are
acquired using a modified version of the hitting set algorithm [84] which
takes into account a ranking of an axiom. The authors present a number of
different ranking approaches, such as impact of removal, annotation information, number of appearances of an axiom in an ontology, etc. In order
to optimize the repairing process the authors reused the idea of root and
derived unsatisfiable concepts [60]. The idea is that by repairing the root
concepts a large portion of unsatisfiable concepts which were dependent on
these concepts would also be repaired.
In [45] the focus is on maintaining the consistency as the ontology evolves.
This is based on a formalization of the semantics of change for ontologies.
Three types of consistency are formally defined: structural consistency, logical consistency and user-defined consistency. The authors also discuss resolution strategies for each type of corresponding inconsistency. In the case of
logical consistency, two alternatives for resolution are discussed. The first alternative is to identify a consistent ontology for a given change by removing
one axiom at a time from an inconsistent ontology. The second alternative suggests that the resolution is done by localizing the inconsistency i.e.
identifying a minimal set of axioms which make the ontology inconsistent.
In [79] and [56] the setting is extended to repairing ontologies connected
by mappings. In this case, semantic defects may be introduced by integrating ontologies. Meilicke et al. [79] address the problem of finding and
repairing incoherences caused by the automatic mapping process. The proposed debugging algorithm is based on conflict sets. The conflict sets extend
the idea of diagnosis [84] where given a set of components COMP and a set
of observations OBS, the task is to identify a subset of erroneous components
so that the remaining components are consistent. In the case of distributed
ontologies, a set of components COMP represents a set of mappings between
ontologies and set of observations OBS is a set of concept subsumptions in
the ontologies. The proposed algorithm returns minimal conflict sets, i.e.,
conflict sets whose subsets are not conflict sets. Thus, repairing one component from the minimal conflict set would repair the conflict. The decision on
which mappings should be removed from the minimal conflict steps is based
on the confidence value of each mapping, if specified, or on the WordNet [9]
distances between concepts participating in the mapping.
Ji et al. [56] propose a relevance-directed approach for diagnosing and
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repairing ontology networks. Their approach is based on computing MUPS
between sub-ontologies and is adapted from the algorithm in [58] which is
based on Reiter’s hitting set algorithm [84]. The approach is relevancedirected as there are 3 strategies for computing MUPS: computing a single
MUPS, computing some MUPS and some hitting sets and computing all
MUPS and all hitting sets. The decision on which strategy to take is made
by a user given an ontology and his/her purpose.
The work in [82] further characterizes the problem as mapping revision.
The authors define a conflict-based mapping revision operator based on
minimal conflict sets adapted from [79]. Using belief revision theory, the
authors give an analysis for the logical properties of the revision algorithms.
Another approach for debugging mappings is proposed in [95]. In this
work, the authors defined four types of defects in mappings, i.e. redundant mappings, imprecise mappings, inconsistent mappings and abnormal
mappings. In addition, algorithms for detecting and diagnosing each type
of defined defects were defined. The algorithms output warnings about detected defects as well as suggestions on how to debug them. The users have
to manually execute the suggestions.
Work that deals with both modeling and semantic defects includes [27]
where the authors propose an approach for detecting modeling and semantic defects within an ontology based on patterns and antipatterns. The
proposed patterns and antipatterns contain both those patterns which have
an impact on logical consequences as well as those which are supposed to
improve the intended meaning of ontologies and their understandability. In
addition to defining patterns and antipatterns, the authors also propose
ways of solving the issues detected by the patterns and antipatterns. The
work specifies a debugging strategy which defines the order in which a user
should resolve detected patterns and antipatterns.
In [85] a method for detecting one of the antipatterns from [27] without a
reasoner is provided. The antipatterns are detected by running a SPARQL
query on a transformed ontology. A transformed ontology is acquired from
the original ontology by applying transformation rules which aim at simplifying class definitions, harmonizing different implementation styles and
simulating inferences thus avoiding the need for a reasoner.
Another work which considers both modeling and semantic defects is
[69] where the authors provide a method for repairing wrong missing isa structure as well as wrong mappings in ontology networks which uses
approaches for debugging semantic defects.

6.4

Abductive reasoning in description logics

In [38] four different abductive reasoning tasks are defined - concept abduction, ABox abduction, TBox abduction and knowledge base abduction.
Most existing approaches for description logic abduction focus on ABox
and concept abduction and are mostly based on existing proof techniques
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such as semantic tableaux and resolution. Since the number of possible
solutions can be infinite, the approaches introduce constraints on solutions.
In [46] the authors propose a semantic tableaux approach for ABox abduction in ALC. In their approach, the authors perform instance checking
on an abductive query. After extracting a full completion graph, the algorithm generates a set of concept assertions for each open branch which would
close that branch. This is done by taking negations of concept assertions
in open branches. The solutions to the abductive query are then acquired
by running the minimal hitting set algorithm [84] on these sets. The algorithm is sound but not complete and the solutions are not guaranteed to be
semantically minimal.
The work in [64] proposes a semantic-tableaux and a resolution based
approach for ABox abduction. The proposed approaches are goal-oriented
meaning that only actions which contribute to the solution are chosen in
the proof procedures. This is done by using regular connection tableaux
for the tableau-based approach or sets-of-support in the case of resolution
proofs. Both approaches, however, require translation to first order logic
(conjunctive normal form) and the solutions have to be translated back to
description logic. The method is both complete and sound for consistent
and semantically minimal solutions. Since the set of solutions can contain
some inconsistent and non-minimal solutions additional checks are required
to guarantee consistency and minimality.
A practical approach for ABox abduction, based on abductive logic programming, was proposed in [34]. This approach considers solutions over a
finite set of concepts and roles called abducibles which is in contrast to the
work in [64] where solutions can be formed with arbitrary concepts. As a result, the approach in [64] can return infinitely many solutions when dealing
with cyclic definitions. The proposed approach uses existing abductive logic
programming systems and therefore requires a transformation to a plain
Datalog program. The solutions are consistent and minimal given a set of
abducibles. In this case, allowed abducibles are atomic concepts or atomic
roles. The approach does not guarantee completeness since the translation
to a Datalog program is approximate and in some cases a solution would
not be found. The authors extended their work in [35] by allowing arbitrary concepts and roles as abducibles, such as complex concepts, negated
roles, etc. In [36] the authors further extend their previous work and deal
with an ABox abduction problem where new individuals are allowed in solutions. For example, for abductive query P erson(T om) in the case where
the ontology contains ∃hasP arent.P erson v P erson an intuitive minimal
explanation is a set {hasP arent(T om, u), P erson(u)} where u is a new individual. As a consequence of this extension there can be infinitely many
minimal solutions. To deal with this, the authors reduce the number of
explanations which need to be computed by considering only representative solutions, that is solutions which are not subsumed by other minimal
solutions. The approach was compared to the approach in [34] in an experi-
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mental evaluation which has shown that computing representative solutions
is more efficient than computing minimal solutions.
There are number of approaches which deal with the concept abduction
problem as well as the conditionalised concept abduction problem where the
idea is for concepts C and D and a TBox T to identify a concept H such
that C u H v D holds in T and C u H 6v ⊥.
Colucci et al. [25] consider an approach for conditionalized concept abduction problem. The presented approach uses a variation of the semantic
tableaux and two labelling functions were proposed. The two labelling functions T () and F () represent true and false formulas in a tableaux. The
solutions are formed from concepts which have at least one constraint in
F() of every open branch. This choice is non-deterministic and can be used
to select solutions based on some criteria. The algorithm also contains a
consistency check which implies that the produced solutions are always consistent.
Another approach for conditionalized concept abduction in ALN description logics was proposed in [29]. This approach operates on concepts
in conjunctive normal form and is based on a modified version of structural
subsumption algorithm from [22]. A structural subsumption algorithm is
used to identify concepts H which need to be conjoined with C so that
C u H v D holds. The proposed algorithm returns irreducible solutions, i.e.
solutions which are minimal conjunctions.
The complexity of concept abduction in the EL family of description
logics been explored in [19]. The abduction problem discussed in the paper
includes a set of possible hypotheses. The work focuses on three decision
problems, i.e. existence (does a solution exist), relevance (does the hypothesis appear in some solution) and necessity (does the hypothesis appear in
all solutions). The complexity of the decision problems is analysed in terms
of a number of preference criteria, such as subset minimality, minimal cardinality and minimal weight. The analysis has shown that the complexity
of concept abduction for the decision problems is equal to the complexity
of abduction in propositional definite Horn theories in the case of EL and
EL+ . In the case of EL++ the complexity is the same as in the case of
propositional Horn theories.
There has not been much work related to TBox abduction, which is the
most relevant abduction problem for this thesis. The work in [53] proposes
an automata-based approach to TBox abduction using abducibles. It is
based on a reduction to the axiom pinpointing problem which is then solved
with automata-based methods. Similar to the approach presented by Du et
al. [34] the abductive problem also contains a set of abducibles which in
this case represent a set of axioms that can appear in solutions.
A recent approach [47] considers the TBox abduction problem in ALC
ontologies. The presented approach is based on tableaux reasoning where
the solutions to the abductive query are acquired by generating a set of
axioms for each open branch in the full completion graph such when added
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to the knowledge base, it would close the open branch. The axioms which
close open branches are of the form C v D where C is of the form A, ¬A
or ∃r.T and D is of the form A, ¬A or ∀r.> where A is an atomic concept
and r an atomic role. Similar to the approach in [46] the authors use the
minimal hitting set algorithm [84] to extract a solution from these sets of
axioms.
The authors have also shown that their approach for solving a TBox
abduction problem can be applied to the generalized version of TBox abduction problem which considers multiple subsumption axioms in the abductive query. In this case for an abductive query {C1 v D1 , . . . , Cn v Dn } the
satisfiability checker needs to be run on input (C1 u ¬D1 ) t . . . t (Cn u ¬Dn ).
Both the approach for the TBox abduction problem and the generalized
version of TBox abduction problem require a post-processing step to test for
semantic minimality, consistency and relevance. The approaches are sound
and complete with respect to the allowed constructors for relations in the
solution.
The presented approaches for description logic abduction mostly deal
with relatively inexpressive ontologies, such as EL and ALC. However, the
work [30] describes a type of conditionalised concept abduction called structural abduction which is applicable to SH. In this case instead of finding
concept H such that C u H v D the presented algorithm first finds places
within a description of C where hypotheses variables can be added. Then
solution is defined as substitution of a set of variables with concepts which
make the new extended concept subsumed by D.
The computational complexity of the generalized TBox abduction problem in the EL family of description logics was analysed in [96]. The analysis
focused on three decision problems: existence (does a solution exist), relevance (does a set of axioms appear in some solution) and necessity (does a
set of axioms appear in every solution). These problems relate to the problems discussed in [19] with a difference that our abduction problem does
not include a set of hypotheses but an oracle function which returns true or
false depending if an is-a relation is correct according to the domain or not.
The computational complexity of these problems was explored with respect
to the preference criteria presented in this thesis. The analysis has shown
that skyline optimal solutions are the best choice in practice.

Chapter 7

Conclusion and Future
Work
The World Wide Web (WWW) is growing rapidly. However, data on the
WWW has often only limited structure. This limits the opportunities for
automation of queries which require the understanding of the meaning of the
underlying data as well as queries which require data from multiple sources.
As a consequence large amounts of useful data are not being used to their
full potential.
A step towards the support for this kind of queries is the idea of the
Semantic Web which represents an extension of the current WWW. The
Semantic Web aims at structuring the data, thus adding meaning to the
data which would allow automated agents to execute more sophisticated
queries.
One of the key technologies in this endeavour are ontologies. Ontologies
provide means for modeling a domain of interest i.e. establishing a vocabulary of the domain. Given this, ontologies can be used for data integration
and as a basis of data interoperability.
Developing ontologies is not easy and it is often the case that resulting
ontologies are incomplete. As a consequence semantically-enabled applications which use such ontologies might omit relevant and correct results.
Therefore, there is a need for high quality ontologies.
In this thesis we have focused on completing the is-a structure in ontologies represented in description logics, more specifically the EL family
and ALC. The EL family of description logics is highly relevant for the
representation of lightweight ontologies and some of the major biomedical
ontologies are represented in EL. On the other hand, ALC is often considered a basic expressive description logic containing logical constructors
such as disjunction, existential quantifier and universal quantifier which sets
a foundation for more expressive description logics. Completing the is-a
structure in ontologies consists of two phases, detection and repair. The de-
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tection phase is often does not detect all missing is-a relations as detection
algorithms usually have very high precision but very low recall. Therefore,
there exist more interesting approaches for repairing missing is-a structure
than the naive approach where the detected missing is-a relations are just
added to the ontology. In addition to repairing missing is-a structure, these
more interesting approaches introduce new knowledge to the ontology which
was not detected by the detection algorithm.
In relation to the objective To formalize the problem of repairing missing
is-a structure in lightweight ontologies, we formalized the problem of completing the is-a structure in ontologies as a generalized version of the TBox
abduction problem. In our formalization we consider the role of a domain
expert as this type of defects requires domain knowledge to detect and resolve. In contrast to logic-based abduction where the idea is to identify as
small solutions as possible, the goal of repairing missing is-a structure is to
add more subsumptions to enrich the ontology. Therefore, our formalization
also includes a preference criterion which emphasizes the informativeness i.e.
the knowledge added to the ontology. This criterion, semantic maximality,
prefers solutions which are the most informative, i.e. add the largest body
of knowledge to the ontology.
We have analysed combinations of semantic maximality with a minimality preference which prefers non-redundant solutions (subset minimality)
and identified three ways of combining them depending on what kind of
priority is assigned to each preference. Analysis of these combinations has
shown that even though solutions with maximal informativeness without
redundancy are preferred, in practice it is not clear how to generate these
solutions. Therefore, skyline optimal solutions are the next best thing. They
represent non-redundant solutions at a certain level of informativeness. The
idea is to reach as high level of informativeness as possible.
With respect to the objective To develop algorithms for repairing missing
is-a structure in lightweight ontologies, we have developed algorithms for
solving the GTAP in the EL family and ALC description logics. The EL
algorithm relies on identifying logical patterns in normalized EL ontologies
for extracting solutions to GTAP. In this case, the reasoner is used as a
black box and the logical patterns are applied on the result of the reasoning
process. On the other hand, the ALC algorithm is more general and is based
on the satisfiability checking using tableaux reasoning. This approach is a
glass-box approach as the logical patterns used to identify solutions to the
GTAP are applied directly on a completion graph of a tableaux reasoner.
The algorithms are iterative and in every iteration, except for the last, a
skyline optimal solution is acquired on a higher level of informativeness.
With regards to the objective To develop a system for repairing missing
is-a structure in lightweight ontologies and analyse the usefulness of such
system, we have implemented systems for completing EL and ALC ontologies
based on the algorithms. The analysis and the experiments have shown that
our approach for completing the is-a structure in ontologies is useful as we
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have identified a number of new is-a relations in the experiments which were
not detected by the detection algorithm. The iterative approach has also
proven to be advantageous as in subsequent iterations new knowledge was
identified and solutions to some missing is-a relations were refined.

7.1

Future work

There are a number of directions which are interesting for future work. They
focus on improvements of the current approaches as well as extensions such
as dealing with more expressive languages and wrong is-a relations. We list
some of the interesting future work directions:
Improving scalability: As discussed, the algorithm for solving GTAP in
ALC ontologies can not deal with larger more expressive ontologies. In
these cases the completion graphs produced by running satisfiability
checks on missing is-a relations contain many disjunctions. This would
mean that there are many possible ways of closing open ABoxes. The
solution extraction phase in our case is computationally demanding
as when searching for solutions we explore all possible combinations
for closure of open ABoxes (with respect to our heuristic of combining
positive concept names with negated ones in open ABoxes). There
are a number of approaches for restricting the search space and one
approach was discussed in Section 5.4.1 where it was suggested that
we only explore solutions to a certain level in the completion graph.
A more general approach is to investigate modular approaches for debugging ontologies. Here the idea is to run debugging algorithms on
parts of ontologies which are relevant for a certain missing is-a relation (or a set of missing is-a relations) thus limiting the search space.
There are a number of approaches for extracting ontology modules
such as [42] and [31] which aim at identifying a fragment of an ontology which is relevant for some application thus supporting reuse as
well as improving performance.
When it comes to computation time, this can be improved by parallelizing the computation of GTAP solutions to individual missing is-a
relations. This is possible in our case as executions of the RepairSingleIsA procedure are done independently of each other.
Integrating detection of missing is-a relations: So far we have only
focused on the repairing phase. Our approach for repairing missing
is-a relations can be considered as a detection method given that solutions to GTAP often contain new is-a relations which were not detected
by the detection algorithm. In addition, our system could be run with
a set of already derivable is-a relations as way of investigating and
revising the existing is-a relations. However, these detection mecha-
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nisms explore only small parts of ontologies which are related to is-a
relations under inspection.
A detection component would be beneficial for our approach as it
would identify additional missing is-a relations and provide a starting
point for the process of completing ontologies. There exist many approaches for detecting missing is-a relations in ontologies and some of
them were described in Chapter 6.
Debugging wrong is-a relations: Our work focused only on missing is-a
relations. Therefore, the next step would be to extend our approach
to consider wrong is-a relations as well. As with missing is-a relations,
debugging wrong is-a relations consists of two phases, detection and
repair. In the repairing phase, the idea is to acquire justifications for
a wrong is-a relation and try to remove or change relations in the ontology so that the wrong is-a relation is no longer derivable. When
dealing with more expressive description logics containing logical constructs such as concept negation and the bottom concept, unsatisfiable
concepts and inconsistencies can be a sign of wrong is-a relations in an
ontology. Therefore, approaches for detecting and debugging semantic
defects can be utilized, to a certain extent, when dealing with wrong
is-a relations.
Therefore, a step towards dealing with wrong is-a relations would be
to investigate the relation between semantic defects and wrong is-a
relations in our setting. The results of this analysis can then be used
for the formalization of the problem of debugging wrong is-a relations
as well as for the development of algorithms for dealing with such
defects.
More expressive representation languages: Another direction is to consider ontologies represented in more expressive description logics containing logical constructors such as cardinality restrictions and nominals. Given that the ALC algorithm is general and could be applicable
to more expressive languages, the first step towards this goal would
be to analyse our current approach for repairing missing missing is-a
structure in ALC ontologies and identify what is the upper limit for
expressiveness of ontologies that our approach can deal with.
Visualization techniques: The analysis of sizes of Source and Target sets
in the evaluation of the EL algorithm has shown that in the two experiments the sizes of Source and Target sets were manageable and
the maximum number of concepts in Source and Targets sets was less
than 400. However, the visualization can become cluttered even with
this number of concepts which can be a problem for identifying is-a
relations that need to be validated. Further, the visualization lacks
support for presenting already validated relations as well as the consequences of adding some is-a relations. For example, there is no support
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for marking which other is-a relations are automatically validated to
be correct.
The current visualization is not applicable for representation of larger
and more expressive ontologies containing logical constructors such as
quantifiers and disjunction. Dealing with this issue would be beneficial, as it would allow the user to check the current state of an ontology
at any point of the completion process as well as get the bigger picture
of relations between concepts.
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