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Abstract

This thesis describes the work of developing and implementing an algorithm
for detecting and segmenting silicone and saline implants in mammographic
radiology images. The purpose of the algorithm is to find and mask breast
implants in mammographies following a request to Sectra AB from radiol-
ogists using their RIS (Radiology Information System) and PACS (Picture
Archiving and Communication System). The request was for an option
to hide the implants that occur in images as they are a disturbance when
screening for breast cancer.
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1. Introduction
In Sweden mammographies are routinely performed on all women between
40 and 74 years of age with an interval of one and a half to two years.
This means that over 500 000 X-ray scans are done every year in Sweden
alone[10], in the United Kingdom this number is 1.6 million mammogra-
phies each year in the NHS (National Health Service) Breast Screening Pro-
gramme [11]. Being one of the most common radiological examinations in
modern healthcare the number of images produced is staggering, especially
considering each examination includes at least four images.

All these images have to be reviewed by two radiologists. This is a safety
measure to decrease the risk of missing any breast cancer indicators. The
radiologists view the images independently, as well as comparing them with
images from previous exams, and have the option to flag or pass each image.
If both radiologists pass an image as free of cancer indicators no further steps
are taken. All images flagged as a possible case of breast cancer by one or
both of them is reviewed again and a decision is made whether to move on
with further examinations, or not.

The enormous number of images to be inspected puts high demands on the
breast-radiologists and their equipment. The image reviewing takes place
in a dimly lit room with calibrated high-resolution screens. Using dedicated
software and often special keyboards a fast pace workflow can be achieved,
some radiologists can screen 200 cases in an hour. More and more of these
images are now containing various types of breast implants.

One of the most popular cosmetic surgeries today is breast enhancement
and the number of plastic surgeries in Sweden is increasing with about 15%
per year. This rising number of women with breast implants is a growing
issue for mammographists, and it will increase even more as the population
grows older as the majority of plastic surgeries are performed on women of
ages 25-45 years [1][3].

This rising trend of breast enhancements are however causing several prob-
lems for the radiologists and nurses performing the screenings. The density
of breast implants is higher than the low-density fatty tissue of the breast.
Silicone has much higher density than saline implants and are completely
opaque in an X-ray while saline is semi-transparent. As the implants ob-
scure tissue in front of and behind it when performing a mammography more
images have to be taken to make sure no indicators of a tumor has been ob-
scured. This may prolong the examination and some research suggests that
even with the extra images there is a larger risk of undetected tumours [8].

Another more unanticipated side effect is how these high density elements
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affect the radiologists analyzing the images. As the images are usually dis-
played with higher density being represented by a higher intensity the com-
paratively high density breast implants are displayed as bright white on the
computer screen. For a radiologist closely inspecting images at high pace in
a dark room this is definitely a nuisance, contrast perception is altered and
the brightness often has to be adjusted down.

With this as background radiologists using Sectra’s Picture Archiving and
Communication System (PACS) have inquired if a feature could be imple-
mented that would allow for implants in images to be automatically detected
and masked to make them less obtrusive.

To this end an algorithm was developed that can find and classify an implant
region in a mammographic image fully automatically without any user input.
After the image and region has been classified a mask can be applied that
masks the implant and reducing it’s visibility to the user. The resulting
algorithm has an accuracy of nearly 90% correct classifications in a set of
200 mammographies of varying size and quality.
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2. Background
Sectra Medical Systems AB Sectra was started 35 years ago by a group
of researchers at Linköpings University. Today Sectra has over 500 employ-
ees and has is present in 12 countries but their headquarters remain near
the university in Linköping. Sectra has two main areas of operation; Sectra
communications developing communication encryption services for author-
ities and defense, and Sectra Medical developing a variety of medical soft-
ware applications. These applications range from tools for radiation dosage
in X-rays and their PACS, Picture Archiving and Communication System,
that manages data for a wide area of radiology, to their interactive virtual
autopsy table.

Medical background There are mainly two types of implants used to-
day for breast augmentations, silicone and saline. Silicone implants consist
of an outer shell made of silicone rubber filled with a silicone gel. Saline
implants also has an outer shell of silicone rubber but instead contains ster-
ile biological-concentration saline so that in case of a leaking or ruptured
implant it is safely absorbed by the body. It is mainly silicone implants that
causes issues in mammographic images as the saline solution is similar to
the body in its density and therefore are not as obtrusive in the radiograms,
though they are easily spotted.
In addition to saline and silicone there are other methods for breast enhance-
ment. Various injections are available, depending on the substance that is
injected it can make it harder or sometimes impossible for a radiologist to
search for signs of cancer. Another procedure is transferring fat from other
parts of the body, this has a low affect on diagnosis however as the breast
mainly is fat to begin with.

The screening process Breast cancer screenings are routinely performed
every 18 to 24 months on all women in the ages 40 to 74 years in Sweden.
The age restrictions vary between countries, for example in England it is
47 to 73 years. Mammographies can also be performed if a patient has
a family history of early breast cancer or has found something during a
self-examination. It is also more difficult to perform the X-ray on younger
women as the breast tissue is more solid before the mammary glands recede
and is replaced with adipose tissue, so ultrasound is usually used instead.

The first step in the screening process is performing a mammography where
a machine takes X-ray images of each breast, two images if the breasts are
without implants and four images if there are breast implants. The images
taken are from two directions, one is from above, called the craniocaudal
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Figure 2.1: Example of a mammography examination sta-
tion setup. Source: http://www.cbc.ca/news/health/toronto-
radiologist-s-3-500-ct-scans-mammograms-reviewed-1.1701023.

(CC) view is taken from above, and the mediolateral oblique (MLO) view
which is from the side. Which direction it is taken from is indicated in the
DICOM metadata and often by a tag in the image. If the breasts have been
enhanced the radiology nurse assisting with taking the pictures can help
move as much breast tissue as possible forwards to reduce implant occlusion
of the tissue behind it, these are usually called ”push-back images”. The
examination itself takes five to ten minutes.

After the pictures have been taken they are inspected by a mammo-radiologist.
The radiologists often do the inspections in batches where they review im-
ages at a high pace, sometimes over 200 cases per hour. Image reviewing
is performed in a dimly lit room using specialized screens with high resolu-
tion and high contrast. Other tools used are special keypads with the most
used functions such as zooming and other tools. To relieve stress on wrists,
elbows and shoulders sometimes a set of pedals are used as well for some
functions.

To reduce the risk of a radiologist overlooking some indicator of cancer they
often work in parallel, watching the images separately. The images are
compared to images taken previous years as any large changes is a strong
indicator of abnormal cell behavior. If anything in the images requires fur-
ther attention the patient is called in again for further X-ray images to be
taken and often also an ultrasound examination is performed. The radiolo-
gist might also decide that a biopsy is required where a sample of the growth
is extracted and sent for analysis by a pathologist. About one in six of the
patients called back for a return visit are diagnosed with breast cancer [11].

The DICOM Format As various modalities for radiological imaging
started emerging in the early nineteen-eighties so did the need for a stan-
dard of the images produced. Decoding and viewing the images was often
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Figure 2.2: An ergonomic mammography keypad with shortcuts
to the most used functions.

only possible on equipment produced by the same manufacturer and re-
stricted the analysis that could be done. A committee to design a standard
was formed in 1983 by American College of Radiology (ACR) and National
Electrical Manufacturers Association (NEMA). A first standard was released
in 1985, several revisions were made in the following years as it was gradu-
ally embraced by manufacturers and first deployed on a larger scale in 1992.
A third revision in 1993 saw the format named DICOM, short for Digital
Imaging and Communications in Medicine.

The DICOM standard describes rules for handling, storing and sending med-
ical images and allows for integration of various system in the handling and
analysis of radiological images. Like a photo from a camera contains more
data than just the image but also metadata about the camera and settings a
DICOM file contains large amounts of related information in addition to the
images itself. Defined in the standard is a huge amount of parameters, from
data about the modality with which it was taken, which dose of radiation
was used, to information about the patient, doctor and hospital. As all this
data is contained in one file it heightens patient security as it reduces the
risk of mistyping or losing information between instances.

Image dimensionality Mammographic radiographs are two-dimensional
images in greyscale. This means that the data dimensionality is very low, for
each point of data the only information available is intensity and position.
While such low dimensionality makes it easier to overview and manage it
limits the types of analysis that can be performed. The images used as a
basis for this thesis vary in size between 2 and 28 megapixels and the bitrate
is usually 12 or 16 bits per pixel, allowing 4096 or 65536 greylevels.
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(a) (b)

Figure 2.3: An 8-bit image before (left) and after (right) apply-
ing a window-level brightness and contrast adjustment, Center
= 125, Window = 100,

When taking a radiological image the data of interest is often in a shorter
span of intensities than the full bit-rate of the image. To pick out the regions
of interest a window can be used that is basically a set of intensities where
the data of interest is. This range is often described as window and center
where center is an intensity in the middle of the range and window is how
far it spans. These can be calculated automatically by the modality or
added by a radiologist. There can be many different windows in a DICOM
file to highlight different areas of interest. An issue with the automatically
calculated window-levels when an implant is present in the image is that
they are often too high, trying to fit in the high intensity of the implant and
the lower of the surrounding tissue. If the implant can be detected a new
window can be calculated to better fit the data and ignore the brightness of
the implants.

Visit to Södersjukhuset, Stockholm Södersjukhuset (SöS) in Stock-
holm performs a large amount of mammographies and to gain further un-
derstanding of the subject the hospital was visited on the 18th of February
2014. The radiology unit at SöS perform between 300 and 450 mammo-
graphies every day and an estimated six to ten of those are breasts with
implants. That is roughly 2% of patients though it is an upward trend.
At first the suggestion of implant masking was met with some skepticism
about the necessity of it because of the relatively few cases and the radi-
ologists had gotten used to the occasional implant image. However when
demonstrating how the presentation of images with implant would be with
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(a) (b) (c) (d)

Figure 2.4: Various representations of the implant masking over-
lay. From left to right: Original image, solid fill overlay, radial
gradient overlay, checkers overlay.

the automatic masking it was agreed that it would be a nice addition.
A question about the masking was if the radiologists would need the mask
to be self evident, i.e. would the mask have to be some kind of pattern that
easily showed where the mask was so it could not be confused for something
else (see figure 2.4d). This would not be necessary according to the radiolo-
gists there and the preferred overlays were the ones that simply lowered the
implants intensity in the least obtrusive way, figure 2.4b,c.
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3. Methods and implementa-

tion

3.1 Algorithm development

Figure 3.1: Generalized presentation of the algorithm pipeline.

The first step in the process of classifying an image is identifying the breast
in the image. As the images often vary in size and can be very large they
are initially scaled down to a set height of 500 pixels and a width usually
between 400 and 600 pixels.
By identifying all other elements in the image such as background and tags
the breast can be identified as the remaining area after these are removed.

Background segmentation To identify the background region and cre-
ate a binary mask for it various methods were tested. Intensity thresholding
methods yield good results in most cases, the Otsu, see section A.1.2, and
K-means clustering, see section A.1.3, methods yield similar results when
used to find a threshold value. A single value does however not work very
well and often remove large portions of the foreground. Both K-means clus-
tering and Otsu have to possibility to be extended to support several classes.
By increasing the number of classes the background and foreground is bet-
ter separated as several levels can be used for the wider data range in the
foreground.

With four threshold levels (five classes) the foreground and background are
separated sufficiently in most images, see figure 3.2. From here the higher
levels can be grouped together to create a foreground and background sep-
aration. Some images cause issues with this approach by having an uneven
background resulting in multiple levels being in the background area. This
can be avoided using the K-means algorithm and forcing the algorithms seed
values to be in a higher range of intensities than a uniform spread in the
data range, see figure 3.3.

Some testing was done with a local histogram algorithm, see section A.1.1,
for the background segmentation as it can be useful in some medical imple-
mentations for separating adjacent organs and such where intensities might
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overlap. For this application where the target is to separate a larger object
from a quite uniform background it did not perform better than a global
thresholding value.

A region growing algorithm, see section A.3.1, yielded good results but as
it is a much slower operation than the K-means clustering with little to no
improvement.
After this step the image is also cropped to remove as much background as
possible.

Removing smaller objects After the background and foreground has
been separated it is desirable to remove any elements in the image that are
not part of the breast area. Such elements can be tags that are added to
the image to indicate which breast it is, the direction the image has been
taken in or a numerator. These are simply removed by measuring the area
of all separate objects in the image and removing all except the largest.
The size of each object is measured by labeling them and then counting the
number of pixels in each label-group. The labeling is done using a sequential
connected-component labeling algorithm presented by Suzuki et al. [5].

Contrast enhancement With the breast separated the next step is ex-
amining the area for an implant. To make this easier it is useful to increase
the contrast in the image. As a potential implant has a comparatively high
density, and thereby intensity in the image, low intensities can be discarded
in favor of increasing disparity in the higher intensities. Two methods were
tested for finding good levels for increasing the contrast. The first one

Figure 3.2: K-means (left) and Otsu (right) thresholding meth-
ods performed with five classes, both methods separate the back-
ground successfully.
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Figure 3.3: Otsu’s method compared with K-means with forced
seeding. From left to right; original image, Otsu’s method with
five classes, K-means with forced seed values, five seed values
are predefined [0.6; 0.7; 0.8; 0.9; 1.0].

Figure 3.4: Labeled objects illustrated with a randomly assigned
color map.

searches for peaks in a histogram of the image. The histogram is normal-
ized by dividing each value by the maximum value. The algorithm searches
through the normalized histogram for the first and last occurrences of val-
ues above the threshold. If the positions of these values are too close to
each other, which is determined by a preset distance, the threshold value is
lowered and the search is done again until they are sufficiently separated.
When an upper limit L and lower limit l has been determined the data be-

10



Figure 3.5: Cumulative histogram used to find a threshold level
that culls a desired ratio of the image data. In this example a
culling level of 30% results in a threshold level of 0.37, illustrated
with the red lines.

tween these is interpolated to occupy the full data range 0.0 to 1.0 using
equation 3.1 creating a new interpolated image, Ii from the original image
I. The results from the algorithm are often good but it is difficult to find a
threshold level general enough. It also has issues with images with several
high intensity peaks in the histogram which often occur in saline implant
images.

Ii =
I − l

L− l
(3.1)

The second method which proved to be more reliable is based on simply
culling a portion of the low intensity pixels from the image. A direct ap-
proach that was tested was to simply search through the image for the low-
est, non-zero, intensity pixel and remove it (set it to zero) repeatedly until
a certain ratio of pixels have been removed. The large number of iterations
proved to be too slow to be sustainable however.

A simplified version based on a histogram of the image greatly reduces the
algorithm execution time. By calculating the cumulative histogram h and
finding at which intensity it exceeds the threshold a lower limit is attained,
demonstrated in figure 3.5.

A risk with this simplification is if there are large changes in the histogram
that can lead to large changes between two ratios. Had the culling amount
been set to 40% instead in fig 3.5 the threshold value would have been near
0.9 and parts of the implant had been removed. To reduce the risk of this

11



(a) 0% (b) 10% (c) 20% (d) 30% (e) 40% (f) 60%

Figure 3.6: Data distribution culling ratio value comparison.

occurring a safeguard is set in place that reduces the culling ratio if the
number of remaining pixels after culling is under 20% of the original area.

Edge enhancement To further accentuate a possible implant a Prewitt
edge detection algorithm, see section A.2, is used to generate a map of edges
in the image. By thresholding the map to only keep stronger edges a binary
map of edges is achieved that can be applied to the image by subtraction.

(a) Orig. (b) 0.10 (c) 0.20 (d) 0.30 (e) 0.40 (f) 0.50

Figure 3.7: Prewitt edge detection threshold value comparison.

Partitioning the implant After the image has been prepared it is time
to search for an implant. Active contours , see section A.4, also known
as Snakes, is an algorithm that seem very applicable for this as it can be
configured to adhere to various image elements such as edges, lines and ter-
minations. When testing the active contours an implementation created by
Dirk-Jan Kroon was used [6]. The algorithm requires a polygon approximat-
ing the area as an initial state. This was created by finding the perimeter of
the breast area mask and then reducing the number of points by selecting
every nth pixel to reduce computation time with n = 21. It proved hard to
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(a) (b) (c) (d)

Figure 3.8: A selection of results of implant segmentation us-
ing the Active contours algorithm on saline (b,c) and silicone
implants (a,d).

find parameters for the algorithm that both created a good selection of the
implant region and remained stable in very bright, dark or low contrast im-
ages. Some segmentations are very good, see fig 3.8c, the Snakes algorithm
can be weighed towards taking a round shape which fits an implant well but
saline implants and other regions in the image often cause it to select an
area outside the implant as well, see fig 3.8a,b.

The other method for partitioning the implant that was tested was a region
growing algorithm, see section A.3.1, that proved very efficient at segmenta-
tion of the implant. The initial state selection of the algorithm was expanded
to be a small area instead of a single pixel to to further reduce the risk of
local maxima selections. The thresholding method used is adaptive, calcu-
lating the threshold value T as the mean of the pixels currently in the region.
From this value a deviation d is allowed for pixels to be added to the region
so if a pixel has the intensity i it is added if T − d ≤ i ≤ T + d.

There is a trade-off with the region growing threshold deviation as there
are images where the implant and surrounding tissue has a lower difference
in intensity than the intensity inside some saline implants. The choice is
thereby between regions that bleed or imperfect implant selections. As the
imperfect selections are with saline implants it is arguable that it is prefer-
able to make a better selection on the silicone implants as they are a larger
cause for concern in examinations. This can also be reduced by lowering the
edge detection threshold, adding more edges to the image.

A edge threshold value of 0.20 and a region growing threshold deviation of
0.20 result result in a very good segmentation of the implant in most images.
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Figure 3.9: A selection of results of implant segmentation us-
ing the region growing algorithm on saline (b,c) and silicone
implants (a,d).

Classifying the region An early attempt was made at manually estab-
lishing thresholding values for various image parameters, see section 3.2.1,
that would classify them as either images with implants or not. Finding any
easy correlations between the classifications and parameter values proved
too hard to overview. Instead automatic classification methods were tested
that analyze the parameters and find correlations between them and the
classifications.

Testing classification methods proved simple in Matlab as several methods
are implemented in the Statistics Toolbox and Neural Network Toolbox
extensions. Boosting systems, see section A.5.1, and neural networks, see
section A.5.2, work by providing the image parameters and a key for a set of
images a system can be trained to classify an image and region as a probably
implant or not. They differ in that the response from a boosting system is a
binary true or false while the response from a neural network is a probability
value between 0 and 1. The floating point response from the neural network
has the benefit of allowing the user to decide at which threshold to consider
an image an implant image or not or having multiple classifications. For
example: the neural network response for many silicone implants is in the
range 0.8 to 1.0 while the saline implants can be in the range 0.4 to 0.8.
This allows for some degree of separation between types of implants.

If the region is classified as an implant the region mask edges as smoothed
by dilating and eroding it using a disc shaped kernel with a diameter of
30-50 pixels. A novel method that was tested was to try to even the edges
and prevent region bleeding by measuring the center to perimeter distance
and reshaping the perimeter to a smoother curve, see section 3.3.1. This
method proved slower than the morphological operations and not efficient
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enough on bled regions. A visual representation of the mask is then created
and replaces the pixels in the original image to create the final output image.

Figure 3.10: A flowchart of the final algorithm.
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3.2 Segment analysis

As in this application a large training set of images is available and the
desired classification is known and easily determined by a human a super-
vised learning algorithm is most suitable. A learning system requires a set
of feature vectors to evaluate, some defining descriptors by which to iden-
tify an image. These features can be automatically detected with various
algorithms such as Scale Invariant Feature Transform (SIFT) or Speeded
Up Robust Features (SURF).

An attempt at constructing a set of feature vectors more specific for the
detection of breast implants was also made. These parameters take into
consideration various generalizations about the look and shape of implants in
the radiograms such as low variance, comparatively even bright and intensity
and smooth rounded shape.

3.2.1 Custom feature vector parameters

Silicone implants show in mammographies as solid uniform masses while the
surrounding breast tissue is uneven, shifting in intensity with the lobules and
the surrounding fat tissue. Comparing properties of the region and the tissue
not in the region can indicate if the region is an implant or a simply a higher
intensity area in an image without implant.

An implant has a round and smooth shape, though usually not circular but
more often tear-shaped or a flattened oval shape. To discern between these
shapes and the often sprawling ones of a region of ordinary tissue a measure
of roundness is useful.

Region to tissue area ratio A parameter to take into consideration
when deciding if the selected region is an implant or not is how much of
the breast total breast area that has been added to the region. In over- and
underexposed images the intensity span is very small and the values uniform
and therefore the region growing function often selects the whole breast. The
rregion =

Aregion

Abreast
ratio can be an indicator of an over- or underexposed image

and also hint if the region is in a size range that could be an implant. Most
implants take up 20-80% of the breast tissue in an image so 0.2 < rregion <
0.8 is an indicator that the selected region is not an implant (or that the
region selection has failed to find the correct area).

Mean intensity ratio The ratio between the mean intensity in the region
and the rest of the breast is an indicator if the region is an implant as the
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mean intensity of an implant is often higher. If the region has a high mean
intensity it can indicate an implant; or it can be part of an overexposed
image. If the case is overexposure the surrounding tissue will however have
an equally high intensity and the ratio will be be close to 1. For images
where the average pixel intensity in the region is higher than surrounding
tissue the ratio will be higher values the larger the difference.

Region to tissue variance ratio To examine the uniformity of the region
the ratio of the variance between the region and surrounding tissue can be
calculated. As a supposed implant is uniform and it should have a low
variance compared to surrounding tissue.

Region perimeter to area ratio One possible way to measure this is
finding the ratio between the length of the perimeter of the region and the
area of the region. This ratio will be closer to 1 the more extended and
irregular the shape is and closer to 0 the rounder it is.

Center to perimeter variance Another hypothetical measurement for
a regions roundness is the variance of the distance from the center of the
region to each pixel on the perimeter. For a circle this distance would be
constantly equal to the circles radius and therefore the variance would be
near zero, some noise in the distance to the perimeter is always caused by
discretization.

Circle area diameter in/out ratio By calculating the area of a circle
with the same area as the selected region the circularity can be indicated
by how much of the region area that is inside the circle when it is placed in
the center of the region and how much is outside. For a perfect circle this
ratio would be undefined as the full area would be in the circle and thereby
cause division by zero, though achieving this in a digital image is extremely
unlikely due to edge quantization.

Axis ratio and rotation An ellipse can be fitted to the area and its
perpendicular axis can be measured. Axis of a similar length can indicate a
more circular area. The rotation of the main axis can also be considered.
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3.3 Region refinement

When a selected region has been classified as an implant the region could
sometimes do with some refinement. Quantization or imperfections in the
region selection algorithm can cause the region boundary to be jagged or
having expanded outside of the implant. It is desirable to somehow refine
the selection and smooth the edge to a rounder shape more true to the
general shape of implants.

3.3.1 Perimeter distance curve fitting

Another theoretical method for correcting uneven edges was to measure
the distance from the center of the region (calculated as a mean of the
positions of the pixels in the region) to each of the pixels on the perimeter.
The perimeter pixels are sorted in a clockwise order starting at the top
left position. When plotting this distance for a round implant the curve is
smooth 3.11a, compared to a region where bleeding has occurred where a
peak is evident on the curve. By identifying this peak on the curve and
smoothing it out hopefully the bled region can be reduced or removed. To
do this an optimal curve is constructed by fitting a polynomial curve to the
data. A fourth degree polynomial is pliant enough to achieve a good fit to
the perimeter distance curve but inflexible enough to not adapt to the peak
caused by the increased distance to a bled region.

(a) Good region (b) Bad region

Figure 3.11: Center to perimeter distance curves for two re-
gions; left a successful selection, right a region with an uneven
perimeter caused by region bleeding.

By dividing this fitted curve to the original one an adjustment curve is
calculated, equation 3.2, that gives the scale by which to translate the edge
pixel towards or away from the region center, equation 3.3.

ccorr(i) = cfit(i)/cdist(i) (3.2)
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perimnew(i) = (perimold(i)− pcenter) ∗ ccorr(i)) + pcenter (3.3)

3.4 Implementation

After the prototyping of the algorithm was finished using Matlab it was
decided to make an attempt at converting the algorithm to C/C++ code
that could be used further in Sectra’s application even though it was not in
the original scope of the thesis.

To make the conversion as easy as possible it was decided to use the Matlab
Coder which is an addition to the Matlab software by Mathworks that can
generate stand-alone C and C++ code from Matlab code [19]. Some of
Matlab’s built in functions can not be automatically converted and had to be
rewritten along with the functions using them. The MATLAB programming
language is weakly typed and variables are not declared with a type and not
necessarily with a size either in the case of matrices and arrays. This must
be specified in most cases to perform the code conversion as both C and
C++ have to allocate memory for arrays. Matlab can create support classes
for arrays and matrices with unspecified dimensions but they are mainly
applicable as the function input variables and not inside the generated C
code segments.

Sectra PACS conveniently has a step in its image handling pipeline where
pre-processing is performed on images that are uploaded to the image server.
At this step in the pipeline different actions are performed based on the clas-
sification of the image being uploaded, in this case the type of interest is
mammographic images. So by adding the implant detection algorithm at
this stage it can be assumed that all all images being handled are mam-
mographies and also a convenient size of about 0.3 mega-pixels as they are
downscaled in a previous step in the pre-processing.

However as the time set aside for testing the Matlab code conversion and
implementation was not enough to reach any working implementation of
the Matlab prototype. The size of the algorithm code and that it was not
written with a conversion in mind made it hard to modify and overlook for
that purpose. Matlab Coder can be a powerful tool but would for practical
purposes probably be better suited for the conversion of smaller functions
than for a larger project such as this.
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4. Results and analysis

4.1 Results

(a) (b) (c)

(d) (e) (f)

Figure 4.1: A sample of successfully classified implants with a
radial mask applied.

Region selection results The image preparation and region selection
process takes on average 3.9 seconds per image in Matlab R2013a on a
computer with 8.0GB of memory and an Intel i5 quad-core processor running
at 2.67GHz. The number of images tested is 400, selected from a variety
of sources and 197 of the images in the selection are images with implants
present.

Of these 197 images with implants present the implant region segmentation
algorithm makes a good selection in 181 cases. A good segmentation is
considered to be a segmentation where a large majority of the implant has
been covered by the region and only minor parts of the region selected is
outside of the implant. Note that the classifying of an image segmentation as
good or bad is subjective when it comes to how much insufficient or excessive
coverage is tolerated. What is considered a good or bad segmentation here
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has been decided by the author in consultation with two supervisors from
Sectra AB. For further implementation it would therefore be a necessity
to let a group of medical professionals perform an evaluation on what are
acceptable results.

This results in a 91% success rate in partitioning the implant region in
an image for the image sample set. Of the 18 unsuccessful samples 14
are considered to be over-exposed. The data in the over-exposed images
is in a smaller range of values with 99% of the image data being present
in less than 20% of the data range. In combination with a saline implant
the low contrast in the image makes it very difficult for both the contrast
enhancement algorithms and the region growing algorithm to perform well.

Classification results After having trained the different automatic clas-
sification methods with a training set of 200 images they were then tested
on another set of 200 other images.

The training configurations for the different ensemble methods were similar
as can be seen in 4.1. The neural network was trained using 20 hidden layers
using the Matlab Neural Network Toolbox.

Type Learners Decision method Error goal Learn rate

AdaBoost 300 Tree 0.1

RobustBoost 300 Tree 0.1

Bag ensemble 300 Tree

Table 4.1: Ensemble methods training configurations.

Of these images 115 were images with implants and 85 were images with no
implants. As can be seen in the confusion matrices for the various methods
(figure 4.2a,b,c,d) they all performed relatively well with a correct percent-
age of around 87-89% except the neural network method that was correct
in 80.5% of the cases. The neural network response is however not binary,
this result was achieved using a classification threshold of 0.5. Changing
the threshold or using several classes could improve this result. As can be
seen in the confusion matrices the majority of misclassifications are the case
of images without implants being classified as images with implants. When
inspecting a selection of the misclassified images (figure 4.3) it shows that
they are often overexposed. This makes it difficult for the region growing
algorithm to select a good region and the classification process to err due
to the whole breast being selected. The usability of these images for diag-
nosing is questionable, even manually it is hard to classify them as all of
the image data is so concentrated in the higher intensities. An evaluation
of the usability of the images by a radiologist and an implementation of a
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way to filter out unwanted images could improve the classification accuracy
further, both by improving it at the training stage and preventing analysis
on unusable images.

(a) Adaboost (b) Bootstrap aggregation

(c) Robust boost (d) Neural network

Figure 4.2: Classification method confusion matrices.

4.2 Analysis

When developing an application for medical and diagnostic use it is impera-
tive that it does not mislead or obscure data that is relevant to the end user,
the medical professional. An unreliable implementation risk at best to be an
annoyance that will be disabled if possible or at worst to impede the ability
of the user to make a decision about what treatment to give or to miss a
sign of something that needs further investigation. The basis of the images
processed vary not only between every different person to be examined but
also between resolutions, modalities and interference.

The images used as the basis for this thesis work has been collected from
various sources: radiologists in Sweden, the United Kingdom and the USA
have contributed as well as images from Sectra’s own sample database. This
has resulted in images of varying size and quality, for some of which the
actual usability for diagnosis is questionable. These images are often very
over-exposed, resulting in images with little usable information in them, see
figure 4.3.
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(a) (b) (c)

(d) (e) (f)

Figure 4.3: A selection of typical missclassified images. As can
be seen they are often over-exposed and low-contrast.

The type of misclassifications can either be false positives or false negatives,
which one is more preferable has to be evaluated further in cooperation with
the end user of the system and also considering how the system is meant to be
used. Since the classification error can be shifted by changing the threshold
levels for a neural network system or changing the key used when training
any system the rate of false positives and false negatives can be changed.
In the results produced for this paper the majority of misclassifications are
false negatives where an implant is present but is classified as a non-implant
image (figure 4.2). This occurs mainly in over-exposed images with saline
implants which causes the segment and surrounding area regions to have a
very similar intensity and variance.

The developed algorithm functions fully automatically as was required and
performs with a high percentage of successful segmentations even with a se-
lection of images that vary in size and quality. The skew of positive/negative
misclassifications can be altered by modifying either the selection algorithm
or the classification systems depending on what would be more desirable in
a practical implementation. The algorithm is also modifiable using various
parameters to change the result to for example expanding or contracting
the implant segment region or make the selection more or less lenient when
performing the region growing.
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A. Appendix: Method

A.1 Data distribution analysis

Partitioning methods based on the data distribution can be very effective,
they are usually fast as they do not consider a pixel’s neighborhood and
therefore only have to do a single pass of the image.

Single value thresholding usually performs poorly on images where different
areas of the image have gradients of intensity that overlap with each other
such as in A.1a. For example in medical images where various types of
tissue and organs can have more or less separate intensities but in overlap-
ping ranges, preventing a global thresholding method from isolating desired
organs.

A.1.1 Local histograms

Thresholding can be improved by calculating the thresholding level locally,
demonstrated in figure A.1 where the image is subdivided into partial images
50 by 50 pixels in size. For each partial image the threshold value T is set to
slightly below the mean value of the image intensity, T = mean(Isub)−0.025,
the same is done globally for comparison in figure A.1b. As can be seen the
local histogram method works much better for achieving a mask for the
chessboard pattern in the picture than the global method even with a few
artifacts.

hf =

x,y
∑

p=(1,1)

b(pb), bp =

{

1, pb = f
0, pb 6= f

, f = 0..2bitrate − 1 (A.1)

(a) Original image (b) Global threshold (c) Local threshold

Figure A.1: A comparison of local and global thresholding meth-
ods.
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A.1.2 Otsu

The Otsu method is an automatic method for finding a threshold level in an
image, named after Nobuyuki Otsu [12]. It is based on clustering all pixels in
an image into two classes. The division is based on a threshold of the pixels
intensity that is exhaustively moved through the histogram of the image.
The variance in each class is calculated and Otsu shows that minimizing the
variance within each class is the same as maximizing the variance between
classes. It is also quite easily expandable to more than two classes and can
thereby be used to find multiple threshold levels.

A.1.3 K-means

K-means is a method for partitioning a set of data into a number of similar
clusters. It works iteratively by in the first step assigning each object in the
set to a cluster. Which cluster is decided by the initial value of the cluster
centroids, this value can either be set randomly, to a predetermined value or
determined by heuristic algorithms. Each object is assigned to the nearest
cluster in the data space. When all objects have been assigned to a cluster
the cluster center is recalculated as the mean of all the objects assigned
to it. This is repeated until the cluster centers no longer change between
iterations or when the change falls below a certain threshold. Depending on
the application a higher threshold might be preferable to reduce number of
iterations.

As the images from mammographies are gray-scale the data to evaluate with
the K-means algorithm is the per pixel intensity and the result will be a set
of values in each cluster center that can be used for thresholding.
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(a) Original (b) Step: 1 (c) Step: 3

(d) Step: 5 (e) Step: 7 (f) Step: 12

Figure A.2: Steps of K-means clustering. The iteration is
stopped after twelve steps when the sum of the difference be-
tween the current cluster center values compared with those of
the last iteration falls below a set threshold; in this case 0.0001.

The K-means clustering method minimizes Euclidean distances between
data points and so works on any dimensionality of data. By using each
pixels position as two additional dimensions to the intensity the K-means
algorithm will split pixels with similar intensity into different clusters if the
distance between them is large enough. This is however not desirable in
breast segmentation as it is better suited for segmenting objects of similar
color that are spread in the image. In mammographic images the tissue is
grouped in one part of the image.

A.2 Edge detection

The edge detection method used is the Prewitt operator [13] which is a
simple method for estimating the gradient in an image by convolving it with
two kernels Kx and Ky, eq. A.2, one for horizontal and one for vertical
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derivations. The two images, Gx and Gy, achieved from the convolution
are then combined to give an estimation of the gradients magnitude in each
pixel, eq. A.4. By thresholding the magnitude of the gradient it results in
a binary image showing edges in the image.

Kx =





−1 0 1
−1 0 1
−1 0 1



 Ky =





1 1 1
0 0 0
−1 −1 −1



 (A.2)

Gx = Kx ∗A Gy = Ky ∗A (A.3)

G =
√

G2
x +G2

y (A.4)

A.3 Region growing

A region growing algorithm is an algorithm that starts at a seed point in an
image and grows iteratively. Pixels surrounding the region is either added
to the selection or dismissed based on a criteria, such as in this case if the
intensity of the pixel is within a set range of the initial point.

A.3.1 The region growing algorithm

(a) (b) (c) (d)

(e) (f) (g) (h)

Figure A.3: Principle of region growing.
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A large problem facing region growing algorithms in images is where to
initiate the seed point. Manual seed point selection is very effective as human
vision evaluates an image using a large amount of parameters and easily
finds objects in an image regardless of noise, gradients in color etcetera. As
this algorithm has to function automatically it will have to establish these
seeds without human interaction. To partition an implant that often has a
comparatively high density it is intuitive to select a point with the highest
intensity in the image as the seed point for the algorithm. High intensity
values are not solely due to breast implants though and can be caused by a
variety of reasons. One reason being noise, another being microcalcifications
or tags added when taking the image to identify direction.

To avoid these local peaks in intensity when selecting seed points the image
can be blurred with an average-filter before selection which eliminates high
intensity noise and some artifacts. Another more expensive approach is to
select several seed points and grow a region from each of them.

The expansion of the region depends on the type of pixel connectivity. The
commonly used types of connectivity in two-dimensional images are 4 and
8-connectivity. 4-connectivity meaning that for a connection to be made
the pixels have to be horizontally or vertically adjacent, connected by a
border. 8-connectivity additionally allows diagonal adjacency, connected by
a corner. In the case of implant segmentation 4-connectivity seems more
preferable as the sought after implants are solid shapes with horizontally or
vertically connected pixels throughout.

(a) 4-connectivity (b) 8-connectivity

Figure A.4: Pixel neighborhoods, blue is center pixel and neigh-
borhood pixels green.

Thresholding methods There are several methods for thresholding of
pixels in region growing algorithms. For this thesis a local, global and an
adaptive thresholding value method have been studied and evaluated. The
global method entails that the thresholding value used for either adding
new pixels to the region or discarding them is calculated from the initial
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seed point or from a set value if the intensity of the region to be selected is
constant between images.
The adaptive method is a bit more flexible as the threshold value is recalcu-
lated after each pass as an average of the intensity of the pixels currently in
the region. This allows slightly more leniency towards selection of regions
containing gradients than the static global method but also a larger risk
of ”region bleeding” where a tendril of high density tissue surrounding the
implant leads to undesired pixels being selected.
The local method evaluates the difference between the current center pixel
and its neighbors. Not taking the rest of the region into consideration it
is the most lenient towards shifts in intensity in the region but is also the
one most likely to bleed. Another drawback with the local method is that
the intensities between pixels are often very low so for a good region to be
selected the threshold has to be set very low, causing the selection to be
more erratic and unreliable.

Figure A.5: Region bleeding occurring in an image where a high
density section is overlapping with the implant.

A.4 Active contours

Active contours, also known as Snakes, is a spline that adheres to elements
in an image such as lines and edges that was described first by Kass et al.
in 1988, [7]. The algorithms attempts to minimize an energy function with
several components summed up in two parts: internal and external energy.

Active contours could potentially be used both for the initial implant seg-
mentation and to refine an already selected region. The algorithm does
however need a polygon as an initial state which surrounds the shape which
it is going to fit to. When the background in an image has been detected
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the inverted background mask can be used to create an initial state for the
algorithm. Selecting the perimeter of the foreground mask, sorting it by
proximity and then selecting a subset of the pixels (as the goal is a rough
polygon surrounding the tissue it is not necessary to keep all) creates an
acceptable starting state.

Implant segmentation using Snakes can be efficient but it is difficult to
achieve both stability and accurate results.

Figure A.6: Example of segmentation result using active con-
tours.

A.5 Machine learning

Machine learning is a branch of artificial intelligence. It can be defined as
the construction of algorithms that uses experience to enhance their results
in performing a task. Experience in this case is often a collection of data for
the algorithm to analyze such as a database, spreadsheet or tables. There
are a large variety of machine learning algorithms and even more areas
where they have been implemented. Popular examples are text and speech
recognition, robotics and controllers, and data and image analysis. The
method of training the system varies as well, from fully supervised learning
that requires a given key to completely unsupervised that tries to find trends
and structures in a set of data with no given classification.

A.5.1 Boosting

Boosting in machine learning is a process of combining several weak learners
into one strong learner. A weak learner is defined as a classifier of input
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data that is slightly better than a random input, i.e., it bases it decision
on some criterion that correlates with the true classification of the features.
Boosting as a method of classification was first suggested by Kearns in 1988
[4], further developed by Schapire [16] and the method has since grown
popular in a large variety of fields.

AdaBoost is short for Adaptive Boost and is an early version of boosting.
Several other versions have since been developed for various applications and
cases that the original AdaBoost can not handle such as multiple classes,
tolerance for mislabeled and skewed input data.

A.5.2 Neural networks

Neural networks is a type of learning artificial intelligence system originally
inspired by the nervous system and brain of animals though vastly simplified.
A brain contains an enormous amount of neurons, the human brain for
example has an estimated 100 billion neurons, and so far artificial networks
are much smaller. Each neuron has a set of inputs called dendrites, a cell
body and an ”output” called an axon through which the cell sends electrical
impulses to other neurons. This structure is mimicked in a neural network
implementation where neurons are organized in a set of layers. The first
layer receives the initial input where each neuron applies a weight to the
input and a summation function that results in a value which is compared
to a threshold. If the value is over the threshold the neuron fires an impulse
that is sent to the next layer. This continues through all the layers until the
output layer where a classification is made.

Figure A.7: Theoretical model of a neuron in a neural network.
Source: Neural Networks, Stergiou et al. [18]
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