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Abstract

As technology evolves, the need to use software for critical applications increases. It is
then required that this  software will  always behave correctly.  Verification is the process of
formally proving that a program is correct. Model checking is a technique used to perform
verification,  which has been successful with finite state concurrent programs. In the recent
years,  there  has  been  progress  in  the  area  of  the  verification  of  infinite  state  concurrent
programs. There can be several sources of infiniteness. Relevant to this thesis are recent model
checking  techniques  developed  at  LiU,  that  can  automatically  establish  correctness  for
programs  manipulating  variables  that  range  over  infinite  domains,  and  spawning  arbitrary
many threads, which can synchronize using shared variables, barriers, semaphores etc. These
techniques resulted in the tool PACMAN for the verification of multi-threaded programs.

The aim of this thesis is to extract analyzable models from multi-threaded C programs,
in order to  use them for verifying the program that they describe,  by using PACMAN. In
addition, we augment the C programming language to allow the possibility of expressing some
important concepts of multi-threaded programs, such as non-determinism, atomicity etc, with
the use of the traditional C syntax.

In a following step, we target PACMAN's input format, in order to verify our extracted
models. Such verification engines usually accept as input the description of a multi-threaded
program expressed in some modeling language. We, therefore, translate a minimum subset of
the  C programming language,  which  has  been augmented,  to  effectively describe  a  multi-
threaded program, to PACMAN's input format and then pass the description to the engine.

In the context of this thesis, we have successfully defined a set of annotation for the C
programming language, in order to assist the description of multi-threaded programs. We have
implemented a tool that effectively translates annotated C code into the modeling language of
PACMAN. The output of the tool is later passed to the verification engine. As a result, we have
contributed to the automation of verifying multi-threaded C programs.
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Chapter 1                                          
 

Introduction

The aim of this thesis is to extract analyzable models from multi-threaded programs, written in
C,  in  order  to  be  verified  by  PACMAN  (for  Predicated  and  Constrained  Monotonic
Abstraction), which is developed at LiU [6]. To better understand how these models describe a
multi-threaded program, we will briefly explain in this chapter some important concepts of the
verification  procedure.  Then  the  motivation  for  this  thesis  is  presented,  followed  by  the
methodology. Finally,  we list the contributions of the thesis and outline the contents of the
following chapters.

1.1  Background

Verification is the process of formally proving that a program is correct,  which means
proving that all the possible executions of the program will behave correctly. There are several
methods to perform verification [10] and in the context of this thesis, we are mainly interested
in  the  model  checking  approach.  The  main  advantage  of  this  method  is  that  it  is  highly
automated. The drawback is that it suffers from the so called state space explosion problem [1,
10] and therefore it can take very long time to complete. In order to model check a program,
we need a model that describes it formally and at least one property, which is usually expressed
in some temporal logic, that the model has to satisfy [1, 10, 11].

A verification engine, that uses the model checking method, proves the correctness of the
program  by  proving  various  properties of  program  computations,  for  example  assertion
violations or deadlocks. These properties are usually separated in two categories:  safety  and
liveness. Informally, safety properties say that “bad things” do not happen when a program is
executed, while liveness properties say that “good things” will eventually happen [1, 10].

Finite state concurrent programs have been successfully verified by model checking [1,
10].  A state  of a program is  its  configuration.  A configuration of a program is  one of the
possible combinations of the values of its variables. A non-recursive concurrent program has
finite state space, when each thread has a finite state space and the number of the created

8



threads is finite. The typical procedure of model checking is to exhaustively search the state
space of the program and determine whether a property holds or not. The problem is that the
size of the state space grows exponentially with the number of its variables.  Consider,  for
example, a program that has two boolean variables. Then its possible configurations are four. If
we add one more boolean variable, then the possible configurations increase to eight and so
forth. The problem becomes even bigger if we use integer variables, because they have more
than two possible values. This is the state explosion problem and there are several techniques
that help alleviate it. Among them are the compositional reasoning, abstraction, symmetry, and
induction  [10].  The  authors  of  [4]  have  employed  the  abstraction  technique,  in  order  to
successfully verify Windows XP device drivers, thus Microsoft was able to discover numerous
control  flow-related  errors  in  low-level  system  code. Predicate  abstraction  [1,  12] is  an
abstraction  approach  that  generates  sound  over-approximations  of  programs  manipulating
variables ranging over infinite domains. The obtained over-approximation only manipulates
boolean variables and is more amenable to the verification of safety properties.

Even though there has been a lot of progress on verifying finite state concurrent programs,
this was not the case for the infinite state ones. A concurrent program can have infinite state
space, when the number of the created threads is arbitrary or the manipulated variables range
over infinite domains. It also has infinite state space, when the procedures are recursive or they
dynamically manipulate the heap. A recent work [5] builds on existing abstraction techniques
for  variables  with  infinite  domains  in  order  to  verify  concurrent  programs  by  exploiting
symmetry, which is the fact that the spawned threads actually execute the same code. Building
on this,  the authors  of [6]  propose a  new verification technique that  can reason about  the
number  of  threads  satisfying  certain  properties.  This  allows  them  to  verify  infinite  state
concurrent programs that depend on synchronization mechanisms, such as barriers.

1.2  Motivation

As stated in the previous section, in [6] a new approach has been introduced in order to be
able to verify infinite state concurrent programs. The authors have implemented their approach
in  a  prototype  tool,  called  PACMAN,  which  accepts  as  input  the  description  of  a  multi-
threaded program. The description is expressed with a modeling language, called Multimono,
the syntax of which was defined by them [6]. Multimono is designed in such a way, so that it
provides the required mechanisms to easily describe multi-threaded programs that can spawn
arbitrary many threads.

The  specialization  of  Multimono  in  modeling  multi-threaded  programs  can  also  be
regarded as a drawback. In reality,  multi-threaded programs are written using conventional
programming languages, for example C. Therefore, should one need to verify such a multi-
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threaded program, he or she needs to firstly describe the program in Multimono and then pass
it as input to the verification engine, a procedure which may require a significant amount of
time. An additional required step to do that is  to learn how to describe the multi-threaded
program in Multimono.  In other words, Multimono is  meant as an intermediary language for
the verification of multi-threaded programs. Such programs need therefore to be translated to
Multimono.

In  addition  to  translating  multi-threaded  programs  to  Multimono,  it  is  interesting  to
augment the multi-threaded program in order to force the verification procedure to focus on
particular executions of the concurrent program. For instance, it can be interesting to consider
parts of the code to be atomic, or to introduce some assumptions about the values of certain
variables,  or  to  allow non-determinism to  capture  arbitrary input. This  is  what  we aim to
accomplish during this thesis. We will provide the tools to annotate multi-threaded C code in a
way to be able to easily extract its model and send it to PACMAN [6]. In addition, we want to
exploit  the fact  that  the verification engine has already been implemented.  Therefore,  in a
following step, we will translate a large enough subset of the augmented C code to Multimono.
As  a  result,  the  procedure  of  verifying  a  multi-threaded  C  program will  be  almost  fully
automated.

1.3  Methodology

In the context of this thesis, we were asked to translate C code to Multimono, which as
previously stated is a language used to model a multi-threaded program. As a first step, we
need to analyze how Multimono captures the concepts of a multi-threaded program and list
which constructs and how it uses them in order to accomplish it. The next step is to determine
the way that the C code should be augmented, so that the user will be able to express the
interesting concepts handled by Multimono at the C level, which does not inherently have the
required mechanisms to do so.

At  this  point,  we  have  the  list  of  requirements  to  successfully  translate  C  code  to
Multimono. The following action we need to take is to identify the minimum subset of the C
that we need to be able to translate in order to cover as many interesting cases handled by
Multimono as possible. We, subsequently, need to seek and evaluate tools and frameworks in
order  to  use  them and  implement  the  translation  tool.  Tools  that  can  analyze  and  extract
information from C code,  as well  as tools that manipulate text files, are needed. After the
selection of the appropriate frameworks, we move into the designing and implementation phase
of the application. Finally, when the application is implemented, we evaluate the results. In
order  to  perform the  evaluation,  several  C  source  code  files  that  describe  multi-threaded
programs  have  to  be  written.  These  files  will  be  translated  into  Multimono  by using  our
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application and subsequently the Multimono code will be given as input to PACMAN.

1.4  Contributions

As a result of this thesis, we have successfully augmented the C programming language,
so that the user can annotate a multi-threaded C program and by doing so, he will be able to
pass information about the program's execution to the verification engine. In addition, a source-
to-source translation tool, called Vygraph [14], has been designed and implemented. Vygraph
translates  a  specified  subset  of  the  C  programming  language  to  Multimono,  in  order  to
facilitate the verification procedure. As a part of Vygraph, we have designed and implemented
a tool that inlines C functions, which can also be used independently. Finally, and as future
work, we propose a different approach to accomplish the same result as well as how our tool
could be improved.

1.5  Outline

The thesis report consists of three more chapters, the contents of which are as follows:

• Chapter  2:  covers the preliminary investigation.  Firstly,  the syntax of Multimono is

introduced. Then we present the way that C was augmented. In the rest of the sections,
we describe the process of evaluating the possible frameworks that could be used to
implement the tool.

• Chapter 3: explains the various decisions that were taken during the design process of

Vygraph. Additionally, it is explained how this design was implemented and how the
framework of choice was used.

• Chapter 4: demonstrates the results of the thesis. We discuss how this tool could be

improved and extended as future work. Additionally,  we propose a different method
that could be used to achieve the same result.
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Chapter 2                                   
                     

Model extraction

In this  chapter  we will  explain how Multimono is  utilized  to  capture and express  various
concepts of concurrent programming. In the second section, we show how we can capture the
same concepts by using the C programming language. Finally, we introduce two frameworks
and reason about the framework choice to do the translation.

2.1  Multimono

The authors of [6] have defined the syntax of a modeling language, called Multimono,
which is used to describe multi-threaded programs and verify them using PACMAN. In this
section, we will demonstrate how it is possible to use this syntax in order to describe a multi-
threaded program and capture concepts such as atomicity and non-determinism. We will start
by providing the formal definition of the syntax of Multimono:

A program consists of one or more procedures that will be executed by the threads. There
must  be  at  least  one  procedure  named  “main”.  It  is  possible  to  declare  local  and  global
variables, the type of which can be integer or boolean. Global variables must be declared at the
start of the program, before any procedure, and the local variables at the start of their respective
procedure, before any statement. The variables can be initialized with a value, according to
their type, but they can also be initialized with an asterisk (✶), the meaning of which will be
explained shortly. It is important to mention that in Multimono there is no concept of calling a
procedure. The only way to execute a procedure is to create a thread and assign it to execute
the code in the procedure. After the thread finishes executing, it waits to be joined and then it is
removed. This will be explained in detail in paragraph 2.1.3. In the remainder of this section
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Illustration 2.1: Multimono syntax.

prog       ::= (s := k | ✶))* proc_name((l := (k | ✶))* (simple | atomic_reg)+)
atomic_reg ::= atomic{ simple+ }
simple     ::= loc → loc: stmt
stmt       ::= fork(proc_name) | join(proc_name) | predicate | var := expr



we will demonstrate how each concept of a model extracted from a multi-threaded program is
expressed with the Multimono language by providing and explaining simple examples.

2.1.1  A basic example

In  the  illustration  2.2  a  basic  example  of  a  Multimono  description  is  shown.  In  this
example, there is one variable declaration and two statements that use this variable. We notice
that the two statements are prepended with a  transition between two  locations.  In order to
understand what exactly transitions and locations are, we can picture this description as a graph
with three nodes and two edges, which would be the control flow graph of the procedure to
some extent. The three nodes are the ent (entry), ext (exit) and pc1 and the edges are the two

statements. Each node represents a location, the value of which is part of the configuration of a
program. Therefore, in order to transition from the location ent to the location pc1 we need to

execute the statement x := 0. We must note here that all the procedures start from the location

ent and exit at the location ext. The location names are unique within the same procedure and

not the whole program, which means that it is absolutely possible, as we will see later, to have
another procedure that uses the same names for its locations, even though they do not represent
the same locations in the program.

2.1.2  The assume() statement

Having the very basics of Multimono syntax covered, we move onward and explain the
concept of “assume”. The illustration 2.3 demonstrates a Multimono description that includes
several  assume statements.  It  resembles  a  function  call  of  a  conventional  programming

language, but it is actually not. The assume statement evaluates the boolean expression that is

contained  within  the  parentheses  and,  in  the  case  that  the  expression  evaluates  to  true,  it
triggers the transition that is prepended with. In this example, we also see a special transition in
the last line of the description. The transition is from a regular location of the program, namely
pc4,  to  the  special  error  location,  namely  err.  When  the  program transitions  to  the  error

location it means that an error has been detected. In this case it makes perfect sense, because
the value of variable x has to be 0 after the assignment and it is an error in case it is not.
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Illustration 2.2: Basic Multimono
example.

main {
  int x := 5;
  ent → pc1: x := 0;
  pc1 → ext: x := x + 1;
}



2.1.3  Threads

In this paragraph we will explain how Multimono handles the creation and destruction of
the threads in a multi-threaded program. The illustration 2.4 shows a very simple example of
how to declare, create and join a thread. Firstly, we observe that the declaration of the variable
x is in global scope, which means any instance of thread_1 as well as the main procedure can

access it. Global variables can be used to pass information to and from the various threads. We
say “any instance of thread_1”, because arbitrary many threads can be created and assigned to
execute the code that the thread_1 scope includes. The command fork accepts as argument

the name of a procedure in order to create a thread that will execute the code in the specified
procedure. The join command works in a similar manner, but instead of creating the thread, it

destroys it, if it is at location ext.

2.1.4  Atomic regions

Multimono, being a modeling language for multi-threaded programs, has to provide the
necessary mechanisms to model the atomic execution of one or more statements, which is vital
to multi-threaded programs. By “atomic execution” we mean that the statements existing in an
atomic region will execute sequentially and without being interrupted by another thread. In
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Illustration 2.3: assume() statements.

main {
  int x := 3;
  ent → pc1: assume(x >= 0);
  pc1 → pc3: x := x – 1;
  ent → pc2: assume(x < 0);
  pc2 → pc3: x := -x;
  pc3 → pc4: x := 0;
  pc4 → ext: assume(x = 0);
  pc4 → err: assume(x != 0);
}

Illustration 2.4: Threads in
Multimono.

int x := 10;

thread_1 {
  ent → pc1: assume(x > 0);
  pc1 → ext: x := x - 1;
}

main {
  ent → pc1: fork(thread1);
  pc1 → ext: join(thread1);
}



Multimono, an atomic region is signified by one or more statements being enclosed in a scope
labeled with the word atomic as demonstrated in the illustration 2.5.

2.1.5  Non-deterministic concepts

Consider the description of the illustration 2.6.  There are three important observations in
this snippet. The first one is that the local variable x is initialized with an asterisk (*), which

denotes that the value of  x is non-deterministic. The meaning of this is that the verification

should consider all possible values for x. In many cases, during the verification procedure, it is

more efficient to assume any possible value for a given variable, rather than keeping track of its
actual value during the execution. The second observation is that there are two transitions that
start from the same location (ent).  Similarly to the initialization of  x with an asterisk, this

means that any of the transitions starting from the same location can be triggered,  and the
verification procedure needs to consider both cases. We must note here that only one transition
will  occur  eventually.  Additionally,  any  number  of  transitions  could  start  from  the  same
location. Finally, we notice that there is a transition where the start and the end locations are the
same  (ent → ent).  This  means  that  the  specified  statement  will  not  trigger  a  location

transition.
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Illustration 2.5: Atomic regions.

main {
  int x := 0;
  ent → pc1: assume(x = 0);
  atomic {
    pc1 → pc2: x := x + 1;
    pc2 → pc3: x := x - 1;
    pc3 → pc4: x := x + 5;
  }
  pc4 → ext: x = 5;
}

Illustration 2.6: Non-determinism.

main {
  int x := *;
  ent → ent: assume(true);
  ent → pc1: assume(x > 10);
  pc1 → ext: x := x + 1;
}



2.2  Augmenting C

In the previous section we explained how Multimono can model a concurrent program. The
aim is to provide all the required mechanisms in order to annotate existing multi-threaded C
code and facilitate the extraction of its model, without using any external libraries. We avoid
the use of external libraries mainly because we want, for now, to avoid the implementation
details of the different libraries. It is also desirable that a traditional C compiler, such as GCC,
will be able to compile the augmented C code. This will guarantee that the augmented C code
does not violate the syntax of the C language. However, since we only need to extract its model
in order to verify it, the resulting augmented C code does not have to be executable. Further up
in this section, we will examine the ways that each of the concepts of a model extracted from a
concurrent program, which were presented in section 2.1, could be introduced in the source
code of a multi-threaded C program.

2.2.1  Error state and assertions

In paragraph 2.1.3 we cited an example of a program description that includes a path,
which leads to an error state. In the following figure we focus on the two required statements to
create this path:

The meaning of the two statements in the illustration 2.7 is as follows: if x is equal to 0
then proceed normally, otherwise go to the error state. This behavior resembles the one of the
assert function of the standard C library. However, there is one important difference. In the

case of the standard C library's assertion, if the predicate does not hold, then the program will
terminate with an error message. When it comes to the verification of a program description,
we do not desire to terminate the execution of a program, but rather conclude that the program
is not correct. Therefore, we declare our own assert(bool) function, which takes a boolean

expression as an argument and agree on a different semantic. In a verification context,  the
assert(bool) function will evaluate the boolean expression and in the case that it does not

hold, the program will transition to the error state and the verification engine will conclude that
it is not correct.
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Illustration 2.7: Error state.

pc4 → ext: assume(x = 0);
pc4 → err: assume(x != 0);



2.2.2  Threads

There are quite a few C libraries that facilitate the creation, synchronization and overall
manipulation of threads, such as the POSIX Threads library, commonly referred to as pthreads.
However, in the context of this thesis, we want to avoid the use of any external libraries and,
instead, use the C syntax to accomplish the same behavior. The most important actions, when it
comes to multi-threaded programs, are to be able to create and destroy threads. We assume the
simplest case, where the threads exchange information via global variables, thus there is no
need to pass arguments directly to the created thread. In order to achieve this we declare the C
function  fork(arg1). This function takes a single argument that corresponds to the name of

the C function, the code of which we want to be executed by the created thread. As the code
does  not  have  to  be executable,  we need not  define  this  function.  Similarly,  we declare  a
function  join(arg1) which  destroys  a  thread.  The argument  of  this  function,  similarly to

fork, is the name of a C function and it denotes the destruction of a thread that executes that

procedure.

2.2.3  Atomicity

In terms of concurrent programming, atomicity is a very important factor. A thread needs
to be able to execute one or more statements atomically, which means to execute the statements
sequentially and without being interrupted by any other thread. This behavior is essential in
order  to  synchronize  the  various  threads  that  a  concurrent  program  may  spawn.  The  C
programming language does not offer the required constructs in order to achieve such behavior.
Therefore,  we  declare  two  functions  atomic_begin() and  atomic_end() to  signify  the

beginning and the ending of an atomic region respectively. Similarly to the  fork and  join

functions, we need not define them. The illustration 2.8 demonstrates an example of how the
two functions can be used to denote an atomic region.
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Illustration 2.8: Atomicity in C.

atomic_begin();
…
/* several C statements */
…
atomic_end();



2.2.4  Non-determinism

In section 2.1.5 we explained how Multimono is used to express some non-deterministic
concepts that are required by the verification engine. Imperative programming languages, and
consequently C, are deterministic by nature and therefore cannot express non-determinism by
default. However, in order to cover our needs, we can define a small set of C constructs and
give them specific semantics.

Firstly,  as  we previously mentioned,  the value  of  a  variable  can  be  non-deterministic,
which means that during the verification,  all  the possible values of the variable  should be
considered. In C, a variable can be declared, without being defined at the same time. Therefore,
in the context of the C language augmentation, we say that a declared but not defined variable
will be considered to have a non-deterministic value.

As previously stated, the model of a concurrent program can be regarded as a graph, where
the various statements cause changes to the configuration of the program. Non-determinism
can occur in cases where from one program location (node) we can transition to two or more
by  executing  the  respective  statements  (edges).  While  verifying  the  program,  it  is  quite
frequent  to not  keep track of which of the transitions  will  occur,  because it  would be too
expensive.  Therefore, we assume that any of the transitions can be chosen and we say that the
choice is  non-deterministic.  Since C does not support  this  behavior  inherently,  we have to
provide the necessary construct, as well as give it the respective interpretation. Due to having a
case of non-deterministic  choice, we intuitively think of the if statement. We could use it to

indicate a non-deterministic choice. The problem is that if statements are extensively used in

C and therefore we need a way to distinguish the non-deterministic ones. We declare a function
named non_deterministic() which returns an integer. In order to denote that an if statement

is non-deterministic, we set its condition to be a call to the  non_deterministic() function.

The illustration 2.9 shows how such an if statement would look like.

Finally, there is a possibility for a transition or a set of transitions happening atomically to
return to the same configuration from which they began. This behavior resembles a loop and
we will use a while loop with a call to the non_deterministic() function as the condition to

be able to express it. This construct can also be used in conjunction with the atomic_begin()
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Illustration 2.9: Non-determinism in C.

if (non_deterministic()) {
  statement1;
} else if (non_deterministic()) {
  statement2;
} else {
  statement3;
}



and atomic_end() functions. The illustrations 2.10 and 2.11 give such examples.

2.3  From models to verification

In the previous two sections we explained how Multimono can be used to describe a multi-
threaded  program.  Moreover,  we  defined  a  set  of  augmentations  for  the  C  programming
language, so that we give the opportunity to the user to annotate those parts of a multi-threaded
C program, which are of greater interest to the verification engine. The next step is to actually
verify the extracted model from the C source code. One way to accomplish this, is to build a
verification tool that takes as input the augmented C code and performs the verification over
the extracted model. However, building such a tool requires a lot of effort and it goes beyond
the scope of this thesis. The authors of [6] have already built a tool, PACMAN, that performs
the verification of multi-threaded programs described by the Multimono language. Since we
have successfully augmented C to describe a concurrent program in a similar manner, it would
be feasible to perform source-to-source translation from the augmented C to Multimono and
then pass the Multimono code to the verification engine.

2.4  Candidate frameworks

In the previous  section we concluded to perform source-to-source translation from the
augmented C to Multimono in order to verify the extracted model. In this section we present
two candidate frameworks, LLVM and Clang, that at the time this thesis was conducted seemed
to offer a wide variety of libraries and tools to aid the translation. Finally, we introduce the
frameworks and choose one of them to implement the source-to-source transformation.
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Illustration 2.10: Simple non-
deterministic loop.

while (non_deterministic()) {
  statement1;
}

Illustration 2.11: Non-deterministic
loop with atomic region.

while (non_deterministic()) {
  atomic_begin();
  /* multiple C statements */
  atomic_end();
}



2.4.1  LLVM

LLVM  is  a  “compiler  framework  designed  to  support  transparent,  lifelong  program
analysis and transformation for arbitrary programs” [8]. The initial intent of LLVM was to
provide a set of libraries with well-defined interfaces to be used for implementing tools for
code analysis, compilation and more, which is its main difference with other compilers such as
GCC.  However,  it  has  evolved  into  an  umbrella  project  that  hosts  numerous  toolchain
components, for example compilers, debuggers etc [9].

A key feature of LLVM is the LLVM Intermediate Representation (IR), which LLVM uses
to represent the code internally. The LLVM IR is in Static Single Assignment (SSA) form and it
describes a program using a RISC-like instruction set [8]. The majority of the instructions are
in three-address form, which means that they take up to two operands and they return only one
result.  Moreover, the IR stores additional information that can be used to analyze the code
effectively. One could say that it resembles a high level assembly language. It is typically used
by the compiler as an in-memory code representation in order to apply several optimizations.
Another use of the LLVM IR is as a human readable assembly language, which means that one
could write a program using this  assembly language. Other LLVM features include a wide
range of global optimizations, as well as an inter-procedural optimization framework, which
provides a large set of analyses and transformations, such as whole-program pointer analysis,
call graph construction and more. It also provides a test framework and a debugging tool.

The pipeline of an LLVM compiler would be as follows: one or more static compiler front-
ends emit code in the form of LLVM IR, which is subsequently optimized and combined by the
LLVM linker. The resulting LLVM code is then translated to native code for a given target. It is
noteworthy that LLVM can apply optimizations during link time, as well as installation time.
With LLVM, we can compile the source code written in two or more programming languages
into a single executable.

2.4.2  Clang

Clang is  an open source compiler  for the C family of  programming languages,  which
includes  C,  C++,  Objective-C and  Objective-C++ [7].  It  is  based  on the  LLVM and thus
provides  high quality optimization and code generation support  for  multiple  targets.  Clang
focuses on reducing the compile times as much as possible, while trying to keep low memory
usage.  At  the  same  time  it  tries  to  be  more  user-friendly,  by  providing  more  expressive
diagnostics, compared to other compilers, like GCC.

Its library based architecture gives the opportunity to develop new tools with it. Each one
of its libraries can be used independently, in order to accomplish a specific task. For instance,
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should one need to build a preprocessor, he or she would have to use the Basic and the Lexer
libraries.  Additionally,  its  modular  architecture  makes  it  easier  for  new developers  to  get
involved and further improve Clang itself.

Even  though  Clang  is  a  fairly  new  compiler,  it  is  able  to  compete  with  other,  well
established compilers, such as GCC, not only in compilation times, but in the quality of the
produced code. Moreover, a large number of tools based on Clang have been developed, in
order to aid the C and C++ developers. These tools include, among others, clang-check, which
provides  diagnostics  by  syntax  checking  C  or  C++  code,  and  clang-format,  which
automatically applies a given code style on one or more source code files. In addition, several
source-to-source transformation tools have been developed

2.5  Framework evaluation & Conclusions

Taking a deeper look in LLVM's and Clang's internal structures and documentations, we
found out that both frameworks can be utilized to achieve the source-to-source transformation.
The thought process for choosing one of the two is as follows.

LLVM's Intermediate Representation lies at the heart of the LLVM. All the analyses and
optimizations, that LLVM can perform, assume that the program is written in LLVM IR. With
the use of Clang it is very easy to transition from C source code to LLVM IR. Therefore, we
can exploit all the different optimizations that LLVM framework has to offer and, if needed, we
are given the option to write a custom one. In addition, the LLVM framework provides several
classes to aid the parsing and the transformation of the IR. Moreover, it provides classes that
automatically build and manipulate the control flow graph of the code. This is extremely useful
to us, because it is possible to iterate through the graph and translate the statements one by one.
The drawback of this method is that LLVM IR is in three-address form. An expression in C,
that has multiple operators and operands, will be broken down to multiple LLVM IR three-
address instructions. This can result in larger Multimono models and subsequently having a
negative impact on the execution times of PACMAN.

On the other hand, Clang, being built on top of the LLVM, provides similar utilities, but
instead of LLVM IR, it uses C source code as a base. Unlike LLVM, though, it does not offer
any kind of optimization. In addition to classes that automatically construct the abstract syntax
tree (AST) and the control flow graph for a given C source code file, its libraries contain classes
that  assist  the  rewriting  of  code  (librewrite).  This  is  particularly  useful  when  it  comes  to
source-to-source  translation,  thus  Clang  has  been  utilized  to  implement  several  source-to-
source translation tools, from C or C++ to other languages. Another minor advantage of Clang
is that, because it has been developed using LLVM as a library, it can provide indirect access to
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LLVM's libraries.
In conclusion, we decided to use Clang to implement the source-to-source translation tool.

The main reason behind this choice was the drawback, in the context of this thesis, of LLVM
IR. At the same time, Clang did not seem to have any major disadvantages and thus it seemed a
better option. In the following chapter, we will discuss how Clang was utilized in order to
effectively translate C source code to Multimono.
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Chapter 3                                
                                       

Design and Implementation

In the previous chapter we concluded that we are going to use Clang in order to develop a tool
for translating the augmented C to Multimono. In this chapter we will firstly define the design
requirements for the translation and subsequently we will explain how the different parts of
application were designed and implemented.

3.1  Defining the requirements

When we introduced Multimono, in section 2.1, we explained that it  does not support
function calling. On the other hand, in the C programming language, calling functions is quite
common and it usually improves the structure of the program when we refactor certain lines of
code into a separate function. Therefore, before moving on to the actual translation of the code,
we need to inline all the functions when possible. By inlining, we mean that the text that calls a
function will be replaced by the body of the function after applying certain modifications to
ensure that the resulting code is correct. There is only one exception to this. In the augmented
C,  a  function  name  is  passed  as  an  argument  to  the  fork command,  and  to  the  join

accordingly, so that the spawned thread is assigned to execute it.  Therefore, such functions
must not be inlined.

After  the  inlining,  the  next  step  is  to  actually  translate  the  augmented  C  code  to
Multimono. This implies that the application must be able to identify the C constructs that we
used in section 2.2 to augment C code and correctly transform them into the way that they are
expressed  using  the  Multimono  syntax.  Therefore,  we  can  define  a  specific  subset  of  C
programs that the translator must be able to understand and translate. This subset includes all
the C programs that make use of the constructs that we defined in section 2.2 to augment C
source  code and  excludes  all  the  programs that  use  variables,  the  types  of  which  are  not
supported by Multimono, in other words, all the types except for the boolean and the integer.
Another  important  characteristic  of  Multimono  is  the  location  transitions,  as  explained  in
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section  2.1.  In  C  syntax  there  is  no  such  thing  as  program  locations.  Consequently,  the
application must include a mechanism to generate and properly output the program locations
when it translates to Multimono.

In the remainder of the chapter we will explain the design of the two parts of the tool,
starting with the inliner and continuing with the translator.

3.2  Inliner

The inline action takes place in two discrete phases. During the first phase, we analyze the
source code to extract information that will later help us to correctly inline the C functions. The
second phase is when the actual inlining happens. At its current state, the tool can handle the
inlining of non-recursive functions that are defined in the same file with the main function. In

addition, we handle only the function calls that exist inside the main.

3.2.1  Analysis phase

During the analysis we use the Clang's AST Matchers to retrieve information that will later
help us carry out the inlining. An AST Matcher locates and returns a pointer to one or more
nodes of the AST (Abstract Syntax Tree). It works in a similar fashion to regular expressions; it
matches all the nodes in the AST that satisfy the given criteria. 

With the use of the AST Matchers, we are able to retrieve information such as the names of
the parameters and the locally declared variables of a function. In addition, we need to know
whether the function call is part of a bigger expression or not, as shown in the illustrations 3.1
and 3.2. This is essential, because we use a different technique to inline the function for each of
these cases.

We use a global object to store all this information. In the next section we are going to
explain how we utilize it in order to accomplish the inlining.
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Illustration 3.1:
Simple function call.

int main() {
  /* … c code */
  foo();
  /* … c code */
}

Illustration 3.2: Function call in
expression.

int main() {
  int x = 2;
  /* … c code */
  x = bar() + 3;
  /* … c code */
}



3.2.2  Inlining phase

After retrieving, storing and providing access to all the required information, in order to
effectively inline the C functions, we move onward to the actual inlining phase. We need to
mention here, that Clang does not allow any kind of modification on the AST itself. However,
it allows the modification of the memory buffers, that Clang uses internally to store an in-
memory copy of the source code of a file in a textual form. Moreover, the nodes of the AST
hold information about the location of the statements, that they represent, in the buffers. In
addition,  even  when  the  memory  buffers  are  modified,  the  original  code  can  always  be
accessed via the AST nodes. Therefore, the work-flow for inlining is to firstly locate the AST
node that represents a function call, then use the provided information to locate the call in the
memory buffer and finally apply the required modifications to achieve inlining. After all the
functions have been properly inlined, we write the modified memory buffer on the disk.

The first step is to locate all the function calls inside the main function. Clang's libraries

provide the AST Visitor class, which, as its name implies, is an implementation of the well
known  Visitor software design pattern [12]. By using this class, we can easily reach all the
nodes  of  the  AST that  represent  a  call  to  some  function.  Specifically,  these  nodes  hold
information such as the name of the called function, a list with the statements inside its body
and so forth.

At this point, we have access to enough information to proceed and modify the memory
buffers effectively. Initially, we need to change the name of the parameters of the function, as
well as the names of all the locally declared variables. This is necessary, because in the case
that we did not change them and the function was called more than twice from the  main, it

would result in having multiple declarations of the same variable, which is not accepted by the
compiler. We, therefore, append a unique and randomly generated string to the name of the
variable. It would also be possible to completely rename the variable, but appending a string
helps keep the resulting code readable. All the parameters and the locally declared variables of
the function are appended with the same string. 

Finally, we iterate through the statements inside the body of the function and we rewrite
them at the position of the function call in the main. As we mentioned earlier, we separate the

function calls in two categories. The first one consists of simple function calls, as shown in the
illustration 3.1, which is not a part of a bigger expression. In this case, in order to effectively
inline the function,  it  is  enough to rewrite the statements and delete the call  text from the
buffer. The second one consists of the function calls that are part of a bigger expression, as
demonstrated in the illustration 3.2. In cases like that, it is certain that the function returns a
value. So, we declare a new variable that will hold the return value of the function and we
replace the text of the function call with this variable. An example of this case is demonstrated
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in the illustration 3.3. If the function has parameters, we declare a variable for each parameter
and  we initialize  it  with  the  respective  argument  from the  function  call,  as  shown in  the
illustration 3.4.

As a final step and after all the code of all functions has been rewritten in the buffers, we
write those buffers on the disk, in a separate file from the original. This file is later passed into
the translator. It is noteworthy that the inliner can also work independently as a stand-alone
tool. In the next section, we explain the design of the translator.

3.3  Translator

With the inlining complete, the C source code is ready to be translated to Multimono. At
this point, all the C functions that still exist in the file are considered to represent procedures to
be executed  by a  spawned thread.  In  this  section we will  explain  in  detail  the  process  of
translating the subset of augmented C to Multimono. The translation is based on Clang's CFG
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Illustration 3.3: Call in an expression, before and after inlining.

int foo() {
  return 5; 
}

int main() {
  int x = 2;
  /* … c code */
  x = foo() + 3;
  /* … c code */
}

int foo() {
  return 5; 
}

int main() {
  int x = 2;
  /* … c code */
  int foo_ret = 5;
  x = foo_ret + 3;
  /* … c code */
}

Illustration 3.4: Inlining of a function with parameters.

void foo(int x) {
  /* foo code using x */
}

int main() {
  int y = 2;
  foo(y);
  /* … c code */
}

void foo(int x) {
  /* foo code using x */
}

int main() {
  int y = 2;
  int x_3fx = y;
  /* foo code using x_3fw */
  /* … c code */
}



(Control Flow Graph) class and before moving on we are going to explain how the CFG is
constructed, as well as explaining some necessary terms regarding the dominance of the nodes
in a flow graph.

3.3.1  Clang CFG

In the context of Clang, the CFG is a graph representation of C source code, the nodes of
which are basic blocks. A basic block is a sequence of code that has only one entry point and
only one exit. It consists of a sequence of statements or expressions, a  terminator statement,
which is not included in the set of statements, and a list of successors and predecessors. A
terminator statement exists always at the end of a basic block and it represents the type of
control-flow, such as a conditional statement, a break statement and so forth. In the case that it

is a conditional statement, then the condition expression will appear as the last element of the
statement set. The predecessors of a block B are basic blocks, the last statement of which is
preceding the first statement of B in the code. The successors of a block B are basic blocks, the
first statement of which follows the last statement of B in the code. 

It is important to mention that the order in the set of the successors is not arbitrary. A basic
block can have any number of successors. A basic block can have three or more successors
when there is a switch statement in the source code. In the context of this thesis, we do not

cover those cases. A basic block will have two successors when a condition occurs in the code.
This condition could be in an if statement, as well as any kind of loop statement (for, while,

do..while). In those cases, the first successor of the basic block will be the block that contains

the set of statements where the flow of control will go, if the condition holds. Respectively, the
second successor will contain the set of statements where the flow of control will go, in case
the condition does not hold. At the time that this thesis was conducted, this was guaranteed by
the method that Clang uses to construct the CFG.

The section 8.4 of [13] describes the process of constructing the control flow graph for
three-address code, by firstly partitioning it into basic blocks, which represent the nodes of the
graph, and then connecting them accordingly. Clang uses an adaptation of this process, in order
to construct the control flow graph of a given C function. We should note here that Clang adds
an entry node at the beginning of the graph and an exit node at the end. These two nodes are
not a result of the partitioning into base blocks and, therefore, they contain no statements. A
simple  example  of  a  CFG is  shown in  the  illustration  3.5.  Clang's  method of  partitioning
differentiates when a loop occurs in the code. During the partitioning of the C source code into
basic blocks and when a loop is encountered, Clang generates one extra basic block in order to
accommodate  the  loop  variable  initialization  and  modification.  This  behavior  is  justified,
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because in the three-address code there is no “structured” loop, such as for and while, which

is the case in C language.  The illustration 3.6 demonstrates an example of a for loop statement

and how the CFG is constructed.
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Illustration 3.6: CFG of a loop.

int main() {
  for (int i = 0; i < 10; ++i) {
    /* loop statements */
  }
  return 0;
} /* loop 

statements */

entry

int i = 0;

i < 10

++i;

return 0;

exit

Illustration 3.5: CFG of an if statement.

entry

int main() {
  int x = 5;
  if (x == 5) {
    /* if statements */
  }
  /* more statements */
  return 0;
}

int x = 5;
if (x == 5)

/* if 
statements*/

/* more 
statements*/

exit



3.3.2  Dominators

The dominance of the nodes in the CFG is an important part of the translation process. We
will now explain the terms that we are going to use in the remainder of this section.

In a control flow graph, we say that a node A dominates a node B, if every path from the
entry of the graph to the node B goes through the node A. In a similar manner, we say that a
node A postdominates a node B, if all the paths from B to the exit of the graph go through the
node A. The nodes A and B are control equivalent, if the node A dominates the node B and the
node B postdominates the node A [13]. Note that a node always dominates, postdominates and
is control equivalent with itself. This defines an equivalence relation. The relation is reflexive,
since every node is control equivalent to itself. It is symmetric, because if a node A is control
equivalent with a node B, then B is control equivalent to A. Finally, it is transitive, because if a
node A is control equivalent with a node B, and B is control equivalent with a node C, then A is
control equivalent with C.

We can represent the previous relationships between the nodes in a tree structure called
dominator tree and postdominator tree respectively. Clang's libraries provide classes that, given
the CFG of a function, build those trees. Therefore, we need not implement such functionality.

3.3.3  Program locations

In section 2.1, we explained that in Multimono all the statements are associated with a
location transition, which denotes a change of the control location of the program. In the C
language there is no such notion explicitly. Therefore, to properly translate C to Multimono, we
have to introduce a mechanism to address this issue.

As previously shown, in Multimono, each procedure is represented by a different graph
and has a different set of unique locations. In addition, Clang provides a different CFG for each
function in a translation unit, which is quite convenient. We can exploit this fact and create a
mapping between the CFG's statements and the locations required by Multimono. Indeed, we
iterate through the basic blocks of a CFG and we assign a unique location to each statement of
every block. These locations are stored in a different data structure. A statement can uniquely
be identified in the CFG by the id of the basic block in conjunction with its location inside the
block. We use this information to create a mapping between a statement  and its respective
location stored in our custom data structure.

However,  not  all  of  the  statements  should  be  assigned  a  location.  In  Multimono,  the
variable  declarations  do  not  trigger  a  state  transition.  Additionally,  we  introduced  several
annotations for C code that are explicitly used to describe the behavior of a multi-threaded
program. Clang identifies those annotations as regular statements and, therefore, it adds them
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to  the  CFG.  In  order  to  avoid  assigning  a  location  to  the  aforementioned  exceptional
statements, several checks are performed during the iteration of the basic blocks. Later in this
section  we  will  explain  how  we  retrieve  the  correct  locations  to  write  each  transition  in
Multimono.

3.3.4  Correctness of the atomic regions

By augmenting  the  C  programming  language,  we  allow  the  user  to  enclose  a  set  of
statements  in  an atomic region,  signifying that  these statements  should execute atomically,
which is  essential  for  synchronizing  concurrent  programs.  However,  the  mechanic that  we
introduced is prone to errors, since the user is allowed to use the functions  atomic_begin()

and atomic_end() anywhere in the code. Consider, for example, the case that the user calls the

atomic_begin() without ever calling the  atomic_end() or vice versa. In general, for every

atomic_begin() there  should  be  exactly  one  atomic_end().  In  terms  of  CFG,  for  every

atomic_begin() that exists in a basic block B, an atomic_end() must exist in a basic block

B', such that B and B' are control equivalent.
We use the DFS (Depth First Search) algorithm to traverse the graph and we mark the

visited  nodes,  so  that  we  visit  each  node  exactly  once.  For  each  basic  block  B that  the
algorithm visits, we iterate through the sequence of the statements that it holds and we check
whether it contains an atomic_begin() or atomic_end() statement. In the case that it does,

we use the domination and post-domination trees to locate all the other nodes in the graph that
belong to the same equivalence class. In order to locate the control equivalent nodes, we search
the dominator sub-tree, that has B as its root, for all the nodes that postdominate B. Due to the
nature of the dominator tree, a certain ordering is guaranteed. The ordering is such that if a
node N precedes a node N' in the dominator tree, then the statements inside N will precede the
statements of N' in the source code. Similarly, if a node N succeeds a node N' in the dominator
tree, then the statements inside N will succeed the statements of N' in the code. We store the
control equivalent nodes in a sequential container.

In the following step, we iterate through the container that holds the control equivalent
nodes. We use an integer variable to represent the balance of the  atomic statements in the
equivalence class. By balance we mean that the number of the atomic_begin() statements in

the  blocks  of  an  equivalence  class  must  be  equal  to  the  number  of  the  atomic_end()

statements, therefore, at the end of the iteration the variable must be equivalent to zero. While
we iterate through the statements of each block in the class and an atomic_begin() occurs, we

increment the variable by one. When an atomic_end() occurs, we decrement the variable by

one. An error occurs in two cases: a) if the balance becomes negative and b) if at the end of the
iteration of the equivalence class, the balance is not equal to zero.
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The aforementioned procedure is executed for all the equivalence classes of a given CFG.
We avoid executing it for the same equivalence class twice, by marking the equivalence class
as checked when the procedure finishes.

3.3.5  From augmented C to Multimono

After introducing Clang CFG, explaining how the locations are assigned to the statements
inside a basic block and checking for the correctness of the atomic regions, we are ready to
perform the actual translation. We use the DFS algorithm to visit all the basic blocks and we
mark each visited block, so that the algorithm visits it only once. For each block that is visited,
we iterate  through its  statements.  For each statement,  the location transition  loc → loc' is
formed by retrieving the location that is assigned to the statement and the location of the next
statement  in the block. In case that this  is  the last  statement  of the block,  we retrieve the
location of the first  statement in the successor of the block. Subsequently,  the statement is
appended to the location string and the result is stored in a memory buffer. When the algorithm
has visited all the basic blocks and all the statements with their respective location transitions
have been stored in the buffer, we write the contents of the buffer on the disk, thus retrieving
the Multimono file.

Even though most of the statements are translated in the aforementioned way, some C
constructs, as well as the C annotations that we have defined, require different handling. In
Multimono, branching is expressed with the assume statement. When there is a condition, we

choose the first path by assuming that the condition is true and the other by assuming that the
condition is  false.  On the other hand,  in C, there are more than one statements that cause
branching. As we explained in paragraph 3.3.1, a terminator statement represents the type of
control-flow. When the terminator condition is true, the control will move to the first successor
of  the  basic  block  that  contains  the  terminator,  and  to  the  second  successor  otherwise.
Therefore, in order to successfully translate the statements that cause branching, we write two
assume statements, the first of which takes as argument the terminator condition, while the

other takes as argument the negation of the terminator condition. The location transitions are
formed with the location of the terminator condition, as the first part, and the location of the
first statement of the respective successor block, as the second. There are cases that a basic
block can have more than two successors, for example the switch statement, but, for now, we

do not need to cover those. With this method we successfully translate the if statement and the

for and while loops.

In paragraph 2.2.1, we introduced the  assert(bool) statement as a way to express the

transition to the error state in C. In Multimono, there is no  assert statement. Instead, the

transition to the error state is expressed by a location transition from a regular program location
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to the special  err location, triggered by an  assume statement. When an  assert statement is

encountered in a basic block, we write two statements in Multimono. The first statement, which
normally transitions from the location of the assert statement to the next available location, is

an  assume statement that takes as argument the condition of the  assert as is.  The second

statement, is also an assume statement that takes as argument the negation of the condition of

the  assert statement. The first part of its location transition, is the location of the  assert

statement, and the second part is the err location.

Finally,  we are going to  explain how the C annotations  that  are  used to  express  non-
determinism in  the  augmented  C are  translated  to  Multimono.  In  the  paragraph 2.2.4,  we
introduced  the  non-deterministic  if and  while statements.  In  addition,  we  have  already

explained how the  if and while statements are translated in Multimono in the general case.

The illustration 2.6 depicts a rather simple example of how non-determinism is expressed in
Multimono.  In  augmented  C,  we  use  the  if statement,  with  the  non_deterministic()

function call as condition, to denote multiple statements, or multiple sets of statements, the
execution of which triggers location transitions, that begin from the same location. Similarly,
we use the  while statement with the  non_deterministic() function as condition to denote

that a statement or a set of statements return to the program location that they started from. In
order  to  translate  these  constructs,  when  we  encounter  a  basic  block  with  a  terminator
statement and the termination condition is  non_deterministic(),  instead of inserting two

assume statements, which take as arguments the terminator condition and its negation, we set

the  arguments  to  the  assume statements  to  true.  Their  respective  location  transitions  are

written as usual. This technique produces non-optimized Multimono code. The illustration 3.7
demonstrates an example use of the non-deterministic constructs defined in the augmented C.
The illustration 3.8 shows how our tool translates it to Multimono and illustration 3.9 contains
the equivalent optimized Multimono code.
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Illustration 3.7: Nested non-deterministic
annotations.

int main() {
  while (non_deterministic()) {
    if (non_deterministic()) {
      atomic_begin();
      lock = false;
      fork(writer);
      atomic_end();
    } else {
      atomic_begin();
      join(writer);
      lock = true;
      atomic_end();
    }
  }
}
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Illustration 3.8: Vygraph's output.

main {
  ent → pc1: assume(true);
  pc1 → pc2: assume(true);
  atomic {
    pc2 → pc3: assume(lock);
    pc3 → pc4: lock := false;
    pc4 → ent: fork(writer);
  }
  pc1 → pc5: assume(true);
  atomic {
    pc5 → pc6: join(writer);
    pc6 → ent: lock := true;
  }
  ent → ext: assume(true);
}

Illustration 3.9: Optimized Multimono
program.

main {
  atomic {
    ent → pc3: assume(lock);
    pc3 → pc4: lock := false;
    pc4 → ent: fork(writer);
  }
  atomic {
    ent → pc6: join(writer);
    pc6 → ent: lock := true;
  }
}



Chapter 4                            
   

Conclusion and future work

4.1  Conclusion and results

In the context of this thesis, we have successfully defined several annotations for C source
code. With the use of these annotations, the user is able to communicate information about the
possible executions of the program to the verification engine. In order to exploit the fact that a
verification engine, called PACMAN, has already been implemented by the authors of [6], we
have designed and implemented a tool,  called Vygraph. Vygraph is able to translate a well
defined fragment of C language to Multimono, which is the modeling language used as input
for PACMAN.

The design of Vygraph is modular and based on Clang's internal architecture. As part of its
pipeline, a tool that performs inlining on C source code was implemented. It is possible to use
this tool outside of the translation process. 

In order to evaluate the results of the translation tool, we have used the programs described
in  the  appendix  of  [6]  written  in  Multimono.  We described  the  same programs  using  the
augmented C and then we used Vygraph to translate them to Multimono. Finally, we compared
the output of Vygraph with the original Multimono descriptions. The Multimono code that our
tool  produces  is  more  verbose,  because  no  optimizations  are  applied.  Nevertheless,  the
behavior of the described program is captured correctly. Therefore it is possible to pass it to the
verification engine.

4.2  Future work

The  method  we  have  selected  to  accomplish  the  translation  from  augmented  C  to
Multimono has produced the desired result. However, there are other methods and frameworks
to  use,  that  could  possibly  have  more  advantages  and  give  the  possibility  for  further
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development.
In chapter 2, we evaluated LLVM and Clang, and chose to use the latter. At that time, it

intuitively seemed more appropriate,  because it  was  working directly with C source code.
However, our experience with Clang, which is itself based on LLVM, has shown that LLVM,
despite the fact that it works on LLVM IR, can also be efficiently used to approach the problem
from a different angle. LLVM has several built-in optimization passes, for instance  inlining,
which could be exploited. However, LLVM IR is in three-address code, which could have a
negative impact on the execution times of the verification process, as explained in chapter 2.
This could be alleviated by introducing a new graph representation of the LLVM IR, which
will be capable of merging many three-address code instructions into a larger expression, when
it is possible. 

The translation tool can only handle a specified fragment of the C programming language.
It would be interesting to expand its capabilities and make it able to translate a larger subset or
even the full set of the C language. This could further give opportunities to describe multi-
threaded programs in more detail. In addition, the inliner tool could be improved. At its current
state, it can inline only the function calls that exist inside the main function, due to the way that

the memory buffers of Clang work. This functionality could be improved by making it able to
inline the function calls in any user defined function. This could be solved by writing the result
of the inlining of the first function on a temporary file and then using this temporary file for the
second function and so forth, until all the functions are inlined.
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