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Abstract

Radiologists are often plagued by limited time for completing their work,
with an ever increasing workload [31]. A picture archiving and communication system (PACS) is a platform for daily image reviewing that improves
their work environment, and on that platform for example spinal MR images
can be reviewed. When reviewing spinal images a radiologist wants vertebrae
labels, and in Sectra’s PACS platform there is a good opportunity for implementing an automatic method for spinal labeling. In this thesis a method for
performing automatic spinal labeling, called a vertebrae classifier, is presented.
This method should remove the need for radiologists to perform manual spine
labeling, and could be implemented in Sectra’s PACS software to improve
radiologists overall work experience.
Spine labeling is the process of marking vertebrae centres with a name on
a spinal image. The method proposed in this thesis for performing that process was developed using a machine learning approach for vertebrae detection
in sagittal MR images. The developed classifier works for both the lumbar
and the cervical spine, but it is optimized for the lumbar spine. During the
development three different methods for the purpose of vertebrae detection
were evaluated. Detection is done on multiple sagittal slices. The output from
the detection is then labeled using a pictorial structure based algorithm which
uses a trained model of the spine to correctly assess correct labeling.
The suggested method achieves 99.6% recall and 99.9% precision for the
lumbar spine. The cervical spine achieves slightly worse performance, with
98.1% for both recall and precision. This result was achieved by training the
proposed method on 43 images and validated with 89 images for the lumbar
spine. The cervical spine was validated using 26 images. These results are
promising, especially for the lumbar spine. However, further evaluation is
needed to test the method in a clinical setting.
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Abstract
Radiologists are often plagued by limited time for completing their work,
with an ever increasing workload [31]. A picture archiving and communication system (PACS) is a platform for daily image reviewing that improves
their work environment, and on that platform for example spinal MR images can be reviewed. When reviewing spinal images a radiologist wants
vertebrae labels, and in Sectra’s PACS platform there is a good opportunity
for implementing an automatic method for spinal labeling. In this thesis a
method for performing automatic spinal labeling, called a vertebrae classifier, is presented. This method should remove the need for radiologists to
perform manual spine labeling, and could be implemented in Sectra’s PACS
software to improve radiologists overall work experience.
Spine labeling is the process of marking vertebrae centres with a name on
a spinal image. The method proposed in this thesis for performing that process was developed using a machine learning approach for vertebrae detection
in sagittal MR images. The developed classifier works for both the lumbar
and the cervical spine, but it is optimized for the lumbar spine. During the
development three different methods for the purpose of vertebrae detection
were evaluated. Detection is done on multiple sagittal slices. The output
from the detection is then labeled using a pictorial structure based algorithm
which uses a trained model of the spine to correctly assess correct labeling.
The suggested method achieves 99.6% recall and 99.9% precision for the
lumbar spine. The cervical spine achieves slightly worse performance, with
98.1% for both recall and precision. This result was achieved by training the
proposed method on 43 images and validated with 89 images for the lumbar
spine. The cervical spine was validated using 26 images. These results are
promising, especially for the lumbar spine. However, further evaluation is
needed to test the method in a clinical setting.
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Sammanfattning
Radiologer får bara mindre och mindre tid för att utföra sina arbetsuppgifter,
då arbetsbördan bara blir större. Ett picture archiving and communication system (PACS) är en platform där radiologer kan undersöka medicinska
bilder, däribland magnetic resonance (MR) bilder av ryggraden. När radiologerna tittar på dessa bilder av ryggraden vill de att kotorna ska vara
markerade med sina namn, och i Sectra’s PACS platform finns det en bra
möjlighet för att implementera en automatisk metod för att namnge ryggradens kotor på bilden. I detta examensarbete presenteras en metod för
att automatiskt markera alla kotorna utifrån saggitala MR bilder. Denna
metod kan göra så att radiologer inte längre behöver manuellt markera kotor, och den skulle kunna implementeras i Sectra’s PACS för att förbättra
radiologernas arbetsmiljö.
Det som menas med att markera kotor är att man ger mitten av alla
kotor ett namn utifrån en MR bild på ryggraden. Metoden som presenteras i detta arbete kan utföra detta med hjälp av ett ”machine learning”
arbetssätt. Metoden fungerar både för övre och nedre delen av ryggraden,
men den är optimerad för den nedre delen. Under utvecklingsfasen var tre
olika metoder för att detektera kotor evaluerade. Resultatet från detektionen
är sedan använt för att namnge alla kotor med hjälp av en algoritm baserad
på pictorial structures, som använder en tränad model för att kunna evaluera
vad som bör anses vara korrekt namngivning.
Metoden uppnår 99.6% recall och 99.9% precision för nedre ryggraden.
För övre ryggraden uppnås något sämre resultat, med 98.1% vad gäller både
recall och precision. Detta resultat uppnådes då metoden tränades på 43
bilder och validerades på 89 bilder för nedre ryggraden. För övre ryggraden
användes 26 stycken bilder. Resultaten är lovande, speciellt för den nedre
delen. Dock måste ytterligare utvärdering göras för metoden i en klinisk
miljö.
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Chapter 1
Introduction
Radiologists suffer from an increasing work burden [31], and anything to help
ease the workload is greatly appreciated. One task that radiologists have is to
label vertebrae in medical images. Today, with new digital platforms, there
is a possibility to automate this task. In this thesis a potential automatic
solution for the task is presented.
One important spinal imaging tool radiologists use is magnetic resonance
imaging (MRI). The images typically come in three different orientations,
sagittal, axial and coronal. A demonstration of these capturing planes can
be seen in figure 1.1. The coronal image is a slice taken from shoulder to
shoulder vertically, the sagittal is taken as a slice through the body from
stomach to the back and the axial images are taken from shoulder to shoulder
and oriented horizontally. Due to the orientation of the axial images a large
number of images are needed in order for them to cover the whole spine,
which is the area of interest for the examination. This means that the axial
images needs to be organized in some way for ease of use. Usually this is
in the form a stack of image slices, from the lower part of the body to the
upper, covering the spine. When looking at an MR image, especially an
axial image, it is hard to immediately tell which vertebrae are which. As the
sagittal and axial slices are linked via the patient coordinate system, doctors
can combine both the sagittal and axial slices in their examination to get a
better understanding of the 3D structure. Therefore, you can easily transfer
a vertebrae label from the sagittal images onto the axial stack.

1
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Figure 1.1: Visual demonstration of the different planes that MR images are
typically captured in [34].
In order to have a convenient way to access and store huge amounts of
data from different examinations and machines used for examination, doctors
use a picure archiving and communication system (PACS). A doctor can
use the PACS system as a platform for daily image reviewing. One of the
advantages with a PACS system is that it breaks down the physical and time
barriers associated with traditional film-based image retrieval, distribution
and display. In this system doctors can for example analyse MR images from
an examination of a patient.
In Sectra’s PACS software there is functionality for manually labeling the
vertebrae in an MR image. A spine label is essentially just a text marker
which marks the center of a vertebrae with its name. When writing a report
a doctor use these labels to avoid having to recount the vertebrae to see
which is which. The process of labeling vertebrae is done by clicking on
2
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the vertebrae in the order they appear in the image, while doing this the
vertebrae are associated with their names. The aim of the vertebrae classifier
is to replace the manual labeling. An automatic solution will improve the
overall experience with the PACS software, and saves time for the ever busy
radiologists, by removing the need for users to perform the trivial manual
task of labeling vertebrae.
In this thesis a solution for automatically labeling vertebrae in sagittal
MR images is presented. In order to accomplish this goal multiple different
possible approaches is evaluated. This is to get a good understanding of what
is required to achieve different goals, and the benefits and disadvantages of
different approaches. The problem is solved by first using a trained detector to detect all possible vertebrae and then label them by examining their
relative position using a labeling technique based on pictorial structures.

1.1

Aims

The aim of this thesis was to develop a method for automatic detection and
classification of vertebrae in a sagittal MR image using a machine learning
approach. The method was intended to decrease the amount of time needed
for a doctor to analyse a series of MR images, thus increasing the effectiveness
of the doctor and decreasing the time taken to analyse an image. A series
of MR images can for example be a set of sagittal and axial images. If the
developed method was successful in achieving these goals it was intended to
be used in Sectra’s PACS software, improving the working environment for
its users.
The development of the vertebrae classifier was divided into two subproblems. The first sub-problem consisted of finding all possible vertebrae
in a sagittal image and creating a bounding box around the detected area.
The second sub-problem consists of connecting these detections into a spine
column and labeling them. Even if these two tasks are quite separate, the
performance of the final vertebrae classifier depends on the solutions to the
two parts working well together. For example, bad detection in the form of
many false positives could be handled by the labeling, while very good detection of the vertebrae would make the job of the labeling much easier. Possible
solutions to both of these two sub-problems were tested and evaluated, both
together and independently.
It should be taken into consideration that the main goal was to discover
the possible complications, difficulties and possibilities that exist when designing a vertebrae classifier. Furthermore, the proposed method was evaluated while trying to achieve the highest possible performance. High per3
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formance corresponds to a high precision and a high recall. The goal was
to optimize the proposed method for the lumbar spine, but also to make it
work as good as possible for the cervical spine. Any kind of computation
time optimization is not covered. Moreover, the thesis does not cover the
process of implementing the developed approach for vertebrae classification
into Sectra’s PACS software.

1.2

Related work

The task of localizing and labeling vertebrae is not a new problem. Research
has previously been done for labeling in both CT and in MR, for different
types of image input.
This thesis can be seen as a further development of the work by Lootus et. al. [1]. In their work they used deformable part models (DPM) for
detecting vertebrae and a pictorial structures labeling based approach for
classification on lumbar MR images. This thesis does a more thorough evaluation of different alternatives for detection, further develops the labeling
algorithm, implements a new structure repairing approach and also tries to
make classification work for the cervical spine.
Oktay & Akgul [2] tries to detect both intervertebral discs and vertebrae
in MR slices using with SVM based MRF, also only for implemented for the
lumbar spine. Their approach inspired the labeling algorithm used in this
thesis.
Other examples of related work are Zhan et. al. [6] where classification is
done using hierarchical learning and local articulated model. As input they
have special 3D MR scout scans. In the work done by Glocker et. al. [3]
they perform vertebrae classification on CT images via dense classification
from sparse annotations.

1.3

System introductory overview

Recall that the overall structure of vertebrae classifier presented in this thesis
consists first of a vertebrae detector which must be trained from marked
training images, see figure 1.2. The second part is the labeling algorithm,
which in turn must train a graphical model from the same training images
that were used for training the detector. When a sagittal MR image is input
into the algorithm it first goes through the detector and is then input into
labeling algorithm in order to produce the labeled output.

4
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Figure 1.2: The above image describes how the classifier is first divided into
one training part and one classification part, and further how there is a
separation between detection and labeling.

5

Chapter 2
Background
In this chapter all the areas related to the domain of the problem are examined, which means the human spine and MRI. It also contains background
theory to the different approaches which are considered in the thesis. It
describes three different approaches to object detection, a boosting trained
cascade of simple features [4], discriminatingly trained part-based models
[5] and integral channel features [13, 14]. The underlying method for the
vertebrae labeling, pictorial structures, is also described.

2.1

The Human spine

The human spine consist of 24 articulated vertebrae, which can be grouped
as cervical (C1 − C7), thoracic (T 1 − T 12), lumbar (L1 − L5), and also (not
included in the other 24 vertebrae) the fused sacral vertebrae (S1 − S5) [6].
These vertebrae are the targets of the detection and labeling in this thesis.
The classifier will make no assumptions on which of these vertebrae that
exists within the image, or which are outside the field of view (FOV). The
fused sacral vertebrae and also the top two cervical vertebrae have a different
shape and form compared to the other vertebrae, and they have no visible
intervertebral discs between them. It is possible that the different shapes of
these could be used as an advantage for detection and labeling the vertebrae
that are visible in the image/images.
The appearance of the human vertebrae is roughly square shaped in sagittal MR images, sometimes they appear somewhat distorted in a way which
changes the ratio between the sides. Furthermore, irregularities in the edges
or in the vertebrae themselves are also common. These may consist of small
cuts or some irregular shapes in the vertebrae. It can also consist of a multitude of other different things like disturbances when capturing the image,
6
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Figure 2.1: In this image the shape and form of the human spine is displayed,
with every vertebrae marked with its respective label [33]. Note that in this
image thoracic vertebrae are marked T h instead of T .
etc.
The form of the spine, for a patient without irregularities or diseases, is
curved. In figure 2.1 an image of the typical curvature is shown. The upper
cervical part is convex forward and begins at the second cervical vertebrae
(C2) and ends at about the second thoracic vertebrae (T 2). From this vertebrae the spine is curved concave forward, ending at the middle of T 12. The
lumbar curve is convex forward and starts at T 12 and ends where the sacrum
begins. The lumbar curve is typically more prominent in women than in men.
It should also be noted that this curve is much greater for the lower three
vertebrae (L5, L4, L3) than for the upper two (L2, L1). For the fused sacral
vertebrae the only important factor for the classification is to know that it
is connected to L5 and angled upward [24].
In order for the classification to work the appearance and general form of
the vertebrae is important, since these are heavily utilized for both steps in
the classification process.

7
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2.2. Magnetic resonance imaging

Magnetic resonance imaging

MR images comes in many different varieties. A typical MRI examination
of the spine produces images in three different planes. These planes are the
sagittal, the coronal and the axial plane. For this thesis the sagittal plane
is the most important since it is on these slices that the distinct shape of
the spine described above is most pronounced, and thus the orientation in
which the classifier will do the object detection. However, the other planes
are very important for the clinical end result. The coronal image is a slice
taken from shoulder to shoulder vertically, the sagittal is taken as a slice
through the body from stomach to the back and the axial images are taken
from shoulder to shoulder and oriented horizontally. For an illustration of
the different orientations please refer to figure 1.1 and figure 2.3. Image
points from different plane can be projected to a common patient coordinate
system, which makes it possible to find the corresponding point from one
plane to another. In other words, this means that if a vertebrae center point
is known for a sagittal slice, this coordinate can be converted into a point on
an axial slice.
In an examination MR images are also captured at different FOV. FOV
is the size of the two dimensional spatial encoding area of the image, i.e. how
much of the body is visible in the image. Sagittal images are (in the same way
as all stack based images, such as the axial image stack) also taken at multiple
different points with the same FOV, producing multiple sagittal images which
are then arranged in a stack. Every slice will represent a different location in
the left-right orientation. This means that sagittal images taken of the same
patient and the same FOV will look different depending on which sagittal
slice is chosen. Furthermore, in some of these slices certain vertebrae might
not be possible to see due to image noise. In general the clearest images will
be somewhere close to the middle of the vertebral column, and these images
are then suitable to use for vertebrae detection.
The left-right location of the sagittal image slice also decides whether or
not it is possible to see nerve endings leaving the spine, these being visible
for slices somewhat displaced from the center slice or center of the vertebrae
which has visible nerve endings. For the classification problem solved in
this thesis, mainly the middle slices are of importance for detection. In other
words, the slices where the nerve endings are mostly not visible and when the
spinal canal is visible instead. These slices are important since they typically
contain the center of the vertebrae, which makes them easier to differentiate.
It is possible that the centers of multiple vertebrae are impossible to catch
within one sagittal slice. Therefore, it might be required to use multiple slices
to get a complete detection.
8
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For patients with degenerated vertebrae, sagittal slices a bit further from
the middle might also be needed for classification. Spinal degeneration is the
gradual wear and tear of the discs, joints and bones of the spine. Typically
this occurs for older patients. The degeneration might be especially bad in
the middle slices leading to the need to consider other slices than the middle
ones for classification.
The MRI images of the same anatomical structure may look very different
when different image acquisition parameters are used, such as the echo time
(TE) and the repetition time (TR). Different acquisition parameter settings
are called MRI sequences. [21]. For the purpose of MR spine images the
two relevant contrasts are called T1-weighted and T2-weighted. For convenience these will be referred to as simply T1 and T2. Both contrasts give
complementary information and are therefore useful for diagnosis. For a visual comparison between T1 and T2 refer to 2.2. Some notable differences
between T1 - and T2-weighted MR images are:
• T1:
– Fat appears relatively bright.
– Water and fluids appear relatively dark, for example this makes
the spinal canal dark.
– Best at showing anatomy of soft-tissue and fat.
• T2:
– Fat appears relatively dark
– Water and fluids appear relatively bright, for example this makes
the spinal canal appear bright.
– Best at showing fluids and abnormalities such as tumors and inflammation.
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(a) T1-weighted

(b) T2-weighted

Figure 2.2: Comparison between T1-weighted and T2-weighted images. Notice for example the darker spinal fluid in the T1-weighted image.
The sensitivity of the MRI scanner varies spatially within the image,
giving a difference in signal strength depending on the location within the
image. This is mainly based on the locations distance to the capturing coils.
Therefore the same tissues will not have the same values if they are located at
different locations. The only thing you can examine is the contrast between
different tissues in close proximity of each other. In the spinal MR images
used for classification the signal will be stronger closer to the spine, since the
receiver coils are placed along the back of the patient so that the sensitivity
is maximal along the spine.
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(a) Axial

2.3. Sliding-window object detection

(b) Coronal

(c) Sagittal

Figure 2.3: Examples of MR images captured in different orientation planes.
All the images are T2-weighted.
In this section only a brief summary of MRI was given, with only the
important factors for object detection being highlighted. For a more thorough
description of the mechanics behind MRI refer to description by Liang &
Lauterbur [21].

2.3

Sliding-window object detection

In this section the method which is the basis for object detection in this
thesis is introduced. The method is called sliding-window detection.
Sliding-window object detection is a common pattern recognition technique. The technique works by scanning an input image with a fixed size
rectangular window and extracting features from that area of the sub-image,
see figure 2.4 for a visual demonstration. At each position that the classifier
returns the probability that the rectangle contains the targeted object. In
order for the approach to be able to detect objects at multiple scales, the
scanning is repeated for different image scales. Often non-maximal neighborhood suppression is applied to the output to remove overlapping detections
of the same object [32]. Also, the sliding rectangle has a fixed aspect ratio which can make it difficult to detect objects for which there is a large
variation in aspect ratio.

11

Chapter 2

2.4. Features

Figure 2.4: The figure displays how a rectangle window slides over the input
image. Each box represent an image pixel.

2.4

Features

In the area of machine learning a feature is an individual measurable property of a phenomenon or object being observed. Most machine learning
approaches need an intelligently designed way for extracting features. This
is especially true for when dealing with images, since there is no simple way
to extract the features without some kind of preprocessing.

2.4.1

Haar-like features

A Haar-like feature considers two or more adjacent rectangular regions at a
specific location in a detection window, and it then sums up the pixel values
in each rectangle and calculates the difference between these boxes [4]. A
summed area table (usually called an integral image) is used to calculate the
Haar-like feature in constant time. An integral image at a certain positing
contains the sum of the pixels above and to the left of that position. This
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means that the sum of the rectangle with corners in A, B, C and D can be
computed as,
sum = I(C) + I(A) − I(B) − I(D)
Here the function I(x) corresponds to the integral image value at position
x. For the equation above A, B, C and D represents the four corners of the
rectangle: A being top left, B top right, C bottom left and D bottom right.
The Haar-like rectangle boxes can have different looks depending on
whether it should find lines or edges. To detect lines a good strategy is to
calculate the difference in intensity sum between one rectangle surrounded
by two other rectangles. For detecting edges the intensity sum difference between just two rectangles is enough. The position of the boxes can be either
placed manually or randomly generated, using a learning approach to find
which boxes best model the desired object. Historically Haar-like features
have been used to a great extent for face detection [4, 25].

2.4.2

Histograms of Gradients

Histogram of gradients (HOG) is a widely used feature extraction method in
image based machine learning. The essential idea behind HOG features is to
use the distribution of the edges’ directions in the image, without consideration of edge or gradient positions [8]. It is intuitive that gradients provides
a good estimation of object edges, but the problem also consist of finding a
good and stable way to represent this knowledge. The name histogram of
gradients comes from the fact that gradient angles are discretized into different bins. This makes HOG tolerant to some object rotation, and also smaller
variations in the objects shape.
Implementation of this is done by dividing the image into smaller cells,
and for each such cell a one dimension histogram of all the gradient directions
of the pixels in the cell is obtained. The result is thus discretized into orientation bins, where each pixel votes on the direction of the gradient. Commonly
9 different bins are used.
To achieve greater accuracy the histograms of the cells can be normalized
by calculating a measure of the local histogram energy. The normalization
utilizes a larger region called a block, calculating the energy over the larger
area and then using this value to normalize the values for all the cells inside
the block. One example of what this normalization improves is that it counteracts differences in illumination in the input image. Normalization is also
especially vital when using HOG on MR images. As mentioned in section
2.2 tissues have different values depending on their spatial distance from the
13
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receiver coils. Normalization will make the value of the gradient between the
same tissue types closer to the same magnitude, even if they are at different
locations in the image.
A common way to illustrate the HOG features for an image is to display
them as a number of ”dots”. Each dot correspond to one cell, and from
each dot there is also a number of lines. Each line represent a bar in the
histogram of the gradients. For an object you want to detect this is a good
way to determine if HOG features will be a good solution. Even in the HOG
feature image you should be able to see the shape and edges of the object of
concern. In figure 2.5 an example visualization of the images HOG features
is shown.

Figure 2.5: Example illustrating a spine image with its accompanying HOG
visualization. Notice that vertebrae are still clearly differentiable in the HOG
image.

2.4.3

Local binary patterns

Local binary patterns (LBP) is another feature type typically used for feature
extraction in computer vision. In essence LBP is a texture operator which
calculates its value for all the pixels in an image by considering all the pixels
in the neighborhood of a pixel using a certain threshold [15, 16]. The pixels
in the neighborhood are then set to binary values. Typically the threshold
comparison consists of comparing all the pixels in the neighborhood and if
their intensity is greater then the current pixel you are considering, you set
that neighbors’ value to one, or zero otherwise. In total you get a value
14

Chapter 2

2.5. Object detection classifiers

for pixels consisting of the same number of bits as the number of neighbors
which has been considered. The resulting patterns for 8 neighbor calculation
could then for example look like 00001100 or 0110000. The whole image is
also divided into cells, just like for HOG computation, and histograms are
created from the LBP values of all the pixels in the cell.

2.5

Object detection classifiers

In the following section three different methods for training and constructing an object detector are presented. Integral channel features (ICF), for
example, has a pretty close relationship to features. The intuition behind
the method lies in how the features are extracted and organized. Even if
their relationship is sometimes pretty close to features, all the three methods
completely describe the process of training and building a detector. Also to
note is that they will all be evaluated and compared against each other in
the result and discussion chapters.

2.5.1

Boosting based classifier

Boosting is a machine learning approach which considers the problem of
constructing a strong classifier from the a set of weak classifier. The weak
classifiers only needs to be slightly better than random guessing. Given a
large set of classifiers the problem then becomes choosing the best classifiers
from the set and putting them together in an intelligent way in order to
create a strong classifier. In AdaBoost these are joined together as a sum of
weak classifiers hi (x), where each classifier gets assigned a weight αi which
represent the weight of a certain classifiers opinion.
One way to improve detection quality and speed of typical detection methods is to use a cascade of simple classifiers, as proposed by Viola & Jones [4].
The approach works by utilizing a small amount of simple features for each
stage, and arranging them as a cascade. Each stage consists of a simple classifier called a decision stump, where every stage is trained using a boosting
learning approach.
Typical AdaBoost constructs one strong classifier H(x), but in the cascade case multiple such classifiers are trained and are put into a cascade in
order to improve computation time.
Training a cascade classifier
The essential training part for the cascade classifier consists of three steps.
The first two focus on training a classifier for each cascade stage. The first
15
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step is to choose a small set of features from the large amount of features
available. The second step is to train the classifier itself, using the small
subset of features chosen. For both these tasks the boosting algorithm AdaBoost is used, introduced by Freund & Schapire [26]. The third and final
task consists of combining all the classifiers into a strong combined classifier.
For an overview of how the cascade works see figure 2.6.
The training relies on the hypothesis that the actual detection only needs
a small number of features from the large amount of available features. AdaBoost uses this hypothesis to choose the feature which best separates the
positive and the negative learning data at each step, thus finding the important features. Next it selects the appropriate threshold for each feature
to achieve optimal separation of the learning data. This all takes place for
one step in the cascade of weak classifiers. One weak classifier hi (x) is then
defined as,
(
1 if ρi fi (x) < ρi θi
hi (x) =
0 otherwise
Here ρi is the parity indicating the sign of the function, fi (x) is the
selected feature for x and θi is the learned threshold. It is important to note
that fi (x) is only one feature value, and also that hi (x) is not equal to one
stage in the cascade.
When building the cascade of classifiers, a number weak learners (h1 (x), ...,
hn (x)) exist for every cascade stage, where n being the number of features
for each stage in the cascade. AdaBoost is also applied when learning each
strong classifier Hi (x). Hi (x), where αi being a weight for hi (x), is defined
as,
(
P
P
1 if ni=1 αi hi (x) ≥ 12 ni=1 αi
(2.1)
Hi (x) =
0 otherwise
For training all classifiers, the whole set of positive images are used. The
negative examples used are the ones from the set which passed the training of
the previous classifier, i.e. the negative examples which pass Hi (x) are then
used for training Hi+1 (x). Therefore harder examples are usually sent further
down the detection chain. Generally the threshold learned by AdaBoost for
each weak classifier in Hi (x) is trained for high recall. This threshold needs
to be lowered further from the learned threshold.
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Figure 2.6: An image which shows how an input image is put through the cascade of weak classifiers Hi (x) for the cascade object detector. For a positive
detection the input image must pass all the weak classifiers, and therefore
a negative detection is received when the input image fails classification for
any of the weak classifiers.
Detection using a cascade detector
For detection a multi-scale sliding window algorithm is used. The features
extracted from the detection window is then used as input into the cascade
(H1 (x), ..., Hn (x)). If any weak classifier Hi (x) returns 0, the execution stops
and no object has been detected for the sub-window. The only way for an
object to be detected is for it to pass through the whole cascade without
failing. Giving the full classifier H(x),
H(x) =

m
Y

Hi (x)

i=1

For m being the length of the cascade and each Hi (x) as defined by
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equation 2.1.

2.5.2

Integral channel features

Integral channel features (ICF) is an approach to object recognition which
focuses on improving the feature selection and retrieval [13]. An image channel is computed using various different transformations, both linear and nonlinear, of the input image. The features are then extracted from these channels using sums over local rectangular images. As discussed earlier for Haarlike features (see section 2.4.1), an integral images can be used to calculate
local sums in constant time.
A way to further improve the information gained from the feature channels is to extract features from the images at multiple scales [14]. By using
both upsampled and downsampled versions of the original image to receive
a richer and more robust representation of the input. In this representation,
each integral channel forms a feature pyramid. The pyramid is arranged in
such a way that the original feature channel is in the middle surrounded by
feature representation of increasing scale below, and decreasing scale above.
It is important to have an efficient way to calculate the scaled channels
to keep the evaluation time low. Given an image I with channel C = Ω(I),
it is desirable to predict the channel at scale s. Let R(I, s) denote image
I sampled at scale s, it is possible to define the scaled channel as Cs =
Ω(R(I, s)). Such a scaled channel might be inefficient to compute depending
on the transformation Ω(I). Instead use an approximation,
Cs ≈ R(C, s)s−λΩ
In this approximation λΩ is a constant which is dependent on which transformation Ω(I) is used. This approximation entails that the transformation
must only be calculated once for one specific scale, that is for when C = Ω(I).
Training an ICF detector
For the training part a standard boosting technique is used. In this case the
AdaBoost algorithm is used. Boosting works well when given a large number
of candidate features, making it a good fit for ICF.
A variant of the cascade object detector is used called ”soft cascade” [19].
A boosting learner is only applied once to the whole dataset, and features
are randomly generated from the channels. Since the boosting algorithm
only run once there is no distinct stages in the cascade, instead a threshold
is set for every weak classifier. After every evaluation of a weak classifier a
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comparison is done against the threshold to see if the algorithm should exit
with no detection.
Detection using ICF
A sliding window algorithm is used to detect objects, which utilizes the
learned detector. Essentially the same approach as described for the cascade object detector, but using the soft cascade of ICF is used instead of
evaluate sub-windows.

2.5.3

Deformable part models

Deformable part models (DPM) is an approach to object detection which
considers an object as a group of smaller part models [5]. The smaller parts
can then be configured in somewhat deformable ways. This concept of viewing objects is something that is very much connected to the actual way many
objects look. Much of the intuition behind DPM comes from pictorial structures, see section 2.6.
To construct a DPM model first create a global root filter, which consists
of the HOG features of the filters location. Belonging to the root filter there
also exist a number of part models. For each part model there are two
different entities which will be considered for the whole evaluation process,
which are a spatial model and a part filter. The spatial model defines a
set of allowed placements for the parts, relative to the current detection
window. In order for the spatial model to capture optimal part configuration
a deformation cost is introduced for each placement of the parts. The part
filter is calculated by taking the dot product between a set of weights and
the HOG features for the part. In total the value for a certain detection
window is the value of the root filter, which is also a dot product between a
set of weights and the HOG features, plus the sum of all the part filter values
minus the deformation costs of the parts. The HOG features for the part
filters are calculated at twice the resolution of the root filter. This means
that the model overall considers HOG features both in a rigid coarse way
by using a HOG filter for the whole detection window, as well as in a finer
deformable way when considering HOG features for the part windows. In
theory this produces a robust way to model objects.
The deformable part models are defined at a fixed scale. Subsequently,
a solution is needed in order for the system to be able to handle objects at
multiple scales. The solution is implemented by creating an image pyramid,
where the images exist and shrink in size as they are further up in the pyramid. To change the input image size is in this case equivalent to change the
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number of pixels in one HOG cell. The pyramid is denominated as the HOG
feature pyramid.
Training a DPM detector
Denote the training data as D = ((x1 , y1 , ..., (xn , yn ))), where yi ∈ {−1, 1}
denotes bounding box class and xi the whole example. The range of valid
placements for both the root and the part filter is defined by Z(xi ). The
initial root filter is generated from the bounding boxes in the training data,
and Z(xi ) is defined in such a way as that the root filter must cover at least
50% of the bounding box in the training data, and its shape will be based
on the bounding boxes in the learning data. Note also that each placement
of the root filter for a negative example in the training data D will result in
one negative training example.
To train a detector for an object SVM with latent variables is used. Latent
SVM is an instance of the general class of energy-based model learning [17].
The function that the latent SVM approach strive to optimize for all the
examples D is,
β ∗ (D) = arg min λ ||β||2 +
β

n
X

max(0, 1 − yi fβ (xi ))

(2.2)

i=1

Ordinary SVM considers the problem of constructing a hyperplane or set
of hyperplanes which can be used the seperate datasets and thus perform
classification on the data. For more information about ordinary SVM, please
refer to the tutorial by Burges [27].
The weights from ordinary SVM corresponds to the β in this equation, i.e.
the parameters the system is trying to learn. λ is a constant, and the function
fβ (xi ) represent the value of for example xi . Assume that a definition of the
function is,
fβ (xi ) = max βφ(xi , zi )

(2.3)

z∈Z(xi )

Next comes the task of defining φ(xi , zi ). The function should correspond
to the extracted features from the example xi . Given H(xi ) as the pyramid
of HOG features for example xi , define φ(xi , zi ) = ψ(H(xi , zi )).
In order to obtain a linear SVM classification problem using equation 2.2,
restrict the values of zi to that of a single choice of a position. This approach
is a special case of the problem which will be easier to train in practice.
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Detection using DPM
The DPM classifier is applied by using the learned β and equation 2.3. A
detection window is slid over the HOG feature pyramid H(x) (see figure 2.7)
in order to test different allowed values for the range Z(xi ), which essentially
is the sliding window approach. In order to replicate the behavior of the
parts being at twice the resolution of the root filter, and given that the the
root filter is located at a certain height ηi , the parts should be located at
ηi−t . For the parts t > 0 is chosen so that the level corresponds to twice the
resolution of ηi .

Figure 2.7: Illustration of the feature pyramid used for detection. Filters
are instantiated at the same location within the image, but the parts are
placed at twice the spatial resolution. The feature pyramid is zoomed in on
a vertebrae when compared to image pyramid in order to show placement of
root filter and part filters, and the image pyramid always contains the whole
image. Notice that the part filters can be placed with up to 50% of their
area outside the root filter location.
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In order to make a decision on whether a certain bounding box contains
the object or not the value of the bounding box is compared to the value of
equation 2.3, given certain threshold that it must be above. This threshold
must be supplied when the detection process is to be started. Note that this
is different from both the Viola & Jones approach and ICF. Those approaches
instead supplies the threshold directly for the training stage, which is then
also used for detection.

2.6

Pictorial structures

In the domain of object recognition one problem is to find the structure
and formation of a number of generic object parts. One way to solve this
problem is by using pictorial structure models. Typically it can be used
to detect objects using a series of deformable detection points, for example
a human face. However, pictorial structures make it possible to represent
generic objects or even series of objects and make it possible to capture
complex information about the objects formation and structure. The version
of pictorial structures presented here is based on the work of Felzenszwalb &
Huttenlocher [7].

2.6.1

Problem formulation

A pictorial structure can be defined as a number of parts or objects connected
in some way. From this definition it is easy to conclude that a good way to
present such a model is by using an unconnected graph, where the vertices are
the parts and the edges between two vertices exist if the parts are connected.
If we have n parts a pictorial structure model can be expressed in graph form
as,
G = (V, E), V = {v1 , ..., vn } and (vi , vj ) ∈ E if parts vi and vj are connected
Given this graph model the complete structure of a certain object or series
of connected objects is given by the configuration X = (x1 , ..., xn ). For that
configuration xi corresponds to the location of the part or object vi . The
location xi can either be a location in an image, or it can be defined as one
object in a series of object detections in an image, where all these objects
should be connected into a larger object model. It is also possible to use
other parametrizations of the location, like including the orientating of the
parts as well as the spatial location. Finding a configuration of parts is the
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same as finding the structure of objects in an image, or when xi belongs to
all possible locations in the image, just finding an object in an image.
The main problem that the pictorial structure model aims to solve can be
defined as taking the graph model G = (V, E), and trying to find an optimal
configuration X ∗ . The problem of finding an optimal configuration can be
seen as an energy minimization problem, where the energy of a configuration
depends on how well it fits to the model. Large energy corresponds to a configuration which fits badly when compared to the pictorial structure model,
and when the total energy is small there is a good match to the model. This
is logical in the sense that a configuration which takes a lot of energy to
uphold, also should be far from a correct configuration.
For an object or part vi at location xi : The mismatch value between the
part and the location when compared to the model is defined as mi (xi ). The
mismatch function should give information about how likely it is for a certain
part to be in a certain location. In the case of a bad match (large mismatch)
mi (xi ) should be large and vice versa. For the connected parts vi and vj the
deformation value of the parts when they are placed at xi and xj is defined
as the function dij (xi , xj ). The deformation function should give information
about how likely it is for two parts to be connected given their location. A
logical conclusion given these functions is that the energy value E(X) of a
configuration can be defined as the sum of all the mismatch values and all
the deformation values in the configuration,
E(X) =

n
X

mi (xi ) +

i=1

X

dij (xi , xj )

(2.4)

(vi ,vj )∈E

Given the task of finding the optimal configuration X ∗ , the goal is to
find the configuration which achieves the lowest possible energy value. By
minimizing the argument in equation 2.4 the problem can be defined as,


n
X
X
dij (xi , xj )
(2.5)
X ∗ = arg min 
mi (xi ) +
X

i=1

(vi ,vj )∈E

This minimization function is quite general and appears in a number of
different locations [1, 2]. An important realization is that when minimizing
the function there are no preconceptions about the fixed location of certain
parts in the structure, even if preferable locations should be reflected by
mi (xi ). It is instead the overall value of the configuration that controls the
decision of the optimal configuration.
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Probability notation

For certain tasks it might be preferable to have equation 2.5 expressed in the
form of a probability function. Let θ be the set of parameters, the object
model M , and let I denote the set of location points, and X denotes the
configuration of those parts. The set of location points could for example be
an image or a set of object detections. The posterior probability distribution
that we are looking for is p(X | I, θ), which for model M is the probability
of having configuration X. Using Bayes’ rule we get the prior probability
function p(I | θ), and the distribution p(I | X, θ). The prior models the
probability of having a configuration given the parameters, and the distribution p(I | X, θ) is the likelihood of having a particular set of location points
given the parameters and the configuration. One way to write the posterior
is,
p(X | I, θ) ∝ p(I | X, θ)p(X | θ)

(2.6)

The prior distribution should model the same information as the sum of
mi (xi ) from equation 2.4. The sum of dij (xi , xj ) models the same information
as the likelihood p(I | X, θ). Using Gibbs distribution the posterior can be
defined as [2],
1
exp−βE(X)
Z(β)

p(X | I, θ) =

(2.7)

Here β is a free parameter, and Z(β) is a special case of a normalizing
constant called the partition function.
Maximum a posteriori estimation
In Bayesian statistics a maximum a posteriori probability (MAP) estimate
is when finding the maximum posterior probability. MAP estimation for the
posterior from equation 2.6 is equivalent to the task described in equation
2.5. The MAP estimation problem can be expressed as,
X ∗ = arg max p(X | I, θ)
X

2.6.3

Matching algorithm

Now to tackle the problem of energy minimization or, in probability notation,
finding the MAP estimate. Consider the problem of finding a configuration
X = (x1 , ..., xn ) which minimizes the energy, i.e. equation 2.5. The following
approach is based on the assumption that the sought after configuration is a
24

Chapter 2

2.6. Pictorial structures

tree. Given the tree graph G = (V, E), let vr ∈ V be an arbitrarily chosen
root, the choice of root does not affect the result of the algorithm. Every
other vertex, vi ∈ V , in the tree has depth ηi . The depth corresponds to the
number of edges between the root, at depth 0, and the vertex. The children
Ci of vi are the neighbors of vi , which has depth (ηi + 1).
Take any vertex vj the best location x∗j can be calculated by considering
the value of all its children. Define the value function as Bc (xj ), and the
value of the vertex itself at position lj . Recall from equation 2.4 that the
total value of a vertex at a position consists of the value of the vertex at the
position (mj (xj )), and the value of the deformation between the parent of
the vertex and itself (dij (xi , xj )). All in all this gives the function for the
quality of the vertex vj given its parent vi and location xj ,
Bj (xj ) = min (mj (xj ) + dij (xi , xj ) + BC (xj ))
xj

(2.8)

Typically what is wanted is not the minimum value of the location xj ,
but the actual best location. This can be received by replacing min with
arg min. The best location x∗j for vertex vj can then be defined as,
x∗j = arg min (mj (xj ) + dij (xi , xj ) + BC (xj ))

(2.9)

xj

Now consider the special case when the vertex vj is a leaf, i.e. when the
vertex has no children. In this case the only edge connected to the vertex
is the edge from the parent, meaning only the deformation from the parent
dij (xi , xj ) and the quality of the location mj will have any effect on the
quality of the location. Giving the definition of the best location x∗j for when
vj is a leaf,
x∗j = arg min (mj (xj ) + dij (xi , xj )))

(2.10)

xj

For the root vr take equation 2.9 with dij (xi , xj ) = 0 since the root has
no parent,
x∗j = arg min (mj (xj ) + BC (xj ))

(2.11)

xj

Overall, these functions give a nice recursive way of expressing the solving
process of equation 2.5. When there are n different vertices, functions Bj (xi )
are received for every vertex vj ∈ V except the root. In total this equates to
(n − 1) functions. This in turn gives (n − 1) recursion calls, each call needing
to check all locations m and make at most (n − 1) recursion calls itself. If
all this is considered, it hints that at an algorithm which solves the problem
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having O(n2 m) worst case execution time, given that mj (xj ) and dij (xi , xj )
can be calculated at constant time.
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Chapter 3
The Automatic vertebrae
classifier
In this chapter the complete implementation of the automatic vertebrae classifier will be described. It contains a description of the proposed method for
automatic classification of human vertebrae on sagittal MR images. The
main solution consists of two major parts, detection and labeling, both of
which will be covered. It will also include implementation description of the
main vertebrae detection methods which were evaluated during the development of the automatic vertebrae classifier.

3.1

Nomenclature and limitations

One of the biggest limitations of the automatic vertebrae classifier is that it
is assumed that the sacrum should be visible for at least one sagittal slice in
order for classification to work. The same being true for the cervical region
and the C1 − C2 spike. If there is no sacrum or C1 − C2 spike the algorithm
won’t be able to complete the labeling phase of the classification. A file
saved in Digital Imaging and Communications in Medicine (DICOM) format
should exist for every slice, and this should contain information about pixel
spacing. This is needed for converting the image into a correct scale format.
Without this information the classifier will still work, but with the possibility
of lower than expected performance being achieved.
The bounding box containing the two sacral vertebrae S1 and S2 will be
referred to simply as S1. The classifiers goal is to label the middle point
between them. The name S1 was chosen for convenience.
The bounding box containing the cervical spike consists of C1 and C2
will be referred to as C1. C1 is chosen as the common name instead of
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C2 because the topmost vertebrae gets to name the structure in accordance
to how S1 is named. The reason the name C1 is used is once again for
convenience.

3.2

Data structure

The same dataset is used for both training the vertebrae detectors and the
graphical model used for labeling the output of the detection phase. The
dataset is annotated in the following way:
• The corners of the vertebra is marked by hand. For the sacrum the
upper corner of S1 and the lower corners of S2 is marked. For the top
cervical vertebrae C1 the lower corners of the vertebrae are marked,
and the upper corners ar marked in such a way as to cover the whole
structure with a bounding box.
• From the manually marked corners, the center of the vertebra is marked
as the mean position of the four corner points.
• The angle of the vertebra is calculated by taking the mean of the angle
of the upper two points and the angle of the lower two points. This is
then rounded to the closest tens value in degrees.
• If the image contains S1 or C1 is recorded. This is information is also
given to the classifier.
• Whether the image is T1 - or T2-weighted is also recorded. This is
only used for evaluation purposes.
• A unique patient id is also given to each image. This value should be
the same for all images from the same sagittal image stack.
Both the validation data and the learning data is marked in this manner,
see figure 3.1 for a visual demonstration of how the labeling is done. The
datasets consist of both T1- and T2-weighted MR images, and also of both
the upper and the lower part of the spine.
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Figure 3.1: Examples showing how the training and validation data is labeled
by marking the corners of the vertebrae

3.2.1

Dividing the data

The problem of constructing a vertebrae classifier for automatic classification
of vertebrae in a sagittal MR image was solved by using an machine learning
approach. Because of this choice, there is a requirement for data for both
training classifiers and also for validating the performance of the data. The
learning data cannot be the same as the validation data, otherwise it is not
possible to correctly assess the solutions ability to generalize. Therefore, the
data was divided into one training dataset and one evaluation dataset.

3.3

Overall structure

In order to detect vertebrae three different detectors are trained: One for
general vertebrae, one for S1 and one for C1. The general vertebrae detector
is always used. Depending on if the input image is of the cervical spine or
the lumbar spine the detector for C1 or S1 is used, respectively.
Figure 3.2 presents an overview of the vertebrae classification system. In
this figure all the components of the classifier is shown. Boxes with rounded
corners are optional components which can be used to improve performance,
ordinary squares mean that the component must be run in order to complete
the classification process. Multiple boxes mean that the operation is done
once per image, and a single box means it is only run once per image stack.
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Figure 3.2: Overview of all the components for the vertebrae classifier.
Rounded corners on a box mean that it is an optional operation. Multiple boxes means that the operation is done once per image.
The structure of the complete classifier is also taken into account in the
design of both the detection algorithm and the labeling algorithm. For example, the detection is tuned to produce more false positives than what an
ordinary object detection task would, and multiple detections at about the
same location is acceptable. This is because this output is assumed to be
able to be handled by the labeling part.

3.4

Vertebrae detection

Detectors are trained on a large set of labeled data. Negative training examples are generated from the set of labeled data. All the detectors are
trained to detect vertebrae oriented such that the bounding box containing
the bottom and top corners of the vertebra is not tilted. In order to detect
vertebrae which are rotated the whole input image is rotated, and detection
is performed once on each rotated version. The results of all these detections
are then concatenated to form the final detection output.
Detection is also divided into two parts. One for the cervical spine and
one for the lumbar spine. For each of these parts the detectors is trained as
follows:
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• Lumbar spine:
– Two different detectors are trained, one for general vertebrae detection and one for detecting the fused sacral vertebra. This is
because of the sometimes substantially different shape and form
the sacrum vertebra compared to the other vertebrae.
• Cervical spine:
– Just like for the lumbar spine two different detectors are trained,
one for general vertebrae detection and one for detecting the cervical vertebrae C1. Again, precisely as for the lumbar spine, these
have a unique look in the form of a spike.
A general detector for all the vertebrae except the specific ones mentioned
was hypothesized to be enough because of how similar these vertebrae are
to each other in shape and form. It has also proven to be good enough in
experiments.

3.4.1

Input image scaling

All the images are susceptible to be up-scaled before detection is started on
the images. The reason for this is to solve the issue of some of the detection
approaches being unable to handle vertebrae which are too small in pixel
size in the original image. Usually the images have access to metadata which
contains information about the actual size of the pixels in the input image.
Given a model pixel size λ∗lumbar it is possible to calculate the needed scaling
s for the input image with pixel spacing λpixel ,
( λ
pixel
If λ∗lumbar < λpixel
∗
(3.1)
s = λlumbar
1
otherwise
The images are never scaled down because the detection approaches themselves are multi-scale. The only issue which is needed to be solved is when
the vertebrae consists of fewer pixels than the allowed smallest amount of
pixels for vertebrae. A smallest allowed size exist because of limitations in
how features are extracted. For example, deformable part models requires
a certain fixed size for both the root filter and also for the smaller parts at
twice the resolution. This in turn is caused by the requirement that there
must exist enough pixels in the original image to calculate HOG at twice the
resolution.
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Cascade classifier detection

The general description of cascade classifiers does not include any intuition
about clever feature extraction or organizing techniques. Instead it focused
on improving the training part of the machine learning approach. The approach for training and constructing a classifier, as presented by Viola &
Jones [4], is applicable for an arbitrary feature extraction technique.
A cascade classifier was tested and evaluated using three different feature
construction approaches. These were Haar, HOG and LBP. It was through
experimentation found that HOG performed best, and is thus a solid choice
for feature extraction when detecting vertebrae. The trials are described in
more detail in the result chapter.

3.4.3

ICF detection

Training the ICF detector is done by using the boosting algorithm AdaBoost.
The feature channels used are a multi-scale feature pyramid of the gradient
direction, a pyramid in the same vein but for the gradient magnitude and a
channel for the image intensity. The motivation behind these features is that
they will represent the good object representation aspects of HOG features,
made richer and more robust with the help of the multi-scale feature pyramid.
Even if the channels are not exactly the typical HOG approach they represent
roughly the same information. The gradient magnitude further helps with
the detection of vertebra edges. Combined these three channels make the
bag of features used by AdaBoost to construct a detector.

3.4.4

DPM detection

The system used for DPM detection is the system developed by Felzenswalb
et al. [18].
The latent SVM training of the vertebrae detector is done by defining
triplets ((x1 , z1 , y1 , ..., (xn , zn , yn ))), where xi is an example, zi the best locations for the example and yi ∈ {−1, 1} denotes whether or not the example
is positive or negative. The latent behaviour is then replicated by iteratively using an ordinary implementation of SVM on these triplets, updating
zi each iteration which will always take the value of the best position from
the previous iteration [5].
A threshold is a value representing the minimum value that the formation
of filters must have in order to be considered a positive detection. In the
training phase a threshold λ∗thresh for high recall is learned. As a result of
the two step classification process false negatives are usually far worse than
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false positives, meaning this threshold needs to be lowered further. In theory
the labeling algorithm should be able to handle false positive noise, but it
will not be able to fix problems of undetected vertebrae. Note however that
increased noise, which increases the amount of detections, will make the
labeling process more difficult. If there is too much noise the labeling will be
impossible. Therefore, a balance has to be made when choosing a value for
the threshold λthresh while maintaining the limitation that λ∗thresh < λthresh .
The threshold used for detection is dependent on the detector used. Good
values for the thresholds were found through experimentation.
For all detectors three different components are used, i.e. all detectors
consist of models which has three separate root filters. In figure 3.3 an
example of the models for the general vertebrae detector is shown. In the
first column the HOG features for the root filter level are shown, in the second
column the HOG features for the part filters are shown and in the last the
part filters optimal locations are shown.
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Figure 3.3: Image showing the three components of the general vertebrae
model. First column displaying the root filter HOG features, the second
column shows HOG features for the part filters and the last column shows
optimal part filter locations. Note the different aspect ratios of the components.

3.5

Post-processing: Structure repairing

Sometimes the detection fails to detect a certain vertebrae in the vertebral
column. In these cases it might be possible to determine a probable location
of the missed detection and then include this data together with the other
detections as input to the labeling phase of the classifier.
The implemented post-processing algorithm relies on the fact that the
spine is a continuous structure in the feet-hand (f −h) direction. First it tries
to find the middle group of vertebrae detections in the image. This is done
by considering the anterior-posterior (a − p) coordinate of the center point
of all the bounding box detections and then removing the bounding boxes
which centers differ more than two standard deviations from the mean of the
a − p coordinates of the bounding box centers. All this achieve decreased
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noise at the edges of the image. It is a reliable strategy to use since the spine
is a structure expanding for f − h, at roughly the same a − p location.

Figure 3.4: Image showing red vertebrae detections and a green sacrum detection. The yellow line is the estimated polynomial curve and the blue box
is the inserted approximation of a missed detection in the spine structure.
After the first step of noise reduction the centers of the remaining vertebrae detections are approximated by a 3:rd degree polynomial curve, see 3.4
for an example. The curve aims to be an approximation of the curvature of
the spine.
The next step consists of finding gaps in the vertebral column structure.
For this purpose the same vertebrae detections that were used for approximating the polynomial curve are used to find the gap. This process is done
as follows:
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1. Convert each bounding box to a line Y representing the area they cover
in the f − h direction.
2. Sort the lines according to the value of their starting point in the f − h
direction.
3. Loop through the list of lines and compare the difference between the
starting point of line Yi to the end point of Yi+1 .
(a) If the difference between these two points is larger then a typical
length δ of a vertebrae, insert new vertebrae predictions in these
holes. The maximum number of vertebrae predictions inserted is
two, which happens when the distance is approximately the size
of 2δ.
(b) The center of the inserted vertebra is estimated to the mean of
the f − h coordinate of the start point of Yi and the end point
of Yi+1 . These were the lines which had a gap of at least size δ
between them. The a − p coordinate is approximated using the
polynomial curve’s a − p value for the previously calculated f − h
value.
In order to calculate the typical length δ in pixels of a vertebrae, it is
first needed to calculate the mean area Aµ . The area of a single vertebra is
defined by taking the mean Aµ of all the general vertebrae detections in the
image, while first removing very large areas Ai < Aµ + σA ,
Aµ = mean(A1 , ..., An ), where Ai < Aµ + σA

(3.2)

Here σA is the standard deviation of A1 , ..., An . Note that Ai < Aµ + σA
means that large areas are removed from the mean calculation. The reason
large areas are removed is to achieve greater accuracy of Aµ , and the reason
only large areas are removed is because of the nature of the detectors. The
detectors already have a minimum size for vertebrae model, but there are
no upper limitations. Thus, the approach with the standard deviation is
taken to remove especially large bounding box detections from the mean
calculation. Then, that value is used under the assumption that a vertebra
is roughly a square shaped, to define δ,
δ=

p
Aµ

(3.3)

The mean value of the area is also used to set the area of the inserted
vertebrae, still under the assumption that the vertebra is a square. Even
if this shape does not exactly correspond to the real situation, the only
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important factors are the center location of the bounding box and the total
area. The reason total area is important is that it is used when evaluating
vertebrae during the labeling phase. Another important value for labeling is
the mismatch value of the detection, mi (...). Regardless of i this value is set
to the lowest possible value, which logically follows considering no vertebrae
are technically found here, i.e. it is probably a bad location. Remember that
mi (...) models the unlikelihood of a detection actually being part of the final
classification solution.
It should be noted that a weakness to this approach is that it is not
possible to fix missed detections for the top or the bottom of the spine.

3.6

Multi-sagittal merging

To increase detection recall it is possible take a few of the middle slice images
in a stack of sagittal images and do detection for them and then combine the
result into a final decision on the positions of the vertebrae centers. The main
benefit of this approach is to mitigate the issue of missed vertebrae detections
in one slice, because of occluded vertebrae or other noise. If multi-sagittal
detection is used a missed detection in one image slice will not be an issue
if it is detected in another slice. This issue is the primary problem which
multi-sagittal detection aims to solve. Another benefit, which is a subset
of the main problem, is when a vertebra is detected but the quality of the
detections is low. A low quality detection might consist of a faulty area of
the bounding box, an incorrect box angle or just a low probability of the
detection actually being a vertebrae. Using multi-sagittal detection a better
quality detection might be available for another slice, meaning that detection
will be available amongst the merged detections when labeling is performed.
However, the detections in multiple sagittal slices cannot be trivially
merged and then used as input into the labeling. The reason for this is
that the amount of noise will be too high and the labeling might produce a
false classification. If just one slice would have a detection which would make
it possible to achieve a longer spine structure, this slice could overwrite the
other slices in which the faulty detection does not exist. All in all it might
lead to a false total classification. Due to the nature of the labeling approach
multi-sagittal detection must consider the detections in the slices in a more
intelligent way to avoid false classification.
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Sagittal slice merging

Given the task of classifying vertebrae for a sagittal stack containing k slices,
the expected input to the combination algorithm should take the following
form:
• An array containing all slices which has been fully classified by the
vertebrae classifier (u1 , ..., uk ).
• All the detections for all the slices (X1 , ..., Xk ), even the ones not classified as vertebrae previously.
Use the input to the algorithms to find the best group of detections and
then utilize the labeling part of the vertebrae classifier one more time. The
aim is to remove detections which could cause potential disruptions in the final labeling. It does this by looping through the classifications from the other
sagittal slices, and tries to find the best locations for the vertebrae. While in
the process of finding the potential best locations it also removes detections
which is estimated to cause errors during a final labeling procedure. A more
thorough description is:
1. Use all detections (X1 , ..., Xk ) as input to the labeling and construct a
new array (u1 , ..., uk+1 ), where uk+1 is the result of the labeling.
2. Initialize an empty box of vertebrae u0
3. For all vertebrae (v1 , .., vn ) do:
(a) Find best location for vi in (u1 , ..., uk+1 ). The best location being
defined by the detection which is within 4δ (see 3.3) of the largest
amount of other locations of vi within (u1 , ..., uk+1 ).
(b) Add best detection of vi to u0 , among all detections in (u1 , ..., uk+1 )
within δ of that detection.
4. Use u0 as input to the labeling phase to produce the final classification
of the sagittal slice stack.
Now consider the correctness of this approach: First is the case of a missing vertebra making it impossible for a slice ui to form a complete spine
structure. If the missed vertebrae exists in some other slice detections, i.e.
they exist in the set of all detections, all the needed detections will exist for
the input when forming uk+1 . If it is possible to form a complete structure
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from this input data, the labeling phase should be able to form this classification when creating uk+1 . If then uk+1 contains a detection for a vertebrae
which does not exist for the other slices it will be added to u0 , since the
algorithm adds at least one detection for all classifications of vertebrae that
exist within the data.
Secondly, there is the case of an incorrect label on some vertebrae vi in
some slice ui . If a majority of the other slices have an alternative location
for vi , the detection causing the error will not be added to u0 .
From the description it is important to note that the combination algorithm will add at least one detection per vertebrae. This leads to a final
classification structure which should have a length close to that of the longest
single slice classification. Also, since the final call to the labeling phase should
have access to a larger amount of good detections (with the worst detections
being removed from the input to the labeling phase) it should produce a result with greater accuracy of vertebrae center approximation. This is under
the assumption that the labeling algorithm is well designed.

3.6.2

Time complexity

Multi-sagittal detection will take longer to compute than it would take to
just run classification on a single image. It will also take a longer time to
classify a slice stack of length k than the total time to classify those images
by themselves. The detection phase computation time is often larger than
the computation time of the labeling phase. Thus, calculating the inputs
to the combining algorithm takes roughly the same amount of time as the
detection algorithm for the slices.
Consider only the computation of the merging algorithm, ignoring the
time to calculate the inputs: It takes O(nk 2 ) time plus two calls to the
labeling algorithm. The labeling algorithm runs in O(nm2 + nm log(nm))
(see 3.5). Add these together to receive the algorithm worst case execution
time,
O(nk 2 + nm2 + nm log(nm))

(3.4)

Typically the number of detections m here will be much larger than k,
and also when k increases m will increase faster. In the best case for classifier
precision m = kn, but this practically never the case. The common case has
m  k by at least a factor of 20. This gives a rough worst case run time of,
O(nm2 + nm log(nm))
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According to the formula, the indication is that the algorithms runtime is
pretty closely tied with that of one additional call to the labeling algorithm.
However, the size of m will be much larger than for a typical call to the
labeling algorithm. Thus, it is not be completely insignificant compared
to that of calculating the inputs. Instead it will be roughly the same as
running the labeling algorithm one more time with m being to total amount
of detections for all the slices.

3.7

Vertebrae labeling

The task the vertebrae labeler should solve is defined as: Given a number
of observations on the original MR image, try to find the optimal configuration of these observations. The configuration here are in terms of connected
vertebrae, giving appropriate observations a label to correspond to a specific
vertebrae. The solution of this problem is based on pictorial structures (see
chapter 2.6).

3.7.1

Graph based labeling algorithm

Given an undirected graph G = (V, E) there exists a vertex xi ∈ V for every vertebrae detection multiplied by every vertebrae that should be labeled
for i ∈ (S1, L5, ...). All the vertebrae will furthermore be referred to by a
number, i = 1 corresponding to i = S1 etc. The vertebrae to be labeled are
in order down to up: fused sacral vertebrae S1, lumbar vertebrae L5 − L1,
thoracic vertebrae T 12 − T 1, and the cervical vertebrae C7 − C1. Since the
whole vertebral column seldom appear in one image, the whole stack of vertebrae is usually not considered for labeling. The vertebrae considered are
different depending on if the classification problem is for the cervical or the
lumbar spine. In a typical lumbar MR image you can see at least S1 − T 12.
For every vertebrae there exist a layer li , which contains all vertebrae detections X for the image. In other words there exist a layer (lS1 , lL5 , lL4 ...) for
all considered vertebrae and where every layer lj ⊆ X. An arbitrary vertex
in li is denoted xi . This means that edge (xi , xj ) corresponds to an edge
between a vertex xi in li and a vertex xj in lj . See figure 3.5 for an overview
of the graph.
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Figure 3.5: Image illustrating the graph used for vertebrae labeling. In every
layer there exist a node for every vertebrae detection in the image, and edges
exist only between adjacent layers and the endpoint (start node is also only
connected to nodes in the first layer).
Arrange the layers in a stack. The order of the stack is given by the
real order of human vertebrae. S1 is at the bottom of the stack and subsequent layers are the vertebrae after S1 for the lumbar classification problem
(L5, L4, ...). For the cervical classification problem the reverse order is used,
i.e. C1 is at the bottom of the stack and subsequent layers are T 1, T 2, ....
Edges only exist for adjacent layers in the stack, and no edges exist within a
layer. Otherwise the length of an edge (xi , xj ) ∈ E, where i < j and j = i+1,
is defined by equation 2.9 depending on whether or not node xi is a leaf, an
ordinary node or neither. The length of (xi , xj ) is therefore defined by,
δ(xi , xj ) = mi (xi ) + dij (xi , xj )
Note also that dij (xi , xj ) = 0 leads to (xi , xj ) ∈
/ E.
Lastly add two more nodes to the graph, xstart and xend . Connect xstart
to all vertices in the first layer l1 , and since the first layer corresponds to the
root use equation 2.11 to give them length mi (xi ). xend should be connected
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to every vertex except xstart . The length of these edges, where n is the total
number of vertebrae, is defined by,
δ(xi , xend ) = max (mi (xi ) + dij (xi , xj ))
(xi ,xj )∈E

n
i

The result of this is that when finding the shortest path from xstart to
xend the path which includes vertices from the most slices while keeping the
total cost as low as possible corresponds to the shortest path. Note that the
path with lowest cost always will represent the longest possible configuration
of vertebrae for the given graph.
The pictorial structure matching algorithm is possible to use since the
configuration we are looking for is a chain, which is a special version of a
tree. A chain is a tree where each node only has at most one child and one
parent. The total length of the path minus the last constant is the same
as the value of the recursive value definition used in equation 2.11 for the
root. The edge leading to the last slice in the chain will have value according
to equation 2.10, since that node will be the leaf. One advantage of this
approach, as opposed to a typical Viterbi recursion based approach[7], is
that this has a more intuitive way to represent configurations of variable
length.

3.7.2

Time complexity

The process of constructing the graph G = (V, E) takes O(nm2 ) time, for n
vertebrae and m image detections. If Dijkstra’s algorithm is used to find the
shortest path it will take O(|E| + |V | log |V |), assuming the graph has edges
with non-negative weights and the algorithm is implemented using a binary
heap for a sparse graph [20]. A sparse graph is a graph with number of edges
|E| < |V |2 .
For the constructed graph G, the number of edges is defined by |E| = nm2
and the number of vertices |V | = nm. The total runtime of the algorithm is
subsequently,
O(nm2 + nm2 + nm log(nm)) =
O(nm2 + nm log(nm))

(3.5)

If the graph is instead constructed as nodes are expanded, it would have
to go through m values for every expanded node. This gives no improvement
in worst case execution time, i.e. the worst case execution time is the same
as before. In practice it would run faster without pre-constructing the graph
since during a typical run not every node will be expanded.
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Finding the deformable and the model functions

In order to receive a model for a correct labeling the problem of finding
the functions dij (xi , xj ) and mi (xi ) must be solved. Recall the statistical
definition from equation 2.6 together with equation 2.4 and 2.7, another way
to interpret dij (xi , xj ) and mi (xi ) is,
p(X | I, θ) ∝ p(I | X, θ)p(X | θ) ⇒
1
exp−βE(X) ∝ p(I | X, θ)p(X | θ) ⇒
Z(β)
E(X) ∝ − log (Z(β)) p(I | X, θ)p(X | θ)) ⇒
E(X) ∝ − log (Z(β)) − log (p(I | X, θ)) − log (p(X | θ)) ⇒
mi (xi ) = − log (p(X | θ)), dij (xi , xj ) = − log (p(I | X, θ))

(3.6)

Given the probabilistic expression of dij (xi , xj ) and mi (xi ), it is possible
to approach the functions in other ways. Assume that p(S | X, θ) can be
modelled by a multivariate normal distribution with covariant matrix Σ, a
vector of variables y = (y 1 , ..., y k ) and µ = (µ1 , ..., µk ) as the vector of means
of the variables,


1
1
T −1
exp − (y − µ) Σ (y − µ)
fy (y) = p
2
(2π)k |Σ|
By inserting this into equation 3.6 fy (y) = p(I | X, θ),
1
dij (xi , xj ) = (yij − µij )T Σ−1
ij (yij − µij ) − log
2

1
p
(2π)k |Σij |

!
(3.7)

To model the prior p(X | θ) a good solution is to use detection certainty
output from the detection algorithms. In other words, the inverse of the
probability of a detection actually being a vertebrae can be used directly as
the prior.

3.7.4

Learning graphical model

The deformation function relies on learning a model from the training data.
For n vertebrae there are n layers (l1 , ..., ln ) of nodes in the graph. For every
group of edges between the layers the algorithm must learn a specific group
of variables σ, µ and R. If there are k variables the algorithm needs to learn
the following:
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• (Σ1 , ..., Σn−1 ) covariance matrices, one for every pair of neighboring
vertebrae.
• (µ11 , ..., µkn−1 ) means, one mean value for every pair of neighboring vertebrae and every variable.
k
) allowed variable ranges, two values for every variable and
• (R11 , ..., Rn−1
neighboring vertebrae. The two values consist of the highest and the
lowest value seen in the learning data for the variables.

As stated earlier Σ is the covariance matrix and the other variables are
constructed as vectors with k variables such that,
 
 
1
µ1ij
Rij
 
 
µij =  ...  and Rij =  ... 
µkij

k
Rij

After having learned these values from the learning data it is possible
to construct dij (xi , xj ). The function represent the deformability between
vertebrae i and vertebrae j, with possible detections for these xi and xj .
Since every vertebrae also has a layer, xi more concretely is a vertice in
layer li in the graph and dij (xi , xj ) is one of the contributing factors for the
distance of between layers i and j,
(
(yij − µij )T Σ−1
ij (yij − µij ) if yij ∈ Rij
dij (xi , xj ) =
(3.8)
0
Otherwise
For the task of fitting the data onto a vertebrae model suitable variables
k were chosen to be:
• Angle in degrees φ between center points of vertebrae, normalized by
considering the 0 degree direction to be the angle of the bounding box
xi for edge (xi , xj ) ∈ E.
• Distance in number of pixels ∆ between center points of vertebrae,
normalized by the square root of bounding box xj for edge (xi , xj ) ∈ E.
• Area in pixels A of a bounding box around a vertebrae, normalized by
division of the mean area of bounding boxes in the image.
Note that the normalization here is very important. It means that the
values are approximately the same no matter the scale or orientation of the
image. Edge (xi , xj ) ∈ E has y defined as,
44

Chapter 3

3.7. Vertebrae labeling




φij
yij = ∆ij 
Aj
Consider the normalization of the variables: The functions dij (xi , xj ) and
mi (xi ) aims to be independent from the pixel spacing information in the
input metadata. This means that the variables φ, ∆ and A need to be
converted into some form which makes it possible to compare values of the
variables between
p different pixel spacing images. The distance ∆ij is scaled
by dividing by Aj , this value is derived from the assumption that the form
of a vertebra is roughly a square. This works by relying on the fact that the
area of Aj should increase as the pixel spacing value decreases, and the other
way around. The angle does not need any further adaption, since the two
center points of the vertebrae on which we calculate the angle are already in
the same scale. The area of a single vertebra is defined by equation 3.2.
One important thing to note is that Aij = Aj , and that ∆ij is only scaled
p
by Aj , is a deliberate design decision. The purpose of not including the
first bounding box, i.e. using the mean of Ai and Aj or something similar,
is to combat the issue of the variations in the area where a large Ai and a
small Aj together receive a good A value. This is obviously not desirable
since then both Ai and Aj would actually have bad area values, while the
model would have the opposite opinion.
The angle is normalized to not discriminate depending on input image
rotation. Given angle of bounding box xi for edge (xi , xj ) ∈ E as Φ. φij is
the angle in degrees between the line from the center of xi tilted Φ and the
line between the center points of the bounding boxes xi and xj .

3.7.5

Utilizing domain knowledge for distance

The distance between vertebrae used in the graphical model is not very accurate. If the algorithm were to utilize some domain knowledge of the spine it
is possible to achieve a better approximation. The range Rij for the distance
is large. If the distance is smaller, fewer bad detections can take part in the
solution. Even if this does not strictly follow the defined method, it increases
the performance by adding some of the existing knowledge about the structure of the spine. Looking at the distance between two bounding boxes, it is
known that the distance should at least be such that there is no significant
overlap between the boxes. It is also known that the distance should not
be larger than a value such that a vertebrae could fit between them. Given
bounding boxes xi and
p xj with a mean area∆ of Aµ (xi , xj ), approximate the
vertical distance as Amu (xi , xj ). Define Rij by,
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∆
Rij

 q

q
⊆ α1 Amu (xi , xj ), α2 Amu (xi , xj )

(3.9)

α1 and α2 being two tunable constants, satisfying α1 < 1 and α2 > 1.
For example α1 should be smaller for the cervical spine because of smaller
distances there (smaller intervertebral discs). Also, it will be larger for the
case when i is the sacrum because then the distance can be larger.

3.7.6

The mismatch function for DPM

The mismatch function mi (xi ) should model the mismatch of a certain bounding box xi , to approximate this the probability of a bounding box detection
can be used. For DPM there is only a certain value t of the detection, not
a probability. There is also a threshold that it must be below for a positive
detection tf inal and a trained threshold value for high recall trecall . The closer
a value is to the threshold tf inal , the larger the mismatch function should be.
The highest value of the function should be the same as the highest value of
dij (xi , xj ).
Approximate mi (xi ) as a linear function, reaching zero when t ≤ trecall
and a max value (defined by the highest value of dij (xi , xj )) when t = tf inal .
Note that trecall and tf inal is different for different detectors, leading to different linear approximation functions.

3.8

Regression over labeling result

The vertebrae labeling algorithm works under the assumption that the best
solution is always to label the maximum amount of vertebrae possible. In
reality this is not always the best choice. To consider the other options the
labeling algorithm can be utilized again.
If the initial task was to label n vertebrae, try labeling n − 1 vertebrae
instead. No reconstruction of the graph is needed for this task. The only
change needed is to modify the values of the edges to the goal node to correspond to the change, i.e. modify edge values from layer ln−1 to the goal
node so that they have the same values as the edges from n to the goal node.
Then compare the labeling result to the old labeling result, vertebrae by vertebrae. If any vertebrae centers differ more than 4δ (see equation 3.3) from
each other the labeling of n vertebrae is probably false. If no vertebrae differ
the labeling of n vertebrae is most likely correct. The process is repeated
recursively until an estimated correct labeling is found, or until n = 1.
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Time complexity

The runtime of the regression test equates to at most n − 1 additional calls
to Dijkstra’s algorithm. According to equation 3.5 Dijkstra’s will run in
O(nm2 + nm log(nm)). Given n as the number of vertebrae and m as the
number of detections, worst case runtime is,
O((n − 1)(nm2 + nm log(nm))) =
O(n2 m2 + n2 m log(nm)))

3.9

(3.10)

Cervical spine implementation

The upper cervical part of the spine is much harder to classify than the
lower lumbar region. In this thesis the lumbar region is the main focus even
if performance for the cervical region is still important. This divide was done
because of the much smaller size of vertebrae in this region. The size meant
that the object detection approach which works best for the lumbar spine
might not be the best choice for the cervical spine. Since this thesis’ goals
were to develop a homogeneous system, the performance for one of the parts
had to be put before the other.
The cervical spine region is approached in the same way as the lumbar
region, except replace the sacrum detector with a cervical spike detector.
The same detector is used for the general vertebrae as the one used in the
lumbar region.
One of the main problems to solve for classifying the cervical spine is
the size of the vertebrae. Input image scaling is used to solve this issue, see
section 3.4.1. The same model pixel size λ∗lumbar as was used for the lumbar
region can be used for scaling the input for C1 detection. However, another
model pixel size λ∗cervical must be used for detecting general vertebrae in the
cervical region. The value should be chosen so that the average vertebrae
pixel area is the same in the image as for the average vertebrae pixel are
in the lumbar region. Note that λ∗cervical < λ∗lumbar , and also that λpixel is
typically larger for the cervical region than for the lumbar region. These two
facts give a much larger scaling factor s, and subsequently also a larger image
in general for the cervical region according to equation 3.1. So not only will
the detection be less precise because of lower actual resolution, it will also
have a larger search space as a result of a larger image. Furthermore the
vertebrae might be even more tilted in the cervical spine, which entails an
even larger increase in the detection search space.
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Except for the listed changes the vertebrae classifier works exactly the
same way for the cervical spine, but with a separate set of tuned parameters.
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Results
In this section the results of the implemented vertebrae classifier is presented.
It also presents the results of the evaluation done of different feature extraction techniques, as well as the evaluation of the object detection approaches
which was done to support the final choice of the object detection algorithm
used in the proposed version of the vertebrae classifier. For some examples
of correctly classified output images please see figure 4.1 and figure 4.2.

Figure 4.1: Correct output from the vertebrae classifier, containing classified
vertebrae on sagittal lumbar image of human spine. DPM is used as the
detector.
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Figure 4.2: Correct output from the vertebrae classifier, containing classified
vertebrae on sagittal cervical image of human spine. DPM is used as the
detector.

4.1

Result evaluation

Performance of the vertebrae classifier is evaluated by examining the precision
and the recall of the solution. Usually a high value in either one mean a
lower value in the other. Recall is the chance that a random relevant result
is found and labeled. Precision is the chance that a random labeled result is
correct. They are both evaluated by their aptitude for classifying vertebrae in
sagittal image slice examples. If multiple slices from the same sagittal stack is
included, each slice is evaluated individually. Since the solution should work
as an automatic version of a user clicking on the center of vertebrae, it follows
that the distance from the center of the labeled vertebrae to the correct
center in the validation data is a good way to evaluate the results. From
this a maximum allowed distance from the correct center in the validation
data to the center found by the classification is defined, and if the distance
is longer than the maximum distance the classification should be determined
as wrong. It is also a useful metric to look at how many slices/images do
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not contain any errors. This estimates how often a user can expect to find
an error for each classified spine. Another useful evaluation metric is the
average distance in mm from manually labeled vertebrae center to classified
vertebrae center. This will give an indication of whether a specific vertebra
is particularly hard to label across multiple patients.
Another important factor is the severity of the errors. The case when
a labeled bounding box has a center which is too far away from the correct
location is a false positive. This error is worse from a performance standpoint
than not finding all the vertebrae in the image, since it might give the user
a false sense of security when examining the image. Because of this, a high
precision is of great importance. An even worse example of a false positive is
when the labels are offset one step, for example giving L4 the label L5. The
reason why this is especially bad is since the user cannot trivially determine
the result as faulty. For example when the user views the images in the
axial stack, the case when all labels are offset by one will be very close in
appearance to a correct solution. An alternative and better failure state
would have been to not label any vertebrae at all.
When comparing vertebrae center distances it is logical that the acceptable distance away from the actual vertebrae centers should scale with the
vertebrae size. The distance threshold was therefore defined as the mean of
the two marked vertebrae sides in the validation data divided by four for the
lumbar spine, and divided by three for the cervical spine. A label which fails
this test is a false positive.

4.2

Experiment structure and dataset description

All the tests for evaluation of the spine labeling and detection were structured in the same way. Even if just the features themselves are evaluated
the whole system is used in the experiment unless otherwise specified. In
essence this means that they were tested together with multi-sagittal detection, post-processing gap filling and the same labeling algorithm was used
in all the tests. Note that the labeling algorithm was only evaluated together with various different approaches for detection vertebrae, and never
evaluated separately.
The data used for training consisted of 43 images, where 21 were taken in
T1 intensity and 22 are taken in T2 intensity. All images were of the lumbar
spine. This training set were used for all variations of lumbar detectors. For
the cervical spine the same general detector was used as the one trained from

51

Chapter 4

4.3. Feature evaluation

these images, but an additional 28 images were also added to train a detector
for the cervical spike.
Two different graphical models were trained from the training data, one
for the cervical spine and one for the lumbar spine. It was assumed that the
vertebrae classifier knows whether the input image is of the cervical spine or
the lumbar spine.
The validation data consisted of a wide array of different classification
tasks where the goal was to test as many different cases as possible. Same
patient and same intensity is considered an image stack, and were classified
together for the purpose of multi-sagittal detection. Note however that for
the purpose of evaluation the images were still evaluated separately. Also to
be considered is that none of the examples were chosen in such a way that
they would be impossible for a human to label. All the cases which were
included in the validation data were:
• Images without access to metadata, thus no information about correct
scaling.
• Image stacks where multiple slices were required in order to correctly
classify all images.
• Image stacks where multiple slices are included even if they might not
be technically needed to perform classification.
• Single images.
• Images with a significant amount of image noise.
The total number of lumbar validation images were 89. For the purpose
of multi-sagittal detection this equated to 37 image stacks, with roughly
17 different patients. For the cervical spine, metadata was always present
and the stacks were all of at least size two. In total there were 26 cervical
validation images, which equated to 10 image stacks and around 5 patients.

4.3

Feature evaluation

The purpose of the feature evaluation experiment was to evaluate three different options for feature extraction for object detection. The feature extraction techniques which were evaluated were HOG, LBP and Haar-like. The
training approach used in the evaluation was the cascade object detector.
In this test the data was also split in regards to intensity for the purpose of
training and evaluation. Also, some of the more difficult evaluation examples
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were excluded from the test. The total number of validation images were 77,
34 in T1 and 43 in T2. The number of cascade steps is flexible and depended
on the number of available negative examples left for the next step, acceptable
false alarm rate for each step was 0.5 and the true positive rate was 0.9500.
The following table represents the results of the evaluation.
T1

T2

T1&T2

Feature

Recall

Precision

Recall

Precision

Recall

Precision

HOG

88.2

88.9

83.1

95.3

87.9

90.4

LBP

65.1

70.5

53.8

56.9

55.8

56.7

Haar

86.4

87.4

79.6

80.7

80.2

81.3

Table 4.1: Feature evaluation results. Results are in percentage form and
rounded to one decimal.
As seen in the results, local binary patterns seems to perform worse than
the other two feature types. Through ocular examination it was determined
that the bad results were largely caused by bad detections of the sacrum
vertebra. For detecting general vertebrae it seems to be roughly equivalent
to the other features, but because of the bad sacrum detection it is impossible
to verify from this experiment. In general HOG has the best detections of
the more complicated form of sacrum, with the detections of the general
vertebrae being more even. HOG also has the best overall performance.

4.4

Detection method evaluation

For the sake of clarity and reproducibility these were the variables and settings used when comparing the three different object detection approaches:
• DPM was trained with 3 components for both the sacrum and the
general vertebrae detector.
• ICF was trained with 3 different channels, one for color, one for gradient
magnitude and one for gradient direction.
• Viola-Jones was trained using HOG-features.
Below is the result table from the detection method evaluation.
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DPM

ICF

VJ

Vertebrae
recall

99.6

93.1

83.1

Vertebrae
precision

99.9

95.4

90.4

Image
precision

96.6

78.6

69.7

Image
stack
precision

94.6

78.4

67.6

Table 4.2: Detection methods evaluation results. Results are in percentage
form and rounded to one decimal.

4.5

DPM ablative analysis

An ablative analysis is done by splitting up all the sub-components of the
system, and then performing the classification task [28]. An analysis like this
will give an indication of the importance of all the subsystems that together
make up the vertebrae classifier. The purpose of this was to try and explain
the difference between the baseline performance (classifier with just labeling
and detection) and the current performance. The sub-systems considered in
this evaluation was the re-scaling input image, multi-sagittal detection and
post-processing gap filling.
To test the components they were removed one at a time from the system,
i.e. a low precision or recall means that the component is important for the
overall system performance. The baseline performance is the features from
the image, i.e. the system using just the HOG features together with DPM.
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Component

Vertebrae recall

Vertebrae
precision

Image precision

Overall
system

99.6

99.9

96.6

Input
re-scaling

87.9

97.0

82.0

Multi-sagittal
merging

90.4

99.1

87.4

Postprocessing

99.0

99.9

94.4

Features from
images

82.9

99.1

74.2

Table 4.3: DPM ablative analysis results. Results are in percentage form
and rounded to one decimal.

4.6

Cervical spine

Below is a table of the performance of the system on the cervical spine. Only
DPM is included in this evaluation since that was the best detector for the
lumbar spine.

DPM

Vertebrae
recall

Vertebrae
precision

Image
precision

Image stack
precision

98.1

98.1

76.9

80.0

Table 4.4: DPM cervical spine evaluation results. Results are in percentage
form and rounded to one decimal.

4.7

Distribution of error distance

Below in figure 4.3 a box plot is shown of the distribution of error distances
of the vertebrae centers in the lumbar region. Likewise, the same is shown
in figure 4.4 for the cervical region. An error distance is the distance from
the classified vertebrae center and the manually labeled vertebrae center. In
a box plot it is assumed that the errors are a normal distribution, the lower
end of the box is the 25th percentile and the top is the 75th percentile of that
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distribution. In other words, the box displays the typical classification error
distances. The whiskers at the top and bottom display the extreme points
of the error distribution, and the red crosses above and below the whiskers
are outliers.
The thickness of axial image stacks are typically around 5mm. Therefore,
the error distance should preferably be below that in order to transfer the
label to the correct axial slice.
For both the cervical and the lumbar spine, the DPM detector was used.

Figure 4.3: The graph displays a box plot of the distances between correct
vertebrae centers and the classified centers for the lumbar region.
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Figure 4.4: The graph displays a box plot of the distances between correct
vertebrae centers and the classified centers for the cervical region.
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Discussion
In this chapter the results from the evaluation tests of the vertebrae classifier
will be examined in detail. It will also cover possible improvements and an
overall discussion of the solutions robustness.

5.1

Result evaluation

In this section the results will be discussed, while trying to consider what
caused the results and their implications. Each subsection corresponds to
one section in the results chapter.

5.1.1

Feature extraction

The feature construction technique which performed the best was Histogram
of Gradients. It received best results for both T1 and T2 images separately,
but also when both types were combined. Considering the good evaluation
results, it naturally follows that HOG is at least suitable for use of detecting
vertebrae. LBP is typically better at finding small variations in the image,
it could work well for a cervical vertebrae classifier but that was not tested
in this evaluation.
It is somewhat intuitive that HOG performs just as well when trained
on both T1 and T2 images. This is probably caused by the similar gradient
patterns for both intensity types.

5.1.2

Detection evaluation

Of all the detection methods tested DPM performed best during evaluation,
while the cascade of weak classifiers performed the worst. The result was
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to be expected. DPM is the most advanced of the detection techniques
evaluated, and variations of it generally performs very well at object detection
competitions. One example of such a competition is the Pascal Visual Object
challenge [29], and during their latest competition different forms of DPM
performed well [30].
Unfortunately, being the most advanced also means the longest computation time. ICF is much faster while not performing much worse than DPM.
Examining the results intuition says that ICF should be able to get performance closer to DPM than what it currently is. This could just be an
issue of tuning the system. ICF is very good at detecting the general vertebrae, problems arise for ICF when given more complex vertebrae forms.
Complex vertebrae forms are for example degenerated vertebrae in older patients. Usually when taking a MRI of the spine it is because the patient
has some problems with their spine, which means that deformed or degenerated vertebrae should be considered a quite common case. Detection of
the sacrum and the cervical spike is also worse for ICF than it is for DPM,
again probably because this structure is more complex than that of a typical
vertebrae. DPMs capability to detect these vertebrae cases is actually its
biggest advantage. Overall, if classification recall and precision is the most
important factor, the computation time of DPM is unavoidable.
In terms of false positives the only approach which comes close to a high
precision is also DPM, which achieves precision of 99.9%.
Since DPM had relatively few errors during evaluation, it makes sense
to analyze all the errors to determine their causes. Two errors comes from
missing the topmost vertebrae in two images. The other error is caused by
the center being too far off from their actual locations. This error is caused
by the multi-sagittal detection. Between the slices the vertebrae locations
shifted somewhat, which caused the error. This might be an indication that
the merging method for multiple slices is not working optimally, or it could
be bad input data. However, there is one positive thing about this error.
Even if the error is for L5, the error is not further propagated to vertebrae
higher up in the vertebral column.

5.1.3

DPM Ablative analysis

In the DPM ablative analysis, it is possible to see the importance of the
different components of the vertebrae classifier. Multi-sagittal detection is
clearly important for detection recall. The post-processing gap filling algorithm mostly aims to solve the same problem types as the multi-sagittal
detection, but it is not as good. However, it can still solve some problems
that multi-sagittal detection cannot. Even if multiple slices are used for de59
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tection, the case when a vertebra is missed in all slices still exist. This is
precisely when structure repairing is needed. In figure 5.1 one such case is
shown. In the image L1 is added by the structure repairing algorithm, which
makes it possible to complete the classification task.

Figure 5.1: Image displaying a fully labeled result in which structure repairing post-processing was required in order to fully classify all the vertebrae.
The vertebrae added by post-processing is L1.
The DPM detection approach is multi-scale, but the input image must
still sometimes be increased in size. This is caused by the vertebrae being
smaller than the allowed smallest size of the deformable model. Recall that
the root filter is applied at one scale and resolution, and the part filters
are captured at twice that resolution. Also remember that DPM uses a
HOG feature pyramid, where each level is in a different scale. In the feature
pyramid it must be possible to have both the root filter in one resolution,
and the part filters at twice the resolution. If the vertebrae in the image
consists of too few pixels, it will not be possible to create the required level
in the feature pyramid.
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Cervical spine performance

At a first glance the performance of the cervical spine classification might
look very good. However, it is important to keep in mind that the amount of
validation data was smaller for the cervical spine than for the lumbar spine.
Inspection of the output also reveals that the result of the detection actually
contains a large amount of false positives, which means a high reliance on the
labeling part of the classifier. Furthermore, the somewhat unintuitive look
of the box plot in figure 4.4 hints at more validation data being required.
With all this in mind, the result is still surprisingly promising given the hard
detection task.

5.2

Overall robustness

The developed method for vertebrae classification is robust in detecting new
structures which are not part of the training data. This means that the
method is capable of generalizing. Even if there were no deformed or degenerated vertebrae in the training data, the vertebrae classifier still managed
to classify these examples. This can be seen in figure 5.2 where it manages
to produce correct output for the hard, previously unseen, examples.

Figure 5.2: Two classified images showing the vertebrae classifiers capability
of detecting new structures. In the left image there is an example of degenerated vertebrae, and in the right image the vertebra L2 is deformed. These
images were especially hard to classify since no such examples existed in the
training data.
The general vertebrae detector works for both the cervical spine and the
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lumbar spine. The only requirement for the classifier is to rescale the input
in order for it to meet its’ minimum requirement of pixel size of a vertebra.
This again shows robustness, since it can detect cervical vertebrae even if
none were in the training data.
The main issue with the robustness, disregarding the cervical spine performance, is the labeling part of the classifier. When training the Gaussian
function used to model the structure of the vertebrae, a range of possible
values is also learned. This range is very important when constructing the
graph for finding a labeled solution. For the function to work as intended a
large variation of spine structures is needed in the training data. To make
sure that this is the case the ranges must be extended from what is seen in
the training data. The amount that these ranges are increased by should be
based on how diverse the training set images are.
The same classification approach could most likely be used for computed
tomography (CT) images as well, given that the system is re-trained. The
vertebrae in CT images are usually easier to differentiate from their surroundings, which means that the method should work even better when applied
on CT images.

5.3

Future work

The two most obvious and needed improvements for the vertebrae classifier
is to improve the detection recall and computation time of the cervical classification, and also to perform further evaluation. Unfortunately, DPM is
not the obvious detection choice for the small vertebrae in the cervical spine.
However, it should still be possible to improve current performance. One
thing that could be done is to combine HOG with LBP, i.e. use both in the
detector. LBP could then help with detecting the smaller vertebrae in this
part of the spine.
Overall the precision and recall of the classification is very solid for the
lumbar vertebrae. Other than using a larger training set there is not a lot of
intuitive ways to improve the solution performance. It could be possible to do
some type of regression over the result and then evaluate the output in order
to flag especially risky classifications for the user’s benefit. In the end, the
most important improvements are to do something about the computation
time, to add more training data and to perform further evaluation.
The labeling algorithm was designed under the assumption that pixel
spacing could/should not be used when learning the Gaussian function, since
it should work for files without metadata. A possible improvement could be
to remove this requirement and instead use the real distance and area in
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millimetres. There is no guarantee that this would actually work better, but
it is worth to evaluate.
In the detection method evaluation all the approaches showed good aptitude for detecting general vertebrae. One of the main benefits of DPM
was its capability to detect the sacrum and the cervical spike. Without any
requirement on having a homogeneous system, and since separate detectors
are used for the sacrum and cervical spike, DPM could only be used for detecting these. A faster detecting method such as ICF could then be used
for detecting the general vertebrae. It is possible that performance would
stay high with this approach, while also leading to a large improvement in
computation time.

5.3.1

Improving computation time

Computation time has not been a major concern throughout development
of the vertebrae classifier. If the classification should be done in real time,
it is nevertheless important. In order to decrease the detection search space
a hierarchical detection technique can be employed[6]. This technique first
have a detector which finds the areas of the lumbar and/or cervical spine on a
down-sampled image. It then uses these areas for vertebrae detection. If this
works as intended, it effectively makes the original image smaller without the
possibility to miss a vertebrae.
Currently the fact that there are two detectors for one image is not utilized. In other words, the feature pyramid is sometimes calculated twice for
the same input image rotation. This could be improved by the detectors
sharing feature pyramids when possible. Unfortunately, while still an improvement, this would not largely impact computation time. This is because
the detectors only share half of the input image rotations and for the cervical
spine they do not even share input image scale (no feature pyramid sharing
is thus possible). Also, the time required to search the pyramid is larger than
the time required to create it by approximately a factor of 20.
Another option is to instead use the cascade version of DPM [22]. The
cascade version of DPM uses thresholds to minimize computation time at
each possible locations. Cho et al. [23] claim to use this algorithm on images at resolution 640x480 in 14 fps for pedestrian detection. This means
that a classification time of 3.4 seconds should be achievable for the lumbar spine, given that they are in roughly the same resolution and under the
assumption that there are 4 images in the sagittal input stack, 6 different
6∗4∗2
≈ 3.4s).
rotations for each input and 2 different detectors are used (
14
Also note that this approximation ignores labeling time. The scaled cervi63
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cal input image is around twice the resolution, thus requiring at least four
times the classification time. It is important to note that this is a rough estimate. Considering that the vertebrae classifier has a lower threshold than
the pedestrian detector, the actual detection time will be longer. It is thus
possible that 10 seconds is a more reasonable assumption of the classification
time for a lumbar spine detector implemented in C.
One large advantage of vertebrae classification compared to pedestrian
detection is that it is much easier to implement a multi-threaded version
then what is done by Cho et al. [23]. In the vertebrae classification instance
there are a lot of separate images to classify, and these images can simply
be divided equally between cores to receive a multi-threaded approach. This
works under the assumption that the work for classifying every image is the
same.
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In short, a solid and robust method for vertebrae classification has been
developed, using deformable part models and a pictorial structures based
graph labeling technique. It was shown that the method works better for
the lumbar spine than the cervical spine, which is attributed to the larger
vertebrae in the lumbar spine. These larger vertebrae are easier for DPM to
detect than the smaller vertebrae in the cervical spine.
If the classifier were to be ported into Sectra’s PACS software some extra
intuition is required in order to decrease the computation time for classification of the cervical spine. A possible starting point for improvements
is listed in section 5.3.1. An additional option is to use another detection
method than deformable parts for the cervical spine area. Note that the
labeling approach is still considered an all-around solid approach.
The vertebrae classifier for the lumbar spine is determined to be accurate
enough to be used in Sectra’s PACS software, while the solution for the
cervical spine is probably not mature enough. However, further evaluation
is needed to test the method in a clinical setting. If the proposed method is
used by radiologists it would the time needed for them to perform the trivial
task of labeling MR spine images.
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