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Abstract 

The Android operating system, originally intended for smartphone devices, is now finding its way into cars 

and other vehicles. While the Android system already implements support for system updates, it is not 

suitable for use in the automotive domain. It is not compatible with modern automotive standards for 

diagnostic communication such as ISO 14229: Unified Diagnostic Services (UDS). This means that new 

tools, procedures and software would be needed to allow an Android device to be updated by a service 

technician in a repair shop or on the field. A better approach would be to add support for automotive 

diagnostic communication in Android. This way, the tools and supporting infrastructure that already exist 

can still be used. 

We have developed a solution for diagnostic communication on Android that is both modular and 

compatible with existing automotive standards. By using the standard ISO 13400: Diagnostic 

communication over Internet Protocol (DoIP), this solution enables both updating the system software on 

the Android device itself, as well as diagnostic communication with the ECUs on the vehicle’s internal 

CAN network. Thus, an existing diagnostic port based on a slower communication protocol such as CAN 

or J1587 could theoretically be replaced completely by the Android device’s Ethernet port. 

Finally, we have evaluated the performance of our implementation under various settings and 

conditions. These include varying the maximum size of a diagnostic message, different network settings, 

downloading software over a Wi-Fi link, and downloading data to multiple devices simultaneously. 
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Sammanfattning 

Operativsystemet Android, ursprungligen avsett för smartphone-enheter, återfinns numera även i bilar och 

andra typer av fordon. Även om Android-systemet redan implementerar stöd för system-uppdateringar, är 

det inte lämpligt att använda i fordonsindustrin. Den är inte kompatibel med moderna fordons-standarder 

för diagnoskommunikation som t.ex. ISO:14229: Enhetliga diagnostiktjänster (UDS). Detta innebär att det 

skulle krävas nya verktyg, procedurer och mjukvara för att möjliggöra att en Android-enhet uppdaterades 

av en service-tekniker i verkstad eller i fält. Ett bättre tillvägagångssätt skulle vara att lägga till support för 

diagnoskommunikation i Android. På detta sätt skulle redan existerande verktyg och stödjande infrastruktur 

kunna fortsätta användas. 

Vi har utvecklat en lösning för diagnoskommunikation i Android som är både modulär och kompatibel 

med existerande fordonsstandarder. Genom att använda ISO 13400: Diagnostikkommunikation över 

Internet-protokoll (DoIP) möjliggör denna lösning både uppdatering av systemmjukvaran i själva Android-

enheten, samt diagnoskommunikation med övriga styrenheter på fordonets interna CAN-nätverk. Därmed 

skulle en befintlig diagnosport baserad på ett långsammare kommunikationsprotokoll såsom CAN eller 

J1587 teoretiskt kunna ersättas helt och hållet med Android-enhetens Ethernet-port. 

Slutligen har vi testat vår implementations prestanda under varierande inställningar och förhållanden. 

Dessa inkluderar bland annat att variera den maximala storleken av ett diagnos-meddelande, olika nätverks-

inställningar, att uppdatera mjukvaran över en Wi-Fi-länk, samt att uppdatera mjukvaran på flera enheter 

samtidigt. 
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Chapter 1 

Introduction 

1.1 Motivation 

Ever since its conception in 2005, the Android system has grown considerably in popularity, and is now 

dominating the smart phone platform globally with a market share of 76,6 % for the fourth quarter of 2014 

[1]. However, Android is not just an operating system for mobile phones – Android is now running on TVs, 

wrist watches and, most importantly, in cars and other vehicles. 

When using the Android system in the automotive domain, updating the platform becomes an 

interesting challenge. The Android platform has a good support for platform and application updates, 

allowing updates from locally stored update files, over USB connection to a host device such as a 

computer, or over the air (OTA). However, this is different from existing software update procedures in the 

automotive domain, and using them would require new infrastructure, new tools and education for service 

technicians. In the case of OTA updates, it might not be possible (if the vehicle lacks wireless 

communication), or it might introduce security issues. Allowing the Android system to be updated using an 

existing automotive diagnostic communication standard would allow a vehicle manufacturer to bypass 

these issues. 

Vehicle internal communication networks have so far mainly been built using Controller Area Network 

(CAN) buses, due to their low-cost and fault tolerant nature. However, the bandwidth over CAN is 

relatively low – high-speed CAN offers a bandwidth of up to 1 Mb/s [2], while fault-tolerant CAN is 

limited to speeds up to 125 kb/s [3]. 

As vehicles are built using more and more electronic control units (ECUs), and the software in each 

ECU gets larger, time spent on downloading new software (and the associated cost) during vehicle 

maintenance grows accordingly. It is therefore interesting to start looking at new types of communication 

buses that offer higher speed, and one such example is Ethernet. 

Combining these two requirements (using automotive standards for updating an Android system, and 

doing it over Ethernet), we find the relatively new automotive standard ISO-13400 - Diagnostic 

communication over Internet Protocol (DoIP). This standard was developed specifically for diagnostic 

communication over IP-based networks in general, and Ethernet in particular. 

1.2 Thesis scope 

The goal of this thesis is to investigate the possibility of using existing automotive standards for diagnostic 

communication to update the Android platform over Ethernet, and if possible to implement a solution that 

allows such an update to be performed. If successful, both an analytical and practical performance analysis 

will be conducted. 

In addition, communication with other nodes in the vehicle will be considered. Therefore, gatewaying 

of diagnostic communication between the Android device’s Ethernet and CAN interfaces is also included 

in the scope. If successful, this would prove that an existing CAN- or J1708-based diagnostic port could 

completely be replaced by the Android device’s Ethernet port. 
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1.3 Research questions 

 Is it possible to use modern automotive standards for diagnostic communication such as Unified 

Diagnostic Services (UDS) and Diagnostic communication over Internet Protocol (DoIP) for 

updating the Android platform? 

 Is it possible to use an Android device as a DoIP/CAN gateway for diagnostic communication with 

the rest of the vehicle network? 

 What factors influence the software download (SWDL) performance? 

1.4 Method 

To answer the questions above, the project was conducted in three steps: 

First, the existing theory is studied in order to understand the problem and formulate a strategy to solve 

it. This includes studying the relevant ISO standards, as well as the relevant parts of the Android 

architecture. 

Second, a solution is developed, both as a “proof of concept” that the answer to the first two research 

questions can be answered in the affirmative, and as a tool to answer the third research question. 

Third, the application developed in step 2 is used to perform the experiments necessary to answer the 

last research question. 

1.5 Limitations 

While security is an important area when diagnostic communication is concerned, this thesis focus mainly 

on the implementation of the DoIP standard and the integration of the DoIP implementation with UDS and 

the CAN transport protocol. Therefore, this thesis will not go into the security-related issues involved in 

vehicle diagnostic communication. 

1.6 Thesis outline 

Chapter 2 gives a brief theoretical overview of the Android platform and the ISO standards from the 

automotive domain that is used in this thesis. 

Chapter 3 describes the previous work that this thesis is built upon. 

Chapter 4 describes the design of the application that was implemented as part of this thesis. 

Chapter 5 analyzes the results from the performance testing of the finished application. 

Chapter 6 discusses the conclusions from the work done and explores possible future work based on this 

thesis.  
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1.7 Abbreviations 

2D 2-dimensional 

3D 3-dimensional 

API Application Programming Interface 

CAN Controller Area Network 

DoCAN Diagnostic communication over Controller Area Network 

DoIP Diagnostic communication over Internet Protocol 

ECU Electronic Control Unit 

IP Internet Protocol 

IPv4 Internet Protocol version 4 

IPv6 Internet Protocol version 6 

ISO International Organization for Standardization 

JNI Java Native Interface 

LIN Local Interconnect Network 

OEM Original Equipment Manufacturer 

OS Operating system 

OTA Over the air 

PCI Protocol Control Information 

SA Source Address 

SWDL Software download 

TA Target Address 

TCP Transmission Control Protocol 

UDP User Datagram Protocol 

UDS Unified Diagnostic Services 

USB Universal Serial Bus 

VIN Vehicle Identification Number 
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Chapter 2 

Background 

2.1 Vehicle networks 

Modern vehicles are usually built as a distributed computer system, with different electronic control units 

(ECUs) controlling separate parts of the vehicle. A simple example network is shown in Figure 2.1. In this 

network, the functionality has been divided between the following ECUs: The Powertrain Controller ECU 

is responsible for the communication with the engine, while the Helm Controller ECU is responsible for 

parsing driver input, such as gas and brake pedals, and sending vehicle data such as vehicle speed, to the 

instruments. These components communicate with each other over some kind of communication bus, such 

as Controller Area Network (CAN) or Local Interconnect Network (LIN). More realistic examples of 

vehicle networks can be found in [4]. 

 
Figure 2.1 Example vehicle network 

In order to understand where the Android device fits into the picture, it has been included in Figure 2.1. 

2.2 Android 

Android is a Linux-based operating system primarily targeting touchscreen devices such as smartphones 

and tablet computers. Since 2005, it has been developed by Google. Each release is developed privately by 

Google, and will only run on a few selected devices. Once a release is finalized, it is open-sourced and 

original equipment manufacturers (OEMs) are able to modify the code to run on their own devices. 
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2.2.1 Software stack 

The Android architecture, depicted in Figure 2.2, uses a Linux-based kernel, more specifically one of the 

Linux kernel’s (long-term support) branches. Google has also implemented and included several new 

components for intra-process communication and memory handling [5]. 

On top of the kernel, we find a set of native libraries. These include the standard C library, as well as 

libraries for database management, 2D/3D rendering, text rendering, and more. 

The Android Runtime consists of the Dalvik Virtual Machine and related libraries. This is what ties the 

Java parts of the Android system together with the lower-level native parts described above. 

The Application Framework consists of a set of Java libraries. These contain the core platform services, 

such as the Activity Manager, Window Manager, Package Manager, etc. 

At the top, we find the applications. The applications are the main interface to the system, handling 

things as diverse as dialing, writing and reading SMS messages, email, calendar, web browser, and more. 

Basically everything a user does on an Android device is accomplished through an application. 

 
Figure 2.2 Android architecture [6] 

2.2.2 Android system update process 

The Android system has built-in support for OTA updates [7]. The Android API also has support for 

triggering the update process from an application [8]. This update process can update the entire Android 

system, including applications and even the recovery partition. 

OTA 

The OTA update process follows the following process [7]: 

1. The device checks the OTA server(s) for an update. 

2. The device downloads the update. 

3. The cryptographic signature is verified against the device’s certificates. 

4. Once the update has been verified, the device boots into recovery mode. 

5. The recovery binary is started by the init process. The path to the update package is found in the 

command-line arguments. 

6. The recovery system verifies the cryptographic signature of the update package against its own 

public keys. 

7. Once the update package has been verified, the data contained in it is used to update the boot, 

system and vendor specific partitions. Also, one of the files left on the system partition contains the 

contents of the new recovery partition. 
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8. The device reboots as normal. 

a. The updated boot partition is loaded, and as part of the startup process it mounts the newly 

updated system partition and starts executing binaries. 

b. As part of the startup process, the recovery partition is compared to the desired contents 

(stored in a file on the system partition in step 7). If they are different, such as after an 

update, the recovery partition is reflashed with the contents of the file on the system 

partition. 

Manual update 

To manually update the system, two things are needed. First, the device needs an application that triggers 

the update using the RecoverySystem API [8]. Second, the update needs to be accessible by this 

application. This can be accomplished in many different ways, e.g. by downloading it from the internet or 

by mounting a USB stick that contains the update. 

Once the update is triggered, it follows the same process as for the OTA update described above, 

starting at step 3. 

2.3 Automotive standards 

All standards described below are based on the Open Systems Interconnection Basic model [9]. Basically, 

this model divides communication systems in 7 distinct layers: The application layer, the presentation 

layer, the session layer, transport layer, the network layer, the link layer and the physical layer. 

2.3.1 ISO 14229 – Unified diagnostic services (UDS) 

The ISO 14229 standard defines the actual diagnostic services used in automotive ECUs. These diagnostic 

services can be used to upload and download software and data to the ECU, read out fault codes, clear fault 

codes, etc. 

The ISO14229 standard does not depend on a specific type of data link, but rather assumes that there is 

a data transportation protocol capable of sending and receiving data of arbitrary length for the type of data 

link that is used. In reality, the maximum data length is limited by the transport protocols used. 

The ISO14229 standard consists of the following parts: 

 Part 1: Specification and requirements [10] 

 Part 2: Session layer services [11] 

 Part 3-7: UDSonCAN [12], UDSonFR [13], UDSonIP [14], UDSonK-Line [15], UDSonLIN [16] 

Part 1 and 2 specifies the data-link independent requirements for the diagnostic services and the session 

handling, respectively. Part 3 through 7 specifies requirements for the data-link specific implementation of 

the ISO14229 standard. 

All UDS communication takes place between a client and one or more servers. The typical case is 1-to-

1 communication, where a client (such as a diagnostic tool) sends UDS requests to a single server (such as 

an ECU node in a vehicle). The target address (TA) for such a message is the address of the specific node 

the message is intended for, and this addressing scheme is called physical addressing. 

An alternative case is when the client sends a message that is intended for all servers, i.e. a message 

broadcast. This addressing scheme is called functional addressing. One use case for this addressing scheme 

is at the beginning of a diagnostic session, when the client needs to find all UDS servers accessible through 

the diagnostic bus. To accomplish this, a message called TesterPresent is sent using functional addressing, 

with the client’s address as the source address (SA). This will cause all UDS servers to respond with a 

physically addressed TesterPresent response, using their own address as the SA, and the client’s address as 

the TA. This way, the client can build a list of all available UDS servers, without any prior knowledge of 

the network layout. 

A node is not restricted to being either server or client; for instance, a single node can act as server when 

a diagnostic tool is connected to perform diagnostics, and as a client to read out data or request another 

node to perform some action during normal operations. 
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An overview of the software download sequence is shown in Figure 2.3. It works as follows: First, there 

is a pre-programming step. This step involves steps such as disabling error detection (such as lost data 

communication), turning off non-diagnostic data communication, changing the active diagnostic session to 

programming session, using the SecurityAccess service to unlock the services needed for downloading 

software if necessary, and a few other things. 

The next step is to erase all existing data that is going to be replaced. This step is needed because some 

types of memory such as flash can only have individual bits modified from 1 to 0, never from 0 to 1. 

Instead, an entire sector must first be erased, setting all bits to 1. Also, since a SWDL process might 

involve downloading multiple software packages, multiple services might be issued to erase memory in this 

step. 

After the memory has been erased, the new data is transmitted. This involves initiating the software 

downloading by sending a RequestDownload service that includes information about the starting memory 

address and the length of the data. In the response to this request, the server includes the maximum size of a 

TransferData request that it can handle. 

After the download has been started, the client sends the data using the service TransferData. Since it is 

possible that not all data fits in a single TransferData request, the data to be transmitted is divided into 

multiple blocks, and each block is sent using a separate TransferData request. 

Once all the data has been successfully transferred, the client indicates this using the service 

RequestTransferExit. This allows the server to do a final verification of the downloaded data, such as 

comparing the number of bytes transferred with the number of bytes that was requested in the initial 

RequestDownload service, validating the software package checksum, etc. 

Once all software packages has been downloaded, the client initializes another routine control called 

CheckProgrammingDependencies. This is used to verify that any dependencies between different software 

packages are fulfilled. 

After this step is complete, the post-programming step is reached. This step includes enabling the non-

diagnostic communication and error detection that was disabled in the pre-programming step, and finally 

exit the programming session either by requesting a transition to the default diagnostic session or resetting 

the ECU completely. 



Automotive standards  9 

 

 

 
Figure 2.3 Software download sequence 

2.3.2 ISO13400 – Diagnostic communication over Internet Protocol (DoIP) 

The ISO13400 standard consists of the following parts: 

 Part 1: General information and use case definition [17] 

 Part 2: Transport protocol and network layer services [18] 

 Part 3: Wired vehicle interface based on IEEE 802.3 [19] 

 Part 4: Ethernet Diagnostic Connector (under development) 

The ISO13400 standard defines an automotive communication protocol that is capable of running over any 

IPv4 or IPv6 based network, such as Ethernet or Wi-Fi. Since there already exists good, standardized data 
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transmission protocols that run over IPv4 and IPv6, i.e. Transport Control Protocol (TCP) and User 

Datagram Protocol (UDP), the ISO13400 standard uses these instead of defining its own. Instead, the 

standard focuses mainly on defining the different protocol message types, error handling and how a DoIP 

client and server can discover each other without any manual configuration on either side. 

Vehicle discovery 

In order for a DoIP server and a DoIP client to find each other automatically on an IP network, the server 

can broadcasts a Vehicle Announcement UDP message on port 13400 when connection to a DoIP network 

has been discovered. The client, in turn, listens for UDP packets on the same port, and can in this way 

discover new servers as they connect on the network. 

In case the client is connected to the network before the server, the client can broadcast a Vehicle 

Identification Request UDP message on port 13400. This will cause all DoIP servers on the network to 

respond with a Vehicle Identification Response message. This way, a client that was just connected to the 

network can collect a list of all the DoIP servers present on the network. 

Vehicle information 

Once the DoIP client has discovered the DoIP servers available on the network, it can read out information 

about the servers using the messages DoIP entity status request and Diagnostic power mode information 

request. 

The status request allows the client to read out information from each DoIP node, such as if the node is 

a DoIP node or DoIP gateway, how many concurrent DoIP connections that this node supports, how many 

DoIP connections that are currently active on this node, and the maximum data size that is supported by 

this DoIP node. 

The diagnostic power mode request allows the client to check if the DoIP node is ready to perform 

diagnostic communication. For instance, the vehicle manufacturer may decide that diagnostics may only be 

allowed if the engine is shut off. 

Connection and routing activation 

Before diagnostic data can be transferred reliably between the DoIP client and server, a TCP connection 

has to be established and routing has to be activated. 

Once a TCP connection has been established between the server and client, a Routing activation step is 

needed to unlock connection-specific DoIP functionality. The Routing activation step consists of a Routing 

activation message from the client, followed by an authentication step and a confirmation step. 

The authentication step involves the client authenticating itself to the server. Implementing this step in 

the server is optional, and the standard leaves the actual authentication procedure up to the vehicle 

manufacturer. If this step is implemented, this ensures that an unauthorized client is unable to unlock DoIP 

message routing. In other words, if the client is unable to authenticate itself in this step, it is not possible to 

start diagnostic communication with this node, nor is it possible to start diagnostic communication with any 

other node in this vehicle if this node is working as a gateway. 

The confirmation step involves displaying a confirmation message within the vehicle, which needs to be 

acknowledged by a human before routing is activated. As with the authentication step, it is optional to 

implement this step in the server. However, if it is implemented, the routing activation needs to be 

confirmed in some way, for instance by displaying a confirmation message in a display. If this is 

implemented in the server, this ensures that a client is unable to unlock DoIP message routing without 

physical access to the vehicle. 

Diagnostic messages 

Once the DoIP client and server have discovered each other and message routing has been activated, the 

actual diagnostic session can begin. The UDS client implementation requests the DoIP client 

implementation to transmit UDS requests over the established DoIP connection. The DoIP client 

implementation, in turn, uses the established TCP connection to send DoIP diagnostic messages. 
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On the server side, the server side TCP socket receives the DoIP diagnostic message and pass it to the 

DoIP server implementation. The DoIP server implementation validates the DoIP message, and if the 

message is successfully validated, the DoIP layer forwards the diagnostic request in the DoIP message to 

the UDS server implementation. 

2.3.3 ISO 15765 – Diagnostic communication over Controller Area Network (DoCAN) 

The ISO 15765 standard consists of the following parts: 

 Part 1: General information and use case definition [20] 

 Part 2: Transport protocol and network layer services [21] 

 Part 3: Implementation of unified diagnostic services (UDS on CAN) [22] 

 Part 4: Requirements for emissions-related systems [23] 

Standard CAN is capable of sending data frames containing between 1 and 8 bytes of data. The ISO 15765 

standard defines a method for segmenting data consisting of up to 4095 bytes. 

The standard defines 4 different types of frames: SingleFrame, FirstFrame, ConsecutiveFrame and 

FlowControl. The type of frame is encoded in the first 4 bits (the high nibble) of the first data byte in each 

frame. The following frame types: SingleFrame, FirstFrame, FlowControl and ConsecutiveFrame. Each 

frame contains Protocol Control Information (PCI) data, as specified in table 2.1. 

 

Frame type 

PCI bytes 

Byte #1 Byte #2 Byte #3 

Bits 7-4 Bits 3-0 

SingleFrame (SF) 0 Data length N/A N/A 

FirstFrame (FF) 1 Data length N/A 

ConsecutiveFrame (CF) 2 Sequence number N/A N/A 

FlowControl (FC) 3 Flow status Block size Separation time min 

Table 2.1 Protocol Control Information specification [21] 

A SingleFrame consists of messages of size from 1 to 7 bytes, i.e. messages that can fit in a single CAN 

frame. The actual data length of the message is encoded in the low nibble of the first data byte. This is 

depicted in Figure 2.4. 

 

Figure 2.4 Transmission of unsegmented message [21] 

Messages larger than 7 bytes does not fit in a single CAN frame, and must therefore be broken up in several 

frames as shown in Figure 2.5. Such a data transmission starts with a FirstFrame. The total payload length 

is encoded in the low nibble of the first data byte together with the entire second byte. The maximum 

payload size is therefore 4095 (hexadecimal 0xFFF) bytes. Bytes 3-8 consist of data. 

After the FirstFrame has been sent, the sender must wait for the receiver to respond with a FlowControl. 

The purpose of the flow control is to let the receiver perform the necessary preparations to successfully be 

able to receive the data (such as allocate memory), as well as indicate to the sender a minimum CAN frame 

separation time and the number of Consecutive Frames to send before waiting for a new FlowControl. It is 

also possible for the receiver to use the FlowControl to tell the sender to wait with sending data, and to 

indicate an overflow if the payload size is larger than what the receiver can handle. 

Once the sender have received a FlowControl indicating that it is okay to continue sending data, it sends 

the rest of the data in ConsecutiveFrames. The low nibble of the first data byte of each ConsecutiveFrame 
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contains a sequence number that is increased by one for each ConsecutiveFrame. This allows the receiver 

to detect if any ConsecutiveFrames have been lost. 

 

Figure 2.5 Transmission of segmented message [21] 

2.4 SWDL performance 

To be able to draw any conclusions from the actual performance of DoIP achieved in this thesis, a 

theoretical performance analysis is performed. 

The total time for the main SWDL sequence can be calculated as 

 
𝑇𝑇𝑟𝑎𝑛𝑠𝑚𝑖𝑠𝑠𝑖𝑜𝑛(𝐿𝐷𝑎𝑡𝑎) = 𝑇𝑅𝑒𝑞𝑢𝑒𝑠𝑡𝐷𝑜𝑤𝑛𝑙𝑜𝑎𝑑

+ 𝑁𝑇𝑟𝑎𝑛𝑠𝑓𝑒𝑟𝐷𝑎𝑡𝑎(𝐿𝐷𝑎𝑡𝑎)𝑇𝑇𝑟𝑎𝑛𝑠𝑓𝑒𝑟𝐷𝑎𝑡𝑎

+ 𝑇𝑇𝑟𝑎𝑛𝑠𝑓𝑒𝑟𝐸𝑥𝑖𝑡 
( 2.1 ) 

where 𝑇𝑅𝑒𝑞𝑢𝑒𝑠𝑡𝐷𝑜𝑤𝑛𝑙𝑜𝑎𝑑 is the time needed for the RequestDownload UDS service request, 𝑇𝑇𝑟𝑎𝑛𝑠𝑓𝑒𝑟𝐷𝑎𝑡𝑎 is 

the time needed for a single TransferData UDS service request, and 𝑇𝑇𝑟𝑎𝑛𝑠𝑓𝑒𝑟𝐸𝑥𝑖𝑡 is the time needed for the 

RequestTransferExit UDS service request. 𝑁𝑇𝑟𝑎𝑛𝑠𝑓𝑒𝑟𝐷𝑎𝑡𝑎  is the number of TransferData UDS service 

requests needed to transmit 𝐿𝐷𝑎𝑡𝑎 bytes of data. The times include both the client request and the server 

response. 

The time for a single UDS request/response pair can be calculated as 

 
𝑇𝑅𝑒𝑞𝑢𝑒𝑠𝑡𝑅𝑒𝑠𝑝𝑜𝑛𝑠𝑒(𝐿𝑅𝑒𝑞𝑢𝑒𝑠𝑡 , 𝐿𝑅𝑒𝑠𝑝𝑜𝑛𝑠𝑒) = 𝑇𝑈𝑑𝑠𝑀𝑒𝑠𝑠𝑎𝑔𝑒(𝐿𝑅𝑒𝑞𝑢𝑒𝑠𝑡) + 𝑇𝑅𝑒𝑞𝑢𝑒𝑠𝑡𝐷𝑒𝑙𝑎𝑦

+ 𝑇𝑈𝑑𝑠𝑀𝑒𝑠𝑠𝑎𝑔𝑒(𝐿𝑅𝑒𝑠𝑝𝑜𝑛𝑠𝑒) + 𝑇𝑅𝑒𝑠𝑝𝑜𝑛𝑠𝑒𝐷𝑒𝑙𝑎𝑦 
( 2.2 ) 
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The transmission time 𝑇𝑈𝑑𝑠𝑀𝑒𝑠𝑠𝑎𝑔𝑒 is calculated differently depending on the underlying link type, and is 

specified in 2.4.1 and 2.4.2. Important to note, however, is that the transmission time depends on the length 

on the request, and that there is a delay introduced for each message sent. This delay variable captures all 

the causes for delay that are difficult to calculate in an analytical way, such as delays introduced due to data 

transmission collisions, message processing time, etc. 

The number of TransferData UDS service requests needed can be calculated as 

 

𝑁𝑇𝑟𝑎𝑛𝑠𝑓𝑒𝑟𝐷𝑎𝑡𝑎(𝐿𝐷𝑎𝑡𝑎) = ⌈
𝐿𝐷𝑎𝑡𝑎

𝐿𝑅𝑒𝑞𝑢𝑒𝑠𝑡𝑆𝑖𝑧𝑒𝑀𝑎𝑥 − 2
⌉ ( 2.3 ) 

where 𝐿𝑅𝑒𝑞𝑢𝑒𝑠𝑡𝑆𝑖𝑧𝑒𝑀𝑎𝑥 is the maximum size of a UDS request. This limit can either be set by the UDS layer 

itself, or by the transport protocol (i.e. the CAN transport protocol or DoIP). A TransferData request 

contains 2 bytes of control information (the request service identifier and a block sequence number used to 

detect lost, dublicated or re-ordered TransferData requests). The sizes for the relevant UDS services can be 

found in Table 2.2. 

 

 Request Response 

RequestDownload 12 6 

TransferData 𝐿𝑅𝑒𝑞𝑢𝑒𝑠𝑡𝑆𝑖𝑧𝑒𝑀𝑎𝑥 2 

RequestTransferExit 1 1 

Table 2.2 Maximum UDS service size (in bytes) 

By using the values from Table 2.2, the transmission time for each type of UDS service used in the main 

SWDL sequence could thus be calculated as: 

 𝑇𝑅𝑒𝑞𝑢𝑒𝑠𝑡𝐷𝑜𝑤𝑛𝑙𝑜𝑎𝑑 = 𝑇𝑅𝑒𝑞𝑢𝑒𝑠𝑡𝑅𝑒𝑠𝑝𝑜𝑛𝑠𝑒(12, 6) ( 2.4 ) 

 

 𝑇𝑇𝑟𝑎𝑛𝑠𝑓𝑒𝑟𝐷𝑎𝑡𝑎 = 𝑇𝑅𝑒𝑞𝑢𝑒𝑠𝑡𝑅𝑒𝑠𝑝𝑜𝑛𝑠𝑒(𝐿𝑅𝑒𝑞𝑢𝑒𝑠𝑡𝑆𝑖𝑧𝑒𝑀𝑎𝑥, 2) ( 2.5 ) 

 

 𝑇𝑇𝑟𝑎𝑛𝑠𝑓𝑒𝑟𝐸𝑥𝑖𝑡 = 𝑇𝑅𝑒𝑞𝑢𝑒𝑠𝑡𝑅𝑒𝑠𝑝𝑜𝑛𝑠𝑒(1,1) ( 2.6 ) 

2.4.1 CAN 

For CAN, a single frame can consist of 0-8 bytes of data. If it is assumed that each frame always consist of 

8 bytes of data, the transmission time for a single UDS request or response can be calculated as 

 

𝑇𝑈𝑑𝑠𝑀𝑒𝑠𝑠𝑎𝑔𝑒(𝐿𝑅𝑒𝑞𝑢𝑒𝑠𝑡𝑆𝑖𝑧𝑒) =
𝑁𝐶𝑎𝑛𝐹𝑟𝑎𝑚𝑒𝑠(𝐿𝑅𝑒𝑞𝑢𝑒𝑠𝑡𝑆𝑖𝑧𝑒) ∗ 𝐿𝐶𝑎𝑛𝐹𝑟𝑎𝑚𝑒𝑆𝑖𝑧𝑒

𝐵
 

( 2.7 ) 

where 𝐵 is the bandwidth of the CAN bus, expressed as bytes/second.. 

𝐿𝐶𝑎𝑛𝐹𝑟𝑎𝑚𝑒𝑆𝑖𝑧𝑒, the total size of a CAN frame, can be calculated as 

 
𝐿𝐶𝑎𝑛𝐹𝑟𝑎𝑚𝑒𝑆𝑖𝑧𝑒 = 8 + 𝑁𝐶𝑎𝑛𝐷𝑎𝑡𝑎𝐵𝑦𝑡𝑒𝑠 ( 2.8 ) 

as shown in [24]. Since it is assumed that a CAN frame always consist of 8 bytes, 

 
𝐿𝐶𝑎𝑛𝐹𝑟𝑎𝑚𝑒𝑆𝑖𝑧𝑒 = 16 ( 2.9 ) 

The number of frames needed for a UDS service request, 𝑁𝐶𝑎𝑛𝐹𝑟𝑎𝑚𝑒𝑠, can be calculated as 

 

𝑁𝐶𝑎𝑛𝐹𝑟𝑎𝑚𝑒𝑠(𝐿𝑅𝑒𝑞𝑢𝑒𝑠𝑡𝑆𝑖𝑧𝑒) = {

1, 𝐿𝑅𝑒𝑞𝑢𝑒𝑠𝑡𝑆𝑖𝑧𝑒 ≤ 7

⌈
𝐿𝑅𝑒𝑞𝑢𝑒𝑠𝑡𝑆𝑖𝑧𝑒 − 6

7
⌉ + 1, 𝐿𝑅𝑒𝑞𝑢𝑒𝑠𝑡𝑆𝑖𝑧𝑒 > 7

 ( 2.10 ) 

where 𝐿𝑅𝑒𝑞𝑢𝑒𝑠𝑡𝑆𝑖𝑧𝑒 is the size of the UDS request. The formula for the case of more than 7 bytes of data can 

be derived as follows: There is one FirstFrame, containing 6 bytes, plus one frame for every 7 bytes of data 

remaining. 
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2.4.2 DoIP 

When sending data over TCP, the maximum segment size is usually limited by the link-layer’s MTU 

(maximum transmission unit) in order to avoid segmentation. For Ethernet, the MTU is 1500 bytes, which 

means that the maximum segment size 𝐿𝐸𝑡ℎ𝑒𝑟𝑛𝑒𝑡𝐹𝑟𝑎𝑚𝑒, including the Ethernet frame header (14 bytes), 

preamble (8 bytes) and CRC (4 bytes), is 1526 bytes. The Ethernet frame contains an IP packet which is 

divided into a header and a payload. The IP payload, in turn, contains a TCP segment which is also divided 

into a header and a payload. Finally, since a DoIP diagnostic message contains a 2 byte source address, a 2 

byte target address and an 8 byte DoIP message header, the number of complete Ethernet frames, i.e. 

Ethernet frames that utilize the maximum amount of payload bytes, sent can be calculated as 

 

𝑁𝐶𝑜𝑚𝑝𝑙𝑒𝑡𝑒𝐸𝑡ℎ𝑒𝑟𝑛𝑒𝑡𝐹𝑟𝑎𝑚𝑒𝑠(𝐿𝑅𝑒𝑞𝑢𝑒𝑠𝑡𝑆𝑖𝑧𝑒) = ⌊
𝐿𝑅𝑒𝑞𝑢𝑒𝑠𝑡𝑆𝑖𝑧𝑒 + 12

1500 − 𝐿𝐼𝑃𝐻𝑒𝑎𝑑𝑒𝑟 − 𝐿𝑇𝐶𝑃𝐻𝑒𝑎𝑑𝑒𝑟
⌋ ( 2.11 ) 

The total amount of bytes transmitted for a single UDS request over DoIP can then be calculated as 

follows: 

 
𝐿𝐸𝑡ℎ𝑒𝑟𝑛𝑒𝑡𝐵𝑦𝑡𝑒𝑠(𝐿𝑅𝑆) = 1526 ∗ 𝑁𝐶𝑜𝑚𝑝𝑙𝑒𝑡𝑒𝐸𝑡ℎ𝑒𝑟𝑛𝑒𝑡𝐹𝑟𝑎𝑚𝑒𝑠(𝐿𝑅𝑆)

+ ((𝐿𝑅𝑆 + 12) mod (1500 − 𝐿𝐼𝑃𝐻𝑒𝑎𝑑𝑒𝑟 − 𝐿𝑇𝐶𝑃𝐻𝑒𝑎𝑑𝑒𝑟))

+ 𝐿𝐼𝑃𝐻𝑒𝑎𝑑𝑒𝑟 + 𝐿𝑇𝐶𝑃𝐻𝑒𝑎𝑑𝑒𝑟 + 26 
( 2.12 ) 

The total transmission time for a single UDS message over Ethernet can be calculated as 

 

𝑇𝑈𝑑𝑠𝑀𝑒𝑠𝑠𝑎𝑔𝑒(𝐿𝑅𝑒𝑞𝑢𝑒𝑠𝑡𝑆𝑖𝑧𝑒) =
𝐿𝐸𝑡ℎ𝑒𝑟𝑛𝑒𝑡𝐵𝑦𝑡𝑒𝑠(𝐿𝑅𝑒𝑞𝑢𝑒𝑠𝑡𝑆𝑖𝑧𝑒)

𝐵
 

( 2.13 ) 

Substituting Eqs. ( 2.11 ) and ( 2.12 ) into Eq. ( 2.13 ) we get the following equation: 

 
𝑇𝑈𝑑𝑠𝑀𝑒𝑠𝑠𝑎𝑔𝑒(𝐿𝑅𝑆) =

1526 ∗ 𝑁𝐶𝑜𝑚𝑝𝑙𝑒𝑡𝑒𝐸𝑡ℎ𝑒𝑟𝑛𝑒𝑡𝐹𝑟𝑎𝑚𝑒𝑠(𝐿𝑅𝑆)

𝐵

+
((𝐿𝑅𝑆 + 12) mod (1500 − 𝐿𝐼𝑃𝐻𝑒𝑎𝑑𝑒𝑟 − 𝐿𝑇𝐶𝑃𝐻𝑒𝑎𝑑𝑒𝑟))

𝐵

+
+𝐿𝐼𝑃𝐻𝑒𝑎𝑑𝑒𝑟 + 𝐿𝑇𝐶𝑃𝐻𝑒𝑎𝑑𝑒𝑟 + 26

𝐵
 

( 2.14 ) 

Equation ( 2.14 ) can be used together with the equations in section 2.4 to calculate the total time of the main 

SWDL sequence. 
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Chapter 3 

Previous work 

3.1 Diagnostic communication over Internet Protocol 

As far as the author is aware, there is no previous work combining automotive standards with the Android 

platform, or any kind of real operating system for that matter. There are, however, a few academic papers 

related with DoIP itself. Lindberg [25] performed a security analysis of the ISO-13400 standard. 

Chahaki [26] implemented DoIP in an Ethernet/CAN gateway for use in a Scania vehicle. The main 

conclusion from this work is that simply adding a DoIP/DoCAN gateway to an existing system does little 

to improve performance (since the diagnostic communication will still be limited by the CAN bus 

bandwidth), but might be a viable option to add remote diagnostics functionality to an existing vehicle 

infrastructure. Furthermore, if an Ethernet subnet is already considered, including DoIP functionality to the 

nodes on this subnet as well as allowing a diagnostic tool supporting DoIP to be connected, this would at 

least allow the nodes on the Ethernet subnet to benefit from the increased performance. 

Considerable work has already been done regarding the use of DoIP for remote diagnostics [27], as well 

as the security concerns that come with it. The authors in [28] analyzed both how the diagnostic 

communication can be secured when using DoIP, as well as the entire network architecture of the repair 

shop. 

3.2 Unified diagnostic services 

As UDS is a large standard that is complex to implement, and it is not the main focus of this thesis, an 

existing implementation was re-used and adapted to run on Android. The existing implementation will be 

described in this section, while the adaptions needed for use in Android will be described in section 4.3. 

The implementation consists of two parts, one implementing the server part of the standard, and one 

implementing the client part. This allows a user of this library to enable UDS server functionality, UDS 

client functionality, or both, as desired. As the client part of the library is not needed in this thesis, only the 

server part will be described. 

At its core, the UDS server (depicted in Figure 3.1) is responsible only for maintaining a few timers (for 

detecting various timeout scenarios) and updating the active service, if any. It does not actually implement 

any services itself; instead, it allows the user of the library to register services. When registering a service, 

callback function pointers are provided for various events, such as service initialization, message indication 

and service update. This allows the user to write services adapted for his or her needs. 

When a service request is indicated, the UDS server first checks if another service is currently active. If 

it is, a negative acknowledge is sent, indicating that the server is currently busy. Otherwise, it uses a lookup 

table to check if a service handler has been registered for this service. If no service handler has been 

registered, the UDS server transmits a negative acknowledge indicating that the requested service is not 

supported. 

If a service handler exists for the requested service, the UDS server now verifies that the service is 

allowed to be run in the currently active session. If it isn’t, a negative response is sent indicating this. 

Otherwise, the server verifies that the service is allowed in the currently active security access level. If it 

isn’t, a negative acknowledge response indicating this is sent. 
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If the algorithm gets this far, it has successfully determined that a handler exists for the requested 

service, and nothing prevents it from starting this service. The server thus sets the requested service as the 

active service, and forwards the indicated message to the service handler. 

Worth noting is that neither the active session nor the active security access level is controlled directly 

by the UDS server implementation itself. These are actually also controlled by UDS services 

(DiagnosticSessionControl and SecurityAccess, respectively). Thus, the UDS server implementation has 

functions for modifying these states, but it is up to the user to implement and register handlers for these 

services if needed. 

 
Figure 3.1 UDS server module class diagram 

3.3 Diagnostic communication over Controller Area Network 

As with UDS, an existing implementation of the ISO 15765 standard was re-used and adapted to run on 

Android. The implementation, called CanTp (CAN Transport Protocol), is depicted in Figure 3.2. It is 

structured as follows: 

The top level class is NetworkMain. This class allows the user to register upper layer indication and 

confirmation handlers, i.e. functions that handle received UDS messages and confirmations that UDS 

messages that has been requested to be sent has been transmitted. It also has a method Request to request 

UDS messages to be sent. 

Most of the work is delegated to the LinkHandler class. When a message is requested to be sent, a 

NetworkMessage object containing the message data is created. The LinkHandler can then request this 

object to return CanFrame objects for each CAN frame to be sent. In other words, the NetworkMessage 

class contains the logic for how a diagnostic message should be broken down into individual CAN frames. 

 class UDS serv er module class diagram

Serv erApplicationMain

+ Init(N_USData) : void

+ LookupService(A_SI) : A_Service *

+ RegisterService(A_SI, short, short, A_Service *) : boolean

+ Update() : void

+ Indication(N_Mtype, N_SA, N_TA, N_TAType, N_AE, N_MessageData, N_Length, N_Result) : void

+ Confirm(N_Mtype, N_SA, N_TA, N_TAType, N_AE, N_Result) : void

+ RegisterSession() : void

+ SetDiagnosticSession() : void

«interface»

A_Serv ice

+ Init() : void

+ Indication() : void

+ Confirm() : void

+ Update() : void

+ Stop() : void

S_SoftwareDownload S_TransferData S_TransferExit S_EcuResetS_DiagnosticSessionControl

MessageQueue

MessageObject

Timer

S_ReadDataByIdentifier

+ RegisterDid(short, short, short, S_DataIdentifier *) : void

+ LookupDid() : void

S_RoutineControl

+ RegisterRoutine() : void

+ LookupRoutine() : void

«interface»

S_DataIdentifier

+ Read() : void

S_DidHardwarePartNumber S_DidSoftwarePartNumber
«interface»

S_Routine

+ Start() : void

+ Stop() : void

+ GetResult() : void

S_Routine_CheckDownloadOfModule S_Routine_CheckProgrammingDependenciesS_Routine_Erase

TesterPresent

0..*

1

0..*

*

0..*
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Correspondingly, when the first frame of a segmented UDS message is received, a NetworkMessage 

object is created and used to store the data in each frame, until the message is complete and can be 

indicated to the upper layer. 

 
Figure 3.2 CanTp module class diagram 

 class CanTp module class diagram

NetworkMain

+ Init() : void

+ RegisterIndicationHandler() : void

+ RegisterConfirmHandler() : void

+ Request() : void

LinkHandler

+ Init() : void

+ SendMessage() : void

+ FrameTxConfirmation() : void

+ RegisterDataIndication() : void

+ RegisterDataConfirm() : void

+ DataLinkConfirm() : void

+ DataLinkIndication() : void

CanFrame

+ getIdentifier() : void

+ getResponseIdentifier() : void

+ setIdentifier() : void

+ getAddress() : void

+ getData() : void

+ getContent() : void

+ getPCI() : void

+ hasAe() : void

+ getPCItype() : void

NetworkMessage

+ addData() : void

+ isComplete() : void

+ getResult() : void

+ setResult() : void

+ getAddress() : void

+ getData() : void

+ setData() : void

+ getSn() : void

+ getMessageSize() : void

+ getWindowSpace() : void

+ setWindowSpace() : void

+ getSTmin() : void

+ setSTmin() : void

+ setTimeout() : void

+ abortTimeout() : void

+ getNextFrame() : void

+ getResponseFrame() : void

0..*
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Chapter 4 

Design and Implementation 

The first step of implementing a solution for diagnostic communication in Android is to decide where it 

should be implemented. As can be seen in Figure 2.2, there are many different possible solutions: In the 

Linux kernel, as a system library, as a part of the Application Framework, or as an application. The answer 

to this question is not obvious. For instance, CAN support in Android is part of the Linux kernel through 

SocketCAN, so it could be possible to implement CanTp support on top of raw CAN in the Linux kernel as 

well. The same argument could be used for implementing DoIP on top of TCP/IP. 

However, there are many drawbacks with this solution. First of all, it would be difficult to make such a 

solution modular, since it would probably require many modifications to an existing Android platform. 

Second, it also seems likely that it would be difficult to make it portable, since each OEM is likely to make 

their own modifications to the original platform released by Google. 

If the entire solution is implemented as an application however, the parts that the application is built 

from can still be modular by implementing them as Java libraries. They are also likely to be portable to 

Android devices from other manufacturers, since they will depend only on public APIs that are unlikely to 

be modified. Last, implementing the solution as a stand-alone application allows more rapid development 

cycles, which is also important in a short-term project such as this one. 

Thus, the decision was made to focus on implementing the solution as a stand-alone Android 

application. 

4.1 Overview 

The implementation of the DoIP application is separated into 4 distinctive parts (depicted in Figure 4.1): 

The DoIP (Diagnostic communication over Internet Protocol) module, the UDS (Uniform Diagnostic 

Services) module, the CanTp (CAN Transport Protocol) module, and the gateway module. The DoIP 

 sd DoIP

UDS

Gateway

DoIPCanTp

Can Ethernet

Figure 4.1 Application architecture 
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module and the gateway were developed specifically for this thesis, while the UDS and CanTp module are 

adaptations of existing C libraries. The original libraries are described in section 3.2 and 3.3 respectively, 

while the adaptations needed to make those libraries useable in an Android application are described in 

section 4.3 and 4.4. 

4.2 DoIP module 

The DoIP module, depicted in Figure 4.2, implements the ISO13400-2 Diagnostics over Internet Protocol 

standard. It handles the UDP and TCP sockets and communication, parsing and validation of incoming 

DoIP messages and construction of outgoing DoIP messages. Most of the DoIP communication with 

remote DoIP nodes, such as external diagnostics test equipment, is handled internally by the DoIP module. 

The module does however provide one method for use by the upper layer to transmit diagnostic data. It also 

calls two callback methods previously registered by the upper layer, one for indicating that new diagnostics 

data has been received and one indicating the result of a previously requested data transmission. These 

three methods are the implementations of the standard’s service primitives (DoIP_Request, 

DoIP_Indication and DoIP_Confirm, respectively). 

4.2.1 External interfaces 

The DoIP module defines three interfaces to be used by an external client (such as an application or another 

module). The first one, called DoIPService, defines only the method request. This method is used by the 

module client to transmit diagnostic messages over a DoIP connection. 

The second one, called DoIPServiceCallbacks, defines the methods DoIP_confirm and 

DoIP_indication. These two methods are the callbacks used by the DoIP module to indicate that a new 

diagnostic message has been received, and the result from a previous diagnostic message transmission 

request, respectively. This interface must be implemented by some class in the client of the DoIP module, 

and an object of this class must then be registered with the DoIPController object as the DoIP service 
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callback. 

The last external interface is the DoIPClientCallbacks interface. This interface defines all the methods 

that the DoIP module requires that the client of the DoIP module implements in order for the DoIP module 

to function properly. This includes callback methods for things such as checking if routing activation 

confirmation is required, actually requesting a routing activation confirmation, get the Vehicle 

Identification Number (VIN), node source address and other node data, check diagnostic communication 

limitations, and other things. An object implementing this interface must be provided when constructing the 

DoIP module. 

4.2.2 DoIPController 

This is the DoIP module that the client instantiates and uses to communicate over Ethernet using DoIP. It 

implements the DoIPService interface, and expects the client to provide a DoIPClientCallbacks object 

reference at creation. If the client wants to get indications when new diagnostics messages are received as 

well as confirmations when a previous diagnostic message transfer request has been handled, it has to 

register a DoIPServiceCallbacks object with the DoIPController. This DoIPServiceCallbacks object may be 

the same object that implements the DoIPClientCallbacks object, or it might be a different object. 

When a DoIPController is created, it will first verify that the client that has created it has provided a 

valid network interface and DoIPClientCallbacks object. Then it will try to acquire an IPv6 address from 

the network interface provided. If and only if this fails, it will try to acquire an IPv4 address. If an IPv6 

address was successfully acquired, connections from IPv4 clients will still work thanks to the fact that the 

Java platform implements dual-stack support even if the underlying system has a separate-stack 

implementation. 

After the network interface’s IP address has been determined, a table of DoIPConnection objects is 

created, a server socket (i.e. a socket used for listening for incoming TCP connections) is created, as well as 

the DoIPUdpHandler. 

Once a DoIPController has been created, its update method must be called periodically by the client. 

When the update method is called, the DoIPController will, in sequence, update the (single) 

DoIPUdpHandler object, accept any incoming TCP connections and try to assign it to a free 

DoIPConnection object, update all the DoIPConnection objects and finally run a global DoIPConnection 

alive check procedure, if necessary. This check is triggered if a new TCP connection tries to activate 

routing when the maximum number of allowed connections with activated routing has already been 

reached. In this case, all connections with activated routing check if the connection is still alive (i.e. if 

there’s a client in the other end of the connection that responds to the AliveCheck message). 

There is also a DoIPControllerCallbacks interface defined. This interface is implemented by the 

DoIPController, and it contains the callback methods to be used by the DoIPConnection objects and the 

DoIPUdpHandler object to retrieve information from or trigger functionality in the DoIPController object. 

4.2.3 DoIPConnection 

The DoIPConnection class encapsulates an opened TCP connection, including information such as the 

connection state, address of the connected client, and timers. The main functionality of this class is 

implemented in terms of a main state machine, called ConnectionState, and a sub state machine, called 

RoutingActivationState. 

Connection state machine 

The Connection state machine, depicted in Figure 4.3, works as follows: 

SOCKET_LISTEN state 

When created, the state machine starts in state SOCKET_LISTEN. Here, the DoIPConnection object is not 

yet allocated to a specific socket. Once the DoIPController allocates a specific socket to this 

DoIPConnection object, the state machine advances to the state SOCKET_INITIALIZED. 
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SOCKET_INITIALIZED state 

In the state SOCKET_INITIALIZED, the state machine waits for a routing activation request from the 

connected DoIP client. Once a routing activation request is received, the state machine will advance to the 

state REGISTERED_PENDING_AUTHENTICATION. In this implementation, only Default type 

authentication is supported, so the state machine automatically advances to the 

REGISTERED_PENDING_CONFIRMATION state. 

REGISTERED_PENDING_CONFIRMATION state 

In the state REGISTERED_PENDING_CONFIRMATION, the DoIPConnection object checks if the 

program using the DoIP library requires confirmation to activate routing. If so, the state machine requests 

confirmation from the program, and waits for the program to signal to the library that the routing activation 

request has been accepted (or denied). If the routing activation was accepted, the state machine advances to 

the state REGISTERED_ROUTING_ACTIVE, otherwise it advances to the state FINALIZED. 

REGISTERED_ROUTING_ACTIVE state 

In the state REGISTERED_ROUTING_ACTIVE, the DoIPConnection is finally ready to accept diagnostic 

messages. 

FINALIZED state 

In the state FINALIZED, the socket is closed and the timers are reset and stopped in preparation for a new 

connection. Then the state is reset to SOCKET_LISTEN, which will allow the DoIPController to use this 

object for a new connection. 

Timers 

In order to resolve issues such as client disconnection, the DoIPConnection uses two timers called the 

InitialInactivityTimer and the GeneralInactivityTimer. Both timers are started when a new connection is 

accepted and the state machine advances from SOCKET_LISTEN to SOCKET_INITIALIZED. The 
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InitialInactivityTimer has a timeout of 2 seconds, and if it times out, the connection state is set to 

FINALIZED, i.e. the socket is closed. However, this timer is stopped once a valid routing activation request 

is received. This means that the client must request routing activation within two seconds after connecting, 

otherwise the connection will be closed. The purpose of this timer is to quickly detect if a connection is 

made from an invalid source (e.g. a faulty DoIP client, or a non-DoIP client sniffing for open ports), in 

order to save resources and allow proper DoIP clients to connect (i.e. to avoid Denial of Service attacks). 

Once a routing activation request has been received from the client and the InitialInactivityTimer has 

been stopped, the GeneralInactivityTimer is started. This timer has a timeout of 5 minutes, and is reset 

every time a valid DoIP message is received. Once this timer times out, the connection state is set to 

FINALIZED. The purpose of this timer is to detect if a client has been disconnected. 

RoutingActivation state machine 

The Connection state machine gives an overview of the procedure from the initial TCP connection being 

established to routing being activated. However, the routing activation process is much more complicated. 

The majority of the logic regarding routing activation is implemented in the RoutingActivation sub state 

machine, depicted in Figure 4.4. 

The RoutingActivation state machine can be divided into 3 sections: Pre socket handler, socket handler, 

and post socket handler. 

PRE_SOCKET_HANDLER state 

The pre socket handler section, encapsulated in the aptly named state PRE_SOCKET_HANDLER, is 

initialized when a routing activation request is received from the DoIP client. This state verifies that the 
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source address in the routing activation request is known (some implementations might want to allow 

connections from any source address, while others might want to limit DoIP connections from a single 

specific address in the external test equipment address range) and that the routing activation authentication 

type is supported. If both of these conditions are fulfilled, the state is advanced to the state 

SOCKET_HANDLER, otherwise the state is advanced to the state FAILURE. 

SOCKET_HANDLER state 

In the state SOCKET_HANDLER, the state machine first checks if there are any connections, including this 

one, that are already registered (a connection is considered registered if it is in any of the three connection 

states that start with REGISTERED). If there aren’t, the state is immediately advanced to the 

POST_SOCKET_HANDLER state. Otherwise (i.e. there are at least one registered connection), the state 

machine checks if this connection is already registered. If it is, the source address in the routing activation 

request is compared to the address associated with this connection. If they are the same, the 

RoutingActivation state is advanced to the POST_SOCKET_HANDLER state, otherwise the state is 

advanced to the FAILURE state. 

If this connection was not already registered, the socket handler checks the connection table if there is 

any other connection associated with the requested source address. If there is, an alive check procedure is 

initiated on that connection, and the RoutingActivation state of this connection is advanced to the state 

SOCKET_HANDLER_ALIVE_CHECK_RUNNING, to wait for the result of the alive check. 

If there was no other connection with the same source address requested for this connection, the socket 

handler checks if the current number of registered connections have reached the maximum number of 

registered connections allowed. If it has, then a global alive check procedure (checking all currently 

registered connections if they are still alive) is initiated. The RoutingActivation state is advanced to the state 

SOCKET_HANDLER_GLOBAL_ALIVE_CHECK_RUNNING to wait for the result from this alive check 

procedure. 

Finally, if the number of currently registered connections were less than the maximum number allowed, 

there is no other reason to prevent this connection to be registered. Thus, the state is advanced to the state 

POST_SOCKET_HANDLER. 

SOCKET_HANDLER_ALIVE_CHECK_RUNNING state 

In the SOCKET_HANDLER_ALIVE_CHECK_RUNNING state, the state machine will check the alive state 

of the connection running the alive check. The alive check will either result in an alive check response from 

the connected DoIP client, or the alive check times out. In case the alive check resulted in an alive check 

response from the connected DoIP client, the other connection is still alive and this RoutingActivation state 

machine will advance to the state FAILURE. Otherwise, the other connection is no longer alive, which 

means this connection can now be registered with the same source address and the state can be advanced to 

the POST_SOCKET_HANDLER state. 

SOCKET_HANDLER_GLOBAL_ALIVE_CHECK_RUNNING state 

In the SOCKET_HANDLER_GLOBAL_ALIVE_CHECK_RUNNING state, we wait until the global alive 

check procedure is finished. When it is finished, the DoIPController (which is the class actually managing 

the global alive check procedure) will indicate if the procedure resulted in any registered connection being 

closed. If no connection was closed (meaning that all currently registered connections are still alive), it is 

not possible to allow this connection to be registered. Thus, the state is advanced to the state FAILURE. 

However, if at least one registered connection was closed, this connection can be registered and the state 

advances to the POST_SOCKET_HANDLER state. 

POST_SOCKET_HANDLER state 

If the state machine reaches the state POST_SOCKET_HANDLER, it has successfully been determined that 

there is nothing that prevents the connection from being registered. The only thing left is to determine if the 

Connection state should be pending authentication, pending confirmation, or routing active. 
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As has been previously stated, no authentication has been implemented. Thus, the Connection state 

REGISTERED_PENDING_AUTHENTICATION is skipped. The next step is to check for confirmation. 

First, the post socket handler checks if routing is already active. If it is, it implies that the confirmation step, 

if required, has already been performed for this connection, and there is no need to perform it again. If 

routing is not active, the post socket handler checks if confirmation is required at all. If it isn’t, or if routing 

is already active, then the Connection state can be set to REGISTERED_ROUTING_ACTIVE, and the 

RoutingActivation state is set to SUCCESS. 

If routing is not already active and confirmation is required, the Connection state is checked. If the state 

is REGISTERED_PENDING_CONFIRMATION, this means the confirmation procedure has already been 

initiated. Otherwise, the routing activation confirmation procedure is initiated and the Connection state is 

set to REGISTERED_PENDING_CONFIRMATION. In either case, the RoutingActivation state is advanced 

to the SUCCESS state. 

SUCCESS state 

In the SUCCESS state, the source address included in the routing activation request is associated with this 

connection and a routing activation response message is sent. This response indicates either that routing 

will be activated after the request has been confirmed from within the vehicle, or that routing is now 

activated. 

The first case is used if confirmation is needed and has not yet been performed for this connection. In 

this case, the external tool has to re-send the routing activation request periodically to check if the 

confirmation has been performed. The second case is used either if confirmation is not required, or 

confirmation is required and has been performed for this connection. 

Finally, the RoutingActivation state is reset to INACTIVE, preparing the RoutingActivation state 

machine for a new routing activation request. 

FAILURE state 

In the FAILURE state, the Connection state is set to FINALIZED (which will cause the associated socket to 

be closed), and a negative routing activation response is sent. The response code used in this response 

depends on the reason for routing activation failure. 

4.2.4 DoIPHandler 

The abstract class DoIPHandler handles the low-level DoIP message buffer construction and parsing. From 

this class, two concrete classes are derived: DoIPTcpHandler, for TCP sockets, and DoIPUdpHandler, for 

the UDP socket. 

The message buffer construction follows largely the same format: First, a buffer containing the payload 

data is constructed by calling the corresponding payload building method (there exist one such method for 

each type of payload). Then, a buffer containing the entire DoIP message, including the header, is 

constructed by calling the DoIP message building method. Finally, the message is sent over either TCP or 

UDP by calling the abstract sendDoIPPacket message. This method is overloaded in both the 

DoIPTcpHandler and the DoIPUdpHandler, since, in Java, sending data over a UDP socket differs slightly 

from sending data over a TCP socket. 

Handling received data is quite different between TCP and UDP. For UDP, it is quite simple: If any 

UDP packets have been received, calling the receive method on the UDP socket delivers one complete 

packet. This can then immediately be parsed and handled. 

For TCP sockets, the process is more complex. First of all, it is not packets that are read from a TCP 

socket but a byte stream. This means that unless we specify how many bytes we want to read from the 

socket, we will read all bytes available. This could be more or less than a complete DoIP message. 

To handle this, the reading of the TCP socket is implemented as follows: The TCP handler starts with 

checking if a complete DoIP message header has been received. A DoIP message header is always 8 bytes, 

so unless there are 8 bytes available, no data will be read from the socket. Once 8 bytes of data is available, 

the TCP handler will attempt to read these bytes until 8 bytes have been successfully read (it is not 
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guaranteed that all 8 bytes will be read in the first try, even if the socket indicates that there are 8 bytes 

available). We now have what is hopefully a complete DoIP message header. 

The next step is to validate this message header. This includes verifying that the synchronization pattern 

is correct, that the payload type is correct (different sets of DoIP messages are supported for UDP and 

TCP), that the message length (which is included in the header) is valid for the given payload type, and that 

there is enough memory available to receive the rest of the message. 

After the header has been validated, both the payload type and the payload size is known, since it was 

included in the header. This means that the rest of the DoIP message can be read much in the same way as 

the DoIP message header was read. Once the complete message has been read, the payload can be 

processed based on the payload type in the header. 

In case the validation of the DoIP header fails, there is a problem. The message should not be processed, 

but there might be other DoIP messages later in the byte stream that should be handled. However, it is 

likely that there are many bytes left in the TCP stream belonging to the current DoIP message. 

This problem is handled in two ways by the standard. In some cases, more specifically when the 

message header contains an incorrect synchronization pattern or has an invalid payload length, the socket 

shall simply be closed. In the other cases (invalid payload type or enough memory not available to handle 

the message), the standard is more forgiving. In this case, the amount of bytes specified in the DoIP 

message header shall still be read from the socket, but instead of handling them somehow, they are simply 

discarded. This way, even if there is a problem with a message, the connection can remain open and 

subsequent messages can be received and handled. 

4.2.5 Class interaction examples 

In order to provide a clearer image of how the classes described above interacts, a few class interaction 

diagrams follow below. 

Data transmission request 

The process for requesting a diagnostic message (such as a diagnostic service response) to be sent is 

depicted in Figure 4.5, and also described below. 

1. The client requests a data transmission by calling the request method of a DoIPController object. 

2. The DoIPController object looks up the DoIPConnection object associated with the target address 

given in the call to request. 

3. If a connection associated to the given source address is found, 

a. The DoIPController object calls request on the DoIPConnection object found. 

b. The DoIPConnection object builds a diagnostic message payload from the arguments 

given in the call to request. 

c. Next, the DoIPConnection builds a complete DoIP message from the resulting payload 

buffer. 

d. Finally, the complete DoIP message is sent on the TCP socket by calling sendDoIPPacket 

on the DoIPTcpHandler object. 

e. Once the DoIP message has been sent to the TCP socket, the DoIPConnection invokes 

confirm on the DoIPController object. 

f. The DoIPController in turn invokes the DoIP_confirm on the client. 

4. If a connection was not found for the given target address, DoIP_confirm is immediately called, 

indicating that the given target address is unknown. 

The client can be any code that wishes to transmit data to a remote node. In this example, it is assumed that 

the client issuing the data transmission request is a class that implements the DoIPServiceCallbacks 

interface and that has been previously registered as the upper layer client of the DoIP module. 
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Data reception indication 

When using sockets to communicate over TCP with a remote peer, the data received is typically abstracted 

into a stream of bytes. In other words, it is up to the user of the socket to know the size and format of the 

messages received, and handle the stream of bytes read from the socket accordingly. Another complication 

is that if reading n bytes of data from a TCP socket is attempted when less than n bytes are available, the 

read call typically blocks until n bytes are available. 

One common way of handling TCP connections is to use a separate thread for each socket. This way the 

main application is not blocked trying to read data from a socket which is not there. However, multiple 

threads introduce complexities regarding thread safety, which are either hard to verify to be correct or 

introduce a lot of blocking when synchronizing threads. Multi-threaded code is also harder to debug than 

single-threaded code. 

One way of handling multiple TCP connections in a single thread is to check how many bytes are 

available on the TCP stream, and only read the bytes when there is at least as many bytes available as we 

want to read. This is easily implemented when the size to read is known in advance. For DoIP, this is 

complicated by the fact that a DoIP message can be of almost arbitrary size (from 8 bytes when the 
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message contains no payload, up to around 4 GB, limited by the 4 byte payload size field in the DoIP 

header). 

With this in mind, the DoIP reception algorithm was implemented in two phases: 

1. Read DoIP header 

The DoIP header is of a known size (8 bytes). Thus, in this phase, we wait until we have 8 bytes 

available on the TCP socket before we read. Once we have read the header, the size of the payload 

can be extracted from it, giving us the amount of bytes to read in the next phase. 

2. Read DoIP payload 

Since the payload size was extracted in the first phase, we know the amount of data to read in this 

phase. Once the amount of bytes specified in the header are available, we read them and process 

the entire DoIP message, and then go back to wait for the next DoIP header. 

The algorithm is further complicated by the fact that the DoIP header and payload needs to be validated. In 

case the validation fails, the payload data either has to be discarded or the socket has to be closed. The first 

case occurs if the message received seems to be a DoIP message, but the DoIPTcpHandler isn’t able to 

process it (unrecognized DoIP payload type, not able to allocate enough memory to store the payload, etc). 

The second case occurs when a message not conforming to the standard is received (e.g. incorrect 

synchronization pattern, incorrect payload length for the given payload type, etc.). 

Thus, the entire algorithm that is used is depicted in Figure 4.6, and also described below: 

1. The client periodically calls update on the DoIPController object. The DoIPController will call 

update on each DoIPConnection object, and each DoIPConnection object which has been 

associated with a socket will call update on its DoIPTcpHandler object. 

2. The DoIPTcpHandler can be in one of three states: READ_HEADER, READ_PAYLOAD, or 

DISCARD_DATA. 

a. In the READ_HEADER state, the DoIPTcpHandler is waiting for a complete DoIP header 

(8 bytes) to be available for reading from the TCP socket. Once at least 8 bytes are 

available, 8 bytes are read and validated. The validation can have one of the following 

effects: 

i. If the DoIP header was successfully validated, the DoIPTcpHandler saves the 

payload size and changes state to READ_PAYLOAD. To be successfully 

validated, the header must have a valid DoIP synchronization pattern, a known 

payload type, not be too large to process (i.e. larger than some predefined 

maximum buffer size), have enough memory allocated to store the header and the 

payload and have a payload length that is consistent with the payload type. 

ii. If either the synchronization pattern validation or the payload length validation 

failed, the socket will be closed. 

iii. Otherwise, the DoIPTcpHandler saves the payload size given in the DoIP header 

and changes state to DISCARD_DATA. 

b. In the READ_PAYLOAD state, the DoIPTcpHandler checks how many bytes are 

available on the socket. If the amount of bytes available on the socket is less than the 

payload size extracted from the DoIP header, nothing more is done and the method 

returns. Otherwise, an amount of bytes equaling the payload size is read from the socket 

and then processed. Once the entire DoIP message has been processed, the 

DoIPTcpHandler state is reset to READ_HEADER in order to wait for a new DoIP 

message to process. 

In the case given above, the DoIP message received was a diagnostic message payload. 

This triggers the DoIPTcpHandler to call the indication method of its registered 

DoIPConnection object. This object will in turn call the indication method on its 

registered DoIPController object, which will call DoIP_indication of its registered 

DoIPServiceCallbacks object. 

c. In the DISCARD_DATA state, the DoIPTcpHandler simply waits until there are at least 

as many bytes available as was specified in the payload length field in the header. Then, 
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that many bytes are simply discarded from the socket, and the DoIPTcpHandler returns to 

the READ_DATA state. 

4.3 UDS module 

The UDS module implements the ISO14229 Uniform Diagnostic Services standard. This module issues 

one service primitive, called a request, to request data to be sent by a lower layer transport protocol. It also 

provides two service primitives to be used by lower layer transport protocols, one to indicate the result of a 

previous data transmission request (called a confirm), and one to indicate that new data has been received 

(called an indication). 

The ISO14229 standard is large, and it takes considerable time and effort to implement correctly. Since 

the subject of this thesis is not the ISO14229 standard, an existing implementation was used and adapted 

for the need of the application of this thesis. This is further described below. 

The UDS module was compiled as a shared library, with a Java interface implemented using the Java 

Native Interface. A callback interface was also implemented, to allow the UDS module to call back into the 
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client for functionality such as opening and writing to a file, needed for SWDL functionality to function 

correctly. 

The UDS module implementation includes both a server and a client part. In this thesis, only the server 

part is used. The server implementation is generic and handles generic error checking on received UDS 

messages, sending busy replies if a previous message is being processed, etc. The services themselves have 

to be implemented individually and registered with the server before they can be requested by an external 

node. 

In order to work on the Android platform, some adaptations of the services are needed. The biggest 

difference is in non-volatile memory handling during SWDL. Since the code running on an microcontroller 

is run directly on the hardware as opposed to running in an operating system, the code expects to have 

direct access to read and write specific memory addresses. The same is true for the ISO14229 standard; for 

instance, the EraseMemory service allows the client to specify the memory address and size to erase. 

On Android, however, the application is running on top of an operating system, which contains a file 

system. It is not possible to read or write to specific addresses in non-volatile memory. Instead, if data shall 

be written to non-volatile memory, a file has to be opened, and the data written to the opened file. 

The solution chosen to solve this was to map a memory start address and memory size to a certain file 

name, and the offset from this start address determines the offset in the file. For instance, memory address 

0x20000000 might denote a file called update.zip, while the memory address 0x2000000A indicates the 

tenth byte in this file. 

For the other services, the adaptations consist mainly of issuing callbacks back to the Java application to 

handle part of the service, instead of handling the service locally. For instance, the ECUReset service issues 

a callback to the application that checks if a new update file has been downloaded. If it has, the update 

process is initiated, otherwise the display is simply rebooted. 

The services implemented for this thesis, including the adaptations made for running UDS on Android, 

are listed below: 

 TesterPresent 

This service was needed in order for the tool to find the node at the start of a diagnostic session. 

No adaptations needed. 

 ReadDataByIdentifier 

This service was needed in order to identify the node at the start of a diagnostic session, after 

finding it using TesterPresent. 

 DiagnosticSessionControl 

This service was needed in order to change session modes, i.e. enter a diagnostic session or 

programming session. No adaptations needed. 

 RoutineControl 

This service was needed in order to run routines. No adaptations were needed for the generic 

service implementation. The following routines have been implemented: 

o EraseMemory 

Used to erase existing data from the device. For this routine, the memory start address and 

memory size to be erased is provided. This has been adapted for Android by using the 

memory start address as a file type indicator (i.e. a specific memory address corresponds 

to the update.zip file), and if the file type indicator is correct, the update.zip file is erased 

from memory. 

o CheckDownloadOfModule 

Used to verify that the previously downloaded module has been downloaded correctly. 

This routine has been adapted to initiate the Android update package verification progress. 

Thus, if this routine returns a positive result, it means that the Android system has verified 

that the entire update package has been downloaded correctly and contains the correct 

cryptographic signature, and thus can be used to update the system. 

o CheckProgrammingDependencies 

If the software consists of multiple parts (for instance, a code part and a data part), this 

routine can be used to check whether all parts are consistent. Since the update file for the 
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Android platform consists of a single file, there are no dependencies to check, but since 

the tool issues this request during the SWDL sequence, it has to be implemented. 

 RequestDownload 

This service is used to start a new download. As for the EraseMemory routine, the memory address 

is used as a file type indicator instead of an actual non-volatile memory address. If the memory 

address is correct, an update.zip file is created on the device and opened for writing. 

 TransferData 

This service is used to transfer data after a RequestDownload. The data received is appended to the 

file created and opened in the RequestDownload service. 

 RequestTransferExit 

This service is used to indicate that a data transfer is finished. The file opened in RequestDownload 

is closed. 

 ECUReset 

This service is used to indicate to the ECU that it shall reset itself. If an update package has 

successfully been downloaded to the device, this service starts the system update process using the 

Recovery API. Otherwise, the device is rebooted normally using the PowerManager. 

4.4 CanTp module 

The CanTp module implements the transport protocol specified in [21]. This module provides a service 

primitive to transmit diagnostic data over a CAN bus (called a request). It also issues two service primitives 

to an upper layer, one to indicate the result of a previously requested data transmission (called a confirm) 

and one to indicate that diagnostic data has been received on the CAN bus (called an indication). 

As with the UDS module above, instead of implementing the ISO15765 standard, an existing 

implementation was used and built as a shared library. The only modification of the implementation was 

the addition of raw CAN communication, i.e. sending and receiving of individual CAN frames, by utilizing 

the SocketCAN CAN drivers in the Linux kernel. 

4.5 Gateway 

As specified above, the UDS module issues requests to a single lower layer. Similarly, the DoIP module 

issues indications and confirms to a single upper layer. The same is true for the CanTp layer. In other 

words, it is not possible for the DoIP and CanTp modules to communicate directly with each other. 

To enable the UDS module to use multiple lower layers, as well as allow diagnostic data to flow 

between the DoIP module and the CanTp module, a gateway module was implemented. This module 

implements the logic needed to correctly route data between the UDS, DoIP and CanTp modules. 

The goal of the gateway implementation was not to handle every case, but rather to prove that it was 

possible to move the diagnostic port on the CAN bus to an Ethernet port available only to Android, and still 

be able to have diagnostic communication with other nodes on the CAN bus. Thus, incoming diagnostic 

messages on the CAN bus is not considered for routing to the UDS module. 

4.5.1 Messages indicated from DoIP module 

If the message’s target address is in the functional address range, we indicate the message to the UDS 

module and request the message to be sent by the CAN module using a source address in the tool range. If 

a mapping between a CAN tool address and the given DoIP source address already exists, we use this CAN 

tool address as source address. Otherwise, we add a mapping from an unused CAN tool source address to 

the DoIP source address in an address mapping table. 

If the message is received from DoIP with the node’s own DoIP address as the target address, we pass 

the message to the UDS module. 

If the message is received from DoIP with the CAN subnet target address in the high byte portion, we 

request the message to be transmitted by the CanTp module using a source address in the tool address 

range. This source address is chosen in the same way as for functionally addressed messages. 
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4.5.2 Messages indicated from CanTp module 

If the message is functionally addressed (as specified in section 2.3.1), the message is passed on both to the 

UDS module and the DoIP module. When passed on to the UDS module, the high byte of the source 

address is set as to indicate that the message originated from the CAN bus. 

If the target address type of the message is physical, the target address is compared to the node’s own 

CAN address. If it is, that means that the message was intended for this node, and the message is passed to 

the UDS module. Again, the high byte of the source address of the message is modified to indicate that the 

message originated from the CAN bus. 

If the target address differs from the node’s own address, the address mapping table is checked to see if 

a mapping from the CAN target address to a DoIP address exists. If it does, the message is passed to the 

DoIP module with the address found in the mapping table as the new target address. The message’s source 

address on CAN is kept in the low byte of the DoIP message’s source address, while the high byte of the 

DoIP source address is set to indicate that the message originated from the CAN network. 

4.5.3 Messages requested from UDS module 

Running a UDS client instance is not supported. Therefore, there is no support for functional message 

requests from the UDS module in the gateway. 

When a physical message is requested, the high byte of the target address is first checked to see if the 

message should be sent on the CAN bus. If it is, the message is passed on to the CanTp module. Otherwise, 

the message is passed to the DoIP module. 

4.6 Android system specifics 

In addition to the application design, there are some issues related specifically to the Android system that 

must be resolved in order to successfully use the DoIP application. 

4.6.1 Java Native Interface 

The parts of the application that were implemented specifically for this thesis, i.e. DoIP, gateway and 

application, was implemented in Java, while the UDS and CanTp modules was implemented in C. In order 

for interfacing Java code with C code, a framework called Java Native Interface (JNI) is used. In essence, it 

allows a user to write C code and compile it as a native library in a way that makes the library loadable and 

the functions within it callable from Java code. 

A typical Java class using JNI looks like the following code snippet: 

public class JniTest { 

   static { 

      System.loadLibrary("jniTest"); 

   } 

  

   private native void jniFunction(); 

  

   public static void main(String[] args) { 

      new JniTest().jniFunction(); 

   } 

} 

The static block ensures that the JNI library jniTest is loaded before the class JniTest is used. The native 

method declaration for jniFunction tells the Java compiler that there is a native method called jniFunction 

for this class. The main method tests the class by creating a JniTest object and then invoking the method 

jniFunction on it. 

The native code for the jniTest library could be implemented as follows. 

 

#include <jni.h> 

#include <stdio.h> 

 

JNIEXPORT void JNICALL Java_JniTest_jniFunction(JNIEnv *env, jobject thisObj) { 
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   printf("Hello World!\n"); 

} 

As can be seen, even though the native function is declared as taking no arguments, the native 

implementation takes two arguments of the types pointer to JNIEnv and jobject. The JNIEnv variable is 

basically a struct of function pointers, which can be used to access the Java environment in order to look up 

classes and methods, create new Java objects, and various other things. The jobject is basically just a 

reference to the object on which the method was invoked, similar to the this pointer in C++. 

As both the UDS and CanTp was written in C and relies on C function callbacks to be registered, and 

these callbacks were implemented as Java class methods in the gateway, the main difficulty in using JNI 

was figuring out how to make a callback from the native world to a method in a specific object in the Java 

world. This was accomplished by creating a JNI init function for each of the two modules. 

The init function for the UDS module takes a reference to a data transmission Java object and a 

reference to a UDS callback object. It then stores these objects in static variables, in order to re-use them 

later in the callbacks: 

static JNIEnv * g_env; 

static jobject g_nUsDataObject; 

static jobject g_serverApplicationCallbackObject; 

 

void Java_ServerApplication_init( 

        JNIEnv * env, 

        jobject this, 

        jobject nUsDataObject, 

        jobject serverApplicationCbkObject) 

{ 

    // Remember the Java environment 

    g_env = env; 

 

    // Remember the Java network data object 

    g_nUsDataObject = nUsDataObject; 

    // Must tell garbage collector that this is a global... 

    g_nUsDataObject = (*env)->NewGlobalRef(env, g_nUsDataObject); 

 

    // Remember the Java server application callback object 

    g_serverApplicationCallbackObject = serverApplicationCbkObject; 

    // Must tell garbage collector that this is a global... 

    g_serverApplicationCallbackObject = 

        (*env)->NewGlobalRef(env, g_serverApplicationCallbackObject); 

 

    ... 

} 

This way, when the UDS want to send a request, we can find all the necessary information that is needed to 

make a call to a method in the Java world: 

void request( ... ) 

{ 

    // Get the Java callback function 

    jclass cls = (*g_env)->GetObjectClass(g_env, g_nUsDataObject); 

    jmethodID mid = 

        (*g_env)->GetMethodID(g_env, cls, "N_USData_request", "(ISSIB[BS)V"); 

 

    if (mid == 0) 

    { 

        return; 

    } 

 

    // Copy C buffer to Java array 

    jbyteArray javaDataArray; 

    javaDataArray = (*g_env)->NewByteArray(g_env, length); 

    (*g_env)->SetByteArrayRegion(g_env, javaDataArray, 0, length, data); 

 

    // We don't need the C buffer anymore 

    ReleaseBuffer( &data ); 
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    // Now make the call into Java world 

    (*g_env)->CallVoidMethod( g_env, g_nUsDataObject, ... ); 

} 

4.6.2 Permissions 

The permissions needed by the DoIP application are: 

 ACCESS_NETWORK_STATE 

This permission is needed to determine the current network state, in order to correctly detect if 

DoIP should be started. 

 INTERNET 

This permission is needed to open network sockets. 

 REBOOT 

This permission is needed to be able to reboot the device. More specifically, it is required in order 

to use the Recovery API to install the new Android package. 

 RECEIVE_BOOT_COMPLETED 

This permission is needed to receive the ACTION_BOOT_COMPLETED broadcast at startup. This 

is needed in order to automatically start the DoIP application at start-up. 

 ACCESS_CACHE_FILESYSTEM 

This permission is needed to write the update package to the cache during SWDL. 

4.6.3 Application signature 

The permission REBOOT is only available to system applications. In order for the application to pass as a 

system application, it must be signed using the platform certificate corresponding to the Android system on 

which it is to be run. In other words, signing the application with one Android device manufacturer’s 

platform certificate only enables the system application permission for that manufacturer’s devices. 

4.7 Summary 

In summary, we have implemented a Java library for automotive diagnostic communication using DoIP. 

The DoIP library is modular, as is shown by the fact that it has successfully been integrated with pre-

existing libraries for UDS and CanTp. We have also implemented gateway functionality, to allow 

diagnostic communication with the entire internal vehicle network using the Android device’s Ethernet 

port. 

4.8 Limitations 

The main limitation of our implementation is the lack of authentication support in the routing activation 

step. This is mainly due to the fact that the standard itself leaves this part up to each vehicle manufacturer. 

However, without an existing vehicle manufacturer’s authentication implementation to verify this step 

against, it was not possible to design a proper solution. 

Another limitation of our implementation is the gateway solution chosen for this thesis. While it proves 

that it is possible to gateway diagnostic communication to the internal vehicle network, it is not certain that 

the chosen solution fulfills each vehicle manufacturer’s requirements. For instance, it is possible that some 

vehicle manufacturers rely on specific ECU node addresses. In this case, our solution would not work. 
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Chapter 5 

Evaluation 

5.1 Theoretical performance 

Before the results from the tests performed are shown, the theoretical performance is evaluated using the 

equations from section 2.4. The numbers that will be used are the same as for the tests below: The 

bandwidth of the CAN bus is 500 kb/s, the bandwidth for Ethernet is 100 Mb/s and the software package to 

transfer is exactly 71335785 bytes large. It is also assumed that the standard header sizes for TCP segments 

and IP packets, i.e. 20 bytes each, are used. 

5.1.1 SWDL over CAN 

When using UDS on CAN, the maximum size of a UDS request is limited to 4095 bytes by the CAN 

transport protocol. Combining this with the equations in section 2.4, we get the following result: 

 
𝑇𝑇𝑟𝑎𝑛𝑠𝑚𝑖𝑠𝑠𝑖𝑜𝑛 = 2557,707 + 𝑇𝐷𝑒𝑙𝑎𝑦 ( 5.1 ) 

where 

 
𝑇𝐷𝑒𝑙𝑎𝑦 = 𝑇𝑅𝑒𝑞𝐷𝐿𝐷𝑒𝑙𝑎𝑦 + 𝑇𝑅𝑒𝑞𝐷𝐿𝑅𝑒𝑠𝑝𝑜𝑛𝑠𝑒𝐷𝑒𝑙𝑎𝑦

+ 17429(𝑇𝑇𝐷𝐷𝑒𝑙𝑎𝑦 + 𝑇𝑇𝐷𝑅𝑒𝑠𝑝𝑜𝑛𝑠𝑒𝐷𝑒𝑙𝑎𝑦)

+ 𝑇𝑇𝐸𝐷𝑒𝑙𝑎𝑦 + 𝑇𝑇𝐸𝑅𝑒𝑠𝑝𝑜𝑛𝑠𝑒𝐷𝑒𝑙𝑎𝑦 
( 5.2 ) 

Thus, transmitting all the data will take 2557,707 seconds, or around 42,5 minutes. In addition to this, there 

is an unknown delay introduced by the transport and application layer. These delays could be known 

factors that has been ignored in the calculations above, such as the extra overhead introduced by the 

FlowControl messages from the receiver to the sender, known factors that are difficult to calculate, such as 

delays introduced when writing data to non-volatile memory, or unknown factors that are impossible to 

properly estimate, such as re-transmissions due to missed frames, etc. 

5.1.2 SWDL over Ethernet 

Since the size of the payload size field in the DoIP header is 4 bytes, the maximum size of a UDS message 

when using DoIP is 4 GB. The transmission time and the number of TransferData requests needed was 

calculated, starting from 4 kB (the maximum payload size over CAN) and then doubling the size at each 

step up to 128 MB (since this resulted in 1 TransferData request, there was no point to go any higher). As 

for CAN, these maximum payload sizes were combined with the assumptions in section 5.1 and the 

equations in section 2.4, yielding the results shown in Table 5.1. 
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𝑳𝑹𝒆𝒒𝒖𝒆𝒔𝒕𝑺𝒊𝒛𝒆𝑴𝒂𝒙 𝑻𝑻𝒓𝒂𝒏𝒔𝒎𝒊𝒔𝒔𝒊𝒐𝒏 𝑵𝑻𝒓𝒂𝒏𝒔𝒇𝒆𝒓𝑫𝒂𝒕𝒂 

4 kB 5.725 (s) 17425 

8 kB 5.716 (s) 8711 

16 kB 5.711 (s) 4355 

32 kB 5.699 (s) 2178 

64 kB 5.690 (s) 1089 

128 kB 5.690 (s) 545 

256 kB 5.689 (s) 273 

512 kB 5.689 (s) 137 

1 MB 5.689 (s) 69 

2 MB 5.689 (s) 35 

4 MB 5.689 (s) 18 

8 MB 5.689 (s) 9 

16 MB 5.689 (s) 5 

32 MB 5.689 (s) 3 

64 MB 5.689 (s) 2 

128 MB 5.689 (s) 1 

Table 5.1 Relation between buffer size, transmission times and number of TransferData requests 

5.1.3 Conclusion 

As can be seen from the calculations in section 5.1.1 and 5.1.2, by changing from a 500 kb/s CAN bus to a 

100 Mb/s Ethernet bus, the performance increases with a factor of around 450, even if buffer size remains 

the same. This is due both to the increased bandwidth, which is increased by a factor of around 200, but 

also due to the decreased overhead for each message sent: A CAN frame has 50 % overhead per frame sent 

(a total of 16 bytes are sent for a frame consisting of 8 bytes of data), compared to an overhead of around 

4.3 % for a complete TCP segment sent over Ethernet (a total of 1526 bytes sent containing 1460 bytes of 

payload data). 

The other side of the coin is that due to the small overhead of Ethernet, increasing the maximum 

payload size does almost nothing regarding transmission performance. However, we can see that the 

number of TransferData requests needed drops rapidly when the maximum payload size is increased. Thus, 

if there is any significant delay incurred for each UDS message sent, increasing the maximum allowed 

buffer size should still have a significant impact on performance. 

5.2 Maximum payload size 

The first test that was performed was to limit the maximum payload size in order to see if this affected the 

performance. The smallest buffer size used was the maximum payload size for UDS over CAN, 4 kB, and 

this was selected in order to be able to compare the result to the theoretical SWDL time for using UDS over 

CAN as calculated in section 5.1.1. The plan was then to double the maximum payload size up to the upper 

limit for UDS over DoIP, 8 GB. However, when a maximum buffer size of 8 MB was reached, it was 

concluded that the performance increase gained by increasing the buffer size further was so small that 

further testing was unnecessary. 

The test was performed by starting a SWDL sequence, and measuring the time from the initial 

RequestDownload message from the external test tool, until the server’s response to the final 

RequestTransferExit message. The time was measured by logging the data transmissions using Wireshark 

on the same computer that was running the external test tool. The test was done 5 times for each tested 

buffer size. The data package that was downloaded was exactly 71335785 bytes large. During this test, the 

external diagnostic tool was connected directly to the Android device using an Ethernet cable as depicted in 

Figure 5.1. 
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Figure 5.1 Maximum payload size test setup 

Also worth noting is that Nagle’s algorithm [29] was disabled for this test. Nagle’s algorithm is an 

algorithm to reduce congestion on the network. Basically, it works by delaying the sending of small TCP 

messages, in order to be able to group several TCP messages together in a single TCP segment, thereby 

minimizing the overhead of packet headers. The effect of Nagle’s algorithm will be further investigated in 

section 5.3. 

The result of this test is listed in Table 5.2. A graphical depiction of the results can be seen in Figure 

5.2, and a zoom in on buffer sizes between 256 kB and 8 MB can be seen in Figure 5.3. 

 

Payload size Test 1 Test 2 Test 3 Test 4 Test 5 Average time 

4 kB 714.132 (s) 714.361 (s) 715.673 (s) 735.444 (s) 714.663 (s) 718.855 (s) 
8 kB 358.380 (s) 358.619 (s) 365.235 (s) 365.600 (s) 357.800 (s) 361.127 (s) 
16 kB 178.579 (s) 178.246 (s) 178.560 (s) 178.500 (s) 179.779 (s) 178.733 (s) 
32 kB 89.281 (s) 92.558 (s) 89.393 (s) 89.060 (s) 92.357 (s) 90.530 (s) 
64 kB 45.110 (s) 47.529 (s) 46.290 (s) 45.239 (s) 45.218 (s) 45.877 (s) 
128 kB 23.990 (s) 23.497 (s) 22.970 (s) 23.358 (s) 25.644 (s) 23.892 (s) 
256 kB 17.869 (s) 17.248 (s) 20.239 (s) 17.797 (s) 17.189 (s) 18.069 (s) 
512 kB 18.36184 (s) 17.559 (s) 16.978 (s) 19.653 (s) 17.799 (s) 18.070 (s) 
1 MB 15.03879 (s) 15.258 (s) 17.529 (s) 15.580 (s) 14.649 (s) 15.611 (s) 
2 MB 13.98909 (s) 14.018 (s) 14.809 (s) 15.041 (s) 13.760 (s) 14.323 (s) 
4 MB 12.76094 (s) 12.977 (s) 12.760 (s) 13.600 (s) 12.800 (s) 12.979 (s) 
8 MB 13.19524 (s) 12.706 (s) 11.949 (s) 11.880 (s) 13.040 (s) 12.554 (s) 

Table 5.2 SWDL times 
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Figure 5.2 SWDL times for various maximum buffer sizes (4 kB – 8 MB) 

 

Figure 5.3 SWDL time for various maximum buffer sizes (256 kB - 8 MB) 

Comparing the theoretical analysis of transmission times listed in table 5.1 with the result from the practical 

test listed in table 5.2, it is clear that there is a large discrepancy. This comes, of course, from the delays 

introduced in the data transmissions, due to collisions, control data sent from the receiver to the sender, 

etc., as well as the processing in the DoIP and UDS layer. In other words, we can use this discrepancy to 

estimate the delay introduced in each UDS request by the following formula: 
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𝑇𝐷𝑒𝑙𝑎𝑦𝑃𝑒𝑟𝑅𝑒𝑞𝑢𝑒𝑠𝑡 ≈
𝑇𝑆𝑊𝐷𝐿 − 𝑇𝑇𝑟𝑎𝑛𝑠𝑚𝑖𝑠𝑠𝑖𝑜𝑛

𝑁𝑇𝑟𝑎𝑛𝑠𝑓𝑒𝑟𝐷𝑎𝑡𝑎
 ( 5.3 ) 

Substituting the measured values values into Eq. ( 5.3 ) for each buffer size, we get the result listed in table 

5.3. 

 

Payload size 𝑻𝑺𝑾𝑫𝑳 𝑻𝑻𝒓𝒂𝒏𝒔𝒎𝒊𝒔𝒔𝒊𝒐𝒏 𝑵𝑻𝒓𝒂𝒏𝒔𝒇𝒆𝒓𝑫𝒂𝒕𝒂 𝑻𝑫𝒆𝒍𝒂𝒚𝑷𝒆𝒓𝑹𝒆𝒒𝒖𝒆𝒔𝒕 

4 kB 718.855 (s) 5.725 (s) 17425 0.041 (s) 
8 kB 361.127 (s) 5.716 (s) 8711 0.041 (s) 
16 kB 178.733 (s) 5.711 (s) 4355 0.040 (s) 
32 kB 90.530 (s) 5.699 (s) 2178 0.039 (s) 
64 kB 45.878 (s) 5.690 (s) 1089 0.037 (s) 
128 kB 23.892 (s) 5.690 (s) 545 0.033 (s) 
256 kB 18.069 (s) 5.689 (s) 273 0.045 (s) 
512 kB 18.070 (s) 5.689 (s) 137 0.090 (s) 
1 MB 15.611 (s) 5.689 (s) 69 0.144 (s) 
2 MB 14.323 (s) 5.689 (s) 35 0.247 (s) 
4 MB 12.979 (s) 5.689 (s) 18 0.405 (s) 
8 MB 12.554 (s) 5.689 (s) 9 0.763 (s) 

Table 5.3 𝑇𝐷𝑒𝑙𝑎𝑦𝑃𝑒𝑟𝑅𝑒𝑞𝑢𝑒𝑠𝑡  in relation to buffer size 

As can be seen in Table 5.3, the value of 𝑇𝐷𝑒𝑙𝑎𝑦𝑃𝑒𝑟𝑅𝑒𝑞𝑢𝑒𝑠𝑡 first decreases as the maximum request size 

increases, but as the maximum request size reaches 256 kB, the value of  𝑇𝐷𝑒𝑙𝑎𝑦𝑃𝑒𝑟𝑅𝑒𝑞𝑢𝑒𝑠𝑡 starts to increase 

again. This is likely due to the increased demand on the Java memory management; as the maximum 

request size increases, the garbage collector would have to be run more often to free enough space to be 

able to allocate new buffers that are large enough to handle the received data. 

5.3 Nagle’s algorithm 

This experiment was performed by enabling Nagle’s algorithm on the TCP sockets in the DoIP module, 

and then perform the same test as above for maximum buffer sizes between 128 kB and 8 MB. At a 

maximum buffer size of 128 kB, it was evident that enabling Nagle’s algorithm has such an adverse effect 

on the performance, that testing it for smaller buffer sizes would be a waste of time. The result can be seen 

in Figure 5.4. 
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Figure 5.4 SWDL time with Nagle's algorithm enabled/disabled 

As can be seen, enabling Nagle’s algorithm decreases the performance significantly for all but the largest 

buffer sizes. Also, the performance impact seems to be strongly correlated to the maximum payload size. 

This is not surprising, since there will be a delay introduced for TCP packets with a size less than the 

maximum TCP segment size. As the maximum buffer size is decreased, the number of “partial” TCP 

segments will increase, thus reducing the performance. 

5.4 Scalability 

Another aspect that was investigated was that of scalability. For instance, there could be multiple devices in 

the same vehicle that should be updated simultaneously, or devices in multiple vehicles could be connected 

to the same network and be updated simultaneously. 

For this test, one PC running the external diagnostic tool and three Android devices was connected to a 

router to create a small network, as depicted in Figure 5.5. The SWDL sequence was then started for all 

three devices simultaneously. The buffer size used was 1 MB, and Nagle’s algorithm was disabled. The 

result can be seen in table 5.4. 

 
Figure 5.5 Scalability test setup 
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 Device 1 Device 2 Device 3 Average 

Test 1 20.860 (s) 21.421 (s) 20.961 (s) 21.081 (s) 
Test 2 19.283 (s) 20.132 (s) 19.692 (s) 19.702 (s) 
Test 3 20.042 (s) 20.920 (s) 19.981 (s) 20.314 (s) 
Test 4 21.392 (s) 21.113 (s) 21.242 (s) 21.249 (s) 
Test 5 20.426 (s) 21.060 (s) 20.454 (s) 20.647 (s) 

Table 5.4 Simultaneous SWDL time (Nagle’s algorithm disabled) 

As any decrease in performance is likely to be caused by increased network congestion, the same test was 

also performed with Nagle’s algorithm enabled. The result is shown in table 5.5. 

 

 Device 1 Device 2 Device 3 Average 

Test 1 32.144 (s) 32.776 (s) 32.589 (s) 32.503 (s) 
Test 2 31.699 (s) 30.613 (s) 31.421 (s) 31.244 (s) 
Test 3 30.875 (s) 31.155 (s) 36.416 (s) 32.815 (s) 
Test 4 32.013 (s) 32.564 (s) 32.227 (s) 32.268 (s) 
Test 5 30.531 (s) 30.204 (s) 31.688 (s) 30.808 (s) 

Table 5.5 Simultaneous SWDL time (Nagle’s algorithm enabled) 

When going from updating one display to updating three displays simultaneously the SWDL time increase 

with around 33 %. This indicates that there is added congestion on the network. As more displays are added 

to the network, this congestion, and thus the SWDL time, is likely to increase. 

However, since all three displays are updated simultaneously, the total SWDL time of three displays 

drops with around 55 %, compared to the time it would take to update them sequentially. Thus, one can 

argue that the SWDL time per display has also decreased with around 55 %. As more displays are added to 

the network, the SWDL time per display is likely to decrease even further. However, updating three 

displays simultaneously did not mean that the SWDL time per display was cut in third. This means that 

there is some penalty incurred, i.e. network congestion. 

All in all, it is likely that adding more displays will increase the efficiency up to a point. At some point, 

however, the congestion on the network is likely to be large enough that there is no added benefit from 

simultaneous SWDL. 

5.5 SWDL over Wi-Fi 

Connecting to the device via Ethernet (either directly or through a network) is not the only way. Sometimes 

a user might want to connect to the device partially over a Wi-Fi link. Depending on how many other Wi-Fi 

networks that exists in the area, which channels they use and how heavily utilized they are, they might 

affect the performance of a diagnostic session even if the diagnostic session is done on a private Wi-Fi 

network. 

For this experiment, one computer was used to run the DoIP client. It was connected via Wi-Fi to a 

small network, consisting of an Android device running the DoIP server connected to a router using an 

Ethernet cable. For this experiment, the DoIP server was using a maximum buffer size of 1 MB, and 

Nagle’s algorithm was disabled. 

Next to this computer, another computer was placed. This computer was connected to another Wi-Fi 

network, running on Wifi channel 6. Before each SWDL sequence was started, multiple file downloads was 

initiated on the computer connected to the other network in order to create wireless interference. This setup 

is shown in Figure 5.6. 
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Figure 5.6 SWDL over Wi-Fi test setup 

The Wi-Fi channels in use, and their relative signal strength, can be seen in Figure 5.7. 

 
Figure 5.7 Wifi networks at test station 

The result can be seen in Figure 5.8. It is clear that the worst average performance was achieved when the 

diagnostic Wi-Fi is using channel 6, the same channel as a highly utilized Wi-Fi network. More 

surprisingly, the adjacent channels (channel 5 and 7) don’t seem to be affected at all, and is in fact among 

the channels with the best performance. Also, it is clear that running over Wi-Fi is inferior to running 

completely over Ethernet. 
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Figure 5.8 SWDL time for each Wi-Fi channel 

It is clear that connecting to the device over Wi-Fi decreases the performance compared to connecting over 

Ethernet. This can only partially be explained by the decreased bandwidth (normally 54 Mb/s compared to 

100 Mb/s for Ethernet). Wi-Fi channel utilization probably has a bigger impact, as can be seen by the 

decreased performance when running the diagnostic network Wi-Fi on the same channel has another highly 

utilized Wi-Fi network. 

Drawing any other conclusion is difficult, however. Since the test was performed in a multi-office 

complex, there were many other Wi-Fi networks visible, and knowing the utilization of these networks 

during the tests is impossible. For instance, for channel 1 the results were mostly the same as for the 

adjacent channels. However, one SWDL sequence took almost three times as long as normal, even worse 

than the results achieved when running the SWDL sequence over the highly utilized Wi-Fi channel 6. 
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Chapter 6 

Conclusion 

As has been shown by this thesis, using modern automotive standards for diagnostic communication for 

updating devices not designed specifically for the automotive domain is certainly possible. The standards 

used for diagnostic communication have been designed for embedded systems where low-level hardware 

access, such as writing directly to specific memory addresses, is available. In Android, or any other 

operating system, this is usually not possible. Instead, the non-volatile memory is abstracted behind a file 

system. By interpreting the memory addresses given in UDS requests such as RequestDownload as data 

type identifiers instead of actual memory addresses, it was possible to circumvent this restriction. 

It has also been shown that the same type of device containing both an IP-capable interface and a CAN 

interface can function not only as a regular DoIP node, but also as a DoIP/CAN gateway giving access to 

the rest of the vehicle network. In other words, it is possible to use such a device as a bridge solution, in 

cases where the increased performance of Ethernet is needed for some ECUs of the vehicle, but it is not 

possible or desired to add Ethernet capabilities to all of them. 

6.1 Future work 

As was stated in section 1.5, the security related aspects of DoIP was not included in the scope of this 

thesis. Investigating possible threats and solutions would be a natural next step. For instance, are there any 

existing ISO standards available to use in the DoIP authentication step? Any de-facto standards? 

Another research area enabled by DoIP is remote diagnostics and SWDL. If the vehicle is always 

connected, how can this be used to help the owner to increase the uptime (i.e. the time that the vehicle is 

useable instead of being in or transported to a repair shop)? Do we even want the vehicle to always be 

connected? And how could we enable the service technician to find the vehicle to connect to on the 

Internet? Finally, connecting the vehicle to the Internet increases the need for security even more. 
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