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Abstract 

 

In this thesis an overlook of the software process for a car has been made. Two design choices have 

been proposed to enhance the scalability and improve the time it takes to build a software 

application. In these design choices, Jenkins has been used as a tool to make the implementations 

possible and to distribute work over different computers. Measurements show that distributing the 

workload on multiple computers would improve the utilization and reduce the time for building 

software.  
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1 Introduction 
 

This chapter will explain why this particular subject was chosen as well as the questions that 

this thesis will try to solve. This chapter will also touch on the limitations of this work. 

1.1 Motivation 

 

The car industry today is widely using software in cars and in the developing phase of a new 

car. This increase of the use of software makes it more challenging and complex to develop 

and produce a new car. The use of software is predicted to continue to grow and is using 

around 70-100 electronic control units (ECU) for a premium car. As an example, todays 

premium cars are using 100 million lines of software code while in 1981 the car company 

GM only used 50 thousands lines of code. This gives an indication of where the car industry 

is heading. As a comparison with other industries, just to point out the necessity of an 

efficient software process for the car industry, a Boeing Dreamliner, which most people 

would say is heavily advanced, uses around 6.5 million of lines of software code, which is 

less than 1/10 of what a premium car uses. 

Volvo, as a premium car maker, is no exception from following the trend of using 

more software in the cars. In Volvo’s case they have gone from buying software out-house to 

developing more software within the company. This increases the requirement to have an 

efficient software developing phase to maintain Volvos competitiveness in the car industry. 

One part in the software developing phase is to generate the code as a short loop project 

(SLP) which is being used to test the car. The generation of SLP is affecting the lead times for 

Volvo. Reducing the generation time of an SLP will improve production lead time at Volvo 

powertrain. 

The generation process (figure 1) is using software from different suppliers such as 

Bosch and Denso as well as software from in-house. This approach with using software from 

different suppliers is a very common way to build the complete software for today’s car 

industry.

 
Figure 1. The build process at Volvo 
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1.2 Purpose 

 

This is a bachelor thesis that has been written with the purpose to evaluate and, where 

possible, implement a solution to reduce the time it takes to generate new software at Volvo 

powertrain.  

 

1.3 Problem Formulation 

 

How could the build generation process for the automotive industry be improved with the use 

of Jenkins when distributing workload, regarding the time it takes to build software?   

 

1.4 Limitations 

 

 Due to the limited time for this thesis, it is only examined how the software is 

currently being built at Volvo powertrain, which also is where all implementations 

have been made. 

 

 This thesis will only look at the possible use of a distributed system and parallel 

execution as improvements when building software for the cars. 

 

1.5 System requirements 

 

 The system distributes workload to specific machines. 

 

 The systems save all logs even from failure. 

 

 The system tolerates system failure from a node. 
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2 Theory 

 

This chapter will highlight the importance and use of parallel processing from a general 

perspective as well as how it is used in Matlab. Furthermore it is described how the program 

Jenkins can be used as a tool for continuous integration, as well as distributing workload over 

multiple computers.  

 

2.1 Parallel and Distributed computing 

 

Parallel computing is a form of computation in which one task is divided into smaller tasks 

which are simultaneously executed on multiple cores or processors, in order to improve the  

execution time [7].   

 Distributed computing on the other hand is a more specific technique of parallel 

computing where multiple computers collaborates on a single task [18]. 

 

2.1.1 Background of parallel computing 

The main motivation behind parallel computing is to solve a problem faster or to solve larger 

problems.  

In the past we have relied on the increase in transistor speed to double the 

performance each 18 months, but we have hit a power limit where the chips’ can dissipate all 

the power. In predictions from the 2005 International Technology Roadmap for 

Semiconductors the clock frequency of the transistors in 2008 would be 10GHz and in 2010 

it would exceed 15GHz [6] but we know now that this is not the case. We can see the 

difference between the predictions in 2005 and 2007 in figure 2. After hitting a wall with 

increasing the clock frequency the focus shifted towards parallelism, having multiple cores 

on a single chip. This shift has however lead to a number of new problems. 

One of the biggest problems with today’s parallel architectures is that all that power cannot 

be utilized to its’ fullest extent. Estimates show that only about 10% or less [1] of the total 

power is used. 

This can be partially attributed to the fact that it’s difficult to write applications that 

fully utilize the parallelism that is available. Some languages do not support parallelism. This 

can, however, be somewhat recovered using parallelizing compilers. Another factor is that the 

house holding is required to keep track of the different processes and making sure that we 

keep the integrity of the data can be more taxing than just doing all the work serial. Some 

processing cannot be done parallel at all to insure integrity. 
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2.1.2 Distributed computing 

As described above, moving toward parallel computation is necessary to take advantage of 

the new hardware and is a must to utilize the computation power that exists for today’s 

multicore processors. However, since there is a practical and physical limit in how much 

computing power could possibly exist with one machine, multiple machines could be used 

instead as a way to improve the computing power. This way of distributing a problem over 

multiple machines where parallel computation is possible, is known as distributed computing 

[18].  

To make distributed computing possible there has to be a system that distributes and 

organizes how the workload, scheduling etc. should be handled to the multiple machines. In a 

distributed system communication is done by passing messages over a network among the 

system components [18]. The location of the computers in the system is irrelevant as long as 

the computers have the possibility to communicate with each other.  

    

2.2 Parallel Architectures 

 

2.2.1 Flynn’s taxonomy 

In 1996 Flynn proposed a classification of computer architectures which is today still used 

[20]. Flynn proposed three different architectures: SISD (single instruction stream, single 

data stream), SIMD (single instruction stream, multiple data stream) and MIMD (multiple 

instruction stream, multiple data stream). SIMD and MIMD are the two architectures that are 

most spread in today’s parallel computer [21].  Figure 3 illustrates SIMD and MIMD.  

 

 

Figure 2:  Projections of microprocessor clock speed from the 2005 and 2007 International 

Technology Roadmap for Semiconductors. [6] 
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Figure 3: Illustration of SIMD to the left and MIMD to the right [7] 

 

In SIMD all processing elements (PE) are connected to a global control unit where each PE 

executes the same instruction at the same moment. While in MIMD, each PE can execute an 

instruction independently or as a team.    

 The interconnection network between the PE:s, as well with other major components 

such as the memory, is an area where numerous proposals have been made [21]. For example, 

the communication between multiple PE:s could be done with a single bus or a more complex 

communication such as a cube or a system where each PE has a connection to each other. The 

design for the interconnection network depends mainly on two things: the cost and the total 

bandwidth.    

 In order to handle the memory each PE could use a shared memory or a distributed 

memory system [21]. When using the shared memory the interconnection network is directly 

connected to the memory and is being shared among the PE:s.  

 

2.3 Performance model of parallel computing 

As already mentioned, the reason behind executing a program or an algorithm in parallel is to 

gain scalability and performance improvements. In order to evaluate and estimate the 

performance improvements several models have been proposed. In this chapter some of them 

will be considered.   

 

2.3.1 Speedup 

In order to measure the speedup improvement, a speed factor (𝑆𝑛) could be used in order to 

evaluate how the execution time has changed [19]. The speedup factor is derived from the 

quotation of execution time from an algorithm which is executing in serial (𝑇1 ) and the 

execution time from the same algorithm executed in parallel (𝑇𝑛) where N is the number of 

processors:  

 

 𝑆𝑛 =
𝑇1 

𝑇𝑛
  

 

The theoretical maximum speedup improvement would be N since the computation power is 

N times as big. However in some cases improvements could be greater than N due to having 

hardware features that benefit parallel execution more, such as having multiple caches when 

executing in parallel. This phenomenon is called superlinear speedup. In practice however it 

is most likely to achieve a lower speedup then N due to the extra overhead that is associated 
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with parallel computing [7].  

 To gain a fair measurement, 𝑇1 and 𝑇𝑛 should be executed with the best sequential 

respectively parallel algorithm that exists.  

 

2.3.2 Efficiency 

Adding 10 more processors to a system that execute an algorithm in parallel will most likely 

decrease the time it takes to execute the algorithm. However, to measure how well spent the 

extra processers were, an algorithm to measure the efficiency (E) could be used [19]:  

 

       𝐸𝑛 =  
𝑇1 

𝑁𝑇𝑛 
=  

𝑆𝑛

𝑁
   

 

The equation is derived from the speedup divided by the number of processors (𝑁). The 

theoretical best efficiency would be one. 

 

2.3.3 Amdahl’s Law   

In the process of executing a program in parallel, most likely only certain parts of the 

program could be executed in parallel. To model the best predicted improvement when using 

parallel computing, Gene Amdahl [23] proposed an equation which is known today as 

Amdahl’s Law. Amdahl’s law models the relationship between the parallel sequence and the 

serial sequence which is given by the following equation: 

 

𝑆 =
𝑇𝑆

𝑓∗𝑇𝑆 + (1−𝑓) ∗ 
𝑇𝑆
𝑁

=  
1

𝑓+
(1−𝑓)

𝑁

    

 

Where 𝑁 is the number of processors, 𝑓 ∈ [0,1] is the ratio of the program that has to be 

executed sequentially. Given this equation a program could never run faster than the time it 

takes for the sequential part to execute when 𝑁 →  ∞ which would lead to S = 1/f.  

The knowledge about the limitation of massive parallel computing has led to 

skepticism according to Johan L. Gustafson [24], where the improvement would be very little 

if part of the code is executed in serial. As an example, if there was a program where 80% of 

the code could run in parallel and 1000 cores were available, the improvement would be 

around 4.98 times better, with 500 cores instead the improvement would be around 4.96 times 

better. This example shows an improvement of 0.02 when doubling the number of cores, 

which hardly can be motivated.  

2.4 Matlab 

2.4.1 Background 

Matlab was grounded 1984 by the company MathWorks. Matlab today is a widely used 

programming environment that is used by over one million users, and at over 3500 

universities around the world [2]. Matlab is considered to be a high-level technical computing 

language which is used to solve problems in different areas, such as signal and image 

processing, communications, control design, financial modeling and much more [2]. 

Simulink is a companion product which provides a graphical programming interface tool for 

modeling and simulating multi domain dynamic systems. Simulink has a tight integration 

with Matlab which enables to import Matlab algorithms into Simulink models as well as 
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export simulation results to Matlab where it, for example, could be analyzed [3]. 

Matlab and Simulink and their add-on products are used in a variety of industries like 

automotive, electronics, telecommunication and finance. 

 

2.4.2 Parallel Computing Toolbox 

In 2004 MathWorks started to support parallel computing with a new toolbox called 

Distributed Computing Toolbox which later was renamed Parallel Computing Toolbox (PCT) 

[2].  The reason behind this progress towards taking advantage of parallel computing was an 

increase of complex problems that exceeded the capabilities of just running on one core, and 

thereby increasing the demand for parallel computing. PCT is still today used as a tool to 

support parallel computing.   

To take advantage of parallel computing, PCT supports multicore processors, GPUs 

and computer clusters to increase the computational power. The key functionality of PCT is 

summarized below [13]:  

 Parallel for-loops that enables to run algorithms in parallel on multicore. 

 

 Execute parallel applications interactively or in a batch job. 

 

 Distributed arrays to handle large data sets and data-parallel algorithms. 

 

 Single program multiple data to handle data sets and data-parallel algorithms. 

 

 Being able to execute on a CUDA-enabled GPU.    

 

To be able to execute an algorithm on a multicore processor, a thread called ‘worker’ 

in Matlab is taken from a pool where each worker can execute a task in parallel. In order to 

decide what number of workers should be available for parallel execution, you must consider 

the hardware specifications on the computer. As standard value each worker gets assigned to 

a physical core. However, since, for example, hyperthreading (intel.com) exists there is a 

possibility to have more than one worker on a physical core.  

In the past, the exact number of supporting workers within PCT has varied during the 

years, where the number of workers has gone from a limit of 4 workers in the first version of 

PCT to unlimited with latest version of Matlab (2014a) [22].  

2.4.3 Distributed Server 

The parallel computing toolbox can be further extended using Matlabs distributed server 

which lets you run jobs on multiple machines in computer clusters, clouds and grids. This 

option opens up the possibility to scale up the computation from the local multicore 

processor. To handle the scheduling, there is a built in scheduler but it is also possible to 

implement your own scheduler if needed. [14] 
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2.5 Jenkins 

This chapter will give a short background to Jenkins as well to one addon that could been 

used as an extension to Jenkins. 

 

2.5.1 Jenkins background 

Jenkins is an open-source build server that is based on Java, with the main purpose to support 

continuous integration (CI) [8]. Jenkins has currently 1009 different plugins that could be 

used as an extension. The creator of Jenkins is Kohsuke Kawaguchi who also is the lead 

developer.   

 To manage the Jenkins server there is a web interface where the build process can be 

set up. Jenkins could also be managed from a remote access API or a command line interface 

[15] [16].  

To configure a new software project, Jenkins provides something called a job [17]. 

Within this job it is possible to handle and configure functionality such as executing batch 

command script, dedicating a specific machine to a job, enable email notifications and much 

more. The order of these different functionalities that exist inside the job could be seen as a 

sequence of actions where each action is executed in a sequential order. Figure 4 illustrates an 

example. 

 
Figure 4: An example of a job process in Jenkins. 

 

Triggering a job with Jenkins could be done in numerous of different ways. A list of some of 

the possible ways is presented below [17]:  

 Triggered periodically. 

 When source changes in the project. 

 By an URL. 

 Within the web interface each project could be triggered. 

 A job could trigger another job. 

 

Jenkins supports distributed builds with a master and slave mode [9]. The master operates 

itself and manages all the builds on the build server that has been assigned to the master. The 

slave can be connected to the master and help it offload when, for instance, the master is 

overloaded. 
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2.5.2 Parameterized Trigger Plugin  

In order to trigger other jobs with parameters, a plugin called ‘parameterized trigger plugin’ 

could be used. This plugin gives the functionality to send over the current parameters or 

predefined parameters from the starting to the new triggered job [25]. There is as well 

possibility to trigger computers that are not running on the same computer as long as they are 

connected to Jenkins.  
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3 Method 
 

This chapter will highlight and describe the line of action and methods used to answer the 

questions in section 1.3. Before starting the work, a background research was carried out. 

After the background research a pre-study was done, which describes and explains how the 

build process for the automotive industry could be implemented. In order to investigate how 

this build process could be improved regarding the time, two different design 

implementations were considered. As last, measurements were carried out to verify and 

validate that correct data was achieved.  

3.1 Background research 

To fully understand what work has to been done, and examine what a big company like Volvo 

demands regarding the parallel and distributed computing, a background research was done. 

3.1.1 Gathering information 

It was essential to gather information about parallelism and distributed systems. To do that, 

Google scholar and UniSearch were used to find relevant scientific articles and books. Most 

of the time these articles lead not just to relevant information but also to the discovery of new 

search keywords and topics that enhanced the process of gathering information. To find up to 

date information about Matlab the documentation inside Matlab as well at the documentation 

at Matlabs homepage was used. 

3.1.2 Understanding the previous work 

Since this project takes place at Volvo, which has already done a lot of work on the code 

generation process, it was fundamental to examine and understand the work that has been 

done up till now. To accomplish this, the first couple of days were spent trying to understand 

the whole process. As a help, a Unified Modeling Language (UML) diagram was drawn to 

visualize the design of the system. This UML diagram was also helpful in the process of 

coming up with ideas of where it could be possible to execute the code in a parallel way. 

 

3.2 Equipment 

The computers that were used in this thesis for the generation of C-code, compiling as well as 

the documentation were the following:  

 

Bosch:  

• Cpu: Intel Xenon E5-2620 2.10Ghz 

• Memory: 64GB ram 

• Windows 7 

 

Denso: 

• Cpu: Intel Xenon E5620 2.40GHz  

• Memory: 48GB ram 

• Windows 7 
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3.3 Method to identify parallelism 

Identifying and dividing computations into different cores for execution are two of the most 

important steps when designing a parallel algorithm [7]. The dividing process consists of 

identifying smaller parts in the computation process. These smaller parts will be called tasks 

in this thesis, and can be of arbitrary size. 

To identify the tasks within the software generation process at Volvo, the UML 

diagram was used combined with an examination of the code. When the process of 

identifying these tasks was done, the next step was to identify which of these tasks could be 

run concurrently. This was done with the help of a task-dependency graph [7]. 

Other considerations that were taken into account when designing and identifying the code 

for parallelism were: 

• Load-balancing: since the aim is to have as high utilization on the system as possible 

it is important to make sure that the amount of load on each core is as equally 

distributed as possible. 

• Minimize resource contention: since Matlab is using shared memory, for example in 

the par-for loops, it is important to have in mind the contention of different resources 

to maximize the speed as well as preventing errors. 

• Redesigning algorithms: a nice elegant implementation might not always be the best 

solution, and therefore it is important to have a way of thinking when looking over the 

code, that takes parallelism into consideration.  

 

3.4 Pre-study 

This chapter will give an overview of the current system for building software at Volvo.  

3.4.1 Overview of the build generation process  

An overview of the current build generation process is illustrated in figure 5. The build 

generation process starts from a Jenkins server, which currently runs version 1.602. To start a 

job from Jenkins a setup configuration is required from the user to start the generation 

process. This configuration is currently done over a client where the user accesses the Jenkins 

server over an URL. Settings that are needed to run the generation process mainly consist of 

what documentation is needed and what type of build. The choice of what build to generate 

mainly depends on four different parameters:  

 

 What release version the build has. 

 

 The type of build, such as developer or software integrator builds.  

 

 Different cars have different builds.  

 

 Different engines have different builds.  
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Figure 5: Overview of the build generation process at Volvo 

 

When the setting has been set up and the build has been started, Jenkins puts the build in the 

job queue. The machine that has been specified in the Jenkins setup has free resources to start 

a build, the build will start and each phase in figure 5 is executed. A failure anywhere in the 

process will mark the whole build as a failure and a log file will be saved in the workspace. 

Each phase in figure 5 will be described below. It should also be mentioned that at some 

builds there is no need to create documentation, if for example the software is not an official 

release.  

 

Build step 1, up-to-date models: 

  

The first step is to check if the current models that exist on the current node actually are up-

to-date. If that is not the case the Jenkins machine will fetch the new data which is located on 

a file server to the Jenkins machine.  

 

Build step 2, merge:  

 

In order to upload a modified model, that is not part of a release, there has to be a setup for 

this when starting the job. This setup makes it possible to specify a model that will overwrite 

the current existing model that has been downloaded on the file server.  
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Build step 3 & 4, Generate code from models and compile:  

 

To compile the code, there first has to be C-code and an environment to actually compile in. 

The out-house software provided from Bosch or Denso is already compiled and sent over to 

the buyer, which could for example be Volvo. The compiled code from Bosch or Denso is 

provided as a make environment, where the in-house software could be compiled with the 

make environment, which in the end makes a complete software for a car.  

The creation of C-code from in-house software consists of several Matlab scripts as 

well as the usage of TargetLink. The Matlab scripts process the models and check for unused 

ports, create signal scheduling and prepare the models to be processed within TargetLink. In 

TargetLink the Simulink models get processed where the end result is C-code, which could 

later be compiled with the out-house software described above.    

 

Build step 5 & 6, Documentation and generate warnings:  

 

 The documentation of all models is created by a Matlab tool which processes each 

model and creates an image of each part in the model. These images are later combined into a 

PDF file, which easily can be accessed and handled as documentation over the models.  

Another documentation consists of warnings for the models. All models are being 

checked for different parameters such as in and out signals and for having a corresponding 

signal. These warnings are later attached into a PDF file. 

 

3.4.2 Current implementation of the Parallelism 

Each existing script was analyzed in order to identify what work has already been done 

regarding the implementation of parallelism. In the documentation, generate warnings and in 

the compile phase there was no implementation of executing the script in parallel. In the 

script to generate C-code from models, the main for-loop, where the generation of C-code 

was done, is executed in parallel. However, this was the only task that was carried out in 

parallel.    

 Speed up improvements can most likely be made in the compiling phase. However, 

since the compiling phase compiles within an embedded software workshop it makes such 

improvements out of scope for this thesis.       

 At the current state, each Jenkins build machine has 3 cores allocated to them where 

the build generation could be executed.    

 

3.4.3 Overview of the time consumption  

To understand how much time each phase described in 3.4.1 takes, a collection of data was 

taken from the previous build. However, since there are numerous of different builds, where 

some of them have no history, and there are only 30 saved data logs for each build, an 

interview was conducted with an experienced software integrator at Volvo regarding how 

much time the different builds could take.  The result from the interview showed that the 

generation of C-code and compiling could take up to 3 1/2 hours while the documentation 

part could take up to 10 hours. The build time, including the documentation, was expected to 

increase, due to an increase of more models in the future, if no change was made in how the 

build is generated.  

 The collected data was taken from three different builds and is summarized in table 1. 
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One Bosch build (build nr 1) and two Denso builds (build nr 2 and 3) were collected with 

different types of engines. The collection of data was taken from previous builds where the 

generate code from models had the possibility to take advantage of the three cores as 

described in the section above.  

 

Build  

 

Generate 

code from 

models 

Compile Generate 

warnings 

Generate 

documentati

on 

Merge and 

Upload 

code and 

log files 

Build 1 125min 2sec 50min 51sec 37min 50sec  ~ 10 hours  < 1min 

Build 2 100min 5sec 4min 2sec ~40min 5 hour 58min < 1min  

Build 3 120min 53sec 4min 27sec ~40min ~ 8 hours < 1min 

Table 1: Execution time for different jobs  

 

The time for the merge phase, upload code and log file was together under one minute, which 

in comparison with the other phases made it irrelevant to consider when improving the 

system. The generate code phase, which also is the most crucial part, took around 2 hours for 

each build. Bigger variation was seen for the compiling phase for the builds between Bosch 

and Denso, where Bosch took roughly 12 times longer.  

 

3.5 Design implementations  

This chapter highlights two different design choices to improve the build generation: splitting 

up SLP respectively splitting up each job. The first one was implemented in the work, while 

the second one merely is presented as an alternative for how the build generation could be 

even more improved. 

 

3.5.1 Splitting up generation of SLP 

Generation of C-code from the models and the compiling needs to happen in a sequential 

order since the compiling requires the C-code from the models. With this knowledge, 

combined with the fact that compiling only can be executed serially (described in 3.4.2), a 

design choice was made to split up the generation of C-code and compiling into separate jobs. 

Figure 6 illustrates this design.  

There were two major motivations behind this design decision: better scalability and 

improved resource allocation. As for the scalability, a higher distinction within the generation 

of an SLP, where two jobs exists, could make it possible to add a computer where the bottle 

neck is to enable extra computational power, and thereby improving the time it takes to 

generate the SLP. For example, if the generation of C-code would slow down the build and 

start to build up a queue, an additional computer could be set up to make the generation go 

faster.  

 Better resource allocation can be achieved since the hardware most suitable for the 

work can be bought and used for the specific job. For example, compiling cannot execute in 

parallel, where multiple cores would be a waste of resources.    
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Figure 6: Splitting up the generation of C-code and compiling 

 

3.5.1.1 Communication  

Extending the build generation process over multiple machines requires that the machines can 

communicate with each other. To handle the communication between the starting server, 

compile server and Matlab distributed server, each machine runs a java script that handles the 

communication. The java script is a software from Jenkins which makes the server active and 

enables communication over the network. It also enables to start a job from the Jenkins UI on 

the webpage.  

When starting a job on the starting server, the job needs to trigger/activate the other jobs 

which then would be executed on the corresponding server. To handle the triggering process a 

plugin was used called Parameterized trigger (described in 2.5.2). With this plugin it was 

possible to send over multiple parameters, which was needed in order to decide what job to 

build. Figure 7 illustrates how the configuration can look like when triggering the compiling 

job.  

 
Figure 7: Subjob for the compiling 
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In order to share the file and get the result to the starting server, as well as to send over 

the C-code to the compiling server, multiple batch scripts as well as file servers were needed. 

The file server was setup and used as a middle man where the transferred files could be 

stored and delivered to the next job in the process. This file sharing communication is 

described in figure 8. Each step is described below, where the numbers correspond to the 

numbers in figure 8:    

1. Send a trigger to activate the Matlab distributed server. 

2. The result from the generation is sent to a fileserver. 

3. The main job is notified about the completion of the generation. 

4. The main job is triggering the compile server.  

5. The compile server fetches the generated code that is on the file server.  

6. After compiling the code, the hex file is sent to the file server.  

7. The main job fetches the hex files from the file server. 

 

 

 
Figure 8: Communication between the jobs  

 

In order to handle when and what to send to each server, multiple batch scripts were executed 

on each machine. These batch scripts did also handle error-handling by making sure that each 

file was transferred correctly as well checking that receiving files existed.  

 

 

 

 

3.5.2 Splitting up each job  

 

The second design implementation that was examined was to execute each phase in the build 

generation on separate machines. Figure 9 illustrates this. The circle with the generated code 

from models and compile phase is working as presented in figure 6. The main motivation 

behind this design implementation is that it would be possible to generate software, 

documentation and generation of warnings simultaneously. However this alternative was 

never implemented due to lack of time.  

 

1 

7 

3 

6 
5 

4 
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Figure 9: Splitting up each job 

 

3.6 Understanding the implementations 

To evaluate the result of splitting up the generation of C-code and compiling, an investigation 

of the degree of parallelism had to be done in order to fully understand the process. The 

reason behind this investigation is to get a theoretical indication of how much faster the 

generation process would run. For this, Amdahl’s law was used, as well as to get a hint on 

what number of cores would be suitable from an efficiency and cost perspective. With the 

knowledge of this possible speedup, an investigation of the effect of splitting the generation 

of C-code and compiling could be done. As last, the overhead was measured.  

  

3.6.1 Analysis of Parallelism 

As stated in chapter 3.4.2, the only section where parallelism exists is in the generation of C-

code. For this reason, the examination about the degree of parallelism will only cover the 

generation of C-code. The data was extracted from a collection of 100 models which was 

considered as a normal amount of models when building an SLP.  In order to measure the 

degree of parallelism, a full code coverage had to be made to identify every code section that 

executed serially respectively in parallel. When the code coverage had been analyzed, a built 

in measurement tool in Matlab was used to measure the time for the serial and parallel 

execution. With the time data it was possible to identify what degree of parallelism existed in 

the generation of C-code script and is illustrated in table 2.  
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3.6.1.1 Analysis of generation of C-code and compiling 

After the degree of parallelism was examined the next phase was to determine what effect the 

generation of a C-code would have when executing on X number of cores. In order to give an 

estimation of speed with additional cores, Amdahl’s law was used. Also here the data was 

from a build with 100 models. The estimated improvement is illustrated in figure 10. 

With the knowledge of this possible speedup, an investigation of the effect of splitting 

the generation of C-code and compiling could be done. In order to estimate the benefit of 

splitting up the generation of C-code and compiling there had to be an estimation in how 

much time the compiling and generation takes. This division in time tells us about the 

utilization and how well the computational resource is being used on a multicore computer 

where the compiling would only use one of X cores. The following formula was used to 

calculate the percentage of time the geneartion of C-code, which could be executed in 

parallel, took:  

 

𝑄 =

𝑇𝑔
𝑆  

𝑇𝑔
𝑆  +  𝑇𝑐

 

 

Where 𝑇𝑔 is the time it takes for the generation of C-code, 𝑇𝑐 the time for compiling and 𝑆 

the speedup from Amdahls’s law. The data used in the formula above was collected from one 

Bosch build and one Denso build. These numbers can be viewed in table 1 where Bosch build 

is nr 1 and Denso build nr 2. The result from using this formula is illustrated in figure 11.  

 

3.6.1.2 Analysis of the overhead 

As the implementations from the design created multiple new steps, the overhead increased. 

Examples of this new overhead are new batch script, extra steps in Jenkins and file 

transferring. In order to measure these, time stamps were collected over the new 

implementations in order to get data over how long time theses extra steps took. The data 

traffic was also measured in order to get an understanding in how the design affected the 

network traffic. The overhead data can be viewed in chapter 4.2.       
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4 Result 
 

This chapter will illustrate the results from the first design decision (3.5.1) where the 

distribution of the generation of C-code and compiling over different computers was made. 

The first sub-section will cover the current level of parallelism that exists within the script, 

improvement as result of adding cores and how the number of cores affects the percentage of 

time the generation of C-code runs. In the second sub-section the overhead from the 

implementations will be presented.      

4.1 Splitting up generation of C-code and compiling   

 

The degree of parallelism in the generation of C-code is illustrated in table 2. The 

measurement showed that 79.42% of the running time could be executed in parallel and 

20.58% in serial.  

 

 

 
Table 2: The degree of parallelism in generation of C-code 

 

 

The calculated benefit with additional cores is presented in figure 10 where the number of 

cores goes between 0 and 60, and the y-axis presents how big the improvement would be 

when increasing the number of cores compared to just using one core. The blue line represent 

the current level of parallelism (79%). The green and red lines represent where a higher 

degree of parallelism has been implemented, 85% respectively 90%.  

  

 
Figure 10: Improvement when executing in parallel 

16,13 79,42 4,45

0% 10% 20% 30% 40% 50% 60% 70% 80% 90% 100%

Serial part begining (%) 16,13

Parallel part (%) 79,42

Serial part end(%) 4,45
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As the graph illustrates the improvement starts to flat out for each additional core that is 

added, which is expected. A higher degree of parallelism, from 79% to 90% would roughly 

half the time and thereby double the improvement when the number of cores is higher than 

10.  

Table 3 displays how efficient each additional core is for the current level of 

parallelism. The data is presented as percentage improvement.  

 

Build  

 

1 -> 2 9 -> 10 19 -> 20 29 -> 30 39 -> 40 49 -> 50 59 -> 60 

Improvement in 

percentage point 

(%) 

66.0 10.63 3.48 1.71 1.01 0.67 0.47 

Table 3: Level of parallelism for each core 

 

Figure 11 illustrates the percentage of time it takes for the generation of C-code for two 

different jobs, Bosch and Denso, when using different number of processors. 

  

 
Figure 11: Execution time for geneartion of C-code in percentage 

 

As seen in figure 11, over 60% of the time is spent at the compiling phase for the Bosch build 

when executing on muliple processors. For Denso this number is around 15% and is due to 

the lower compiling time for a Denso build.  

 

4.2 Overhead  

 

The extra overhead that was a consequence from using design 3.5.1 came not only from the 

extra communication between the different servers, but also from multiple new batch scripts 

that were needed in order to make the design possible. The overhead was measured with 

concern of time, instructions and extra data that was sent over the servers.  

 The extra overhead concerning time was measured to:  
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 2.5 seconds extra for the distributing/main server.  

 9,84 seconds for the generation of C-code server 

 12,5 seconds for the compiling server 

 

The extra packages that were sent over the network in total had a size of 100-200MB 

depending if the Bosch or Denso build was executed.  
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5 Discussion   

5.1 Method 

Two design decisions have been presented, but due to lack of time as well as Volvo’s 

preferences, only one of them was implemented, i.e. design 3.5.1. The second design, 

however, could easily be implemented in the same way as the first one, with some less 

restrictions. The second design would only give any effect when building documentation for 

the software. In the normal case this is not done due to that most builds just consist of a minor 

change that is going to be tested, and with that there was no need for documentation.  

The analyses of the implementation was based on 100 models. This amount is 

considered as a normal amount for a job. However, to give a more correct analysis, different 

amounts of models could have been used. In the future it is expected that jobs will require 

more and bigger models, and it would therefore have been interesting to examine this 

situation. But that was beyond this work’s limit. Furthermore, different types of cars could 

have been analysed to better reflect the real situation. However, the software in the cars are 

quite similar to each other and many times reused.  

To handle the file communication, the files used a middle man. This causes extra and 

unnecessary overhead as well a higher complexity. A better solution would have been to send 

the file directly to the server, without a server acting middle man. This was however not 

possible with the current setup due to not having access to a network disk on the server. 

Another way to handle the file communication could have been to create a plugin. This 

plugin would most likely be better than the middle man since the plugin could be reused very 

easily for other projects and would create a high degree of modularity.  

All the extra steps that were implemented, created new places where errors and bugs 

could occur, which sometimes are hard to find and solve. In order to prevent this, the jobs 

were tested multiple times in real situations where each build was monitored carefully and 

started by different employees at Volvo. These tests were carried out to establish the 

validation, and came out successfully. However, even if the design implementations can make 

the generation faster and are valid, there is always a downside with changing a code into a 

more complex structure since it could lead to bugs not yet identified. 

 

5.2 Result  

Since the new massive multicore computer was still being ordered, tests could only be carried 

out on the current computers. This was not considered as a big problem since the design 

implementations could still be verified. However, testing on a massive multicore processer 

would give actual data instead of a theoretical estimation in how much the improvement 

would be, and thereby give the result data a higher validity. 

 Amdahl’s law was used to give an estimation in what improvements could be given 

when adding more cores. However, overhead was not considered in this estimation which 

could affect the correctness of the result and make the improvements lower than presented in 

figure 10. It would be interesting to investigate if in the future, when probably having bigger 

and more models, the serial and parallel part grow in the same pace. If this was the case the 

presented improvement in figure 10 would still be expected. If not, more research would be 

needed to confirm the performance gained when adding more cores.    

The results in graph 11 were based on calculations of how much time compiling and 

generation of C-code would take, and thereby giving knowledge about the utilization. As seen 
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in the graph the Bosch job would execute the compiler around 60% of the complete time 

when using 10 or more cores. This would cause a low utilization if only one computer with 

multiple cores would be used, since the compiler could only take advantage of one of the 

cores. For Denso jobs the compiler phase goes faster and around 15% the complete time 

would go to executing the compiler phase. This number shows the benefit to use separate 

machines, were for instance the compiler could run on a single core machine and the 

generation of C-code could run on a massive parallel machine. In the future most likely there 

will be multiple compiling jobs running concurrently on different machines where each job 

then could take advantage of the multicore machine for the generation of C-code.  

 The result in figure 10 shows that more work to extend the parallelism in the script 

would give a benefit of doubling the speedup when additional 10% of the code would be 

parallelised. These extra 10% would have a huge effect, especially if it was compared to 

adding additional cores where the effect after 20 cores would be little.   

 Overhead was a result from the design implementations from 3.5.1. The overhead was 

although considered to be low, around 30 seconds, compared to the time it takes to build a 

software, around 2 hours. However, in the future the build could go down to 15 min with a 

higher parallelism and multiple cores. Then the overhead would take a higher percentage of 

the building time. But since the numbers are still low, this was not considered as a big 

drawback. 
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6 Conclusion and future work 
 

6.1 Conclusion 

 

The implementation in Jenkins was shown possible with what is considered to be a low 

amount of overhead. Jenkins has shown to be a powerful tool to handle communication 

between computers as well as to archive important files.  

 A higher utilization on the computers was achieved by separating the generation of C-

code and compiling and thereby distributing the workload. The utilization would not be as 

high if the compiling part would execute on the same computer as generation of C-code since 

the compiler could only take advantage of one core. Results showed that a Bosch project with 

10 or more cores would spend 60% of the time at the compiling and thereby giving a low 

utilization if being built at the same computer. For a Denso project 15% of the time would be 

spent at the compiling. This shows that by splitting up the generation of C-code and 

compiling, the multicore computer would be used in a higher degree and, in the end, allowing 

more jobs to be built on a day. Higher scalability would be achieved given the possibility to 

add extra computational power where needed.  

 As for the design choice in 3.5.2 this was not implemented and only a guideline in 

how the documentation and modelling could have been distributed over multiple computers 

was presented. However, the solution would be similar to the first solution but with less 

restrictions.    

 

6.2 Future work  

 

Further work could be made to improve the generation time. Future work could focus on 

extending the level of parallelism in all of the script. As presented in figure 10, the 

improvement could be doubled for the generation of C-code by going from 80% to 90% 

parallelism. However in order to achieve a higher degree of parallelism there is most likely a 

lot of rewriting of the current scripts needed.  

 At current state, the generation of C-code is being executed on one computer. Another 

way to improve the generation time could be to use Matlab’s own distributed server, where 

the work can take advantage of even more cores.  

 Writing a plugin for Jenkins that handles the file communication, would make the 

functionality more user friendly and easier to maintain, and is a third improvement that can 

be made. 
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