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Abstract 

Many cutting-edge computer and electronic products are powered by 

advanced Systems-on-Chip (SoC). Advanced SoCs encompass superb 

performance together with large number of functions. This is achieved by 

efficient integration of huge number of transistors. Such very large scale 

integration is enabled by a core-based design paradigm as well as deep-

submicron and 3D-stacked-IC technologies. These technologies are 

susceptible to reliability and testing complications caused by thermal 

issues. Three crucial thermal issues related to temperature variations, 

temperature gradients, and temperature cycling are addressed in this thesis. 

Existing test scheduling techniques rely on temperature simulations to 

generate schedules that meet thermal constraints such as overheating 

prevention. The difference between the simulated temperatures and the 

actual temperatures is called temperature error. This error, for past 

technologies, is negligible. However, advanced SoCs experience large 

errors due to large process variations. Such large errors have costly 

consequences, such as overheating, and must be taken care of. This thesis 

presents an adaptive approach to generate test schedules that handle such 

temperature errors. 

Advanced SoCs manufactured as 3D-stacked-ICs experience large 

temperature gradients. Temperature gradients accelerate certain early-life 

defect mechanisms. These mechanisms can be accelerated using gradient-

based, burn-in like operations so that the defects are detected before 

shipping. Moreover, temperature gradients exacerbate some delay-related 

defects. In order to detect such defects, testing must be performed when 

appropriate temperature-gradients are enforced. Schedule-based 

techniques that enforces the temperature-gradients for burn-in like 

operations and delay testing are proposed in this thesis. 
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The last thermal issue addressed by this thesis is related to temperature 

cycling. Temperature cycling test procedures are usually applied to safety-

critical systems to detect cycling-related early-life failures. Such failures 

affect advanced SoCs, particularly through-silicon-via structures in 3D-

stacked-ICs. An efficient schedule-based cycling-test technique that 

combines cycling acceleration with testing is proposed in this thesis. The 

proposed technique fits into existing 3D testing procedures and does not 

require temperature chambers. Therefore, the overall cycling acceleration 

and testing cost can be drastically reduced. 

All the proposed techniques have been implemented and evaluated with 

extensive experiments based on ITC’02 benchmarks as well as a number 

of 3D stacked ICs. Experiments show that the proposed techniques work 

effectively and reduce the test costs. We have also developed a fast 

temperature simulation technique based on a closed-form solution for the 

temperature equations. Experiments demonstrate that the proposed 

simulation technique reduces the test schedule generation time by more 

than half. 
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Populärvetenskaplig sammanfattning 

Många banbrytande dator- och elektronikprodukter drivs av avancerade 

System-on-Chip (SoC). Avancerade SoCs har enastående prestanda 

tillsammans med ett stort antal funktioner. Detta uppnås genom effektiv 

integrering av ett stort antal transistorer. En sådan storskalig integration 

möjliggörs av ett kärnbaserat designparadigm samt djup submicron och 

3D-stacked-IC teknik. Dessa teknologier är känsliga för tillförlitlighet och 

testkomplikationer orsakade av termiska problem. Tre viktiga termiska 

frågor som berör temperaturvariationer, temperaturgradienter och 

temperaturcykler behandlas i denna avhandling. 

Befintliga testschemaläggningstekniker förlitar sig på 

temperatursimuleringar för att generera scheman som uppfyller termiska 

begränsningar. Skillnaden mellan de simulerade temperaturerna och de 

faktiska temperaturerna är ett fel. Detta fel, för tidigare tekniker, är 

försumbart. Men avancerade SoCs upplever stora fel på grund av stora 

processvariationer. Sådana stora fel har kostsamma följder, så som 

överhettning, och måste tas om hand. 

Avancerade SoCs tillverkade som 3D-stacked-IC upplever stora 

temperaturgradienter. Temperaturgradienter påskyndar uppkomsten av 

vissa defekta mekanismer när produkten är ny. Dessa mekanismer kan 

artificiellt påskyndas genom att tillämpa gradienter så att motsvarande fel 

upptäcks i tid. Dessutom förvärrar temperaturgradienter vissa 

fördröjningsrelaterade defekter. För att upptäcka sådana defekter måste 

testen utföras när lämpliga temperaturgradienter appliceras. 

Den sista värmefrågan som behandlas i denna avhandling är relaterad till 

temperaturcykling. Temperaturcyklingstester används för att detektera 

cykelrelaterade fel tidigt. Sådana fel påverkar avancerade SoCs, särskilt 

through-silicon-via-strukturer i 3D-stacked-IC. Befintliga 
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temperaturcyklings-testmetoder är för dyra för 3D-stacked-IC och därmed 

måste nya billigare tekniker utvecklas. 

Denna avhandling föreslår effektiva schemabaserade lösningar för 

termiska problem så som diskuteras ovan. Dessa inkluderar termiska test- 

och tillförlitlighetsproblem i samband med processvariation, 

temperaturgradienter och temperaturvariationer. En snabb 

temperatursimuleringsteknik föreslås i denna avhandling. Omfattande 

experiment har visat effektiviteten av dessa föreslagna tekniker. 
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Chapter 1 Introduction 

This thesis deals with temperature-related test issues. We focus on 

manufacturing test of digital electronics that are produced by Very Large 

Scale Integration (VLSI) techniques. The thermal test issues that are dealt 

with in this thesis result in two categories of imperfect products being sent 

to market: (1) products that are defective and (2) products that even though 

are fully functional at the beginning, will fail during the field operation 

shortly after being employed. 

The test issues are considered for System-on-Chip (SoC) designs where 

usually a core-based test architecture is in place. In such cases, the Test 

Access Mechanism (TAM) is most often scan-based. We focus mainly on 

advanced SoCs, where a fabrication technique with very small feature size 

is used, usually referred to as deep submicron technology. 

Reducing the feature size has been a mean to integrate more functionality 

within an Integrated Circuit (IC) with good operational speed, manageable 

power consumption, and acceptable production cost. This trend cannot be 

endlessly continued, as the feature size is getting close to the size of a 

single atom. An alternative for integrating more functionality into a single 

package is 3D Stacked IC (3D-SIC) technology. 3D-SIC technology can 

efficiently bond multiple dies into a single package. In this thesis, 

sometimes we refer to this package as an IC. This thesis focuses on 

advanced SoCs that have very small feature size or are manufactured by 

3D-SIC technology. These technologies are affected by temperature-

related testing and reliability issues. 

This chapter continues with the motivations for this thesis. Then a 

summary of contributions is given, followed by a list of the author’s 

publications that contain parts of these contributions. Finally, the 

organization of the thesis is explained. 

1 
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1.1 Motivation 

As the feature size is getting smaller, some parts of a modern IC must 

include a precise small number of certain atoms1. Having a few atoms more 

or less than the planned number will therefore result in a significant change 

in the characteristics of the circuit. The manufacturing Process Variation 

(PV) for older technologies that have a relatively large feature size is 

negligible. However, for an advanced SoC, new techniques are required to 

address the effects of the PV that is no longer negligible. PV includes 

variations in the geometry of the chips’ components and variation in the 

properties of the chips’ materials. For example, the effective channel 

length may vary and result in variation of the threshold voltage and sub-

threshold leakage. These variations will result in differences in several 

aspects of the circuit’s performance including its leakage current which is 

an important contributor to the overall power consumption. Consequently, 

the chips will experience power and temperature variations [Choi07, 

Nebel97]. 

This means that the thermal aspects of hardware testing must be revised to 

prevent potential damages. An important thermal issue with testing of 

advanced SoC has been thermal safety. Advanced SoCs suffer from 

exceedingly large power densities under test, so much so that the testing 

must be slowed down to allow for cooling; otherwise the IC under test will 

overheat. In general, a fast testing procedure is desirable to reduce the 

testing costs. But in this case, a bit of testing speed is traded off to avoid 

overheating. Overheating may result in good dies failing the test, since the 

die’s temperature is higher than the intended operational temperatures. 

Worse than this, is the situation that dies are damaged because their 

temperatures even exceed the safe temperature limit. 

The overheating problem can be efficiently addressed by carefully 

scheduling the tests. This includes leaving the appropriate amount of 

cooling intervals in the schedule, just as required. This can be achieved 

with the help of temperature simulation. An important assumption for 

existing simulation based techniques is that all the dies have similar 

                                                      
1 For example see the number of dopant atoms: 

http://www.itrs.net/itwg/beyond_cmos/2008ERD_December/02_4_Architectur

e_SuhwanKim.pdf 
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thermal behavior. Therefore, the result of temperature simulations and thus 

the generated test schedules are valid for all of the dies. 

Process variation renders the above assumption untrue for advanced SoCs. 

What happens with one die is different from another die. One die may work 

warmer than the other, therefore needing more cooling. Otherwise, it is 

overheated. On the other hand the die that works colder can be tested faster, 

saving valuable testing time thus reducing the costs. This means that 

statistical approaches for temperature and PV-aware test scheduling are 

required, as introduced in this thesis. 

Temperature plays also an important role in testing. For example some of 

the defects are activated only at high temperatures. This means that the 

device works perfectly at low temperatures, but fails when it is too hot. 

High-temperature defects are very common; therefore many existing 

techniques stress the die with high temperature while testing. They are 

common since the resistive opens in metals are common. Some resistive 

open defects only manifest themselves at high temperatures since the 

resistivity temperature-coefficient of the involved metals is positive. A 

large number of interconnects including the crucial clock network are 

made of metals. 

Beside these temperature-dependent defects, there are other defects that 

depend on temperature. For example, the signal delay depends on the 

temperature. In an advanced SoC, an extensive clock network runs all over 

the IC to assure the correct timing of the operations. Some areas in the IC 

might be hot, while other areas are cold. Exacerbated by negative effects 

of process variation or otherwise minor defects, this may result in some 

signal paths being much slower than intended. This can result in timing 

errors that occur only when certain sites have certain temperatures (usually 

very different temperatures). This type of defects can only be detected 

when certain temperatures are enforced on certain sites in the IC. These 

temperature arrangements can be captured by a temperature map that 

shows the temperatures for different sites in the IC. Some defects may need 

their corresponding temperature map to be enforced while testing for them. 

A temperature map also implies certain temperature gradients that are 

temperature differences among different sites. Temperature gradients have 

an effect on detection of early-life failures. So far we focused on defects 

that exist immediately after the manufacturing. However, there are defects 
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that even though do not exist just after the manufacturing, will occur 

shortly after the device is being used. Burn-in techniques to speed up the 

device’s early life before testing in order to detect certain early-life failures 

already exist. A burn-in technique is to operate the ICs in a hot environment 

usually with increased voltage. This speeds up a number of aging 

mechanisms including the electromigration. Recent research has shown 

that some early-life failures develop in sites that experience large 

temperature gradients [Smorodin08]. The defect-related gradients can be 

captured with a temperature map that is enforced on the IC using the 

techniques proposed in this thesis. 

Another phenomenon that is related to early-life failures is temperature 

cycling. Exposing the IC to a number of large-scale temperature changes 

before testing it, makes some early-life failures detectable. A simple burn-

in will not help to detect these early-life defects and the affected devices 

will fail shortly after being employed in the field. The existing temperature-

cycling tests use temperature chambers [Mil04] and, therefore, the 

temperature-cycling test is costly. A low-cost temperature-cycling test is 

proposed in this thesis that uses high-power tests, among other stimuli, to 

enforce the required amount of cycling on the IC. 

1.2 Contributions 

The first contribution of this thesis is the development of stochastic 

approaches for thermally-safe and multi-temperature testing under large 

process variation. The usual cost function for test scheduling is the 

deterministic test application time which is not appropriate for the 

situations in which some dies will be overheated due to the negative 

consequences of process variation. A probabilistic cost function is 

introduced to include the cost of the overheated ICs. Later on, for multi-

temperature testing, this cost function is extended to take the cost of the 

test-escapes (due to temperature-dependent defect) into account. Adaptive 

approaches, which utilize these cost functions, are proposed to deal with 

intra-die variations and temperature fluctuations over time [Aghaee11a, 

Aghaee14b]. Test scheduling techniques that take the temperature into 

account use a thermal simulator in order to estimate the temperatures 

before the actual testing. A fast temperature simulation technique is 

introduced to facilitate faster process-variation aware schedule generation 

[Aghaee13a]. 
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The second contribution of this thesis is a collection of techniques for 

enforcing the given temperature maps on the ICs. Enforcing certain 

temperature gradients on an IC for a given time makes the related gradient-

dependent early-life failures detectable by a targeted test performed later 

[Aghaee14a]. Enforcing certain temperature maps while testing for 

gradient-dependent defects (including some hard-to-detect delay faults) 

helps to detect them [Aghaee13b]. Ordering these temperature maps and 

consequently their related tests in an effective manner can reduce the test 

application time, as proposed in [Aghaee15b]. 

The third and last contribution of this thesis targets cycling-dependent 

early-life failures. The proposed algorithm utilizes the normal tests (tests 

not related to cycling) and other stimuli in order to enforce a high level of 

temperature-cycling activity. This is performed in a controlled manner, so 

that no overheating or excessive cycling threatens the IC or test 

performance [Aghaee15a]. The order of the tests affects the dissipated 

power in the circuit under test. This fact is utilized by the proposed 

algorithm to achieve a short test application time (including the 

temperature-cycling time). 

1.3 Publications 

The contributions of this thesis are reported in the following articles: 

N Aghaee, Z He, Z Peng, P Eles. Temperature-aware SoC test scheduling 

considering inter-chip process variation. 19th IEEE Asian Test 

Symposium (ATS), pp 395–398. Shanghai, China, Dec 2010. 

N Aghaee, Z Peng, P Eles. Adaptive temperature-aware SoC test 

scheduling considering process variation. 14th Euromicro Conference on 

Digital System Design (DSD), pp 197–204. Oulu, Finland, Aug 2011. 

N Aghaee, Z Peng, P Eles. Process-variation and temperature aware SoC 

test scheduling using particle swarm optimization. 6th IEEE International 

Design and Test Workshop (IDT), pp 1–6. Beirut, Lebanon, Dec 2011. 

N Aghaee, Z Peng, P Eles. Process-variation and temperature aware SoC 

test scheduling technique. Journal of Electronic Testing: Theory and 

Applications, vol 29, no 4, pp 499–520. Aug 2013. 
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N Aghaee, Z Peng, P Eles. Temperature-gradient based test scheduling for 

3D stacked ICs. 20th IEEE International Conference on Electronics, 

Circuits, and Systems (ICECS), pp 405–408. Abu Dhabi, UAE, Dec 2013. 

N Aghaee, Z Peng, P Eles. Process-variation aware multi-temperature test 

scheduling. 27th International Conference on VLSI Design (VLSID), pp 

32–37. Mumbai, India, Jan 2014. 

N Aghaee, Z Peng, P Eles. An efficient temperature-gradient based burn-

in technique for 3D stacked ICs. Design, Automation and Test in Europe 

Conference (DATE). Dresden, Germany, Mar 2014. 

N Aghaee, Z Peng, P Eles. An integrated temperature-cycling acceleration 

and test technique for 3D stacked ICs. 20th Asia and South Pacific Design 

Automation Conference (ASP-DAC), pp 526–531. Chiba, Japan, Jan 2015. 

N Aghaee, Z Peng, P Eles. Temperature-gradient-based burn-in and test 

scheduling for 3-D stacked ICs. IEEE Transactions on Very Large Scale 

Integration (VLSI) Systems, Accepted. 

N Aghaee, Z Peng, P Eles. Efficient test application for rapid multi-

temperature testing. 25th Great Lakes Symposium on VLSI (GLSVLSI), 

pp 3–8. Pittsburgh, PA, USA, May 2015. 

N Aghaee, Z Peng, P Eles. A test-ordering based temperature-cycling 

acceleration techniques for 3D stacked ICs. Journal of Electronic 

Testing: Theory and Applications, Accepted. 

1.4 Thesis Organization 

This thesis is organized in 7 chapters. The current chapter, chapter 1, is the 

introduction. The next chapter, chapter 2, explains the preliminaries. 

Related work is reviewed in chapter 3. Chapter 4 presents the proposed 

process-variation aware SoC test scheduling techniques. Chapter 5 focuses 

on temperature-gradient-based burn-in and test scheduling for 3D-stacked-

ICs. Chapter 6 presents our integrated temperature-cycling acceleration 

and test techniques. Chapter 7 concludes the thesis and discusses the future 

work. 
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Chapter 2 Preliminaries 

This chapter introduces preliminaries that are helpful for understanding the 

rest of this thesis. The temperature related defects and tests to detect them 

are discussed in section 2.1. The testing procedure for core-based system-

on-chip designs is explained in section 2.2. The through silicon via and the 

3D stacked IC technology that is based on them are briefly introduced in 

section 2.3. Test scheduling approaches are reviewed in section 2.4. Power 

and temperature issues are discussed in section 2.5. A temperature 

simulation technique is introduced in section 2.6. A meta-heuristic 

approach is introduced in section 2.7. 

2.1 Temperature Related Defects 

A well-known category of manufacturing defects affects the correct 

operation of the IC just after the manufacturing. Therefore, they can be 

tested for, immediately after the manufacturing process without any 

particular environment/temperature-related requirement. We refer to these 

type of defects as normal defects. Normal defects are relatively easy to 

detect since they show up just after the manufacturing and can be detected 

independent of the environmental conditions. An example of such defects 

is a normal stuck-at fault. 

2.1.1 Temperature Dependent Defects 

Another category of defects is environment-sensitive, and show up only 

under certain environmental conditions. An important sub-category of 

these defects are temperature-sensitive defects [Needham98]. For example, 

some defects show up only when the IC follows a certain temperature 

pattern [Hagihara97]. 

An example for such temperature-sensitive defect is a resistive open which 

is a major cause of test escapes [Needham98]. It occurs when a connection 

2 
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between two circuit nodes has a conductance high enough to be considered 

connected at normal temperatures. But at high temperatures the 

conductance decreases so much that the connection is considered 

disconnected. This may occur since usually most of interconnects on the 

chip are made from metals and the conductance of those metals has 

negative temperature coefficient. Therefore, it is expected that a large 

number of such defects appear at high temperatures. On the other hand, we 

have other defects that manifest themselves differently with respect to 

temperature. For example, in [Needham98] a defect (“Dark Via”) is 

reported that “had previously passed all production tests, but then failed a 

monitor test at cold temperature”. Several other defects are also identified 

in [Needham98] that similarly appear only at low temperatures. 

Besides the temperature coefficient for conductivity of the material, 

thermal expansion may also contribute to temperature-dependent defects. 

The Dark Via defect, which appears at low temperature, could be seen as 

voids between interconnect and via [Needham98, Segura04]. This 

observation could be explained with thermal expansion in metals that fills 

up the voids and increases the conductivity. This effect is illustrated in 

Figure 2.1.1, where large voids at low temperature shrink at high 

temperature because of thermal expansion. Therefore, the conductance of 

the via may increase albeit the reduced conductivity of the via's 

constructing material. 

Other similar defects also exist. For example, some defects for a different 

technology (i.e., copper-based interconnects) are studied in [Zschech02] 

and interface voids are mentioned along with sidewall voids and bulk voids 

(shown also in Figure 2.1.1) as temperature-dependent defects. Moreover, 

similar to possible temperature-dependent mechanisms for open defects, 

one may think of temperature dependent mechanisms for short or bridging 

defects. 

Another type of temperature-dependent defect that is hard to detect is 

silicide open [Tseng00]. Silicide is used to make local interconnects. In its 

 
Figure 2.1.1 Voids in a via create a resistive open 

(a) Large voids at low temperature. (b) At high temperature, materials expand and voids shrink. 

Via Via

(a) (b)

Interconnect Interconnect

ii

iii

i

ii

iii

i

Bulk voidi
Sidewall voidii
Interface voidiii
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perfect condition, such a local interconnect has a positive temperature 

coefficient for resistance, but a defective one will have it as negative. 

Detecting such defects at normal temperature is difficult since their 

difference is not recognizable. Testing at low temperatures is a good 

solution since there will be a recognizable difference between the perfect 

and the defective interconnects [Tseng00]. 

Resistive-open and stuck-open defects are experimentally studied in 

[Li01]. The resistive-opens occur more frequently (39 samples) compared 

to stuck-open defects (11 samples) [Li01]. By knowing the location of the 

resistive defects and the materials involved in those defects, the proper test 

temperatures can be found and the appropriate tests can be developed 

[Li01]. 

Interconnect malfunctions (e.g., opens and shorts) are not the only sources 

of temperature-dependent defects; transistor malfunctions are also a source 

of concern. This issue is studied in [Long04] and the impact of temperature 

is demonstrated. The thermal behavior of a transistor depends on its 

quiescent point and therefore higher or lower temperatures, per se, do not 

imply better or worst results. Usually, in order to minimize the effect of the 

temperature, transistors are biased at the Zero-Temperature-Coefficient 

(ZTC) point. ZTC is a point where the temperature will not affect the 

transistor behavior. The problem is that there will be variations in the actual 

quiescent points of the manufactured transistors and therefore temperature 

will affect them. This will lead to defects that are hard to detect. Multi-

temperature testing can help to detect such defects [Long04]. 

2.1.2 Early Life Failures 

Another category of defects consists of early-life failures. These can be 

seen as manufacturing imperfections that are not manifesting as a defect 

just after the manufacturing and therefore cannot be detected by the 

manufacturing test that is performed immediately after the fabrication. A 

burn-in process is usually used to push the IC through its early-life in an 

accelerated manner. The existing techniques operate the device under high 

temperature and perhaps with increased voltage and/or frequency. These 

techniques handle the normal early-life failures that can be efficiently 

accelerated this way. Two subcategories of early-life failures that are 

different from the usual ones are explained below. 
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There are early-life failures that show up at certain sites in the IC where 

large temperature gradients are in place for relatively long periods of time 

[Smorodin08]. In order to efficiently detect these defects, corresponding 

temperature gradients must be enforced for a certain duration of time 

before testing. The second type of defects are those that are made 

detectable by temperature cycling. This means that the device goes through 

an aggressive temperature cycling before being tested for the related 

defects [Mil04]. This way some other imperfections that are not detectable 

immediately after the manufacturing can be detected. 

2.1.3 Delay Faults 

Another category of defects that have similar features with some of the 

temperature related defects mentioned above, consists of delay-related 

faults. These happen when a signal propagates slower (faster in some cases 

in relative terms) than expected (e.g., clock signal affected by skew). This 

may happen due to temperature gradients and usually results in wrong data 

being latched in memory elements. This can be due to data and clock 

timings not being correct with respect to each other (e.g., due to different 

temperatures at different sites). It can, also, be that the IC under test cannot 

work at the intended frequency, however it can work correctly at a slower 

clock. At-speed and delay tests are usually used to detect these defects 

[Ahmed05, Higami13, Ko08]. 

2.2 Core-Based SoC Testing 

A simple explanation for testing is that certain stimuli are applied to the 

site of the targeted defect to activate it and then the circuit outputs are 

compared against the correct outputs to detect the defect. In order to 

generate such a test, the circuit model and the possible defect models must 

be analyzed. This is a tedious task best done with the help of a computer 

algorithm. Therefore, an Automated Test Pattern Generation (ATPG) tool 

is used to generate the tests that cover a large number of defects while the 

tests are kept acceptably short [Abramovici94]. 

The decision about which defects to target and which tests to include in the 

test procedure of a certain product has a number of aspects. Incorporating 

tests for all of the defects, in a modern system-on-chip, will make the test 

application time very long. Testing costs are considerable, especially if 

costly test equipment are involved. But shipping defective devices will also 

cost, since they are usually covered by the manufacturer’s guarantee. The 
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failures that show up after the device has left the fabrication and test facility 

will cost much more than the defective device’s own cost [Davis94]. The 

testing process is therefore designed to minimize the overall cost. The other 

aspect to be considered is reliability for safety-critical applications. The 

devices manufactured for safety-critical applications usually go through 

much more elaborate tests to comply with the high reliability requirements. 

A modern system-on-chip includes a large number of memory elements 

(e.g., flip flops and registers) and therefore the number of states that such 

digital designs include is huge. Moreover, taking the circuit from one state 

to another state that is needed for some other tests can be very time 

consuming. This is one of the motivations for Design for Testability (DfT) 

techniques that include a Test Access Mechanism (TAM) on the core-

based system-on-chips. 

A test access mechanism is used to provide test access to all the cores. 

There might be some other testable modules in a system-on-chip that are 

not conventional cores. These modules are also accessible using the TAM. 

There is always a trade-off between the test acceleration gained by 

inclusion of a TAM and the cost of the TAM itself that includes its area on 

the die, the delays that it adds to the signal paths, and its static power 

consumption. The TAM design is usually kept small to avoid these 

overheads. Therefore, it is extremely unlikely to be able to provide 

simultaneous access to all modules. Consequently, during the test some of 

the modules must wait while other modules are being tested. 

The tests are usually performed using Automated Test Equipment (ATE) 

which put the device in the test mode, feed it with stimuli, and check the 

circuit under tests’ outputs for defects. 

2.3 3D Stacked IC Testing 

Existing systems-on-chip like Apple A8X and Xbox One have 3 and 5 

billion (i.e., ) transistors, respectively. Larger number of transistors 

have already been integrated. For example Intel Xeon E5-2600 v3 has 5.6 

billion transistors [Intel13], Nvidia Kepler GK110 has 7.1 billion 

transistors [Nvidia12] and Xilinx Virtex UltraScale XCVU440 has 20 

billion [Santarini14]. These indicate the extremely large number of 

transistors that will be integrated into advanced system-on-chips in order 

to provide a wider range of functionalities as well as higher computational 

power. 
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More functions as well as higher computational power are traditionally 

achieved by shrinking the feature size as well as some other minor 

improvements so that a large number of possibly faster transistors fit on a 

single die. For more than that, a number of dies must be connected. These 

inter-die interconnects are usually long and thick. Moreover, a relatively 

small number of interconnects can be made per die area (i.e., low 

interconnect density). These lead to high power consumption as well as 

low data transmission rate. 

A promising technology for efficiently connecting different dies is based 

on Through Silicon Vias (TSV). A through silicon via is a via that runs 

throughout the bulk silicon and allows the dies to be stacked on top of each 

other while making electrical connections. The ICs fabricated this way are 

called 3D Stacked ICs (3D-SIC). This technology supports high density 

signal connections with a short wire length that translates into high 

bandwidth communication (both number of lines and the frequency that 

they support) with a small power consumption. 

TSVs are manufactured in the individual dies. They are initially contained 

within the die, since their length is smaller than the die’s thickness. 

Therefore, a thinning step follows in order to carefully remove extra 

thickness of the die. After the thinning process, the TSVs reach the surface 

of the die. 

On the surface of the die the so called micro-bumps are placed. The micro-

bumps are places where electrical connections, for example by soldering, 

are made. The dies must be carefully aligned and then correct bonding can 

take place. 

The steps in the manufacturing process may involve multiple bonding 

stages. A testing procedure at each of these stages may help to reduce the 

overall costs. These tests are referred to as pre-bond, mid-bond, and post-

bond test stages. The pre-bond test is performed before bonding when the 

die is separate. If a defect goes undetected to the next steps, some other 

potentially perfect dies as well as the bonding efforts are wasted because 

of the defective die. Similarly, a mid-bond test may be helpful especially 

if an expensive die is going to be bonded to a low-cost partial stack. In this 

case, it might be a good idea to test the partial stack before bonding. At the 

end of the bonding process, a post-bond test can be performed. 
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The bonding can be, also, done with wafers instead of the individual dies. 

In this case, the wafers are aligned and bonded and then diced. Since the 

dies are still not diced during the bonding, it is not possible to choose the 

non-defective dies to be bonded together. In such a scenario, the wafers 

can be matched, positioned, and aligned so that the low defect-rate areas 

of the two wafers meet each other. The probability of ending up with 

defective stacks are reduced this way, although it is not possible to fully 

prevent good dies being wasted. 

So far we explained die to die bonding and then wafer to wafer bonding. 

Another alternative for bonding is die to wafer bonding. In this case, a 

particular layer in the 3D-SIC structure is diced into dies while the other 

wafer is not diced. This way bonding known bad dies can be avoided. 

The TSV manufacturing process and bonding process are new sources of 

defect that do not exist for normal 2D ICs. Therefore, a more elaborate 

testing process may be required, especially for defects that are related to 

the TSV fabrication or the bonding process. 

For 3D stacked IC testing, the TAM is designed so that the test access is 

possible at different test stages [Ieee14a]. 3D-SICs experience more 

thermal issues than the conventional 2D ICs. These include the issues that 

affect the conventional 2D ICs as well as thermo-mechanical issues related 

to TSV technology. Moreover, the dies cannot cool as efficiently as 2D ICs 

that usually have many low-resistance thermal paths for cooling. The 

situation is particularly difficult for dies located in the middle of the stack. 

2.4 Test Scheduling 

As mentioned before, the test access mechanism, in either 2D or 3D SoCs, 

is a resource bottleneck for testing. Therefore, tests must be scheduled in 

order to minimize the test application time. A test schedule determines at 

each time-point which modules must run their tests. Moreover, it 

determines which test must be performed for the module. 

Test scheduling can be done with or without partitioning and interleaving. 

Schedules without partitioning [Chou97, Zorian93] are simpler but in 

general result in large test application times. In this case, when a module 

starts a certain test it runs to the test’s completion and the schedule cannot 

make changes when a test is being applied. Nowadays, partitioning and 

interleaving of tests is common [Marinissen00]. In this case, a test can be 
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halted for a while and other modules may use the released TAM resources. 

This thesis uses test partitioning and interleaving for all the proposed 

scheduling approaches. 

The authors in [Iyengar02] have formulated the test scheduling problem as 

a rectangle packing problem. The problem is proven to be NP-complete 

and is solved using a Mixed-Integer Linear Programming (MILP) approach 

in [Chakrabarty00]. The test scheduling problem becomes even more 

complicated when, for instance, the thermal issues must be taken into 

account. 

Here we briefly explain the main ideas related to test scheduling using an 

example. Assume that the SoC under test consists of three modules , 

, and  as shown in Figure 2.4.1a. Assume that the test access 

mechanism can accommodate only two of these modules at a time (

, where TAM width is denoted by ). 

There are two Built-In Self-Test (BIST) modules  and  as shown in 

Figure 2.4.1a. Each of them performs only a part of the tests for the 

corresponding module.  uses the TAM to test  but  is directly 

connected to  and can test it without occupying the TAM. Assume that 

each module has four tests and that each one of them is a node in a directed 

path-graph (i.e., there is only one path in the test graph). The th test for 

module  is denoted by  as shown in Figure 2.4.1b. The forth test 

for module  (i.e., ) is performed by the  BIST while  is 

performed by . The rest of the tests (marked as normal in Figure 2.4.1b) 

are performed using an ATE through TAM. 

Since the TAM cannot support simultaneous testing of all modules, the 

tests must be scheduled. A shorter test application time is desirable and 

therefore the test schedule must be optimized for a minimal test 

applications time. In general, there could be other constraints, in addition 

to TAM, including power, temperature, and tester memory constraints. The 

 
Figure 2.4.1 Examples for (a) a SoC, and (b) tests 
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scheduling objective may include other factors, in addition to test 

application time, including test throughput and perhaps test coverage 

considering defect probabilities. 

Let us focus only on test application time reduction under TAM limitation. 

A module can be only in one of these two states: active (i.e., testing) or 

inactive. A schedule indicates the test cycles (time) that a change in one or 

more of the modules’ states must happen and what that change is. The 

schedule indicates that at cycle  modules  and  start testing, as 

indicated in in Figure 2.4.2a. Since the tests’ path-graphs are given, there 

is no need to include the test nodes in the schedule, however, the tests being 

applied are shown in Figure 2.4.2d. The active modules go through their 

1st, 2nd, and 3rd test without any new entry in the schedule. 

At test cycle , the BIST tests (  and ) start as indicated in Figure 

2.4.2c. Since  has dedicated access to module , it does not occupy the 

TAM and, therefore, module  can gain access to the TAM, as shown in 

Figure 2.4.2b. Consequently, all three modules are active simultaneously. 

At test cycle , testing of  and  is complete. Testing of  continues 

to completion at cycle . 

In the above example, we assumed that the order of the tests is fixed, but 

in reality it might be possible to reorder tests to achieve better results. In 

that case, the nodes (e.g., Figure 2.4.2d) must be included in the schedule. 

This means that at least two additional entries in the schedule table (Figure 

2.4.2a) between cycles  and  as well as two more additional entries 

between cycles  and  must be added to indicate transition to new test 

nodes. (In fact one entry is sufficient since the last node is trivial.) 

 
Figure 2.4.2 Example for a test schedule 

(a) the test schedule; (b) TAM occupation; (c) BIST activity; (d) test nodes 

Active
Inactive

state
schedule

cycle i2i0 i1

m0

m1

m2

(a)

(b) TAM
m0

m1

m0

m1

m0

m1

m0

m2 m2 m2 m2

(c)
b1

b0
BIST

test node
n0,0
n1,0

n0,1
n1,1

n0,2
n1,2

n0,3
n1,3
n2,0 n2,1 n2,2 n2,3

(d)

i3



Chapter 2 

16 

Moreover, we assumed that testing is always done for all of the specified 

tests, but in reality testing may be terminated as soon as a defect is found. 

In this case the optimization objective (e.g., test application time) is a 

stochastic quantity (e.g., expected test application time) that is evaluated 

based on the defect probabilities (or statistics). 

A test schedule can be adaptive, depending on certain run-time parameters. 

An adaptive schedule acts based on the actual value of an otherwise 

stochastic quantity during the test. An example is sensing the actual 

temperature and changing the schedule accordingly. In this case, a number 

of schedule pieces are generated and during the test, the temperature is 

sensed when required and the schedule-piece that fits the situation is 

selected. 

2.5 Test Power and Temperature 

The circuit under test consumes power as a result of switching activity 

during the test process, similar to when the circuit is in operation. In 

general, power density for digital circuits is increasing by the advancement 

of technology and increased integration. One of the problems is that this 

dense power dissipation leads to very high temperatures and can affect the 

correct system behavior. The situation is worst during the testing. In 

particular scan-chain based DfT features result in even higher power 

densities. It is reported that the test power dissipation can be as large as 

twice the normal power [Bonhomme02, Zorian93]. 

In order to prevent incorrect device behavior or damage to the device 

because of high temperature (overheating) something must be done. A 

category of efficient approaches that do not make the testing unnecessarily 

long are based on changing the test schedules [Rosinger06]. In order to 

prevent overheating during the test, temperature simulations are performed 

before the actual test during the scheduling process. The simulated 

temperature shows the time intervals in the schedule where overheating 

may occur. One of the options is to halt the test to allow for cooling at such 

time intervals. This way, cooling which slows down the testing process is 

just added to the schedule exactly when it is needed. 

Process variation results in large variations in the dissipated power in 

advanced SoC designs [Cheng00]. This results in considerable variations 

in the temperature of the device and poses difficulties for the offline 

temperature-aware test scheduling techniques that are deterministic (e.g., 
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[Rosinger06]). To handle this situation, stochastic approaches are proposed 

in this thesis in chapter 4. 

The dissipated power in a circuit depends on the current input values and 

the circuit’s state. The state depends on the previous inputs. Therefore, the 

dissipated power during the test depends on the tests order [Girard97]. This 

phenomenon is used in chapter 6 to harvest different power values from 

the same set of tests. 

The power dissipations are calculated based on the given switching 

activities and the IC power-related characteristics. The actual dissipated 

power also depends on the leakage current (i.e., static power). The leakage 

current, itself, depends on the temperature. As mentioned before, always 

in this thesis a temperature simulation is performed. The simulated 

temperatures are used to guide the schedule generation. Also, they are used 

to approximate the static power, the component that depends on the 

temperature. 

Leakage current plays an essential role in thermal run away. Thermal run 

away is a situation in which the static power, per se, can keep increasing 

the temperature, even beyond the safe limit. This means that introducing a 

halt that takes away the dynamic power will not stop the temperature from 

increasing. Consequently the temperature further increases, increasing the 

static power and the increased static power increases the temperature, in 

return [Vassighi06]. 

This positive feedback loop goes on and on until the circuit is disconnected 

from the power source or until the circuit is damaged. Once started, this 

usually goes fast. However, it only starts at high temperatures. In the usual 

DfT architectures only the dynamic power can be controlled by the 

schedule. Therefore, in schedule-based solutions, such high temperatures 

must be avoided. 

2.6 Temperature Simulation 

As mentioned above, in order to estimate the actual temperatures during 

the test, temperature simulations are performed during the scheduling 

process. This paradigm has been used in all chapters of this thesis. A 

temperature simulator consists of a thermal model and an algorithm to 

analyze it. The thermal model describes the mathematical relation between 

the IC characteristics, the dissipated power, and the temperatures. 
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There exists a range of thermal models. Some of them may focus on the 

steady state temperatures which means that the dynamic response cannot 

be obtained. Some other thermal models, only focus on each individual 

module and ignore the heat transfer among modules. In this thesis we use 

a thermal model that supports dynamic response analysis and takes the heat 

transfer among modules into account, similar to the widely used thermal 

simulator, HotSpot [Huang07, Huang06, Stan03]. 

This model is a lumped element model meaning that the chip is modeled 

as a combination of thermal resistances and thermal capacitances. An 

example for such a thermal model is given in Figure 2.6.1. A typical 

thermal model consists of a number of lumped elements connected to each 

other. A connection point of thermal elements is called a node. 

An equivalent view is that an IC is divided into small elements each of 

which is characterized by a single temperature. Each of these small 

elements is represented as an individual node in the model. In Figure 2.6.1, 

two cores are modeled as two nodes (i.e., elements) which are connected 

to two exclusive power sources. Power sources represent the power 

dissipated by the cores. 

Assume that the thermal model consists of  nodes and  is the number 

of cores. In a high quality thermal model, usually the number of nodes is 

larger than the number of cores, , (e.g., six thermal nodes for two 

cores) as shown in Figure 2.6.1. Assume that  is the power vector and  

is the temperature vector. The mathematical representation of the thermal 

model is a system of ordinary differential equations: 

(2.6.1) 

 
Figure 2.6.1 An example of a lumped element thermal model 
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The properties of the thermal model are encapsulated into two  

matrices  and .  and  are  temperature and power vectors. The 

mathematical representation of this commonly used model (equation 2.6.1) 

is a system of linear constant-coefficient differential equations. As an 

example, assume that a SoC has two cores ( ) and assume that the 

model has four nodes ( ). The expanded characteristic equation of 

the model is 

 

 and  are core temperatures which should be taken care of.  and  

are the power values applied to the cores. 

For architectural design purposes, usually the dissipated power is assumed 

to correspond to a fixed scenario. The inputs are the IC characteristics that 

are varied to find a good design. The outputs are the temperatures that 

somehow affect the cost function for the architectural design. This 

viewpoint is useful for example for designing the TAM1. For this view 

point numerical approximation is a good choice to solve equation 2.6.1. 

In order to numerically analyze and solve the combination of the thermal 

model and the dissipated power values, a time interval which is called a 

simulation cycle is defined. The length of simulation cycle is determined 

based on a number of factors including the required accuracy. The 

computed temperatures are recorded and reported for each simulation 

cycle. It is common to assume that the power (  in equation 2.6.1) is 

constant during a simulation cycle. 

The numerical approximations are usually done with very small 

intermediate steps, and as a result, the complete temperature curve for the 

interval is meticulously constructed. HotSpot uses the Runge-Kutta 

method for the numerical approximation [Huang06]. Though only the 

temperature at the end of the simulation cycle is registered, many points of 

the temperature curve are calculated. 

                                                      
1 Not the viewpoint of this thesis. In this thesis we assume that the TAM is 

already designed and given along with the other IC specifications. 
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This thesis’ viewpoint is that the IC characteristics are fixed. The inputs 

that are varied are the power values. They vary because they depend on the 

tests and the schedules. A range of different schedules are explored to find 

a near optimal schedule. The outputs are temperatures. The thermal models 

work equally well for both of the above viewpoints, whether the IC 

characteristics are fixed or not. However, the difference in these 

viewpoints means that different approaches may be appropriate for solving 

the thermal model. 

Since the physical design of the devices is assumed to be fixed, a 

superposition-based approach as the one suggested in [Yao09] can be used. 

This superposition-based approach is particularly helpful if the tests are 

partitioned in advance (before the scheduling process) and if large errors 

in static power (due to temperature-dependent leakage) are acceptable. In 

this thesis a third approach different from the Runge-Kutta and the 

superposition-based approach is used. A fast temperature simulation 

scheme is proposed in section 4.6. 

2.7 Meta-Heuristic 

The test scheduling process is usually based on a number of decision 

variables. These decision variables go through an optimization process in 

order to generate a near optimal test schedule. A cost function is defined to 

evaluate the quality of alternative schedules which are themselves based 

on the combinations of the decision variable values. A motivational 

example explains these concepts. Then, particle swarm optimization, 

which is a meta-heuristic frequently used in this thesis, is introduced. 

2.7.1 Motivational Example 

A thermal-safe scheduling paradigm is discussed here to explain basic 

ideas of thermal-aware test scheduling and optimization. The objective is 

to generate a test schedule with the minimal Test Application Time (TAT). 

The constraint is that the temperature must not exceed the overheating level 

denoted by  (this includes a safety margin). 

We consider an IC made of only one module. Therefore, there are no 

constraints for access to modules using the test access mechanism. Assume 

that the tests dissipate a constant power (including both dynamic and static 

power) denoted by . It is assumed that  is so large that it results in 

overheating. Usually leakage and clock networks power result in a non-
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zero power dissipation during cooling. This cooling power which is 

denoted by  ( ) results in a rest temperature (denoted by ) 

that is higher than ambient ( ). 

The module temperature is initially equal to the ambient temperature 

denoted by . As discussed above, the test is paused as soon as the 

temperature reaches . Testing is resumed after sufficient 

cooling. The question is how much cooling is sufficient. Certain 

temperature level can be considered as sufficient. Let us denote this 

sufficient temperature level by  ( ). Thus, 

sufficient-cooling temperature, , is the decision variable in this problem 

formulation. The temperature curve is plotted in Figure 2.7.1. 

Since the power values (i.e.,  and ) are constants, the testing and 

cooling patterns are periodic, as can be seen in Figure 2.7.1. In each of 

these periods, the testing time is denoted by  and the cooling time 

with . There is, also, a delay associated with starting or resumption of 

the testing process, denoted by . This delay is associated with testing 

equipment and architecture and cannot be changed. A part of this delay, 

denoted by , results in the temperatures to further reduce to a low 

temperature level, denoted by . 

The other part of the switching delay, denoted by , results in a shorter 

effective test time than the testing times, . Therefore, the actual times 

when testing takes place is equal to .  Assuming that one test unit 

(e.g., a thousand test bits) is applied per second, and assuming that the test 

length is  test units, the total number of testing/cooling periods, 

approximately, is: 

. 

 
Figure 2.7.1 Temperature curve for a simple thermal-aware testing scenario 
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Therefore, 

(2.7.1) 

Assume that the module under test is thermally modeled by a single 

thermal element using equation 2.6.1. The module’s heat capacitance is 

denoted by  (analogous to ). The heat resistance between the module 

and the ambient is equal to  (analogous to ). In this case, equation 

2.6.1 can be described for the testing part of the period as: 

  

For the cooling part of the period, the thermal equation can be written as: 

 

These equations can be used to compute the values of  and  as: 

(2.7.2a) 

and 

(2.7.2b) 

Using equations 2.7.1–2, TAT values are plotted for a range of  values 

in Figure 2.7.2. It is assumed that , 

, and  (this is the rest temperature, ). 

The TAT is minimal when . 

In the above example, there was only one decision variable, no TAM 

congestion, constant testing and cooling power values, and a simple 

thermal model. Therefore, the optimization problem was solvable by 

plotting TAT versus . The problem is that none of the above assumptions 

are realistic. 

In reality there are a number of decision variables (e.g., one  for each 

module). Because of TAM congestion, a module cannot start/resume 

testing disregarding of other modules. Testing and cooling powers can be 

different for different test stimuli and they, also, depend on the 

temperature. A module’s temperature may need to be modeled with several 

thermal elements. A thermal element’s temperature depends on the test 
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stimuli power and the temperature of the adjacent thermal elements. This 

situation is much more complex than the above example and it will be 

extremely time-consuming to find the exact optimal schedule. Therefore, 

a near-optimal solution that can be found in an affordably short time is 

preferred. For this purpose, particle swarm optimization which is a 

population-based meta-heuristic is used in this thesis. 

2.7.2 Particle Swarm Optimization 

Let us review a more realistic version of the thermal-safe scheduling 

discussed in the previous section. For this purpose the IC’s temperature 

must be simulated offline during the schedule generation, as shown in 

Figure 2.7.3. As soon as the temperature reaches the overheating level 

denoted by  the test is halted to allow for cooling. For example 

at test cycle  testing is paused (module is inactive) to allow for cooling. 

This is registered in the schedule table as shown in Figure 2.7.3b–c. 

Temperature simulation continues and when the temperature reduces to  

(sufficient-cooling temperature), the module activity (i.e., testing) may 

resume. The actual resumption may be delayed due to testing equipment 

and architecture characteristics. Moreover, the delay may be due to TAM 

congestion which forces the module to wait for test access. In this example, 

testing resumes at test cycle , as registered in the schedule table in Figure 

2.7.3b–c. Since the power values are not constant, the heating time between 

 and  is shorter than the heating time between  and . 

 
Figure 2.7.2 Test application time versus sufficient-cooling temperature 
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This constructive, on-the-fly, and temperature-simulation-based 

scheduling continues until all the tests are scheduled. This point marks the 

test application time that must be minimized using a meta-heuristic2. 

There are a number of meta-heuristics that can be used for optimization. A 

population-based meta-heuristic is usually used in such situations. A well-

known example for such category of algorithms is the genetic algorithm 

[Falkenauer98, Maulik00]. In this thesis we often use a Particle Swarm 

Optimization (PSO) technique. Here we briefly explain the PSO which is 

used in this thesis. 

Particle swarm optimization mimics the social behavior of a swarm 

searching for food [Poli07]. Each individual member of the swarm is called 

a particle. A particle is represented by two attributes, its location and its 

velocity. The location in fact is a solution which, usually, is represented by 

a coordinate in a Cartesian system. The velocity keeps the particles moving 

in the search space. 

Each particle remembers its previous best location, and in addition to this 

individual memory, the swarm remembers the best location any of its 

particles have visited before, the global best. The previous bests and the 

global best are then used to give a hint to the random velocities. A 

                                                      
2 The technique used in this example is from [He08a]. The actual optimization 

problems in this thesis are more sophisticated than this example. 

 
Figure 2.7.3 Test scheduling based on temperature simulation 

(a) Temperature curve; (b) test cycles registered in the schedule table; (c) module states in the 

schedule table. (Curves are only illustrative.) 

S
ch

e
d

u
le

T
e

m
p

e
ra

tu
re

cycles

state

(a)

(b)

(c)

 

 

i0 i1 i2 i3 i4 i5

Inactive
Active



Preliminaries 

25 

canonical form of the particle swarm optimization is expressed by the 

following equations [Poli07]: 

 

 

 

 (2.7.3) 

  

  (2.7.4) 

This canonical form of the particle swarm optimization uses equation 2.7.3 

to update the velocity. The coefficients in equation 2.7.3 ( , , 

and ) are given as a part of the chosen canonical form. The  

and  are two distinct random numbers between 0 and 1 which are 

renewed iteratively. The location and velocity on the right hand side of 

equation 2.7.3 are the previous values and the left hand side velocity is the 

new value. The new location is the sum of the previous location and the 

new velocity as expressed in equation 2.7.4. Sometimes an action is needed 

to prevent the new location from going outside the valid search space. This 

can be done by limiting its value (e.g., by changing its value) to the valid 

extremes. 

For example, in the above example the decision variable (i.e., sufficient-

cooling temperature) must be larger than the rest temperature and smaller 

than the overheating temperature ( ). Smaller 

values will result in an infinite loop in the scheduling algorithm since the 

temperature will never become smaller than . Larger values have a 

similar effect, since when cooling the temperature only decreases and 

cannot increase beyond . In these cases the scheduling 

algorithm will wait forever for a temperature that cannot be reached. 

A simple form of the particle swarm optimization is presented below: 

1. Generate the initial locations (in the valid search space) 
2. Generate random initial velocities (in a reasonable range) 
3. Evaluate the solutions 
4. Find the best solutions as follows: 

a. Loop for all particles. 
i. If the current location is better than the previous best location replace it and check 

if it is better than the global best, if so, replace the global best. (For the first 
iteration, copy the current solution as previous best, and find the global best 
among the previous best solutions.) 

5. If the termination condition is met, exit with the global best as final solution. 
6. Update the Swarm as follows: 

a. Loop for particles: 
i. Update the velocities according to equation 2.7.3 
ii. Update the particle’s location according to equation 2.7.4 
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iii. Limit the location to the valid extent of search space 

7. GO TO point 3. 

In order to see how PSO works, assume that the lower location value 

corresponds to more cooling (e.g.,  as the decision variable in Figure 

2.7.3a). Therefore, a negative velocity guides the particle towards more 

cooling and if more cooling in this iteration helps to reduce the cost (TAT 

for the above example), it is reasonable to keep a negative velocity for the 

next iteration as well. 

If such a move makes the particle the best in the swarm, that will affect the 

velocities of other particles as well. If a particle is at great distance to the 

promising search region, its velocity will, generally, be larger due to large 

difference values in equation 2.7.3. This allows fast move towards a better 

area. The particle slows down when it approaches the promising area due 

to small difference values in equation 2.7.3. This enables a detailed search 

in the promising areas. 

The evaluation of the cost function (e.g., schedule length) for different 

particles can be performed in parallel (e.g., using multiple threads). This 

might be very helpful, especially if temperature simulations are involved. 

In many cases (e.g., scheduling) as the evaluation proceeds, the cost (e.g., 

test application time) grows. Therefore, at any time-point for a particle 

(parallel thread) it becomes certain that it has no chance of affecting the 

local best (and, therefore, the global best) the thread can be stopped. There 

is no need to further evaluate the particle, since it is not going to be used 

in equation 2.7.3. 

This is important since the CPU time is usually proportional to the schedule 

length and, hence, to the test application time. Bad schedules that do not 

contribute to equation 2.7.3 usually correspond to a long test application 

time and take a long CPU time to complete. Therefore, aborting their 

corresponding threads drastically speeds up the search. As soon as a good 

particle is found, the bad ones can be stopped. 
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Chapter 3 Related Work 

Recently thermal issues affecting testing procedures have been intensively 

studied [Tadayon00]. A promising class of solutions are scheduling-based 

[He06b, Rosinger06]. Some of these issues, like thermal-safe testing, have 

been previously addressed and some of them like issues related to the 

process variation, temperature gradients, and temperature cycling have not 

been sufficiently studied. This chapter provides an overview of the related 

work. 

3.1 SoC Test Scheduling 

An optimal solution for the test scheduling problem for core-based systems 

is presented in [Chakrabarty00, Chakrabarty02]. Test data and the test 

access mechanism are assumed to be given. The decision variables are the 

start times for the tests. The optimization objective is to minimize the total 

test application time. It is shown that this problem is NP-complete. A 

solution based on a mixed-integer linear programming (MILP) formulation 

is suggested. It is shown that MILP solution is too slow for large designs. 

Consequently, an efficient heuristic algorithm for dealing with such large 

designs is presented in [Chakrabarty00, Chakrabarty02]. 

A method to address both the scheduling and the design of DfT features, 

together, is proposed in [Huang01, Huang02]. The objective is to reduce 

the test application time and the constraints include the power budget. The 

problem is formulated as a two-dimensional bin-packing problem which is 

solved using a best-fit heuristic algorithm [Huang01, Huang02]. 

A test scheduling approach that supports test preemption is introduced in 

[Iyengar01]. The constraints include the power budget and precedence 

constraints. Precedence constraints impose that the generated schedules 

preserve desirable orderings among tests. Allowing test preemptions 

results into shorter schedules [Iyengar01]. 

3 
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A test design approach that optimizes some of the DfT features along with 

the schedule generation is proposed in [Zou03]. A simulated annealing 

based heuristic is used to solve the test scheduling problem that is 

formulated as a two-dimensional bin packing problem. The width of the 

core wrapper is one of the decision variables optimized by the simulated 

annealing algorithm [Zou03]. 

An abort on first fail approach with test power constraint is introduced in 

[He06a]. Abort on first fail means that the test is terminated as soon as a 

defect is detected. Defect probabilities for cores and power constraints are 

assumed as given. Test partitioning is performed by the scheduling 

algorithm. A heuristic generates the test schedules with partitioning, 

aiming at a minimal test application time [He06a]. 

A test scheduling approach for 3D-SIC is proposed in [SenGupta12]. For 

normal 2D ICs, the same test schedule is used both at wafer sort and at 

package test. In a 3D-SIC a number of dies are integrated into a single 

package. Therefore, the package will have a collection of the tests for 

individual dies in addition to tests for the TSV interconnects. A technique 

for co-optimization of the wafer sort and the package test is proposed for 

3D-SIC. The proposed approach utilizes an on-chip JTAG infrastructure 

and efficiently re-uses JTAG lines to perform testing of different cores 

[SenGupta12]. 

3.2 3D Stacked IC Testing 

Miniaturization and performance requirements result in the usage of new 

technologies, such as 3D-SICs based on TSVs. Their advanced fabrication 

processes as well as physical access limitations result in major testing 

challenges. The manufacturing steps of TSV-based ICs and their testing 

challenges are introduced in [Marinissen09]. The necessary steps for 

wafer-level and package-level testing in addition to the required test data, 

wafer-level probe access, and DfT features are discussed [Marinissen09]. 

A technique for clock network synthesis that supports pre-bond testability 

for 3D-SICs is proposed in [Kim10]. This prevents bonding of a bad die to 

good dies by testing the dies before stacking. The pre-bond clock network 

testing requires a complete 2D clock tree on each die. The proposed tree 

topology generation algorithm uses a minimal number of TSV-related 

buffer resources. Moreover, self-controlled clock transmission gates are 

proposed in order to eliminate transmission gate control lines. 
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Consequently, the number of TSVs and clock-network power consumption 

are reduced [Kim10]. 

A DfT architecture for 3D-SICs allowing pre-bond die testing as well as 

mid- and post-bond stack testing is proposed in [Marinissen10a]. This 

architecture facilitates modular testing, in which the various dies, their 

cores, the inter-die TSV-based interconnects, and the external I/Os can be 

tested as separate modules. This helps to achieve an optimal test flow for 

various 3D-SIC designs. The proposed architecture is based on the existing 

DfT features at the core, die, and product level. A die-level wrapper which 

can be based on either IEEE Std 1500 or IEEE Std 1149.1 is proposed 

[Marinissen10a]. 

A DfT architecture based on a modular test paradigm for 3D-SIC is 

proposed in [Marinissen10b]. Different dies, their cores, the TSVs, and the 

external I/Os can be tested individually. The proposed architecture is based 

on existing DfT hardware at the core, die, and product level. Die-level 

wrapper compatible with IEEE 1500 are supported. The proposed DfT 

includes dedicated probe pads on the non-bottom dies to facilitate pre-bond 

testing. Moreover, TSVs working as “test escalators” for routing test 

control and data signals up and down during mid- and post-bond testing 

are supported. Furthermore, a hierarchical “wrapper instruction register” 

chain can be included in the design [Marinissen10b]. Some of the test 

techniques and DfT features are further discussed in [Plas11]. 

Challenges in testing of 3D-SIC for manufacturing defects and their 

potential solutions are discussed in [Marinissen10c]. These are divided into 

the following categories: test flow, test data, and test access. Examples for 

interconnect defects, including voids in TSVs and misaligned micro-

bumps are discussed [Marinissen10c]. 

The die-stacking steps that include thinning, alignment, and bonding may 

introduce defects. Therefore, the partial stacks (mid-bond) and the 

complete stacks (post-bond) may need testing. A test architecture 

optimization technique for 3D-SIC is proposed in [Noia10a] to minimize 

the test application time for both mid- and post-bond test stages. It is 

demonstrated that an optimal DfT architecture considering these test stages 

is different compared with the situation that only the final test stage is 

considered [Noia10a]. 
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A DfT architecture optimization technique for 3D-SIC is proposed in 

[Noia10b]. It is shown that 3D-SIC with large and complex dies placed at 

the lower layers requires less test time than stacks with complex dies at 

higher layers [Noia10b]. 

Test challenges for 3D-SICs are discussed in [Marinissen12a, Noia11]. 

The need for standards like IEEE P1838 is discussed. P1838 consists of a 

test wrapper hardware and a description language for a test standard. This 

includes a generic die wrapper, which will create a standardized interface 

for each die in a stack. The wrapper design must enable pre-, mid-, and 

post-bond test access. A standard interface for each die in the stack is 

suggested. All these enables partial and complete stack tests, including die-

external tests [Noia11]. 

Another DfT architecture for 3D-SIC is proposed in [Marinissen12b]. It 

supports modular testing, meaning different dies, cores, TSV-based 

interconnects, and external I/Os can be tested during the relevant pre-, mid- 

or post-bond stages. The proposed architecture makes it possible to 

optimize the test flow under various conditions. It also provides yield 

monitoring and first-order fault diagnosis [Marinissen12b]. 

A DfT architectural optimization for 3D-SIC is proposed in [Noia12] to 

minimize the test application time for mid- or post-bond testing. Optimal 

architecture and the corresponding test schedule are obtained for a scenario 

where only the post-bond testing is performed. It is demonstrated that the 

optimal architecture and schedule are different for the scenario where a 

mid-bond testing is added to the existing post-bond tests [Noia12]. 

The optimal test flow for 3D-SIC is studied in [Taouil12]. A framework 

that embodies different test flows for die to wafer bonding paradigms is 

introduced. The cost associated with a range of test flows is assessed for 

several die yield and stack size alternatives. It is shown that the inclusion 

of pre- and mid-bond testing potentially reduces the overall cost 

[Taouil12]. 

3.3 Temperature-Aware Test Scheduling 

Without simulating the temperatures, the thermally safe schedules for 

advanced SoCs will be unnecessarily long. This is due to the large safety 

margins which are necessary when the temperature values are unknown. 

Prior to the actual test (during the schedule generation) our knowledge of 
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the actual temperatures during testing, without simulating the 

temperatures, will be severely limited. Therefore, temperature-aware test 

scheduling techniques that use a kind of temperature simulation are 

introduced. 

A temperature-aware scheduling technique is proposed in [He06b]. The 

objective is to minimize the test application time and the constraints 

include keeping the temperature under a safe limit. Test partitioning is 

supported and the time between two consecutive partitions can be utilized 

for cooling. Interleaving allows tests for other cores to be performed while 

a hot core is interrupted for cooling. This allows for efficient TAM 

utilization and a short schedule is achieved. The problem is formulated as 

a combinatorial optimization and a Constraint Logic Programming (CLP) 

formulation is used to solve it [He06b]. A faster heuristic-based approach 

for this purpose is later on proposed in [He07]. 

The power impact of scan chain testing is studied in [Bild08]. It is shown 

that the scan-chain power consumption is considerably higher for at-speed 

testing compared to the operational mode. An exact test schedule 

optimization for minimization of test application time under temperature 

constraints is introduced. This exact approach could be slow for practical 

purposes and therefore a fast heuristic-based approach is proposed 

[Bild08]. 

A temperature-simulation driven test scheduling algorithm is proposed in 

[He08a]. Instantaneous simulated temperatures are used to guide the 

partitioning of the tests and lengths of the cooling intervals. Interleaving of 

tests for different cores is supported to achieve a high TAM utilization 

[He08a]. 

A partitioning and interleaving approach is introduced in [He08b]. The 

suggested method formulates the number of test partitions and the length 

of cooling intervals into an optimization problem and then uses constrained 

logic programming to solve it. The temperature is simulated using HotSpot 

[Huang06] and is constrained to avoid overheating. Since constrained logic 

programming is too slow to handle long tests, a heuristic is proposed for 

the test scheduling [He08b]. 

A partition-based temperature-aware test scheduling algorithm is proposed 

in [Yao09, Yao11a]. Tests are partitioned and the proper start time for each 

partition is defined as a decision variable. The optimization goal is to 
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achieve a short test application time under the temperature constraints. A 

superposition-based temperature simulation scheme is proposed. The 

actual temperature simulation is performed for each partition only once at 

the very beginning using HotSpot [Huang06]. Later on these simulated 

temperatures are combined based on the superposition principle in order to 

obtain the temperature for different situations [Yao09, Yao11a]. 

A temperature-aware combined TAM design and test scheduling technique 

is proposed in [Yu09]. The proposed approach supports cycle-accurate 

temperature simulation as well as test partitioning and interleaving. 

Maximal TAM size and maximal safe temperature are given as constraints. 

A heuristic-based approach is used to minimize the test application time. 

In addition to the temperature simulations, the heuristic is guided by the 

power density and test application time of individual partitions [Yu09]. 

A temperature-aware test scheduling technique supporting the abort on 

first fail testing approach is proposed in [He09]. In such an approach 

testing is terminated as soon as a defect is detected. Therefore, the defect 

probabilities must be known before the scheduling. The proposed test 

scheduling technique supports partitioning and interleaving of tests. The 

proposed algorithm uses the simulated temperatures to guide the 

partitioning of tests and to determine the duration of the cooling intervals. 

The objective is to minimize the expected test application time while the 

temperatures of the cores are kept below the thermal safety limit [He09]. 

A temperature-driven test access routing and test scheduling for three-

dimensional SoC is introduced in [Chandran09]. Three dimensional design 

of DfT features combined with partition-based test scheduling is studied. 

The proposed temperature-aware technique minimizes the test application 

time while constraints on the available hardware resources are taken into 

account [Chandran09]. 

In [Vinay10], it is shown that 3D-SICs may rapidly become too hot since 

the thermal resistance between dies located at the middle of the stack and 

the heat sink is large. A temperature aware test scheduling technique is, 

then, proposed [Vinay10]. The proposed approach focuses on vertical 

temperature distribution in the 3D IC to avoid overheating. Moreover, a 

new test partitioning scheme is proposed based on the power variations. 

The proposed techniques consist of heuristics aiming at minimizing the test 

application time. The proposed thermal model is a linear RC-model that 

focuses on vertical temperature effects. It is demonstrated that the proposed 
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technique can achieve a uniform vertical temperature distribution 

[Vinay10]. 

A test partitioning method for temperature-aware testing of 3D-SIC is 

proposed in [Millican14]. The objective is to generate a test schedule with 

a minimal test application time under the thermal-safety constraints. The 

partitions are determined based on a partitioning temperature so that the 

temperature within a partition does not vary too much [Millican14]. 

A test scheduling technique for 3D-SICs based on a session-less approach 

is proposed in [Flottes15]. Testing start times are formulated as the 

decision variables and test application time is minimized. A set of 

constraints including TAM availability, power budget, and thermal limits 

must be respected. A greedy heuristic is proposed and experimentally 

evaluated in [Flottes15]. The session-less approach generates shorter 

schedules compared with the session-based ones. Session-based 

approaches afford to find the optimal schedule while session-less 

approaches usually cannot find the exact optimum. The proposed heuristic 

can find a near optimal solution for large problem sizes resulted from 

session-less approaches [Flottes15]. 

3.4 Process Variation Effects on Power and Temperature 

Process variation causes uncertainty in circuit parameters including the 

electric currents and therefore the dissipated power. Variations in the 

dissipated power values will result in temperature variations. This means 

that the temperature for two different fabricated instances of the same 

entity (e.g., an identical core design) will be different. 

Consider a homogeneous multi-core SoC design. Assume that all the cores 

are executing exactly the same tasks with identical memory and resource 

access patterns (also identical state and input data). Assume that all the 

cores started from the ambient temperature (i.e., identical initial 

conditions) and the voltages are precisely equal. Assume that there is not 

heat transfer among the cores and the cores cooling capabilities are 

designed to be identical. The difference in their working temperatures is 

due to the so called intra-die variations1. 

                                                      
1 Intra-die and inter-die variations are formally defined based on the concept of 

temperature error that will be introduced in chapter 4. 
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Now consider two single-core SoCs with the same design. Assume that 

they are executing exactly the same tasks with identical memory and 

resource access patterns (also identical state and input data). Assume that 

both ICs started from the ambient temperature (i.e., identical initial 

conditions) and the voltages are precisely equal. The difference in their 

working temperatures is due to the so called inter-die variations. 

The impact of process variation on leakage power for a 0.18μm 

Complementary Metal Oxide Semiconductor (CMOS) technology is 

studied in [Srivastava02]. It is shown that the process variation can 

drastically affect the leakage current. Based on Monte Carlo simulations 

an analytical model for estimating the average and the standard deviation 

of the leakage current is developed. It is then demonstrated that the average 

leakage obtained by taking the PV into account is significantly different 

from the leakage predicted by the deterministic models [Srivastava02]. 

Process variation is a major challenge for designing with technology nodes 

smaller than 90nm [Borkar03]. Large variations in voltage, current, power, 

temperature, and delay are expected. PV causes serious difficulties in 

designing advanced electronics and to address these difficulties a shift in 

the design paradigm, from existing deterministic approaches to adaptive or 

stochastic approaches (either probabilistic or statistical) is necessary 

[Borkar03]. 

A method for estimating the leakage current variations due to PV is 

proposed in [Rao03]. The problem is analyzed for both inter- and intra-die 

variations and a closed form Probability Density Function (PDF) for 

calculating the leakage current is developed. Distributions of individual 

gate’s leakage currents are then combined to calculate the average and 

variance for a whole design. The closed form results are then validated 

against a set of Monte Carlo simulations [Rao03]. 

A stochastic approach for leakage power minimization based on dual Vth2 

technologies considering PV is proposed in [Liu04]. A statistical model of 

PV is used in this stochastic optimization. Probabilistic analytical models 

are then developed to predict the impact of PV on the leakage power and 

                                                      
2 Vth is the threshold voltage in CMOS-based technologies. One Vth value is 

sufficient to fabricate working ICs. However some manufacturers offer the 

possibility of using two different Vth values in a single die in order to achieve 

better performance/power trade-offs. 
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delays. This model indicates that the existing non-probabilistic analysis 

significantly (around ) underestimates the leakage power. Based on the 

proposed model the value of the second Vth is optimized considering the 

PV [Liu04]. 

A different stochastic Dual-Vth optimization technique considering PV is 

proposed in [Srivastava04]. It is shown that the deterministic methods are 

not appropriate in the presence of large process variations. The proposed 

stochastic approach can improve the leakage by 15–35% compared with 

the traditional deterministic approaches [Srivastava04]. 

A method for analyzing the leakage power under intra-die process 

variations is proposed in [Chang05]. A lognormal distribution is used to 

approximate the leakage current of individual gates and the overall leakage 

of a die is determined by combining these lognormal distributions. Both 

subthreshold leakage and gate tunneling leakage are considered 

[Chang05]. 

The leakage power is very sensitive to process variations and therefore PV 

results in large temperature variations [Choi07]. The temperature 

variations in FinFET circuits are affected by both the channel length 

variations as well as the body thickness variations. The temperature 

variation caused by PV are assessed using Monte Carlo simulations 

combined with temperature simulations. The simulations show that circuits 

with large switching activity suffer from larger temperature variations. 

This is due to larger static power as a result of the higher temperature 

caused by large switching activity. It is shown that under a moderate 

process variation (e.g.,  for channel length and body thickness) 

thermal runaway can occur in more than 15% of chips in a 28nm FinFET 

technology [Choi07]. 

Process variation is caused by various reasons including [Nowka08]: 

· imprecisions in alignment, rotation and magnification (lithography); 

· interference effects from neighboring shapes (lithography); 

· fluctuations in the photon absorption positions (lithography); 

· fluctuations in the dosage of chemicals used for etching and treatment; 

· random dopant fluctuation; 

· gate oxide thickness fluctuation; 

· Chemical Mechanical Polishing (CMP) unevenness; 



Chapter 3 

36 

Gate oxide thickness variation results in variation in the threshold voltage 

and consequently in variations in the static power dissipation [Nowka08]. 

Some of the stochastic approaches for dealing with the PV (e.g., statistical 

static timing analysis) cannot handle the dynamic changes during operation 

[Ganapathy10]. A new method based on multivariate regression is 

proposed to model the temporal delay variations under PV. Such variations 

are related to temperature variations [Ganapathy10]. 

On-chip temperature sensors are used to achieve a temperature-aware test 

scheduling and reduce the test application time compared to a static 

schedule [Yao11c]. Due to large PV the estimated test power values can 

be very different from the actual ones. Consequently, the estimated 

temperatures during the offline scheduling phase (prior to the actual test) 

can be inaccurate. A test architecture that supports dynamic test scheduling 

is assumed. A heuristic is suggested to generate the static schedule that the 

method is based on. Then a dynamic test scheduling method using on-chip 

temperature sensors is proposed [Yao11c]. 

Dynamic reliability management techniques dynamically tune a system’s 

operation based on the tradeoff between performance and reliability. The 

proposed method in [Zhuo10] takes the spatial and temporal variations 

(including PV) into account. Moreover, the proposed technique is 

workload-aware meaning that it reacts to sudden workload variations 

[Zhuo10]. 

A flexible probabilistic framework for evaluation of the transient power 

and temperature variations under large PV is introduced in [Ukhov14a]. 

This models the probability functions of the fluctuating parameters. The 

proposed technique captures the power and temperature variations in a 

closed-form analytical model [Ukhov14a]. 

A system-level framework for the analysis of temperature-related failures 

affected by PV is proposed in [Ukhov14b]. This includes a probabilistic 

technique for dynamic steady-state temperature modeling and a closed-

form stochastic modeling of the system. Temperature cycling induced 

aging is analyzed in presence of large PV. The proposed technique 

minimizes the expected energy consumption under performance, 

temperature, and reliability constraints [Ukhov14b]. 



Related Work 

37 

3.5 Multi-Temperature Testing 

A detailed study of defects found in a commercial microprocessor is 

performed in [Needham98]. For this high production volume micro-

processors, the manufacturing tests are designed so that very small test-

escape statistics are achieved. Some of the escaped defective devices are 

rigorously analyzed to find out the defect’s type, its electrical effect, and 

the possible methods to detect such defects easily. Lessons learned from 

these defects in combination with the technology trends enables the authors 

to determine what should be done to achieve and maintain high-quality 

manufacturing and test. This includes defects that can be detected by multi-

temperature testing but are otherwise hard to detect [Needham98]. 

The conclusions from a failure analysis study in SEMATECH3 is reported 

in [Nigh98]. The testing procedures, IC stressing to achieve high 

reliability, characterization of the defects, fault diagnosis, and physical 

analysis are presented for a number of devices. Testing at different 

temperatures is discussed in [Nigh98]. 

Delay-defect test-escapes are examined in [Tseng00]. Among these 

defects, detecting the defects that are caused by high resistance 

interconnects are very challenging. A cold testing technique that performs 

the test at low temperature can help. Cold testing is in particular effective 

for detecting the silicide open defects [Tseng00]. 

The behavior of resistive open defects are studied in [Li01]. Temperature-

dependent defects that motivate multi-temperature testing are discussed. 

The effects of temperature on testing are investigated and an effective 

testing method for resistive opens is presented [Li01]. It is suggested that 

by knowing the location of such defects and the materials involved in those 

defects, the proper testing temperatures can be found and the appropriate 

test patterns can be generated [Li01]. Such testing temperatures and test 

patterns are used to perform multi-temperature testing. 

Parametric failures are more frequent in advanced electronics, where the 

feature size is very small [Segura02]. These hard to detect failures are 

experimentally studied and classified. Multi-parameter test strategies are 

                                                      
3 SEMiconductor MAnufacturing TECHnology (SEMATECH) is a research 

consortium for IC manufacturing. http://public.sematech.org/ (May 2015) 
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suggested to address this complex test problem. These issues are also 

discussed in [Segura04]. 

Due to very small copper interconnect dimensions in advanced electronics, 

physical failure analysis is needed to address the potential defects. Failure 

localization and defect analysis are challenges for copper inlaid 

technologies [Zschech02]. Failure localization and analysis using 

FIB/SEM4 and TEM5 are described. The voids in copper interconnects and 

buried residuals in vias are studied in [Zschech02]. These defects result in 

temperature sensitive defects that necessitate multi-temperature testing. 

Multi-temperature testing is analyzed based on experimental data from 

0.25μm and 0.18μm technologies, in [Long04]. Then, based on these data, 

a model is developed. This model is used to design new temperature-based 

tests to improve the test’s quality. Temperature based test data are 

presented for a range of measurements including transistor characteristics 

needed to parameterize the model [Long04]. 

Some imperfections in the chip (e.g., some resistive opens or shorts) will 

not hinder the normal operation of the chip just after the fabrication, at the 

time that the manufacturing test is performed. But these imperfections are 

reliability threats because they are weak points in the circuit that wear out 

quickly and will lead to failures during the expected lifetime of the chip 

[Long04, Needham98]. Some of these imperfections can be identified by 

multi-temperature testing. 

Performance outliers and defects are examined across the expected 

operating temperature range [Schuermyer04]. Minimum testing 

requirements to detect temperature dependent outliers at wafer sort and 

final test are investigated. This is based on data from a 0.18μm technology 

obtained at 30°C and 85°C. It is argued that temperature-sensitive defects 

are expected to become more frequent in advanced technologies and, 

therefore, it is important to develop effective test methodologies for them 

[Schuermyer04]. 

                                                      
4 Focused Ion Beam (FIB) is a visualization technique used for site-specific 

analysis of materials. It is similar to a Scanning Electron Microscope (SEM). 

5 Transmission Electron Microscopy is a visualization technique based on electron 

beams transmitted through the object. 
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Resistive defects are important in advanced electronics but they need 

special conditions in order to be detected. The detection approaches for 

resistive bridging (short) defects are studied in [Engelke08, Kundu05]. 

Testing at low temperatures may help. Resistive bridge defects are studied 

under multiple environmental conditions. Moreover, imperfections that are 

not defects at nominal conditions but could deteriorate and become early-

life failures are studied. It is suggested that there exist appropriate 

combinations of these tests that provide satisfactory test coverage for 

different types of defects [Engelke08, Kundu05]. 

The performance of advanced electronics that are made by deep submicron 

technologies can be affected by phenomena that were previously 

considered not to be important [Wu10]. One of such phenomena is 

Inversed Temperature Dependence (ITD). ITD means that the delay of 

electronics may decrease with temperature; against the traditional 

understanding that the electronics delay increases with the temperature. 

The reason for this phenomenon is the smaller threshold voltage (implying 

faster operation) at high temperatures which dominates the smaller carrier 

mobility (implying slower operation) at high temperatures. Traditionally, 

delays are checked at two temperature corners, one representing the best 

case (used to happen at low temperatures) and the other representing the 

worst case (used to happen at high temperatures). For advanced electronics 

which experience ITD the high temperature may not correspond to worst-

case delays [Wu10]. 

Advanced electronics require new types of testing, like temperature-

testing, in order to maintain high product quality. The effect of test 

temperature on the quality of the tests is studied in [Jagan10]. A low-cost 

alternative to temperature testing is proposed. Moreover, the proposed 

technique determines the appropriate test conditions for the best test 

quality and lowest cost. The proposed test flow is experimentally evaluated 

on an industrial-standard die. A defect’s behavior at low-temperature is 

studied using Shmoo plots6 [Jagan10]. 

The need for testing advanced core-based SoCs at different temperatures 

is discussed in [He10]. Then a multi-temperature test scheduling for SoCs 

is introduced which assumes that tests should be applied inside predefined 

                                                      
6 Shmoo plot is a graphical representation of a device’s response to a range of 

conditions and inputs (e.g., temperature and voltage). 
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temperature ranges. The proposed scheduling approach minimizes the test 

application time and ensures that tests are only applied within the valid 

temperature ranges [He10]. For this purpose the temperatures of the cores 

are simulated. Based on the simulated temperatures, heating or cooling 

intervals are introduced into the schedule [He10]. The proposed method is 

based on partitioning and interleaving and therefore when a core is having 

its cooling interval, other cores may utilize the test access mechanism’s 

capacity that has been just made available [He10]. 

Another multi-temperature test scheduling scheme for SoCs is introduced 

in [Yao11b]. It assumes that tests should be applied at their specified 

temperature ranges (can be different from each other). Cooling intervals 

are inserted if the core temperature is too high and heating stimuli are 

applied when the temperature must be increased in order to meet the 

required temperature conditions for correct testing [Yao11b]. The 

proposed scheduling approach in [Yao11b] is based on list scheduling and 

assumes that tests run always to completion without any interrupts. The 

initial list order is determined based on the lowest valid temperatures for 

the tests. The list schedule determines the earliest start times for tests. The 

test application time is minimized and it is ensured that tests are applied 

within correct temperature ranges [Yao11b]. 

3.6 Temperature Gradients and Burn-In 

The presence of voids in Cu structures results in important reliability issues 

for advanced electronics. The mechanical stress in the interface between 

the Cu and capping layers7 is experimentally investigated in [Murray12]. 

In technologies that deposit the cap at lower temperatures, the Cu does not 

show considerable depth-dependent stress. Even though an annealing 

technique can decrease the stress gradient, when the temperature goes back 

to the room temperature after being close to the deposition temperature, the 

gradient appears again [Murray12]. 

A mechanism that causes defect formation in metallization (e.g., 

interconnects) under fast temperature cycle stress is studied in 

[Smorodin08]. The lateral temperature distribution (i.e. temperature 

gradient) causes an accumulating plastic deformation of the metal layer. 

                                                      
7 Capping layer is the electrical insulation used to insulate different interconnects 

and wire lines in a die. 
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Large deformations occur in sites which experience large temperature 

gradients [Smorodin08]. 

Burn-in is used to accelerate various aging and failure mechanisms so that 

the imperfections that may cause infant mortality are detected before the 

product is shipped [Miller01]. Burn-in acceleration is achieved by 

imposing high temperatures, high voltages, high toggle rate, and/or high 

current density on the circuit under test. One of the traditional test flows is 

a burn-in following a test by ATE and then again an ATE test. It is 

suggested that this first ATE testing and the burn-in can be combined into 

a hybrid burn-in, improving the overall test process [Miller01]. 

Reliability predictions are based on a number of sources of information 

including in-service field return data and physics of failure [Bayle10]. 

Previously, predictions were mainly based on empirical data but recently 

physics of failure is being incorporated into the lifetime models. The 

existing reliability models usually are based on steady-state temperature. 

A new methodology that combines several recent works that address new 

mechanisms of failure (e.g., hot carrier and delamination) is proposed for 

aeronautic applications [Bayle10]. 

3.7 Testing for Delay-Related Defects 

Gradients and early life failures are discussed above. Gradients have some 

other negative consequences. One of them is discussed in the following. 

Different temperatures on different sites mean that the signal delays (that 

depend on the sites that a signals route passes through) will have different 

delays. This can cause delay-related faults that must be detected using at-

speed and delay tests, as discussed below. 

Some floating-point data-paths are developed for graphics and simulation 

applications in [Hagihara97] using a 0.35-micron technology. They are 

designed to be embedded in a vector pipelined processor for use in 

supercomputers. An online test technique is introduced to improve the 

reliability under actual operating conditions that includes temperature-

gradients. The technique makes it possible to detect delay faults as well as 

the static faults (i.e., normal defects) [Hagihara97]. 

For advanced SoCs containing millions of gates and working with 

frequency in gigahertz range, at-speed test is crucial [Ahmed05]. The 

launch-off-shift method has some advantages over the launch-off-capture 
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technique but requires perfect transition fault testing with regard to at-

speed scan enable signal. A scan-based at-speed test is introduced in 

[Ahmed05] that is based on multiple local fast scan enable signals. The 

scan enable control information is sent as test data through the scan. 

Moreover, an innovative scan cell is introduced to generate the fast local 

scan enable signal [Ahmed05]. 

Keeping the power consumption checked during at-speed testing is 

investigated in [Ko08]. A common practice is to divide the scan chain to 

control shift power by activating mutually exclusive flip-flops at different 

times during the scan cycle. However, the existing automatic test pattern 

generation techniques do not provide means to control the capture power. 

Therefore, a new scan chain division algorithm is introduced in [Ko08]. It 

takes into account the signal dependencies and partitions the circuit such 

that both shift and capture power can be reduced. Moreover, a technique 

for utilizing partial scan combined with the scan chain divisions is 

proposed [Ko08]. 

Test power constraints are usually due to the power delivery limitations. 

These limitation could be due to the limited capability of the power 

network in the device or the limited test equipment’s capability [Zhao10]. 

Excessive switching activity during launch-to-capture cycle in delay test 

causes many problems. These include overkill of dies and damaging the 

ATEs’ probes [Zhao10]. A fast technique for finding the high-power 

patterns and replacing them with power-safe ones is introduced. Being high 

power is defined in relation with ATEs’ power limit. The proposed 

technique takes the spatial and electrical properties of the power 

distribution network into account [Zhao10]. 

At-speed scan-based testing may be affected by launch safety issues 

[Wen11]. This means that the test results are incorrect because of excessive 

launch switching activity which is related to the test stimulus launch in the 

at-speed test cycle. A power-aware test generation flow is proposed in 

[Wen11] to guarantee a safe launch. The proposed rescue and mask scheme 

targets the excessive switching activity around the long path that the test 

vector targets. The rescue phase reduces the power. If the new power value 

is still too large the test responses are masked. The proposed approach 

guarantees launch safety with a negligible impact on test quality and costs 

[Wen11]. 
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Launch-off-capture and launch-off-shift are the two major at-speed scan-

based delay testing techniques [Bosio11]. Usually, launch-off-shift offers 

higher fault coverage and faster test than launch-off-capture technique. 

However, it suffers from higher peak power consumption in the launch-to-

capture cycle. A don’t care filling technique is proposed to adjust peak 

power consumption in relation with the power consumption in functional 

mode. The objective is to generate a test set with peak power values similar 

to the functional power [Bosio11]. 

3D-SICs are manufactured based on micro-bumps that connect two of the 

stack dies together [Shibin15]. Moreover, TSVs provide electrical 

connections between the front- and back-side of a die. It is reported that 

imec8 and Cadence9 have developed a 3D-DfT architecture based on DfT 

die wrappers [Shibin15]. The TSVs and micro-bumps can be tested for 

static defects (e.g., hard opens and shorts) by existing techniques. Such 

interconnects might also be affected by resistive opens and shorts, which 

usually manifest themselves as delay faults. The reported 3D-DfT is 

recently enhanced to support at-speed transition-based delay-fault testing. 

The reported framework works with mission-mode speed and employs the 

already existing clock distribution network [Shibin15]. 

A delay fault simulator for combinational circuits is developed in 

[Manikandan11]. It helps to develop the delay tests faster. The experiments 

consider K-longest path sets of ISCAS'85 benchmarks. A large number of 

single input test patterns are repeated for a number of times to achieve 

statistically valid data. The proposed technique is reported to provide good 

fault coverage and 20% speed-up [Manikandan11]. 

A transient fault injection technique for simulation-based fault-injection in 

advanced SoCs is proposed in [Rohani13]. The proposed technique can 

inject a wide range of faults without modifying the top-level design. 

Moreover, the proposed technique is fast. Two experimental case studies 

show that the proposed technique reduces the CPU time by 10% compared 

with other similar techniques [Rohani13]. 

                                                      
8 Interuniversity MicroElectronics Centre (IMEC) is an electronics research 

center. http://www2.imec.be/be_en/home.html (May 2015) 

9 Cadence Design Systems Inc is an electronic design automation company. 

http://www.cadence.com/cadence/Pages/default.aspx (May 2015) 
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3.8 Temperature Cycling 

It has been known for long that varying mechanical stress in metals will 

result in metal fatigue and consequently lead to metal structure failure. The 

varying stress has various causes, including mechanical load variations and 

temperature fluctuations (i.e., cycling). Accurate estimates for the effect of 

fluctuations help to know the lifetime of a part. This enables a better 

(simulation-based) design of the parts. Besides it enables the timely 

replacement of the parts which translates into a safe and cost-efficient 

maintenance of the structure (e.g., a ship or a plane). A well-known 

approach for estimating this aging effect is the Rainflow counting 

algorithm proposed in [Matsuishi68]. 

Cycle counting methods (e.g., Rainflow algorithm) identify equivalent full 

and half cycles within the irregular load profile [Musallam12]. Then the 

cycle-based lifetime models can be used. The original Rainflow algorithm 

is applied offline meaning that the whole temperature or load profile over 

the desired operational time period must exist before it can start. Therefore, 

it cannot be used for applications that need it in real time. An online 

counting algorithm which uses a stack-based implementation is proposed 

in [Musallam12] and used in this thesis. 

Time dependent average temperature effect is combined with the results 

from the Rainflow algorithm in a single lifetime model in [GopiReddy14]. 

A month long load profile is used as a test profile to estimate temperatures 

in a power system for reactive compensation of load [GopiReddy14]. 

Insulated Gate Bipolar Transistor (IGBT) is a power-electronic device with 

a relatively wide range of applications including automotive traction 

[Held97]. Such applications require high reliability in particular under 

power cycling. Power cycling causes temperature changes which lead to 

mechanical stress. This can lead to defects such as lifting of bond wires. A 

fast cycling test that activates the failure mechanism is suggested to enable 

reproduction of millions of cycles in a short time. The effectiveness of the 

proposed approach is verified by a mechanical analysis. A model is 

developed to relate the number of cycles-to-failure to the magnitude of 

temperature changes [Held97]. 

Another mechanism affecting the lifetime of electronic devices can be 

modeled by the Arrhenius equation. An important parameter is the 
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activation energy10 that relates to the working temperature [Groebel01]. 

Accelerated-test data are experimentally obtained and then used to 

accurately estimate the activation energy. A software package dedicated to 

this experimental approach is used to speed up the process. Accelerated-

life test data are acquired for a thermally stressed hard-drive system and 

analyzed using the Arrhenius-Weibull model. The Arrhenius model 

parameters are estimated using a maximum likelihood algorithm. Then, the 

activation energy is estimated [Groebel01]. 

A few procedures for extracting the statistical parameters of temperature 

cycling experienced by power devices for different mission profiles (e.g., 

how an electric vehicle is driven) are investigated [Ciappa03a, Ciappa03b]. 

These statistical models help to design efficient accelerated tests and to 

fine-tune the lifetime models. A precise lifetime model that takes into 

account the creep11 experienced by compliant materials under thermal 

cycles is developed in [Ciappa03a, Ciappa03b]. 

Electronics reliability is affected by the average working temperature as 

well as the temperature cycling effect [Hirschmann06, Hirschmann07]. 

Temperature simulation is used to estimate the dynamic temperature 

values. Temperature cycling plays an important role in lifetime prediction 

models. A technique for detecting all relevant temperature cycles is 

developed in [Hirschmann06, Hirschmann07]. 

A lifetime model for solder joints under cyclic thermal-mechanical loading 

is developed in [Lu07]. The model combines a linear damage accumulation 

                                                      
10 Activation energy is a term primarily used in chemistry to approximately 

describe the minimum energy required to start (activate) a reaction. The reaction 

is modeled by Arrhenius equation that has the activation energy as a main 

parameter. In other situations that are not exactly a chemical reaction, but the 

Arrhenius equation is used for pure modelling purposes, the term “activation 

energy” is nevertheless used for the main parameter in the model disregarding 

its original namesake. 

11 Creep or cold flow is when a solid material moves slowly or deforms 

(permanently) under mechanical stresses. Exposure to stress during a relatively 

long period of time can do this. Heat exacerbate creep. The amount of stress that 

can cause this is less than the value needed to literally bend the material 

instantaneously. 
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with the effect of accumulated plastic strain12. The model is then used to 

predict the lifetime for a power module that operates under mixed cyclic 

loading conditions (e.g., a train’s traction system) [Lu07]. 

A solder fatigue model based on a modified Coffin-Manson approach is 

proposed in [Vasudevan08]. The proposed model is evaluated using 

temperature cycling experiments. The experimental data for various types 

of packages and sockets have been used. The proposed model’s error is 

reported to be less than 6% [Vasudevan08]. 

Through silicon vias reliability issues are investigated in [Kamto09]. The 

experiments performed using a technology based on deep reactive ion 

etching show that TSVs with tapered sidewalls can be formed. The TSVs 

experience temperature cycling. Considerable increase in the electrical 

resistance of the paths going through TSVs is observed after temperature 

cycling. Perfect TSVs only show small increases in resistance for 200 

cycles. Moreover, small changes in resistance are observed when TSVs 

experience high temperatures for extended periods of time [Kamto09]. 

The acceleration factor for solder depends on the magnitude of temperature 

changes, dwell times, ramp rates, actual values of temperature extremes, 

and the type of package [Syed10]. A lifetime model that relates the actual 

real-life lifetime with accelerated lifetime based on a number of factors 

including temperature cycling is proposed [Syed10]. 

The relation between the initial electrical resistance of TSVs and failures 

due to temperature cycling as well as electromigration is studied in 

[Frank10]. Physical analysis shows that a carbon impurity layer at one end 

of the problematic TSVs is developed. This impurity results in failure 

under temperature cycling while it has no correlation with defects caused 

by electromigration [Frank10]. 

The thermal stress distribution for a TSV array is studied in [Kuo11, 

Kuo12]. In TSV-based structures, there are large coefficient of thermal 

expansion (CTE) mismatches between silicon substrate, dielectric 

material, and filled metal. Therefore, the thermal stress at the interface of 

materials is large and results in material failure or delamination. The 

                                                      
12 Strain within material is either elastic or plastic. While elastic strain only can 

cause a reversible distortion, the plastic strain can result in non-reversible 

deformation including cracking of the material. 
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thermal-mechanical stress distribution of a TSV array model under the 

accelerated temperature cycling is investigated by a finite element 

approach. The surface area between TSVs is squeezed at high temperature 

and this results in compressive stress at the surface area. The analysis 

shows that large stress occurs around pads. This may result in failure or 

delamination of TSV pads. The simulations indicate that for larger pads 

that result in smaller space between TSVs the stress is larger. Smaller pads 

experience higher stress close to the pad corners but the stress is smaller at 

the middle of bottom pad. The proposed analysis technique helps to 

identify possible failure regions in the TSV structure [Kuo11, Kuo12]. 

Large shear stress13 develops at the interfaces between different materials 

during temperature cycling, especially if the difference between their CTE 

is large [Kumar12]. The shear stress may cause interfaces to slide by a 

diffusional process. This results in relative dimensional changes in the 

materials. This is a reliability risk for TSV based structures which not only 

suffer from temperature cycling but also convey large current densities. 

Experimental results demonstrate interfacial sliding caused by temperature 

cycling in presence of electric current. The presence of current moved the 

affected area in the direction of electron flow. This leads to exacerbated 

protrusion (or intrusion) of TSV relative to the temperature cycling only 

situation (when the electric current is negligible) [Kumar12]. 

The effect of temperature cycling as well as some other thermal 

phenomena on the performance of TSV based electronics is studied in 

[Cherman12]. The transistor performance is affected by the stress induced 

by the TSV. It is reported that high working temperature increases the 

TSV-induced stress while temperature cycling decreases this stress. These 

stress variations may be due to the TSV creep [Cherman12]. 

A study for understanding the effect of temperature cycling on the signal 

integrity for TSV based electronics is conducted in [Okoro12]. Radio 

frequency signals are used to detect discontinuities in the isolation liner 

around the TSV metal body. Signal degradation increases with temperature 

cycling. Atomic Force Microscopy (AFM) showed that void formation and 

growth in the isolation liner is the root cause [Okoro12]. 

                                                      
13 Shear stress is the stress force parallel to the surface of a material. It is different 

from the normal stress which acts vertical to the surface. 
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System reliability is affected by a number of factors including the amount 

of temperature cycling [Chantem13]. Task assignment and scheduling may 

help to even out the core wears in an advanced multi-core system. A 

dynamically-activated task assignment and scheduling algorithm that 

prolongs system lifetime is proposed in [Chantem13]. 

Thermal-mechanical failures of TSVs including the TSV protrusions from 

the die surface are studied in [Zhang13]. The TSV protrusions are observed 

after wafer bonding, thinning, and TSV revealing. TSV protrusion on the 

backside is affected by temperature cycling. Protrusion magnitude can be 

fitted to an exponential model which suggests a grain boundary diffusion 

mechanism might be behind it [Zhang13]. 

Temperature-related mechanical stress in TSV structures is studied in 

[Jiang14]. An X-ray micro-beam diffraction visualization technique is used 

to observe the stress and deformation in TSV with submicron resolution. 

Local plasticity in TSV and the deformation induced by thermal stresses 

are investigated using this technique. Grain growth in TSV metal body 

affects the stress relaxation during temperature cycling and consequently 

the residual stress and plasticity in the TSV structure [Jiang14]. 

3.9 Test Reordering 

During the test, the power consumption of the circuit under test may exceed 

its power rating, as discussed before. A test power reduction technique 

based on test vector ordering is proposed in [Chakravarty94, 

Dabholkar98]. The objective is to minimize the tests average switching 

activity. It is demonstrated that the test ordering problem is NP-hard. 

Consequently, a greedy approach for finding a low-power test order is 

proposed. An elaborate power model based on the transition count in the 

scan chain is used [Chakravarty94, Dabholkar98]. 

Another test planning technique is proposed in [Girard97] to reorder the 

test vectors to minimize the switching activity of the circuit under test. A 

close connection between the actual number of transitions and the 

Hamming distance between tests is confirmed. Consequently, a fast 

algorithm to calculate Hamming distances is used instead of the actual 

transition count which is excessively time-consuming to calculate. A 

greedy heuristic is then used to find a low power test order [Girard97]. 
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In safety-critical applications, the electronics are frequently tested (the test 

might be even in-field and even online) by Built-in Self-Test (BIST) 

modules [Flores99]. Online testing, in particular, can consume a large part 

of the overall power budget. A test ordering technique for power reduction 

is proposed in [Flores99]. The circuit-under-tests switching activities are 

approximated by Hamming distances between the subsequent tests. The 

problem is equivalent to a travelling salesman problem. The problem is 

simplified so that an ILP technique can be used. Moreover, a Christofides 

algorithm is employed to find a low-power test order [Flores99]. 

A method for reducing the test application time while respecting a power 

budget is proposed in [Rosinger02]. The method focuses on the test power 

peaks. These peak values depend on the order of the tests. The tests are 

reordered so that the power peaks for different cores are not overlapping. 

This leads to a minimized TAT under power constraints [Rosinger02]. The 

technique works as follows: First, power dissipation is minimized. Then, 

the current results are further improved by test application time 

minimization. When minimizing the test application time, the power is 

considered as a constraint [Rosinger02]. 

Testing during the burn-in process is a common practice since it reduces 

test and burn-in costs [Bahukud08a, Bahukud08b, Bahukud09]. However, 

power variations caused by scan-based testing may lead to large 

temperature fluctuations. This affects the accuracy of the burn-in process 

since the actual temperatures are not exactly known. Reducing power 

variations in order to reduce the temperature variations during burn-in is 

investigated in [Bahukud08a, Bahukud08b, Bahukud09]. The variation is 

reduced through test reordering. An ILP approach as well as a greedy 

algorithm are used to properly reorder the tests. An efficient transition 

counting method is proposed to rapidly estimate the test power values. 

Then, a heuristic-based test-pattern ordering technique is proposed to 

minimize the fluctuations in the power dissipation during test 

[Bahukud08a, Bahukud08b, Bahukud09]. 

Scan-based testing usually causes much larger switching compared to 

normal circuit operation [Tudu09]. This results in large power 

consumption which in turn leads to supply droop and yield loss. An 

efficient technique for test vector reordering to achieve an acceptably low 

peak power is proposed in [Tudu09]. The peak power values are 

represented by a complete directed graph. Consequently, a number of 
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graph based techniques are employed to reduce the peak power. Removing 

the edges with peak power larger than a certain threshold is one of the pre-

processing techniques. After that, the remaining graph is searched for a 

Hamiltonian path. Other techniques, such as repeating a test, adding an all-

zero test, and adding an all-one test are also studied. The average power is 

also minimized under the peak power constraint [Tudu09]. 
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Chapter 4 Process-Variation Aware SoC 

Test Scheduling Techniques 

This chapter presents techniques to address the negative effects of process 

variation on the thermal issues during test. In advanced SoCs manufactured 

by deep submicron technologies, the portion and the absolute value of the 

temperature error induced by process variation (PV) is considerable. The 

PV will cause large errors mainly due to power variations [Choi07]. Large 

error magnitudes directly translate into the need for larger safety margins 

and consequently excessively long test application times. 

The usual offline test scheduling techniques are vulnerable to temperature 

errors since the error values are not known a priory. Therefore, the 

temperatures that are simulated offline could be very different compared 

with the actual temperatures. Since the actual temperatures are accessible 

during test through temperature sensing, an online scheduling alternative 

seems promising. However, online test scheduling has its own drawbacks, 

such as additional delays due to temperature readout times and run time 

overhead. As a compromise, an adaptive approach is proposed in this 

chapter to take advantage of both offline and online scheduling paradigms. 

4.1 Introduction 

Two process variation aware methods are proposed in [Aghaee10] in order 

to maximize the test throughput. One of these techniques is offline and the 

other is hybrid (quasi-static). The optimization objective (i.e., testing 

throughput) is defined to take the cost of the overheated chips into account 

in addition to the test application time. However, these techniques handle 

neither intra-die process variation nor temperature error fluctuations. In 

this section an adaptive test scheduling method is introduced which 

navigates the tests according to the intra-die process variation thermal 

effects and temporal deviations in thermal behavior of the chip. It makes 

4 
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use of multiple on-chip temperature sensors to provide intra-die 

temperature information. 

Integration of such sensors is already practical. For example Power5 is 

reported to have 24 sensors in year 2004 [Clabes04]. A variety of 

mechanisms to access the sensors during test are proposed in [Ieee14b, 

Yao11c]. The proposed approach in this thesis assumes an overhead for 

sensor access and tries to reduce the number of sensor accesses. 

As mentioned in section 3.4, there are related sensor-based works in this 

area that support neither partitioning nor temperature-dependent leakage. 

The method proposed in this chapter is based on partitioning and 

interleaving, which reduces and/or utilizes the cooling times in order to 

decrease the overall test application time. It also handles the long and 

power intensive tests which are not thermally-safe. Moreover, 

temperature-dependent leakage is taken into account. 

The proposed method generates a near optimal schedule tree at design time 

(offline-phase). During testing (online-phase), each chip traverses the 

schedule tree, starting from the tree’s root and ending at one of the tree’s 

leaves, depending on the actual temperatures. The schedule indicates when 

a core is testing and when it is in the cooling state. The order of the test 

sequences is untouched and the schedule tree’s size (i.e., storage footprint) 

is small. 

Traversing the schedule tree requires a very small delay overhead for 

jumping from one point in the schedule tables to another point. This way, 

the complexity is moved into the offline-phase and the memory/delay 

overhead of the online-phase is minor. To our knowledge, this is the first 

work to present an approach which incorporates the on-chip temperature 

sensors data, repetitively during test, in order to adapt to the temperature 

deviations caused by process variation and to achieve a superior test 

performance. 

4.2 Motivational Example 

Assume that there are two instances,  and , from a set of chips 

manufactured for a given design. When the temperature error between the 

actual temperature and the expected one is negligible, the temperatures of 

 and  during a test process are equal and the same offline test schedule 

 is used for both of them. As illustrated in Figure 4.2.1a, both  and  
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are tested without overheating, since the test schedule includes cooling 

periods whenever the thermal simulator indicates that the chip temperature 

will exceed the limit. 

Due to process variation, however, the thermal responses of the different 

chips to the same test sequence will be different. Now, assume that chip 

 is warmer than expected, while chip  behaves normally. As 

illustrated in Figure 4.2.1b,  will overheat. To prevent this, a more 

conservative offline schedule  has to be designed based on the thermal 

profile of , for both chips, as illustrated in Figure 4.2.1c. 

This new schedule will avoid overheating, but will lead to longer test 

application time  compared with . For chip , this test 

application time is unnecessarily long, since the original schedule, , in 

Figure 4.2.1a is a safe schedule for this particular chip. For a set of 

manufactured chips with large temperature variations, in order to generate 

a globally conservative offline schedule, the hottest chip will be used to 

 
Figure 4.2.1 Test schedule examples 

Temperature curves (a) when there is no temperature error; (b) when there is time-invariant 

temperature error and schedule  is used; (c) when there is time-invariant temperature error and 

schedule  is used; (d) when there is time-variant temperature error. (Curves are only illustrative.) 
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determine the test schedule. This test schedule will introduce too long 

cooling periods for most of the chips, leading to an inefficient test process. 

The hybrid technique presented in [Aghaee10] addresses the above 

problem with the help of a chip classification scheme. This scheme consists 

of several test schedules for different temperature error ranges. After 

applying a short test sequence, the actual temperature of the chip under test 

is measured using a sensor and depending on its value, the proper test 

schedule is selected. Therefore, the hotter chips will use a test schedule 

with more cooling, while the colder chips will have less cooling. The 

overheating issue is solved and the test application time will not be made 

unnecessarily long. This approach works fine under the assumption that 

the thermal behavior of the chips is time invariant (e.g., Figure 4.2.1a–c). 

However, in the case of large process variation, the thermal behavior is 

time variant and the technique presented in [Aghaee10] will not be able to 

achieve high quality schedules. The variation of thermal response with 

time is illustrated in Figure 4.2.1d. In this case, the temperature of chip  

gradually lifts up, as compared to chip , and  eventually overheats. A 

scheduling method capable of capturing temporal deviations is therefore 

required to deal with this new situation 

The temperature behavior given in Figure 4.2.1d is captured in Figure 

4.2.2a with more details. The lift up of the temperatures of chip  starts 

at time , as shown in Figure 4.2.2a. Since  will only overheat after , 

both chips can be safely tested with schedule  up to . At , the actual 

temperature of the chip under test, , can be obtained via sensors. The 

actual temperature can then be compared to a Threshold and the following 

two different situations can be identified: 

 

For the rest of the test, after , two dedicated schedules,  and , are 

generated in the offline phase for  and , respectively. Therefore, in 

the online phase the test of  continues with schedule , as in Figure 

4.2.2a, and the test of  continues with schedule , as in Figure 4.2.2b. 

In this illustrative example, at the end of , the schedule does a branching 

to either  or  based on the actual temperature. This information and the 

branching condition can be captured in a branching table,  in Figure 
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4.2.2. As shown in Figure 4.2.2a,  is tested initially with  and then 

with , while, as shown in Figure 4.2.2b,  is initially tested with  and 

then with a more conservative schedule, . 

The segments of the schedule which are executed sequentially without 

branching are called linear schedules. An adaptive test schedule consists 

therefore of a number of branching tables in addition to multiple linear 

schedule tables. Note that the original test sequences are saved elsewhere 

in an intact order without being duplicated. 

Although the above illustrative example was about a single-core design, 

the focus of this thesis is on multi-core SoCs. It is assumed that, due to the 

intra-die process variation, each core has its own thermal behavior similar 

to what is described above for a chip. Moreover, multi-core designs usually 

 
Figure 4.2.2 Schedule and branching tables 

Temperature curves when there is time-variant temperature error (a) when both chips are tested with 

linear schedules  and ; (b) when by referring to the branching table, , test of chip  continues 

with linear schedule  after time . (Curves are only illustrative.) 
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are affected by lateral heat dissipation among the cores and also by the 

limited test bus width which is shared by different cores. 

Temperature curves for a SoC with four cores, as an example, are given in 

Figure 4.2.3 [He08a]. It shows how the temperatures of the different cores 

change over time. For a given core, when it is tested, its temperature 

increases. When a core is not tested, there are no switching activities, and 

it starts to cool down, as shown by the temperature curve going down. 

To guarantee thermal safety, testing is interrupted when a core reaches the 

high temperature threshold. As shown in Figure 4.2.3, more than one core 

may be tested at the same time (e.g., the temperature for both core 1 and 

core 3 is going up around  because of testing). Cores will utilize the 

available TAM which is freed during the cooling intervals of other cores 

(e.g., core 1 utilizes the cooling time of core 3 at ) [He08a]. 

4.3 Problem Formulation 

The goal is to generate an efficient adaptive test schedule, offline. This is 

formulated as an optimization problem. The input consists of a SoC design 

with its set of cores and their corresponding test sequences and their 

switching activities. The floor plan, the thermal parameters, the static 

power parameters, and the dynamic power parameters for the chip are 

given as inputs. The statistical data that models the temperature deviations 

are also given as input. The adaptive test schedule should be generated to 

minimize the test application time and the probability of overheating. 

These objectives are captured by a cost function which expresses the 

 
Figure 4.2.3 Temperature curves for a four core chip under test 
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overall efficiency of the generated test schedule, as discussed in the 

following. 

The test schedule should be generated under two constraints. The first 

constraint is the available test bus width. The test bus width limits the 

number of cores that can be tested in parallel. The second constraint is the 

available Automatic Test Equipment (ATE) memory which limits the size 

and the number of the linear schedule tables and branching tables. It is 

assumed that the available memory after loading the test patterns will be 

utilized for storing the schedule and, therefore, the amount of memory 

dedicated to the schedule will not introduce new costs. 

In this thesis a comprehensive cost function is defined by combining the 

cost of the overheated chips and the cost of the test facility operation, as 

follows: 

(4.3.1) 

The first term in the cost function is related to the test facility operation 

cost, which is defined as the operational Cost of the Test Facility per time 

unit ( ) divided by the Test Throughput ( ). The cost of the test 

facility operation per time unit depends on the cost of the ATE machines, 

their maintenance costs, and other operational costs. The test throughput 

captures the applied test size per time unit and is explained later. 

The second term of the cost function is related to the cost of the overheated 

chips, which is the product of the Price of One Chip ( ) and the 

expected number of overheated chips. The expected number of overheated 

chips is calculated based on the Test Overheating Probability ( ) which 

represents the number of overheated chips per number of chips entering 

the test facility 

In equation 4.3.1 the test overheating probability, , is divided by 

 in order to give the expected number of overheated chips per number 

of non-overheated chips. The cost of the test facility per time unit, , 

and the price of one chip, , depend on the particular manufacturing 

and test facility and on the particular SoC. To have a simple model for the 

test throughput, , assume that the given test facility is characterized by 

                                                      
1 A list of notations and abbreviations is provided in section 4.11. 
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its overall Effective Test Time per Second ( ) and Test Handling 

Time ( ). 

The effective test time per second is the total test time that the test facility 

provides. For example if there are two ATE machines working in parallel, 

the  could be as high as two. Therefore, the  depends on the 

number and specification of the ATE machines and possibly other test 

facility specifications. The test handling time represents the wasted times 

that chips are not actually under test (e.g., placing, connecting, and 

detaching the chips) and therefore, it depends on the test facility 

specifications. The test throughput, , which depends on the Applied Test 

Size ( ) and Test Application Time ( ), is calculated as: 

(4.3.2) 

In order to gain a better understanding of the test throughput, the 

Normalized Test Throughput ( ) is defined by normalizing the test 

throughput, , to the effective test time per second, , and assuming 

that the test handling time, , is negligible, as follows: 

(4.3.3) 

The normalized test throughput, , is proportional to the applied test 

size divided by the test application time. It is also proportional to the 

percentage of the chips that have completed the test without overheating. 

Therefore large test application time and large test overheating probability 

will result in small test throughput and consequently the cost component 

related to the test facility operation will be higher. 

In this thesis, , , and  do not depend on the test schedule 

and therefore they are considered to be constants. The cost function is then 

normalized so that all constants are lumped into one new constant, the 

Balancing Coefficient ( ). The result is the Normalized Cost Function 

( ) which is expressed as: 

(4.3.4) 
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The balancing coefficient, , is in direct proportion to the price of one 

chip, , and in inverse proportion to the cost of the test facility per time 

unit, . The first term in the above equation captures the test facility 

operation cost. 

The second term captures the balanced cost of the overheated chips and is 

proportional to the test overheating probability, , and the balancing 

coefficient. The balancing coefficient balances the cost of the overheated 

chips against the cost of the test facility operation. Expensive chips will 

results in a larger balancing coefficient and expensive test facility will 

result in a smaller balancing coefficient. 

4.4 Temperature Error Model 

As previously defined, temperature error is the difference between the 

expected temperature (can be estimated by simulation) and the actual 

temperature (can be measured by sensors). This error can be categorized 

into spatial temperature error and temporal temperature error. Spatial 

temperature error shows that different cores have different temperature 

errors while the temporal temperature error shows that the same core has 

different errors at different times. 

A temperature error model gives the probabilities of the temperature errors 

for every core in every test cycle. The spatial error model gives the initial 

error distribution and then the temporal error model is used to recursively 

estimate the error distribution for the next cycle. 

For example, a spatial temperature error model which consists of a discrete 

distribution shows that at the very beginning of the test the probability of 

an error equal to  in core 1 is 0.001 while the probability for the 

same error in core 2 is 0.02. The spatial error model is specified using a 

look up table which is assumed to be given as one of the inputs. Assuming 

that the error for a SoC design may range from  to  by a 

resolution of , the number of the look up table entries ( ) would be 

80 for a core and  for a SoC with  cores. 

The temporal temperature error model is assumed to be a discrete-time 

model which means that the temperature error is fixed during a period and 

then it changes discretely from one period to the next. Therefore, the 

temporal temperature error model specification has two parts, the period 

which is called temporal error period and a table of error change 
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probabilities. The temporal temperature error table gives the probability of 

a particular change in error. 

For example, a temporal temperature error model shows that the 

probability that the error increases by  is 0.015. Assume that the 

temporal error period is and the error is measured to be  at time 

0, as shown in Figure 4.4.1. The error will remain  up to  (

). Then after  the exact error is not known 

any more. However the probability of a certain error can be estimated using 

the temporal error model. In this example, the probability of a temperature 

error equal to , between  and  is 

0.015. Without a measurement at , the only available information is 

that the probability of a temperature error equal to 

 is 0.015 × 0.015, between  and . In Figure 4.4.1, a new 

measurement is done at time  and the actual error is . 

The size of the temperature error data set, given as input, might be quite 

large. In such a case it is necessary to extract a smaller set of data which is 

representative of the original data in accordance with the accuracy and 

speed requirements. This is done by clustering the errors into error clusters. 

The error clusters are characterized by temperature Error-cluster Borders 

( ). The temperature error range, resolution, and error clusters are 

assumed to be identical for all cores, in this thesis. 

The Temperature Error Values  and the Spatial 

Temperature Error Probabilities  are 

original inputs which are given for a SoC with  cores for  temperature 

 
Figure 4.4.1 An example for temporal temperature error probabilities 
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error samples. The Temporal Temperature Error Probability ( ) is the 

other input and it gives the probability for a certain change in the error 

value. The probability that the temperature error value changes from  

to  is 

(4.4.1) 

The error clustering is assumed to be uniform and the error-clusters 

borders, , are identical for all cores. Assuming  error 

clusters, the size of the original data set reduces to . Error clustering 

will divide the -dimensional error space into error cells indexed using 

Cartesian system (i.e., ). For example, assume that for a 

SoC with two cores, each core has two error clusters. The 2-dimensional 

error space is divided into four error cells, indexed with , , , 

and . While the original size of the error space is , the number of 

error cells is . Assuming  and , the original size is 

while the size of the clustered error space, with , is . 

4.5 Adaptive Test Scheduling 

The proposed adaptive method is based on the on-chip temperature sensors 

implemented on each core. During test, the actual temperatures of selected 

cores are read at certain selected moments. A group of chips with similar 

thermal behavior which are tested with the same schedule is called a chip 

cluster. During the test, chips are dynamically classified into one of the 

chip clusters and are tested using its corresponding schedule. The chip 

clusters vary during the test, and at every adaptation moment (time moment 

corresponding to a certain branching table) the chip clusters change into a 

new scheme which is suitable for the new situation. 

The parameters that affect the efficiency of the adaptive method are the 

moments when branching/adaptation happens, the number of edges (i.e., 

linear schedule tables) and the branching conditions (i.e., chip clustering). 

For the example in Figure 4.2.2, the adaptation is happening at , the 

number of edges is two (two linear schedule tables,  and ), and the 

branching condition is a comparison with the  temperature. 

Since the possible branching moments are multiples of the temporal error 

period, the first design decision is whether to branch or not at a possible 

node in a schedule tree. This design decision will be merged with the 

second design decision which is the number of edges (i.e., the number of 
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chip clusters). The third design decision is the chip clustering for nodes. 

These problems are summarized into the following two sub-problems. 

1. How many chip clusters, at each possible node in the schedule tree, is 

suitable? The special case of one edge implies no branching, no sensor 

reading, and no extra effort. 

2. What is the proper chip clustering into the given number of chip 

clusters? The number of chip clusters is known from the previous 

question. Depending on the chip clustering some cores may not need 

sensor readout. 

The second question is only relevant when the answer to the first question 

is larger than one. The above questions are then formulated in two different 

forms, the first question is described as a tree topology and the second 

question is the chip clustering for the nodes of that tree topology. 

A candidate schedule tree is generated by combining a candidate tree 

topology with a candidate chip clustering. The number of candidate tree 

topologies and the number of alternative chip clusterings grow very fast 

with parameters like temporal error resolution and the number of cores. 

Since the number of candidate trees is the product of the tree topology 

alternatives and the chip clustering alternatives, the search space is so huge 

that ordinary search approaches would not work fast enough. Therefore a 

constructive method is suggested to deal with this high complexity. 

The schedule tree is constructed by adding small partial trees to its leaves. 

These small partial trees which are the building blocks of the schedule tree 

are called sub-trees. A sub-tree consists of a small number of linear 

schedules and branching tables which makes it possible to be clustered and 

optimized (scheduled) at once. The tree that is under construction with 

unfinished tests is called an unfinished tree. 

For example, assume that there is an unfinished tree, Tree 1, as shown in 

Figure 4.5.1a. The linear schedule tables of Figure 4.2.2 correspond to the 

edges of Tree 1 while the branching table corresponds to node 1, as shown 

in Figure 4.5.1a. Two sub-trees with one and with two edges are shown in 

Figure 4.5.1b. Tree 1 has two leaves and combinations of the sub-trees are 

added to them in order to generate the offspring as shown in Figure 4.5.1c. 

Offspring 2, for example, is generated by attaching the Sub-tree 1 to node 

2 of Tree 1 and attaching the Sub-tree 2 to node 3 of Tree 1. 
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The proposed constructive algorithm is shown in Figure 4.5.2. The inputs 

to the algorithm include the switching activities of the tests in order to 

compute the dynamic power, the thermal error model in order to estimate 

the temperature errors, and the thermal model of the chip in order to predict 

the temperatures. 

Furthermore, the algorithm requires the electrical model of the chip in 

order to compute the static power and the dynamic power and in order to 

be informed about the test bus width limit. The test facility specifications 

are also inputs to the algorithm which provides the knowledge of the 

available ATE memory, delay overheads, and the balancing coefficient 

(i.e., in equation 4.3.4). 

The algorithm starts with an initialization phase, as shown in Figure 4.5.2. 

Here, the unfinished tree, sub-tree topologies, temperature error model, and 

thermal simulator are initialized. Then it proceeds with constructing the 

schedule tree out of the sub-trees as will be explained in section 4.5.1. The 

linear schedule tables are discussed in section 4.5.2. The sub-tree 

evaluation is explained in section 4.5.3. The sub-tree scheduling which is 

based on an optimization heuristic is explained in section 4.5.4. 

4.5.1 Tree Construction 

The schedule tree construction starts with a root node and in each iteration 

an unfinished tree extends and multiplies by adding alternative 

combinations of sub-trees to its active leaf nodes, as shown in Figure 4.5.1. 

Then, a small number of promising under-construction trees are selected 

as unfinished trees from the offspring list to be used in the next iteration. 

 
Figure 4.5.1 Constructive method 

Main components are (a) Unfinished tree, (b) sub-tree topologies, and (c) offspring trees. For , , 

, and in (a) refer to Figure 4.2.2. 
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For example, an unfinished tree list will be selected from the offspring list 

(partially shown in Figure 4.5.1c) to go on with. The algorithm, as shown 

in Figure 4.5.2, ends when all the unfinished trees have completed the test. 

The selection process keeps the ATE memory constraint satisfied by not 

selecting the candidates that will exceed the memory limit. A naïve 

algorithm will have a tendency to create many edges in all iterations at the 

beginning since it reduces the cost. As a result of this naïve approach the 

algorithm will put many edges near the root of the tree and later on as the 

memory fills up there will not be any possibility to add a new edge. In order 

to provide the algorithm with the freedom to put more edges in the more 

beneficial regions. In our proposed algorithm, the selection is done based 

on the Scaled Cost Function ( ) as defined in the following. 

 
Figure 4.5.2 The proposed constructive method 
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(4.5.1) 

The normalized cost function,  (equation 4.3.4), is scaled by the tree’s 

number of nodes plus an adjusting offset. Now, adding nodes to the tree is 

only beneficial if it gives a reasonable cost reduction, otherwise a smaller 

tree may get a lower scaled cost and manage to survive to the next iteration, 

while bigger trees are discarded. In general bigger trees will have smaller 

 but not necessarily smaller . The effect of the number of nodes 

is adjusted by the adjusting offset. A small adjusting offset promotes 

having fewer edges compared to a large adjusting offset which promotes 

having more edges. In other words, a larger adjusting offset reduces the 

sensitivity to the number of nodes. An extremely large adjusting offset 

means that the number of nodes has almost no effect on decision making 

while  dominates the decision making process. 

To satisfy the memory constraint, when unfinished tree is selected based 

on its scaled cost function, it is scheduled for the rest of test by just using 

the linear schedule tables which mean no further branching. During this 

scheduling, the linear scheduling aborts as soon as the memory limit is 

violated. If the linear scheduling succeeds in respecting the memory limit, 

the candidate survives to the next iteration. Otherwise, the currently chosen 

unfinished tree is discarded and the next candidate with larger or equal 

scaled cost is tested for its compliance with the memory constraint. The 

scheduling will fail if no candidate could meet the memory constraint, 

meaning that the limit is too tight even for a linear schedule. 

4.5.2 Linear Schedule Tables 

A linear schedule table captures a schedule without branching. The linear 

schedule table entries (start/stop times for each and all cores) are optimized 

in the offline phase to reduce the probability of overheating. The 

temperatures are checked frequently in order to keep the overheating 

probability small. 

The start/stop states in the linear schedule tables are generated using the 

heuristic proposed in [He08a]. According to this heuristic, the test of the 

cores with lower temperature and higher remaining test size will be started 

or resumed earlier. Activating the cores with lower temperatures is 

desirable because it provides longer testing intervals and therefore reduces 

the number of test partitions and their corresponding overheads. 
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Moreover, by choosing the colder cores while the effect of adjacent cores 

are taken into account by temperature simulation, in fact, the algorithm 

activates the cores which are far from the current active cores. This will 

save the newly activated cores from the accumulated heat in their possible 

neighbors and furthermore by not activating the adjacent cores, the newly 

deactivated cores will experience a faster cooling. The heuristic gives also 

advantage to the cores with longer remaining tests, thus maximizing the 

interleaving opportunities. Besides, the situation in which a long test 

sequence leads to a long total test application time is avoided. 

As mentioned before, each chip cluster is tested with a dedicated linear 

schedule. Every chip cluster is represented by a single error value which 

will be used to estimate the actual temperature based on the simulated 

temperature; this error value is called representative temperature error. The 

estimated temperature is updated periodically by correcting the cores’ 

simulated temperatures with the representative temperature error. The 

estimated temperature is then used to compute the static power and to 

determine the ‘state’ of the cores (i.e., testing or cooling). 

For example, assume that there are two chips  in a certain chip 

cluster and the chips consist of only one core. Therefore, at a certain 

moment in time, there are two error values  corresponding to the 

two chips. But the linear scheduling heuristic works with one error value 

for one chip cluster. Therefore, the representative temperature error, , 

which is a real number ( ) is defined as a value which represents chips 

error values, . 

The representative temperature error is updated periodically with the 

temporal error period (see section 4.4) while the estimated temperature, 

static power, and state of the cores are updated more frequently. After 

updating the state of the cores, the dynamic power sequence is computed. 

The initial temperatures are available as the results of the previous 

temperature simulation. Having dynamic and static power sequences in 

addition to the initial temperatures, the next temperature simulation is 

performed. 

The representative temperature error for a chip cluster is viewed as a safety 

margin in [Aghaee10] and its optimal value is experimentally computed 

for a number of examples. Those experiments suggest that the optimal 

value for a representative temperature error is equal to the border between 

the chip cluster and the adjacent chip cluster that has larger error (i.e., 
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hottest possible chip in the chip cluster). This is true for all chip clusters 

except the last one that has the largest error. For example, for a chip cluster 

stretching from  to  ,  would be a good 

choice to be the representative temperature error for this chip cluster. The 

representative temperature errors are assigned in a similar way in this 

thesis. 

To have an example from a different point of view, assume that in total 

there are four chips  and chips consist of only one core. 

Therefore, at a certain moment in time, there are four error values 

 corresponding to the four chips. Assume that 

. Assume that the chip-clustering algorithm (will be explained in 

section 4.5.4) has generated two chip clusters  and . The 

representative temperature error for the chip cluster that has smaller errors 

(i.e., ) is  and the representative temperature error for the 

last chip cluster,  is formulated as an optimization variable along with 

the chip-clusters borders in the chip-clustering algorithm. This is in 

particular important when the number of chip clusters is small. This is 

usually the case2 and therefore the cluster on the high temperature extreme 

will contain a non-negligible number of chips. 

The sub-tree optimization method encodes the problem based on chip-

clusters borders. The representative temperature errors are defined as chip-

clusters borders for all chip clusters but the last one. For the last error 

cluster (one with the largest errors), the representative temperature errors 

are encoded along with the chip-clusters borders as the sub-tree 

optimization variables. This will be explained in more details in section 

4.5.4. 

The optimization problem for a linear schedule table is to minimize the 

partial normalized cost function by finding the proper start/stop times. This 

is done based on the heuristic proposed in [He08a]. The utilized test bus 

width is the sum of the TAM widths of the active cores for tests which 

utilize the TAM. The schedule size is the product of the number of the 

linear schedule table entries and the record size. The schedule tree is 

equivalent to a number of linear schedule tables (edges) in addition to a 

number of branching tables (nodes), as shown in Figure 4.5.1a. The linear 

                                                      
2 Refer to [Aghaee10]. 
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schedule table is explained above and the rest of the construction process 

will be explained in the following sections. 

4.5.3 Sub-Tree Evaluation 

The schedule tree is constructed by attaching sub-trees to the leaves of the 

unfinished trees (See Figure 4.5.1). For this purpose, the proper schedule 

for a sub-tree topology should be found. In a sense, a sub-tree is a tree and 

the cost function introduced in section 4.3 should be usable. However, 

there is a subtle difference between their objectives. For the schedule tree 

the objective is its very own cost. For a sub-tree the objective is, on the 

contrary, the cost of the schedule tree that is to be constructed. Therefore, 

the cost of the final schedule tree should be estimated assuming that this 

particular sub-tree is used in its construction. This makes the cost 

evaluation different for the sub-trees. 

To find the near optimal schedule for a sub-tree topology, a partial cost 

function must be used for different sub-tree clustering alternatives. For the 

evaluation of the cost function (i.e.,  in equation 4.3.4), the expected 

values of the test application time, , the applied test size, , and the 

test overheating probability, , (denoted by , , and , 

respectively) should be computed by utilizing the temperature error 

statistics. 

The expected values are computed while each edge is being scheduled. In 

the formulation of the schedule tree, an edge is represented by its 

destination node. Assuming that the number of nodes is , the Nodes’ 

Probabilities , the Nodes’ Applied Test Sizes 

, and the Nodes’ Test Application Times 

 are used to compute the expected applied test size and the expected 

test application time as follows: 

(4.5.2) 

 

(4.5.3) 

In order to explain the expected test overheating probability, , and 

understand how node probabilities are computed, the notion of node 

clustering and error cells are introduced here. Temperature errors of cores 

constitute a -dimensional errors space (  is the number of cores). For 

example in Figure 4.5.3, there are two cores and therefore the error space 

is two dimensional. The horizontal axis represents the error values of the 
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first core and the vertical axis represents the error values of the second 

core. There are four error clusters for each core and therefore there are 

sixteen error-cells in Figure 4.5.3. 

This is specifically important for the nodes at which branching takes place. 

Branching at a node is, in fact, a chip clustering to a number of groups, so 

that each chip cluster corresponds to an exclusive edge that branches out 

of that node. Chips are identified by their cores’ errors and therefore a chip 

clustering is a partitioning of the -dimensional error space into a number 

of chip clusters. 

This means that a chip cluster is a combination of specific error intervals 

of the cores. A candidate ‘sub-tree clustering’ is a set of chip clustering 

alternatives for nodes. Furthermore, a candidate ‘sub-tree clustering’ could 

be viewed as a set of nodes’ clustering alternatives for a sub-tree topology. 

An error cell is a cell in -dimensional error space separated by cores’ 

error-clusters borders and therefore its projection on a core error axis is an 

error cluster for that core. Therefore, a node clustering could be seen as 

assigning error cells to chip clusters or equivalently labeling error cells 

with chip clusters. An example for labeling of the error cells is shown in 

Figure 4.5.3. There are two cores  in the figure, and the numbers 

(“0” or “1” in this case) inside the rectangular error cells are the labels. 

A candidate sub-tree topology will have a number of candidate clustering 

alternatives which label the nodes’ error cells with the relevant chip 

clusters. Each chip cluster for a node corresponds to an edge branching out 

of that node and corresponds to a linear schedule table. Each node has its 

own dedicated Error-Cell Labeling 

. Looking from a branching node, a succeeding node corresponds to a 

 
Figure 4.5.3 An example for error-cells labeling 

Four error-cells are labeled with 0 that is the ID of the chip cluster number 0 and the remaining twelve 

error-cells are labeled with 1 that is the ID of the chip cluster number 1. 
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chip cluster and therefore it receives a Node’s Cluster Label 

 to represent that chip cluster (or equivalently the preceding edge 

and corresponding linear schedule). This label indicates which of the 

branching node’s chip clusters will lead to a certain succeeding node. 

The probabilities of error cells for different nodes and consequently the 

probabilities of those nodes are computed based on the temperature error 

model and based on the chip clusterings of the preceding nodes. In order 

to speed up the computation of the Error-Cells Probabilities ( ) the 

Error Cell Change Probabilities ( ) are pre-computed as shown below, 

in equation 4.5.5. The error cell change probabilities are, in fact, the 

concentrated effect of the temporal error model which is repeatedly used 

to compute the error-cells and nodes probabilities. 

It is assumed that the variation in the probabilities inside an error cluster is 

negligible. Furthermore, it is assumed that the error change probabilities 

for different cores are independent. The error-cell probabilities change 

from node to node and therefore most of the time the equations are about 

two nodes, the origin and the destination. The error cells for the origin 

node are superscripted with  and for the destination node with .  

is computed as follows: 

(4.5.4) 

 is the temporal temperature error probability,  is temperature 

error value, and  is error cluster border.  is computed as follows: 

(4.5.5) 

The error-cell probabilities for the root node (i.e., ) are computed 

based on the spatial temperature error probabilities (  ) as follows: 

(4.5.6) 

The error-cell probabilities for non-root nodes (i.e., ) are computed 

based on the predecessor node which is denoted by . First, error-cell 

probabilities just after the branching are extracted from the predecessor 

node as follows: 
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(4.5.7) 

While scheduling an edge, overheating may occur to some of the cells 

(ranges of chips) which have larger temperature errors. Consequently, the 

probability of these cells at the end of the edge (after the corresponding 

chunk of the test is applied) is considered to be zero. The error-cell 

probabilities, , after overheating are computed based on 

Representative Temperature Error ( ) (  is introduced in section 

4.5.2) as represented below, in equation 4.5.8. Overheating of a core occurs 

when the core’s actual temperature which is estimated by adding  to 

the Simulated Temperature ( ) exceeds the High Temperature Threshold 

( ). A chip is considered as being overheated if at least one of its cores 

overheat. 

after overheating
after branching

 (4.5.8) 

According to the temperature error models (introduced in section 4.4) the 

error-cell probabilities, , after temporal changes are computed as: 

 

 (4.5.9) 

The node’s probability, , is computed as follows: 

 (4.5.10) 

Node’s not Overheating Probability ( ) is the probability that a chip 

which corresponds to this edge according to the chip clustering scheme, is 

not overheated after traversing this edge.  for a node, , is computed 

as follows: 

 (4.5.11) 

Finally, error-cell probabilities, , are computed as: 

 (4.5.12) 
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Edges are scheduled by determining the linear schedule tables as explained 

in section 4.5.2. Then the candidate sub-tree clustering is evaluated using 

the partial cost function which is based on the expected applied test size, 

the expected test application time, and the predicted test overheating 

probability. The first two are already introduced in equation 4.5.2–3 and 

the last one is explained below. 

Evaluation of a partial tree is in fact an attempt to predict the cost of the 

completed schedule tree, based on the current situation of that partial tree. 

For this purpose, it is assumed that the final schedule tree will be composed 

of a number of similar partial trees (building blocks for the final schedule 

tree). These partial trees are assumed to have similar expected applied test 

size, expected test application time, and expected test overheating 

probability. These expected values are assumed to be similar to those of 

the partial tree that we are evaluating. 

Therefore, a good prediction approach for the test application time and the 

applied test size would be their current expected values multiplied by the 

predicted total number of partial trees. Since only the ratio of the predicted 

test application time to the predicted applied test size matters in the cost 

function (the first term in equation 4.3.4), a good choice for predicted 

values of these variables is their expected values. But the situation for 

Predicted Test Overheating Probability ( ) is different since its value 

does not change linearly when a number of similar partial trees (building 

blocks) are put one after the other (unlike  and ). 

Assuming that there are  leaves in the tree, the Leaf’s Overheating 

Probability  is the overheating probability for the path 

from the root node to the specified leaf node. Its computation includes 

multiplication over nodes that belong to the specified root-to-leaf path. The 

overheating probability for leaf  is computed as: 

 

 is a leaf node for all nodes, , belonging to the root–to–  path  

 (4.5.13) 

The expected test overheating, assuming a total of  leaf nodes, is 

computed as: 

   (4.5.14) 
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 can be used in equation 4.3.4 to evaluate a fully constructed 

schedule tree, but for partial cost function when the tree is not yet fully 

constructed, the predicted test overheating probability, , is used in to 

evaluate the partial cost function (which will replace  in equation 

4.5.1).  is computed as: 

  (4.5.15) 

Where λ is the total number of partial trees (building blocks) that are 

assumed to be similar to the current partial tree and will construct the final 

schedule tree.  is computed for the partial tree as expressed in 

equation 4.5.14 and then the predicted test overheating probability is 

computed by assuming that these λ partial trees have overheating rates 

equal to the current partial tree’s overheating rate. λ is computed based on 

the expected Number of Partial Trees ( ) which is defined as the total 

test size divided by the expected applied test size, , for the current 

partial tree. 

A naïve algorithm will use the  instead of λ in equation 4.5.15. 

However, because of the localities in the schedule tree, partial trees 

(building blocks) with a lot of cooling may exist. For these partial trees, 

the expected applied test size is small and consequently the expected 

number of partial trees, , will be estimated pessimistically. This 

unrealistic estimation may result in exceedingly large predicted test 

overheating probabilities, , and consequently a long schedule tree 

with too much of cooling may receive a low cost and be selected. 

Therefore, limiting the expected number of partial trees, , would be 

helpful for good schedules to receive a more realistic cost. A reciprocal 

limiter is used here which amplifies small inputs and attenuates large 

inputs. In the proposed reciprocal limiter, the output is always one when 

the input is one and the output is equal to the input in a point that is called 

. The output will be always smaller than the limit which is (

). The limited output, λ, is calculated based on the input, , as follows: 

   (4.5.16) 

A larger  promotes lower overheating since the maximal value of λ 

increases and also because of the increased limiter’s amplification for the

 values which are less than . On the other hand, a smaller  

will result in schedules with shorter test application time. 
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At this point, the introduction to computation of the expected test 

application time, expected applied test size, expected test overheating 

probability, and predicted test overheating probability is completed and the 

expected cost for a sub-tree could be computed using them. Therefore, the 

clustering alternatives for a sub-tree topology could be evaluated using the 

scaled cost (equation 4.5.1). The clustering alternatives are explored by 

PSO and the best scheduled sub-tree is selected at the end. This 

optimization is further discussed in the next section. 

4.5.4 Sub-Tree Scheduling 

As mentioned before, the schedule tree is constructed by attaching sub-

trees to unfinished trees’ leaves (See Figure 4.5.1). For this purpose, the 

proper schedule for a sub-tree topology should be found. In order to 

schedule a sub-tree topology which is going to be connected to the 

specified leaf node of the unfinished tree (  in Figure 4.5.2) a 

heuristic, as shown in Figure 4.5.4, iteratively generates alternative chip 

clustering schemes and evaluates them. The evaluation is explained in 

section 4.5.3 and requires the sub-trees’ edges (i.e., linear schedule tables) 

to be scheduled as explained in section 4.5.2. 

A chip clustering scheme for a sub-tree specifies which chips will take 

which edges. The chips are specified by their cores’ errors and therefore 

the problem could be seen as assigning chip clusters to the error cells 

located in the -dimensional error space. The search space could be seen 

as the collection of different alternatives for . For example for 

a chip with two cores, the general form is  and therefore, for a 

sub-tree with two nodes, the solutions will be similar to the two alternatives 

given in Figure 4.5.5. 

A solution encoding scheme is suggested in [Aghaee11b] which labels the 

error cells with chip clusters. The number of the decision variables grows 

exponentially with the number of cores and therefore the computational 

complexity is very high. In this thesis, we suggest a solution encoding 

scheme which encodes the chip-cluster borders instead of the error cells. 

For a node with  succeeding chip clusters the number of decision variables 

is . For  chip clusters, there are  chip-cluster borders and the 

-  value is the representative temperature error for the last cluster. Here, 

the number of the decision variables grows in proportion to the number of 
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cores and therefore the computational complexity is much smaller 

compared with the scheme suggested in [Aghaee11b]. 

Two examples for the suggested solution encoding for a sub-tree with only 

one node, similar to sub-tree 2 in Figure 4.5.1b, are shown in Figure 4.5.6. 

The solutions correspond to a SoC which has only two cores. There are 

three temperature error clusters per core and the number of edges (i.e., 

number of chip clusters) in the corresponding sub-tree is two.  and  are 

representative temperature errors for the last chip cluster. The 0-th chip 

cluster in Figure 4.5.6a is larger than the 0-th chip cluster in Figure 4.5.6b. 

An equivalent view-point is to compare the number of error cells which 

are indexed by 0. Another equivalent view-point is to compare the chip-

clusters borders on the vertical axes (i.e., third element in the solutions 

encodings). 

 
Figure 4.5.4 Sub-tree optimization algorithm 
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The possible solutions are then explored using particle swarm 

optimization. Although PSO is introduced in section 2.7, let us briefly 

review it here. A candidate solution is called a particle and is represented 

by its location and its velocity. The locations are the encoded solutions and 

the velocities are used to determine the next candidate solutions. Each 

particle remembers its previous best location, and the swarm remembers 

the global best solution that is the best location any of its particles have 

visited ever. The previous bests and the global best are then used to give a 

hint to the random velocities. 

 
Figure 4.5.5 Error-cell labeling alternatives 

Two alternatives are for a chip with two cores and a sub-tree with two nodes. The general form is 

,  being the node index (row). Cells (columns) are indexed by  and . 
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Figure 4.5.6 Two examples for error-cells labeling 

Error cells are labeled with chip clusters’ IDs (numbers inside the small rectangles). The solution 

encodings are given below the error spaces. 
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A canonical form of PSO uses equation 4.5.17, below, to update the 

velocities. The coefficients in equation 4.5.17 are given as a part of the 

chosen canonical form [Poli07].  and  are two distinct 

randomly generated numbers between 0 and 1. The location and the 

velocity on the right hand side of equation 4.5.17 are the current values, 

and the left hand side velocity is the next value.  

 

 

 

 (4.5.17) 

Since the location, in this sub-tree scheduling problem, is a natural number, 

the next location is the rounded sum of the current location and the next 

velocity, as expressed in equation 4.5.18, below: 

 

  (4.5.18) 

There are two admissibility conditions to ensure that the particles are valid 

solutions. The first condition is the valid range and the other is the presence 

of required chip clusters. For example assume that the errors range from 

 to  and therefore smaller or larger errors will never happen in 

practice. If it happens that one element in the next particle’s location is 

, then this particle is out of range. 

An example for a required chip cluster not being present is as follows. 

Assume that there are three edges in a certain node and, therefore, three 

chip clusters are necessary. It may happen that in the next particle’s 

location, the first and the second chip-cluster borders are assigned with 

identical values and therefore the second chip cluster is missing. 

The proposed solution encoding which is based on chip-clusters borders 

works well with particle swarm optimization, since the location and 

velocity in PSO’s terminology correspond to the location and velocity for 

chip-clusters borders. A typical particle in the beginning is far from being 

good and experiences a high velocity towards the better location since 

typically the difference between the best location and the current location 

is large at the beginning. Therefore a rapid convergence towards the 

preferred value for the chip cluster border will take place. 

Later on, a typical particle will be close to the optimal location and 

according to equation 4.5.17 it will move slower, thus pinpointing the 
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preferred value for the chip cluster border. Some experiments, for chip 

clustering optimization for sub-trees using PSO, are reported in 

[Aghaee11b]. The experiments showed that the PSO performs well for this 

purpose. Therefore, it is used here as a part of the proposed SoC test 

scheduling technique. 

4.5.5 Remarks 

The proposed optimization technique is structured so that it enables 

parallel implementations with different granularities. The alternative sub-

tree topologies (  in Figure 4.5.2) could be optimized in parallel. 

For example, assuming one unfinished tree with two leaf nodes and three 

sub-tree topologies, there will be  combinations to optimize in 

parallel. 

Furthermore, at the lower level of sub-tree scheduling, each alternative 

chip clustering in PSO ( in Figure 4.5.4) could be generated 

(corresponding edges being scheduled) in parallel with other alternative 

schedules. The scheduling of the edges (i.e., optimizing the linear schedule 

tables) is the part that requires temperature simulation (dashed-line blocks 

in Figure 4.5.4). Therefore, these computationally expensive parts could 

be implemented in parallel in two different nested levels. 

The proposed adaptive approach in this thesis combines the benefits of an 

online scheduling technique with the benefits of an offline scheduling 

approach and avoids their shortcomings. An online schedule will introduce 

very large overheads that are associated with sensor readouts, decision 

making process, and pausing/resuming the tests. An offline schedule, on 

the other hand, is not capable of reacting to variations but has no run-time 

overheads. In a fully online approach, reading the temperature sensors for 

all cores as often as it is necessary and making the corresponding decisions 

based on the acquired data will cause a very large load on the test access 

mechanism and will introduce large delays to the schedule. Our proposed 

approach uses temperature simulations as much as possible offline and 

accesses carefully-selected cores’ sensors at carefully-selected times 

during the test. 

There is one schedule tree for a chip that addresses all cores individually. 

For example, in a linear schedule table that corresponds to an edge, it is 

stated that at time  cores  and  are being tested, while cores  and 

 are cooling. It might be that at another time, , cores  and  are 
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being tested, while cores  and  are cooling. The linear schedule table 

is similar to  in Figure 4.2.2, but instead of the second column that shows 

only one column for state (in Figure 4.2.2), there are as many state columns 

as there are cores. There is only one branching table for one node in the 

schedule tree (similar to  in Figure 4.2.2) but it contains, in every row, 

conditions that include at least one core and at most all the cores. 

4.6 A Fast Temperature Simulation Approach 

In order to evaluate the candidates, the test application time and the test 

overheating probability should be computed as previously explained. In 

order to calculate the test application time and the test overheating 

probability, the temperatures of the cores are required. Therefore, for every 

candidate schedule which is examined by the meta-heuristic (  in 

Figure 4.5.4), temperature simulation should be performed. Temperature 

simulation is in the main loop in Figure 4.5.4 which itself is in the main 

loop in Figure 4.5.2. This means that the temperature simulation which is 

performed inside the optimization loop is repeated numerously. 

On the other hand, the temperature simulation is the slowest step in the 

iterative part of the algorithm. Therefore, the temperature simulation is the 

bottleneck. It limits the number of the cores which can be handled by the 

proposed method. Moreover, it is, also, a limiting factor for the quality of 

the schedules. 

Since the optimization heuristic will have a time consuming process inside 

its main loop, the time required to achieve a high quality schedule will be 

excessively large and impractical, thus the quality might be sacrificed by 

ending the optimization process prematurely. It is, therefore, important to 

use a fast temperature simulation approach. 

As previously discussed, the temperature simulation is based on a thermal 

model and a technique to solve the model response to the given input power 

profile. The input power consists of the static power and the dynamic 

power. The static power depends on the chip and on the temperature, while 

the dynamic power depends on the chip and on the input test sequence. 

Both the static power and the dynamic power are time-variant, but for 

practicality reasons, it is commonly assumed that the power is constant 
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during a simulation cycle3 (a discrete-time model is assumed). Therefore, 

in the following we focus on a single simulation cycle in which the input 

power is constant. The input power is updated with new static and dynamic 

power values, based on the results of the previous simulation cycle and 

then the simulation for the next cycle is performed. 

The thermal model was previously discussed in section 2.6. Equation 2.6.1 

is repeated below for convenience. 

(4.6.1) 

Assume that the thermal model consists of  nodes and is the number 

of cores ( ). The properties of the thermal model are encapsulated 

into two  matrices  and .  and  are  temperature and 

power vectors. The mathematical representation of this model (equation 

4.6.1) is a system of linear constant-coefficient differential equations and 

therefore it is a linear time-invariant (LTI) system [Oppenheim97]. In fact 

the thermal model is a linear time-invariant lumped element model and 

both the heat capacities (captured in matrix ) and thermal conductivities 

(captured in matrix ) are linear and time invariant. 

The other part of the temperature simulation is to solve the model in order 

to find its response to the input power. Usually, the simulation time is 

divided into smaller intervals in which the power could be assumed to be 

fixed. Then equation 4.6.1 is solved iteratively for each interval. 

In order to solve equation 4.6.1 there are two distinct approaches, the 

numerical approximation and the closed form solution. The numerical 

approximations are usually done with very small intermediate steps, and as 

a result, the complete temperature curve for the interval is constructed. 

HotSpot uses the Runge-Kutta method for numerical approximation 

[Huang06]. Though only the temperature at the end of the interval is 

registered, many points of the temperature curve are calculated. Since we 

do not need such a detailed temperature curve and we only need the 

temperature at the end of the intervals, the equation is solved analytically 

in order to give the temperature at the end of the intervals in a closed form. 

                                                      
3 Simulation cycle is explained in section 2.6. 
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In addition to the granularity of the temperature curve, another important 

factor, which affects the simulation speed, is how frequently equation 4.6.1 

is required to be solved. The scheduling technique presented in this thesis, 

requires large number of simulations. Note that the system is LTI. 

Moreover, the only changes in the inputs (within the simulation intervals) 

is scaling of the previous inputs. Therefore, the differential equation needs 

to be solved only once at the very beginning [Oppenheim97]. 

The responses to the scaled versions of the previous inputs are obtained by 

scaling (a matrix multiplication) the previous outputs. Since the 

computational cost of the scaling is less than the computational cost of 

solving the equation from scratch, a method which utilizes the LTI 

properties (i.e., scaling and superposition [Oppenheim97]) is faster than 

the Runge-Kutta method when numerous simulations are required. 

In situations that the thermal simulator is invoked quite frequently, the 

input power is just being scaled from cycle to cycle, and the thermal model 

is kept unchanged, the closed form solution is faster that the numerical 

techniques. Therefore, we continue with the simulation approach which is 

based on the closed form solution. By using Laplace transform 

[Oppenheim97] and assuming that  is the initial temperature vector and 

 is the temperature at the end of an interval, the closed form solution is 

 

(4.6.2) 

 is the identity matrix of size  and  is the length of the interval. 

Now,  and  matrices are defined as follows. 

(4.6.3) 
 

(4.6.4) 

With the help of  and , equation 4.6.2 could be written as 

(4.6.5) 

Equation 4.6.5 could be understood intuitively by thinking about the 

system being LTI. According to the superposition principle, the effects of 

the initial value and the input power will add up, thus the plus sign between 

the two terms. The scaling property of the system could also be verified 
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rapidly, as the scaling of an input,  or  with a certain factor, will scale 

its own effect by the same factor. 

The temperature simulation is done in two phases, an initialization phase 

and then the operational phase. In the initialization phase the model is 

invoked and based on it  and  are computed (this is shown in Figure 

4.5.2 in regard to the overall scheduling method). The operational phase is 

the iterative computation of the temperatures for different times using 

equation 4.6.5. Since the thermal model is time invariant, the initialization 

is done only once at the very beginning of the design process. Throughout 

the offline scheduling phase, only the iterative computations are 

performed. 

In the closed form solution, the most computationally expensive part is the 

matrix exponential for  which is a part of equation 4.6.3. The matrix 

exponential could be computed using numerical methods such as Padé 

approximation [Higham05]. In fact the initialization phase for the closed 

form solution includes calculating equation 4.6.3 and therefore it is very 

time consuming. However, the operational phase only includes computing 

equation 4.6.5 and therefore it is fast. 

On the other hand, for the Runge-Kutta approach [Press07], the 

initialization is fast since there is no need for computations which are as 

heavy as equation 4.6.3. However, the operational phase is slow since the 

equation is required to be solved in many fine steps through large number 

of intermediate time instances. The conclusion is that the Runge-Kutta 

method is faster for limited number of simulations and the closed form 

method is faster for large number of simulations. The experiments in 

section 4.7.1 will support this statement. 

4.7 Experimental Results 

Two distinct contributions in chapter 4 are the temperature simulation 

approach and the adaptive scheduling technique. These are experimentally 

evaluated in this section. All experiments are performed on a desktop 

computer with Intel® Xeon® W3520 processor and 8 GB of memory. The 

experiments for temperature simulation are presented first. 

4.7.1 Fast Temperature Simulation Approach 

A temperature simulation approach based on the closed form solution is 

suggested in section 4.6 in order to increase the simulation speed. The 
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problem with numerical approximation approaches for temperature 

simulation is that they are very slow for large number of simulation cycles 

especially when there are a large number of cores. Temperature 

simulations for a SoC with 100 cores and for different numbers of 

simulation cycles are performed using the proposed approach and using 

HotSpot [Huang07], and the CPU times are plotted in Figure 4.7.1a. 

The numerical approximation approaches, such as the one used by 

HotSpot, perform faster than the suggested approach for a small number of 

simulation cycles. But for simulations longer than 1700 cycles, the 

proposed approach is faster than HotSpot, as shown in Figure 4.7.1a. In 

general, this difference increases with a rate close to 0.011 second per 

simulation cycle and it reached a CPU time difference of 100 seconds for 

10000 simulation cycles. This is important since for every edge in every 

candidate schedule tree temperature simulation is performed for the 

number of test cycles plus cooling cycles. 

Temperature simulations are performed using the proposed approach and 

using HotSpot [Huang07] for 10000 simulation cycles for different 

numbers of cores, and the CPU times are plotted in Figure 4.7.1b. In 

general, the CPU time difference increases rapidly with the number of 

cores and the difference reaches 100 seconds for 100 cores. This is also 

important, since achieving a good schedule in reasonable time becomes 

infeasible with a small increase in the number of cores, when the slower 

approach is in use. 

 
Figure 4.7.1 CPU times for temperature simulation 

HotSpot and the suggested approach. The simulations are performed (a) for 100 cores for different 

numbers of simulation cycles and (b) for 10000 simulation cycles for different numbers of cores. 
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4.7.2 Adaptive Test Scheduling Technique 

The proposed adaptive SoC test scheduling technique is experimentally 

evaluated in this section. The first set of experiments is performed on SoCs 

with different number of cores and the CPU times are reported. Then, 

experiments are done for ITC’02 [Marinissen02] benchmark chips with 

random test switching activities generated using a Markov chain similar to 

[Yao11c]. Finally, an experiment is performed for the d695 benchmark 

chip from ITC’02 with real switching activities based on real test data from 

[Samii06]. The costs of the test schedules and the test schedule sizes are 

reported for the last two sets of experiments. The experimental setup is 

briefly introduced at the beginning and then the results are presented. 

The static power is computed using the temperature dependent model 

given in [Liao05]. The temperature simulations are performed using the 

approach proposed in section 4.6. The spatial temperature error is assumed 

to have normal distribution  ranging from  to  with 

a resolution of . The temporal temperature error is also 

assumed to have a normal distribution  ranging from  to 

 with a resolution of . It is assumed that there are twenty 

temperature error clusters . 

The balancing coefficient is assumed to be equal to ten . It is 

assumed that each entry in a linear schedule table occupies 64 bits and each 

entry in a branching table per core per edge occupies 32 bits. For example 

a node with two succeeding edges for a SoC with two cores, occupies 

 bits. 

The first set of experiments is performed on a number of SoCs with 

different number of cores ranging from five to 50 cores. Markov chains are 

used to generate random test switching activity sequences having random 

averages and random lengths. The experiments are performed for at least 

five randomly generated sets of tests for each chip and the average CPU 

times are reported in Table 4.7.1. Note that even for a 50-core SoC, the 

CPU time remains in an affordable range. 

Table 4.7.1 CPU times for SoCs with different number of cores 

 
 

Number of Cores 5 10 15 20 25 30 35 40 45 50 

CPU time [Sec] 9 46 52 132 208 308 590 762 1141 1367 
 



Process-Variation Aware SoC Test Scheduling Techniques 

85 

The second set of experiments is performed on ITC’02 SoCs with 

randomly generated test switching activities similar to the first set of 

experiments but this time tests for a chip have constant power averages and 

length. The proposed technique is compared with the two methods 

proposed in [Aghaee10]. The first one is an Offline method which uses 

only one linear schedule and the other is a Hybrid method which selects a 

linear schedule (out of a set of pre-generated schedules) only once during 

the test process. The test costs offered by the Offline and Hybrid methods 

proposed in [Aghaee10] and by the proposed technique in this chapter are 

computed using the metric given in equation 4.3.4 and are reported in Table 

4.7.2. 

Column 1 is the name of the ITC’02 circuits. Columns 2 and 3 are the costs 

(based on equation 4.3.4) for schedules generated by Offline and Hybrid 

approaches proposed in [Aghaee10], respectively. The costs of the 

schedules generated by the proposed adaptive approach are reported in 

column 4 in Table 4.7.2. The percentage reduction in cost achieved by the 

Hybrid and adaptive approaches compared with the Offline approach are 

reported in columns 5 and 6, respectively. Column 7 is the percentage 

reduction in cost achieved by the proposed adaptive approach compared 

with the Hybrid approach. The adaptive method proposed here reduces the 

cost by 76% over the Offline method and 43% over the Hybrid method. 

This demonstrates the advantage of the proposed adaptive method. 

The ATE memory occupied to store the schedules (i.e., the schedule size) 

is reported in Table 4.7.3. The cost reduction comes with increase in the 

Table 4.7.2 Test cost for test scheduling techniques 

 
 

 

ITC’02 

chips 

Costs 

 

Percentage 

reduction relative to 

the Offline 

 Percentage 

reduction relative 

to the Hybrid 

Offline Hybrid Proposed  Hybrid Proposed  Proposed 

a586710 1.44 0.56 0.54  61 62  4 

d281 0.69 0.45 0.03  35 96  93 

d695 0.50 0.12 0.06  76 88  50 

f2126 2.71 1.39 0.51  49 81  63 

g1023 5.09 4.27 1.99  16 61  53 

h953 0.46 0.14 0.11  70 76  21 

p22810 1.22 0.70 0.69  43 43  1 

p34392 0.75 0.72 0.06  4 92  92 

p93791 1.02 0.13 0.08  87 92  38 

q12710 1.32 0.40 0.23  70 83  42 

t512505 0.48 0.23 0.13  52 73  43 

u226 1.05 0.43 0.37  59 65  14 

Average     52 76  43 
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schedule size because of increased number of linear schedules and 

branching tables, which consume ATE memory space. The average 

increase in schedule size compared to Offline is 87% for Hybrid and 308% 

for the proposed adaptive method. When compared to Hybrid, the average 

schedule size increase for the proposed method is 117%. The increase in 

the usage of ATE memory (as given in Table 4.7.3) refers only to the 

memory space used to store the schedule. This is usually small, compared 

with the memory space used to store the test patterns. Therefore a large 

increase in the schedule size is very likely to be translated into a small 

increase in the usage of the ATE memory as a whole. 

The proposed scheduling method will utilize the available ATE memory 

even if a very small reduction in cost (e.g., from 0.70 to 0.69 for p22810 in 

Table 4.7.2) is achieved. Since the number of nodes contributes to the 

scaled cost function (equation 4.5.1), a larger schedule will not be 

generated (e.g., 195% larger for p22810 in Table 4.7.3 compared with 

hybrid solution) if it does not reduce the cost compared with a smaller 

schedule. 

The ATE memory constraint will affect the quality of the adaptive test 

schedules. The proposed algorithm will not generate even an offline 

schedule when the available memory is too small to accommodate it. By 

increasing the available ATE memory, first an offline schedule and then a 

hybrid schedule will be generated. With the further increase of the 

available memory, better schedules with lower costs will be generated. 

This trend continues until the cost reaches a minimum beyond which 

Table 4.7.3 ATE memory utilized only for schedule 

 
 

 

ITC’02 

chips 

Utilized memory for 

schedule [bit] 

 Percentage increase 

relative to the Offline 

 Percentage increase 

relative to the Hybrid 

Offline Hybrid Proposed  Hybrid Proposed  Proposed 

a586710 1216 1888 4768  55 292  152 

d281 1088 1280 2624  18 141  105 

d695 1280 2176 3392  70 165  54 

f2126 704 960 2368  36 236  147 

g1023 576 1088 4480  89 678  312 

h953 576 1088 1472  89 155  35 

p22810 704 1888 5568  168 691  195 

p34392 832 1472 2688  77 223  83 

p93791 704 1920 3136  173 345  63 

q12710 640 1024 1664  60 160  62 

t512505 1152 2336 3712  103 222  59 

u226 320 672 1568  110 390  133 

Average     87 308  117 
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further cost reduction is impossible. The minimum cost is usually dictated 

by the branching overheads (time to read sensors and react accordingly). 

The reduction of the cost with the increase of the memory limit is shown 

in Table 4.7.4. The memory limit is increased in eight steps. It is expected 

that the increase in the memory limit improves the cost before it reaches 

the saturation limit. The saturation limit for this set of experiments is equal 

to 1320. Memory sizes and limits for the schedule are given in bytes. The 

CPU time increases in general with the increase of memory limit. This 

trend continues even if the cost is not improved (after the saturation) since 

the algorithm has more space to search and thus it takes more time. The 

costs and sizes are normalized to the first working schedule (row 4) and 

reported in columns 4 and 5 of Table 4.7.4. 

The last experiment is performed on d695 (one of the ITC’02 chips) using 

the real test switching activities. The costs and schedule sizes are reported 

in Table 4.7.5. The Hybrid method improves the cost compared to Offline 

method by 59% while the proposed adaptive technique achieves a 

reduction of 71%. The proposed technique improves the cost by 30% over 

the Hybrid method. The schedule size for the proposed method is 169% 

and 49% larger than Offline and Hybrid, respectively. As we expected, the 

improvement in cost and the increase in the schedule size are in the ranges 

suggested before by the second set of experiments. 

As previously mentioned, the effect of increased schedule size on the total 

consumed ATE memory is small. For example consider the experiments 

with the d695 chip with real switching activities. The size of the schedule 

Table 4.7.4 Costs and utilized memory volumes for different memory limits 

 
 

 

 

Memory 

limit 

Results 

Cost Size Cost (%) Size (%) CPU time (H:M:S) 

300 Aborted, memory limit is too tight 1:03:42 

500 3.3875 460 100.00 100.00 3:15:21 

750 3.3875 460 100.00 100.00 3:34:20 

1000 2.9389 920 86.76 200.00 3:41:03  

1250 2.9389 920 86.76 200.00 3:48:47 

1500 2.7170 1320 80.21 286.96 3:53:52 

1750 2.7170 1320 80.21 286.96 3:59:12 

2000 2.7170 1320 80.21 286.96 4:04:16 
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for the adaptive solution is approximately 7 Kbit while the test size is 

approximately 1324 Kbit. Therefore the percentage increase in total 

utilized ATE memory from the offline solution to the adaptive solution is 

0.34%. This means that the adaptive method achieves 71% reduction in 

cost relative to the offline method, with a small expense of 0.34% increase 

in the occupied ATE memory. 

4.8 Adaptive Multi-Temperature Testing 

As previously discussed in section 3.5, temperature-dependent defects are 

a challenge for achieving high test quality for advanced SoC. The existing 

multi-temperature test scheduling methods optimize the test schedule for 

the shortest test application time while making sure that the tests are 

applied inside the specified temperature ranges [He10, Yao11b]. These 

methods neglect the temperature deviations that are mainly caused by 

process variation. Therefore, a large process variation implies a decreased 

number of chips that are tested within the specified temperature ranges, 

which will reduce the effectiveness of the tests and, in the worst case, may 

lead to damage of the chips due to overheating. 

In order to maximize the chances that the tests are applied within the 

intended temperature ranges, static schedules should be designed 

pessimistically. In this case, a large process variation implies a very long 

test application time due to the intensive use of the heating and cooling 

intervals. This means that the chips under test are heating up/cooling down 

more than actually needed in order to make sure that it is warm/cold 

enough for the majority of the chips. This is similar to the discussions about 

the safety margins in section 3.3. A detailed discussion and analysis of 

safety margins can be found in [Aghaee10]. 

The test application time for multi-temperature testing is much longer than 

the normal testing and therefore the test cost is higher [He10, Yao11b]. 

Table 4.7.5 Cost and ATE memory utilized for schedule for d695 

 
 

 

 

 

Offline Hybrid Proposed 

Percentage change  

relative to the Offline   

Percentage 

change relative 

to the Hybrid 

Hybrid Proposed  Proposed 

Cost 20.84 8.53 5.93 - 59 - 71  - 30 

Utilized 

memory for 

schedule [bit] 

2688 4992 7232 + 86 + 169  + 49 
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This becomes a serious cost issue, in particular in situations that the normal 

test application time is already very long, as it is for advanced SoCs. The 

proposed methods in [He10, Yao11b] provide satisfactory results when the 

temperature at a certain test cycle could be assumed to be identical for all 

chips of the same design. 

However, advanced SoCs manufactured with deep submicron technologies 

are likely to have different temperatures at the same test cycle because of 

process variation. The negative effect of temperature variations on the 

thermal safety of the SoCs during test is addressed by the scheduling 

methods proposed in the previous sections. These methods try to limit the 

cores’ maximum temperatures so that the test damages caused by 

overheating during the test process are minimized. Similar techniques can 

be applied in the context of multi-temperature testing. We have proposed 

a technique to generate test schedules so that the tests have a large 

likelihood of being applied at the correct temperatures [Aghaee14b]. Here, 

we briefly explain the methodology. 

As mentioned before, the adaptive multi-temperature testing is similar to 

the thermal-safe approach introduced in this chapter. The key difference is 

that heating stimuli and cooling intervals are used to bring the temperature 

inside the required range. Only then the tests can be applied. Due to testing, 

the temperature may exceed the high limit. In this case, the testing is 

paused at an appropriate moment and then cooling intervals are introduced. 

On the other hand, if the temperature falls below the low limit, testing is 

paused and a heating sequence is introduced, instead. 

The thermal-aware techniques only support one temperature limit which is 

the overheating limit and exceeding it adds to the overall cost of testing by 

increasing the number of overheated chips. On the other hand, multi-

temperature techniques have to consider the upper limit and the lower limit 

of the temperature interval characteristic to each test. Exceeding these 

limits results in test escapes which means that some defective chips may 

not be detected. This new contributor to the testing costs is defined in 

[Aghaee14b] and is added to the costs already defined in section 4.3. 

Having to handle a low temperature limit adds to the complexity of the 

techniques presented in section 4.5. Representative temperature error is 

introduced in section 4.5.2. Every chip cluster is represented by a dedicated 

representative temperature error. In fact this representative value is defined 

and optimized with regard to the high temperature limit. Therefore, having 
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an additional low limit means that another representative is required with 

regard to this low limit. 

The proposed adaptive multi-temperature technique is explained in details 

in [Aghaee14b] and is supported by experiments. The overall cost that 

captures costs related to the test application time, overheating, and out of 

required-range testing is minimized. Required ATE memory, CPU times, 

and cost dependency on the amount of process variation are also reported 

in [Aghaee14b]. 

4.9 Remarks 

Although the proposed adaptive techniques are developed to handle PV-

related temperature errors, they can be adopted to handle other non-ideal 

situations. Such situations may happen during in-field testing, where the 

initial and ambient temperatures (among other parameters like voltage) 

may vary. Acquired temperature data using on-chip (or on-board) sensors 

help to select the most appropriate linear-schedule and minimize the costs. 

The temperature error that is explained in section 4.4 is discussed in more 

details here. In order to distinguish between the effects of the process 

variation and other undesirable thermal effects, four different temperatures 

can be defined. The first one is expected temperature that is the 

temperature of a normal chip which is not affected by undesirable thermal 

effects (including process variation). The expected temperature is an 

abstract concept and its exact value could not be acquired. The second one 

is simulated temperature that is the temperature computed by simulation. 

The aim of simulation is to compute the expected temperature and 

therefore, ideally, the simulated temperature is equal to the expected 

temperature. The third one is actual temperature that is the actual real-

world temperature. Its exact value is usually impossible to acquire due to 

measurement errors. The fourth and last one is measured temperature that 

is the measured temperature using temperature sensors. 

Based on the above definitions, three different temperature errors can be 

identified. The first one is simulator error that is the difference between 

the expected temperature and the simulated temperature. The inaccuracies 

in the thermal model and algorithms which the simulator is based on, 

contribute to this error. The second one is measurement error that is the 

difference between the actual temperature and the measured temperature. 

The inaccuracies in the sensor technologies contribute to it. The third and 
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last one is variation error that is defined as the difference between the 

actual temperature and the expected temperature. This error has various 

sources including process variation, ambient temperature fluctuations, and 

voltage variations. 

Even though the temperature simulator errors and sensor measurement 

errors are not addressed explicitly in this thesis, in practice when the 

temperature error model is being tuned empirically, a considerable amount 

of these errors will also be covered. There still might be small residual 

errors which are not captured by the temperature error model. These small 

residual errors are addressed by introducing a small safety margin (e.g., a 

slightly lower overheating limit than the actual overheating limit is used in 

practice). The effect of this small safety margin on cost is negligible as 

discussed in [Aghaee10]. 

The focus of this chapter is process variation which mainly contributes to 

the variation error and therefore in this thesis we focus on this category of 

errors. To avoid these complications, we usually consider the temperature 

error as the difference between the expected temperature which is 

estimated by simulation and the actual temperature which is measured by 

sensors. Meaning that we assume that the actual temperature and measured 

temperature are equivalent. Moreover, we assume that the simulated and 

expected temperatures are equivalent. Nevertheless, our proposed 

approaches can be used to address other errors like the simulator errors and 

the measurement errors, although they are not explicitly designed for 

addressing these types of errors. 

4.10 Conclusions 

This chapter mainly presents an adaptive SoC test scheduling technique to 

deal with spatial and temporal temperature deviations, caused by process 

variations in deep submicron technologies. Mitigating the negative 

variation effects on the multi-temperature testing, reported in 

[Aghaee14b], is similar to the thermal-safe testing and therefore is just 

briefly discussed above. 

The key contribution of this chapter is an algorithm to generate a set of 

efficient test schedules, each corresponding to a different thermal behavior 

of different cores during test. The on-chip temperature sensors are used to 

monitor the actual temperatures of the different cores and to guide the 
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selection of the corresponding test schedules accordingly, during the test. 

This way, the overall test efficiency will be improved considerably. 

The proposed technique consists of two distinct algorithms, the test 

scheduler and the thermal simulator. The temperature-aware test scheduler 

is a constructive algorithm which generates tree-based test schedules by 

putting the optimized sub-trees together. Sub-tree optimization is basically 

a chip-clustering algorithm which involves a linear test scheduling 

algorithm. A new sub-tree scheduling algorithm is proposed here. The 

linear scheduling algorithm requires a thermal simulator in its main loop. 

A fast temperature simulation approach is proposed in order to speed up 

the temperature-aware test scheduling algorithm. 

The proposed adaptive test scheduling technique generates process-

variation and temperature aware test schedules for SoCs with a large 

number of cores. The algorithm has a relatively short run-time and 

generates high quality test schedules. The proposed technique has been 

experimentally evaluated using a number of experiments including ITC’02 

benchmark SoCs.  
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4.11 Notations and Abbreviations 

 

Notation Description 

Capacitances vector in the thermal model 

Applied Test Size 

Resistances vector in the thermal model 

Balancing Coefficient 

The table that determines with which linear schedule table a 

specific chip should be tested. (See the example in section 4.2) 

Number of cores 

Chip cluster A group of chips with similar thermal behavior that are tested 

with the same Linear schedule table. A chip cluster corresponds 

to an edge in the schedule tree. 

Chip-cluster border The border line between two Chip clusters. For two adjacent 

Chip clusters the border is a set of natural numbers, each 

corresponding to an individual core. A border represents a 

particular error value. (See section 4.5.4)  

Chip clustering Finding the optimal partitioning of the -dimensional error 

space into an already known number of Chip clusters for the 

nodes of a tree. (See full explanation in section 4.5.4) 

Cost of the Test Facility per time unit 

Expected Applied Test Size 

(temperature) Error-clusters Borders 

Error Cell Change Probabilities 

ECCP before being normalized 

Error-Cell Labeling 

Error-Cells Probabilities 

ECP just after branching 

ECP just after overheating 
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Notation Description  

ECP after temporal changes (according to temperature error 

model) 

 

Error cluster A range of error values which are to be treated as one single error 

value. Error clusters are separated by Error-clusters Borders, EB.  

 

Expected Test Application Time  

Expected Test Overheating Probability  

Effective Test Time per Second  

High Temperature Threshold  

Identity matrix  

 The point that the output is equal to the input and not equal to one, 

in the proposed reciprocal limiter. 

 

Number of temperature error clusters  

Linear schedule table A schedule that specifies stop/start times for the test of each and 

every core, individually. This will correspond to an edge or to a 

single Chip cluster. (See the example in section 4.2) 

 

Leaves’ Overheating Probabilities  

Number of temperature error values  

Number of nodes in a tree  

Nodes’ Applied Test Sizes  

Normalized Cost Function  

Node’s Cluster Label  

Node’s not Overheating Probability  

Node A node in the schedule tree that corresponds to the ending of a 

Linear schedule table (i.e., a place that branching is possible). 

 

Nodes’ Probabilities  

expected Number of Partial Trees, similar to the current partial 

tree, that are required to construct the complete schedule tree 
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Notation Description 

Nodes’ Test Application Times 

Normalized Test Throughput 

Power vector 

Partial cost function NCF evaluated for a part of the schedule tree (e.g., a sub-tree). 

Price of One Chip 

Particle Swarm Optimization 

Predicted Test Overheating Probability 

Number of leaf nodes 

Number of succeeding edges for a node 

Scaled Cost Function that is used to select the unfinished trees 

out of a group of offspring trees. 

Simulated Temperature 

Spatial Temperature Error Probabilities 

Test Access Mechanism 

Test Application Time 

The period for the discrete-time temperature error model. The 

error values are updated regularly with a frequency equal 

to . (See section 4.4) 

Temperature Error Values 

Test Handling Time 

Test Overheating Probability 

Test Throughput 

Temporal Temperature Error Probability 

Number of nodes in the thermal model 
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Notation Description 

Transfer matrix for initial temperatures 

Transfer matrix for power values 

Temperatures vector in thermal model 

Initial temperatures 

Temperatures at the end of the interval of size t 

Temperatures at t-th time sample (in section 4.6) 

 Temperature of w-th thermal node 

 The output of the proposed limiter, applied on the expected 

number of partial trees, .  
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Chapter 5 Temperature-Gradient Based 

Burn-In and Test Scheduling 

Large temperature gradients (e.g., temperature difference between two 

adjacent cores) exacerbate various types of defects including early-life 

failures and delay faults. The capability to detect these temperature-

gradient induced defects is crucial for advanced SoCs. In particular, 3D-

SICs exhibit considerably larger temperature gradients compared with 

normal ICs (for example, three times is reported in [Plas10]) and therefore 

temperature-gradient based test is crucial for them. 

The gradients are captured and represented by temperature maps. This 

chapter presents schedule based techniques to enforce temperature maps 

on the IC. A temperature map specifies the temperatures for different sites 

(e.g., cores) in the IC at a given time-point. It usually specifies the high and 

the low temperature limits for each site. Alternatively, the intermediate 

temperatures (half-way from low limit to high limit) can be used to 

represent a temperature map, in particular if the difference between high 

and low limits are similar for all sites. 

5.1 Introduction 

5.1.1 Test for Early-Life Failures 

Burn-in is a common way of accelerating and detecting early-life failures 

and it should be done with low cost in a reasonably short time. For this 

purpose, usually, the dies are operated at elevated temperature and voltage. 

The elevated temperature and voltage speed up the aging and wear 

mechanisms so that the dies experience their early life before testing. The 

wear mechanisms that are speeded up include metal stress voiding and 

electromigration, metal slivers bridging shorts, as well as gate-oxide wear-

out and breakdown [Semenov03]. 

5 
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Recently, several studies have, however, shown that some wear 

mechanisms are speeded up more efficiently by large temperature 

gradients rather than the high temperature itself. A temperature-gradient 

induced wear mechanism is identified in [Smorodin08] which shows that 

a metal layer elevation develops rapidly on the sites that experience large 

temperature gradients. Moreover, in the atomic flux equation that models 

the electromigration, temperature gradient is present directly and also 

indirectly through its effect on the mechanical-stress gradient [Pak11]. 

Therefore, a burn-in process that has not created the appropriate thermal 

scenarios will not sufficiently speed up the formation of the defects and, 

consequently, such early-life defects will go undetected. In order to prevent 

these test escapes, it is necessary to introduce a burn-in process that 

enforces appropriate temperature scenarios on the IC. This necessity is 

more urgent for the ICs that suffer from large temperature gradients, such 

as 3D-SIC. 

3D-SIC technology, similar to other deep submicron technologies, suffers 

from high power densities. Additionally, power densities are considerably 

higher in the test mode compared to the functional mode, in particular for 

core-based designs. Consequently overheating may damage the ICs under 

test. This means that the application of test stimuli to ICs can raise their 

temperatures beyond their tolerable limits. This often undesirable effect is, 

however, utilized in this thesis to heat up the IC for burn-in. 

In our case the stimuli are not necessarily actual test patterns. Instead, they 

could be specially generated sequences which cause large switching 

activities. Such stimuli are called heating sequences. The use of the heating 

sequences to heat up the IC from inside means that special equipment for 

heating the IC from outside are not necessary. This will lead to large 

reduction of cost, and also allow for the generation of necessary 

temperature gradients. 

Some temperature gradients might be enforced on an IC by applying 

appropriate inputs to the IC’s input ports in the functional mode. This 

might work, to some extent, for 2D ICs, since from the functional point of 

view all the required circuitry, including the input ports, are fabricated and 

available when the IC enters the test process. For 2D ICs, there are usually 

two possible stages for burn-in: Wafer-Level Burn-In (WLBI) which is 

performed before packaging and Die-Level Burn-In (DLBI) performed 

after packaging [Semenov03]. For 3D-SIC, however, there are more 
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stages, including pre-bond, mid-bond, post-bond, and final stages 

[Taouil12]. 

Existence of the test stages before the IC is fully assembled is a key 

difference between the 2D and 3D-SIC burn-in process. In the case of 3D-

SIC, using input ports in the functional mode may benefit burn-in for the 

post-bond and the final stages similar to 2D ICs. But for the pre-bond or 

mid-bond stages, the inputs to the die or partially stacked dies are not 

necessarily the inputs to the IC. The input ports to the unit under test for 

3D-SICs, before the final bonding, are likely to include a number of TSVs. 

The TSVs and test equipment are not designed to support simultaneous 

application of functional signals, particularly to large number of TSVs 

(even though they might be designed to allow simple electrical tests for the 

TSV itself). Therefore, the use of the IC’s ports for enforcing the 

temperature gradients is not possible for the pre-bond and mid-bond stages. 

Albeit this lack of access in the functional mode, TAM provides access to 

the cores, in the test mode [Ieee14a]. Therefore, the heating sequences 

could be applies using the TAM in order to enforce the desired gradients. 

The necessity to utilize the TAM has yet another reason that is not specific 

to 3D-SICs. The thermal gradients in some maps might be placed in 

locations that cannot be properly stimulated through functional input ports. 

Such thermal maps can often be enforced if the TAM is used. The reason 

is that the TAM, in the test mode, provides direct access to cores; while in 

the normal operational mode, a core might be limited to receive inputs only 

from an adjacent core. Therefore, heating could be targeted toward a 

specific core using the TAM. 

5.1.2 Test for Delay Faults 

Advanced SoCs manufactured by 3D-SIC technology suffer from a 

considerably larger number of delay faults as compared with previous 

technologies [Deutsch12]. The causes for these delay faults include 

resistive bridges and vias, power droops, and cross-talk noise effects. 

Therefore, delay-fault testing is necessary to provide sufficient fault 

coverage [Patil07, Raina07]. A large number of pre-bond TSV defects are 

resistive in nature and, moreover, the mechanical stress caused by TSVs 

contributes also to delay faults [Chakrabarty12, Deutsch12]. Therefore, the 

expected number of delay faults for 3D-SIC is much larger than that of 2D 

ICs. 
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Since temperature has a significant effect on delay, its impact should be 

taken into account for delay-fault test. A very important effect of 

temperature on signal integrity is its effect on the clock network [Bota04]. 

Delay faults usually occur because of increased clock skew and a major 

contributor to skew in 3D-SICs is temperature gradient [Mondal07]. Since 

propagation delays depend on temperature, different temperatures on 

different sites (i.e., temperature gradients) result in different clock skews. 

Temperature gradients may reach up to 50  in adjacent cores for normal 

operation and even higher during test [Borkar03, Bota04, Mondal07]. Such 

large temperature gradients may lead to considerable clock skew and thus 

many delay faults. 

Moreover, the difference between the temperature maps during the normal 

functional operation and temperature maps during test will result in non-

realistic delay faults [Bota04]. These delay faults usually happen because 

of increased clock skew. Therefore, in order to detect the realistic delay 

faults during the test, the test should be performed when the die has a 

temperature map which corresponds to a normal functional situation. 

In order to test a die under the thermal conditions that correspond to reality, 

a simple technique is to operate the chip with realistic inputs so that the 

temperature map is created disregarding the test. Then start the test and go 

on with it as long as the thermal map maintains an acceptable difference 

with the specified thermal map. When the difference grows larger than 

accepted, the test is halted and the specified thermal map is re-created 

disregarding the test. Apart from being slow, this scenario has another 

problem in case of 3D-SIC. 

As discussed in the previous section, usually a die in a 3D stack has a large 

number of TSVs as its input ports. The TSVs and test equipment are not 

expected to be designed to support simultaneous application of realistic 

signals, particularly to large number of TSVs. Therefore, it is not possible 

to use the IC’s real functional inputs to create the specified thermal map 

for pre-bond and mid-bond tests. However, the test access mechanism can 

be utilized for this purpose. This will be further discussed in section 5.2.1. 
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Besides creating realistic gradient scenarios to avoid test overkills, certain 

unreal1 scenarios may help to detect certain early-life defects before 

causing further costs. As previously discussed, in the normal operational 

mode such unreal scenarios may not be achievable since not all involved 

cores are accessible. However, in the test mode, TAM may provide access 

to these involved cores. 

As mentioned before, the temperature gradients in 3D-SICs are much 

larger than in 2D ICs [Plas10]. This will exacerbate temperature-gradient 

related issues including delay faults, in particular, for 3D-SIC. Therefore, 

the associated tests should be performed when the proper temperature 

maps are enforced. A temperature map specifies the appropriate 

temperatures for different sites (e.g., cores) in the IC. These temperatures 

are to be realized simultaneously in order to enforce the proper temperature 

gradients. The temperature maps are given along with their corresponding 

tests. Beside the gradient-based burn-in the other objective of this chapter 

is to introduce a technique to apply the tests while the corresponding maps 

are enforced on the IC. 

5.2 Temperature-Gradient Based Burn-In 

5.2.1 Motivation and Problem Description 

As discussed earlier, a temperature map specifies the desired temperature 

values for different sites (e.g., cores). The temperature maps are to be given 

by the user, who studies the typical temperature-gradient induced failure 

mechanisms in an IC analytically or experimentally [Pak11, Smorodin08]. 

Each map corresponds to a particular temperature condition of an IC, such 

as large temperature differences between adjacent cores (i.e., large 

temperature gradients), that can accelerate aging for early-life failures or 

enlarge the delay fault effect so that they can easily be tested for. There 

might also be some locations in the ICs such that their temperatures are not 

important regarding the targeted defects. Such locations are indicated as 

don’t-cares. Even though they are marked as don’t-cares, their temperature 

should, however, be kept below the overheating limit (denoted by 

) in order to prevent damage. 

                                                      
1 Unreal gradients are scenarios that are not expected to happen during field 

operations. The opposite is “realistic gradients” that happen during normal 

operations. 



Chapter 5 

102 

When the expected locations in the IC simultaneously have the temperature 

values that are specified by a map, it is said that that temperature map is 

enforced. The specified temperature maps should be enforced quickly. In 

case of burn-in, the temperatures should then be maintained for a given 

period of time to achieve the intended effect and for test it should be 

maintained as long as the corresponding tests are being performed. 

Usually, there are many temperature maps that one would like to achieve 

and maintain. Therefore, it is important to achieve them rapidly whether 

the ICs start from the ambient temperature or from another map. The order 

of the maps has a considerable impact on the overall burn-in/test time and 

will be discussed in-depth later on in this chapter. For the time being, we 

assume that the maps order is given and focus on other aspects of the 

problem. In our work, a temperature map will be achieved by using heating 

sequences sent through the TAM. Moreover, it is assumed that no test is 

applied when an IC is kept under a temperature map for burn-in. This 

assumption will be relaxed in section 5.3 so that the tests can be applied 

when an IC is kept under a temperature map. 

Assume that there are  modules in an IC (on one or multiple dies) and 

their tests can be started and stopped independently (e.g., the modules are 

cores with core wrappers in a core-based design). In order to enforce the 

specified temperature maps, heating sequences are used to heat up some of 

the modules. The average power of the heating sequence is given by a real 

number, denoted by   for module . It is assumed that 

the TAM only affords  (a positive integer number) modules to be tested 

simultaneously. 

Assume that the desired temperature map is specified by a low temperature 

limit and a high temperature limit for each module and the don’t-care 

modules are declared separately. For example, a temperature map specifies 

that module  has a low temperature limit equal to  and a high 

temperature limit equal to . 

The inputs to the proposed method include temperature maps, the IC’s 

temperature model, the IC’s electrical model (e.g., specification of the 

TAM and power-related specifications), switching activities of the heating 

sequences, ambient temperature ( ), and overheating limit 

                                                      
2 A list of notations and abbreviations is provided in section 5.6. 
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( ). The output is a schedule that guides the application of the 

heating sequences to the modules so that their temperatures move into the 

specified ranges and stay there. 

As an example, consider an IC with 3 modules, , , and . Assume 

that a temperature map is specified as , , 

, , , and , and no module is specified 

as don’t-care. These temperature limits are shown in Figure 5.2.1a with 

dashed/dotted lines. 

A temperature simulation is performed based on a proper periodic schedule 

and the simulated temperatures are shown in Figure 5.2.1a. Starting from 

the ambient temperature ( ), the modules’ temperatures 

steadily raise until they are inside the specified ranges. As shown in this 

example, applying heating sequences can drive the modules of an IC into 

a high temperature situation. For example, the temperature of module  

has reached  at around  Time Units (TU). A TU consists of 

 test cycles in this example. 

The temperatures around the  TU point, are amplified and shown 

in Figure 5.2.1b. The time interval shown in Figure 5.2.1b corresponds to 

three periods of the schedule. Since the schedule is periodic, one period 

 
Figure 5.2.1 Temperature curves for an example 
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captures the entire schedule which is repeated in a cyclic manner. Figure 

5.2.1c further amplifies and shows one period of the schedule that starts at 

 and ends at . The length of the period for this schedule is denoted by 

 ( ). One period is divided into three intervals, specified by 

numbers 0, 1, and 2 in Figure 5.2.1b. 

They correspond to the time intervals3 [  ], [  ], and [  ] in Figure 

5.2.1c, respectively. The schedule specifies that the heating sequence for 

module  is applied only in the [  ] interval, the [  ] 

interval, and in general in [  ] intervals (

), assuming that the process starts at time . The application of 

the heating sequences for module  and module  are specified in a 

similar manner by the schedule. 

For the [  ] period, the time intervals that the heating sequences are 

applied are depicted by gray areas in Figure 5.2.1c. In this example, the 

TAM provides access to one module at a time ( ). Therefore, in 

interval [  ] only module  receives a heating sequence. Similarly, in 

[  ] only  is heated and the same goes for interval [  ] for . We 

need an efficient algorithm to generate such schedules. 

5.2.2 Steady State Solution 

Let us first analyze a simplified situation, where we assume that a steady 

state power could be provided for the modules. In this case, there exists a 

steady state solution that could generate and maintain the specified 

temperature map. 

Providing continuous steady state powers simultaneously for all modules 

is, however, very likely to be impossible mainly due to TAM limitations. 

One solution is to use the maximal practical power for each core in 

combination with a Pulse Width Modulation (PWM) technique. Therefore, 

the best that can be achieved is a discrete stimulus sequence that has 

constant long-term average power with small ripples. This way, the 

modules have a time-divided multiple access to the TAM. 

In order to reduce the risk of out of range temperatures due to ripples in the 

input power, the desired steady state temperatures are defined at the middle 

of the specified ranges . Such ripples could be seen 

                                                      
3 The notation [a b] is used to represent an interval that ranges from a to b. 
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in the temperature curves given in Figure 5.2.1. In order to find the power 

values that result in the specified temperatures, the IC’s temperature model 

should be analyzed. 

As previously discussed, the temperature model works by dividing an IC 

into elements represented by nodes. Each node has a heat capacitance 

modelling its thermal capacity. Adjacent nodes are connected through a 

heat resistance that models the thermal conductivity between them. They 

are connected together in a network configuration, similar to an electric 

circuit. The temperatures correspond to voltages and the heat dissipation 

corresponds to a current source. A node is called active if it directly 

receives electrical power caused by switching activities. 

A 3D-SIC is usually laid out so that the main blocks (e.g., logic and 

memory) are placed in a certain distance relative to TSVs to avoid 

undesirable effects induced by TSVs such as high mechanical stress. Such 

forbidden areas are called Keep-Out-Zones (KOZ) [Chakrabarty12, 

Deutsch12]. A collection of the TSVs placed next to each other (perhaps 

to overlap the KOZ of different TSVs and save area on the die) is called a 

TSV block. A TSV block may consist of only one TSV if the TSVs are 

placed far apart. 

In this section (section 5.2.2) it is assumed that a module is a single active 

thermal node. Furthermore, it is assumed that TSV blocks are always 

thermally don’t-care and do not dissipate heat (are passive thermal nodes) 

since their drivers are placed together with the corresponding modules. 

These assumptions will be relaxed in section 5.2.4. The temperature 

equation (equation 2.6.1) is repeated below for convenience: 

(5.2.1) 

Like before,  is the temperature vector and  is the power vector. Heat 

transfer among nodes is included in the temperature model and it means 

that a node can be heated up by its neighboring nodes even if it has no 

switching activities. 

The specified temperature map consists, in fact, of the steady state 

temperatures that must be enforced on the IC for a while. A temperature 

map could be thought as the targeted steady state temperatures, , which 

are composed of the desired steady state temperatures for each module 

(e.g.,  for module ). Since  is, in this case, equivalent to the steady 
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state temperatures, which are considered constant (for a certain amount of 

time), its derivatives are zero (no variation in time). Therefore, equation 

5.2.1 (similar to equation 3 in [Aghaee14b]) may be written as 

(5.2.2) 

This means that it is possible to calculate the required powers that lead to 

the specified temperature map. In order for the specified temperature map 

to be achievable, the computed steady state power values must satisfy a 

feasibility and a schedulability condition. The first part of the feasibility 

condition is that the computed steady state power for module  ( ) 

should be larger than or equal to the stray power dissipated by the module. 

The stray power is an unintended part of the power that could not be 

independently controlled. Its value for module  is denoted by . It 

consists of the leakage power in addition to the clock networks’ power. As 

previously discussed, the clock networks’ power can be large [Oberg03]. 

Therefore, it is important to take it into account. 

The second part of the feasibility condition is that  should be less than 

or equal to the average power of the corresponding heating sequence, , 

plus . Therefore, the feasibility condition is: 

(5.2.3) 

Usually the feasibility condition is easily met if the specified temperature 

map is realistic (e.g., the specified temperature is neither lower than the 

ambient nor larger than the achievable temperature). Assuming that 

equation 5.2.3 is satisfied, the schedulability condition which is related to 

the limited TAM bandwidth should be verified. The challenging problem 

here is to create the required average power values, , using the available 

TAM bandwidth. This is done by selectively applying the heating 

sequences to the modules. 

The continuous application of the heating sequence generates an average 

dynamic power equal to . The desired power values, , which are 

smaller than , are created by applying the heating sequence, , 

for a fraction of a time period. The average power in a period should be 

made equal to the required steady state power. As mentioned before, this 

is done using a technique similar to PWM. The ratio of the duration of 

heating sequence application to the overall time period is therefore called 

Duty-cycle ( ) and its value is calculated using the following equation. 
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(5.2.4) 

The duty-cycles might not be achievable if their values are relatively large 

and if the TAM does not provide sufficient bandwidth. For example, 

assume a design with two modules, with the duty-cycles  and 

. This means that in a period of time equal to 1, we need access to 

module 0 for 60% of the time and access to module 1 for 80% of the time. 

Therefore, simultaneous access to more than one module (0.6 + 0.8 = 1.4 

modules) is needed. This means that the TAM must provide simultaneous 

access to these two modules otherwise these duty-cycles are not 

schedulable and the specified temperature map cannot be enforced. 

Note that  can be divided into pieces; for example  could be 

implemented by first applying the heating sequence for a duration equal to 

 at the beginning of the period and then for a duration of 

 at the end of the same period. The feasibility and schedulability 

conditions could be written together using the duty cycle concept as 

follows: 

 
(5.2.5) 

In fact, the first line in equation 5.2.5 is identical to the feasibility condition 

in equation 5.2.3, which is written here in terms of the duty cycles. The 

second line in equation 5.2.5 is the schedulability condition, where  is 

the number of modules that can access the TAM simultaneously. Given a 

temperature map that satisfies both feasibility and schedulability 

conditions, it is relatively simple to develop a schedule to deliver the 

required duty cycles. 

Figure 5.2.2a gives an illustrative example, where the available 

parallelism, , provided by the TAM is represented by the number of rows 

that could be filled with duty-cycles, s ( ). The scheduling 

algorithm starts by sorting the duty-cycles and then allocating them from 

the largest one to the smallest ones by filling the rows from the lowest one 

upwards. Note that if a duty-cycle starts in the lower row and continues to 

an upper row, it will not reach the end of the upper row, since . 

Therefore, a duty cycle will, at most, be assigned to two TAM rows and a 

module needs to switch at most twice during a period. The overheads 
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associated with switching are thus negligible. The fractions of the time 

period that the modules receive heating sequences are illustrated in 

Figure 5.2.2b. At every moment in time only three modules are receiving 

their heating sequences (the TAM limitation is not exceeded), and the 

average of applied heating sequence for a module in a period is equal to 

the specified steady state power. 

As mentioned before, a thermal map may leave the temperatures for some 

nodes unspecified (don’t-care nodes). Besides, the temperatures for 

inactive thermal nodes (e.g., TSV blocks) are also left unspecified. On the 

other hand, in order to compute the steady state powers, these temperatures 

should also be known. The proper choice of temperatures for the don’t-

care nodes may help a thermal map that is otherwise not schedulable 

become schedulable. The problem of finding proper temperature values for 

the don’t-care nodes could be formulated as a Linear Programming (LP) 

problem. Since we are more interested in knowing the duty cycles than the 

temperatures, the problem formulation is, then, written with the duty cycles 

as decision variables, as shown in Figure 5.2.3. The main objective is to 

find a feasible solution. 

In Figure 5.2.3, the temperatures, , should have the values specified by 

the thermal map,  (line 4). If not specified by the temperature map (e.g., 

don’t care modules or inactive nodes) the temperatures should be between 

the ambient and the overheating temperature (line 5). For an inactive 

module, the power value should be equal to the stray power, , and 

therefore the duty cycles should be zero (line 6). For an active node, the 

duty cycles are between zero and one (line 7) according to equation 5.2.5. 

 
Figure 5.2.2 An example for scheduled duty-cycles 
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Besides, the duty cycles should satisfy the schedulability condition 

according to equation 5.2.5 (line 8 in Figure 5.2.3). The relation between 

the power values, , and the duty cycles is defined by equation 5.2.4. 

The temperatures, , are computed based on power values, , using 

equation 5.2.2 (by replacing  and  with vectors composed of  

and , respectively). If the LP solver finds a feasible solution, then the 

thermal map is achievable and the duty cycles are returned by the LP 

solver. We also have the temperature values of the don’t-care modules. 

Knowing the duty cycles, a proper period for the PWM-like method has to 

be found. 

Finding an Appropriate Period for PWM-Based Schedule 

The duty cycles and the scheduling approach, discussed so far, are 

independent of the schedule’s period, . They generate the modules’ 

temperatures such that their average equals the specified steady state 

temperatures. The period, , should be short enough so that the fluctuations 

in the temperatures do not violate the specified limits (  and ). On the 

other hand, a longer period is desirable in order to minimize the switching 

actions in the schedule. An example for the results obtained by the 

proposed algorithm could be seen in Figure 5.2.1a. After the temperatures 

have completed their transitions to their new values (after  TU), 

the proper choice of the period keeps them inside the specified ranges, with 

a relatively low number of switching actions in the schedule. 

In order to find a relatively long period, , that albeit being long, keeps the 

temperature fluctuations inside the specified ranges, two different 

situations should be considered: (H)heating sequence is applied (e.g., the 

second half of the period for module  in Figure 5.2.2b); and (L)no stimuli 

 
Figure 5.2.3 Linear programming formulation 
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are applied (e.g., the first half of the period for module  in Figure 

5.2.2b). In order to estimate the proper period for situation (H), equation 

5.2.1 is re-written around the steady state temperature for the heating 

sequence power, as shown in equation 5.2.6a. For situation (L), equation 

5.2.6b is used, instead. 

(5.2.6a) 

 

(5.2.6b) 

An illustrative example for the above equations is given in Figure 5.2.4. 

Equation 5.2.6a describes the tangent line that touches the temperature 

curve at point A, around the steady state temperature. A similar example 

for equation 5.2.6b is the tangent line, CD, in Figure 5.2.4. Equation 5.2.6a 

is then used to estimate the desired value for the period focusing only on 

the high temperature limit. Assume that the proper , only focusing on 

situation (H) and ignoring situation (L), is denoted by . Similarly, the 

proper , only focusing on situation (L), is denoted by . 

It is safe to assume that  (  is the duty cycle) is the amount of 

time that will result in a near violation situation for module  in situation 
(H). In order to estimate , first the derivative on the left side of equation 

5.2.6a is linearly approximated as follows: 

(5.2.7) 

Now,  is computed for module  as 

(5.2.8) 

 
Figure 5.2.4 An example for the computation of a safe period 
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The values for are obtained from the right side of equation 5.2.6a 

and, consequently, the values for  are computed using equation 5.2.8. 

For example, in Figure 5.2.4, when the module is receiving active power, 

the derivative that is represented by a straight line is tangential to the 

temperature curve at its intersection point with the steady state temperature 

at point A and later on intersects with the high temperature limit at point 

B. The period, , is then calculated based on the time difference between 

A and B. The other part of the line that stand between A and the low 

temperature limit is deliberately left out in order to achieve a shorter period 

that is safe in most of the situations (e.g., variation in the input power). 

In a similar manner values for situation (L), , are calculated based on 

equation 5.2.6b focusing only on the low temperature limit. Since the 

temperatures should not violate any of the specified limits, the shortest  

( ) is selected as the acceptable period for module . 

The actual period, , should be the smallest among the acceptable periods 

for all modules ( ) so that none of the temperature limits for 

the modules is violated. For example, after the temperatures have 

completed their transitions to their new values in Figure 5.2.1 (after 

 time units), the proper choice of the period keeps them insides the 

specified ranges, albeit relatively large fluctuations caused by relatively 

low number of switching actions in the schedule. 

Moreover, the average of the applied heating sequences for each module is 

equal to the specified steady state power for it. For example in Figure 

5.2.1c, modules , , and  receive 50, 35, and 15 percent of , 

, and  plus , , and , respectively. This is indicated by the 

width of the gray areas as compared with the schedule’s period,  (

). 

5.2.3 Transient Solution 

Up till now, it was assumed that the power values applied to an IC during 

transition to a new map are the same steady state powers that are used to 

maintain the new map afterwards. This implies that the transition to a new 

map is very slow and the transition time may be excessively long. For 

example, as shown in Figure 5.2.1, it takes about  time units for 

the IC to reach the specified thermal map from the ambient temperature. 
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Here, in this section, burn-in time is the time required for bringing the IC 

into a thermal situation that complies with the first thermal map and then 

to the next map, until all maps are applied. It is likely that a large number 

of thermal maps are specified and therefore the transition to a new map 

should happen very fast. After transition, the map is maintained using the 

steady state powers, , as calculated in the previous section. In order to 

reduce the burn-in time, a new solution that takes the transient response 

into account and uses larger or smaller power values (compared to the 

steady state solution) is presented here. 

In this section, the transient response is taken into account while 

minimizing the overall transition time. We start by looking into the analytic 

solution for equation 5.2.1. This was previously discussed in section 4.6. 

The closed-form solution for a duration of time equal to , is copied below 

from equation 4.6.5: 

(5.2.9) 

In the above equation,  and  are matrices that are computed based 

on  and , and for a duration of time equal to , as follows (similar to 

equation 4.6.3–4): 

(5.2.10a) 

 

(5.2.10b) 

In the rest of this chapter  and  are represented as  and , 

respectively. The initial temperatures are expressed by  and the 

temperatures at time  is denoted by .  is the power vector that is 

assumed to be constant for the time interval . An intuitive explanation of 

equation 5.2.9 is that  determines how fast the initial temperatures fade 

away and  determines how fast the input power affects the temperatures. 

As mentioned before, achieving a new temperature map in a short time is 

crucial and, therefore, this transition should happen as fast as possible. 

Once the IC’s temperatures have converged to the specified temperature 

map, they can be maintained using the steady state powers, , found by 

the steady state solution as presented in the previous section. 

We would like to extend the steady state solution approach to equation 

5.2.9, which includes the transient response, in order to find the 
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schedulable power values that result in the shortest transition time. The 

new problem can be formulated as: 

Find the shortest transition time, , and the corresponding power 

values, , such that the specified map is achievable. 

The transition time from map  to map  is defined as the time required 

to construct the temperatures specified by map  starting from 

temperatures specified by map . 

This problem can be solved using an iterative approach that tries different 

alternatives for . The main part of the proposed algorithm is illustrated in 

Figure 5.2.5. The algorithm uses the latest information regarding the 

interval that contains the optimal transition time. This interval is denoted 

by [  ]. At any step, it is known from the previous steps that the specified 

map is not achievable for transition times shorter than . 

It is also known that since the temperature map is achievable for a 

transition time equal to , longer transition times are not optimal. Initially 

 is set to zero and  to the transition time for the steady state approach (1st 

step in Figure 5.2.5). This steady state transition time is obtained by 

simulating the temperatures when the steady state schedule is used. A 

number of candidate transition times with uniform distances are selected 

between  and  (2nd step in Figure 5.2.5) according to: 

(5.2.11) 

The -th candidate transition time is denoted by .  is the number of 

parallel LP solvers and its value is selected based on the degree of 

parallelism offered by the platform that runs the algorithm. For example, 

for a machine that supports eight threads, eight is a reasonable choice for 

. For each candidate , solving the LP formulation determines whether 

the temperature map is achievable or not (3rd step in Figure 5.2.5). This is 

represented by the Boolean variable, , for the -th candidate transition 

time. 

The value of  is updated to be equal to the smallest  that leads to 

schedulable power values. The value of  is updated to be equal to the 

largest  that leads to power values that are not schedulable (4th step in 

Figure 5.2.5). Note that if for all the candidate transition times, denoted by 

 in Figure 5.2.5 ( ) the map is achievable, then  
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remains unchanged. On the other extreme, if none of the s are 

schedulable then  remains unchanged. The algorithm stops when the 

smallest transition time is found with acceptably low error (i.e.,  as shown 

in the conditional step in Figure 5.2.5). The error is bounded to ( ) and 

therefore if this difference is smaller than the specified limit, , then the 

actual error, too, will be smaller than . 

The problem formulation for the LP solver that is used in the 3rd step in 

Figure 5.2.5, is similar to the LP formulation in the previous section 

(Figure 5.2.3) with the following differences: (1) Instead of s, the 

temperatures at the end of the transition time, s, are used. (2) Instead of 

equation 5.2.2, equation 5.2.9 is used to calculate the temperatures based 

on the power values. The relation between the power values and the duty 

cycles defined by equation 5.2.4 is modified by replacing  with  and 

used as indicated in line 9 in Figure 5.2.3. If the LP solver finds a feasible 

solution, the temperature map is achievable. This information is then used 

to update the  and  values. 

Since during the transition the temperatures will not be in the specified 

ranges, the period for the PWM-like method is not crucial, unlike in the 

steady state solution. Therefore, it is sufficient that the period is much 

smaller than the transition time, , so that the average power is a 

meaningful quantity for this span of time. For the experiments, the steady-

state-solutions’ periods are also used for the transient solution (they are 

much smaller than ). 

 
Figure 5.2.5 Main algorithm for the transient solution 
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The matrix exponent computation for , in equation 5.2.10, is performed 

using techniques proposed in [Ukhov12]. These techniques are used in 

order to speed up the repeated recalculations of  and  for alternative 

transition times. They are based on eigenvalue decomposition, utilizing the 

inherent properties of matrices  and  and replace the excessively time 

consuming matrix exponent calculations in equation 5.2.10 with simpler 

operations. Although these techniques speed up the calculations, the 

required time is still very large, as experimentally shown in section 5.2.6. 

Even though, the transient solution is an intuitive extension of the steady 

state solution and greatly outperforms it, it is slow in generating the 

schedules. Therefore, a new approach that avoids the time-consuming 

successive calculations of  and  is necessary. Such an approach is 

proposed in the next section, based on a fast heuristic. Moreover, this new 

approach is capable of handling a more realistic problem formulation 

compared with the steady state and transient solutions. 

5.2.4 Transient-Based Heuristic 

So far, it has been assumed that it is possible to apply heating sequence to 

an arbitrarily selected active thermal node and, simultaneously, avoid 

application of heating sequences to all other nodes. This implies that the 

smallest element in the temperature model should not be smaller than the 

corresponding module on the TAM, in order to be able to control the 

heating sequence application to it independently from all other elements. 

On the other hand, a temperature model with finer granularities might be 

preferable in order to achieve a better spatial precision in the simulated 

temperatures and perhaps the gradients. This way, the temperature maps 

can be planned with a higher resolution. Therefore, a technique that allows 

the modules to be further divided into a number of sub-modules is 

advantageous. These sub-modules correspond to a higher number of nodes 

in the temperature model. 

Let us assume that the overall number of thermal nodes, denoted by , is 

larger than or equal to the number of modules ( ). In the rest of this 

chapter, the desired temperature maps are specified for the thermal nodes 

instead of the modules. Consequently, the temperature map specifies that 

node  has low temperature limit equal to  and high temperature limit 

equal to  ( ). 
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In this new context, the switching activities for heating sequences are more 

specific and provide information concerning the power breakdown among 

active thermal nodes. For example, assuming that module  is divided into 

two active thermal nodes  and , instead of only one heating sequence for 

module , there will be two heating sequences corresponding to these two 

nodes. 

The average power of a heating sequence for active node  is represented 

by . The other active node of that module (i.e., node ) may also receive 

power, denoted by . Therefore, when trying to heat up node  with 

, node  is also heated by . Similarly, when trying to heat up node 

 with , node  is also heated by . Such a situation cannot be 

handled by the techniques previously proposed. 

Furthermore, power dissipation for TSV blocks is now supported, and the 

TSV drivers/buffers may be placed in TSV blocks and their desired 

temperatures might also be specified in the temperature maps (not always 

don’t-care, as assumed in the previous sections). 

The proposed technique allows longer heating intervals during transition 

time as opposed to relatively shorter heating intervals during steady state 

(assuming that the new map’s temperature is higher). This relatively long 

application of the heating sequence is called boosting. Boosting of an 

active node stops when the node reaches the Stop Boosting temperature, 

. The stop boosting temperature may be higher than the high 

temperature limit, , but it is always lower than . 

Boosting is helpful in different ways. One way is to achieve the following 

desirable scenario. Assume that the node is initially heated beyond  

(  ). Then the node does not need to receive heating sequence for 

a while and this leaves the TAM available for other nodes. Meanwhile, the 

temperature keeps decreasing naturally and just before the end of the 

transition time (the moment that all other nodes are in their specified 

temperature ranges), the temperature drops below the high temperature 

limit. 

This simplifies and shortens the schedule for the transition period and, 

therefore, is desirable. An example for the temperature curves when the 

transient-based heuristic is used is given in Figure 5.2.6 for thermal node 

. The overall transition time is indicated by the gray area. The temperature 
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of node  passes through the valid temperature range already in the interval 

(a) in Figure 5.2.6. But the termination of the transition interval is deferred 

since at least one of the other nodes, when  is in the valid temperature 

range, is outside its valid range. 

A node’s temperature will naturally decrease if no power or little power is 

applied to it, but it should not fall below the low temperature limit. 

Therefore, a heating sequence should be applied at some point, before the 

temperature falls out of range. This point is marked with a temperature 

level named Heating Trigger and denoted by  for active thermal node 

 ( ). The heating sequence should be applied when the 

temperature of node  falls below . 

The difference between  and  provides sufficient time for the node 

to wait for gaining access to the TAM without its temperature falling below 

. In Figure 5.2.6, the heating is required at the beginning of the interval 

(c), but since the TAM is not available, the node waits. At the beginning of 

the interval (d) the node has finally gained access to the TAM and the 

heating begins. 

Heating should stop when the temperature reaches the high temperature 

limit. The time it takes to get back to the low temperature limit could be 

utilized to heat up other nodes that need heating. In a situation that a 

module consists of multiple active thermal nodes, the heating sequence 

could only be applied if all of these thermal nodes have temperatures lower 

than their high temperature limit. 

The nodes that simultaneously require heating should be accommodated 

within the available bandwidth of the TAM. This bandwidth might not be 

sufficient for all of them and, therefore, the nodes that need heating more 

than others should be prioritized. The priorities for using the TAM are 

 
Figure 5.2.6 An example for transient-based heuristic 
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determined based on the regional need for heating (denoted by  around 

a node ). 

The value of  is recomputed whenever node  needs heating. A node 

requires heating in the following two situations: (1) When , after 

the transition, for example the interval (d) in Figure 5.2.6. (2) When 

, during the transition, for example the interval (a) in Figure 5.2.6. In 

the following, we explain how to calculate  for situation (1). Regional 

need for heating for situation (2) is obtained in a similar manner by 

replacing  with . 

Equation 5.2.1 is re-written here with the approximate derivatives: 

(5.2.12) 

The input power, , in equation 5.2.1 is substituted with the stray power, 

, plus the PWM power of heating sequences, . Vector  is the 

vector form of the regional need for heating and consists of s. Equation 

5.2.12 is written for one test cycle with period  which is a very short time. 

The equation is then solved for the nodes that need heating as follows. 

(5.2.13) 

The regional need for heating, , depends on the required heating for node 

 (consider the summations when  is equal to ), on the required heating 

that is related to the adjacent nodes (consider the summations when  

denotes an adjacent node to ), and on the average power of the 

corresponding heating sequence, . 

The regional need for heating for a node has the highest dependency on the 

node itself, and then a relatively high dependency on the adjacent nodes 

(this characteristic is captured by the temperature model). The influence of 

other nodes located far away from the targeted node is small. The heat 

transfer between nodes is taken into account automatically, since equation 

5.2.13 is derived from the temperature equation (equation 5.2.1) and 

includes the thermal conductances from matrix . This is reflected by  

in equation 5.2.13. 

Equation 5.2.13 ensures that the priority for using the TAM is given to the 

regions that need longer heating times, for example because of large 
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 and small . Furthermore, the locality of this heuristic is 

helpful because adjacent nodes are likely to be in the same module and 

therefore these nodes will receive some desirable active heating power 

( ) or heat transferred from module . 

The problem with heat transfer exists also in the previous sections, but it 

was taken care of automatically by the LP solver. An effect of the interplay 

between priorities could be seen in Figure 5.2.6. The waiting period in the 

interval (f) is much shorter than the waiting period in the interval (c). The 

length of a waiting period depends on the other nodes’ priorities in addition 

to the node ’s priority. The priorities in thermal boost mode are computed 

in a similar manner by replacing with  (e.g., in equation 5.2.12–

13). 

As discussed before, the performance of the transient-based heuristic 

strongly depends on the stop boosting, , and heating trigger, , 

temperatures. One example is the priorities calculated using equation 

5.2.13, since they depend on  after the transition and on  during the 

transition. Efficient values for these temperature levels for each 

temperature map and each thermal node are found using a PSO technique, 

as introduced in section 2.7. 

5.2.5 Remarks 

The output for the steady state and transient solutions is a periodic offline 

schedule and therefore producing a small periodic schedule is one of their 

advantages. The transient solution, on the other hand, returns also the 

transition time as an output. The periodic schedule generated by the 

transient solution is applied just during the transition time and then the 

steady state schedule must be used. A periodic schedule means that there 

is a constant average power for each module during the transition, despite 

the fact that a higher or lower average power might be suitable for different 

periods. The transient-based heuristic addresses this issue by generating a 

non-periodic offline schedule that facilitates the heating for the nodes that 

need it the most. Furthermore, the introduction of the boost mode helps to 

reduce the switching overheads in the schedule. For these reasons, the 

transient-based heuristic offers a reduced transition time. 

The proposed approaches support also heating sequences generated by a 

Built-In Self-Test (BIST) engine. An example for the use of BIST engines 

during burn-in in order to achieve high toggle coverage is reported in 
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[Carbine97]. Such BIST engines that stimulate high switching activities in 

a certain area of the IC under burn-in can be used to produce heating 

sequences online. The only difference, in our context, is that if the BIST 

engine does not occupy TAM, then it can be scheduled at any time as 

needed. 

For instance assuming that module  can receive its heating sequence 

from an adjacent BIST engine that is not occupying TAM, the 8th line for 

the LP formulation in Figure 5.2.3 should be changed to: 

. The situation for the transient-based heuristic is even 

simpler, since the algorithm only needs to know that module  can 

receive its heating sequence at any time. Then,  does not need to 

compete with other modules for access to TAM. Consequently, there is no 

need to evaluate the regional need for heating for . 

The techniques proposed above make it possible to perform burn-in based 

on heating sequences without requiring a heat chamber. One of the 

situations when a heat chamber might be required is for the ICs that are 

designed to work in an extremely high temperature environment. For 

example, a microcontroller for a car engine is designed with low power in 

order not to raise too much its temperature from the very high ambient 

temperature in the engine area. When such a chip is tested or operated with 

regular low ambient temperature, it is impossible to have enough power 

density to boost its temperature to its usual high level in normal working 

condition. 

Another such situation is when some parts of an IC (e.g., package pins, die 

to pin connections, and the interposer) cannot be heated up sufficiently by 

input stimuli. In such cases, an extremely hot burn-in condition might be 

required that is not achievable by exclusive use of heating sequences. Even 

in such cases the use of the methods proposed in this thesis for enforcing 

the temperature gradients will still be useful. The proposed algorithms do 

not need any modifications to work under such situations, except for 

setting a large ambient temperature corresponding to the heat chamber 

temperature. Note that as discussed previously in section 4.6 the thermal 

behavior is modeled as a Linear Time Invariant (LTI) system. Therefore, a 

larger ambient temperature will directly add up to the temperatures created 

by the application of the heating sequences. 
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The focus of this chapter is not on the issues related to process variations. 

Small temperature variations can be tolerated by introducing a safety 

margin for the specified temperature limits, in particular the overheating 

temperature. Large temperature variations need a variation-aware 

technique, for example, by combining the method proposed in this chapter 

with the techniques proposed in the previous chapter. This is, however, 

outside the scope of this thesis. 

We use the term “temperature gradients” to precisely refer to the spatial 

temperature differences. But we also use it in a relaxed manner to refer to 

different sites’ temperature values. For example the temperature difference 

between two adjacent modules  and  that is , is exactly a 

temperature gradient and speeds up the early life-time of the affected area. 

However, the fact that module ’s temperature is equal to  and ’s is 

 is not directly a temperature gradient. These facts are captured by a 

temperature map and affect the signal delays (for signals that are routed 

through or close to these modules). 

5.2.6 Experimental Results 

The proposed techniques are evaluated for twelve experimental ICs with 

one to three layers as detailed in Table 5.2.1, columns 2, 3, and 4. The one-

layer experimental ICs (row 1 to 4) are bare dies and could represent the 

pre-bond test stage. The ICs that have two layers (row 5 to 8) could 

represent mid-bond test stage. The ICs with three layers (row 9 to 12) could 

represent post-bond test stage. 

There are two, four, eight, and 16 physical modules per layer for different 

dies, resulting in the total number of modules ranging from two to 48, as 

given in column 3. There are one, two, and three TSV blocks per layer on 

the dies, resulting in the total number of TSV blocks given in column 4, 

ranging from one to nine. Each TSV block hosts a relatively large number 

of TSVs. The dies are assumed to be stacked in a face to back 

configuration. 

The temperature models are extracted using an approach similar to the 

method proposed in [Coskun09] for 3D-SIC. This is an extended form of 

the technique used by HotSpot [Huang07] for normal 2D ICs. The heating 

patterns’ switching activities are generated using Markov chains, similarly 

as in [Yao11c]. The temperature maps specify the valid temperature ranges 

for nodes in the temperature model. The valid ranges are randomly selected 
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between , and some modules/nodes are randomly selected to be 

don’t-care. 

Only temperature maps that can be achieved in practice are considered. An 

example for a temperature map that cannot be achieved is one that requires 

a central node with very low temperature and its adjacent nodes with very 

high temperature. In this case the temperature gradient is huge and it 

probably will require negative power (active cooling) for the central node. 

The transient solution (section 5.2.3) and the transient-based heuristic 

(section 5.2.4) are evaluated and compared with the steady state solution 

(section 5.2.2). The transient-based method is capable of handling 

temperature models having multiple nodes per module, while the steady 

state and transient solutions only support one thermal node per module. In 

order to have comparable experiments, the temperature model that is 

supported by the steady state method is used for the other techniques. 

The CPU time to generate the schedules for the transient-based method for 

all of the twelve experimental ICs together is about 12 minutes while the 

transient solution takes 17 minutes and steady state method completes in 2 

seconds. As discussed earlier, the time required to bring the IC into a 

thermal situation that complies with the first temperature map and then to 

the next map until all maps are applied is defined as the overall transition 

time in this work. 

Table 5.2.1 Percentage changes achieved by proposed techniques 

 
 

IC 

Number 

 

IC Specifications 

 Percentage change in 

overall transition time 

 

 Number of 

layers 

 Number of 

modules 

 Number of 

TSV blocks 

 Transient 

solution 

 Transient-

based heuristic 

 

1  1  2  1  -83.88  -97.82  

2  1  4  1  -68.35  -73.05  

3  1  8  2  -64.97  -69.95  

4  1  16  3  -56.93  -62.63  

5  2  4  2  -64.37  -68.37  

6  2  8  2  -58.32  -65.94  

7  2  16  4  -57.19  -63.82  

8  2  32  6  -43.99  -55.14  

9  3  6  3  -70.44  -97.18  

10  3  12  3  -57.15  -93.17  

11  3  24  6  -84.56  -95.87  

12  3  48  9  -92.06  -94.52  

Average        -66.85  -78.12  
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The percentage change in overall transition time offered by the transient 

solution and the transient-based heuristic, compared with the steady state 

solution, are given in columns 5 and 6 of Table 5.2.1, respectively. 

Considerable speed up (78% in average) is achieved by the transient-based 

heuristic and moreover, it also outperforms the transient solution. 

The CPU times for the transient-based heuristic for different number of 

modules are given in Figure 5.2.7. Even though they grow rapidly with the 

increase in the number of modules, for an IC with 48 modules it is still 

relatively short (480 sec). 

5.3 Temperature-Gradient Based Test 

For the temperature-gradient based test, the goal is to make sure that the 

tests are performed when the temperature gradients are correctly captured 

on the IC. This means that the specified temperature maps should be 

reached and maintained during the corresponding test periods. In the 

followings a straightforward algorithm and then a fast heuristic are 

proposed. 

5.3.1 Straightforward Algorithm 

This algorithm works by changing between two modes, the temperature 

construction mode and the test mode. Initially the temperature construction 

mode is activated and it creates the specified temperature map using a 

method similar to the transient-based heuristic proposed in section 5.2.4. 

Then the test mode is activated and the tests that are scheduled with a third 

party algorithm (e.g., scheduling method proposed in [SenGupta12]) are 

applied. The test temperatures are simulated at design time and as soon as 

at least one of the thermal nodes is out of its specified range, the test mode 

is paused and the temperature construction mode takes over again. When 

 
Figure 5.2.7 CPU time versus number of modules 
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all thermal nodes are brought back into the specified temperature ranges, 

the temperature construction mode is paused and testing resumes. 

Similar to the transient-based heuristic, if the temperature of a node is 

lower than the heating trigger temperature, it should be heated by applying 

the heating sequence to it. If there are many nodes that need heating (more 

than what the TAM can support), priority is given to those with higher 

regional need for heating as defined in section 5.2.4. The construction 

mode, unlike the transient-based heuristic, should not heat the nodes up to 

their high temperature limit since the power of the tests that are applied 

immediately after the construction mode may rapidly heat up the node 

beyond high temperature limit. Therefore, Testing Trigger temperatures 

which are denoted by  for node  ( ) are introduced 

here. During the temperature construction mode, the heating for node  

stops as soon as the temperature reaches . 

In the test mode, as soon as the temperature of a node reaches the high 

temperature limit, the test mode is immediately paused, the temperature 

construction mode is activated and, consequently, a cooling interval is 

applied. The cooling continues until the node is cooled down to the testing 

trigger temperature, , and then the node is ready for testing again. The 

actual activation of the test mode will also depend on the temperatures of 

the other nodes. Efficient values for testing trigger temperatures, , for 

each map are found using a particle swarm optimization technique along 

with  and . 

The inputs to the methods proposed here in section 5.3 include the inputs 

to the methods proposed in section 5.2 in addition to the test specifications 

(e.g., test switching activities). The output is a set of offline schedules. 

Moreover, the proper values for the heating trigger, , stop boosting 

temperatures, , and testing trigger temperatures, , which result in a 

rapid test could also be considered as the outputs that provide a basis for 

an online scheduling scenario. 

The straightforward algorithm is simple, and allows the choice of a desired 

arbitrary test schedule that is used in the test mode. But the overall test 

application time offered by this method is very long. Note that the total test 

application time also includes time intervals spent for temperature 

construction 
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5.3.2 Fast Heuristic 

The fast heuristic schedules the tests together with the heating sequences 

such that the specified temperature map is maintained. This way, a shorter 

test application time can be achieved. An illustrative example for the 

proposed method is given in Figure 5.3.1 for a single thermal node. The 

proposed technique has similarities to the temperature construction 

algorithm in section 5.2.4. For example, stop boosting temperature, , 

indicates that the boosting should stop, as illustrated at the end of interval 

(a) in Figure 5.3.1. After being too warm, the node should cool until its 

temperature gets below the testing trigger temperature, , as shown in 

interval (b). 

When the temperatures for all of the other thermal nodes covered by 

module  are between their high temperature limit, , and their heating 

trigger,  ( ), testing may start, as in interval (c) in Figure 5.3.1. 

All other nodes should be within their temperature limits . Testing 

continues until the temperature of at least one of the nodes goes beyond the 

high temperature limit  or falls below the heating trigger . For 

example at the end of interval (c), the node is too cold for testing and a 

heating interval should be introduced. Note that the TAM may no longer 

be available and, therefore, the node is waiting for access to the TAM in 

interval (d). 

Finally, when access to the TAM is obtained, the heating sequence is 

applied in interval (e). In order to start heating, all nodes covered by a 

module should be colder than the high temperature limit since the heating 

sequence for one node is very likely to inject power to other nodes in the 

same module (as explained in section 5.2.4). Heating continues until the 

temperature goes beyond the testing trigger temperature and, then, the test 

resumes as in interval (f) in Figure 5.3.1. When the temperature reaches the 

high temperature limit, a cooling interval is introduced as in interval (g). 

 
Figure 5.3.1 An example for the fast heuristic 
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This procedure continues until all tests corresponding to the current 

temperature map are completed. 

As mentioned before, nodes will compete for access to the TAM and, 

therefore, some of them should be prioritized. First the nodes that require 

heating (not the tests) are granted access to TAM. This helps to keep the 

temperatures most of the time within the specified limits and, thus, keep 

the flow of the tests uninterrupted. Note that if only one node falls out of 

its specified range, all tests must be interrupted until the map is achieved 

again. This will waste a lot of time, since the tests for the modules that are 

in their specified range should also be interrupted. The priorities for the 

nodes that require heating are determined based on the regional need for 

heating as proposed in section 5.2.4 (equation 5.2.13). 

If the TAM is left with some available bandwidth after the heating 

sequences are scheduled, the modules that are thermally qualified may 

resume their tests. A module is thermally qualified if none of the nodes that 

correspond to that module are demanded by the previously discussed rules 

to receive heating, wait for heating, or receive cooling. The priority is given 

to the modules that are expected to offer long test endurance. The test 

endurance is denoted by  for module , and is defined as: 

(5.3.1) 

The test endurance is directly proportional with the remaining test size 

denoted by  for module . The larger the remaining test size, the longer 

the test endurance. The thermal tolerance, denoted by  for module , 

is the other contributor to the test endurance. High thermal tolerance, , 

indicates that the module is capable of receiving tests for a relatively long 

time without exceeding the specified thermal limits. Therefore, a module 

with large thermal tolerance may remain under test for a relatively long 

time. The thermal tolerance is defined as: 

(5.3.2) 

In equation 5.3.2, it is assumed that module  covers  active thermal 

nodes.  ( ) denotes the expected thermal distance to a 

temperature limit for node  and is defined as: 

(5.3.3) 
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As mentioned in section 5.2.2, the desired steady state power  is the 

power that results in a temperature equal to . 

Equation 5.3.3 indicates that if the upcoming tests have relatively high 

average power, then it is likely that the thermal node exceeds the high 

temperature limit and, therefore, the difference between the current 

temperature, , and the high temperature limit, , is a good measure for 

thermal tolerance. 

Similarly, for a relatively low power test, it is more likely that the 

temperature falls below the heating trigger in the future. Therefore, the 

difference between the current temperature, , and the heating trigger 

temperature, , is a good measure for thermal tolerance. Thermal 

tolerance, , is defined as the smallest  ( ) since as 

soon as a single node is out of the specified range , disregarding of 

the temperatures of the other nodes, test should be interrupted. Note that if 

the temperature falls below , only for a node in module , then the test 

is interrupted only for module . 

A proper value for the testing trigger temperature,  is selected so that 

the temperature variation during test (caused by the variations in the test 

power) rarely results in the temperatures below or above . Every 

time that or  are violated, the test must be interrupted and a heating 

or cooling interval must be introduced, respectively. Since these are time 

consuming, a proper  value helps to obtain a short test application time 

by reducing the number of interruptions. Besides the testing trigger 

temperature, stop boosting and heating trigger temperatures (  and  

respectively) have a considerable effect on the test application time and 

therefor proper values for them should be found. A particle swarm 

optimization technique, as discussed in section 2.7, is used to find the 

proper values for , , and  for each map. 

5.3.3 Experimental Results 

The fast heuristic (section 5.3.2) is evaluated and compared with the 

straightforward method (section 5.3.1). An experimental setup similar to 

section 5.2.6 is used here. This includes experimental ICs described in 

Table 5.2.1. For convenience, columns 1–4 from this table are repeated in 

Table 5.3.1 that reports the experimental results. The temperature model 

used for these experiments has multiple nodes per module, as opposed to 

experiments presented in section 5.2.6. 
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The total time required to enforce a temperature map and maintain it while 

the tests are being applied, in addition to the time spent applying the 

corresponding tests, is defined as the test time in this section. The 

percentage change in test time offered by the fast heuristic compared with 

the straightforward method is given in column 5 of Table 5.3.1, which 

shows that considerable speed up (67% in average) is achieved. 

The percentage change in CPU time required by the fast heuristic 

compared with the straightforward method is -36%. The overall CPU time 

depends on the interaction between the computational complexity of a 

single decision point4 in the schedule and the schedule length. The 

experimental results indicate that since the fast heuristic method makes 

better decisions, compared with the straightforward method, the overall 

length of the schedule is reduced considerably and therefore the overall 

CPU time is also reduced. This happens despite of the fast heuristic’s 

higher computational complexity for individual decision points. In fact, the 

schedule length is an important contributor to the CPU time, since longer 

schedules require longer temperature simulations and temperature 

simulation is, per se, very time consuming. 

                                                      
4 A decision point is a point in the schedule where the scheduling algorithm must 

decide about the upcoming states (e.g., whether to cool, wait, heat, or test). 

Table 5.3.1 Percentage changes achieved by fast heuristic 

 
 

IC 

Number 

IC Specifications Percentage change in 

test time achieved by 

fast heuristic 

Number of 

layers 

Number of 

modules 

Number of 

TSV blocks 

1 1 2 1 -16.97 

2 1 4 1 -39.69 

3 1 8 2 -63.35 

4 1 16 3 -94.77 

5 2 4 2 -8.70 

6 2 8 2 -60.80 

7 2 16 4 -78.17 

8 2 32 6 -95.04 

9 3 6 3 -75.90 

10 3 12 3 -84.81 

11 3 24 6 -87.08 

12 3 48 9 -94.72 

Average    -66.67 
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The CPU times for the fast heuristic for different number of modules are 

given in Figure 5.3.2. Even though they grow rapidly with the increase in 

the number of modules, for an IC with 48 modules it is still acceptably 

short. The CPU times for the burn-in (section 5.2) will be relatively shorter 

since here the tests are also scheduled along with the heating sequences. 

The increase rate in the CPU times, as shown in Figure 5.3.2, is tolerable 

similar to the transient-based heuristic (section 5.2.4). This was expected 

since these algorithms are very similar. 

5.4 Temperature-Map Ordering 

The order in which the maps are enforced has a considerable impact on the 

overall burn-in and test time. Since there are usually a number of 

temperature maps to be applied, their ordering is important. In this section 

we present methods to rapidly obtain a proper order for temperature maps 

that results in a short burn-in and test time. 

5.4.1 Map Ordering Technique 

To simplify the discussions, let us assume that the temperature map for a 

thermal node is represented by the middle value of the specified 

temperature range . As an example, assume that an 

IC has two thermal nodes and the initial temperature is . The specified 

temperatures, by temperature map , are denoted by . This 

means that temperatures  and  are specified by map  for nodes  

and , respectively. Assume that there are three temperature maps 

                                                      
5 The notation { , , …, } is used to represent an ordered sequence of 

elements  ( ). 

 
Figure 5.3.2 CPU time versus number of modules 
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denoted by , , and . These maps specify the following temperatures: 

 = { , },  = { , }, and  = { , }, 

respectively. 

These temperature maps are represented in Figure 5.4.1a–b by three points 

in a Cartesian space. The temperature for node  is represented by the 

horizontal axes, , and for node  by the vertical axes, . The initial 

order of temperature maps { , , } requires a long time to increase the 

temperature for node  from 30 to 110 (  in Figure 5.4.1a), then decrease 

it to 40 (  in Figure 5.4.1a), and then again increase it from 40 to 110 (  

in Figure 5.4.1a). This process will take a long time due to the required 

large changes in the temperature. In contrast, it is much faster to work with 

the maps ordered as { , , }, since in this case, the required 

temperature changes consist of smaller temperature variations, as shown in 

Figure 5.4.1b. 

As discussed earlier, in order to minimize the overall transition time for 

burn in, a particle swarm optimization technique finds the proper values 

for stop boosting and heating trigger temperatures ( s and s, 

respectively). The map orders should be optimized along with these 

temperatures, since all of these factors have a crucial effect on the overall 

transition time for a given set of temperature maps. The naïve approach to 

find proper map orders is to introduce them as decision variables into the 

PSO along with s and s. Experiments showed that this naïve 

approach takes very long CPU time to complete. Since the optimized 

values for  and  depend on the map order, different map orders 

result in different optimized values for  and . 

The initial PSO population in the naïve approach consists only of random 

solutions (random s, s, and random map orders). Introducing a 

relatively good map order into the initial population of PSO (among other 

initial solutions that are random) will help to speed up the search. This 

approach is denoted by A1. The idea for approach A1 is to rapidly find a 

potentially good map order using some initialization heuristic and 

introduce it into the initial PSO population. By doing this, the search should 

speed up while the quality of the final values for s and s are kept 

reasonably high. Experiments suggest that in the majority of cases, PSO 

finds a better map order than the one produced by the initialization 

heuristic. 
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It is, in fact, possible to find a potentially good map order without having 

to go through the time-consuming optimization of s and s. 

Furthermore, it is possible to do it without the relatively time consuming 

scheduling procedures for the heating sequences. A temperature map could 

be considered as a point in an -dimensional Euclidean space (  is the 

number of thermal nodes). The thermal distance between two maps is 

defined as the Euclidean distance between them (e.g.,  between maps  

and  in Figure 5.4.1b). For a sequence of the maps, the total thermal 

distance (TTD) is defined as the sum of the thermal distances between 

successive maps. For example, TTD for Figure 5.4.1a is approximately 

257, while for Figure 5.4.1b it is 108, which is much smaller. In general, a 

sequence of maps with smaller TTD is expected to have a shorter transition 

time compared with a sequence with larger TTD. 

Note also that the time required to change the temperature differs from 

node to node depending on the node’s location on the IC, the adjacent 

nodes’ temperatures, the heating sequence powers, and so on. Moreover, 

depending on these factors, the rise time and the fall time for the 

temperature of a certain node are also different (e.g., in many cases heating 

up is faster than cooling down, with the same temperature gap). The TTD 

does not take these differences into account in favor of a simple but 

meaningful metric that is fast to evaluate. However, when the map order is 

optimized using PSO, all these once ignored factors are automatically 

taken into account. 

 
Figure 5.4.1 The total thermal distance (TTD) 

(a) a bad map order. (b) a good map order. 
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This problem is similar to finding the shortest Hamiltonian path in a 

complete graph whose vertices are temperature maps and the distance 

between two vertices is their Euclidean distance. Therefore, the initial 

heuristic based map order that is added to the PSO’s initial population in 

approach A1 is called shortest Hamiltonian path. Due to the reasons 

discussed previously, this shortest path does not necessarily correspond to 

the optimal map order. 

If A1 is allowed to run for a long time, it will produce very high quality 

solutions. However, for larger designs, this is unaffordable. We have 

therefore proposed the A2 approach, which consists of a short run of A1 

followed by a post-PSO optimization of map orders. The motivation for 

this is that PSO optimization in A1 can rapidly identify possible solutions 

in the near optimal area of the search space but it then becomes very slow. 

Knowing the near optimal area, other optimization techniques can be 

deployed to rapidly improve the results. In the followings, the post-PSO 

optimization for the map orders is discussed. 

In the general case, the post-PSO optimization could be excessively time 

consuming. A greedy heuristic is therefore used to rapidly find a near 

optimal solution. The greedy approach is characterized by its size, . This 

size is the number of alternative partial solutions that are kept at each step 

(i.e., among the vertices with equal depth in the search tree). A greedy 

heuristic with size  works as follows. Starting from the root vertex (initial 

temperature) in the search tree,  vertices (i.e.,  temperature maps) that 

have the shortest partial transition times are selected. This corresponds to 

the first map in the final map order. Here the scheduling is performed to 

calculate the actual transition times. 

Then again  new vertices that have the shortest partial transition times are 

selected out of the set of vertices that succeed the previous best  vertices. 

Two maps (in the final map order) are scheduled so far. This procedure 

repeats until all maps are scheduled. For  equal to one, at each step the 

map that is the fastest to achieve is selected. A large  slows down the 

search but it may provide better results. Our experiments showed that 10 

is a good choice for . 

Albeit this general case which addresses large and time consuming ICs, for 

smaller ICs it is possible to find the optimal map order (i.e., exact solution) 

using an exact algorithm (e.g., branch and bound). Since a relatively good 

solution is already found by PSO in approach A1, we can skip many paths 
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in the search tree that result in a larger transition time, without wasting time 

to fully schedule them. For example assuming that the map order in Figure 

5.4.1b is already found by A1, there is no need to schedule  (in Figure 

5.4.1a) at all. Scheduling  may also be aborted before completion since 

the overall transition time of this path in the search tree exceeds the overall 

transition time of the path corresponding to Figure 5.4.1b before it even 

gets to vertex . Note that in this algorithm, the edges are actual transition 

times and not the Euclidean distances. Albeit significant acceleration 

achieved by utilizing the near optimal result from A1 approach, larger 

examples are excessively time consuming and therefore finding their 

optimal solution is not practical. 

Although this section has focused on map ordering for the temperature-

gradient based burn-in, the map ordering for the delay test is very similar 

and the same technique can be used. Moreover, there might be a map 

dependency graph (e.g., because of corresponding tests’ dependencies) 

which dictates that certain maps must be applied in certain order. Although 

not discussed in this section, the proposed approach can accommodate such 

scenarios. 

5.4.2 Experimental Results 

Experimental setup is similar to section 5.2.6. All experiments are 

performed on a desktop computer with Intel® Xeon® W3520 processor 

and 8 GB of memory. Percentage change in CPU time for the A1 approach 

compared with the naïve approach is -266% in average. Furthermore, the 

overall transition time achieved by A1 is 18% smaller than the overall 

transition time achieved by the naïve approach. 

Optimal map orders are found for some of the small experimental ICs to 

be used for comparison purposes. It is not practical to find optimal map 

orders for all the experimental ICs because of the excessive search time 

that relatively large ICs require. The overall transition times achieved by 

A1 are around 23% larger than the overall transition times offered by the 

optimal map orders. As mentioned before, this shows that the map orders 

found by A1 are close to optimal, but A2 can do better. In the following 

A2, that includes post-PSO optimization, is compared with A1 that 

terminates after the PSO optimization. 

The greedy approach with a population size of one ( ) is used to find 

map orders for all of the experimental ICs. The results show 16% 
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improvement over the A1 results, but it is 13% worse than the optimal. 

Increasing the population size to ten ( ), further improves the results 

so that there is 21% improvement over the A1 and it is only 7% worse than 

the optimal. However, it almost doubles the search time. In short, A1 finds 

map orders that result in overall transition time around 23% worse than 

optimal. The post-PSO optimization in A2 improves the map orders by 

21%, which means that it is very close to the optimum. 

5.5 Conclusions 

Early-life failures and delay faults that are dependent on temperature-

gradients introduce additional challenges to achieve efficient burn-in and 

delay-fault test. The negative effects of temperature gradients are more 

pronounced for 3D-SIC technology, since their magnitude is much larger. 

The challenge for burn-in is that some defects develop and cause early-life 

failures very rapidly when the IC is working with certain temperature maps 

that include large temperature gradients. These are difficult to enforce by 

traditional burn-in methods. The challenge for delay-fault test is that some 

defects can be detected only when a certain temperature map is enforced 

on the IC. 

In order to effectively detect these defects, it is necessary to construct and 

maintain the specified temperature maps during burn-in and delay-fault 

test. The methods proposed in this thesis utilize the available test access 

mechanisms in order to do so. The specified temperature maps are 

constructed and maintained by selectively applying high-power stimuli to 

the IC. Therefore, there is no need for expensive equipment to heat up the 

chip externally. To our knowledge, this is the first technique to achieve 

temperature maps for burn-in and test without any external heating 

mechanism. 

For burn-in, a steady state solution is introduced that is fast to generate the 

schedules, but the schedules are slow to achieve the specified temperatures. 

A schedule in this case consists of a single periodic schedule for each map. 

The steady state solution has been extended to the transient solution which 

is slow in generating the schedules, but constructs the maps faster. Finally, 

the transient-based heuristic is proposed to support a more precise 

temperature model, and offer a shorter overall transition time by generating 

schedules that rapidly bring the IC to the specified temperature conditions. 

The experiments indicate that this method outperforms the transient 
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solution. Moreover, this method is 78% faster than the steady state solution 

in realizing the specified temperature maps. 

For delay-fault test, a straightforward method is proposed that is based on 

two working modes, the temperature construction mode and the test mode. 

The temperature construction mode works similar to the transient-based 

method for burn-in and brings the IC to the specified temperature 

conditions. Then, the test mode applies the tests according to a given test 

schedule until the IC’s temperatures exits the specified range, when the 

temperature construction mode is activated again. This continues until all 

tests are performed. Furthermore, another method (fast heuristic) has been 

developed to schedule the heating and cooling intervals mixed with the 

tests. Therefore, the test time offered by this method is reduced. The 

experiments indicate that the fast heuristic is 67% faster in performing the 

tests compared with the straightforward method. 

The order of the temperature maps has a considerable effect on the overall 

burn-in and test time. Therefore, map orders need to be optimized, since 

they affect the optimal values for other decision variables. Experiments for 

map ordering show that the introduction of an initialization heuristic that 

adds an initial map order to the PSO’s initial population speeds up the 

search time by 266% in average. Furthermore, the overall transition time 

improves by 18% in average for burn-in. The overall transition times are 

further improved by 21% through introduction of a post-PSO optimization 

stage that consists of a greedy approach. 
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5.6 Notations and Abbreviations 

  

Notation Description 

  

 

Represents heat capacitances in the thermal model.  is the 

matrix element at -th row and -th column. 

  

 

Represents thermal conductance (related to heat transfer) in the 

thermal model.  is the matrix element at -th row and -th 

column. 

 

 

Need for heating in a general case.  is -th thermal-element’s 

need for heating. 

  Duty cycle for module  in PWM method 

 Testing endurance for module . 

  Identity matrix 

 

 

Number of modules ( ). 

is the -th module. 

 Total number of thermal elements in the thermal model (

) 

  

 

Power value(s) in a general case.  is power for module . 

 Power values in transient solution 

 Heating sequences’ powers 

 Heating sequence power received by node  when heating is 

intended for node . 

 Steady state power values in transient solution 

 Stray power  

PSO Particle Swarm Optimization [Poli07] 

 Number of parallel LP solvers in transient solution 

 Remaining tests’ size 

 Proper schedule period in PWM method, calculated solely for 

heating interval of module  
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Notation Description 

 Proper schedule period in PWM method, calculated solely for 

cooling interval of module  

TAM Test Access Mechanism 

TAT Test Application Time 

 Thermal tolerance for module . 

TTD Total Thermal Distance 

 TAM width: number of modules that can be accessed at the same 

time 

  

 

Transfer matrix for initial temperatures considering a time interval 

equalt to  

  

 

Transfer matrix for power values considering a time interval equalt 

to  

 Boolean variable indicating that the -th LP solver has found a valid 

solution 

 Thermal distance for -th active thermal element. 

 Accpeptable error in the minimal transition time in trasient solution 

  

 

 

Temperatures vector in a general case.  is the temperature for 

module .  is the temperature for -th thermal element. 

 Ambient temperature 

 Overheating temperature limit 

 Initial temperatures 

 Final temperatures after  seconds 

 

 

Stop-boosting temperature limit in a general case.  is stop 

boosting limit for -th thermal element. 

 Steady state temperatures 

 

 

 is high temperature limit for module .  is high temperature 

limit for -th thermal node. 
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Notation Description 

 

 

 is low temperature limit for module .  is low temperature 

limit for -th thermal node. 

 

 

Testing-trigger temperature threshld in a general case.  is 

testing trigger threshold for -th thermal element. 

 Lower bound for optimal transition time in transient solution. The 

upcoming temperature map cannot be achieved if transition time 

is smaller than . See . 

 -th temperature map. 
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Chapter 6 Integrated Temperature-

Cycling Acceleration and Test 

Large and frequent temperature changes (i.e., temperature cycling) create 

fatigue and wearout in Integrated Circuits (IC), as pointed out earlier in 

section 3.8. Temperature-cycling affects ICs by causing various damages, 

including solder joint fatigue, fracture in bond wires, and die deformation 

[Jedec10]. In addition to these undesirable effects, 3D stacked ICs suffer 

from defects related to through silicon vias. TSV protrusion and void 

formation in TSV are two of such defects. These effects are worsened by 

temperature cycling. Furthermore, some other defects, including resistive 

opens and stress induced carrier mobility reduction, can also be worsened 

by temperature cycling [Kumar12, Okoro14, Zhang13]. 

This chapter presents a schedule-based technique that integrates 

temperature cycling acceleration with testing procedure. The cycling 

acceleration is achieved by mixing heating sequences and cooling intervals 

with test sequences in an efficient order. Furthermore, tests and heating 

sequences are reordered so that a rapid testing and acceleration process is 

achieved. The proposed technique is in contrast with the existing 

approaches that are based on temperature chambers and can be impractical 

for 3D-SICs due to their unaffordable costs and limitations. 

6.1 Preliminaries 

Temperature-cycling exacerbates a number of defect mechanisms, as 

pointed out before. Therefore, operating the dies under intensive 

temperature cycling can effectively accelerate such failures so that they can 

be detected by the subsequent test, before the 3D-SIC is shipped out. This 

procedure is called temperature-cycling acceleration [Jedec09, Mil04]. 

6 
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Note that even though both conventional burn-in test and temperature-

cycling test are designed to detect early-life failures, temperature-cycling 

is different from the conventional burn-in. These two aim at accelerating 

different aging mechanisms. Cycling acceleration will not accelerate aging 

mechanisms identical to those that burn-in does and vice versa. To briefly 

explain this difference, let us focus only on two distinct aging mechanisms. 

During burn-in, the device is operated in a very hot environment with 

increased voltage to accelerate electromigration. This must continue for a 

relatively long time to allow for sufficient migration (detectable atomic 

built-up or depletion). On the contrary, simply operating the device at a 

single temperature does not create cycling-related material fatigue. It is the 

variation of the mechanical stress (as a result of varying temperature) that 

does it. The required amounts of burn-in and cycling are decided based on 

analytical, experimental, and empirical studies that are outside the scope 

of this thesis. In this thesis we solely focus on temperature-cycling and 

assume that the required amount of cycling is given by the user. 

Let us have a closer look at protrusion of TSVs out of the die surface 

caused by temperature cycling. Right after TSV fabrication, there is 

normally no protrusion and the TSVs have about the same length as the 

die’s thickness. However, after a few temperature-cycles an increase in the 

TSV length may be observed. The TSV length will continue to increase 

with the number of cycles [Kumar12, Zhang13]. After a certain amount of 

temperature cycling, the TSV length approaches a maximum level. Further 

temperature cycling will have almost no effect on the TSV length, 

afterwards. The TSV protrusion can be further exacerbated by the electrical 

current it carries [Kumar12, Zhang13]. Therefore, operating the IC during 

this procedure (letting the current to flow) speeds up the cycling 

acceleration. 

The existing procedure for temperature-cycling acceleration is based on 

one or multiple temperature chambers [Jedec09]. Although this procedure 

is usually affordable for 2D ICs, it is likely to be too expensive for 3D-

SICs. Due to TSV-related defects, a larger number of dies manufactured to 

be a part of a 3D-SIC may require cycling acceleration compared with 2D 

ICs. The shortcomings of the traditional approach include costs for running 

the temperature chambers as well as the time and equipment required for 

handling the dies/stacks between test equipment and chambers. Besides, 

chambers are slow, meaning that only very low frequency cycling is 

possible. 
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Moreover, the 3D-SIC manufacturing process includes multiple bonding 

stages. Corresponding to these bonding stages, pre-, mid-, or post-bond 

tests are introduced in order to avoid: (1) wasting a good die bonded to a 

bad die or stack, (2) wasting bonding effort for bonding bad dies or stacks, 

and (3) wasting packaging effort spent on a bad stack. Based on the cost 

breakdown, temperature-cycling acceleration could be beneficial at one or 

multiple test stages. In order to avoid costs associated with the traditional 

techniques, in current practice, some or even all of the temperature-cycling 

acceleration operations are avoided. Therefore, the temperature-cycling 

related early-life failure rates in the final products will be unnecessarily 

high. Integrating the temperature-cycling acceleration with the tests that 

are performed at different stages and eliminating the need for temperature 

chambers will reduce the overall manufacturing costs. 

As previously mentioned, advanced SoCs, especially those manufactured 

as a 3D-SIC experience excessively large test power densities during test. 

High power densities lead to excessively high temperatures, in particular 

for the middle dies in a 3D stack. This otherwise undesirable thermal effect 

is, however, utilized here to generate large amounts of temperature-

cycling. Temperature-cycling acceleration is achieved by frequent 

switching between high power tests that heat up the IC and pauses that 

allow for cooling. 

A deliberate pause for cooling is called a cooling interval. A cooling 

interval is the time interval that no stimuli are applied to a core and, 

therefore, the core’s temperature decreases, as already discussed in earlier 

chapters. Some cooling intervals are usually present in the original test 

schedule for thermal-safety reasons, as discussed in chapter 4. More 

intensive temperature-cycling acceleration can be achieved by introducing 

additional cooling intervals and stronger heating sequences into the 

process. A stronger heating sequence consists of stimuli that generate 

larger switching activities in a core and, therefore, increases the core’s 

temperature faster than usual (as discussed in chapter 4 and chapter 5). The 

mixture of cooling intervals and heating sequences can generate the 

required temperature-cycling acceleration effect. 

A test sequence’s bit streams define the circuit-under-test’s power 

dissipation in combination with the previously applied test sequence 

(circuit’s state) as well as the core’s power-related properties. 

Consequently, the power dissipation generated by a series of tests depends 
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on the order in which they are applied [Chakravarty94]. This phenomenon 

is employed in this thesis in order to produce extreme power values for 

tests as well as heating sequences and, consequently, achieve a high speed 

temperature-cycling process. 

The existing methods for managing ICs’ temperatures (in relation with the 

testing processes) focus on two issues: 

1. Keeping the temperatures under a global upper temperature limit to 

prevent overheating (e.g., section 4.1–7) or 

2. To respect upper and lower bounds for cores in order to target 

temperature-dependent defects (e.g., section 4.8) or gradient-

dependent defects (chapter 5). 

In all the above cases, the cores’ temperatures are considered independent 

of their cycling effects. Integrating temperature cycling acceleration with 

the test procedure was previously studied in [Aghaee15a]. This chapter 

develops an integrated temperature cycling technique based on this study. 

Moreover, an efficient technique to order the tests and heating sequences 

to achieve a high-speed temperature-cycling process is proposed. 

6.1.1 Circuit under Test and Test Access Mechanism 

It is assumed that there are  modules (cores) in the 3D-SIC under test. 

These modules are located on different levels of stacked dies. The modules 

that are on different layers are connected using TSVs. Tests for each 

module can be started and stopped independent of other modules. The 

modules could be cores with core wrappers in a core-based design. The 

extension of this scenario to 3D-SIC is proposed as the IEEE P1838 

standard [Ieee14a]. Test stimuli are, therefore, transferred through a test 

access mechanism to the relevant module. It is assumed that the TAM only 

affords  (a positive integer number) modules to be tested at the same 

time. Other modules, therefore, have to queue up and wait for TAM access. 

6.1.2 Thermal Model 

In order to obtain the temperature values from power values, a thermal 

model that describes the thermal behavior of the IC must be used. The 

temperature equation (introduced in section 2.6, equation 2.6.1) is repeated 

here for convenience: 

(6.1.1) 
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All the thermal characteristics of the IC are captured in two matrices   

and , obtained in a manner similar to [Coskun09, Huang06].  is the 

temperature vector and  is the power.  and  consist of s and s, 

respectively, put together in a vector format. Index  indicates the relevant 

module. There are a total of  modules ( ). As 

discussed in section 4.6, equation 6.1.1 can be solved for the time-domain 

assuming that the power values are constant during a period of time equal 

to . The result from equation 4.6.5 is repeated here for convenience: 

(6.1.2) 

The initial temperature is expressed by  and the temperature after a 

period of  seconds (note that a fraction of a second is used in practice) is 

represented by . Matrices  and  are copied below from equations 

4.6.3–4: 

(6.1.3a) 

 

(6.1.3b) 

The identity matrix is denoted by . The above equations are explained in 

the following case study, assuming that there is only one module ( ) 

with its heat capacitance denoted by  (analogous to ). The heat 

resistance between the module and the ambient is equal to  (analogous to 

). In this case, equation 6.1.2 can be re-written as: 

 (6.1.4) 

Since there is only one module, the vectors and matrices are reduced to 

scalar values. A larger initial temperature ( ), power ( ), or resistance 

( ) results in higher final temperature ( ), if other factors are kept 

unchanged. A larger period ( ) means that the contribution of the initial 

temperature is smaller while the effect of power on the final temperature is 

larger. In the vector form, increasing the period translates into a decreased 

 and an increased . A large time-constant ( ) means that the initial 

temperature takes longer to lose its effect while power takes longer to 

noticeably affect the final temperature. In the vector form, increasing the 

time-constant translates into an increased  and a decreased . 

                                                      
1 A list of notations and abbreviations is provided in section 6.8. 
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6.1.3 Temperature Cycling Model 

The effect of temperature cycling can be described based on the Amount 

of Temperature Cycling induced fatigue (denoted by  for module ). 

Based on the Arrhenius-Coffin-Manson model [Held97, Jedec10], ATC is 

estimated as: 

(6.1.5) 

Considering module ,  is the number of temperature cycles and  

is the amplitude of temperature changes during cycling. In the above 

equation, a regular cycling pattern is assumed. It means that the 

temperature monotonically increases from an arbitrary temperature, , to 

 and then monotonically decreases back to . 

Usually, when the actual temperature curve is only slightly different from 

a regular pattern, the average amplitude is used for .  must be 

larger than  (a very small threshold value) in order to be considered in 

the temperature cycling calculations. However, it is not unusual to 

completely ignore  since the typical temperature changes are much 

larger than . 

The effect of the average temperature is captured in the exponential term. 

The average temperature is expressed by . , , , , and  are 

constants that are obtained analytically or empirically by reliability 

analysts. A comprehensive explanation and details of equation 6.1.5 can 

be found in [Jedec10, Held97]. As equation 6.1.5 suggests, a large number 

of cycles, , or a large temperature swing, , will result in a large 

cycling effect. 

6.2 Motivational Examples 

6.2.1 ATC Rate for a Simple Scenario 

As an example, consider an IC with two modules ( ). Assume that 

the TAM can only support one module to be tested at a time ( =1). 

Assume that  and . The required 

amounts of temperature cycling are  and  for modules  and 

, respectively. In this chapter, tests that target cycling-dependent defects 

are called cycling tests and the other tests are called normal tests. Cycling 
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tests can only be applied after the required amount of temperature cycling, 

, is achieved. 

A three-phase approach is introduced here: In phase 1, normal tests are 

scheduled. A thermal aware scheduling of tests based on the proposed 

approach in [He08a] is used. The corresponding temperature curves are 

shown in Figure 6.2.1 (green2 for  and blue for ). The normal tests 

for module  end at . Phase 1 starts at time 0 and end at  that is defined 

as . 

Phase 2 starts by evaluating the ATC generated in phase 1. This value is 

less than the required  in this example. Therefore, phase 2 will 

generate additional temperature cycling. This is done by applying the 

heating sequences and cooling intervals. Corresponding temperature 

cycles can be seen in Figure 6.2.1 from  to . Time-point  marks the 

point when the required  is achieved for module . Phase 2 ends 

when all required ATCs for all modules are met. This point is marked with 

 that is defined as . After this, phase 3 starts by applying the 

cycling tests. Phase 3 ends when all the cycling tests are complete. This 

point is marked with . 

Always, a small TAT is desirable. Test application time from 0 to  and 

from  to  is already minimized by the given third-party test scheduling 

algorithm. The only time reduction opportunity is to speed up phase 2. This 

means that a large ATC should be achieved in a short time. Therefore, 

 should be maximized. Here we assume a uniform periodic 

temperature profile that means all cycles have the same amplitude. 

                                                      
2 Figure 6.2.1 is printed in grayscale in copies printed by LiU-Tryck. 

 
Figure 6.2.1 Temperature curves for the three-phase approach 

(Curves are illustrative.) 
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Moreover, for this motivational example we assume that in equation 6.1.5: 

, , , and . 

Since it is assumed that , the exponential term can be ignored for 

the moment. Furthermore, since it is assumed that ,  could 

also be ignored. The ATC rate (denoted by  for module ) can, 

therefore, be defined as: 

(6.2.1) 

The frequency of temperature changes (i.e., the number of cycles per time 

unit) depends on the physical properties of the system and the amplitude 

of temperature changes, . It is possible to achieve a high frequency 

(i.e., a large ) if  is small. A large amplitude on the other hand, 

may increase the ATC, only if it dominates the resulted reduction in the 

frequency. 

6.2.2 Optimal Cycling in a Simplified Scenario 

In order to clarify the tradeoff between the frequency and the amplitude of 

the temperature cycling, the physical properties of the system should be 

captured in the ATC rate equation (equation 6.2.1). In the following this is 

done for a simple IC with only one module. The thermal model for such a 

case was discussed in section 6.1.2, equation 6.1.4. Remember that  is the 

heat capacitance and  is the thermal resistance between the module and 

the ambient. Assume that the heating sequence generates a power equal to 

 and the power during a cooling interval is zero. Assume that the 

temperature varies between  and . Both  and  are positive 

real numbers. 

The period of a temperature cycle is denoted by . This period consists of 

a rise time denoted by  plus a fall time denoted by .  is the time the 

temperature takes to increase from  to .  is the time taken to 

decrease from  to . These values are calculated as follows. First, 

the system’s differential equation is solved in the time domain similar to 

equation 6.1.4 for a period of  (i.e., ): 

(6.2.2) 

Let us denote  by  and  by . For the heating situation: 
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(6.2.3) 

Then 

(6.2.4a) 

Similarly for cooling ( ),  can be calculated: 

(6.2.4b) 

The period, , is calculated as follows: 

(6.2.5) 

Now, the ATC rate (equation 6.2.1) could be re-written incorporating the 

physical properties of the system: 

(6.2.6) 

Let us first focus on the optimal value for , assuming that  is constant. 

In this case optimality happens when the denominator in equation 6.2.6 is 

minimized. Considering a realistic situation, this is equivalent to finding 

the minimum for 

(6.2.7) 

Following a closed-form approach: 

(6.2.8) 

The valid solution is . Here for the sake of simplicity, the 

ambient temperature was not included in the equations. Since the 

temperature model is a linear time-invariant (LTI) system as discussed in 

section 4.6 the ambient temperature can be added later on. Assume that 

power and resistance values are so that . This means that 

considering the ambient temperature ( ), the IC’s temperature will 

increase to  if no control is applied. Thus, the optimal value for  is 

. 
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The resulted equations for finding the optimal value for  do not have a 

simple closed form. Therefore, a numerical method is employed. The ATC 

rate  versus  for  is plotted in Figure 6.2.2. If  and 

, then the ATC rate is maximal at . For values of 

 less than  the ATC rate increases by increase in . This is due 

to the increase in amplitude, , dominating the decrease in 

frequency, , in equation 6.2.1. For larger  values the ATC rate 

decreases by increase in . This is due to the increase in amplitude, 

, being dominated by the decrease in frequency, . In other 

words, a very large temperature cycle takes too much time to complete. 

If the assumption that  does not hold, the temperature cycling rate 

equation, equation 6.2.6, will be as follows: 

(6.2.9) 

The inclusion of the exponential (Arrhenius) term results in a larger (or 

equal) optimal  value. Since both the exponential term and 

equation 6.2.6 are increasing when  is smaller than , the optimal 

value cannot happen for a  smaller than . After this point, the value 

of equation 6.2.6 decreases while the exponential term is increasing. The 

optimal  can be in this region ( ). Besides, the introduction of 

the exponential term leads to dependency of the optimal  on the value of 

. 

In the general case (without assumptions made solely for the motivational 

examples), the optimal value for  could be very different compared with 

the  obtained here. Moreover, the assumptions made for obtaining 

equation 6.2.1 will not be valid and therefore the situation will be more 

complicated than discussed in the above paragraph. In such situations a 

numerical approach is best suited to find the optimal values for  and . 

 
Figure 6.2.2 ATC rate, , versus  for three-phase approach 
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Moreover, in the general case, there are multiple modules competing for 

access to TAM and their interference makes the problem even more 

complicated, so complex that a heuristic is the only practical technique to 

deal with the problem. 

6.2.3 Effect of the Test Application Order 

In general, the circuit under test’s consumed power depends on the order 

in which the tests are performed. Let us consider the scan chain itself. 

Different orders of the tests will result in different transition counts and 

thus different power values. 

Consider a 4-bit scan chain as shown in Figure 6.2.3. Assume that 0101, 

1111, and 1010 are the test stimuli. The order 1010-1111-0101, as shown 

in Figure 6.2.3a, results in 12 transitions in the scan chain during shift-in. 

Another test order, 1111-1010-0101, as shown in Figure 6.2.3b, results in 

22 transitions and thus higher power dissipation. Assuming that the 

temperature of the core should be reduced, arranging the tests in their low 

power order may avoid an additional cooling interval. Alternatively, if the 

core is in its heating interval of the cycling process, the high power 

arrangement may replace an unnecessary heating sequence application. 

This will ensure that TAM is not unnecessarily occupied by dummy 

heating sequences. Both situations help to shorten the test application time. 

6.3 Problem Formulation 

As discussed before, along with pre-, mid-, or, post-bond tests, 

temperature-cycling acceleration might be beneficial. In this case, there 

will be tests that target cycling-dependent defects (i.e. cycling tests) in 

addition to other tests (i.e., normal tests). Normal tests are scheduled along 

with heating and cooling intervals in order to generate the required amount 

of temperature cycling. The cycling tests can be performed afterward. 

 
Figure 6.2.3 Test orders 

(a) A low power order. (b) A high power order. 
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The amount of temperature cycling can be easily calculated using equation 

6.1.5 if the temperature swings in a uniform periodic manner similar to 

Figure 6.3.1a. In Figure 6.3.1a five cycles with amplitudes equal to  can 

be identified. In the general case, for example when the IC is under test, 

the temperature fluctuations are irregular, as shown in Figure 6.3.1b. In 

this case, identifying cycles and their amplitudes is not straightforward. For 

such irregular patterns, the number and amplitudes of the cycles are 

calculated using the widely used Rainflow-counting algorithm 

[Matsuishi68]. 

As mentioned previously, the required amount of temperature cycling is 

denoted by . The current amount of temperature cycling generated 

by normal tests or heating sequences (e.g., phase 1 and phase 2 in Figure 

6.2.1), up to a given time, , is denoted by . For a certain test 

schedule, the temperature curves are obtained using temperature 

simulations. Then a fast version of the Rainflow-counting algorithm, 

introduced in [Musallam12], calculates . 

Assuming that for , , only normal tests can be 

performed before time . The cycling tests can only be performed after 

the required amount of cycling ( ) has been applied. Therefore, after 

time , cycling tests can be performed too. The test application time, 

, marks the point that testing module  is complete.  consists 

of the time spent before and after time . The goal is to generate a 

schedule with a minimal overall TAT. The overall test application time is 

defined as . 

As previously discussed, the power dissipation during a test depends on 

the previous test, among other factors. Assuming that test  for module 

 immediately follows test , the dynamic power is expressed by 

. The overall power dissipation (in the circuit under test), denoted 

by , consists of the dynamic power, , plus the stray power, 

 
Figure 6.3.1 Temperature patterns 

(a) Uniform periodic. (b) Irregular. 
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denoted by  (  ). The dynamic power is caused by 

the circuit under tests’ switching activities. As introduced in section 5.2.2, 

the stray power is defined, in this thesis, as the sum of all those power 

values whose dissipations cannot be independently controlled with existing 

test controls. This includes the leakage power as well as the clock 

networks’ power. Stray power’s exact value depends on the module’s 

current temperature since the leakage power depends on the temperature. 

In this chapter, the stray power (including temperature dependent leakage) 

is taken into account. 

It is assumed that module  has  tests including both normal and 

cycling tests. Relevant test properties can be captured in a test graph. 

Consider an IC that consists of two modules ( ). Assume that module 

 has two tests ( ) as shown in Figure 6.3.2a. Module  has three 

tests ( ) as shown in Figure 6.3.2b. Assume that one of the tests for 

module  is a normal test (the node is marked with N) and the other is a 

cycling test (marked with C). A node that corresponds to a heating 

sequence (marked with H) is also included in the test graph. Tests and the 

heating sequence for module  are marked in a similar manner. Total test 

powers are shown on the edges in Figure 6.3.2. Usually, in the general case, 

there are a number of normal and cycling tests in addition to a number of 

heating sequences. 

At each time point, during the test, there could be some tests that cannot be 

performed. This is due to a number of reasons, including the limited 

 
Figure 6.3.2 Test graphs: (a) module  (b) module . 

Test graphs consist of normal (N), cycling (C), and heating (H) nodes. 
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capacity of the TAM as well as the cycling tests that cannot be performed 

before the required ATC is applied. A validity checker is used to make sure 

that the scheduling algorithm takes these limitations into account. The 

validity checker updates the set of Valid Tests (VaT) if a new test can be 

performed in parallel with the tests that are already selected for the current 

time point. It also makes sure that any test that cannot be applied in parallel 

with the currently selected tests does not remain in VaT. This is based on 

the knowledge of previously applied tests as well as the partial set of tests 

selected to be applied next. 

Moreover, the current amount of the ATC is also taken into account. For 

example, assume that in Figure 6.3.2 normal tests (  and ) have been 

performed previously. Assume that  is already selected to be applied 

next and the required ATC for  is already achieved. In this case VaT is 

. Meaning that , , or  can be applied in parallel 

with  without violating TAM limit or ATC requirement. Although 

using  (i.e., the heating sequence) does not make sense since the 

required ATC is already achieved, it would be a valid choice from the 

VaT’s point of view. Note that the heating sequences can be applied 

repeatedly, as needed, while repeating the tests is usually unnecessary. 

The goal is to schedule the tests so that all the cycling tests are performed 

after the required amount of ATC is achieved and the overall test 

application time (including the cycling process) is minimized. This is 

achieved by scheduling and reordering the tests and the heating sequences. 

High power test stimuli and heating sequences can increase the modules’ 

temperatures. A module may become so hot that unrealistic failures show 

up and even the device gets damaged. In order to avoid these undesirable 

overheating situations, the modules’ temperatures must be kept below the 

overheating temperature ( ) at any time. The overheating 

temperature is equal to the temperature limit minus a safety margin to 

ensure thermal safety. The power dissipation during a pause is equal to the 

stray power,  (which includes leakage). 

The problem can be formally stated as follows. The inputs to the suggested 

technique include the IC’s thermal model, the IC’s electrical model (e.g., 

specification of the TAM and power-related specifications), the test graph 

(i.e., the cycling tests, normal tests, and the switching activities of the tests 

and heating sequences), the ambient temperature ( ), and the 

required amount of temperature cycling, . The objective is to 
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minimize the test application time. The output is the corresponding 

schedule that guides the application of the tests and heating sequences in 

proper order so that all the tests are performed rapidly and correctly. 

The generated schedule will imply, for each of the modules, a certain 

ordering of the test graph’s node. The ordering can be represented by a 

directed path in each of the original test graphs (e.g., graphs in Figure 

6.3.2). This directed path must visit each test node at least once and may 

visit heating nodes as many times as needed. Applying a test or a heating 

sequence is equivalent to visiting the corresponding test or the heating 

node. 

The test ordering and scheduling can also be viewed as converting the 

original test graph into a final path-graph. A path-graph is defined as a 

graph with only one directed path that connects all the nodes. There is no 

other edge in a path-graph except those on this unique path. The final path-

graph must include all of the test nodes, while the heating nodes are 

included as needed. The complete test scheduler that includes the ordering 

algorithm decides at which point to insert a node taken from the original 

test graph into the final path-graph. 

6.4 Three-Phase Approach 

The basics of the three-phase approach are briefly explained in section 

6.2.1. Section 6.2.2 presented a technique to find the best temperature 

interval (  to ) for a simplified scenario. As discussed before, if 

the coefficient  (in equation 6.1.5) is much larger than the average 

temperature ( ) and the high temperature level ( ) is smaller 

than the overheating temperature, , everything in section 6.2 

would be fine. 

However, often these assumptions are not valid, for example the 

overheating temperature may be relatively low compared with . For 

the example in section 6.2.2,  is equal to  while the 

overheating temperature might be . There are some other 

complications, as well. In practice there are a number of modules, instead 

of one, and their temperatures depend on each other due to heat transfer. 

Moreover, the power values fluctuate with time. Besides, power values 

include the stray powers that depend on the temperature due to the 

temperature dependent leakage currents. Additionally, the modules may 
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not be able to receive their heating sequences at desired times, due to the 

TAM limitation. New approaches capable of taking all these situations into 

account are, therefore, proposed in this section. 

As discussed in section 6.2.1, in phase 1 and 3 the tests are scheduled using 

a thermally safe third-party algorithm. It is assumed that these algorithms 

perform optimization to reduce the test application time. Our focus will 

therefore be on phase 2 where new algorithms can be designed to minimize 

the test application time. This was demonstrated using a small example in 

section 6.2.2. Assume that in phase 2 the temperature of module  is 

intended to swing between a low temperature level  and a high 

temperature level  ( ). In comparison with the example in 

section 6.2.2,  and  have roles similar to that of  and , 

respectively. 

The heating sequences are assumed to be powerful enough to raise the 

module’s temperature to . The high temperature level should always be 

lower than the overheating temperature ( ) to avoid any 

kind of damage. Since all the normal tests and all the cycling tests are to 

be separately scheduled using third party algorithms and then performed in 

two isolated phases (phase 1 and 3), there is no need to represent them in 

the test graph. Consequently the test graph reduces to only include the 

heating nodes (nodes marked with H in Figure 6.3.2). This simplifies the 

problem of finding proper paths in these reduced graphs. For each module, 

a greedy approach is used here and the heating node that offers the highest 

heating power is selected to follow the current node. 

An on-the-fly approach is used to schedule the heating sequences for phase 

2 based on the simulated temperatures. The temperatures that are obtained 

by simulation are then compared with  and  in order to generate the 

schedule. High power heating nodes are used to rapidly increase the 

temperature. Immediately after the temperature reaches its peak at , a 

cooling interval is introduced to reduce the temperature back to . Then, 

for the sake of a fast cycling, the heating sequence must be immediately 

applied again. However, the TAM might not be available at this moment. 

Consequently, the temperature may fall below  from time to time. 

Heating sequences for different modules will compete for access to TAM. 

The priority is decided based on the following equation: 
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(6.4.1) 

Both  and  depend on time and are shortened forms of  and 

, respectively, at time . The priority is higher if the module’s 

current temperature is much below . Note that the priorities are 

calculated only for modules that need heating, therefore . The 

reason for the inclusion of this difference term (i.e., ) in the 

priority assessment is that if a module gets really cold, it takes too much 

time to warm it up again. Therefore, it is a good idea to give a higher 

priority to the colder modules. 

A module that has a large amount of temperature cycling left to fill has also 

a higher priority. This is indicated by . Such a module is likely to 

need a relatively long time to achieve its required ATC. Consequently, it 

is likely that at the later stages of phase 2 this module remains alone. This 

implies that the interleaving opportunities for TAM access will be reduced. 

Consequently TAM utilization may decrease and test application time may 

increase. A small value, , is added to the denominator in order to prevent 

numerical problems when ATC is zero (e.g., at the beginning of phase 2, 

if there has not been any normal test). 

The test application time for the schedules generated by this on-the-fly 

approach depends on  and . These temperature levels could assume 

a range of values provided that . The 

temperature that corresponds to the stray power is called stray temperature 

and is denoted by  (always ). 

Temperature of a module cannot be lower than this because of the stray 

power dissipation. 

The combination of these temperature levels (  and ) among different 

modules affects the test application time. The proper values for these 

decision variables will be found in an external optimization loop, as shown 

in Figure 6.4.1. In the inner scheduling loop, the temperature levels (i.e., 

decision variables) defined by the outer optimization loop are used to 

generate the schedule. In Figure 6.4.1, the scheduler boxes inside the 

dashed box represent multiple copies of the inner scheduling algorithm. 

However only one of such schedulers is sufficient to perform the 

optimization, multiple of them are used in parallel to speed up the 

procedure. 
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The outer optimization loop in Figure 6.4.1 makes use of a particle swarm 

optimization algorithm. PSO is an iterative population-based optimization 

metaheuristic, as discussed in section 2.7. For each alternative solution in 

the PSO’s population, an on-the-fly scheduling is performed (inside the 

dashed box in Figure 6.4.1) to compute the cost function (i.e., TAT). 

The working of the PSO algorithm is repeated here for convenience. The 

algorithm starts from a random initial population, similar to other 

population based metaheuristics (e.g., evolutionary methods). The 

population is referred to as a swarm in PSO terms. An individual in the 

population is referred to as a particle. Each particle goes through a number 

of alternative solutions, one at a time, as the algorithm iterates. 

Each particle has a location in the search space (i.e., the current alternative 

solution). A particle records the best solution it has ever encountered, the 

local best. The swarm records the best solution its particles have ever 

encountered, the global best. Based on these best solutions and the 

previous alternative solution a velocity is determined which also 

incorporates some randomization. Velocity is the vector that determines 

the next location for a particle. The particles move throughout the search 

space in a guided random manner until they gather around a near optimal 

solution. 

 
Figure 6.4.1 External optimization loop based on particle swarm optimization 

The algorithm is used to minimize the test application time. Inside the dashed box, copies of the 
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6.5 Integrated Approach 

Let us assume, now, that the orders in which normal test nodes (e.g., nodes 

marked with N in Figure 6.3.2) must be visited are given. Furthermore, 

assume that the order for heating sequence nodes (e.g., nodes marked with 

H in Figure 6.3.2) are also given. This means that the original test graph is 

broken down into a number of sub-graphs. This includes two separate 

directed path-graphs, one for normal tests and the other for the heating 

sequences among other sub-graphs. 

This simplified scenario which involves two separate path-graphs will be 

discussed first and a path-graph scheduling algorithm will be introduced in 

sections 6.5.1–3. Afterwards, section 6.5.4 explains how to employ this 

path-graph scheduling algorithm to solve the original problem that 

involves the original test graph (i.e., the problem described in section 6.3). 

An example in the following paragraphs, using Figure 6.5.1, explains how 

the proposed schedule generation works. Figure 6.5.2 shows how different 

blocks of the algorithm are put together. The example in Figure 6.5.1 

explains how all these blocks work together to generate a schedule. Let us 

assume that path-graph scheduling (i.e., Path-graph scheduling block in 

Figure 6.5.2) determines that the module  must receive heating at  test 

cycle. Test cycles are shown in Figure 6.5.1f. It asks test graph node 

ordering (i.e., the node ordering block in Figure 6.5.2) for options. 

Test graph ordering replies by two options (as shown in Figure 6.5.1d): 

The first option is [ , ] that is a path-graph consisting of high power 

normal test nodes. The second option is [ , ] that consists of heating 

nodes. This interaction is depicted in Figure 6.5.2 as the loop between the 

path-graph scheduling block and the node ordering block. The output of 

the node ordering block is monitored to determine if all tests are completed. 

The path-graph scheduling decides to go on with [ , ]. Now, the 

power values are known and temperature simulation is performed to obtain 

the temperatures. This interaction is depicted in Figure 6.5.2 as the loop 

between the path-graph scheduling block and the temperature simulator 

block. 

The simulated temperatures are plotted in Figure 6.5.1a–b. As module  

heats up, module  is slightly warmed up by the transferred heat from 

. It is assumed that the die in this example consists of only two modules. 
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Moreover, it is assumed that the test access mechanism provides access to 

only one of the modules at a time. The module that occupies the TAM is 

depicted in Figure 6.5.1c. 

Every decision (i.e., change in the schedule) is recorded in the schedule as 

a new entry. Each entry consists of the corresponding cycle in addition to 

the node and state for each and every module. For example, a decision was 

made at cycle  to start . This is registered in the schedule as shown in 

Figure 6.5.1f–j. Applying  continues smoothly to the end and then  

starts (at ), as previously suggested by the node ordering block. 

At cycle  the temperature of  reaches the high level and cooling is 

required. The node ordering block is consulted and it returns [ , ] 

that consists of low power normal tests. The other alternative is a pause 

 
Figure 6.5.1 An example for schedule generation 

(Curves are illustrative). 
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(cooling interval). Since the application of  is not complete, the 

application of low power normal tests is not possible. Therefore, a cooling 

interval is introduced. This frees the TAM that the other module can utilize. 

The node ordering block suggests either [ , ] or [ , ]. The 

scheduler decides to go with , a new entry for the  cycle is added to 

the schedule and then the simulations and scheduling continue. Note that 

if the temperature reaches the overheating limit (that is higher than the high 

level discussed here and, therefore, is not shown in Figure 6.5.1) only a 

pause can be selected (definitely not a low power test). 

At cycle  the temperature of  reaches the high level and cooling is 

required. The node ordering block is consulted and it returns [ , ] 

that consists of low power normal tests. The other alternative, as always 

for cooling, is a pause. Since the application of  is not complete, the 

application of low power normal tests is not possible. Therefore, a cooling 

interval is introduced. This frees the TAM that the other module can utilize. 

 
Figure 6.5.2 Integrated scheduling approach 
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Since  was pending, it is resumed and there is no need to consult the 

node ordering block at the moment. At cycle , the node ordering block is 

consulted and  is selected for application. 

At cycle  the temperature of  reaches the high level and cooling is 

required. The node ordering block is consulted and it returns [ , ] 

that consists of low power normal tests. Obviously, the other alternative is 

a pause. This time the application of  is complete and, therefore,  

can actually be selected. However, the path-graph scheduler decides that, 

in any case, a pause is better. Note that before a node is started or resumed, 

its validity (VaT as discussed in section 6.3) is checked. If not in the VaT 

list, either another alternative must be selected or the module must wait 

until incompatible tests are complete. The above process, as explained in 

Figure 6.5.1, continues until all tests are performed. 

6.5.1 Path-Graph Scheduling Algorithm 

The test application time could be reduced if normal tests (phase 1) are 

integrated into the temperature-cycling acceleration process (phase 2). For 

example, a test can be employed to heat a module and avoid an unnecessary 

inclusion of a heating node. It may happen that a test is not powerful 

enough to increase the modules’ temperature to  and yet it is beneficial 

to include it to partially heat the module. A heating node is introduced 

afterwards to rapidly increase the temperature up to . 

Similar to this heating scenario, a mixed cooling scenario is also possible. 

The benefit of these mixing scenarios is that although the temperature will 

change slowly (increasing the test application time), a part of the tests is 

being applied (decreasing the TAT). In a mixed cooling scenario, a low 

power test is introduced when the temperature must decrease to create a 

cycle. Albeit the decrease in the module’s temperature, the temperature 

may not decreases to . A cooling interval is then introduced to complete 

the cycle. 

Assume that a high power test is being applied in a heating scenario as 

shown in Figure 6.5.3a. Assume that the high-power test’s power for the 

current time interval is denoted by . This power rapidly increases the 

temperature at the beginning. Assume that this level of power is applied 

for a long time. In this case a steady state temperature equal to  will 

eventually be reached. As the current temperature approaches , the 

heating rate decreases. The derivative of the temperature (i.e., heating rate) 
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is shown in the lower part of Figure 6.5.3a. When the difference between 

the heating-sequence’s heating rate and the test’s heating rate increases 

beyond a certain threshold (  in Figure 6.5.3a), it is time to 

switch to the heating sequence. 

This will rapidly increase the temperature to . The temperature caused 

by heating sequence (shown as the red curve in Figure 6.5.3a) introduces a 

heating rate much larger than that of the test. Therefore, it is better to save 

the rest of the tests for a time that the initial temperature is lower and the 

tests can offer a large heating rate. The rate of temperature change (heating 

rate in this case) is . Therefore the condition on heating rate is: 

(6.5.1) 

The temperature when the heating sequence is applied is denoted by . 

When the high-power test is applied, the temperature is denoted by . 

The heating rate can be calculated based on the current temperature and 

upcoming power values using equation 6.1.1: 

(6.5.2) 

Combining equation 6.5.1, equation 6.5.2, and the equivalent of equation 

6.5.2 written for the heating sequences (instead of high power tests in 

equation 6.5.2) results in: 

(6.5.3) 

 
Figure 6.5.3 Thresholds in the integrated approach 
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Considering the fact that at the moment of decision making, there is only 

one actual temperature,  ( ), the condition can be further 

simplified to: 

(6.5.4) 

This could be re-written to have the condition expressed for the power 

values: 

(6.5.5) 

Renaming  to  results in: 

 (6.5.6a) 

Similarly, for the situation that the temperature must decrease (as shown in 

Figure 6.5.3b), the proper condition for switching from a test to a cooling 

interval is: 

 (6.5.6b) 

The power of the low-power test is denoted by  and the power of the 

cooling interval (i.e., the stray power) is denoted by . Switching to the 

cooling interval when indicated by the above equation speeds up the 

cooling. This way, the normal tests are employed in an efficient way during 

temperature-cycling process so that the overall test application time is 

further reduced. 

According to equations 6.5.6a–b, the scheduling heuristic does not need to 

compute the derivatives of the upcoming tests’ temperatures. Instead, it is 

sufficient to compare the upcoming power values. Whenever the inequality 

in equation 6.5.6a is satisfied, test nodes are followed by heating nodes and 

whenever the inequality in equation 6.5.6b is satisfied, the testing is paused 

for cooling purpose. The variables  and  (elements that construct  

and  vectors), are to be optimized along with  and , in the outer 

optimization loop (e.g., Figure 6.4.1), to achieve a short test application 

time. 

These variables are optimized using PSO similar to the one explained in 

section 6.4. As mentioned before, Figure 6.5.2 shows how the components 

of the integrated approach (excluding the outer PSO loop that is already 

explained in Figure 6.4.1) are put together. The path-graph scheduling is 

shown in Figure 6.5.2 as a part of the scheduling algorithm. Other 
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components of Figure 6.5.2 will be explained in the upcoming sections. 

Since the optimization process is similar to the PSO discussed in section 

6.4, Figure 6.5.2, as a whole, can be viewed as one of the scheduler boxes 

shown inside the dashed box in Figure 6.4.1. The alternative decision 

variables shown in gray above Figure 6.5.2 come from Figure 6.4.1. 

6.5.2 Length of the Power Averaging Window 

The average upcoming powers (i.e., , , and ) can be calculated 

for a short segment of the tests or heating sequences that immediately 

follows. The shortest length of this segment is denoted by  for module 

. Having a much shorter segment than  results in higher computational 

effort without a significant improvement in the accuracy. Taking multiple 

s into account helps to obtain a long-term estimate of the power values. 

A much longer minimal segment length than  is not desirable since a 

more accurate estimate becomes unlikely to achieve. 

The proper value of  depends on the dynamics of the system. Consider 

a  that corresponds to  percent ( ) of the final response 

to a step input. Here, the final response is the steady state temperature and 

the step input is when zero input power is followed by a constant power. 

Assuming a constant power, the temperature equation in the time-domain 

can be written according to equations 6.1.2–3. We assume that the step 

response starts from the initial temperature equal to zero ( ). 

Replacing  with the  percent of the final temperature results in: 

 (6.5.7) 

Since the steady state situation means negligible variations in the 

temperature, the temperature derivative can be assumed zero ( ). 

By combining this observation with equation 6.1.1, the steady state 

temperature can be described as: 

 (6.5.8) 

Replacing  from the above equation and  from equation 6.1.3b in 

equation 6.5.7 results in: 

 (6.5.9) 

Here we are going to replace a scalar time, , with a matrix of time, . 

Besides, we assume that the equivalence of the sides in the above equation 
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is achieved by satisfying the following equation (equation 6.5.10). These 

assumptions work for estimating the values of ’s [Lin84]. 

 (6.5.10) 

Replacing  from equation 6.1.3a results in 

 (6.5.11) 

And finally 

 (6.5.12) 

( ) is the time constants matrix [Lin84] (analogous to  in 

equations 6.1.4, 6.2.2–6, and 6.2.9 for a single-element case) and  is the 

matrix that contains the values of s. A diagonal element in  (i.e.,  

that is denoted by ) represents the proper minimal length for averaging 

the upcoming test powers for module . 

A ’s value obtained this way is not too short and will contain the 

required information. On the other hand, the use of such  values 

prevents the temperature changes that are larger than  from going 

unnoticed. This percentage, , is only used for estimating the upcoming 

tests’ average powers. The temperature simulations are always performed 

based on the original power sequence. Therefore, the value of  will not 

affect them. 

A set of experiments reported in [Aghaee15a] evaluate the accuracy of  

values estimated using equation 6.5.12. The accurate value for  is 

obtained based on high quality temperature simulations. The average error 

is found to be around 5%. This confirms that the above estimates have 

sufficient accuracy, in practice. 

6.5.3 Priorities for TAM Access 

Normal tests, heating sequences, and cycling tests may compete for access 

to TAM. The priority for letting module  to access TAM is assigned 

based on the following criterion. 

(6.5.13) 

Similar to equation 6.4.1, the priority is higher for the colder modules and 

for the modules with larger remaining ATC. Moreover, a module’s priority 
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is higher if its current amount of remaining tests (denoted by ) is larger. 

Both normal and cycling tests are taken into account for  calculation. 

The motivation for inclusion of , similar to that of , is to avoid a 

small number of modules running long after all other modules have 

completed their tests. Such a scenario implies inefficient use of TAM due 

to lack of interleaving opportunities. 

In the above equation,  is used to calculate the priority for a module 

running a heating sequence. For normal or cycling tests, instead of ,  

that indicates sufficient cooling, as introduced in section 2.7, is used in 

equation 6.5.13. In case of the cycling tests,  is replaced with one 

(removed from equation 6.5.13) since the value of ATC is not relevant 

anymore (after the required ATC is achieved). The priorities are calculated 

based on frequently updated values for amount of temperature cycling, 

temperatures, and the size of the remaining tests. These values are sent out 

from the path-graph scheduling box in Figure 6.5.2 and the resulted 

priorities are sent back to it. 

6.5.4 Node Ordering in the Test Graph 

The path-graph scheduling algorithm cannot be directly employed to solve 

the problem that involves the original test graph (e.g., Figure 6.3.2). The 

path-graph scheduling needs to know, at certain time points, the order of 

the test nodes that will follow and sometimes also the order of the heating 

nodes. A path-graph format is usually used to represent the node order for 

different sub-graphs. These orders may change during the scheduling, as 

different nodes are being included in the schedule’s final path-graph. 

A node ordering technique is introduced in this section to determine the 

proper node orders, over and over again, during the scheduling process. 

This node ordering technique, put together with the path-graph scheduling 

algorithm (section 6.5.1), solves the problem that involves the original test 

graph, as shown in Figure 6.5.2. 

For example, consider a test sub-graph with three normal and three heating 

nodes, as shown in Figure 6.5.4a. The graph is simplified for the situation 

in which the required ATC is not achieved yet. Therefore, all cycling tests 

can be safely removed from the original test graph, for the moment. 

Assume that the node  (a normal test) is already included in the 
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schedule. Assume that after  completion, the temperature must increase 

in order to create a cycle. 

The path-graph scheduling only needs to know what the sequence of the 

normal test nodes (e.g., [ , ] in Figure 6.5.4b) would be if it decides 

to continue the schedule with the high power tests. Furthermore, it needs 

to know what the sequence of the heating nodes (e.g., [ , , ] in 

Figure 6.5.4b) would be if it decides to continue with the heating 

sequences. Based on the average power of these upcoming tests and 

heating sequences, the path-graph scheduling algorithm decides which 

node to include in the schedule, next. 

For the above heating case, the high power orders for tests and heating 

nodes are desirable. Similar to the above heating scenario, a node ordering 

is performed also for the cooling scenario. In this case, there are no heating 

nodes, and a low power order for the test nodes is the only thing to be 

determined. 

Let us continue with the test ordering for a heating scenario. Assume that 

just one node can be considered at a time to determine the high power 

order. Continuing with the previous example where  is already selected, 

if  is larger than , then  is selected to immediately follow 

. Since only one node is left, the node ordering for the test nodes must 

be [ , ]. 

Instead of only one node at a time, two nodes at a time, also, can be 

considered to determine the high power order. In this case, the decision is 

made based on a normalized power value for two nodes. For example if 

 
Figure 6.5.4 Node ordering 

(a) Original graph (b) Ordered during the scheduling process for the time point that comes just after 
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 >  

Then, the node ordering for the test nodes must be [ , ]. The 

normalized power value, if node  follows node , is denoted by . 

Therefore, in the above example, . The number of nodes taken 

into account at a time could be larger. Moreover, it might be helpful to 

consider only a part of the test sequence at the beginning of a node. 

Therefore, the ordering criterion can be generalized to consider the power 

values inside a power assessment window. The length of the power 

assessment window is defined as multiples of . The multiplier is denoted 

by  and it is sufficient to capture the window length. Thus, the length 

of the power assessment window is  cycles (of high-power test or 

heating sequence). Assume that a node consists of  samples and  

cycles is equal to  nodes plus  cycles ( ). This 

means that  nodes ( ) will be involved. Assuming [ , , …, 

, ] as the supposed node order, its normalized power is: 

(6.5.14) 

It is assumed that node  is visited immediately after node  (  for 

). Note that unlike the test nodes that are visited only once, the 

heating nodes may be repeated as needed. For example the heating nodes 

could have [ ] as the order, although this has not happened in 

Figure 6.5.4b. Similar to , which is for heating situations,  is used 

for the cooling situations. 

A small ) results in fast schedule generation, but the generated 

schedules might not be as short as they would have been with a large 

). A large ), on the other hand, results in a slow schedule 

generation. Moreover, a too large  may delay the use of some of the 

best heating sequences so much so that they are left unused at the end. The 

proper  and  values are obtained in the external optimization loop. 

In the inner ordering/scheduling loop, the ) values defined by the 

outer optimization loop are used to generate the orders and the schedule as 

shown in Figure 6.5.2. The outer optimization loop consists of a particle 

swarm optimization algorithm as previously described in Figure 6.4.1. 
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After the required amount of cycling is achieved, the remaining normal 

tests and cycling tests must be performed. In this case, heating nodes as 

well as the already applied normal tests can be safely removed from the 

original test graph. The newly created test sub-graph must be converted to 

a path-graph whenever the path-graph scheduling algorithm (detailed in 

section 6.5.1) demands a new node. 

The module temperature may be high due to its previous activities or 

because of a high temperature in adjacent modules (heat transfer among 

modules). When the module’s temperature is too high and close to the 

overheating limit ( ), it might be helpful to find a node ordering 

that swiftly reduces the power. This is important in a short-time window 

and moreover usually a rather low-power test sequence may be found if the 

power-assessment window is rather short. 

It might not matter if this node order results in a higher test power some 

time later, since then the module might be cold. In such an emergency 

situation a short power-assessment window, denoted by , is used. There 

is an emergency situation if the current temperature is larger than the 

emergency temperature limit, denoted by . If the temperature is less than 

 then the situation is ordinary. In any case, the nodes must be ordered in 

a low power configuration as detailed above. 

The length of power-assessment window in this ordinary situation is 

denoted by . It might be helpful to have a long ordinary power-

assessment window ( ) to avoid large switching activities in a 

long-term sense (as opposed to short-term low-power in emergency 

situations). The value of  is optimized in the outer optimization loop 

along with , , , , , , , , and . This outer 

optimization loop is similar to Figure 6.4.1 and sends the alternative 

decision variables to the integrated scheduling algorithm, as shown in 

Figure 6.5.2. The alternative decision variables shown coming to Figure 

6.5.2 are from Figure 6.4.1. The generated schedule and its corresponding 

TAT shown going out of Figure 6.5.2 are used in Figure 6.4.1. 

The search to find the best order (e.g., a path in a graph similar to Figure 

6.5.4) is performed using a branch and bound approach which searches the 

graph down to a depth equal to  cycles (also , , or , 

correspondingly). The cost function (normalized power similar to equation 

6.5.14) can be replaced with the accumulated power since all the 
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alternatives have the same  ( , , or , correspondingly). When a 

low power order is required (corresponding to the situation in which , 

, or  are used), the search can be very fast, since after a relatively 

good path is found, the bad candidates’ accumulated power values rapidly 

exceed the already found relatively small power value. Consequently, the 

inferior candidate paths are rapidly discarded. The search for heating 

situations may take longer but, nevertheless, the overall schedule 

generation procedure is adequately fast. 

6.5.5 Remarks 

As mentioned before, the proposed techniques are designed so that a test 

dependency graph can be accommodated. In many other cases, the test 

dependencies rule out some of the combinations in the schedule and 

therefore reduce the search space, which helps to achieve a faster schedule 

generation (shorter CPU time). In the case of test ordering, especially for 

the test graph, test dependencies will remove some of the edges in the test 

graph. Therefore techniques that utilize the fact that the test graph is a 

complete graph are not helpful in this case. 

The proposed technique uses temperature simulations in order to generate 

a test schedule that has certain temperature characteristics. We are using a 

good simulator and, therefore, there is no large temperature error. Since the 

error is minor, a safety margin is sufficient to prevent overheating, as 

discussed in chapter 4. 

To ensure that a sufficient amount of cycling has been applied before the 

related tests, a slightly larger amount of required cycling can be assumed. 

It is assumed that a node in the test graph can be paused and resumed. This 

is required for on-demand cooling as well as partitioning and interleaving. 

In other words a session-less testing scheme is used. A certain module can 

pause and resume its test but it cannot change to a different node before it 

completes the node that it has already started. 

A node in a test graph may consist of a single test vector or a number of 

vectors that are applied one after the other. In general, a node in the test 

graph consists of a single test vector and, therefore, the test graph is large. 

Albeit the test-graphs’ large sizes, the scheduling heuristic is capable of 

handling them, since it is very fast. However, if the number of test vectors 

is excessively large, then the schedule generation may become slow. In 

such a situation, multiple test vectors can be grouped into a single node in 
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the test graph. Ideally, nodes such that their different orders do not cause 

large power dissipation differences should be grouped together. This 

reduces both the computational effort and the loss of ordering 

effectiveness. The test-vector clustering problem (i.e., how to group the 

test vectors into the nodes of a test graph) is, however, outside the scope of 

this thesis. 

It should also be mentioned that there can be scenarios such that using a 

chamber-based technique is required. For example, after the packaging, to 

perform cycling tests targeting the IC features that are external to dies, a 

chamber-based technique is required. 

A chamber-based approach enforces, however, the maximal cycling 

acceleration on all modules. This may lead to longer overall test time and 

unnecessary aging of modules that require less cycling acceleration. The 

integrated approach, on the other hand, can be faster and cheaper than the 

chamber-based approach. Moreover, it supports different amounts of 

temperature cycling for different modules. For example, one module can 

receive very little cycling acceleration, while another module receives a 

very large cycling acceleration, as needed. 

6.6 Experimental Results 

Experiments have been performed to demonstrate that the proposed 

technique can efficiently achieve desired temperature-cycling 

accelerations. Moreover, it is demonstrated that the proposed integrated 

approach offers a smaller test application time and, therefore, outperforms 

the three-phase approach. However, if the normal or cycling test schedules 

provided by a third-party have to be used, the three-phase approach must 

be chosen. In the following, first the cycling acceleration effect is 

demonstrated in section 6.6.1 and then, in section 6.6.2, the performance 

of the proposed approach is discussed. 

6.6.1 Cycling Acceleration 

The proposed integrated approach is used to perform tests and cycling 

acceleration for an IC with two modules, as a demonstrator example. It is 

assumed that the TAM in this example can only support one module to be 

tested at a time ( =1). The corresponding temperature curves are plotted 

in Figure 6.6.1a. At the beginning (before ) there are many normal 
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tests that are properly mixed with heating sequences and cooling intervals 

in order to create a high cycling rate. As time goes on, the number of 

normal tests that can be effectively used reduces and, therefore, the 

majority of cycling is generated by a mix of heating sequences and cooling 

intervals (which is, in general, faster and more effective). Around , 

the required amounts of temperature cycling for the two modules are met 

and the cycling tests as well as the remaining normal tests can be applied 

until all tests are performed (around ). 

As more and more temperature cycles are performed (as in Figure 6.6.1a), 

the amount of temperature cycling accumulates as suggested by the 

increasing accelerated time in Figure 6.6.1b. The vertical axis in Figure 

6.6.1b is the accelerated cycling time and the horizontal axis is the actual 

time. Moreover, the temperature curves in Figure 6.6.1a are used to 

 
Figure 6.6.1 Cycling acceleration 
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compare the proposed integrated approach (Alternative 1, below) with a 

chamber-based technique (Alternative 2): 

Alternative 1 

Let us evaluate our proposed integrated approach here. A middle section 

of the temperature curve from Figure 6.6.1a is magnified in Figure 6.6.1c 

for module . Temperature swings between  and , resulting in 

a temperature-cycle amplitude equal to  ( ). The average 

temperature is approximately  ( ). A temperature cycle 

happens in  test cycles. The test is performed at 

. Therefore: 

. 

Equation 6.1.5 should be used to calculate the ATC value. Here we assume 

that , , , , and . Therefore, 

the ATC value achieved in a second is: 

 

Alternative 2 

Assume a chamber-based approach that uses Thermotron® test chamber 

number SE-400-15-15. According to its specifications, this chamber can 

create a temperature-cycle, similar to that of Alternative 1, in 

approximately 380 seconds. Therefore: 

 and , . 

The ATC value achieved in a second is: 

The amount of temperature cycling per second achieved by the chamber-

based technique is around  while the integrated approach 

achieves around . This means that our approach outperforms the 

chamber-based technique by a huge margin (almost 180000 times3). 

                                                      
3 Although other chamber setups may perform better, their corresponding 

margins will be still very large. 
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6.6.2 Performance of the Integrated Approach 

The proposed techniques are evaluated on a set of 24 experimental ICs as 

detailed in Table 6.6.1. Column 1 indicates the IC’s serial numbers. These 

ICs have one to four stacked dies (column 2). The ICs with one layer 

(number 1 to 6) correspond to dies at the pre-bond test stage. The ICs with 

more than one layer represent a mid-bond or a post-bond test stage. Each 

die accommodates 2, 12, 20, 30, 42, and 49 modules resulting in 2 to 196 

Table 6.6.1 Percentage changes achieved by integrated approach 

 
 

IC specifications 

 Percentage change in TATs  Percentage change in CPU times 

 Integrated approach compared 

with:  

Integrated approach compared 

with: 

 Number 

of layers 

Number of 

modules 

 Three-phase 

w/o ordering1 

 Three-phase 

with ordering2 

 Three-phase 

w/o ordering3 

 Three-phase 

with ordering4 

1 1 2  –22.99  –21.75  0.00  0.00 

2 1 12  –17.02  –14.81  0.00  0.00 

3 1 20  –29.73  –2.12  0.00  0.00 

4 1 30  –22.24  –5.51  300.00  300.00 

5 1 42  –12.65  –10.08  200.00  200.00 

6 1 49  –33.33  –32.19  500.00  500.00 

7 2 4  –19.08  –19.08  0.00  0.00 

8 2 24  –2.13  –2.13  200.00  200.00 

9 2 40  –4.58  –3.74  500.00  500.00 

10 2 60  –8.09  –7.34  350.00  350.00 

11 2 84  –9.81  –9.52  325.00  325.00 

12 2 98  –7.11  –2.94  300.00  300.00 

13 3 6  –38.16  –35.60  0.00  0.00 

14 3 36  –32.47  –20.71  400.00  400.00 

15 3 60  –15.05  –13.85  333.33  333.33 

16 3 90  –9.034  –8.92  283.33  283.33 

17 3 126  –10.88  –7.45  169.23  191.67 

18 3 147  –22.32  –12.98  83.33  83.33 

19 4 8  –52.83  –44.92  0.00  0.00 

20 4 48  –22.12  –21.95  25.00  25.00 

21 4 80  –25.04  –24.86  13.04  13.04 

22 4 120  –16.22  –16.03  18.48  15.96 

23 4 168  –16.97  –16.96  14.43  18.08 

24 4 196  –22.99  –13.99  20.50  26.87 

 Average  –19.70  –15.39  168.15  169.40 
 

1 Percentage change in the integrated approach’s test application time ( ) 

compared with the 3-phase approach without test ordering ( )  

2 Percentage change in the integrated approach’s test application time ( ) 

compared with the 3-phase approach with test ordering ( )  

3 Percentage change in the integrated approach’s CPU time ( ) compared 

with the 3-phase approach without test ordering ( )  

4 Percentage change in the integrated approach’s CPU time ( ) compared 

with the 3-phase approach with test ordering ( )  
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modules per IC, as shown in column 3. The number of the corresponding 

nodes in the test graphs is between 60 and 5880 and test sizes are between 

234 kB and 22 MB. The thermal models are extracted using an approach 

similar to [Coskun09]. The switching activities for tests and heating 

sequences are generated using Markov chains, similar to [Yao11c]. All 

experiments are performed on a desktop computer with Intel® Xeon® 

W3520 processor and 8 GB of memory. 

The required amount of cycling is separately defined for each module in 

the experimental ICs. It does not depend on the scheduling method and, 

therefore, both the three-phase and integrated approaches must enforce 

identical amounts of temperature cycling. Since before enforcing , 

cycling tests cannot be performed, the cycling operations continue until 

 is enforced. This implies that it is sufficient to compare the test 

application times. 

The integrated approach achieves shorter TAT compared with the three-

phase approach for all of the experimental ICs. Two types of the three-

phase approach are considered. Type 1 does not use any ordering 

technique. Type 2 uses a test ordering technique. The percentage changes 

compared with the three-phase approach without test ordering (type 1) and 

with test ordering (type 2) are reported in columns 4 and 5, respectively. 

In average, the proposed technique outperforms the three-phase technique 

with ordering and the three-phase technique without ordering by about 15 

percent and 20 percent, respectively. Since the test ordering offers a 

reduced TAT, the improvements achieved by the integrated approach are 

larger when compared with the three-phase without test-ordering approach. 

Compared with the three-phase approach, the integrated approach is more 

complicated and, therefore, it takes more time to run. The CPU times are 

rounded to seconds and then percentage changes are calculated. The 

percentage changes in the CPU times are reported in columns 6 and 7 for 

the integrated approach compared with the three-phase approach without 

and with test ordering, respectively. In average, the proposed technique is 

slower than the three-phase technique with ordering and the three-phase 

technique without ordering by about 169 and 168 in percentage change, 

respectively. 

The CPU times for the three-phase approaches with and without test 

ordering are comparable. Compared with the three-phase without ordering 

approach, the three-phase with ordering approach is more complicated for 
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the decision-points4 in the schedule. This is due to the time taken to search 

for a good node order. On the other hand, the three-phase with node 

ordering approach offers slightly shorter schedules which mean less 

decision-points. Consequently, sometimes shorter schedules compensate 

for the time-consuming node ordering operations, but not always. 

Therefore, sometimes the number in columns 6 is smaller than the number 

in column 7, for example for IC number 17 and sometimes larger, for 

example for IC number 22. 

Note that in these experiments for CPU times we included the scheduling 

times for the normal and cycling tests. If the schedules would have been 

provided by a third-party, then the actual CPU times for the three-phase 

approaches will be smaller. Consequently, the numbers reported in 

columns 6 and 7 could be larger than the current values. Shorter CPU time 

can be considered as an advantage for the three-phase approach. 

CPU times, in general, grow with the tests size as shown in Figure 6.6.2. 

Moreover, CPU times grow also with the number of modules and layers as 

shown in Figure 6.6.2b. The data points in Figure 6.6.2a represent 

multiples of test sizes used in Figure 6.6.2b. The growth rates are however 

                                                      
4A decision-point is a point that a module’s state (testing/heating/cooling) or 

test/heating node may change. 

 
Figure 6.6.2 CPU time growth (a) with test size, (b) with IC complexity 
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acceptably low and the scheduling process for the largest IC (number 24) 

takes less than 5 minutes to complete. 

6.7 Conclusions 

Temperature-cycling acceleration is a useful technique to help the 

detection of cycling-dependent early-life failures. These failures are 

usually not considered as a major issue for conventional 2D ICs. Therefore, 

cycling acceleration is usually recommended when a high degree of 

reliability is crucial. Recent studies have shown that the cycling-dependent 

early-life failures can be a major issue for 3D stacked ICs. The existing 

cycling acceleration procedures are very costly since they are usually 

performed using temperature chambers. In this thesis we propose an 

inexpensive technique to order the tests and heating sequences so that 

required temperature cycling effects can be achieved in a short time, 

without the use of temperature chambers. 

For this purpose tests are ordered differently based on the required power 

for the related situation. When a module’s temperature must increase to 

generate a temperature cycle, a high-power ordering of the tests and 

heating sequences is considered. For the situation that the temperature must 

decrease, a low-power ordering of the tests is used, instead. During the 

tests, after the required cycling is achieved, depending on the current 

module’s temperature, a long term or a short term low-power ordering of 

the tests is selected. All these help to achieve a short test application time, 

as demonstrated by the experiments. Consequently, this integrated 

approach is well-suited to be integrated into pre-, mid-, and post-bond test 

stages for 3D stacked ICs. 
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6.8 Notations and Abbreviations 

 

Notation Description 

  Represents heat capacitances in the thermal model 

  Amount of temperature cycling 

 Required amount of temperature cycling for module  

  Represents thermal conductance (related to heat transfer) in the 

thermal model 

  Heat capacitance in a simple single module case (analogous to ) 

  Identity matrix 

 

Constants in ATC equation 

 Number of temperature cycles for module  

  

 

Power value(s) in a general case 

 Heating sequences’ powers 

 High-power tests’ powers 

 Low-power tests’ powers 

 Stray power  

PSO Particle Swarm Optimization [Poli07] 

  Thermal resistance in a simple single module case (analogous to 

) 

 Remaining tests’ size 

 Node  in module ’s test graph (same as th test for module 

) 

TAM Test Access Mechanism 

TAT Test Application Time 

  Transfer matrix for initial temperatures 

  Transfer matrix for power values 

 Constant in ATC equation 

 Number of samples/cycles in one test/heating node. 
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Notation Description 

  Temperatures vector in a general case 

 Ambient temperature 

 Overheating temperature limit 

 Stray temperature (caused by stray power,  ) 

 

  

Initial temperature(s) 

 

  

Final temperature(s) after  seconds 

 Steady state temperatures 

 High cycling temperature limit for module  

 Low cycling temperature limit for module  

 Emergency temperature limit for module  

 Stop cooling temperature limit for module  

 Threshold for temperature cycle amplitudes 

 Average cycling temperature for module  

 The amplitude of temperature cycles for module  

 Heating rate of the heating sequences 

 Heating rate of the high-power tests 

 Remaining number of cycles when full nodes are subtracted from 

the length of power assessment window ( ).  covers 

 nodes plus  cycles. 

 

Minimal segment lengths for power averaging/assessment (Vector 

and element formats) 

 Average cycling temperature for single module example 

 Number of full nodes in the power assessment window ( ). 

 covers  nodes plus  cycles. 

 TAM access priority for module  
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Notation Description 

 ATC rate 

 Half of temperature cycle amplitude for single module example 

  Time period between the initial temperatures and the final 

temperature 

 Threshold on power difference to decide between cooling interval 

or low-power test application 

 Number of nodes involved in the power assessment window 

( ). 

 

 Threshold on power difference to decide between heating 

sequence or high-power test application 

 Length of the power assessment window.  cycles are 

considered. Refers indifferently to , , , or . 

  for node ordering in Cooling situation. 

  for node ordering in thermal Emergency situation. 

  for node ordering in Heating situation. 

  for node ordering in Ordinary situation.  
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Chapter 7 Conclusions and Future Work 

7.1 Conclusions 

Many cutting-edge computer and electronic products are based on 

advanced Systems-on-Chip (SoC). Advanced SoCs are manufactured with 

deep submicron and 3D-stacked-IC technologies. These advanced 

manufacturing technologies enable the integration of a large number of 

high performance functions. Such advanced manufacturing technologies 

face a number of thermal challenges in regard with their reliability and 

testing procedures. These challenges, related to temperature uncertainty, 

temperature gradients, and temperature cycling have been addressed in this 

thesis. 

Temperature Uncertainty 

Advanced SoCs manufactured with deep submicron technologies suffer 

from process variation and its thermal consequences. Existing testing 

techniques rely on temperature simulations to predict the circuit-under-

tests’ temperatures and design the test so that overheating is prevented. The 

difference between the expected temperatures and the actual temperatures 

is called temperature error. This error, for past technologies, is negligible. 

However, advanced SoCs experience large error magnitudes due to large 

process variations. Such large error magnitudes have costly consequences 

(e.g., test overkill and overheating) and must be taken care of. 

This thesis presents several scheduling-based approaches to take care of 

the temperature errors induced by process variation. An adaptive technique 

for addressing the intra-die and time-variant errors is introduced. This 

technique is designed to support a thermal-safe test which means that a 

high-temperature limit must be respected. A slightly different scenario is 

multi-temperature testing which also requires considering a low-

7 
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temperature limit. An adaptive technique to deal with temperature errors 

that affect multi-temperature testing is therefore proposed. 

Temperature Gradients 

Temperature gradients in a chip accelerate certain defect mechanisms 

including some types of early-life failures. Therefore, performing a burn-

in like operation that enforces appropriate gradients helps to accelerate and 

detect these early-life failures. A test-scheduling based approach for 

performing burn-in like operations is proposed in this thesis. The proposed 

approach enforces the required temperature gradients by selectively 

applying high power test stimuli to the circuit-under-test. This way, the 

required life-time acceleration is achieved without requiring temperature 

chambers. 

Temperature gradients affect also some delay-related defects. The delay 

experienced by a signal depends on its path temperature. Moreover, some 

defects (e.g., resistive opens) can, also, affect the delay. Different signals 

travelling through different paths may therefore experience different 

delays because of a subtle defect in one of the paths as well as the path’s 

temperature. This means that the circuit may operate correctly when the 

gradients are negligible even though a subtle defect exists. However, this 

negligible defect may cause a fault when certain gradient occurs on the 

chip. In order to detect such subtle defects, the related tests must be applied 

when appropriate temperature-gradients are enforced. 3D stacked ICs 

experience large gradients and, therefore, the proposed techniques are 

developed so that they can be efficiently applied to 3D stacked ICs. 

Temperature Cycling 

Temperature-cycling test procedures are usually applied to safety-critical 

systems to detect cycling-related early-life failures. Such failures affect 

advanced SoCs, particularly through-silicon-via structures in 3D-stacked-

ICs. An efficient schedule-based cycling-test technique that combines 

cycling acceleration with testing is proposed in this thesis. 

The circuit-under-test’s dissipated power depends on the order in which 

the tests are applied. Therefore, the tests are reordered by the proposed 

technique to adjust the power dissipation levels as needed. This helps to 

achieve a short test application time. Moreover, the proposed technique fits 

into existing 3D testing procedures and does not require temperature 
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chambers. Therefore, the overall cycling acceleration and testing cost can 

be drastically reduced. 

Temperature Simulation and Experiments 

A fast temperature simulation technique based on a closed-form solution 

for the temperature equations is introduced in this thesis. Dedicated 

experiments show that the proposed simulation technique reduces the 

schedule generation time by more than half. This technique is used in the 

majority of the experiments reported in this thesis. 

All the proposed techniques in this thesis have been implemented and 

evaluated with extensive experiments based on ITC’02 benchmark as well 

as a number of experimental 3D-stacked-ICs. Experiments show that the 

proposed techniques work effectively and reduce the costs, in particular 

the costs related to addressing thermal issues and early-life failures. 

7.2 Future Work 

In this thesis we focused on the manufacturing test process. However, in-

field and online testing are required, for example, for safety-critical 

systems. Similar issues to those considered in this thesis, for manufacturing 

testing, can cause problems during in-field and online testing as well. 

Temperature issues caused by process variation and temperature gradients 

are among these issues. 

Temperature cycling for applications that require frequent in-field or 

online testing is another direction for future research. Designing these 

testing procedures that minimize the temperature cycling can be of interest, 

in order to slow down the aging process. This is also true for minimizing 

the gradients. Utilizing the already existing gradients (during normal 

operation) for online gradient-based testing can be efficient and therefore 

interesting to study. 

Adaptive online testing is another related topic. Temperature cycling and 

gradients can be monitored (during the normal operation) and online tests 

targeting the weakened areas (likely defects) can be applied. The 

temperature errors (caused by process variation) can, also, be estimated 

during the normal operation and then a decision between using a slow (low-

power) and a fast (high-power) online test scheme can be made 

accordingly. For example for modules that work warmer than usual a 

longer low-power online test might be a good choice. On the other hand, 
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for modules that work colder than usual a faster high-power online test 

might be a good choice. This may change over time, partly in relation to 

gradients and cycling. 

In a manufacturing test setup, testing frequency can be used to alter the 

power dissipation, if the DfT circuitry and the ATE support it. For 

example, when a colder testing is preferred, the frequency can be reduced. 

If heating is required, then the frequency could be increased to generate 

more heat. Although not used in this thesis, testing frequency can be added 

as another decision variable to the problem formulation. 

Defect explorations and reliability studies can identify new challenging 

issues that need to be addressed, especially for new technologies. Many 

potential issues regarding through silicon vias are already identified, some 

of which are discussed in this thesis. As 3D stacked IC technology matures, 

more issues may be identified. This is, in particular, important for 

applications that require high reliability. 

The focus of this thesis is mainly on logic, even though some of the 

proposed techniques can be applied to whatever entity that has the 

properties of a module (as discussed earlier). There exist several non-logic 

components that are usually integrated into advanced SoCs and similar 

devices. Memory modules are very important among these devices and are 

widely studied in connection with normal 2D and 3D-stack technologies. 

Process variation, temperature gradients, and temperature cycling affect 

the memories, too. 

There are other components that are similarly affected by these negative 

effects. Image sensors that are widely used today are among them. CMOS 

image sensors can be manufactured using through silicon vias. 

Consequently, defects that relate to through silicon vias affect such image 

sensors, among other sources of defect. Developing new testing techniques 

as well as extending and specializing the methods proposed in this thesis 

can be of interest for all these non-logic components. 
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