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Abstract 

Critical infrastructure provides us with the most important parts of modern society, electricity, water and 

transport. To increase efficiency and to meet new demands from the customer remote monitoring and 

control of the systems is necessary. This opens new ways for an attacker to reach the Supervisory 

Control And Data Acquisition (SCADA) systems that control and monitors the physical processes 

involved. This also increases the need for security features specially designed for these settings. 

Anomaly-based detection is a technique suitable for the more deterministic SCADA systems. This thesis 

uses a combination of two techniques to detect anomalies. The first technique is an automatic whitelist 

that learns the behavior of the network flows. The second technique utilizes the differences in arrival 

times of the network packets. A prototype anomaly detector has been developed in Bro. To analyze the 

IEC 60870-5-104 protocol a new parser for Bro was also developed. 

The resulting anomaly detector was able to achieve a high detection rate for three of the four different 

types of attacks evaluated. The studied methods of detection are promising when used in a highly 

deterministic setting, such as a SCADA system. 
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List of Acronyms and definitions (Nomenclature) 

Acronym Definition 

APCI Application Service Control Information 

APDU Application Protocol Data Unit 

ARP Address Resolution Protocol 

ASDU Application Service Data Unit 

BNPL Bro Network Programming Language 

DMZ DeMilitarized Zone 

FN False Negative 

FP False Positive 

FPR False Positive Rate 

HIDS Host-based Intrusion Detection System 

HMI Human-Machine Interface 

I control format Information control format. Is used for APCIs that has an 

ASDU containing information. 

ICS Industrial Control System 

IDS Intrusion Detection System 

IP Internet Protocol 

ITACA Internet Traffic And Content Analysis 

LAN Local Area Network 

MAC Media Access Control 

MITM Man-In-The-Middle 

NIDS Network-based Intrusion Detection System 

NIDS Network Intrusion Detection System 

PLC Programmable Logic Controller 

RTU Remote Terminal Unit 

S control format Supervisory control format. Is used for APCIs without ASDUs. 

It is used for controlling the transport of ASDUs. 

SCADA Supervisory Control And Data Acquisition 

TCP Transmission Control Protocol 

TN True Negative 

TP True Positive 

TPR True Positive Rate 

U control format Unnumbered control format. Is used for APCIs without 

ASDUs. It is used as a start-stop mechanism for information 

flows. 

Zero-day attack Attack that targets a previously unknown vulnerability. 
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Chapter 1  
 
Introduction 

1.1 Motivation 

Critical infrastructure provides us with the most important parts of modern society, electricity, water, 

and transport. Traditionally the industrial control systems (ICS) has been very specialized and isolated 

from other computer systems, only available to physical access. In recent years, the requirement of 

monitoring and controlling these systems from a geographically separated location has increased. As 

more equipment becomes connected, the traffic is often routed over the Internet and thereby opening 

new possibilities for illegitimate users to gain access. Not only does the attacker get more possibilities of 

attacking but also successful attacks could potentially claim human lives (Peachey 2014). 

Misuse detection is an approach that models the behavior of known attacks. There are some major 

drawbacks to this approach. The first problem is that the -based intrusion detection system can only find 

the malicious activity based on signatures from previously analyzed attacks. This means that if the attack 

is not previously known it is impossible for the misuse detection system to know that it is malicious. It 

can be enough to alter a previously known attack so the behavior does not match the signature in the 

database. This also means that the database needs to be regularly updated to detect the latest threats. 

In regular office IT-systems, the two most important security aspects are confidentiality and integrity. 

It is more important that the information cannot be read or altered than being available at all times. In 

critical infrastructure, the most important aspect is availability. Even a short outage can be disastrous for 

the society and cost a lot of money. It is vital that the implemented security measures do not block 

legitimate users from monitoring and controlling the system. This could lead to the very problem that the 

security measures are trying to prevent. In this report, an anomaly detection solution is proposed that 

monitors the system and raises an alarm to the operator. This will make it easier for the operator to know 

when an attack on the system has occurred. 

1.2 Related Works 

One of the attributes that differ a SCADA system from a regular IT network is that it is highly 

deterministic in its behavior (Barbosa, Sadre and Pras 2012). By leveraging this attribute, some of the 

common problems normally associated with anomaly detection can be mitigated. This approach was 

used in (Hadeli, et al. 2009) by creating a communication model from the system specification. Using 

the model the authors were able to trigger alarms on missing configuration traffic or delayed traffic. The 

authors also generated firewall rules from a system description file to filter out unnecessary and 

potentially harmful traffic. 

Misuse detection is a technique that is often used in office IT-networks. Misuse detection triggers 

alarms by analyzing the current data and comparing it to previously analyzed attacks. This can be seen as 

a blacklist approach, which means that everything that is put on the list will generate an alert. 

Digitalbonds released signatures specific to SCADA systems (Digitalbonds 2014). These signatures 

detect various known attacks against SCADA systems such as reading and writing at illegal positions in 
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the memory of a Remote Terminal Unit (RTU). A major problem with this approach is the lack of data 

from attacks since many companies do cannot share their data due to confidentiality constraints. The 

other major cause of this is that new attacks that exploit previously unknown flaws in software or 

hardware cannot be detected. The proposed solution in (Yang, McLaughlin and Littler, et al., Rule-

Based Intrusion Detection System for SCADA Networks 2013) uses signature-based detection but also 

includes a model-based approach to mitigate the negative sides of the blacklist. 

By correlating events, it is possible to create rules to define a model of the normal behavior of the 

network. This creates a whitelist approach used in e.g. (Skopik, Friedberg and Fiedler 2014). By 

continuously evaluating the stability of the rules created, they create a dynamic model. A significant 

deviation from the model will trigger an alarm. This raises the question of slow attacks that slowly 

changes the model of the system into allowing malicious traffic. 

Bro is an open-source Intrusion Detection System (IDS) with its own scripting language. Bro is 

module-based and can therefore be extended to allow the developer to adapt the detection to his or her 

needs. A module for anomaly detection is presented in (Mantere, Sailio and Noponen 2014). This 

module uses a modified version of the basic self-organizing maps. The module is intended to be used 

together with the built-in functionality of Bro. 

 The Bro module that parses and analyzes the SCADA-specific DNP3 protocol was presented in (Lin, 

et al. 2013). This parser is now included in Bro. Another important SCADA protocol analyzer included 

in Bro is the Modbus protocol analyzer proposed in (Hadžiosmanovic´, et al. 2014).  

No security solution can prevent or detect all attacks by just analyzing one aspect of the system. The 

proposal in (Yang, McLaughlin and Sezer, et al. 2014) analyzes multiple approaches to detect more 

attacks. The techniques that are combined are protocol-based whitelists, access-control whitelists, and 

behavior-based rules. This work was built using C/C++ using the Internet Traffic And Content Analysis 

(ITACA) platform presented in (Hurley, Munoz and Sezer 2012). Another related solution built with the 

ITACA platform is presented in (Yang, McLaughlin and Littler, et al., Rule-Based Intrusion Detection 

System for SCADA Networks 2013). This solution analyzes the IEC 60870-5-104 protocol and proposes 

a blacklist rule approach and a model-based approach to complement the rules.  

The testing of an intrusion detection system in a SCADA environment is impeded by the lack of an 

open and freely available testbed for these systems. The engineers working in SCADA does not want 

their traffic to leak information to potential attackers. There can also be legal constraints to what may be 

shared with the public. The researchers that get the opportunity to test their implementation in a live 

environment often have to sign a non-disclosure agreement. This makes it very difficult to compare 

different solutions and results. The works mentioned above that has tested their proposals in live 

SCADA networks are (Barbosa, Sadre and Pras 2012), (Yang, McLaughlin and Littler, et al., Rule-

Based Intrusion Detection System for SCADA Networks 2013), (Skopik, Friedberg and Fiedler 2014) 

and (Mantere, Sailio and Noponen 2014). The module developed in (Mantere, Sailio and Noponen 2014) 

was tested in Printocent, which is one of the world’s first factory environments for Intelligent Printing. 

The solution in (Skopik, Friedberg and Fiedler 2014) was tested in a part of an Austrian utility provider’s 

network. The research in (Barbosa, Sadre and Pras 2012) was performed by using traces from two 

different water distribution facilities. The solutions in (Hadeli, et al. 2009), (Lin, et al. 2013), 

(Hadžiosmanovic´, et al. 2014) and (Yang, McLaughlin and Sezer, et al. 2014) was tested in simulated 

networks. 

The solution proposed in this report is similar to (Yang, et al. 2013 a) and (Yang, et al. 2013 b) since 

it uses deep packet inspection techniques and a model of the expected behavior of the system. The 

proposed solution differs by using a learning period to automatically build its model of the system. Since 

the model will be built from the normal operation of the system only previously utilized commands will 

be permitted even if the command is permitted in the protocol’s specification. This will make it more 

adapted to the specific settings of the particular network. 
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1.3 Problem Formulation 

Much of the equipment and protocols used in SCADA networks are old and rarely have any security 

built into them. This makes the equipment vulnerable to zero-day attacks. A zero-day attack is an attack 

that targets a previously unknown weakness. When legacy protocols are used on top of protocols 

commonly found in regular IT networks they sometimes become susceptible to the same attacks that 

target regular office IT networks. This development makes it possible to exploit weaknesses in the 

SCADA protocols remotely. The regular counter-measures used to prevent attacks to IT networks such 

as firewalls, misuse detection systems, and virus scanners are not tailored to protect the SCADA 

equipment. 

To improve this situation another type of intrusion detection can be used, anomaly-detection. 

Anomaly detection builds a model of the normal operations and alerts when unexpected events occur. 

This report studies the traffic between the inner nodes of a SCADA system with anomaly detection. The 

chosen protocol is the SCADA protocol called IEC 60870-5-104. This protocol is not as well researched 

as the DNP3 and Modbus protocols, which are used in SCADA systems. To be able to extract 

information from the packets it will be necessary to introduce a way to parse this protocol. 

In a SCADA system, it is vital that the implemented security measures do not block legitimate users 

from monitoring and controlling the system. This could lead to the very problem that the security 

measures are trying to prevent. Therefore, the purpose of the system proposed in this report is to only 

monitor the network traffic and alert an operator if suspicious behavior is detected. 

The problems that will be investigated in this report are as follows: 

 What type of attacks targeting SCADA systems can be detected by an automatic whitelisting 

anomaly detector? 

 Can the difference in packet arrival time be successfully used for network anomaly detection in a 

SCADA system? 

 How can new protocols be introduced into existing state-of-the-art open-source intrusion 

detection systems? 

1.4 Method 

The approach used in this work to get test data was to create it through emulation. The test data used 

in this work was recorded at the SCADA lab located at the Department of Industrial Information and 

Control Systems at the KTH Royal Institute of Technology in Stockholm. The data was recorded using 

tcpdump (MartinGarcia 2015) on a Raspberry Pi Model B+. The Raspberry Pi was connected to a 

mirrored port on the switch that connects four RTUs to the HMI. The data was collected during a period 

of a week. Figure 1-1 shows an overview of the setup used to record the data. 

The IEC 60870-5-104 parser was written using Spicy parser generator developed by the Networking 

and Security Group at the International Computer Science Institute affiliated with the University of 

California, Berkeley. The parser is then integrated with the Bro Network Security Monitor. The anomaly 

detector is written in the Bro Network Programming Language. 

The attacks studied in this work are two versions of a port discovery attack, a man-in-the-middle 

attack, and a prediction attack. The attacks that are used to evaluate the proposed methods were recorded 

in a separate environment and then later adjusted and inserted into the recordings from the SCADA lab. 
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1.5 Thesis Outcome 

The conclusions that can be made from the study of the three attack scenarios are as follows. 

The first conclusion is that if an alert is raised from the automatic whitelisting part of the detector, it 

is very likely to be an actual threat. The second conclusion is that the anomaly detection using packet 

interarrival time is very effective at detecting the man-in-the-middle attack studied in this report. Due to 

restrictions in the Bro IDS, the prediction attack was undetectable using the whitelisting and the anomaly 

detection approaches. 

1.6 Thesis Outline 

The thesis will be organized as follows. Chapter 2 describes the background of the work and present 

different principles and technologies that are necessary for the understanding of the thesis. Chapter 3 

discusses the different choices that were made during the thesis work. Chapter 4 analyzes the design of 

the intrusion detection system and the implementation of each different part of the system. Chapter 5 

starts by presenting the method of testing and continues to present the results of the tests. Chapter 6 

concludes the thesis with discussions regarding the results and the method used. The final section also 

includes possible ways to continue the work presented in this thesis. 

Figure 1-1 Overview of the test environment at KTH. 
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Chapter 2  
 
Background 

This chapter will explain important technologies and techniques needed for this work. The first part will 

explain more in detail what a Supervisory Control And Data Acquisition (SCADA) system is and how it 

differs compared to office networks. The analyzed SCADA protocol is explained in 2.1.1. The three 

attacks that have been investigated is explained in 2.1.2. The different types of intrusion detection 

systems will be discussed in 2.2 along with a few open source examples. Finally, in section 2.3 the three-

sigma rule will be introduced. 

2.1 SCADA 

Supervisory control and data acquisition (SCADA) systems are used to provide some of the most basic 

needs of modern society. Contrary to a regular IT system, the SCADA systems do not only store and 

process information. A SCADA system also controls physical processes in the real world, such as 

opening or closing valves and controlling the speed of pumps and motors. 

Historically, the industrial control systems were more independent of each other and each system had 

its proprietary communication protocols. The next step in the evolution was to connect different 

subsystems together through local networks. The communication was still handled through proprietary 

protocols that were developed with little or no security in mind. With the increased need of monitoring 

and control from a remote operations center, the SCADA systems cannot be separated anymore. This 

brings new security challenges to these aspects of the systems. The attack surface is drastically increased 

when connecting the SCADA systems to the Internet. 

Sometimes a SCADA system can appear to be separate from the Internet when, in fact, there is an 

indirect connection. The overview in Figure 2-1 shows a possible setup of an enterprise network that 

includes two SCADA networks that are not directly connected to the Internet, but where they might still 

be accessed through the office network. It is important to keep each segment of the network separate to 

minimize the risk of an infection spreading to all parts of the system. There have been several incidents 

where a SCADA system has been compromised through the corporate network, which in turn was 

connected to the Internet. In 2014, a German steel mill was attacked using a sophisticated social 

engineering attack. The hackers gained access to the corporate network and then worked their way to the 

production network and caused massive damage to the whole system (RISI Online Incident Database 

2015).  

There are also ways to compromise systems that have no connection to the Internet. Consider for 

example an operator that needs to update the firmware on a system by downloading it to a USB drive 

and accidentally infects it with malware. When the USB drive is connected to the SCADA host needing 

the update it will become infected too. In 2012, a virus was detected in a turbine control system in a U.S. 

power plant. It was found that the virus had been introduced from a technician using a USB drive (RISI 

Online Incident Database 2015). 
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Figure 2-1 Overview of a possible enterprise network setup 
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2.1.1 SCADA Communication Protocol: IEC 60870-5-104 

The protocol that has been studied in this work is the IEC 60870-5-104 protocol used for network 

communication in SCADA systems. IEC 60870-5 is a set of standards intended for communication of 

instructions and information in SCADA networks. IEC 60870-5 was designed to be used primarily in 

electrical industries but can be used in other industries as well. The standard was completed in 1995 with 

the IEC 60870-5-101 protocol that covered transmission over low bandwidth serial communications. 

In December 2000, the IEC 60870-5-104 standard was published. The major difference is that instead 

of being used over serial connections it uses the TCP/IP protocols to communicate over networks. An 

overview of the protocol stack for the IEC 60870-5-104 protocol can be seen in Figure 2-2. The User 

Process and Application layers are the close to identical as in IEC 60870-5-101.  

 

Figure 2-3 shows the format of the Application Protocol Data Unit (APDU) frame as it is defined in 

the IEC 60870-5-104 protocol. The Application Protocol Control Information (APCI) was not needed in 

IEC 60870-5-101, but it is always present in IEC 60870-5-104. The APCI is used for transmission 

control. The Application Service Data Unit (ASDU) is optional. (Clarke and Reynders 2004) 

Figure 2-2 An overview of the protocol stack. 

Figure 2-3 Shows the format of the application protocol data unit (APDU) 
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There are three different formats of the control field in the APCI, called the I, S and U formats. The 

information instruction format (I) is used for APDUs that contain an ASDU. This is the only format that 

contains information. The unnumbered control format (U) is only used in APDUs that only contains the 

APCI. The U format is used as a start and stop mechanism for communication flows. The supervisory 

format (S) is controlling the transport of APDUs. APDUs that use the S format do not include the 

ASDUs similar to the U format. 

The IEC 60870-5-104 protocol is designed specifically for transporting information and instructions 

in SCADA environments. It is vital that the packets are delivered in a reliable manner.  

2.1.2 Attacks 

The move to use TCP/IP as transport protocol will also make it possible to use attacks that are common 

in regular IT networks. Three different types of attacks were chosen in this report. The first type is a 

reconnaissance attack called port scan. The second attack type is a man-in-the-middle (MITM) attack. 

The third attack is an attack called prediction attack. 

2.1.2.1 Port Scan 

The port scan can be used to find out which ports that are open and what services that are running on a 

host. This information can then later be used to attack the host using exploits that target these specific 

services. This attack can be performed by attempting to connect to different ports and see if the 

connection succeeds. This type of attack can be detected when many attempted connection attempts are 

made during a short time. To make the attack stealthier, it is possible to not establish the connection 

fully. This will reduce the risk that the attacked system creates logs that might trace back to the attacker. 

This is done by just sending the first request packet and if the host responds immediately shutting down 

the connection. This will require raw packet privileges. The latter version is the one used in this report. 

In this report, two versions of the attack will be investigated. The first possibility is when the attack is 

performed from a host that is new to the network or from a host that normally does not communicate 

with the target. An overview of a possible attack scenario is presented in Figure 2-4. 

The other version of the attack is when the source of the attack is a node that already is a part of the 

normal operating network. This could happen if a host has been compromised or is used by an insider to 

gather information about the system. This will make the scan harder to find since it is coming from a 

previously well behaving host. This attack setup can be seen in Figure 2-5. 

  

Figure 2-4 Overview of the port scan attack. 

Figure 2-5 Overview of a port scan coming from a known host. 
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2.1.2.2 Man-in-the-Middle 

Man-in-the-middle (MITM) is, as the name suggests, an attack where the attacker tries to get in between 

the two communicating hosts to intercept the traffic. There are several ways to perform this type of 

attack depending on the type of communication used between the hosts.  

In a TCP/IP based network, each host’s interface has its own Media Access Control (MAC) address 

and each host has its own IP address. The Address Resolution Protocol (ARP) protocol is used in IP 

networks to connect the interface address to the host’s IP address. It is possible to exploit the ARP 

protocol to perform a MITM attack. The attack is initiated by the attacker by creating forged ARP 

packets. The packets are created to look like the only way for the hosts to communicate with each other 

is by sending their packets to the attackers interface. An overview of the attack is shown in Figure 2-6. 

The green arrow represents the communication between the two hosts. The red arrows represent the 

forged ARP packets sent by the attacker. 

 

When the MITM attack is successful, the communication has changed route and is being intercepted by 

the attacker. The attacker now has full control of all traffic going from one host to the other. Since the 

IEC 60870-5-104 does not use any encryption the attacker can both read and modify the packets freely. 

Figure 2-6 Overview of the two steps involved in the MITM attack. 
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2.1.2.3 Prediction Attack 

A prediction attack is an attack where the attacker tries to predict values that are going to be used by a 

host. If the prediction is successful, this means that the attacker can insert forged packets into an 

established communication.  

The Transmission Control Protocol (TCP) is a protocol used for reliable transportation of data. TCP 

uses a combination of sequence (SEQ) and acknowledge (ACK) numbers to keep track of packets and to 

sort them back into order upon arrival. The SEQ/ACK numbers also prevent replay attacks where a 

sniffed packet is sent again from the attacker to create an unwanted effect. The initial SEQ number 

should be chosen randomly to prevent prediction attacks. However, when a connection has been 

established the SEQ/ACK numbers are increased in a deterministic manner based on the length of the 

data transferred in the packet.  

A major difference between the IEC 60870-5-104 protocol and other regular IT protocols such as the 

File Transfer Protocol (FTP) is the duration of the connection. In regular IT environments, the hosts 

often set up short TCP communications lasting seconds or minutes while in SCADA settings these 

communications can last for weeks or more. These long-lasting communications make it possible for an 

attacker to predict the SEQ/ACK numbers that will be used for the next packet. Another important 

aspect is that the length of the IEC 60870-5-104 packets is determined based on the type of instruction. 

This makes it possible for an attacker to send a forged packet shortly before the real packet is supposed 

to be sent. Since both packets will arrive, the destination host will discard the late packet as if it was a 

retransmitted packet caused by packet losses. 

Figure 2-7 shows a successful prediction attack. The forged packet shown as a red arrow uses the 

RTU’s source address to look like it was the RTU that sent the packet. The forged packet is shown with 

the dotted green arrow. The real packet sent from the RTU is discarded since a packet has already 

arrived with the same SEQ/ACK. 

A good understanding of the protocols is needed to properly execute this attack. The attacker also 

needs to be able to listen to the traffic to be able to predict the SEQ/ACK properly. This can be done if 

the communication is transmitted through a hub instead of a switch. It is also possible to attack the 

switch and cause it to work like a hub. This can be done by overloading the switch’s table of known 

hosts. The attacker also needs to observe the frequency of the packets to correctly insert his packets into 

the stream properly. 

  

Figure 2-7 Overview of a prediction attack 
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2.2 Intrusion Detection Systems 

2.2.1 Overview 

Intrusion Detection Systems (IDS) can be divided into misuse and anomaly-based depending on how the 

system detects possible threats. Misuse detection relies on a database of previously analyzed attacks. 

Based on the different properties of the attack, a signature is created and put in the database. This 

method relies entirely on a correct and up-to-date signature database. If a new attack is deployed it will 

not be detected since it is not yet in the signature database. Even just creating a variation of a previously 

known attack can be enough to escape detection. 

Anomaly-based detection instead assumes a model of the normal behavior of the system. By 

comparing traffic to this model, it might be possible to detect malicious behavior in the network since it 

will not be part of the normal behavior model. This approach also makes it possible to detect so-called 

zero-day attacks, which are new types of attacks that have not been previously detected and analyzed. 

An overview of the different parts involved in anomaly detection can be seen in Figure 2-8. The 

previously generated model is compared with the real-time data from the system. If the real-time data 

differs significantly from the model, the anomaly detector will generate alerts. The downside of 

anomaly-based detection is the high number of false positives (Mitchell and Chen 2014). The cause of 

the false positives is that the model is never perfect. The model needs to be strict enough to not miss 

attacks but tolerant enough to not give too much false positives. 

 

The point of having an automatic detection system in place is to reduce the workload of the human 

operator and reduce the time between an attack and the detection of the attack. Countermeasures can 

only be implemented if the attack has been detected therefore early detection is vital. 

In comparison to an office IT environment, the traffic in a SCADA system is more deterministic. 

Therefore, it is easier to create a model of the normal behavior. To create a model of a SCADA system 

while it is running the learning data needs to be sanitized so there are no attacks present already. If there 

are attacks present in the learning data then the model will include these attacks as being the normal 

operation of the system. An overview of the learning phase can be seen in Figure 2-9. 

 

Intrusion detection systems can also be categorized depending where it is placed. A host-based IDS 

(HIDS) is an IDS installed on the monitored host itself. This type of IDS monitors the state of the system 

Figure 2-9 Overview of the process of creating the system model. 

Figure 2-8 Overview of a running anomaly detection system. 
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and its installed programs. A host HIDS would detect e.g. if a program suddenly modifies files that are 

outside of its regular folders. 

The next type of IDS is a network-based IDS (NIDS). This type of IDS monitors the traffic that flows 

within the network. A NIDS should be installed at key points within the network. This type of IDS needs 

to be able to listen to the traffic in some way. This can be done using or by using hardware taps which 

electronically duplicate all transmissions on a cable. This way the hardware tap will never lose any 

frames. The downside is that a separate unit that can be expensive compared to the software solution 

called mirrored ports. The mirroring of ports is built into many of the modern switches and does not cost 

extra. However, since the mirrored port is done in software it is the least prioritized task of the switch 

that might cause significant packet drops on a busy network. If the traffic is sent wirelessly over some 

portion of the communication, it is possible to eavesdrop on the transmission in order to capture the 

packets.  

This report will exclusively deal with the network-based IDS using anomaly detection. 

2.2.2 Open-source Intrusion Detection Systems 

There are several different open-source network-based IDS projects. One of the most popular NIDS is 

Snort (Cisco 2015). Snort is owned by Cisco and relies on rules to detect intrusions. You can write your 

own rules to adapt the IDS to your specific settings. It is also possible to subscribe to the official rule set. 

Snort can be downloaded from www.snort.org. 

Suricata is another major open-source NIDS that also mostly relies on updated rule sets (Open 

Information Security Foundation 2014). Suricata is developed by the Open Information Security 

Foundation and can be downloaded from www.suricata-ids.org. Suricata is multi-threaded in comparison 

to the single-threaded Snort. Suricata can also use the graphics card to speed up the inspection of the 

network traffic. Furthermore, Suricata has a scripting engine that can be used to detect complex threats 

that are hard to define by only using rules. 

The third and last NIDS that will be presented is the Bro Network Security Monitor. Bro is a large 

platform that is commonly used for intrusion detection and general traffic analysis. Bro is developed by 

a team from the International Computer Science Institute in Berkeley, CA and the National Center for 

Supercomputing Applications in Urbana-Champaign, IL. Bro can be downloaded from www.bro.org and 

includes its own event-driven language called Bro Network Programming Language (BNPL). Bro does 

not rely on rules and signatures like the previously mentioned IDSs. Log generation is an important part 

of Bro that is suitable for post processing and describing the activity in high-level terms. 

2.2.3 Protocol Parsers 

All of the three open-source NIDS has functionality to analyze and detect TCP/IP protocols. However, 

none has the built-in functionality to analyze the IEC 60870-5-104 protocol at the application layer. 

Therefore it is necessary, in order to use one of these existing tools, to first implement a protocol parser 

for the chosen IDS. Since all three specified IDSs are open-source, the whole code base can be 

downloaded and modified. This makes it possible to create a parser for the IEC 60870-5-104 protocol. 

To create parsers for Snort and Suricata, a preprocessor needs to be developed. Bro uses a system of 

plugins instead of preprocessors to parse different protocols.  
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2.3 Three-Sigma Rule 

The three-sigma rule is a rule of thumb that applies to normal distributions and states that 99.7% of the 

values are within a distance of three standard deviations from the mean value. This rule has been used in 

studies to classify data e.g. (Kumar, Kumar and Srinivasan 2007). With this rule, it is possible to 

determine thresholds then used in anomaly detection.  

Figure 2-10 shows a normal distribution with the mean value in the middle (µ). Within a one standard 

deviation distance (σ) from the mean value, one expects to find 68% of the values. Respectively one 

expects to find 95% of the values within two standard deviations and 99.7% within three standard 

deviations. The values outside of the three-sigma distance correspond to only 0.3% and can be 

considered rare. 

Figure 2-10 Normal distribution with the mean and standard deviation shown. 
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Chapter 3  
 
Choice of Tools and Techniques 

This chapter will explain the different choices that were made during the project. The section 3.1 will go 

through the pros and cons of different open-source intrusion detectors. The next section discusses how to 

implement the protocol parser needed for the IEC 60870-5-104 protocol. The section 3.3 explains the 

choice of anomaly detection feature and explains it further. The last section in this chapter goes through 

the design decisions that were made in this work. 

3.1 Intrusion Detector 

Some basic needs have to be fulfilled to be able to implement the anomaly detector. The first is that it 

must be possible to parse the IEC 60870-5-104 protocol, out-of-the-box or by extending the IDS with a 

parser. The second need is for the system to be able to train itself and create a model of the 

communication. 

Three intrusion detection systems were considered as a base for creating the anomaly detector. As 

previously stated both Snort and Suricata relies heavily on rules for the detection of attacks. Bro does not 

rely on rules at the same extent as the previously mentioned ones. Bro’s preferred way of detecting 

attacks is through scripts written in the Bro Network Programming Language. This allows for more 

complex detection scripts than what only rules can provide.  

By using Bro, it is possible to create all parts of the system within Bro and its components. This 

creates a system that does not rely on other resources than the Bro framework. Bro also has a long list of 

supported protocols including another SCADA protocol called DNP3, which is similar to the 

IEC 60870-5-104 protocol, indicating that Bro has previously been used in SCADA systems. 

Bro’s scripting language is event-driven which is suitable for analyzing network traffic. When an 

event is triggered different actions can be taken depending on what phase the detection is in. If the 

detector is still in the learning phase it will add the event to the whitelist but if it is in the detection phase 

the event will be compared to the whitelist and take appropriate action. 

None of the mentioned IDSs includes a parser for the IEC 60870-5-104 protocol. Since all the IDSs 

are open-source it is possible to create a protocol parser for any one of them. 

The choice to use Bro as the intrusion detection system in this work is discussed further in 

section 3.4. 
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3.2 Protocol Parser 

Since Bro does not include a parser for the IEC 60870-5-104 protocol, this has to be created. The 

standard way to add a parser to Bro is by using the BinPAC parser generator. BinPAC generates C++ 

code from a high-level description of the protocol. There is also a more recently developed extended 

version called Spicy (formerly known as BinPAC++). Spicy includes semantic constructs in its language 

opposed to BinPAC that only contains the syntax. Another difference is that Spicy compiles into 

instructions for the HILTI abstract machine (HILTI and Spicy project page 2015).  

HILTI is a high-level intermediary language for traffic analysis (HILTI and Spicy project page 2015). 

HILTI contains two main parts, the first part is a specialized abstract machine made specifically for the 

intrusion detection domain. The second part is a compiler toolchain built on LLVM that turns the 

programs written into optimized natively executable code. The performance is comparable to manually 

written C code (Sommer, et al. 2014). The goal of the HILTI project is to eliminate the need of a lot of 

low-level implementation to implement a high-level analysis. 

3.3 Anomaly Detection Features 

Multiple protocol fields and features could be used to detect anomalies. Some fields are only present in a 

part of all the possible instructions included in the IEC 60870-5-104 protocol. To get a more general 

anomaly detector, another feature common for all the packets were chosen for investigation. 

Since SCADA systems control physical systems, the timing of the instructions is vital. The real-time 

demands on the system make it necessary to schedule instructions in a more predictable pattern 

compared to a regular IT system. Therefore, the chosen property for anomaly detection is the arrival time 

of the packets. The assumption made is that the difference in arrival time between similar packets can be 

approximated with the normal distribution. To get a value that can be compared the time interval 

between similar packets were chosen, e.g. IEC 60870-5-104 packets with the same instruction are 

compared against each other. 

Figure 3-1 presents several similar packets showing the time period between packets in an ideal case. 

The mean interval between the packets is shown as Δt in the figure.  

Figure 3-2 highlights a packet that has been delayed by an unknown reason. This packet will be 

marked as anomalous by the anomaly detector if the delay differs more than three standard deviations 

from the mean value of the normal interval. 

 

 

Figure 3-1 Diagram showing the normal arrival time of similar packets. 
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3.4 Design Decisions 

To create a self-learning system using Snort or Suricata it would be necessary to continuously generate 

the rules. To generate the rules one would have to create a tool or script separately from the IDS. This 

approach can be used for the whitelisting but it would not be possible to implement the more complex 

detection needed for the timing anomaly detection.  

The chosen approach is to use Bro as the framework for developing the anomaly detector. Both the 

automatic generation of whitelists and the anomaly detection can be written directly in Bro’s own 

scripting language.  

The decision to use the Spicy parser generator was made since it seemed to be easier to implement 

the parser and since it is an extended version of BinPAC. The downside with using Spicy is the lack of 

documentation due to the early stage of development. It is also stated in the documentation that Spicy 

and HILTI are not yet ready for production use. Spicy and HILTI do look very promising and is not only 

meant to be used with Bro which gives a possibility that the IEC 60870-5-104 parser will be used in 

other systems such as firewalls as well. 

 

 

Figure 3-2 Diagram showing a packet arriving later than expected. 
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Chapter 4  
 
Design and Implementation 

4.1 Overview 

This chapter describes the design of the intrusion detection system. The implementation will also be 

presented here. 

The operation of the intrusion detection system is divided into two separate phases, a learning phase, 

and a detection phase. The model of the system is created during the learning phase and all detections 

done when the system is operational. A simplified overview of the steps involved in the overall process 

is shown in Figure 4-1. A more detailed description of the steps involved in the learning and detection 

phases will be discussed in section 4.3 and 4.4 respectively. The implementation of the attacks is 

discussed in section 4.5. 

 
  

Figure 4-1 Flow diagram of how a newly arrived packet is treated 
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An overview of the system is seen in Figure 4-2. The green modules represent the code produced for this 

report. 

The protocol parsers in Bro are developed as plugins. The Spicy project has developed a plugin that 

makes the Spicy parsers integrate with Bro in a transparent way. Bro will treat the protocols parsers 

written in Spicy as any other protocol parsers written specifically for Bro. The input from this plugin is 

in the form of Bro events. These events are used in the anomaly detection to extract fields from the 

protocol packets. This way the anomaly detection code can read fields from the packets that it otherwise 

would have been unable to e.g. what instruction code is used. 

 

4.2 Parser Architecture 

The IEC 60870-5-104 protocol parser has been developed for this project and is implemented in Spicy. 

The parser is built in a hierarchical design with the APCI as the top unit. The APCI unit contains the 

length of the instruction and the control field. The first two bits in the control field determine what 

instruction format that will be used. The instruction format determines how the rest of the control field is 

to be interpreted. If the supervisory (S) or unnumbered (U) control format is used then the control field is 

the last element in the packet. An example of a packet with control format S or U is presented in Figure 

4-3.  

However, if the information (I) format is used, the unit will contain an ASDU unit. An overview of the 

data structure used for the normalized measurement information object can be seen in Figure 4-4. The 

ASDU contains information on what type of instruction this is, the cause of transmission and the 

common address of the data sent. Depending on the value in the data unit identifier the ASDU will 

contain either one data unit or a list of data units of the same type. Each box in Figure 4-3 and Figure 4-4 

represents a Spicy unit. Each data unit contained in the ASDU is implemented individually as a Spicy 

Figure 4-3 Contents of the APCI unit. 

Figure 4-2 An overview of the system components. The green modules represent the code produced for this report. 
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unit. This gives a hierarchical design with multiple smaller modules. The benefit of this design is that if a 

U or S control format is used the ASDU unit will simply not be included. To represent different I 

instructions the only part that is changed is which information object that is included. 

 

  

Figure 4-4 Hierarchy of the information control field, specifically the normalized measurement information object 
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4.3 Learning Phase 

The first step to detect a threat is by learning the normal behavior of the system. During this period, the 

traffic is analyzed and the model is created from it. It is assumed that no attacks are present during the 

learning phase. The model used in this project consists of two parts. The first part of the model is the 

whitelist. The whitelist is actually divided into multiple whitelists that handle different part of the 

communication. The other major part of the model is a table that holds information about the difference 

between arrival times of similar packets. 

Figure 4-5 shows how a newly arrived packet is handled during the learning phase. If the packet does 

not match any record in the whitelist then a new record will be created and inserted into the whitelist. If 

the packet is an ARP or IEC 60870-5-104 the next step is to calculate the timing data from the packet. 

When this is done, the system is ready to handle a new packet. 

 

 

  

Figure 4-5 Flow diagram for the learning phase. 
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4.3.1 Whitelists 

The implemented whitelist consists of multiple tables, where each table covers different areas of the 

communication. The whitelists are populated during the learning phase and create tables holding 

information on which host pairs that have been communicating and through what protocols. The system 

creates and uses three different whitelists implemented as Bro tables. The first whitelist is the ARP 

whitelist, which consists of a table mapping the MAC address of a host to its corresponding IP address.  

Figure 4-6 shows how the ARP table is indexed and it shows the entry in the whitelist. If the ARP 

packet that is currently being processed contains a previously unknown MAC address it will have to be 

added to the table along with the corresponding IP address. If the packet holds a known MAC address, 

but the IP address is not equal to the one in the table the IP address in the table will be overwritten with 

the new address. 

The port whitelist is a table indexed by a tuple of the originator and responder IP addresses. The table 

element contains two lists holding the ports that have been used on each side of the communication. 

Figure 4-7 shows how the whitelist is indexed and the structure of the entry in the table. If the IP address 

tuple is not in the table, it will be added along with the ports that are being used. If there exists an entry 

in the table, the lists will be fetched. If the originator port is not present in the originator port list, it will 

be added to the list. If the port used by the responder is not in the responder port list, it will be added. 

 

  

Figure 4-6 Structure of the ARP whitelist. 

Figure 4-7 A representation of the port whitelist. 
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The timing whitelist is a tuple used for indexing the timing table. If any of the values does not match an 

entry in the timing table, a new entry will be created and inserted into the timing table. The timing 

whitelist is the one that can alert on changes in the IEC 60870-5-104 traffic. The timing table also 

includes timing information for the ARP traffic.  

Figure 4-8 shows the structure of the index tuple and an entry in the table. There are currently four 

possible values allowed in the Mode field, ARP, I, S and U. The I, S and U are used for the 

IEC 60870-5-104 traffic’s different control formats and the ARP value is used to store timing data 

concerning the ARP traffic. The Instruction field is set as optional since it is only needed for the I mode. 

The content of the timing data is discussed further in section 4.3.2. 

 

  

Figure 4-8 A representation of the IEC 60870-5-104 whitelist. 
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4.3.2 Timing Anomaly Detection 

Recall from section 4.3.1 that the entry in the IEC 60870-5-104 whitelist consists of data concerning the 

timing. The timing entry is specific for that particular host pair and the exact Mode and Instruction used. 

The data contained in the record is as follows: 

 The minimum difference in arrival time  ∆𝑡𝑚𝑖𝑛 

 The maximum difference in arrival time  ∆𝑡𝑚𝑎𝑥 

 The mean value of the difference in arrival time  𝜇 

 A variable needed for the calculation of the variance  𝑆𝑛 

 The variance of the difference in arrival time  𝜎2 

 The time of the previous packet  𝑡𝑛−1 

 The number of analyzed packets  𝑛 

To avoid having all packets saved in memory; all calculations are done incrementally for each new 

packet. This makes it possible to have only one table entry for each index tuple. The first step is to 

calculate the time interval between the packet being processed and the previous packet of the same type. 

This is shown in equation (4-1). Note that it takes two packets before calculating the difference between 

the packets. Therefore, this equation requires n ≥ 2. The formulas and how they are derived is found in 

(Finch 2009). 

∆𝑡𝑛 = 𝑡𝑛 − 𝑡𝑛−1, for 𝑛 ≥ 2 (4-1) 

The ∆𝑡𝑛 value is then used to calculate the minimum and the maximum of all seen packets as seen in 

(4-2) and (4-3). 

∆𝑡𝑚𝑖𝑛𝑛 = min (∆𝑡𝑛, ∆𝑡𝑚𝑖𝑛𝑛−1) (4-2) 

∆𝑡𝑚𝑎𝑥𝑛 = max (∆𝑡𝑛, ∆𝑡𝑚𝑎𝑥𝑛−1) (4-3) 

The mean value is calculated incrementally to avoid saving all values and waste storage space. The 

incremental equation is shown in (4-4) and (4-5). 

𝜇2 = 𝑡2 − 𝑡1 (4-4) 

𝜇𝑛 = 𝜇𝑛−1 +
∆𝑡𝑛 − 𝜇𝑛−1

𝑛 − 1
 , for 𝑛 > 2 (4-5) 

The variable 𝑆𝑛  is then calculated using the mean value. As can be seen in (4-6) and (4-7). 

𝑆2 = 0 (4-6) 

𝑆𝑛 = 𝑆𝑛−1 + (∆𝑡𝑛 − 𝜇𝑛−1)( ∆𝑡𝑛 − 𝜇𝑛), for 𝑛 > 2 (4-7) 

Finally, the variance is calculated according to the formulas in (4-8) and (4-9). 

𝜎2
2 = 0 (4-8) 

𝜎𝑛
2 =

𝑆𝑛

𝑛 − 2
 , for 𝑛 > 2 (4-9) 
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4.4 Detection Phase 

This section will explain the two main parts involved in the detection phase more in detail. 

When the learning phase is over the model of the system is finalized. The next phase is the detection 

phase. It is during the detection phase, which is the steady state of the system, that alerts are created. The 

first step in the process is to check the packets information against the appropriate whitelist. The 

whitelist is chosen depending on the protocol that is used. Figure 4-9 shows how a newly arrived packet 

is handled during the detection phase. If the packet does not fit the normality, an alert will be created. 

 

Figure 4-9 Flow diagram of the detection phase. 
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4.4.1 Whitelist-based Detection 

During the detection phase, all ARP packets will be compared to the ARP whitelist. If an ARP packet 

contains a MAC that is not present in the table, an alert will be created. An alert will also be created if 

the MAC address exists but the IP address in the entry does not match the IP in the processed packet. 

This makes it possible to detect hosts trying to spoof their addresses as well as new, possibly rogue, 

hosts connecting to the network. 

The port whitelist is used to detect anomalous flows between known hosts that have previously been 

added to the whitelist. An alarm will be created if the host pair is not present in the table. An alarm will 

also be created if the host pair exists but a new port is used. If a host initiates a connection to a new port 

it could indicate that the host has been compromised and is using services that it normally does not use. 

The third whitelist is the timing table, which indexes the timing data. If there is no timing data for 

these particular hosts with this exact mode and instruction, an alarm will be created. If an instruction that 

has not been seen before is sent, it will trigger an alert even if the instruction is allowed in the 

IEC 60870-5-104 protocol. The instructions that are whitelisted are specific for the IEC 60870-5-104 

protocol. It is not likely that a communicating host pair will use all possible instruction in the 

IEC 60870-5-104 protocol. It is also not likely that all host pairs will use the same instruction set. 

Therefore, each host pair that has communicated will have their own allowed instruction sets. 

Only the ARP and IEC 60870-5-104 packets that are not marked as anomalous by the whitelists are 

sent on to the timing anomaly detector. 

4.4.2 Timing Anomaly Detector 

Each ARP or IEC 60870-5-104 packet that passes the whitelist will be compared to the timing record for 

that specific type of packet. E.g. a packet between host A and B using the I mode with the instruction 

100. This packet will only be compared against other packets with the same host pair, mode, and 

instruction. The instruction field is optional since it is only the packets with the control field set to I that 

has different instructions. The first step in comparing the packet to the record in the timing table is to 

calculate the time interval between this packet and the latest similar packet. This time interval is 

calculated using formula (4-1). 

The next step is to compare the time interval with the minimum and maximum values calculated 

during the learning phase. If the interval is less than the minimum value or greater than the maximum 

value, an alert will be created. 

The last step in the anomaly detection is to compare the time interval to see if it falls within 3 

standard deviations from the mean value. The equation used for this is shown in (4-10). In the following 

equations 𝑙 will be used to indicate packets analyzed during the learning phase and 𝑛 are all the packets 

that have been analyzed. 

3𝜎𝑙 > |∆𝑡𝑛 − 𝜇𝑙| (4-10) 

If the interval falls outside of 3 standard deviations from the mean value it will also be compared against 

4, 5 and 6 standard deviations. This is to determine the level of variation in the traffic. 
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4.5 Attacks 

Four attacks were tested in this study. The attacks are presented with figures in section 2.1.2. The attacks 

are two port scans, a man-in-the-middle attack, and a prediction attack. The port scans differ in where 

the attack originates. Since attacking a real SCADA network is coupled with the risk of creating 

permanent damage the tests were simulated in a safe test environment. The traffic from the attacks was 

modified to suit the recorded real data and then inserted into the real recordings.  

Before the normal traffic can be manipulated, they have to be recorded. Tcpdump (MartinGarcia 

2015) is an open-source tool used to capture the traffic, both the normal traffic and the attack traffic.  

The process of adding an attack to the recorded data starts with recording attack packets. This was 

done by setting up a similar network as the original network. The setup is shown in Figure 4-10. 

Depending on the attack type, the attacker mounts attacks on one or both of the RTU and HMI. The 

recorder is connected to a mirroring port in the switch. When the attack has been recorded in this setting, 

all attack packets are extracted from the recording. Since the MAC and IP addresses do not match the 

actual system, they have to be modified before insertion into the normal data stream for test purposes. 

The port numbers of the attack packets were also changed. The prediction attack needed manipulation of 

the packet payload. To accomplish this a tool built on Python named Scapy (Scapy n.d.) was used. Scapy 

allowed manipulation of the fields in the IEC 60870-5-104 part of the packet. 

When the packets have been modified to fit the actual system the packets are inserted into the normal 

recording. The detection was run on the resulting recorded file with attacks interleaved with normal 

traffic. The tools used to implement the attacks are further discussed in section 5.2. 

Figure 4-10 Overview of the setup of the attack network 
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Chapter 5  
 
Evaluation 

This chapter presents the evaluation technique and the results from the evaluation of the 

intrusion detection system. Section 5.1 presents the evaluation environment and how the 

intrusion detection system is evaluated. The methods used for generation of the attacks are 

presented in section 5.2. Section 5.3 discusses the false positives generated by the IDS. The 

5.4 section presents the different attack types that are tested and how the tests are performed. 

5.1 Evaluation Environment 

Recall that all recordings of normal traffic were performed at the lab at KTH. The recording 

consists of a whole week’s data from their SCADA lab. The test environment at KTH 

consisted of four remote terminal units of model NETCON RTU 28-IP numbered 1-4, a HP 

ProCurve 1800-8G switch, a Raspberry Pi model B+ and a computer running Zenon (COPA-

DATA 2013). Zenon is a software used to supervise and control SCADA systems. The setup 

is shown in Figure 5-1. 

The Raspberry Pi was recording all network traffic going between the RTUs and the HMI. 

The recording was performed using Tcpdump on a mirrored port on the switch. The recording 

was then used as input to the intrusion detection system. 

Due to problems, which will be discussed more in section 6.2.2, the testing was separated 

into four different flows. Each flow contains the traffic to and from one RTU. However, only 

two of the recorded flows could be run without crashes with the IEC 60870-5-104 parser 

generated from Spicy. All further training and testing are from these two RTUs namely RTU 

1 and RTU 4.  

All tests were created from the original weeklong recording. The training data consists of 

the first 24 hours of the whole recording if not stated otherwise. The resulting test setup can 

be seen in Figure 5-1. The X after the RTU label symbolizes the RTU number 1 or 4. 
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The evaluation of the IDS is done by classifying the analyzed packets into four categories. 

The categories are seen as a matrix in Figure 5-2. The green boxes symbolizes that the IDS 

did the correct labeling of the packet. The red boxes include all packets that were not labeled 

correctly by the IDS. A packet is labeled positive if the IDS think the packet is anomalous. If 

the IDS labels a packet as a positive and the packet actually is an attack packet, it is called a 

True Positive (TP). A True Negative (TN) is when the IDS marks the packet as normal and it 

is indeed a normal packet. A False Negative (FN) is when the IDS labels an anomalous packet 

as being normal. A False Positive (FP) is when the IDS alerts the operator, but the packet is, 

in fact, a normal packet. 

When these acronyms are later used in formulas, they are representing the number of 

packets that fall under each category. 

 

Figure 5-1 the setup as seen in the tested files. 

Figure 5-2 Categorization of the analyzed packets displayed as a matrix 
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5.2 Attack Generation Methods 

A variety of tools were used to implement the studied attacks. All tools listed are freely 

available online.  

Wireshark (Wireshark n.d.) is the world’s leading protocol analyzer. Wireshark has been 

an important tool used to analyze and understand the IEC 60870-5-104 protocol. Wireshark 

was also used to confirm that the attacks were manipulated and inserted into the recordings in 

the correct way. Tshark is a command-line version of Wireshark included in the Wireshark 

distribution. Tshark uses the same packet dissectors as Wireshark and were used at times 

when Wireshark was too slow due to the big recording file sizes.  

Tcprewrite (Appneta n.d.) was used to remove VLAN tags that the switch introduced. 

Tcprewrite was also used to change port numbers in the attack files to match the port numbers 

used in the real system.  

Mergecap is a command line tool included in the Wireshark distribution used to merge 

different recordings together. One example of a use case is when the manipulated attack 

packets were inserted into the recording of the normal traffic. Mergecap was also used to 

convert between the .pcapng and the .pcap format of the recorded files.  

Bittwiste (Heng 2012) is a command line tool that were used to change the IP and MAC 

addresses in the attack files to match the actual recording from the SCADA environment.  

Nmap (Lyon n.d.) is a tool that is used for security auditing and network discovery. Nmap 

was used in the port scan attacks. The first port scan emulates an attacker that is new to the 

network and tries to find open ports on the RTU. The other port scan emulates an attacker 

using a previously known host to find open ports. The attacker could have compromised the 

host were the port scan originates from earlier.  

Arpspoof is a tool included in the dsniff package (Song n.d.). Arpspoof was used to create 

the MITM attack. Arpspoof sends ARP replies to both communicating hosts in order for them 

to stop communicating directly with each other. The hosts will think that in order to reach 

each other they will have to send their packets through the attacker. The attacker can not only 

read the packets passing but also alter them freely.  

The most important tool used is Scapy (Scapy n.d.) which is a packet manipulation 

program running on Python. Scapy allows manipulation of all fields in a wide variety of 

protocols. Even though the IEC 60870-5-104 protocol is not supported it is still possible to 

change the data transmitted. Scapy was used heavily to produce the data necessary to emulate 

a prediction attack. Packets from the real recording were copied and moved a little earlier to 

emulate the attacker sending predicted packets. The packets were also changed to carry 

modified data as if the attacker was injecting false information. 
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5.3 False Positives 

False positives can be caused by many reasons depending on the type of IDS. The first tests 

were performed without any attack data. The resulting false positive rates are shown in 

.Figure 5-3. 

There were several false positives. The first test is run with a learning period of 24 hours 

and a detection period of 5 days and 16 hours. The next test run was done with a learning 

period of 48 hours and with a detection period of 4 days and 16 hours. This was done to see if 

doubling the learning phase would lead to any significant change in result.  

To find the best threshold to use for the difference in arrival time, several were tested. The 

parameter that was altered was the difference in arrival time in the unit of number of sigmas 

away from the mean value. The min/max threshold was also tested meaning all packets that 

have a value that is more, respectively less than any value seen during the learning.  

To be noted is that none of the whitelists gave any false positives during any of the tests 

performed without attack packets.  

The False Positive Rate (FPR) is calculated using the formula (5-1). FPR is used to 

indicate the occurrence of alerts on known normal traffic. 

𝐹𝑃𝑅 =
𝐹𝑃

𝐹𝑃 + 𝑇𝑁
 (5-1) 

From the result of the false positive rate shown in Figure 5-3, it can be concluded that the 

doubling of the learning period did not decrease the number of false positives. The false 

positive rate either stayed approximately the same or went up.  

The increase in the false positives for the 48 hours test can be explained by the increase in 

𝑛 in the equation 4-9. This creates a smaller variance that leads to more false positives. 

The false positives are caused by the SCADA system not being perfectly deterministic. 

Delays between packets can be caused by reasons that are not malicious, such as a busy 

network or scheduling on the hosts. 
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Figure 5-3 Average result from the two RTUs of the tests without attack packets with a varied learning period. 
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5.4 Attacks 

All the following attacks were performed during testing with a 24-hour learning period. 

The True Positive Rate (TPR) is calculated with the formula (5-2). The true positive rate is 

a measurement used to demonstrate the proportion of attack packets that are correctly labeled 

as such. 

𝑇𝑃𝑅 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑁
 (5-2) 

5.4.1 Port Discovery 

The port discovery attacks were performed in two variants, the first variant simulated an attacker 

using an unknown host to perform the attack. The second variant simulated a known host attacking 

a host that it had been communicating with earlier on. This scenario could happen if the host has 

been compromised by an attacker. The result of the attack is presented in Table 5-1 and Figure 

5-4. The result turned out to be identical and all attack packets were detected resulting in a 

whitelist true positive rate of 100%. There were false positives from the timing anomaly detection, 

which is identical to the 24 hours learning test run in Figure 5-3.  

 

 

 

Description RTU 1 RTU 4 

Total number of ARP packets 21922 22216 

Total number of  IEC 60870-5-104 packets  3180353 1806759 

Total number of TCP packets 5658164 3391491 

I control format 3070049 1626083 

S control format 110296 180674 

U control format 8 2 

Packets used for learning 490914 236531 

Port whitelist alerts 2001 2001 

Attack packets 2001 2001 

Attack duration 0.5 secs 0.5 secs 

Table 5-1 The resulting data from one of the port scans. 
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Figure 5-4 The true positive rate of the port scans. 
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5.4.2 Man-in-the-Middle 

The man-in-the-middle attack was performed by constructing ARP packets with altered 

source and destination addresses. By sending them to the HMI and the RTU, they are fooled 

into transmitting their packets to the attacker. The attacker can both read and modify the 

content freely before sending the packets on to the rightful receiver. 

The timing whitelist correctly detects approximately half of the attack packets. If the 

timing whitelist labels a packet as anomalous, it also means that there is no timing data for 

this particular type of packet between those hosts. Since there is no timing data for these 

packets, they are not shown as being outside of the sigma limits. Only the packets that escapes 

the whitelisting is tested against the sigma timing detection. This is the reason that only half 

of the attack packets are marked as anomalous by the sigma timing detection. When 

combined, the resulting FPR is just shy of 100%. 

The total amount of true positives related to the interarrival time is calculated by adding 

the sigma true positives with the true positives from the timing whitelist. By using the timing 

feature all packets but one are successfully detected on RTU 1. The last packet is detected on 

RTU 4 when three sigmas or min/max was used as the threshold.  

The ARP whitelist detects almost all the attack packets. The packets that were missed are 

the packets used by the attacker to make the hosts communicate directly again.  
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Figure 5-5 The average FPR over RTU 1 and RTU 4 of the MITM attack. 
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Table 5-2 shows the result of the MITM attack experiments in more detail. The first three 

rows show the total number of packets of respective protocol during the whole test. The next 

two rows show the number of alerts raised by the ARP and timing whitelists. The port 

whitelist is not included in this table since it did not generate any alerts. The next two rows 

show the number of attack packets used during the attack and the total duration of the attack. 

The experiments were run independently from each other. 

The second section of the table presents the amount of alerts that were generated by 

anomalous packets from the timing anomaly detection for each threshold. The last section of 

the table shows the number of alerts from the timing anomaly detection that was generated 

from normal packets. 

 

Description RTU 1 RTU 4 

Total number of ARP packets 30865 31154 

Total number of IEC 60870-5-104 packets  3180353 1806759 

Total number of TCP packets 5656163 3389490 

ARP whitelist alerts 9287 9287 

Timing whitelist alerts 4649 4649 

Attack packets 9297 9297 

Attack duration 2 hrs 35 mins 2 hrs 35 mins 

3 sigma true positives 4647 4648 

4 sigma true positives 4647 4647 

5 sigma true positives 4647 4647 

6 sigma true positives 4647 4647 

min/max true positives 4647 4648 

3 sigma false positives 10837 9834 

4 sigma false positives 480 5489 

5 sigma false positives 301 317 

6 sigma false positives 124 261 

min/max false positives 0 941 

Table 5-2 Summary of the data from the man-in-the-middle attack. 

As can be seen in the Table 5-2 the ARP whitelist detects almost all attack packets. The 

timing whitelist alerts combined with the sigma true positives also detects close to 100% of 

the attacking packets. In this experiment, the best timing limit was six sigmas since it resulted 

in a high detection rate combined with the lowest amount of false positives. 

The min/max approach resulted in a big difference in false positives between the two 

RTUs. This indicates that only using the minimum and the maximum value is a risky limit 

since it does not take the distribution of values into account. 
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5.4.3 Prediction Attack 

The prediction attack works by predicting the ACK/SEQ numbers used in the TCP/IP 

protocols. Recall from section 2.1.2.3 that these numbers are used to prevent replay attacks. 

However, when used with the IEC 60870-5-104 it is possible to predict these numbers and 

therefore, inject packets into the communication. When the normal packet arrives, it is 

marked as a retransmission of the attack packet. 

The prediction attack is much more complex than the previous attacks and requires a good 

understanding of the target protocol. It is also necessary to be able to eavesdrop on the traffic. 

By eavesdropping, the attacker needs to observe the normal difference in arrival time between 

packets. It is also necessary to observe which instructions that are used to predict the length of 

the normal packet.  

As can be seen in Table 5-3 the whitelists do not identify any of the attacking packets. 

Interestingly enough the timing anomaly detection only identifies a handful of the attack 

packets. After inspection, it was found that Bro does not trigger the event on retransmitted 

packets. The prediction attack evades the detection since the normal packets seem to be 

retransmissions while the attack packets will be interpreted as regular traffic. This makes the 

attack nearly invisible to the timing anomaly detection since it will only be the first attack 

packet that will have an anomalous arrival time difference. The next difference in arrival time 

will be calculated from the previous attack packet and will be approximately the same as the 

normal case. Figure 5-6 shows a time line to demonstrate this issue. At T5 the first attack 

packet arrives. The detector will see that the difference between T4 and T5 is less than Δt and 

create an alert. However, the following attack packets keep approximately the same distance 

between each other and thus evade detection. 

There is an event in Bro that triggers when a retransmitted packet arrives with different 

data than the original packet. Note that this feature of Bro is an instance of misuse detection, 

but to know which of the two packets in the sequence is the attack one, would not have been 

possible without the timing anomaly detector. Hence, the combination of the anomaly 

detector and Bro misuse detector is a valuable contribution. The diagrams shown in Figure 

5-7 and Figure 5-8 do not include this misuse detection feature. 

 

Figure 5-6 Timeline showing the problem with packets being interpreted as retransmitted. 
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Figure 5-7 The FPR of the prediction attack. 

Figure 5-8 The TPR of the prediction attack 
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Description RTU 1 RTU 4 

Total number of ARP packets 21922 22216 

Total number of  IEC 60870-5-104 packets  3180353 1806759 

Total number of TCP packets 5658548 3391842 

Packets used for learning 490914 236531 

Attack packets 2385 2352 

Attack duration 9 min 15 min 

Whitelist alerts 0 0 

3 sigma true positives 20 19 

4 sigma true positives 9 9 

5 sigma true positives 7 5 

6 sigma true positives 2 4 

min/max true positives 0 3 

3 sigma false positives 10821 9813 

4 sigma false positives 480 5474 

5 sigma false positives 301 316 

5 sigma false positives 124 260 

min/max false positives 0 940 

False positive rate 3 sigma 0.0040% 0.0061% 

False positive rate 4 sigma 0.0002% 0.0034% 

False positive rate 5 sigma 1.0238% 1.0161% 

False positive rate 6 sigma 0.0113% 0.0258% 

False positive rate min/max 0.0000% 0.4208% 

True positive rate 3 sigma 0.0084% 0.0081% 

True positive rate 4 sigma 0.0038% 0.0038% 

True positive rate 5 sigma 0.0029% 0.0021% 

True positive rate 6 sigma 0.0008% 0.0017% 

True positive rate min/max 0.0000% 0.0013% 

 

Table 5-3 Summary of the data from the prediction attack tests. 

As can be seen in Table 5-3 the detection rates for the prediction attack is very low. This is 

due to the problem with Bro ignoring the real packets during the attack duration. The False 

positive rates are about the same as for the other attacks.  
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Chapter 6  
 
Conclusions and Future Work 

The set goals for this study in section 1.3 have been mostly fulfilled. The automatic 

whitelisting successfully detected three out of the four investigated attacks. The whitelisting 

method successfully detected the two port discovery attacks as well as the MITM attack. The 

automatic whitelisting gave almost no false positives, which makes it very reliable. The 

probability of an actual anomaly when a whitelist creates an alert is high. 

A parser for the IEC 60870-5-104 protocol was created using the Spicy parser generator. 

Due to its early stage in development, many problems slowed the process. The Spicy code has 

been looked at by Robin Sommer who is the lead researcher behind the project. Spicy and 

HILTI are promising, but it is still too early in development to be used in production. 

6.1 Discussion of the Results 

The timing anomaly detection would probably have been a very good way of identifying the 

prediction attack if Bro would have treated retransmitted packets differently. Bro chooses not 

to generate events when the packet looks like a retransmission. However, it is still possible to 

detect the attack with Bro using a special event that triggers on retransmitted packets with 

different payloads. The timing anomaly is used for the ARP and IEC 60870-5-104 packets 

only and, therefore, it could not detect the port scan that used the TCP protocol. 

The timing anomaly detection detected close to 100% percent of the MITM attack. This 

clearly points to the possibility to use the packet inter-arrival time to detect network 

anomalies in SCADA systems. 

The number of false positives decreases drastically when using a threshold of around 4-5 

sigmas. The highest false positive rate present during the testing was around 0.8%. This was 

the result when using 3 sigmas as a threshold. When this threshold was increased to 5 sigmas 

the false positive rate decreased to less than 0.02% without a big loss in the true positive rate.  

In hindsight, many problems could probably have been avoided by using the standard way 

of creating a parser for Bro. Two possible RTUs had to be excluded since they could not be 

run in full. 

There was no focus on measuring the performance of the resulting anomaly detector. The 

detector was able to process a week’s data in a matter of hours and therefore the detector was 

deemed fast enough. 
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6.2 Method 

This section discusses the method used during this project. It is divided into two parts; the 

first subsection presents how the test data was obtained. The second section discusses the 

used frameworks. 

6.2.1 Obtaining the Test Data 

One of the major problems initially in this project was the lack of test data. There is a great 

need of a common testbed in SCADA security. If there existed a common way of testing 

intrusion detection systems in SCADA systems it would be possible to more easily compare 

results from different studies and it would increase the replicability of the study. Since no 

such testbed exists, the next best thing is to test on live data from an operational SCADA 

system. However, this also proved difficult since the operators are concerned about 

information leaks. The data sent in the network are sometimes protected by law since it can 

contain data of the customers. 

The second attempt to find test data was aimed at researchers that had gotten hold of data 

through either simulation or from the industry. This also proved to be difficult since they had 

signed a non-disclosure agreement with their collaborating partners. Other researchers had not 

used their test data in a long time and it was therefore lost. Not all contacted researchers 

responded. 

The used solution was to create emulated data from the Department of Industrial 

Information and Control Systems at the KTH Royal Institute of Technology in Stockholm. 

The validity of the project would have been better of the test data would have been 

recorded at a real operational SCADA system. In order to even further increase the validity, it 

is necessary to test the solution on several types of operational SCADA systems since one 

SCADA system may not accurately represent all types.  

The replicability of this project is high since the test environment is emulated. It is 

possible to recreate the same type of data by using a similar setup. The attacks were inserted 

in the recordings, which also increases the possibilities to recreate the attack data. 
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6.2.2 Framework evaluation 

Bro is considered a stable and robust framework for intrusion detection and analysis with 

installations in several areas including supercomputing centers, research labs, and major 

universities. The Bro community is large and the Bro project is still under constant 

development.  

HILTI and Spicy are new projects that are still in a prototype state. This is especially 

apparent when looking at the documentation. There is very little documentation apart from the 

code itself. This makes it hard to understand all parts of the systems and how they are 

connected together. There are some parsers already written in Spicy, which was a great help 

during the development of the IEC 60870-5-104 protocol parser. Some information that has 

been used in this project originates from the mailing list of Spicy/HILTI and from the official 

IRC channel of Bro. A secondary source that was intensely used during the development of 

the IEC 60870-5-104 parser is the book by (Clarke and Reynders 2004). 

There have been several problems during the test runs on the recorded data from the 

SCADA system. One of the problems has been random crashes during the end of the test runs. 

Some of the test runs often crash just before the results were printed. This made the testing 

take much longer time than necessary. By running Bro in a debugger, the error seemed to 

originate in HILTI’s memory handling. The exact reason was never established. By 

monitoring and using gnuplot, a diagram showing the memory usage was created but no 

apparent faulty memory usage was detected. The workaround used for the random crashes at 

the end were to print the results earlier and then terminate the process. 

Another major problem that has been causing problems with the test runs is that the 

weeklong test with all four RTUs crashed at certain points. When the test was divided into 

four different flows, one for each RTU, two were successful while the other two crashed at 

two different points. A tested solution was performed by removing the packets at the point of 

the crash to avoid it. However, this proved to give very limited results so the used workaround 

was not to include RTU 2 and 3 in the result.  

6.3 Future Work 

There is a great need for a common testbed in SCADA security. To the best of my 

knowledge, none exists at the time of writing. If such a testbed would be developed, it could 

greatly reduce the time used to produce or record test data for each researcher. This would 

leave more time for the development of the intrusion detection itself. 

The assumption that similar packets can be modeled with a normal distribution needs 

further investigation. Since the results of the detection were good with that assumption it was 

not investigated further. 

Testing this intrusion detection on data recorded from a real live SCADA environment 

would be necessary before it could be used in production. More attack types should also be 

investigated, such as denial-of-service or other targeted attacks. 





51 

 

Chapter 7  
 
References 

 

Appneta. Tcpreplay. Appneta. n.d. 

http://tcpreplay.appneta.com/wiki/tcprewrite.html (accessed February 2, 

2015). 

Barbosa, R.R.R., R. Sadre, and A. Pras. "A First Look into SCADA Network 

Traffic." Network Operations and Management Symposium (NOMS). 

Maui, HI, USA: IEEE, 2012. 

Chang, R. J., R. E. Harang, and G. S. Payer. Extremely Lightweight Intrusion 

Detection (ELIDe). Adelphi, MD, USA: Army Research Laboratory, 2013. 

Cisco. Snort. Cisco. n.d. https://www.snort.org/ (accessed 12 12, 2014). 

—. Snort homepage. 2015. https://www.snort.org/ (accessed May 7, 2015). 

Clarke, G., and D. Reynders. Practical Modern SCADA Protocols: DNP3, 

60870.5 and Related Systems. London, Great Britain: Elsevier, 2004. 

COPA-DATA. "zenon Energy Edition White Paper." March 2, 2013. 

http://www.copadata.com/en/downloads/white-papers.html (accessed 

January 5, 2015). 

Digitalbonds. Digitalbonds. Digitalbonds. 2014. 

http://www.digitalbond.com/tools/quickdraw/ (accessed 12 10, 2014). 

Finch, T. "Incremental Calculation of Weighted Mean and Variance. University of 

Cambridge." 2009. 

Hadeli, H, R. Schierholz, M. Braendle, and C. Tuduce. "Leveraging determinism 

in industrial control systems." IEEE Conference on Emerging 

Technologies Factory. Mallorca: IEEE, 2009. 1-8. 

Hadžiosmanovic´, D., R. Sommer, E. Zambon, and P. H. Hartel. "Through the eye 

of the PLC: semantic security monitoring for industrial processes." 30th 

Annual Computer Security Applications Conference. New York, NY, 

USA: ACm, 2014. 

Heng, Addy Yeow Chin. Bit-Twist. 2012. 

http://bittwist.sourceforge.net/index.html (accessed january 26, 2015). 

HILTI and Spicy project page. Networking and Security Group at the 

International Computer Science Institute. 2015. http://www.icir.org/hilti/ 

(accessed May 7, 2015). 

Hurley, J., A. Munoz, and S. Sezer. "ITACA: Flexible, Scalable Netork Analysis." 

Communication and Information Systems Security Symposium. Ottawa, 

ON, Canada: IEEE, 2012. 

Instructables. Autodesk, Inc. n.d. http://www.instructables.com/id/Raspberry-Pi-

Projects/ (accessed 12 12, 2014). 



52   Anomaly Detection in SCADA Network Traffic 

 

International Computer Science Institute in Berkeley, CA; and the National 

Center for Supercomputing Applications in Urbana-Champaign, IL. Bro 

homepage. 2014. https://www.bro.org/ (accessed May 7, 2015). 

—. Bro: Research page. 2014. https://www.bro.org/research/index.html (accessed 

May 7, 2015). 

Kumar, S. A. P., A Kumar, and S. Srinivasan. "Statistical Based Intrusion 

Detection Framework using Six Sigma Technique." International Journal 

of Computer Science and Network Security 7, no. 10 (2007): 333-342. 

Lin, H., A. Slagell, C. Di Martino, Z. Kalbarczyk, and R. K. Iyer. "Adapting Bro 

into SCADA: building a specification-based intrusion detection system for 

the DNP3 protocol." Eighth Annual Cyber Security and Information 

Intelligence Research Workshop. New York, NY, USA: ACM, 2013. 

Lyon, G. Nmap. n.d. https://nmap.org/ (accessed February 2, 2015). 

Mantere, M., M. Sailio, and S. Noponen. "A module for anomaly detection in ICS 

networks." Proceedings of the 3rd international conference on High 

confidence networked systems. New York, NY, USA: ACM, 2014. 

MartinGarcia, L. Tcpdump. 2015. http://www.tcpdump.org/ (accessed December 

1, 2015). 

Maynard, P, K. McLaughlin, and B. Haberler. "Towards Understanding Man-In-

The-Middle Attacks on IEC 60870-5-104 SCADA Networks." 2nd 

International Symposium for ICS & SCADA Cyber Security Research. St. 

Pölten, Austria: BCS, 2014. 

Mitchell, R., and I-R Chen. "A survey of intrusion detection techniques for cyber-

physical systems." ACM Computing Surveys (ACM) 46, no. 4 (2014): 55-

85. 

Oman, P., and M. Phillips. "Intrusion Detection and Event Monitoring in SCADA 

Networks." In Critical Infrastructure Protection, by E, Goetz and S. 

Shenoi, 161-173. Boston: Springer, 2008. 

Open Information Security Foundation. Suricata homepage. May 6, 2014. 

http://suricata-ids.org/ (accessed May 8, 2015). 

Peachey, P. "The Independent "First Online Murder Will Happen by End of Year 

Warns US Firm." October 5, 2014. http://www.independent.co.uk/life-

style/gadgets-and-tech/news/first-online-murder-will-happen-by-end-of-

year-warns-us-firm-9774955.html (accessed May 25, 2015). 

Raspberri Pi Foundation. Raspberry Pi. Raspberri Pi Foundation. n.d. 

http://www.raspberrypi.org/ (accessed 12 12, 2014). 

"RISI Online Incident Database." 01 28, 2015. http://www.risidata.com/ (accessed 

05 04, 2015). 

Scapy. n.d. http://www.secdev.org/projects/scapy/ (accessed February 2, 2015). 

Simões, P., T. Cruz, J. Gomes, and E. Monteiro. "On the use of Honeypots for 

Detecting Cyber Attacks on Industrial Control Networks." 12th European 

Conference of information Warfare and Security. Jyväskylä, Finland, 

2013. 

Skopik, F., I. Friedberg, and R. Fiedler. "Dealing with Advanced Persistent 

Threats in Smart Grid ICT Networks." Innovative Smart Grid 

Technologies Conference (ISGT). Washington, DC, 2014. 

Sommer, R., M Vallentin, L. De Carli, and V. Paxson. "HILTI: An Abstract 

Execution Environment for Deep, Stateful Network Traffic Analysis." 

Internet Measurement Conference. Vancouver, BC, Canada: ACM, 2014. 



Chapter 7  References    53 

 

Song, D. "dsniff - "Linux man page"." n.d. http://linux.die.net/man/8/dsniff 

(accessed February 2, 2015). 

Wireshark. n.d. https://www.wireshark.org/ (accessed December 1, 2014). 

Yang, Y., McLaughlin, K., Sezer, S., Littler, T., Im, E. G., Pranggono, B., and 

Wang, H. F. "Multiattribute SCADA-Specific Intrusion Detection System 

for Power Networks." IEEE Transactions on Power Delivery (IEEE) 29, 

no. 3 (2014): 1092 - 1102. 

Yang, Y., K. McLaughlin, T. Littler, S. Sezer, and H. F. Wang. "Rule-Based 

Intrusion Detection System for SCADA Networks." 2nd IET Renewable 

Power Generation Conference (RPG 2013). Beijing, China: IET, 2013. 

Yang, Y., K. McLaughlin, T. Littler, S. Sezer, B. Pranggono, and H.F. Wang. 

"Intrusion Detection System for IEC 60870-5-104 based SCADA 

networks." Power and Energy Society General Meeting (PES). Vancouver, 

BC, USA: IEEE, 2013. 

 



   

På svenska 

 

Detta dokument hålls tillgängligt på Internet – eller dess framtida ersättare – 

under en längre tid från publiceringsdatum under förutsättning att inga extra-

ordinära omständigheter uppstår. 

Tillgång till dokumentet innebär tillstånd för var och en att läsa, ladda ner, 

skriva ut enstaka kopior för enskilt bruk och att använda det oförändrat för 

ickekommersiell forskning och för undervisning. Överföring av upphovsrätten 

vid en senare tidpunkt kan inte upphäva detta tillstånd. All annan användning av 

dokumentet kräver upphovsmannens medgivande. För att garantera äktheten, 

säkerheten och tillgängligheten finns det lösningar av teknisk och administrativ 

art. 

Upphovsmannens ideella rätt innefattar rätt att bli nämnd som upphovsman i 

den omfattning som god sed kräver vid användning av dokumentet på ovan 

beskrivna sätt samt skydd mot att dokumentet ändras eller presenteras i sådan 

form eller i sådant sammanhang som är kränkande för upphovsmannens litterära 

eller konstnärliga anseende eller egenart. 

För ytterligare information om Linköping University Electronic Press se 

förlagets hemsida http://www.ep.liu.se/ 

 

 

In English 

 

The publishers will keep this document online on the Internet - or its possible 

replacement - for a considerable time from the date of publication barring 

exceptional circumstances. 

The online availability of the document implies a permanent permission for 

anyone to read, to download, to print out single copies for your own use and to 

use it unchanged for any non-commercial research and educational purpose. 

Subsequent transfers of copyright cannot revoke this permission. All other uses 

of the document are conditional on the consent of the copyright owner. The 

publisher has taken technical and administrative measures to assure authenticity, 

security and accessibility. 

According to intellectual property law the author has the right to be 

mentioned when his/her work is accessed as described above and to be protected 

against infringement. 

For additional information about the Linköping University Electronic Press 

and its procedures for publication and for assurance of document integrity, 

please refer to its WWW home page: http://www.ep.liu.se/ 

 

http://www.ep.liu.se/

