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Abstract

We derive a technique for scaling the search directions of feasible direction meth-
ods when applied to optimization problems over Cartesian product sets. It
is proved that when the scaling is included in a convergent feasible direction
method, also the new method will be convergent. The scaling technique is ap-
plied to the Frank-Wolfe method, the partanized Frank-Wolfe method and a
heuristic Frank-Wolfe method. The performance of these algorithms with and
without scaling is evaluated on the stochastic transportation problem. It is
found that the scaling technique has the ability to improve the performance
of some methods. In particular we observed a huge improvement in the per-
formance of the partanized Frank-Wolfe method, especially when the scaling is
used together with an exact line search and when the number of sets in the
Cartesian product is large.
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Chapter 1

Introduction

Gradient methods for nonlinear optimization have in general poor convergence
properties. However, they are easy to understand and easy to implement, which
makes them popular. The Frank-Wolfe method is a well known gradient method
that is claimed to be efficient in convex network programming. A popular ap-
plication for the Frank-Wolfe method is the stochastic transportation problem,
which is a transportation problem with random demands at the destinations.

In this thesis a method to scale the search direction generated by any feasi-
ble direction method, when applied to optimization problems over Cartesian
product sets, is developed. The scaling is applied to some Frank-Wolfe type
algorithms and evaluated on the stochastic transportation problem.

The idea of scaling is motivated by the observation that when feasible direction
methods, such as the Frank-Wolfe method, is applied to optimization problems
over Cartesian product sets, the quality of the search direction may vary in the
individual subspaces. That is, the search direction in some subspaces may have
the ability to improve the objective function value much more than in others.
Since the line search is usually one-dimensional, the line search will however
enforce a compromise between all the subspaces.

To the best of our knowledge there are no published articles where scaling has
been applied to improve feasible direction methods when applied to optimiza-
tion problems over Cartesian product sets. Mitradjieva and Lindberg (2013)
have experimented with a multidimensional line search to take advantage of the
observation that the search direction varies in quality in different subspaces.
They concluded that the multidimensional line search improved the efficiency
of the Frank-Wolfe method when applied to the stochastic transportation prob-
lem, but also that the multidimensional line search is time-consuming.

The work in this thesis is carried out in the following way. The problem of
finding the optimal scaling weights is formulated as an optimization problem,
and solved using the KKT-conditions. By using the derived expressions for the
optimal scaling weights, it is then proved that a convergent feasible direction
method results in a convergent algorithm when the scaling is included. The
proof is carried out using the theory of algorithmic mappings. The effect of
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2 Chapter 1. Introduction

the scaling is then evaluated by a Matlab implementation of the Frank-Wolfe
method, and some of its extensions, to solve the stochastic transportation prob-
lem.

Experiments conducted on the stochastic transportation problem show that it is
possible to achieve faster convergence when scaling is applied. In particular we
have observed a huge improvement in the performance of the partanized Frank-
Wolfe method, especially when an exact line search is used and the number of
sets in the Cartesian product is large.

This thesis consists of five chapters, including this introduction. The next
chapter presents related work that have been conducted on the Frank-Wolfe
method. In Chapter 3 the problem of finding optimal scaling weights is defined
and solved. It is also proved that scaling the search direction of a convergent fea-
sible direction method yields a convergent algorithm. In Chapter 4 the stochas-
tic transportation problem is described together with the algorithms that are
implemented in Matlab. Some implementational details are also given and the
numerical results are presented. Chapter 5 is the last chapter. It gives a sum-
mary of the thesis, and the results are discussed, which leads to the conclusions
of this work. Also some future work is suggested.



Chapter 2

Related work

Consider the problem

min
x∈X

f(x)

where f : Rn → R is a continuously differentiable convex function and X ⊂ Rn
is a convex set. A feasible direction method to solve this problem can be defined
as:

1. Choose a feasible initial solution x0 and let k = 0.

2. Terminate if a stop criteria is satisfied.

3. Find a feasible search direction dk.

4. Let τk minimize f(xk+τdk) such that τ ∈
[
0, T k

]
, where T k is the maximal

allowed step length.

5. Let xk+1 = xk + τkd
k and set k = k + 1. Return to Step 2.

The Frank-Wolfe method (Frank and Wolfe, 1956) belongs to this class of op-
timization algorithms and is used for minimizing convex functions over convex
polyhedrons. By using the above definition of a feasible direction method, the
Frank-Wolfe method is obtained by: In each iteration, let yk minimize the first
order Taylor expansion around the current solution xk and use dk = yk − xk
as the search direction. Since yk is an extreme point of the feasible region, let
T k = 1 be the maximal allowed step length.

Frank and Wolfe proved that if f(x) is a quadratic function and x∗ is the optimal
solution, then f(xk)−f(x∗) ≤ α/k holds for any sufficiently large k with α > 0.
Canon and Cullum (1968, p. 509) state that it is known that the convergence
rate is in practice ”not significantly better than 1/k” and proved that if f(x) is
quadratic, then for ε > 0 and α > 0 it holds that f(xk)− f(x∗) ≥ α/k1+ε. This
means that f(xk)− f(x∗) ≤ α/k is a tight bound.

Even though the convergence rate of the Frank-Wolfe method is rather poor
it has become popular in some fields. Some reasons for this is that: ”it is sim-
ple to understand and to implement” (LeBlanc et al., 1985, p. 446) and it has
the ”ability to exploit special constraint structures, such as network structures,
and [...] it decomposes nonseparable problems over Cartesian product sets”
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4 Chapter 2. Related work

(Migdalas, 1994, p. 331). For network flow optimization it also has the nice
properties that it ”easily generates feasible solutions from shortest path calcu-
lations and enjoys fast convergence in the early iterations” (Ouorou et al., 2000,
p. 127).

An early application of the Frank-Wolfe method was found by LeBlanc et al.
(1975) when they solved the traffic assignment problem. At almost the same
time, Fratta et al. (1973) invented the flow deviation method for network flow
optimization. It was later realised that the flow deviation method actually was
a special case of the Frank-Wolfe method. The applications that LeBlanc et al.
and Fratta et al. found belong to the same class of optimization problem: non-
linear convex multicommodity flow problems.

Another classic problem that the Frank-Wolfe method has been efficiently ap-
plied to is the stochastic transportation problem. This application of the Frank-
Wolfe method was first described by Cooper and LeBlanc (1977).

More recent applications of the Frank-Wolfe method are found outside the op-
timization community. Joulin et al. (2014) have for instance applied the Frank-
Wolfe method to solve the image and video co-localization problem, which is
the problem to classify objects in a set of images or videos, and Lacoste-Julien
et al. (2013) have applied a variant of the Frank-Wolfe method to support vector
machines.

2.1 Modifications of the Frank-Wolfe method

The behaviour of the Frank-Wolfe method is well known: in the first itera-
tions there is a huge improvement in the objective function value, but then the
convergence becomes much slower. The main reason for this is zigzagging, a
phenomenon common to gradient based algorithms (LeBlanc et al., 1985). For
the Frank-Wolfe method the zigzagging is extreme and as the optimal solution
is approached, the search direction becomes close to orthogonal to the steepest
descent direction (Patriksson, 1994, p. 102). Because of the poor convergence
rate, many techniques have been tried in order to speed it up.

LeBlanc et al. (1985) introduced an extra search direction in-between the reg-
ular Frank-Wolfe directions. The extra search direction is computed using the
PARTAN-technique (Shah et al., 1964). They also proposed a heuristic Frank-
Wolfe method for the stochastic transportation problem. They reported that
the Frank-Wolfe method with the PARTAN-technique has an improved con-
vergence rate ”for convex network programs whenever the line search is not
a substantial part of the computational effort” (LeBlanc et al., 1985, p. 459),
which is the case for example in the traffic assignment problem. They also found
that the heuristic Frank-Wolfe method has largely improved convergence rate
for the stochastic transportation problem whenever moderate or high accuracy
is required. They conclude that their result point out that there may exist other
ways to improve the performance of the Frank-Wolfe method.

Migdalas (1994) introduces a regularized subproblem, where a regularization
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function is added to the objective of the ordinary Frank-Wolfe subproblem.
Larsson et al. (1998) propose to use the regularization term 1

2 (x−xk)TD(x−xk),
where D is the diagonal of the Hessian matrix for the objective function. It is
shown in Daneva et al. (2010) that this diagonalized Newton method outper-
forms other existing Frank-Wolfe type algorithms on the stochastic transporta-
tion problem when the required accuracy is moderate or high.

Mitradjieva and Lindberg (2013) propose two conjugate Frank-Wolfe methods
with application to the traffic assignment problem, which are reported to out-
perform the regular Frank-Wolfe method and the one with the extra PARTAN
direction from LeBlanc et al. (1985).

2.2 Competing methods

Holmberg (1995) conducted a comparative study between solution methods for
the stochastic transportation problem that, at that time, were claimed to be the
most efficient. These are the Frank-Wolfe method with and without a heuris-
tic modification, cross decomposition, separable programming, and the forest
iteration method. Holmberg concludes that a mean-value cross decomposition
algorithm is the most efficient method to solve the stochastic transportation
problem. The mean-value cross decomposition algorithm is stated to give speed-
up factors between 3 and 10 compared to the Frank-Wolfe method for different
sizes of problem instances. As a comparison with more recent work, Daneva
et al. (2010) obtain speed-up factors of the order of 102 for the diagonalized
Newton method compared to the regular Frank-Wolfe method.

Ouorou et al. (2000) have made a survey of algorithms used to solve non-
linear convex multicommodity network flow problems. They divide the algo-
rithms into the following categories: gradient methods, such as the Frank-Wolfe
method, projection methods, cutting plane algorithms and proximal decomposi-
tion methods. The algorithms are classified with respect to which fundamental
solution principle that is employed. They conduct numerical experiments with
one algorithm from each category, but they do not rank them.
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Chapter 3

Scaled feasible direction
methods

Consider the problem

min
x∈X

f(x)

where f ∈ C1 : Rn → R is a convex nonlinear function and X = X1×X2× . . .×
Xm ⊂ Rn, with Xi ⊂ Rni , is a convex set. Suppose a feasible solution, x̄ ∈ X,

and a feasible direction, d̄ =
(
d̄T1 , d̄

T
2 , . . . , d̄

T
m

)T 6= 0, where d̄i ∈ Rni , is given.
Assume that d̄i is a descent direction in at least one subspace Rni , i = 1, . . . ,m.

Let a scaled direction, d(d̄, w), be defined as

d(d̄, w) =
(
w1d̄

T
1 , w2d̄

T
2 , . . . , wmd̄

T
m

)T
, (3.1)

where w = (w1, w2, . . . , wm)
T ≥ 0 is a vector of scaling weights. Since each d̄i

is a feasible direction and wi is nonnegative, the scaled direction wid̄i will also
be feasible with respect to Xi. This implies that the scaled direction d(d̄, w) is
feasible with respect to X.

In the following sections a method for computing optimal scaling weights, w∗i ,
is derived and the result is applied to a generic feasible direction method.

3.1 The conditional steepest direction

The concept of the conditional steepest direction is that, given a feasible solu-
tion, x̄, and a feasible direction, d̄, a new direction, d(d̄, w), such that it is the
steepest descent direction with respect to the weight vector w is sought. By
using the directional derivative as a measure of the steepness of the direction
d(d̄, w), this can be formulated as the following convex optimization problem.

(P1)

minimize ∇f(x̄)T d(d̄, w)

subject to
∥∥d(d̄, w)

∥∥2 ≤ 1 (1)
wi ≥ 0, i = 1, . . . ,m, (2)

Högdahl, 2015. 7



8 Chapter 3. Scaled feasible direction methods

where constraint (1) has been added to prevent d(d̄, w) from just being a long
but badly scaled direction. The direction d(d̄, w∗), where w∗ is an optimal so-
lution to problem (P1), is said to be the conditional steepest direction.

The problem of finding w∗ is easily solved using the KKT-conditions, which
can be found in Lundgren et al. (2010) or any other book covering fundamental
nonlinear optimization. The objective function can be rewritten as

∇f(x̄)T d(d̄, w) = ∇1f(x̄)T d̄1w1 +∇2f(x̄)T d̄2w2 + . . .+∇mf(x̄)T d̄mwm =
m∑
i=1

∇if(x̄)T d̄iwi, (3.2)

where ∇if(x̄) denotes the partial derivatives with respect to xi. The left hand
side for constraint (1) of problem (P1) can be rewritten as∥∥d(d̄, w)

∥∥2
=
∥∥∥(w1d̄

T
1 , w2d̄

T
2 , . . . , wmd̄

T
m

)T∥∥∥2

=

=
(
w1d̄

T
1 , w2d̄

T
2 , . . . , wmd̄

T
m

) (
w1d̄

T
1 , w2d̄

T
2 , . . . , wmd̄

T
m

)T
=

=

m∑
i=1

w2
i d̄
T
i d̄i =

m∑
i=1

w2
i

∥∥d̄i∥∥2
. (3.3)

By using equation (3.2) and (3.3), problem (P1) can now be reformulated as

(P2)

minimize

m∑
i=1

∇if(x̄)T d̄iwi

subject to

m∑
i=1

w2
i

∥∥d̄i∥∥2 ≤ 1 (1)

wi ≥ 0, i = 1, . . . ,m. (2)

The KKT-conditions of problem (P2) are formulated as

∇if(x̄)T d̄i = −2v
∥∥d̄i∥∥2

wi + ui, i = 1, . . . ,m (KKT1)
m∑
i=1

w2
i

∥∥d̄i∥∥2 ≤ 1 (KKT2)

v

(
m∑
i=1

w2
i

∥∥d̄i∥∥2 − 1

)
= 0 (KKT3)

uiwi = 0, i = 1, . . . ,m (KKT4)

ui, wi ≥ 0, i = 1, . . . ,m (KKT5)

v ≥ 0, (KKT6)

where v and ui are multipliers for constraints (1) and (2), respectively.

If v = 0 holds, then ∇if(x̄)T d̄i = ui ≥ 0 holds for all i, which contradicts
the assumption that at least one d̄i is a descent direction. Hence, v > 0 and∑m
i=1 w

2
i

∥∥d̄i∥∥2
= 1 must hold.
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If
∥∥d̄i∥∥ = 0, then wi may be selected arbitrarily and ui = 0. Otherwise, (KKT1)

gives

wi =
−∇if(x̄)T d̄i + ui

2v
∥∥d̄i∥∥2 . (3.4)

If ∇if(x̄)T d̄i ≥ 0, then let ui = ∇if(x̄)T d̄i which gives wi = 0. Else, if

∇if(x̄)T d̄i < 0, then let ui = 0 which gives wi = −∇if(x̄)T d̄i
/

2v
∥∥d̄i∥∥2

. This
can be written as

ui =

{
∇if(x̄)T d̄i if ∇if(x̄)T d̄i ≥ 0,
0 if ∇if(x̄)T d̄i < 0,

and

wi =

{
−∇if(x̄)T d̄i

2v‖d̄i‖2 if ∇if(x̄)T d̄i < 0,

0 if ∇if(x̄)T d̄i ≥ 0,

which is equivalent to
ui = max

{
0,∇if(x̄)T d̄i

}
(3.5)

and

wi = −
min

{
0,∇if(x̄)T d̄i

}
2v
∥∥d̄i∥∥2 . (3.6)

Let I =
{
i :
∥∥d̄i∥∥ 6= 0, i = 1, . . . ,m

}
and insert (3.6) into (KKT2). Then the

following expression is obtained

∑
i∈I

(
min

{
0,∇if(x̄)T d̄i

}
2v
∥∥d̄i∥∥2

)2 ∥∥d̄i∥∥2
= 1,

which is solved for v giving the following expression

v = ±1

2

√√√√∑
i∈I

(
min

{
0,∇if(x̄)T d̄i

}∥∥d̄i∥∥
)2

. (3.7)

Because v > 0, the positive solution of (3.7) is inserted into (3.6). Since the
resulting wi satisfies the KKT-conditions, and since (P1) is convex, the resulting
wi is also the unique optimal solution w∗i . Therefore,

w∗i =

 β
min{0,∇if(x̄)T d̄i}

‖d̄i‖2 if
∥∥d̄i∥∥ 6= 0,

0 if
∥∥d̄i∥∥ = 0,

(3.8)

where β is given as

β = −


√√√√∑

i∈I

(
min

{
0,∇if(x̄)T d̄i

}∥∥d̄i∥∥
)2
−1

. (3.9)

It is a straightforward task to verify that the KKT-conditions hold with the
expressions for w∗i , ui and v as derived above. For the conditional steepest
descent direction the following results thus apply.
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Theorem 3.1. For the directional derivative along the conditional steepest de-
scent direction at a point x̄, it holds that

∇f(x̄)T d(d̄, w∗) ≤ ∇f(x̄)T d(d̄, w)

for all w > 0 such that
∥∥d(d̄, w)

∥∥2 ≤ 1.

The theorem follows since w∗ is the optimal solution of problem (P1). From
Theorem 3.1 the following corollary holds.

Corollary 3.1.1. For the the conditional steepest descent direction at a point
x̄, it holds that

∇f(x̄)T d(d̄, w∗) ≤ ∇f(x̄)T
d̄∥∥d̄∥∥ .

Proof. The normalized direction in the right hand side can be expressed as a
scaled direction d(d̄, w0), where w0 is the vector of scaling weights with

w0
i =

1√∑
i∈I
∥∥d̄i∥∥2

, i = 1, . . . ,m.

This choice gives that d̄/
∥∥d̄∥∥ = d(d̄, w0). Since w0 ≥ 0 and

∥∥d(d̄, w0)
∥∥ ≤ 1, it

holds from Theorem 3.1 that

∇f(x̄)T d(d̄, w∗) ≤ ∇f(x̄)T d(d̄, w0),

which proves the corollary.

The following lemma gives a explicit value of the directional derivative in the
conditional steepest descent direction. It also proves that the conditional steep-
est descent direction is a descent direction.

Lemma 3.2. The directional derivative along the conditional steepest descent
direction at a point x̄ is

∇f(x̄)T d(d̄, w∗) =
1

β
< 0.

Proof. The proof consists of straightforward calculations, just insert the ex-
pression for w∗ in d(d̄, w) and compute ∇f(x̄)T d(d̄, w∗), and is therefore left
out.

The conditional steepest descent direction can be defined as an algorithmic
point-to-point map, W : R2n → R2n, that generates a new direction given a
solution and a direction. For practical reasons the map also returns the solution
point. Let W be defined as

W (x, d̄) = (x,w1d̄1, w2d̄2, . . . , wmd̄m), (3.10)

which can also be expressed as

W (x, d̄) =

{
(x, d) | ∇f(x)T d = min

||d(d̄,w)||2≤1,w≥0
∇f(x)T d(d̄, w)

}
,

where d = (w1d̄1, w2d̄2, . . . , wmd̄m). For the map W the following important
property then holds.
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Lemma 3.3. The algorithmic map W : R2n → R2n is closed.

Proof. The definition of closed maps states that the map W : R2n → R2n is
closed at (x∞, d̄∞) if

(a) (xk, d̄k)→ (x∞, d̄∞) k ∈ K

(b) (xk, dk) = W (xk, d̄k) k ∈ K

and

(c) (xk, dk)→ (x∞, d∞) k ∈ K

imply

(d) (x∞, d∞) = W (x∞, d̄∞).

It must now be proved that the implication of (d) holds.

Write dk as in equation (3.1), that is

dk = (wk1 d̄
k
1 , w

k
2 d̄
k
2 , . . . , w

k
md̄

k
m), (3.11)

where wk = (wk1 , w
k
2 , . . . , w

k
m) is computed according to (3.8).

By using (3.8) and (3.9) the limit of {wki }∞k=1 can be expressed as

w∞i = lim
k∈K

−
min

{
0,∇if(xk)T d̄ki

}∥∥d̄ki ∥∥2

/√√√√∑
j∈I

(
min

{
0,∇jf(xk)T d̄kj

}∥∥d̄kj∥∥
)2

.

Since f ∈ C1 and (xk, d̄ki )→ (x∞, d̄∞i ), we obtain

w∞i = −
min

{
0,∇if(x∞)T d̄∞i

}∥∥d̄∞i ∥∥2

/√√√√∑
j∈I

(
min

{
0,∇jf(x∞)T d̄∞j

}∥∥d̄∞j ∥∥
)2

,

with d̄∞i 6= 0.

Since wki → w∞i , i = 1, . . . ,m, it holds that

d∞ = lim
k∈K

dk = lim
k∈K

(wk1 d̄
k
1 , w

k
2 d̄
k
2 , . . . , w

k
md̄

k
m) =

= (w∞1 d̄∞1 , w
∞
2 d̄∞2 , . . . , w

∞
m d̄
∞
m ),

with d∞i 6= 0, for i = 1, . . . ,m.

It holds that W is closed, since the implication of (d) holds in each point where
it is defined.

Remark 3.3.1. Notice that if d̄∞i = 0, then the limit of d∞i does not exist. The
fundamental conditions of W being closed at that point is then not satisfied and
there is no meaning to show the implication of (d), which is the reason that the
case d̄∞i = 0 is not further discussed in the proof.
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3.2 A generic scaled feasible direction method

By combining the generic feasible direction method, as described by Daneva
et al. (2010), and the results of Section 3.1, the generic scaled feasible direction
method is now defined as in Table 3.1.

Algorithm 1: A generic scaled feasible direction method

Step 0 (Initialization): Choose an initial point x0 ∈ X and let k = 0.

Step 1 (Termination): If a termination criterion is satisfied, then stop.

Step 2a (Direction): Find a feasible descent direction d̄k ∈ Y , where Y is

a compact set.

Step 2b (Scaling): Find d(d̄k, wk) according to (3.8) and (3.9).

Let dk = d(d̄k, wk).

Step 3 (Step length): Find a τk ∈ [0, Tk], where Tk is the maximal

allowed step length, such that

f(xk + τkd
k) ≈ minτ∈[0,Tk] f(xk + τdk).

Step 4 (Update): Let xk+1 = xk + τkd
k, set k = k + 1 and go to step 1.

Table 3.1: Algorithm 1.

The restriction that d̄k is in a compact set Y is made without any loss of gen-
erality, because typically the search direction is generated with respect to some
points in X, which is assumed to be compact, and if the direction is generated
without any restrictions it is always possible to normalize it.

The convergence of the scaled feasible direction method is proved using the
Convergence theorem of algorithmic mappings. The Convergence theorem, as
formulated by Zangwill (1969, p. 91) but here for a minimization problem, is
stated in Theorem 3.4.

Theorem 3.4 (Convergence theorem). Let the point-to-set map A : V →
V determine an algorithm that given a point z1 ∈ V generates the sequence
{zk}∞k=1. Also let a solution set Ω ⊂ V be given.
Suppose

1. All points zk are in a compact set X ⊂ V

2. There is a continuous function Z : V → R such that:

(a) If z is not a solution, then for any y ∈ A(z)

Z(y) < Z(z)

(b) If z is a solution, then either the algorithm terminates or for any
y ∈ A(z)

Z(y) ≤ Z(z)

and
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3. The map A is closed at z if z is not a solution.

Then either the algorithm stops at a solution, or the limit of any convergent
subsequence is a solution.

The convergence of the scaled feasible direction method, Algorithm 1, is now
formulated as a theorem and proved below. Except the Convergence theorem,
which is the cornerstone of the proof, some results presented in Appendix A are
also used.

Theorem 3.5. Let D : Rn → R2n be the direction map in Algorithm 1. If D is
closed, then the generic scaled feasible direction method stops at a solution, or
the limit of any convergent subsequence is a solution.

Proof. Assume that f ∈ C1 is a convex function and that the feasible region X
is compact. Then condition 1 in Theorem 3.4 holds.

Let z = x and Z(z) = f(x). Then condition 2b of Theorem 3.4 holds, since the
algorithm terminates if z is a solution.

Since f is convex it holds that if dk is a descent direction, then f(xk + τdk) ≤
f(xk) for τ ≥ 0. Lemma 3.2 proves that dk = d(d̄k, wk) is a descent direction
and therefore condition 2a of Theorem 3.4 holds.

It must now be proved that the algorithmic map A : Rn → Rn is closed. A
is composed of a direction map D : Rn → R2n, a scaling map W : R2n → R2n

and a line search map M : R2n → Rn, such that A can be expressed as

A(x) = MWD(x).

Since X is a compact set, D is closed at x∞ and the map W is closed on
D(x∞), which is proved in Lemma 3.3, Corollary A.2.1 proves that the com-
position WD(x) is closed. Since the line search is carried out on a closed and
bounded interval, M is closed according to Lemma A.3. Corollary A.2.1 then
proves that A = MWD is closed.

It has now been proved that the conditions of Theorem 3.4 hold, which proves
that the generic scaled feasible direction method is a convergent algorithm.



14 Chapter 3. Scaled feasible direction methods



Chapter 4

Computational experiments

4.1 The stochastic transportation problem

Consider a network with m supply nodes and n destination nodes. At each sup-
ply node there is a supply, Si, and at each destination node there is a demand,
Dj , and the unit shipping cost from node i to j is cij . The transportation prob-
lem is then to select shipping volumes, xij , from each supply node, i = 1, . . . ,m,
to each destination node, j = 1 . . . , n, so that the total shipping cost is mini-
mized while the demand at each destination is satisfied.

If the demand, Dj , instead is a stochastic variable, with known density func-
tion φi(t), then the problem is said to be the stochastic transportation problem,
with the objective to minimize the total shipping, shortage and holding cost.
The shortage and holding costs are associated with not satisfying the demand
respectively shipping more than there is demand for. The shortage cost per unit
for destination point j is denoted by pj and the holding cost per unit for desti-
nation point j is denoted by hj . The distribution for the demand Dj is assumed
to be exponential with parameter λj . By using the auxiliary variables, ηj , as the
amount actually shipped to destination j, the stochastic transportation problem
can be formulated as:

minimize f(x, η) =

m∑
i=1

n∑
j=1

cijxij

+

n∑
j=1

(
hj

∫ ηj

0

(ηj − t)φj(t)dt+ pj

∫ ∞
ηj

(t− ηj)φj(t)dt

)

subject to

m∑
i=1

xij = ηj , j = 1, . . . , n (4.1)

n∑
j=1

xij ≤ Si, i = 1, . . . ,m (4.2)

xij ≥ 0, i = 1, . . . ,m, j = 1, . . . , n. (4.3)

Högdahl, 2015. 15
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With φj(t) = λje
−λjt, the integrals in the objective function can be computed

analytically as ∫ ηj

0

(ηj − t)λje−λjtdt =
e−λjηj

λj
− 1

λj
+ ηj (4.4)

and ∫ ∞
ηj

(t− ηj)λje−λjtdt =
e−λjηj

λj
. (4.5)

By inserting the expression for ηj , from constraint (4.1), into equations (4.4)
and (4.5), the problem can be formulated in terms of the shipping volumes only.

minimize f(x) =

m∑
i=1

n∑
j=1

cijxij

+

n∑
j=1

hj + pj
λj

e−λj
∑m

i=1 xij +

n∑
j=1

hj

(
m∑
i=1

xij −
1

λj

)

subject to

n∑
j=1

xij ≤ Si, i = 1, . . . ,m (4.6)

xij ≥ 0, i = 1, . . . ,m, j = 1, . . . , n. (4.7)

The partial derivatives of the objective function are

∂f(x)

∂xij
= cij − (hj + pj) e

−λj
∑m

l=1 xlj + hj , i = 1, . . . ,m, j = 1, . . . , n.

(4.8)

The second order partial derivatives of the objective function are

∂2f(x)

∂xij∂xrs
=

{
λj(hj + pj)e

−λj
∑m

i=1 xij j = s,
0 j 6= s.

(4.9)

Note that the second order partial derivatives depend only of the destination
node. If the variables are ordered in groups according to destinations, that is

x = (x11, x21, . . . , xm1, x12, x22, . . . , xm2, . . . , x1n, x2n, . . . , xmn)
T
,

then the Hessian matrix becomes block diagonal of size mn×mn, with blocks
of size m×m, where all the elements in each individual block are equal.

4.2 The Frank-Wolfe method and some relatives

In the numerical experiments the Frank-Wolfe method, the diagonalized New-
ton method, the partanized Frank-Wolfe method, and a heuristic Frank-Wolfe
method have been applied to solve the stochastic transportation problem. These
algorithms are described in this section. It is also showed how these algorithms
are specialized to solve the stochastic transportation problem.
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4.2.1 The Frank-Wolfe method

The Frank-Wolfe method was developed by Frank and Wolfe (1956) and is an
algorithm for minimizing a convex function over a convex polyhedron.

The main idea with the Frank-Wolfe method is to solve the nonlinear opti-
mization problem by formulating a subproblem in which the objective function
is replaced with its linear approximation around the current iterate xk. By re-
peatedly solving the subproblem, which gives a point of sight yk that gives a
search direction dk = yk − xk, and minimizing the objective in that direction,
starting in xk, the optimal solution is approached. The algorithm starts in a
given feasible solution and it terminates at the optimal solution or when some
other predefined termination criteria is satisfied.

In the stochastic transportation context the Frank-Wolfe (FW) method can
be formulated as follows. The FW subproblem is defined as

minimize fk(x) =

m∑
i=1

n∑
j=1

c̄kijxij

subject to

n∑
j=1

xij ≤ Si, i = 1, . . . ,m

xij ≥ 0, i = 1, . . . ,m, j = 1, . . . , n.

Here, c̄kij is called the reduced cost to ship from supply node i to destination

node j. The reduced cost c̄kij is defined as

c̄kij =
∂f(xk)

∂xij
= cij − (hj + pj) e

−λj
∑m

l=1 x
k
lj + hj .

This subproblem is very easy to solve, since the structure of the constraints
allows the problem to be separated into m continuous knapsack problems, one
for each supply. The optimal solution to the subproblem is now obtained as: for
each supply point i, find the destination node j with the most negative reduced
cost, if any, and ship the whole supply, Si, to that node (that is, let ykij = Si
and for the others, l 6= j, let ykil = 0). The optimal solution to the subproblem
is denoted yk.

In each iteration it is possible to compute an upper and a lower bound. The up-
per bound, UBDk, is simply the current objective value and the lower bound,
LBDk, can be found by noting that f(x) is convex. Convexity implies that
f(x) ≥ f(xk) + ∇f(xk)T (x − xk) holds for all x, and since yk minimizes the
linear approximation, it holds that f(xk) +∇f(xk)T (yk−xk) is a lower bound.
To obtain a monotonically increasing value, the lower bound is updated as
LBDk+1 = max{LBDk, f(xk) +∇f(xk)T (yk−xk)}. The algorithm terminates
when the relative accuracy (UBDk − LBDk) /LBDk is smaller than some pre-
defined ε > 0.

The Frank-Wolfe method is now formulated as follows.

Step 0 (Initialization): Choose ε > 0 and an initial feasible solution x0.
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Let k = 0, LBD0 = −∞ and UBD0 = f(x0).

Step 1 (Termination): Terminate if (UBKk − LBDk) /LBDk < ε.

Step 2 (FW direction): Let yk solve the FW subproblem. Let dk = yk−xk and
update the lower bound LBDk+1 = max

{
LBDk, f(xk) +∇f(xk)T (yk − xk)

}
.

Step 3 (Line search): Let τk solve the line search problem f(xk + τkd
k) ≈

minτ∈[0,1] f(xk + τdk).

Step 4 (Update): Let xk+1 = xk+τkd
k and UBDk+1 = f(xk+1). Set k = k+1

and go to Step 1.

The Frank-Wolfe method with scaled direction

The use of scaled directions requires the following modifications of the regular
Frank-Wolfe method:

• The direction finding step is divided into two steps: to compute the regular
Frank-Wolfe direction and to scale it.

• The line search step needs a modification in the choice of maximal allowed
step length.

The maximal allowed step length is easily computed by noting that in each set
of the Cartesian product, the direction is just a scaling of the ordinary Frank-
Wolfe direction. In the i:th set of the Cartesian product the maximal allowed
step length must satisfy yki = xki + Tkw

k
i d̄
k
i , giving Tk = 1/wki . To assure that

the maximal allowed step length is feasible in each set of the Cartesian product,
the maximal allowed step length is Tk = min

i=1,...,m

{
1/wki

}
.

Step 2 and 3 in the regular algorithm are now replaced with the following steps.

Step 2a (FW direction): Let yk solve the FW subproblem. Let d̄k = yk − xk
and update the lower bound LBDk+1 = max

{
LBDk, f(xk) +∇f(xk)T (yk − xk)

}
.

Step 2b (Scaling): Find wk according to equations (3.8) and (3.9). Let the
scaled direction be dk = d(d̄k, wk).

Step 3 (Line search): Let Tk = min
i=1,...,m

{
1/wki

}
and let τk solve the line

search problem f(xk + τkd
k) ≈ minτ∈[0,Tk] f(xk + τdk).

The convergence of this algorithm follows immediately from Theorem 3.5.

4.2.2 The diagonalized Newton method

The diagonalized Newton (DN) method was proposed by Larsson et al. (1998).
It modifies the FW subproblem by adding a convex function, 1

2 (x− xk)TD(x−
xk), to the objective, where D is the diagonal of the Hessian matrix. The DN
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subproblem then becomes:

minimize fk(x) =

m∑
i=1

n∑
j=1

c̄kijxij +
1

2

m∑
i=1

n∑
j=1

∂2f(xk)

∂x2
ij

(
xij − xkij

)2
subject to

n∑
j=1

xij ≤ Si, i = 1, . . . ,m

xij ≥ 0, i = 1, . . . ,m, j = 1, . . . , n.

The DN subproblem separates into m quadratic knapsack problems, which can
easily be solved using a technique based on the one-dimensional Lagrangian dual
problem. The details of this technique are described by Daneva et al. (2010).

By solving the quadratic subproblem a point of sight, denoted ỹk is obtained.
Since this point can be any feasible point, the maximal allowed step length must
be computed in each iteration. Let the search direction be defined as

dk = ỹk − xk =
(
dk11, d

k
21, . . . , d

k
m1, d

k
12, d

k
22, . . . , d

k
m2, . . . , d

k
1n, d

k
2n, . . . , d

k
mn

)T
.

Then the maximal allowed step length for the stochastic transportation problem
is computed using this formula

Tk = min

{
min
∀i

{
Si −

∑n
j=1 x

k
ij∑n

j=1 d
k
ij

:

n∑
j=1

dkij > 0

}
︸ ︷︷ ︸

(I)

, min
∀(i,j)

{
−
xkij
dkij

: dkij < 0

}
︸ ︷︷ ︸

(II)

}
.

(4.10)

Here the expression (I) guarantees that

n∑
j=1

xk+1
ij ≤ Si, i = 1, . . . ,m

will hold and the expression (II) guarantees nonnegativity of each xk+1
ij .

The extension of the regular Frank-Wolfe method into the diagonalized Newton
method is done with the following modifications of Steps 2 and 3.

Step 2 (DN direction): Let yk solve the FW subproblem and compute ỹk

as the solution to the DN subproblem. Let dk = ỹk − xk and update the lower
bound as LBDk+1 = max

{
LBDk, f(xk) +∇f(xk)T (yk − xk)

}
.

Step 3 (Line search): Compute Tk as in equation (4.10) and let τk solve
the line search problem f(xk + τkd

k) ≈ minτ∈[0,Tk] f(xk + τdk).

4.2.3 The partanized Frank-Wolfe method

The Frank-Wolfe method with the PARTAN-technique included was introduced
by LeBlanc et al. (1985). They concluded that this method decreased the num-
ber of iterations but that the overall computing time was increased when applied
to the stochastic transportation problem.
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The idea of this technique is to prevent the well known zigzagging behaviour
of the Frank-Wolfe method. The approach is to introduce an additional search
in the PARTAN-direction in each iteration except the first one. The PARTAN-
direction is defined as dkP = vk − xk−1, where xk−1 is the previous solution
and vk is a current tentative solution. The tentative solution, vk, is found by
minimizing along the halfray from xk in the direction yk − xk, that is in the
regular FW-direction. This is illustrated in Figure 4.1.

Figure 4.1: Illustration of an iteration in the partanized Frank-Wolfe method.

For the line search in the PARTAN-direction, a maximal allowed step length, Pk,
must be computed in each iteration. By replacing xkij and dkij in equation (4.10)

with vkij and dkP,ij , respectively, the maximal allowed step length is computed
using the following formula.

Pk = min

min
∀i

{
Si −

∑n
j=1 v

k
ij∑n

j=1 d
k
P,ij

:

n∑
j=1

dkP,ij > 0

}
, min
∀(i,j)

{
−

vkij
dkP,ij

: dkP,ij < 0

} .

(4.11)

As an extension of the Frank-Wolfe method, Steps 2 and 3 are replaced with
the following.

Step 2a (FW direction): Let yk solve the FW subproblem. Let dkFW = yk−xk
and update the lower bound LBDk+1 = max

{
LBDk, f(xk) +∇f(xk)T (yk − xk)

}
.

Step 2b (FW line search): Let τk solve the line search problem f(xk +
τkd

k
FW ) ≈ minτ∈[0,1] f(xk + τdkFW ) and let vk = xk + τkd

k
FW be the tentative

solution.

Step 3 (PARTAN search): If k = 0, then jump to Step 4. Otherwise, let
pk solve the line search problem f(vk + pkd

k
P ) ≈ minτ∈[0,Pk] f(vk + pdkP ) where

dkP = vk − xk−1 is the PARTAN-direction.
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Because of the modification in Steps 2 and 3, the following modification of
Step 4 is now necessary.

Step 4 (Update): If k = 0, then let xk+1 = vk, else let xk+1 = vk + pkd
k
P .

Let UBDk+1 = f(xk+1), set k = k + 1 and go to Step 1.

The partanized Frank-Wolfe method with scaled PARTAN-direction

In the scaled version of the partanized Frank-Wolfe method, we have chosen
only to scale the PARTAN-direction. Compared to the regular version, Steps 3
and 4 are replaced with the following steps.

Step 3 (Scaled PARTAN step): If k = 0, then jump to Step 4. Otherwise,
let the PARTAN-direction be dkP = vk − xk−1. Compute scaling weights accord-
ing to equations (3.8) and (3.9) and let the scaled direction be dk = d(dkP , w

k).
Let pk solve the line search problem f(vk + pkd

k) ≈ minτ∈[0,Pk] f(vk + pdk),
where Pk is computed as in equation (4.11).

Step 4 (Update): If k = 0, then let xk+1 = vk, else let xk+1 = vk + pkd
k. Let

UBDk+1 = f(xk+1), set k = k + 1 and go to Step 1.

Convergence of this algorithm does not follow from Theorem 3.5, but it is easy
to perform a similar proof to show that it converges. Since the proof resembles
the proof of Theorem 3.5, it is left out.

4.2.4 The heuristic Frank-Wolfe method

The heuristic Frank-Wolfe method was introduced by LeBlanc et al. (1985).
They experimented with the solution of the FW subproblem, and instead of
solving it to optimality they chose to, for each supply point, divide the supply
among K of the demand points with most negative reduced costs.

They experimented with different values of K, and different ways to divide
the supply. They found that choosing K = 3 and dividing the supply equally
among the destinations was a good choice. If a destination does not have K des-
tinations with negative reduced cost, then the supply is divided equally among
the destinations that have negative reduced cost, if any.

Since the FW subproblem is not solved to optimality, the point of sight, ỹk,
is in general not an extreme point. It is therefore necessary to compute the
maximal allowed step length in each iteration. This is done using equation
(4.10).

A weakness of the heuristic Frank-Wolfe method is that it does in general not
converge. Fortunately this is easily mitigated by doing a regular Frank-Wolfe
iteration every N :th iteration.

As an extension of the Frank-Wolfe method, the heuristic Frank-Wolfe method
replaces Steps 2 and 3 with the following modifications.
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Step 2 (Heuristic direction): Let yk solve the FW subproblem and update
the lower bound LBDk+1 = max

{
LBDk, f(xk) +∇f(xk)T (yk − xk)

}
. If k ≡ 0

(mod N), then let dk = yk − xk. Otherwise, compute ỹk as described above and
let dk = ỹk − xk.

Step 3 (Line search): Compute Tk according to equation (4.10) and let τk
solve the line search problem f(xk + τkd

k) ≈ minτ∈[0,Tk] f(xk + τdk).

The heuristic Frank-Wolfe method with scaled direction

The heuristic Frank-Wolfe method with scaled directions is obtained by dividing
the direction finding step into two steps formulated as follows.

Step 2a (Heuristic direction): Let yk solve the FW subproblem and up-
date the lower bound LBDk+1 = max

{
LBDk, f(xk) +∇f(xk)T (yk − xk)

}
. If

k ≡ 0 (mod N), then let d̄k = yk − xk, else compute ỹk as described above and
let d̄k = ỹk − xk.

Step 2b (Scaling): Find wk according to equations (3.8) and (3.9). Let the
scaled direction be dk = d(d̄k, wk).

This algorithm is convergent since the regular Frank-Wolfe method with scaled
direction, that is performed every N :th iteration, is a convergent algorithm.

4.3 Implementational details

The algorithms have been implemented in Matlab with parts of the code written
in C, autogenerated by Matlab, and executed as mex-files.

Problem instances are generated according to two different principles. The first
is described by Cooper and LeBlanc (1977). These instances have 200 destina-
tion nodes and between 5 and 25 supply nodes. The locations of the nodes are
drawn uniformly on a map of size [0, 100] × [0, 100]. The shipping cost, cij , is
calculated as the euclidean distance multiplied with a factor, which is chosen
to be 1.1. The unit shortage cost, pj , and the unit holding cost, hj , are drawn
uniformly in the intervals [20, 60] and [3, 6], respectively. Each demand is ex-
ponentially distributed with an intensity λj drawn uniformly from the interval
[0.005, 0.025]. The supply, Si, at each supply point is drawn uniformly from the
interval [125, 175].

The second principle to generate problem instances is described by LeBlanc
et al. (1985). They generate instances with 100 destination nodes and between
5 and 25 supply nodes. The locations of the nodes are generated in the same way
as in the principle of Cooper and LeBlanc. The shipping cost, cij , is calculated
as the eucledian distance multiplied with a factor, which is drawn uniformly
from the interval [0.4, 0.8]. The unit shortage cost, pj , and the unit holding
cost, hj , are drawn uniformly in the intervals [75, 115] and [3, 6], respectively.
Each demand is exponentially distributed with an intensity λj drawn uniformly
from the interval [0.02, 0.025]. The supply, Si, at each supply point is drawn
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uniformly from the interval [300, 500].

The line search is carried out with two different techniques: an exact method
and an approximate method. Since line searches are performed from differ-
ent points, with different search directions and different maximal allowed step
lengths, we here use the following neutral notion: x denotes the current solu-
tion, d denotes the current search direction and T denotes the current maximal
allowed step length. The implementation of these two line searches are then as
follows.

The exact line search is an implementation of the Newton-Raphson method.
Let ρ(t) = f(x+ td) and start with t0 = 0. Then, repeatedly compute

tk+1 = tk −
ρ′(tk)

ρ′′(tk)

while |ρ′(tk)| ≥ ε. As tolerance value, ε = 10−10 was chosen. If the resulting tk
is infeasible, then let tk = T .

The approximate line search is based on repeated halvings of the maximal al-
lowed step length until the Armijo condition

f(x+ βmTd) ≤ f(x) + σβmT∇f(x)T d

is satisfied. Here, m is the number of halvings and the parameters are chosen
as β = 0.5 and σ = 0.1, which are common choices often found in literature.

The initial solution, x0, is computed in the same way as in Daneva et al. (2010)
and Larsson et al. (1998) by using the following three-step procedure.

1. The objective function is minimized with respect to the auxiliary demand
variables, ηj .

2. The total demand is scaled uniformly so that it balances the total supply.

3. By using the computed demand, a transportation problem is formulated
and solved approximately using the Vogel approximation method.

Daneva et al. state that this choice of initial solution is better than just choosing
the zero solution. They also note that this choice of initial solution does not
influence the performance of the algorithms.

4.4 Numerical results

The scaling technique is applied to the Frank-Wolfe method, the heuristic Frank-
Wolfe method and the Frank-Wolfe method with the PARTAN search. The
scaling technique has not been applied to the diagonalized Newton method al-
though it is possible. The reason for this choice is the assumption that the
diagonalized Newton method already uses more information from the problem
(the diagonal of the Hessian matrix) than the scaling can provide (since the
scaling is only based on first order information). Early experiments also sup-
ports these assumptions, since we have observed that the number of iterations
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with the diagonalized Newton method increases when scaling is applied.

In Figures 4.2 to 4.7 the value of the directional derivatives in the scaled di-
rections, d(d̄, w), are compared to the value of the directional derivatives in the
normalized unscaled directions, d̄/||d̄||, for the case when exact line search is
performed. These figures show that the scaling does not significantly affect the
directional derivatives for the regular Frank-Wolfe method. For the heuristic
Frank-Wolfe method there is an improvement of the directional derivative when
there is 25 supplies, at least after the first 30 iterations. The scaling of the
PARTAN-direction in the partanized Frank-Wolfe method is clearly improving
the directional derivative and there is no big difference between the example
with 5 supplies and the example with 25 supplies.
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Figure 4.2: The directional derivative for the Frank-Wolfe method with scaled
versus unscaled direction.
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Figure 4.3: The directional derivative for the Frank-Wolfe method with scaled
versus unscaled direction.
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Figure 4.5: The directional derivative for the heuristic Frank-Wolfe method with
scaled versus unscaled direction.
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Figure 4.6: The directional derivative for the Frank-Wolfe method with the
PARTAN-technique with scaled versus unscaled direction.
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Figure 4.7: The directional derivative for the Frank-Wolfe method with the
PARTAN-technique with scaled versus unscaled direction.

Figures 4.8 and 4.9 show the largest scaling weight in each iteration when exact
line search is used. The smallest scaling weight in each iteration is left out,
since for the PARTAN-direction it is most often close to zero and for the two
other methods it is most often very close to the maximal value. Leaving out
the smallest weights therefore makes the figures clearer. From the figures it
is obvious that the largest scaling weights are associated with the PARTAN-
direction. This means that the PARTAN-direction will be largely affected by the
scaling, which has also been noticed in the previous figures. The small variation
in the size of the scaling weights for the regular Frank-Wolfe method also implies
that its directions are of similar quality in all the sets of the Cartesian product.
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Figure 4.8: The size of the largest scaling weight in each iteration.
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Figure 4.9: The size of the largest scaling weight in each iteration.
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According to Theorem 3.5, any convergent feasible direction method will remain
convergent when the scaling is included. Figures 4.11 to 4.13 show, for one
instance, the practical convergence in the first 100 iterations of the different
methods with the scaling technique included. As a reference, the convergence
during the first 100 iterations of the regular Frank-Wolfe method is shown in
Figure 4.10.
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Figure 4.10: The convergence of the lower and upper bounds for the regular
Frank-Wolfe method.
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Figure 4.11: The convergence of the lower and upper bounds for the Frank-Wolfe
method when the direction is scaled.
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Figure 4.13: The convergence of the lower and upper bounds for the Frank-Wolfe
method with the PARTAN technique when the direction is scaled.

The results are from now on presented as averages over 10 problem instances,
which are each of the same size and generated randomly according to the same
principle. The experiments have been conducted on problem instances with
either 5, 10 or 25 supplies and the generation principle has been either as the
principle of Cooper and LeBlanc or the principle of LeBlanc et al., which are
described in Section 4.3.

Figures 4.14 to 4.19 show average computing times to achieve a certain relative
accuracy when exact line searches are used. These figures show that the scaling
does almost not affect the regular Frank-Wolfe method. For larger problems,
when high accuracy is required, the scaling even seems to impair the perfor-
mance. Comparing the number of iterations, which does not increase, tells us
that this is due to the extra computation time in each iteration added by the
scaling. The main reason that the scaling does not improve the performance
is the structure of the stochastic transportation problem, where the directional
derivative of the Frank-Wolfe direction is of similar quality in each of the sets
of the Cartesian product.

For the heuristic Frank-Wolfe method, when applied to instances generated
according to the principle of Cooper and LeBlanc, the scaling shows an im-
provement that seems to grow with the number of supply points (which is equal
to the number of scaling factors). The improvement also seems to be more
significant when higher accuracy is required. When the heuristic Frank-Wolfe
method is applied to problems generated according to the principle of LeBlanc
et al., the scaling does not seem to influence the performance for the instances
with 5 or 10 supply points. However, for the largest instances, with 25 supplies,
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there is an improved performance from the scaling.

The scaling affects the partanized Frank-Wolfe method in a similar way as for
the heuristic version, with the difference that it goes from being the worst algo-
rithm for problems with 5 supply points to being the best (or as for the LeBlanc
et al. instances as good as the diagonalized Newton method) when the problem
size grows to 25 supplies. Its improvement also seems to grow as the required
accuracy increases.

Figures 4.20 to 4.25 show average computation times for the different instances
when approximate line searches are used. The principal appearance of these
figures resembles the figures obtained with exact line searches, discussed above.
The largest difference between these two sets of figures is that, when approx-
imate line searches are used, the performance of the partanized Frank-Wolfe
method is improved even when the number of supply points is low. We also
notice that the magnitude of the improvement for the scaled partanized Frank-
Wolfe method on the largest problems, with 25 supplies, is not as significant as
when exact line searches is used.
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Figure 4.14: Results for the STP generated according to the principle of Cooper
and LeBlanc with 5 sources and 200 destinations.
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Figure 4.15: Results for the STP generated according to the principle of LeBlanc
et al. with 5 sources and 100 destinations.
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Figure 4.16: Results for the STP generated according to the principle of Cooper
and LeBlanc with 10 sources and 200 destinations.
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Figure 4.17: Results for the STP generated according to the principle of LeBlanc
et al. with 10 sources and 100 destinations.
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Figure 4.18: Results for the STP generated according to the principle of Cooper
and LeBlanc with 25 sources and 200 destinations.
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Figure 4.19: Results for the STP generated according to the principle of LeBlanc
et al. with 25 sources and 100 destinations.
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Figure 4.20: Results for the STP generated according to the principle of Cooper
and LeBlanc with 5 sources and 200 destinations.
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Figure 4.21: Results for the STP generated according to the principle of LeBlanc
et al. with 5 sources and 100 destinations.
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Figure 4.22: Results for the STP generated according to the principle of Cooper
and LeBlanc with 10 sources and 200 destinations.
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Figure 4.23: Results for the STP generated according to the principle of LeBlanc
et al. with 10 sources and 100 destinations.
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Figure 4.24: Results for the STP generated according to the principle of Cooper
and LeBlanc with 25 sources and 200 destinations.
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Figure 4.25: Results for the STP generated according to the principle of LeBlanc
et al. with 25 sources and 100 destinations.



4.4. Numerical results 39

When solving instances with 25 supplies we have so far seen that if exact line
searches are applied, then the scaled partanized Frank-Wolfe method is the
most efficient algorithm. However, if approximate line searches are applied,
then the diagonalized Newton method is the most efficient. Figures 4.26 and
4.27 compare the average computing times of these two methods and show that
the diagonalized Newton method with approximate line search is more efficient.
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Figure 4.26: A comparison of the diagonalized Newton method with approxi-
mate line search and the scaled partanized Frank-Wolfe method with exact line
search for solving instances of size 25×200 generated according to the principle
of Cooper and LeBlanc.
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Figure 4.27: A comparison of the diagonalized Newton method with approx-
imate line search and the scaled partanized Frank-Wolfe method with exact
line searches for solving instances of size 25 × 100 generated according to the
principle of LeBlanc et al..

Figures 4.28 to 4.31 compares the diagonalized Newton method with exact ver-
sus approximate line search for instances with either 5 or 10 supply points.
These figures show that the approximate line search results in shorter comput-
ing times.

From the comparison of the computation times for the different algorithms in
Figures 4.14 to 4.25 it is clear that the heuristic Frank-Wolfe method is the most
efficient algorithm when low or moderate accuracy (down to 0.01%) is required.
The comparison in Figures 4.26 to 4.31 therefore show that the diagonalized
Newton method with approximate line search is the most efficient algorithm
when high accuracy (less than 0.01%) is required.
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Figure 4.28: A comparison of the diagonalized Newton method with approxi-
mate respective exact line searches for solving instances of size 5×200 generated
according to the principle of Cooper and LeBlanc.
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Figure 4.29: A comparison of the diagonalized Newton method with approxi-
mate respective exact line searches for solving instances of size 25×100 generated
according to the principle of LeBlanc et al..
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Figure 4.30: A comparison of the diagonalized Newton method with approxi-
mate respective exact line searches for solving instances of size 10×200 generated
according to the principle of Cooper and LeBlanc.
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Figure 4.31: A comparison of the diagonalized Newton method with approxi-
mate respective exact line searches for solving instances of size 25×100 generated
according to the principle of LeBlanc et al..



Chapter 5

Summary and discussion

In this thesis a method to scale the search direction of any feasible direction
method, when applied to problems over Cartesian product sets, has been de-
veloped. It is proved that when the scaling is included in a convergent feasible
direction method, also the new method will be convergent. Numerical experi-
ments have been conducted on the stochastic transportation problem to evaluate
how the scaling technique influences the performance of some Frank-Wolfe type
algorithms.

The computational results show that the scaling technique may improve the
performance and that there seems to be a relationship between the number of
sets in the Cartesian product (which is equal to the number of scaling factors)
and the potential gain. The potential gain of scaling the search direction also
seems to depend of the problem structure. In particular, the structure of the
stochastic transportation problem is such that the Frank-Wolfe method com-
putes search directions that are of similar quality in each set of the Cartesian
product. This explains why the Frank-Wolfe method gains very little, and in
some cases not at all, from the scaling. We have also noticed that the improve-
ment obtained by the scaling is more significant when exact line searches is used
compared to approximate line searches.

It has previously been reported by LeBlanc et al. (1985) that the partanized
Frank-Wolfe method does not perform better than the standard Frank-Wolfe
method on the stochastic transportation problem. Our experiments support
their conclusion. However, there is a huge improvement in convergence rate, on
the largest instances, when the PARTAN-direction is scaled and used together
with an exact line search. This improvement has also been observed when an
approximate line search is applied, but not as significant. This result indicates
that the scaling technique developed in this thesis has the ability to improve
the performance of some feasible direction methods.

Based on the results and the discussions above, we make the following con-
clusions:

• The convergence of feasible direction methods is preserved when the search
directions is scaled according to the described principle.

Högdahl, 2015. 43
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• The scaling technique has the potential to improve convergence rate.

• The magnitude of this improvement depend of problem structure, number
of sets in the Cartesian product, and how the line search step is carried
out.

• The most efficient method of the Frank-Wolfe type for the stochastic trans-
portation problem when high accuracy is required is the diagonalized New-
ton method with approximate line search.

Since the proposed scaling technique has proved to be efficient in some scenarios
it would be interesting to study it further. As a suggestion for future work other
applications of the Frank-Wolfe method, such as the traffic assignment problem
or some other convex network optimization problem, could be studied.

Since some parts of the Matlab implementation have been run as mex-files it
is possible that the CPU-times can have been affected in an unfair manner. It
would therefore be interesting to repeat our experiments with a pure C or C++
implementation.
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Appendix A

Algorithmic mappings and
convergence of algorithms

In order to prove that the algorithms described in this thesis are convergent,
the theory of algorithmic mappings is applied. In order to achieve this, some
notation needs to be established and the concept of an algorithm to be specified.
Since the definitions and theorems are cited from Zangwill (1969, Chapters 4
and 5), it will be convenient to adopt the same notation in this thesis.

A sequence is denoted {zk}∞k=1 and a subsequence of that sequence is denoted
{zk}k∈K where K is a infinite set of positive integers ordered in increasing
order. Convergence of subsequences are written as

zk → z∞ k ∈ K

or

lim
k∈K

zk = z∞.

The concept of an algorithm can be specified using point-to-set maps. Let

A : V → V ⊂ Rn

denote a point-to-set map. Given a point zk ∈ V the map A then gives a
successor point zk+1 ∈ A(zk).

Figure A.1: An algorithmic map

A general algorithm, independent of k, can then be defined as: Given an initial
z1 ∈ V , generate a sequence {zk}∞k=1 by repeating zk+1 ∈ A(zk). The algo-
rithm is terminated if zk is a solution point, where a solution point can be, for

Högdahl, 2015. 47
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instance, a local or a global minima or a KKT-point. Other choices of solution
points can also be defined.

To study the convergence properties of an algorithm, the following definitions
and theorems from Zangwill (1969) are used.

Definition A.1 (Closed map). A point-to-set map A : V → V is closed at
z∞ if

(a) zk → z∞ k ∈ K

(b) yk ∈ A(zk) k ∈ K

and

(c) yk → y∞ k ∈ K

imply

(d) y∞ ∈ A(z∞).

The map is said to be closed on X ⊂ V if it is closed at each z ∈ X, and we
say a map is closed if it is closed at each point where it is defined.

The following important theorem, known as the convergence theorem of algo-
rithmic mappings, is a framework to prove convergence of an algorithm.

Theorem A.1 (Convergence theorem). Let the point-to-set map A : V →
V determine an algorithm that given a point z1 ∈ V generates the sequence
{zk}∞k=1. Also let a solution set Ω ⊂ V be given. Suppose

1. All points zk are in a compact set X ⊂ V

2. There is a continuous function Z : V → R such that:

(a) if z is not a solution, then for any y ∈ A(z)

Z(y) > Z(z)

(b) If z is a solution, then either the algorithm terminates or for any
y ∈ A(z)

Z(y) ≥ Z(z)

and

3. The map A is closed at z if z is not a solution.

Then either the algorithm terminates at a solution, or the limit of any convergent
subsequence of

{
zk
}
k∈K

is a solution.

Notice that this formulation of the Convergence theorem is for maximization
problems. However, switching the inequalities is the only modification that is
necessary when dealing with minimization problems.

In order to prove that a composed map A is closed, the following lemma and
corollary are used.
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Lemma A.2. Let C : W → X and B : X → Y be point-to-set maps. Suppose C
is closed at w∞, and B is closed on C(w∞). Also assume that if wk → w∞, k ∈
K , and xk ∈ C(wk), k ∈ K , then for some K 1 ⊂ K

xk → x∞ k ∈ K 1.

Then the composition A = BC is closed at w∞.

Corollary A.2.1. Let C : W → X and B : X → Y be point-to-set maps. Sup-
pose C is closed at w∞ and B is closed on C(w∞). If X is compact, then
A = BC : W → Y is closed at w∞.

Given a feasible solution x, a feasible direction d and an interval J , letM : R2n →
Rn be an one-dimensional line search map defined as

M(x, d) =

{
y | f(y) = min

τ∈J
f(x+ τd)

}
.

The following lemma proves that the line search map M is closed if J is a closed
and bounded interval.

Lemma A.3. Let f be a continuous function. Then M is closed if J is a closed
and bounded interval.
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se förlagets hemsida http://www.ep.liu.se/

c© 2015, Johan Högdahl
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