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Abstract

Speech is intuitive, fast and easy to generate, but it is hard to index and easy
to forget. What is more, listening to speech is slow. Text is easier to store,
process and consume, both for computers and for humans, but writing text is
slow and requires some intention. In this thesis, we study speech recognition
which allows converting speech into text, making it easier both to create and
to use information. Our tool of study is Hidden Markov Models which is one of
the most important machine learning models in speech and language processing.

The aim of this thesis is to do a first study in Hidden Markov Models and under-
stand their importance, particularly in speech recognition. We will go through
three fundamental problems that come up naturally with Hidden Markov Mod-
els: to compute a likelihood of an observation sequence, to find an optimal state
sequence given an observation sequence and the model, and to adjust the model
parameters. A solution to each problem will be given together with an exam-
ple and the corresponding simulations using MatLab. The main importance lies
in the last example, in which a first approach to speech recognition will be done.

Keywords: Markov chain, Hidden Markov model (HMM), Speech recognition,
MatLab simulation.

URL for electronic version:

http://liu.diva-portal.org/smash/record.jsf?pid=diva2:893683

Maria Servitja Robert, 2016. v



vi



Acknowledgements

Firstly, I would like to express my sincere gratitude to my advisor Professor
Xiangfeng Yang for the continuous support of my bachelor’s degree thesis study,
for his patience and motivation. His guidance helped me in all the time of re-
search and writing of this thesis. I could not have imagined having a better
advisor for my bachelor’s degree thesis.

Besides my advisor, I would like to thank the professors in my home university,
Autonomous University of Barcelona, for all the knowledge they have given me
throughout these six years, together with my boss and friend Aı̈da Varea Espelt,
who have taught me more than mathematics for the last four years.

I would like to thank the whole MATFIS team who has always been there and
all my friends, the ones back home and the ones in Linköping, for all their sup-
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Chapter 1

Introduction

The origins of the operational research could be traced back many decades,
with the first attempts to use the scientific method in the management of a
company. But, operational research emerged as such motivated by the Second
World War. Scientists from the United Kingdom and the United States worked
for the war on how to improve decision-making in areas such as logistics and
training programs and then, after the war, they began to apply the same tools
to solve similar problems in the industry. One of the most important names
in the operational research beginnings is Patrick Maynard Stuart Blackett, an
english experimental physicist.

The war gave an urgent need to allocate scarce resources to different fronts and
military campaigns in the most effective way. So the American and British
authorities assembled a group of researchers who implemented the scientific
method to solve the problem of resource allocation and other strategic and tac-
tical problems. It was, they should make an investigation into the military
operations, hence the ”operational research” name.

After the war, the success of the operational research in the investigation of mil-
itary operations generated a lot of interest in their civil applications, especially
in the study of problems arising from the increasing complexity of production
systems, and began to be used increasingly widespread. On the other hand,
many of the scientists who during the war had worked on operational research
teams, were highly motivated to continue investigating in obtaining relevant
results, such as the simplex method for solving linear programming problems,
developed in 1947 by George Dantzig. Thus, many of the operational research
tools as linear programming, dynamic programming or inventory theory, had
already had a great development, almost completely, before ending the decade
of the 50’s in the twentieth century. Others, such as Markov chains and queu-
ing systems, although they were already well developed at that time, they have
been further studied, especially in the case of queuing systems, mainly due to
their application in telecommunications.

The operational research received a boost thanks to the development of comput-
ers, since the resolution of non-trivial problems involved always a large number
of calculations. Thanks to technology, operational research has been further
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2 Chapter 1. Introduction

developed and increasing its range of applications.

What is ”operational research”?

We may find the answer on The Association of European Operational Research
Societies (EURO) website:

”Though there is no official definition of Operational Research (”Operations Re-
search” in the US), it can be described as a scientific approach to the solution
of problems in the management of complex systems. In a rapidly changing en-
vironment an understanding is sought which will facilitate the choice and the
implementation of more effective solutions which, typically, may involve com-
plex interactions among people, materials and money.

Operational Research has been used intensively in business, industry and govern-
ment. Many new analytical methods have evolved, such as: mathematical pro-
gramming, simulation, game theory, queuing theory, network analysis, decision
analysis, multicriteria analysis,. . . which have powerful application to practical
problems with the appropriate logical structure.

Operational Research in practice is a team effort, requiring close cooperation
among the decision-makers, the skilled OR analyst and the people who will be
affected by the management action.”

Therefore, we could say that ”operational research” is the discipline that in-
cludes the study and application of all the methodologies and techniques used
to investigate the operations carried out in companies and industries. That is,
to investigate activities related to organization and planning.

Finally, when it comes to the different problems we can face in operational
research, there is a first fundamental classification: deterministic or random
problems. The first models are the ones in which randomness is not involved,
known as linear programming problems. The second are those which involve
taking decisions in an uncertain environment (or random) and processes that
evolve over time. Mathematical models that deal with the study of random
systems that evolve over time are called stochastic (or random) processes.

In the following sections, we will talk briefly about Markov Chains, one of the
most important stochastic processes which are characterized by the Markov
property : the conditional probability distribution of future states of the process
depends only on the present state, not on the sequence of events that preceded it.

After giving a short introduction on Markov Chains, we will go further to study
and solve three fundamental problems in Hidden Markov Models. In each case
we will give an example, paying special attention to the last one, which is one of
the most well-known applications of Hidden Markov Models: speech recognition.



Chapter 2

Markov chains

2.1 Discrete-Time Markov Chains

A Markov chain is a random process in which the outcome of a given experi-
ment (or state) can affect the outcome of the next experiment (or state). It
must possess a property called ”Markov property” which says that the proba-
bility distribution of the next state, given states up to now, depends only on
the current state and not on the sequence of events that preceded it. The time
parameter is usually discrete and, mostly, all applications in Markov Chains em-
ploy finite or countably infinite state spaces, which have a more straightforward
statistical analysis. Since the system changes stochastically, it is almost impos-
sible to predict with certainty the state of a Markov Chain at a given point in
the future. However, the future system statistical properties can be predicted
and, in many cases, are these statistical properties which are important.

We can define a Markov Chain informally as follows. We have a set of states,
S = {0, 1, 2, . . .}. The process starts in one of these states and moves succes-
sively from one state to another, each move is called a step and the changes of
state of the system are called transitions. If the chain is currently in state i,
then it moves to state j at the next step with a probability denoted by pij , and
this probability does not depend upon which states the chain was in before the
current state. Also, the process can remain in the state it is in, and this occurs
with probability pii. The probabilities pij are called transition probabilities.
Throughout the thesis, we also write pij as pi,j for convenience.

The process is characterized by a state space, a transition matrix describing the
probabilities of particular transitions, and an initial state (or initial distribu-
tion) across the state space.

Let us give some formal definitions for the concepts explained above:

Definition 1. A discrete-time Markov Chain {Xn|n = 0, 1, . . .} is a discrete-
value random sequence such that given X0, . . . , Xn, the next random variable
Xn+1 depends only on Xn through the transition probability

P [Xn+1 = j|Xn = i,Xn−1 = in−1, . . . , X0 = i0] = P [Xn+1 = j|Xn = i] = pij

Maria Servitja Robert, 2016. 3



4 Chapter 2. Markov chains

If the transition probabilities do not depend on n, the chain is called homoge-
neous.

Theorem 1. The transition probabilities pij of a Markov Chain satisfy

pij ≥ 0∑∞
j=0 pij = 1

Definition 2. The initial distribution of the chain, π0(i), is the distribution of
the initial random variable X0. That is,

π0(i) = P (X0 = i), ∀i ∈ S

Property 1. Using the initial distribution of the chain and the transition prob-
abilities, we can easily compute the probability distribution of the random vector
(X0, . . . , Xn):

P (X0 = i0, . . . , Xn = in)

= P (Xn = in|X0 = i0, . . . , Xn−1 = in−1)

= P (Xn = in|Xn−1 = in−1)P (X0 = i0, . . . , Xn−1 = in−1)

= . . .

= P (Xn = in|Xn−1 = in−1)P (Xn−1 = in−1|Xn−2 = in−2) . . .

P (X1 = i1|X0 = i0)P (X0 = i0)

= pin−1inpin−2in−1
. . . pi0i1π0(i0)

Definition 3. The transition matrix of a Markov chain is defined as a stochastic
matrix P where the probability of moving from i to j, pij, is given at the ith row
and jth column. That is,

P =



p1,1 p1,2 . . . p1,j . . .
p2,1 p2,2 . . . p2,j . . .

...
...

. . .
...

. . .

pi,1 pi,2 . . . pi,j . . .
...

...
. . .

...
. . .


Finally, two of the most known examples of Markov Chains processes are:

• The random walk: it is a process that walks on the number line where,
at each step, the position may change by +1 or −1 (next or previous
integer) with equal probability. The transition probabilities depend only
on the current position, not on the way in which the position was reached
(”Markov property”). For example, the transition probabilities from 3
to 4 and 3 to 2 are both 0.5, and all other transition probabilities from
3 are 0. These probabilities are independent of whether the system was
previously in 4 or 2.

• The weather example: with this process we may predict the weather in
some place, knowing only which is the weather at the present moment.
Then, the evolution of the weather in the given area is modeled by a
stochastic process with the Markov property, namely a Markov process.
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2.2 Continuous-Time Markov Chains

Although in this thesis Continuous-Time Markov Chains will not be used, we
will talk briefly about them, giving both a formal and informal definition.

Continuous-Time Markov Chains are continuous-time discrete value processes
in which the time spent in each state takes non-negative real values and has
an exponential distribution. The Markov property remains the same as the
Discrete-Time Markov Chains: the future behaviour of the model, given all in-
formation up to now, depends only on the current state of the model and not
on historical behaviour.

A more formal definition can be given as follows.

Definition 4. A continuous-time Markov chain {X(t)|t ≥ 0} is a continuous-
time, discrete value random process such that for an infinitesimal time step of
size h,

P [X(t+ h) = j|X(t) = i] = qijh

P [X(t+ h) = i|X(t) = i] = 1−
∑

j 6=i qijh

It is important to notice that the model assumes that only a single transition
can occur in the infinitesimal time h.

Finally, one of the most important applications of Continuous-Time Markov
Chains is found in the Queuing systems, due to the close relationship be-
tween continuous-time Markov chains and the Poisson process. For example,
an M/M/1 queue is a continuous-time Markov chain where the arrivals are a
Poisson process of rate λ, independent of the service requirements of the cus-
tomers. The service time of a customer is an exponential random variable with
rate µ, independent of the system state. Since the queue has only one server,
the departure rate from any state i > 0 is µi = µ, often called the service rate
of the system.
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Chapter 3

Hidden Markov Models

A Hidden Markov Model (HMM) can be defined as a statistical model used
to describe the evolution of observable events that depend on internal factors,
which are not directly observable. We call the observed event an ”observa-
tion” and the invisible factor underlying a ”state”. An HMM consists of two
stochastic processes, namely, an invisible process of hidden states and a visible
process of observable symbols. The hidden states form a Markov chain, and the
probability distribution of the observed symbol depends on the underlying state.

Modeling these kind of problems is very useful, since many real world prob-
lems deal with classifying observations into a number of categories, or class
labels, that are more meaningful to us. For example, let us consider the speech
recognition problem, for which HMMs have been extensively used. In speech
recognition, we are interested in predicting the pronounced word from a recorded
speech signal. For this purpose, the speech recognizer tries to find the sequence
of phonemes (states) that produced the actual pronounced sound (observations).
Since there can be a large variation in the actual pronunciation, the original
phonemes cannot be directly observed, and need to be predicted.

In following sections we will work with a speech recognition example, but in
order to learn how HHMs work, let us first explain one of the most simple but
understandable and common problem in HMMs: the weather example.

3.1 Example

Suppose we want to determine the weather in a particular location. To make
it different, suppose we can not go to that location and we can not check the
weather online. Instead, we look for indirect evidence of the weather: what
someone who lives there does everyday.

To simplify the problem we will consider that weather can be ”rainy” or ”sunny”.
We know that the probability of a rainy day followed by another rainy day is
0.7 and the probability of a sunny day followed by another sunny day is 0.6:

Maria Servitja Robert, 2016. 7



8 Chapter 3. Hidden Markov Models

( R S

R 0.7 0.3
S 0.4 0.6

)
(3.1)

where R denotes ”rainy” and S denotes ”sunny”.

For simplicity, suppose that the person who lives there can only go for a walk,
shop or clean the house. We also know the probabilistic relationship between
the weather and these three actions:

(W S C

R 0.1 0.4 0.5
S 0.6 0.3 0.1

)
(3.2)

where W denotes ”walk”, S denotes ”shop” and C denotes ”clean”.

For this system, the state is the daily weather. The transition from one state
to the next one is an order one Markov process, since the next state depends
only on the present state (Markov property) and on the probabilities in (3.1).
However, since we can not verify the daily weather in that particular location,
these states are hidden. Therefore, this is a Hidden Markov Model (HMM)
system.

3.2 Notation

The notation is one of the most important aspects of HMMs. In this section we
will introduce the notation used in the following sections.

Let

• T = length of the observation sequence

• N = number of states in the model

• M = number of observation symbols

• Q = {q1, q2, . . . , qN} = distinct states of the Markov process

• V = {0, 1, . . . ,M − 1} = set of possible observations

• A = state transition probabilities

• B = observation probability matrix

• π = initial state distribution

• O = {O1, O2, . . . , OT } = observation sequence

A generic hidden Markov model is illustrated in Figure 3.1 which is borrowed
from [1], where Xi represent the hidden state sequence. The Markov process
(which is hidden) is determined by the current state and the A matrix. We
are only able to observe the Oi, which are related to the states of the Markov
process by the matrix B.
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Figure 3.1: Hidden Markov Model

3.2.1 Example

Let 1 represent W , 2 represent S and 3 represent C in the example introduced
in the last section, and let

O =
(
2 2 3 1 3 2

)
(3.3)

be the observation sequence we will work with. Then, we have:

• T = 6

• N = 2

• M = 3

• V = {1, 2, 3}

• A =

(
0.7 0.3
0.4 0.6

)

• B =

(
0.1 0.4 0.5
0.6 0.3 0.1

)
• π =

(
0.6 0.4

)
Note that A and B are row stochastic matrices, since each element is a proba-
bility and the elements of each row sum to 1 (that is, each row is a probability
distribution).

3.3 Three fundamental problems

There are three fundamental problems that come up naturally with HMMs: to
compute the likelihood of an observation sequence, to find an optimal state se-
quence given an observation sequence and the model, and to adjust the model
parameters. In the following sections we will go through these three problems,
study and compute an algorithm to solve them using MatLab and, in each case,
give an example.

Along the three problems the weather example given in this section will be used,
and we will work with the speech recognition example in the third problem.
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Chapter 4

HMMs Problem 1:
Computing likelihoods

The first fundamental problem in HMMs is to find the likelihood, P (O|λ), of an
observed sequence O, given the model λ. That is, given the model λ = (A,B, π)
and a sequence of observations O, evaluate how well the model predicts the given
observation sequence.

Let O = {O1, O2, . . . , OT } be a series of observations and λ = (A,B, π) the
model. We want to find P (O|λ). Let X = {x1, x2, . . . , xT } be a state sequence.
Then, by the definition of B, we have

P (O|X,λ) =

T∏
t=1

P (Ot|xt, λ) = bx1
(O1)bx2

(O2) . . . bxT
(OT ), (4.1)

and by the definition of π and A,

P (X|λ) = πx1
ax1,x2

ax2,x3
. . . axT−1,xT

. (4.2)

Since

P (O,X|λ) =
P (O ∩X ∩ λ)

P (λ)
(4.3)

and

P (O|X,λ)P (X|λ) =
P (O ∩X ∩ λ)

P (X ∩ λ)

P (X ∩ λ)

P (λ)
=
P (O ∩X ∩ λ)

P (λ)
, (4.4)

we have

P (O,X|λ) = P (O|X,λ)P (X|λ). (4.5)

Now, by summing up all the possible state sequences, we obtain the likelihood
of the observed sequence O:

Maria Servitja Robert, 2016. 11



12 Chapter 4. HMMs Problem 1: Computing likelihoods

P (O|λ) =
∑
X

P (O,X|λ) (4.6)

=
∑
X

P (O|X,λ)P (X|λ) (4.7)

=
∑
X

πx1
bx1

(O1)ax1,x2
bx2

(O2)ax2,x3
. . . axT−1,xT

bxT
(OT ) (4.8)

This result gives the evaluation of P (O|λ), but to evaluate it directly would
be exponential in T . A better solution is to use the forward-algorithm, also
called α-algorithm, which calculates the probability of the partial observation
O1, O2, . . . , Ot and state qi up to time t. We define the forward probability
variable as

αt(i) = P (O1, O2, . . . , Ot, xt = qi|λ) (4.9)

and the forward algorithm can be computed recursively as follows:

1. Initialization: for i = 1, . . . , N

α1(i) = πibi(O1) (4.10)

2. Induction: for t = 1, . . . , T − 1, and for j = 1, . . . , N

αt+1(j) = (

N∑
i=1

αt(i)aij)bj(Ot+1) (4.11)

3. Evaluating the probability:

P (O|λ) =

N∑
i=1

αT (i) (4.12)

4.1 Example

Using MatLab to compute the forward algorithm, the probability we get for the
observation sequence

O =
(
2 2 3 1 3 2

)
given in the last section is:
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%ALPHA

%initialization

for i=1:N

alpha(1,i)=PI(i)*B(i,O(1));

end

%induction

for t=1:T-1

for j=1:N

u=0;

for i=1:N

u=u+alpha(t,i)*A(i,j);

end

alpha(t+1,j)=u*B(j,O(t+1));

end

end

%Evaluating the probability

p=0;

for i=1:N

p=p+alpha(T,i);

end

>> p=0.0012

The forward algorithm evaluates how well the model predicts the given observa-
tion sequence, therefore we can see that, in this case, the model could be highly
improved since the obtained probability is p = 0.0012.
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Chapter 5

HMMs Problem 2:
Decoding hidden states

The aim of the second problem is to discover the hidden state sequence that
was most likely to have produced a given observation sequence. That is, given
λ = (A,B, π) and an observation sequence O, find an optimal state sequence
for the underlying Markov process.

We can obtain the optimal state sequence in two different ways, which are
presented in the following sections.

5.1 Dynamic Programming solution

In mathematics and many other fields, dynamic programming (DP) algorithms
are used for optimization: they solve complex problems by breaking them down
into different simpler subproblems, solving each of those subproblems just once.
The next time the same subproblem occurs, instead of recomputing its solution
again, a dynamic programming algorithm will examine the previously solved
subproblems and will combine their solutions giving the best solution for the
given problem.

Finding the optimal state sequence is, as we said above, one of the most fun-
damental problems in HMMs which is usually solved by using the Viterbi algo-
rithm. This algorithm is called a dynamic programming algorithm because it
maintains the highest-probability paths at each possible state instead of a list
of all possible paths.

Viterbi algorithm is defined recursively, updating each new value based on the
values previously computed, as follows:

1. v1(j) = πjbj(O1), for j = 1, . . . , N

2. vt(j) = max {vt−1(i)aijbj(Ot)}, for t = 2, . . . , T and j = 1, . . . , N

In our case, we will use a variation of the Viterbi algorithm: instead of com-
puting and maximizing the probability step by step, we will compute all the

Maria Servitja Robert, 2016. 15



16 Chapter 5. HMMs Problem 2: Decoding hidden states

possible state sequences together with their probabilities and, at the end, take
the one that has the highest probability.

To compute the optimal state sequence for the underlying Markov process as-
suming a given observation sequence, we will use the following:

consider a generic state sequence of length n

X = (x1, . . . , xn)

with the corresponding observations

O = (o1, . . . , on)

Then, the probability of the state sequence X is given by

P (X) = πx1
bx1

(o1)ax1,x2
bx2

(o2)ax2,x3
. . . bxn

(on) (5.1)

where πx1
is the probability of starting in state x1, bx1

(o1) is the probability of
initially observing o1 and ax1,x2

is the probability of transiting from state x1 to
state x2.

Note that, since this method computes all the possible state sequences, it will be
not useful with large observation sequences. Then, Viterbi algorithm must be
used. Also, due to the probabilities products, we can face an underflow problem,
but it can be easily avoided by taking logarithms.

5.2 HMM solution

To find the most likely state sequence with the HMM solution, we will use the
forward-backward algorithm which finds the most likely state for any point in
time.

This algorithm makes use of the principle of dynamic programming to compute
the required values in two steps. The first one goes forward in time (forward-
algorithm or α-algorithm) computing the probability of ending up in any par-
ticular state: P (xt = qj |o1, . . . , qj), while the second goes backward in time
(backward-algorithm or β-algorithm) computing the probability of observing
the remaining observations given a start point qj : P (oj+1, . . . , oT |xt = qj) .

The Backward-algorithm is analogous to the Forward-algorithm (which we al-
ready know from problem 1): it starts at the end and works backward to the
beginning.

We define the forward probability variable as

βt(i) = P (ot+1, ot+2, . . . , oT |xt = qi, λ) (5.2)

and the β-algorithm can also be computed recursively as follows:

1. Initialization: for i = 1, . . . , N

βT (i) = 1 (5.3)
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2. Induction: for t = T − 1, . . . , 1, and for i = 1, . . . , N

βt(i) =

N∑
j=1

aijbj(ot+1)βt+1(j) (5.4)

Then for t = 1, . . . , T and i = 1, . . . , N we define

γt(i) = P (xt = qi|O, λ) =
αt(i)βt(i)

P (O|λ)
(5.5)

which provide us the probability of being in each state at time t.

To understand γt(i), this probability includes the forward probabilities covering
all events up to time t as well as the backward probabilities which include all
future events: αt(i)βt(i). Then we divide by the total probability of the observa-
tion sequence, P (O|λ), to normalize this value and extract only the probability
that xt = qi. Sometimes, these values are called the smoothed values as they
combine the forward and backward probabilities to compute a final probability.

Therefore, by the definition of γt(i), we can see that the most likely state at
time t is the state qi for which γt(i) is maximum. That is, we choose the most
probable symbol at each position.

5.3 Example

We will take the same observation sequence as the last example

O =
(
2 2 3 1 3 2

)
and, by using MatLab, we will compute the forward-backward algorithm to find
the HMM solution and the variation of the Viterbi algorithm to find the DP
solution.

5.3.1 Example: DP solution

To find the DP solution we will compute the probability of each state sequence
of length six, given the observation sequence (3.3) and the expression (5.1).
Then, to find the optimal state sequence, we will take the sequence which has
the highest probability.

Using MatLab, the probabilities will be calculated as follows:
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%Compute the probabilities

for i=1:N

for j=1:N

for k=1:N

for l=1:N

for m=1:N

for n=1:N

p(i,j,k,l,m,n)=PI(i)*B(i,O(1))*A(i,j)*B(j,O(2))*A(j,k)*

B(k,O(3))*A(k,l)*B(l,O(4))*A(l,m)*B(m,O(5))*A(m,n)*B(n,O(6));

end

end

end

end

end

end

Then, we sum all the probabilities:

%Compute the sum of all probabilities

sumprob=0;

for i=1:N

for j=1:N

for k=1:N

for l=1:N

for m=1:N

for n=1:N

sumprob=sumprob+p(i,j,k,l,m,n);

end

end

end

end

end

end

and we normalize them:

%Compute the normalized probabilities

for i=1:N

for j=1:N

for k=1:N

for l=1:N

for m=1:N

for n=1:N

pnorm(i,j,k,l,m,n)=p(i,j,k,l,m,n)/sumprob;

end

end

end

end

end

end
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Now, once we get all the probabilities, to find the highest one we do the following:

[C,I] = max(pnorm(:));

[I1,I2,I3,I4,I5,I6]=ind2sub(size(pnorm),I);

DP_index=[I1,I2,I3,I4,I5,I6]

DP_maximal_probability=pnorm(I1,I2,I3,I4,I5,I6)*sumprob

DP_normalized_maximal_probability=pnorm(I1,I2,I3,I4,I5,I6)

>> DP_index =

1 1 1 2 1 1

>> DP_maximal_probability =

2.3708e-04

>> DP_normalized_maximal_probability =

0.1903

Therefore, we obtain that the optimal state sequence is:

X = (1 1 1 2 1 1) = (”Rainy”, ”Rainy”, ”Rainy”, ”Sunny”, ”Rainy”, ”Rainy”).

5.3.2 Example: HMM solution

First, we compute β − algorithm:

%BETA

%inicialization

for i=1:N

beta(T,i)=1;

end

%induction

for t=T-1:-1:1

for i=1:N

for j=1:N

beta(t,i)=beta(t,i)+A(i,j)*B(j,O(t+1))*beta(t+1,j);

end

end

end

together with γt(i):

%GAMMA

for t=1:T

for i=1:N

gamma(t,i)=alpha(t,i)*beta(t,i)/p;

end

end
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At the end we obtain the following probabilities:

1 2 3 4 5 6
P(R) 0.7033 0.7320 0.8354 0.3284 0.8309 0.7084
P(S) 0.2967 0.2680 0.1646 0.6716 0.1691 0.2916

In each position we have to choose the most probable symbol, so the optimal
sequence is once again

X = (1 1 1 2 1 1) = (”Rainy”, ”Rainy”, ”Rainy”, ”Sunny”, ”Rainy”, ”Rainy”).

We remark that in the above example the two state sequences obtained from
DP solution and HMM solution are the same, but these two state sequences do
not have to always coincide.



Chapter 6

HHMs Problem 3:
Adjustment of the model
parameters

The third problem consists on how to adjust the HMM parameters given a set of
observations O, using the maximum likelihood as an optimization criteria. That
is, re-estimate the initial model λ = (A,B, π) to find the one that maximizes
P (O|λ).

In this section we will go through this problem by using two different examples:
the weather example used in the previous sections and a speech recognition
example. In both cases, we will compute an algorithm to re-estimate the HMM
parameters.

6.1 The weather example

In order to find the model that fits best a given observation sequence, we will
use the Baum-Welch algorithm, which is used to find the unknown parameters
of a HMM by maximizing the probability of the given observation sequence. It
is important to know that Baum-Welch algorithm finds a local maximum for
P (O|λ), but it does not guarantee a global maximum.

This algorithm makes use of the forward-backward algorithm, explained in pre-
vious sections, together with the following temporary variables:

1. γt(i, j) which is the probability of being in state qi at time t and in state
qj at time t+ 1:

γt(i, j) = P (xt = qi, xt+1 = qj |O, λ) =
αt(i)aijbj(ot+1)βt+1(j)

P (O|λ)
(6.1)

Summing γt(i, j) over t can be interpreted as the expected number of
transitions from state qi to state qj given the model parameters and the
observation sequence O.

Maria Servitja Robert, 2016. 21
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2. γt(i), which we know from problem 2, is defined as

γt(i) = P (xt = qi|O, λ) =
αt(i)βt(i)

P (O|λ)
(6.2)

Summing γt(i) over t can be interpreted as the expected number of times
that state qi is visited or the expected number of transitions made from
state qi given the model parameters and the observation sequence O.

Then, by using this two variables, we re-estimate the model parameters using
the following definitions:

1. For i = 1, . . . , N , let

πi = γ1(i) (6.3)

2. For i = 1, . . . , N and j = 1, . . . , N

aij =

T−1∑
t=1

γt(i, j)

/
T−1∑
t=1

γt(i) (6.4)

3. For j = 1, . . . , N and k = 1, . . . ,M

bj(k) =
∑

t∈{1,...,T},Ot=k

γt(i, j)

/
T∑

t=1

γt(i) (6.5)

As mentioned before,
∑T−1

t=1 γt(i, j) can be seen as the expected number of tran-

sitions from state qi to state qj and
∑T−1

t=1 γt(i) as the expected number of times
that state qi is visited. Therefore, the ratio is the probability of transiting from
state qi to state qj , which is the definition of aij .

Also, the numerator of the re-estimated B is the expected number of times the
model is in state qj with observation k. So divided by the expected number of
times we are in state qi, we obtain the probability of observing symbol k.

Then, we define the re-estimation as an iterative process:

1. First, we initialize λ = (A,B, π). If no reasonable guess is available, we
choose random values: πi ≈ 1/N , aij ≈ 1/N and bj(k) ≈ 1/M .

2. Second, compute αt(i), βt(i), γt(i, j) and γt(i).

3. Third, re-estimate the model λ = (A,B, π).

4. If P (O|λ) increases, we repeat from 2 with the new re-estimated parame-
ters.
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6.1.1 MatLab code

Now we will re-estimate the model from the weather problem. From previous
sections, we know:

• A =

(
0.7 0.3
0.4 0.6

)

• B =

(
0.1 0.4 0.5
0.6 0.3 0.1

)
• π =

(
0.6 0.4

)
With MatLab and the definitions above, we compute all the needed values by
using functions, and with a while loop we will re-estimate the parameters until
we obtain the maximum for P (O|λ):

function [A,B,PI,p_temp] = prob3(A,B,PI,O,T,N,M)

p=0;

p_temp = 1;

while p < p_temp

alpha = calcAlpha(A,B,O,PI,T,N);

p = calcP(alpha, T, N);

beta = calcBeta(A,B,O,N,T);

gamma = calcGamma(alpha,beta,p,T,N);

di_gamma = calcDiGamma(alpha, beta, A, B, O, p, N, T);

[a,b,PI1] = reEstimate(gamma, di_gamma, T, N, M, O);

p_temp = calcP(calcAlpha(a,b,O,PI1,T,N), T, N);

A=a;

B=b;

PI=PI1;

end

end

%%%---ALPHA & p

function alpha = calcAlpha(A,B,O,PI,T,N)

%START

%initialization

for i=1:N

alpha(1,i)=PI(i)*B(i,O(1));

end

%Induction

for t=1:T-1

for j=1:N

u=0;

for i=1:N

u=u+alpha(t,i)*A(i,j);

end

alpha(t+1,j)=u*B(j,O(t+1));

end
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end

end

function p = calcP(alpha,T,N)

%Now we have to sum the last row

p=0;

for i=1:N

p=p+alpha(T,i);

end

end

%END

%%%---BETA

function beta = calcBeta(A,B,O,N,T)

%START

%inicialization

for i=1:N

beta(T,i)=1;

end

%Induction

for t=T-1:-1:1

for i=1:N

for j=1:N

beta(t,i)=beta(t,i)+A(i,j)*B(j,O(t+1))*beta(t+1,j);

end

end

end

end

%END

%%%---GAMMA (HMM solution)

function gamma = calcGamma(alpha,beta,p,T,N)

%START

for t=1:T

for i=1:N

gamma(t,i)=alpha(t,i)*beta(t,i)/p;

end

end

end

%END

%%%---DI-GAMMA

function di_gamma = calcDiGamma(alpha, beta, A, B, O, p, N, T)

%START

for t=1:T-1

for i=1:N

for j=1:N

di_gamma(t,i,j)=(alpha(t,i)*A(i,j)*B(j,O(t+1))*beta(t+1,j))/p;
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end

end

end

end

%END

function [a,b,PI1] = reEstimate(gamma, di_gamma, T, N, M, O)

%%%RE-ESTIMATE PI

PI1=[0 0];

for i=1:N

PI1(i)=gamma(1,i);

end

%%%RE-ESTIMATE A

for i=1:N

for j=1:N

num=0;

den=0;

for t=1:T-1

num=num+di_gamma(t,i,j);

den=den+gamma(t,i);

end

a(i,j)=num/den;

end

end

%%%RE-ESTIMATE B

for j=1:N

for k=1:M

num=0;

den=0;

for t=1:T

if O(t)==k

num=num+gamma(t,j);

end

den=den+gamma(t,j);

end

b(j,k)=num/den;

end

end

%END

end

And the re-estimated parameters are:

>> A =

0.3333 0.6667

0.0000 1.0000
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>> B =

0 1.0000 0.0000

0.2222 0.3333 0.4444

>> PI =

1.0000 0.0000

>> p =

0.0065

Finally, comparing the probability obtained using the re-estimated parameters,
with the probability obtained using the initial parameters, we can see that it
has increased from p = 0.0012 to p = 0.0065.

6.2 Speech recognition example

HMMs can be applied in many different fields and in this section we will work
with one of the most important applications: Speech Recognition.

The main point of the HMMs is usually to recover a data sequence that is not
immediately observable. The fact that they are statistical models that output a
sequence of symbols or quantities, is the main reason why they are so important
in Speech Recognition systems. Also, HMMs are used in speech recognition
because, if we divide a speech signal into different pieces, every piece can be
seen as a stationary signal or a short-time stationary signal. Therefore, in a
short time-scale, speech can be approximated as a stationary process and it can
be thought of as a Markov model for many stochastic purposes.

6.2.1 Scaling

When we work with large observation sequences, the re-estimation procedure
explained in the previous section can not be implemented the same way. In that
case, scaling is required.

To find the reason why scaling is necessary we can see, for example, that αt(i)
consists of the sum of a large number of terms each of which involve products
of probabilities. Because all these terms are less than one, when t increases
each term of αt(i) starts decreasing exponentially to zero. Therefore, for suffi-
ciently large t, the computation of αt(i) will exceed the precision range of any
machine causing an underflow problem. Hence, the only way to compute the
re-estimation is by incorporating a scaling procedure.
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The scaling procedure consists on multiplying αt(i) by a scaling coefficient de-
pendent of t (independent of i) and, also, do a similar scaling to βt(i). To
understand the scaling procedure better, we consider the re-estimation formula
for the coefficients aij :

aij =

T−1∑
t=1

γt(i, j)

/
T−1∑
t=1

γt(i) (6.6)

=

∑T−1
t=1 αt(i)aijbj(ot+1)βt+1(j)∑T

t=1

∑N
j=1 αt(i)aijbj(ot+1)βt+1(j)

. (6.7)

Considering the computation of αt(i), for each t, we first compute αt(i) and
then we normalize each term by multiplying by the scaling coefficient

ct =
1∑N

i=1 αt(i)
. (6.8)

Then, for a fixed t, we calculate

αt(i) = (

N∑
j=1

α̂t−1(j)aij)bj(ot). (6.9)

The scaled coefficient set α̂t(i) is computed as

α̂t(i) =

∑N
j=1 α̂t−1(j)aijbj(ot)∑N

i=1

∑N
j=1 α̂t−1(j)aijbj(ot)

. (6.10)

By induction, we can write α̂t−1(j) as

α̂t−1(j) =

(
t−1∏
T=1

cT

)
αt−1(j), (6.11)

and α̂t(j) can be rewritten as

α̂t(i) =
αt(i)∑N
i=1 αt(i)

. (6.12)

Once we have αt(i) scaled, we scale βt(i) using the same scale factors for each
time t. Hence,

β̂t(i) = ctβt(i). (6.13)

Then, using the scaled values, the re-estimation formula for aij becomes

aij =

∑T−1
t=1 α̂t(i)aijbj(ot+1)β̂t+1(j)∑T−1

t=1

∑N
j=1 α̂t(i)aijbj(ot+1)β̂t+1(j)

. (6.14)

But, knowing that α̂t(i) and β̂t+1(j) can be written as

α̂t(i) =

[
t∏

k=1

ck

]
αt(i) = Ctαt(i), (6.15)
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β̂t+1(j) =

[
T∏

k=t+1

ck

]
βt+1(j) = Dt+1βt+1(j), (6.16)

the re-estimation formula can be rewritten as

aij =

∑T−1
t=1 Ctαt(i)aijbj(ot+1)Dt+1βt+1(j)∑T−1

t=1

∑N
j=1 Ctαt(i)aijbj(ot+1)Dt+1βt+1(j)

. (6.17)

Since the term CtDt+1 is independent of t (CtDt+1 = CT ), the terms CtDt+1

can be canceled both from the numerator and denominator and we obtain the
same re-estimation formula we had before scaling αt(i) and βt(i). Therefore, all
the re-estimation formulas remain valid using the described scaling procedure.

The most important change is the way we compute P (O|λ) when we use the
scaled values. Since α̂t(i) is scaled, we can not sum up its terms to obtain
P (O|λ). In that case we will consider the following property:

T∏
t=1

ct

N∑
i=1

αT (i) = CT

N∑
i=1

αT (i) = 1. (6.18)

Thus, we have

T∏
t=1

ctP (O|λ) = 1. (6.19)

and

P (O|λ) =
1∏T

t=1 ct
. (6.20)

In order to avoid one more time the underflow, we compute

log[P (O|λ)] = −
T∑

t=1

log(ct). (6.21)

6.2.2 MatLab code

As it is said at the beginning of Problem 3, speech recognition is a classic ap-
plication of HMM and in the following lines we will show an example of it.

We will work with a two hundred and fifteen words Swedish text from which
we want to determine some basic properties. We would like to know whether
the characters can be separated into different sets, so that the characters in the
same set have similar properties.

First of all, we will delete all punctuation and convert all letters in lower case.
Then we will have 29 different letters and the word space, namely 30 symbols.
After it, we will convert the text in a sequence of numbers, which will be the
observation sequence used in the computation.

Then we will have:
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• N = 2

• M = 30

• T = 1536

Our hypothesis will be that there is a two states underlying Markov process and
that the 30 symbols are observed according to a fixed probability distributions.
Because no reasonable guess is available for π, A and B, we will initialize each
element of π and A to approximately 1/N = 1/2 and each element of B to 1/M
= 1/30:

π =
(
0.51316 0.48684

)
,

A =

(
0.47468 0.52532
0.51656 0.48344

)
.

The precise values of the initial B will be shown together with the final values
of B.

The code we will use this time is not the same as we have used in the previous
section. Due to the length of the observation sequence, we need to scale αt(i)
and βt(i):

function [A,B,PI,logp] = prob(A,B,PI,O,T,N,M)

maxIter=200;

iter=0;

old_logp=0;

logp=-Inf;

while 1

iter = iter + 1;

[alpha,beta,c] = calcAlphaBeta(A,B,O,PI,T,N);

[gamma,di_gamma] = calcGammaDigamma(alpha,beta,T,N,A,B,O);

old_logp=logp;

logp = calcLogP(T,c);

[a,b,PI1] = reEstimate(gamma, di_gamma, T, N, M, O);

A=a;

B=b;

PI=PI1;

if logp <= old_logp || iter == maxIter

break

end

end

end

%%%---ALPHA & BETA

function [alpha,beta,c] = calcAlphaBeta(A,B,O,PI,T,N)

%START ALPHA

%initialization

c(1)=0;

for i=1:N

alpha(1,i)=PI(i)*B(i,O(1));
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c(1)=c(1)+alpha(1,i);

end

%scale alpha1

c(1)=1/c(1);

for i=1:N

alpha(1,i)=c(1)*alpha(1,i);

end

%induction

for t=1:T-1

c(t+1)=0;

for j=1:N

alpha(t+1,j)=0;

for i=1:N

alpha(t+1,j)=alpha(t+1,j)+alpha(t,i)*A(i,j);

end

alpha(t+1,j)=alpha(t+1,j)*B(j,O(t+1));

c(t+1)=c(t+1)+alpha(t+1,j);

end

%scale alpha

c(t+1)=1/c(t+1);

for i=1:N

alpha(t+1,i)=c(t+1)*alpha(t+1,i);

end

end

%START BETA

%inicialization

for i=1:N

beta(T,i)=c(T);

end
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%Induction

for t=T-1:-1:1

for i=1:N

beta(t,i)=0;

for j=1:N

beta(t,i)=beta(t,i)+A(i,j)*B(j,O(t+1))*beta(t+1,j);

end

%scale beta

beta(t,i)=c(t)*beta(t,i);

end

end

end

%END

%%% LOG(P(O|lambda))

function logp = calcLogP(T,c)

logp=0;

for i=1:T

logp=logp+log(c(i));

end

logp=-logp;

end

%END

%%%---GAMMA & DI-GAMMA

function [gamma,di_gamma] = calcGammaDigamma(alpha,beta,T,N,A,B,O)

%START

for t=1:T-1

denom=0;

for i=1:N

for j=1:N

denom=denom+alpha(t,i)*A(i,j)*B(j,O(t+1))*beta(t+1,j);

end

end

for i=1:N

gamma(t,i)=0;

for j=1:N

di_gamma(t,i,j)=(alpha(t,i)*A(i,j)*B(j,O(t+1))*beta(t+1,j))/denom;

gamma(t,i)=gamma(t,i)+di_gamma(t,i,j);

end

end

end

end

%END
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%%% RE-ESTIMATION

function [a,b,PI1] = reEstimate(gamma, di_gamma, T, N, M, O)

%%%RE-ESTIMATE PI

PI1=[0 0];

for i=1:N

PI1(i)=gamma(1,i);

end

%%%RE-ESTIMATE A

for i=1:N

for j=1:N

num=0;

den=0;

for t=1:T-1

num=num+di_gamma(t,i,j);

den=den+gamma(t,i);

end

a(i,j)=num/den;

end

end

%%%RE-ESTIMATE B

for j=1:N

for k=1:M

num=0;

den=0;

for t=1:T-1

if O(t)==k

num=num+gamma(t,j);

end

den=den+gamma(t,j);

end

b(j,k)=num/den;

end

end

end

%END

As we can see in the code, a maximal number of iterations is fixed. In that case,
100 iterations is enough for the model to converge and show us the two hidden
states we wanted to see.

The exact values for λ = (A,B, π) we obtain after 100 iterations are:

π =
(
1 0

)
,

A =

(
0.0167 0.9833
0.6263 0.3737

)
,
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and B transpose:

Initial Initial Final Final
a 0.027828107 0.029448761 0.1824 0.0000
b 0.034186178 0.026725288 0.0000 0.0160
c 0.032235273 0.032069118 0.0000 0.0117
d 0.030174307 0.034038888 0.0008 0.0635
e 0.029278475 0.026919754 0.2477 0.0000
f 0.032924767 0.025750527 0.0000 0.0181
g 0.02678107 0.033671929 0.0026 0.0399
h 0.029039846 0.032109086 0.0003 0.0116
i 0.030812944 0.028983774 0.1130 0.0048
j 0.028578754 0.030482915 0.0000 0.0107
k 0.025035889 0.02728875 0.0000 0.0587
l 0.032858266 0.0338048 0.0000 0.0757
m 0.029965756 0.032250004 0.0000 0.0715
n 0.02712446 0.030614246 0.0000 0.1216
o 0.031785976 0.032932677 0.1175 0.0030
p 0.028378684 0.02610359 0.0145 0.0121
q 0.033190731 0.032559858 0.0000 0.0000
r 0.034491991 0.034155759 0.0000 0.1141
s 0.031471602 0.031522476 0.0093 0.0964
t 0.025149562 0.029583012 0.0000 0.1056
u 0.034661339 0.026213667 0.0130 0.0013
v 0.025542594 0.030474714 0.0000 0.0437
w 0.030070282 0.034404782 0.0000 0.0000
x 0.031807109 0.025212581 0.0000 0.0021
y 0.028815268 0.032072779 0.0067 0.0000
z 0.031745365 0.034677589 0.0000 0.0000
ä 0.027540288 0.028014441 0.0452 0.0000
ö 0.025317371 0.034947017 0.0268 0.0000
å 0.028559501 0.030925666 0.0285 0.0000

space 0.134648243 0.11204155 0.1917 0.1178

The most interesting result after adjusting the model is the re-estimated B ma-
trix. As we can see, the final B matrix tells us that our initial hypothesis was
true: the underlying Markov process has two different states. One of them con-
tains the vowels, while the other one contains the consonants. We can also see
that the word space has more a vowel behavior than a consonant behavior and
that y has a lower probability compared to the other vowels, which tells us that
it is not always considered as a vowel.

Apart from the obvious results which we can directly observe, it is also a fact
that the vowels ä, ö and å are not as strong as a, e, i, o and u are. Then, we could
reformulate our hypothesis and think that, possibly, the underlying Markov pro-
cess has more than two different states. We could say that it has three different
states: one state for the word space and the strong vowels (a, e, i, o and u),
another one for the soft vowels (ä, ö and å) and the third one for the consonants.

Hence, regarding the obtained results, it is clear that HMMs have an important
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role in speech recognition since, knowing next to nothing about a language,
we can deduce the important difference between vowels and consonants, which
would not be a surprise for anyone.



Chapter 7

Conclusions

In this paper we have started explaining how important Hidden Markov Models
and their applications are. The aim of the study was to see the importance of
these type of processes by studying the three fundamental problems, finding a
solution in each case and applying them in a particular example.

As mentioned in the last section, speech recognition is one of the most impor-
tant applications of HMMs, since HHMs are one of the most important machine
learning models in speech and language processing, and we have seen how easily
they can show us basic properties of the language which we are working with.
Also, by the weather example we could apply the solutions we found in each
case and show how HMMs work in an easy manner.

Therefore, we achieved the goal set at the beginning: to do a first study in
Hidden Markov Models, to understand how they work and their importance
in a very well-known field, and to apply the acquired knowledge in a speech
recognition example.
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Appendix

The following text in Swedish is the one which has been used in the speech
recognition example:

”En Markovkedja är inom matematiken en tidsdiskret stokastisk process med
Markovegenskapen, det vill säga att processens förlopp kan bestämmas utifr̊an
dess befintliga tillst̊and utan kännedom om det förflutna. En Markovkedja som
är tidskontinuerlig kallas en Markovprocess. En Markovkedja som antar ändligt
m̊anga värden kan representeras av en överg̊angsmatris. Givet en sannolikhetsvek-
tor, erh̊alles sannolikhetsvektorn för nästa steg i kedjan av multiplikation med
överg̊angsmatrisen. Flera steg kan beräknas genom exponentiering av
överg̊angsmatrisen. Der är även möjligt arr beräkna processens stationära fördel-
ning, det vill säga vad som händer d̊a processen fortsätter i oändligheten, med
hjälp av egenvektorer. Markovkedjor har m̊anga tillämpningsomr̊aden, bland
annat för att beskriva befolkningsprocesser och inom bioinformatik. Resultaten
som ligger till grund för teorin om Markovkedjor framlades av Andres Markov.
En dold Markovmodell är en statistisk modell som används för att modellera
processer i bland annat taligenkänning, tidsseriedata och mönster i molekylära
sekvenser som till exempel DNA och proteiner. I en typisk dold Markovmod-
ell tänker man sig att ett system kan beskrvas som en mängd tillst̊and vilka
man rör sig mellan enligt en Markovkedja eller Markovprocess. I varje tillst̊and
emitteras d̊a en symbol som representerar observerbar data. Man kan allts̊a
inte direkt avgöra i vilket tillst̊and modeller befinner sig utan m̊aste försöka
avgöra detta genom att studera det som har emitterats, därav benämningen dold
Markovmodell.”
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överföring av upphovsrätten vid en senare tidpunkt kan inte upphäva detta
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