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Abstract 

The problems a new start-up company face are numerous. Everything from restricted resources and 

a very high speed of development, to different backgrounds and levels of expertise and experience of 

the employees. Procedures have to be set in place in order to give everyone involved the same vision 

of the product, and to get the development up to speed as fast as possible. 

This case study implements a light weight code review protocol that is adopted by the programmers 

of the company, primarily to mitigate the problem of varying expertise. During the course of the 

study, measurements of errors detected and perceived value and learning were made. Finally, 

extrapolations of the data was done in order to see what could be generalised from this very specific 

case study to a broader context. 
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1 Introduction 

This chapter gives an introduction to the study, explaining both what problem it tried to address, how 

the study was conducted, and why a case study would was deemed fitting. It starts off with an 

explanation of the problem and the tasks that addresses them. It continues with an introduction of 

the company that partook in the study, and defines the question this study will try and answer. The 

ending paragraph outlines the disposition of the paper. 

 

1.1 Motivation 

Flaws can be found in almost any part of the software development process. Decisions can be made 

on the design level that will later result in a situation where it is impossible to stick to the original 

plan, and compromises and possible rewrites and restructures of the software are necessary. 

There may also be plenty of defects introduced from miscommunication. If not only the vision of the 

design is not well conveyed, but the technical details are not specified in a suitable manner, it will 

inevitably lead to defective and superfluous code being written. 

A lot can also go wrong on an individual level. A programmer’s lack of knowledge and experience can 

make him not adhere to code writing standards, which will make his code hard for others to read and 

comprehend. This may lead to that the code will be hard to test and maintain. Worst of all, it will also 

most likely contain a lot of hard-to-find bugs and mistakes. In short; building software is hard. 

Studies show that uncorrected errors become exponentially more costly with each phase in which 

they are unresolved (Westland, 2002). It is therefore in any company’s interest to locate and mitigate 

defects as soon as possible, in order to avoid unnecessary costs. 

From the start, a lot of smart people have worked on trying to make the life of the software 

developers easier, by creating technology and tools to assist in development. The days of 

programmers having to write code directly in an assembly language are gone, and languages that 

abstract away the most error prone and tedious parts of programming from the programmer are 

more common place. This has helped tremendously in making code more readable, easier to pick up 

and learn and to maintain. The code in these high level languages have to be made into assembly 

code that the processor in the computer understands, which is done by programs called compilers. 

More modern compilers give a lot of warnings and error messages on the code it translates, which 

has also helped a great deal in the goal towards developing code with fewer defects. 

In recent years, great tools such as integrated development environments and static analysis tools 

have been developed, that looks at the code in its original abstraction and gives hints at what might 

possibly be wrong with the code, before compiling it. 

All these inventions have proved to be very useful, but unavoidably, some code still gives unexpected 

and unwanted results. It is impossible to ensure that no defects will ever be introduced to the 

software, but a lot more can be made to lessen the severity of said defects, and make them less 

common. One of the most popular methods to accomplish this, apart from has already been 

mentioned, is to perform code reviews. 

One of the earliest code reviewing techniques, specified and implemented as early as back in 1976, 

tried to remedy the problem with defects in the software with code inspections; a highly structured 
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process consisting of long and cumbersome meetings, going through the code on a line-by-line basis 

(Fagan, 1999).  

Code inspections still has its place in large corporations that has the time and resources, but 

thankfully, cheaper and less strenuous alternatives have been adapted over the years. Nowadays, 

code reviews are predominantly split up in to three categories; the before mentioned code 

inspections (CI), pair programming (PP) and lightweight code reviews (LCR) (Huizinga and Kolawa, 

2007, p. 260). PP and LCR differ greatly from CI in that they are less strict. PP revolves around solving 

problems and coding in pairs, which results in a continuous code reviewing process in a way. LCR, on 

the other hand, is not as much a specified protocol for reviewing code, as it is a mind-set. Instead of 

having cumbersome, long and resource consuming inspections, you might have a more LCR-approach 

where you and a colleague looks through the code you have written throughout the day and 

comments on parts that look erroneous. 

The problem is how to structure such an LCR-approach. How does one structure it so that errors of 

all kinds are detected, that the programmers feel they learn and grow from it and just doesn’t feel 

like it is a tedious exercise, and so that it is quantifiable and re-testable? This is what this study has 

tried to answer. 

1.2 The problem 

The problem this case study has tried to address is how to structure a lightweight code review 

process so that errors on the design, logical, and syntactical level all get caught. The programmers 

should also feel that it is an awarding and stimulating process, so that they can take it to heart, and 

not just do it because they are needed to.  And, most importantly, how does one make it quantifiable 

and re-testable?  

1.3 The task 

The task was to come up with a scientifically sound LCR-protocol that could be used during the start-

up of a new company that would be strict enough so it could be a part of the weekly routine, but still 

relaxed enough so that it did not feel like a chore that did not bring anything valuable. 

1.4 Case study 

The people that partook in the study are all from a new start-up company. As the company stands 

today, it was very well suited for a case study; it would be near impossible to separate phenomena 

from context, which is the norm with software projects. The context was also very important, 

because a team with new members will not respond to the study in the same way as say a team of 

programmers that all have been employed for the duration of the project. Most importantly, it had 

to be established if the theory applied to a real world scenario. All these traits are very well suited for 

a case study (E. Perry et al., 2006, p. 134).  

1.5 Thesis purpose & research question 

The relevant research question the study tried to answer was: 

RQ1. How does the outcome of introducing lightweight code reviews in a small start-up 

developer team with experienced programmers evolve over time, in terms of a) type of errors 

detected, and b) perception of value and learning? 
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1.6 Disposition 

The upcoming section is ‘Background’, which aims to give a better understanding of what phase the 

start-up company was currently in at the time of this study.  

The ‘Method’-section discusses how the theory was put into practice, in order to gather new data 

which was used to reach a conclusion. 
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2 Background 

This chapter gives the reader a better understanding of the background of the study. It gives some 

insight into how the company was operating before the study partook, and what problems that were 

thought to be remedied by trying to answer the proposed research question. 

2.1 Overview 

The company that partook in this study is a start-up company which had three programmers working 

full time, and one working part time. Two of the full time employees and the part time employee 

where currently doing their thesis work on the project. During the course of this study, a handful of 

other programmers did their thesis work as well, but did not partake in the study. The reasoning 

behind that is that they had not gotten a sufficient understanding of the code base in order to either 

get something out of it or contribute in a substantial way. The two thesis students that partook in the 

study were doing a prolonged thesis, which allowed them to participate because they had gotten 

slightly more familiar with the code. 

The company started out with just the current CTO as programmer, so he had an exceptional 

understanding of the code base. Two of the remaining three had been employed for a while and also 

had a good grasp of the code base. The one remaining, who had been doing his thesis work up to this 

point would need a way to get familiar with the code. PP or some sort of LCR-protocol, or a 

combination of both, would be most useful. 

Before the study partook, coding had gone fairly smooth, with daily stand up meetings and weekly 

sprints, but far too often were tasks and issues re-opened because of some corner case that failed. 

This would most likely be remedied with a better testing- or review-protocol. For better and for 

worse, all programmers worked on completely different parts of the product. The good thing about 

that was that there is nothing interfering with work as far as merge conflict in the code base and 

things of that nature goes. However, even though the code is mostly well documented, it could be 

tough if someone needed help, since the other programmers did not have as good of an 

understanding of the feature as the one who wrote it did. A hypothesis can be made that a proper 

LCR-protocol would remedy this problem; by reading, discussing and searching for erroneous code in 

other coders’ features, one would get a lot better understanding for the code base overall. 
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2.2 Detailed participant information 

The following table contains more detailed information of all the programmers that partook in the 

study: 

Name Role in the 
company 

Employment 
status 

Previous 
experience 

of code 
reviews 

Coding 
expertize 

Coding experience 

Coder 1 CTO/Programmer Full time since 
inception 

Limited 
experience 

from 
former 

consultant 
firm 

Front end 
and back 

end 

Ten years in the industry with prior 
schooling and with great knowledge of 
software architecture and programming in 
languages of all paradigms and abstraction 
levels 

Coder 2 Programmer Full time since 
inception 

Slim to 
none 

Back end Five years of computer science studies 
with various hobby projects. One year of 
working experience in the company. 

Coder 3 Programmer Part time since 
inception 

Slim to 
none 

Back end 
and 

Android 

Three years of innovative programming 
studies. One year of working experience in 
the company and in his own company. 

Coder 4 Programmer Full time for 
two months 

Slim to 
none 

Back end 
and iOS 

Three years of innovative programming 
studies. 
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3 Theory 

This chapter presents the theory derived from older research that lies as basis for this study. 

3.1 Code review techniques 

There are numerous ways to execute a code review, but all the different protocols and methods 

usually fall into one of the three major categories; Formal reviews, pair programming and lightweight 

code reviews (Huizinga and Kolawa, 2007, p. 260). 

3.1.1 Formal reviews 

A formal review is a highly structured process with multiple phases and many participants. There are 

many variants, but a broadly applied formal review process is the Fagan inspection. Most other 

variants include the same steps, but might differ in order of the individual steps involved or other 

minor alterations.  

Broadly speaking, the Fagan inspection starts out with identifying and specifying activities and enter- 

and exit-criteria of said activities. You then try to validate if the activity’s output is the same expected 

exit criteria specified earlier. This process is very handy is that it can be applied to many parts of 

software development. It can be used on everything on the spectrum, from the architecture and 

structure of the software, documents such as the requirement specification, all the way down to 

classical code inspections. Without going into the smallest minute details, this is how the process 

looks like (Fagan, 1999): 

1. Describe the program development process in terms of operations, and define exit criteria 

which must be satisfied for completion of each operation. 

2. Pick one review aspect, and focus only on that. Trying to find all types of defects at once has 

been shown to lower the total amount of defects found.  

Different projects have different needs on what aspects that should be prioritized, and some 

might even be neglected completely, but typically, the different types of aspects you can 

focus on are the following: 

a. Overview – Discuss the operation(s) at hand and educate members of the review 

that might not be up to speed.  

b. Inspection – Going through code and try to find errors. 

c. Rework – Fix errors. 

d. Follow-up – Ensure all fixes to errors found previously has been implemented 

correctly. 

3. Classify errors by type, and rank frequency of occurrence of types. Identify which types to 

spend most time looking for in the inspection. 

4. Describe how to look for presence of error types. 

5. Analyse inspection results and use for constant process improvement (until process averages 

are reached and then use for process control). 

3.1.2 Pair programming 

A more agile method of reviewing code is called pair programming. This approach has two 

programmers working together on the same computer. One of the programmers has the role of 

writing the code, while the other sits and watches every line as it gets typed, and comes with input 

and suggestions. The roles are switched often. Most commonly, the one not currently writing also 

thinks about tactical moves to take next in the writing. This is so that the watcher doesn’t sit idly by 

when the writes is thinking, and also that the writer can avoid mental clutter that disrupts him from 
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focusing on task at hand (Cohen et al., 2006). This approach differs drastically from the formal one in 

many ways, but most noticeable that it is a sort of continual code review, and is not a separate task 

as in the formal case. 

Pair programming has its upsides and downsides. The first thing that comes to mind is that a task 

that would require only one programmer now takes two. Studies have also shown that pairs develop 

software approximately 15% slower (Cockburn et al., 2000). Looking at it in a shallow fashion, this 

sounds horrible. But pair programming also comes with a myriad of upsides. Studies have shown that 

it reduces introduced defects by 15%, it increases learning in that two people gets a deep 

understanding of the code without any extra procedures. The communication bandwidth and 

frequency within the project and increased overall information flow within the team are also 

advantages that should not be overlooked (Cockburn et al., 2000). 

It is commonplace to have pair programming as a tool at your disposal rather than a project wide 

standard. If a task that has no obvious solution at first glance is to be made, it is very beneficial to 

have two programmers work together since the task calls for discussion and creativity (Lui and Chan, 

2006). In cases like that, the extra man-hour cost will most likely be worth it down the road. 

3.1.3 Lightweight code review 

The last type of code review is called lightweight code review, and is in theory a mixture of formal 

reviews and pair programming concepts, to get the best of both worlds. Some even say that pair 

programming itself is a sort of lightweight code review. It differs greatly from formal code reviews in 

that it is not a cumbersome process that requires a lot of people performing it or time to complete. 

There are many ways to perform this type of review, but some of the most common are: 

Email System – A management program installed on your computer send out new code to defined 

reviewers that get the chance to look at the new code in the mail, and send his consent or denial 

with extra comments as a response. This response can then be used to decide whether the code is 

ready to use or not. 

Tool-assisted code review – The writer of the code puts his code that is about to be reviewed in a 

suitable program. It could either be a primitive solution as pasting the code in a pastebin in the cloud, 

or a tool specifically made for the actual reviewing, such as Bitbucket’s own code reviewing utilities. 

The latter has the advantage of being more than just plain text; you could make new tasks from 

errors you find in the code, write inline comments directly in the code base, and so on. 

Discussion – One of the looser techniques is to explain the new code in a relaxed manner by the 

same workstation. If the reviewer feels something is unclear or outright wrong, the problem can be 

discussed and resolved right away. 

3.2 Expected outcomes of code reviews 

Bacchelli et al. (other researchers draw similar conclusions) say that even though finding defects 

remains the main motivation for review, reviews are less about defects than expected and instead 

provide additional benefits such as knowledge transfer, increased team awareness, and creation of 

alternative solutions to problems (Bacchelli et al, 2013). They also argue that code reviews might not 

make you find all too many defects in the code. It is exceptionally bad at finding design level 

problems, or very subtle or deep defects. However, the understanding gets much better. If an 

interactive review type is used, when the original author supplies context and his thought process, it 

is much easier to grasp, which may in turn result in finding defects. Even if an alternative is used that 

does not require the writer of the code to interact with the reviewer per se, the understanding of the 
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overall codebase gets better. Another important aspect is that if the writer of the code gets a pass 

from a reviewer, he can feel more relaxed. Errors will unavoidable still be introduced, but less 

frequently, and the stress of checking in potentially harmful code is mitigated.  

If reviews are performed often, it can also be ensured that a certain coding style is followed, so that 

new employees will have a much easier time getting into the code, when all of it has a certain 

structure. 

McIntosh et al. argues that if a large proportion of the code changes that are integrated during 

development are either: (1) omitted from the code review process (low review cover-age), or (2) 

have lax code review involvement (low review participation), then defect-prone code will permeate 

through to the released software product (McIntosh et al., 2014). This implies that there is value to 

perform reviews more often, even if they are less strict and formal, because it is not as costly and 

time consuming to do small lightweight reviews that gives more review coverage. 

3.3 Perceptions of code reviews 

As mentioned earlier, studies have shown that code reviews might not find as many errors as one 

would expect. The naive manager would interpret this as there is no real worth in it, but the less 

clear benefits are numerous, as has also been mentioned earlier. Managers that has taken the new 

literature to heart and tried the more modern (modern in the sense that they are more suitable for 

most project, formal code reviews still has its place) lightweight reviews will have found that certain 

more lightweight review techniques appear to have the same proven benefits and measurability 

found in heavyweight reviews while drastically reducing total time spent (Cohen et al., 2006). 

3.4 Types of errors 

To be able to gauge the difference in severity of defects discovered, a scale was needed to classify 

the errors. The scale had to have a degree that felt intuitive. If the scale had too many steps, it would 

only result in inexact data because the programmer that found the defect will not know for certain 

how to grade it. If the scale has too few steps, it will be hard to see a measurable change. A scale of 

four different severities will be a fitting compromise. 

Instead of grading the errors with a number between one and four, the following aliases give some 

actual meaning to the scale: 

 Negligible – Code that is superfluous; might still do what it was intended to do, or interfere 

with the user experience just slightly, but does not result in a crash of some sort. 

 Marginal – Much like the negligible type, but may annoy the user in a significant way, or 

cause certain minor features to malfunction. 

 Critical – Might cause a feature to go down completely. 

 Catastrophic – Compromises the product or the safety in a catastrophic manner. 

3.5 Method Theory 

There are numerous ways to conduct a study. The following subparagraph will go into detail of case 

studies and questionnaires, and how to apply them. 

3.5.1 Case studies 

In simple terms, a case study is an in depth study of a particular situation instead of a grand 

quantitative study. It will not answer a question in its entirety, but it will give indications and allow 

further elaboration and hypothesis creation on a subject to be made. 

https://explorable.com/research-hypothesis
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A case study refers to the collection and presentation of detailed information about a particular 

participant or small group. The case study looks at an individual or small group of people, drawing 

conclusions only about that individual or group and only in that specific context. Researchers do not 

focus on the discovery of a universal, generalizable truth. Emphasis is placed on exploration and 

description. 

Even though there is no clear, universally accepted definition of a case study, there are some basic 

criteria that should be met in order for it to be a suitable method. It should be an empirical inquiry 

that investigates a contemporary phenomenon within its real-life context, especially when the 

boundaries between phenomenon and context are not clearly evident (E. Perry et al., 2006, p. 134). 

A case study also deals with many sources of data that has to converge in one way or another.  

Analysing results for a case study tends to be more opinion based than quantitative methods. The 

idea is to try and compile the acquired data into a manageable form and look at trends rather than 

excruciatingly analyse every little piece of data. 

The most important aspect of a case study is that even if a very complex and specific context is 

studied, efforts has to be made to try and extrapolate and interpret conclusions that can be drawn 

on the problem as a whole. The criteria ‘if it is valid in this case, it is valid for many cases’ should be 

fulfilled. 

3.5.2 Questionnaires  

Developing a questionnaire can be done methodically in with the following steps (Lui and Chan, 

2006): 

1. Determine what information you want to acquire 

2. Specify what type the questions you will ask should be: 

a. Open-ended – Allow the respondents to elaborate on their answers, which will make 

it harder to analyse. These kinds of questions are often used in in depth interviews. 

b. Projective methods – Encompasses a lot of different types. Can for example be fill-in-

the-blanks sentences. The person asking the questions should then try to gauge the 

attitude of the person taking the questionnaire. Projective are also notoriously 

difficult to analyse, and are only used on special occasions. 

c. Fixed-alternative – The most common way to conduct a questionnaire is to have 

questions that provide multiple choices. These are very easy to analyse. 

3. Determine the form of response – The response can also be on many different forms. The 

comparative route has the person responding to the questionnaire distribute a fixed number 

of points on a way he sees fit on a set of alternatives.  

Another option is to have a graphic line on which the responder writes a dot. This approach 

is slightly harder to analyse, and a compromise is often made to use the itemized approach, 

where the responder can only answer with a discrete range on said line. E.g. on a scale one 

to ten. 

4. Choose the question wording – The most important part of the questionnaire is to ask very 

specific questions, so the responder cannot misinterpret them. A question that may look 

harmless at first glance could e.g. be “What is your most commonly used internet browser?” 

A closer look shows that it could be interpreted as “What is the browser most commonly 

used by your family in your household?” To avoid this, more specific questions has to be 

asked, such as “What is the internet browser you personally have used most in your work 

environment the last year?” 
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5. Arrange the questions into an effective sequence – If your answers follow a red thread, it is 

not a good idea to randomize the order of the questions. There may however be instances 

where that can be warranted. If you are issuing a test of your questionnaire, it can be 

beneficial to mix the order up in order to find out if the ordering matters. If you don’t want it 

to, you will have a chance to do something about it. 

6. Specify the look of the questionnaire – This is a field of study on its own. Should it be printed 

or paper, or be conducted online with a program that does not allow for alteration of the 

standard appearance. How many questions should there be on each page, etc. 

There are questionnaires where this might be important, but with help tools being limited, 

this is often not a variable to worry about. 
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4 Method 

To answer the posed research question in 4.3, I will do the following: 

1. Case study (participant-observation). Data collection by questionnaires and document 

analysis. 

4.1 Overview 

  

Figure 1 - Flowchart of the execution of the study 

The case study started on May 4 with an introduction of the study’s purpose to the programmers, 

and what changes to the current workflow it would bring. This new procedure was then carried out 

for four consecutive weeks. Each day the programmers would work as per usual, but put aside a few 

moments each day for light weight code review on code that had been written throughout the day. 
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Figure 2 - Sprint board appearance before the study partook 

At the end of the week, all reviews performed during the week were compiled and analysed. A 

questionnaire regarding their perceived rate of learning during the week was also given out. 

After four weeks, the weekly compiled data of reviews was reviewed once more in a bigger scope, to 

see what trends that could be seen over the course of the month. The questionnaires were also 

analysed, to see how the programmers felt their knowledge of the code base had grown and how 

much they felt they had learned. 

4.2 Workflow 

4.2.1 Previous workflow 

Before the study partook, the workflow in the company was a lot like the typical workflow in the 

SCRUM-methodology. Sprint planning meetings were held at the start of a new sprint, and daily 

morning stand up meetings were held in order to see how the last workday went, and what was 

supposed to be implemented the current day. The sprints typically lasted five workdays, and 

retrospectives of earlier sprints were held before the sprint planning meetings. Tasks were specific 

and estimated using planning poker. 

What made the workflow stand out from the standard SCRUM-methodology was that all the 

programmers had spectacularly good knowledge of the code and features they were “responsible” 

for. E.g. one had very good understanding of the iOS specific Objective-C code because he had 

written all of it, whilst others had other domains they were more comfortable with. This led to that 

task were time estimated and assigned to those with most knowledge of that particular feature, 

which is not common in a typical SCRUM-team. 

When all the tasks for the upcoming sprint had been discussed and time estimated, it looked like the 

following: 

 

All the relevant tasks for the sprint would be put under the ‘To Do’-label. The programmers would 

then pick an appropriate task that had been assigned to them and start working. When a task was 

done, the new code would be pushed into the remote repository that contained all the code in the 
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project, and the CTO would be noted, and he would try the new feature out to see if it worked as 

expected. If it did, he would move it to the ‘Done’-label. If it did not work as expected, the 

programmer assigned to the task would be informed and fix the issue before the CTO looked at it 

again. 

If a sprint resulted in more working features, a regression test would be performed to check that no 

old functionality had been broken by the new code, and that the new features worked properly. 

 

4.2.2 Workflow during the course of the study 

Studies point to that low code review coverage and participation results in a lot more defects in the 

resulting code than if coverage and participation were to be high (McIntosh et al., 2014; Cockburn et 

al., 2000). With this is mind, it would be useful to introduce more quality assurance than just having 

the CTO testing the feature, and instead review as much code as possible. Since there were not many 

programmers available, and resources were sparse in general, it would be beneficial to do this 

without interfering with overall efficiency and productivity. Therefore, light weight code reviews was 

used. Review of refactored code was omitted, since studies show that very few bugs are introduced 

this way (McIntosh et al., 2014). 

4.2.2.1 Sprint planning 

Sprint planning was conducted in the same manner as before. Even though the programmers would 

review a lot of code they were not that familiar with, it would most likely not be possible to make 

everybody in the company as comfortable with the entire code base as they felt with the 

components they were responsible for. It would be unwise to give out tasks arbitrarily like standard 

SCRUM suggests. 

For each task that was made to be completed in a sprint, it was determined if it was small enough to 

be solved in one code commit to the code base (e.g. bug fixes and small improvements fall into this 

category), or if a series of commits were needed to resolve the issue (e.g. epics, new features and 

large refactors). If the task could be resolved in one commit, the newly written code would be 

pushed to the development branch on completion. If it was thought that it would be completed in a 

series of commits, a new branch was created and all the following commits that were linked to said 

issue would be pushed to this branch. This way, once the feature was complete, a pull request on the 

branch would result in a merged difference file which made it easy to see what code that had been 

introduced into the code base. These commits and pull requests is what was used in the actual code 

reviews. 

4.2.2.2 Sprint 

Studies have shown that people that know each other well and are used to the others coding habits, 

generally find less bugs when doing a review together rather than if the people did not know each 

other that well (Bacchelli et al, 2013). Studies have also shown that people are more prone to discuss 

abnormalities in the code and come to a mutual understanding rather than report defects. With this 

in mind, it would not be fitting (since all the programmers worked in the same office) to use a review 

tool that has a steep learning curve. Therefore, Bitbucket’s built in support for code review will be 

used. It is very light weight, and basically just give the reviewers the ability to comment on the code 

commits and pull requests and see the changes in one file, instead of a bunch of different commit 

difference files. 
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Figure 3 - Excerpt of a code review sheet 

Once a feature was completed and a pull request was about to be made, the programmer would take 

hold of a colleague, review the code and try to find defects in the code before submitting it to the 

development branch. Since the programmers were all familiar with each other, it would likely not 

have a big impact which colleague that was picked for the review. 

A code review excel document was kept open during a review. 

 

The identifier of the task, date of inspection, and name of the inspector were written down. The 

commit or pull request was then reviewed together with the writer. If an error was found, the 

location of the error (filename and line number) and a small description of the error and its potential 

effects were documented. The severity of the defect (negligible, marginal, critical, or catastrophic) 

was also documented. Examples of the different terms would be: 

 Negligible – Code that is superfluous; might still do what it was supposed to, or interfere with 

the user experience just slightly, but does not result in a crash of some sort. 

 Marginal – Much like the negligible type, but may annoy the user in a significant way, or 

cause certain minor features to malfunction, e.g. the user is no longer able to use non ASCII-

characters in the subject of a created mail. 

 Critical – Might cause a feature to go down completely, e.g. the user is no longer able to send 

mail at all. 

 Catastrophic – Compromises the product or the safety in a catastrophic manner. E.g. the 

signature cannot contain line break characters, which result in bootstrapped data which 

cannot be parsed, which in turn works like a DOS, blocking the user from using the 

application at all. Not validating user input is another catastrophic error that may lead to 

serious harm. 

Once the review was done, a decision was made whether it passed or not. If there were no errors 

found at all, or the errors where so minor (like in the example in Figure 3) that it could be resolved 

within minutes by the programmer, it was a Pass. Once the (potential) errors had been resolved, it 

was simply pushed into the code base. 

If there were many errors or errors of slightly higher severity, it was a Pass with Re-inspection. The 

coder just fixed all the errors found and the reviewer was later asked to take a look at the additions 

and give a clear. This option existed so that there was no pressure to start a new review all over again 

for small, easily fixable errors. 

The final type was Fail with rewrite. This was done when the coder and reviewer came to the 

conclusion that it would probably be best if the feature was re-written. It could be because of 

insufficient or slow code, or code that simply was not maintainable. 
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Figure 4 - Sprint board during the course of the study 

The decision if the review passed or not was deliberately loosely defined so the coder and reviewer 

together could discuss what they thought should be the verdict, instead of following a strict 

definition, which would defeat the purpose of the light weight reviewing style. 

 

 

Another big change that was introduces to the workflow is that the CTO no longer had to test all the 

features himself to see if they were working as intended. A task that had been completed would be 

put under the label ‘Done’ as before, but the new label ‘Verified’ was introduced. The ‘Done’-label 

was used to indicate that tasks under it were ready for a review. Once a review was carried out and 

passed, the reviewer moved the task to the ‘Verified’-label. This way, some of the work was 

mitigated from the already busy CTO, and if an error passed through the review, more than one 

person would be able to fix it quickly, since the reviewer had gotten a good understanding of the 

relevant code in the review. 

4.3 Answer questionnaire about perceived learning 

At the end of the sprint, the review excel sheets were collected, and questionnaires containing 

questions of perceived rate of learning were sent out to the programmers. Had they gotten a better 

understanding of the code base?  

The questionnaire that was sent contained a set of questions that were graded on a scale of one to 

ten: 

 How would you rate your understanding of the Android-specific code of the project? 

 How would you rate your understanding of the iOS-specific code of the project? 

 How would you rate your understanding of the JavaScript-specific code of the project? 

 How would you rate your understanding of the Grails-specific code of the project? 

 How would you rate your understanding of the entire code base? 

The questionnaire was designed with the company’s special set of circumstances in mind. Since most 

programmers had a very good understanding of one part, and only rudimentary understanding of the 

other parts, an upwards trend in these questions over the course of a few sprints would be a good 

sign of learning.  
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4.4 Keynotes 

 Single commits for small tasks, branches for bigger tasks (so that the commits could be 

viewed and discussed in a single difference file when merged). 

 After each task was completed (except for small issues like refactors that studies show does 

not give value for the time invested), a colleague as selected to perform a review.  

 The difference file was comment and new tasks were created for issues that were found, and 

were put in the weekly excel sheet of discovered errors. 

 After each week, small questionnaires were sent out to measure how the perceived learning 

had progressed since last week, and the week’s excel sheets were collected and analysed. 

4.5 End of the month long case study 

After the course of one month, the collected data was analysed and an effort to try and identify 

certain trends were made. Has the rate of perceived learning gone up over the weeks? Had it 

increased initially, but tapered off after a few weeks? Did it feel like one month was not enough time 

to get familiar with the new workflow? Did it feel valuable, and is it something that will be used in 

the future by the company? 

4.6 Summary 

The following table contains the most vital information from the chapter: 

Length of study #Questionnaires 
about perceived 

learning 
answered 

#Reviews 
performed 

4 weeks 4 One for every 
relevant task* 

* = Every task that was not a refactoring or so small that a review was not warranted. 
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5 Results 

This chapter elaborates on how the method was used in the study, and shows the data that was 

collected after the month long study. 

5.1 Errors detected 

 

Figure 5 - Average amount of errors introduced and found during code reviews 

The diagram shows that there was a considerable amount less errors detected at the end of the 

study than in the beginning, from an average of nine per person in the first week to five per person in 

the last. The negligible errors fluctuate slightly, but stay almost the same over the weeks. The 

marginal errors discovered decreased from three per person to one per person, which was a 

considerable difference. Both the critical and catastrophic errors where rare from week one, and no 

clear trend can be read from their weekly changes. 

 

The following table show how many tasks were assigned per coder per week. More specifically, tasks 

that got completed and were reviewed. Uncompleted task are irrelevant here. 

 Week 1 – 23 tasks Week 2 – 9 tasks  Week 3 – 10 tasks Sprint 3 – 13 
tasks 

Coder 1 7 3 3 2 

Coder 2 6 2 3 6 

Coder 3 4 2 2 2 

Coder 4 6 2 2 3 
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Sprint 1 was performed during week 1, sprint 2 was performed during week 2 & 3, and finally, sprint 

3 was performed during week 4. The numbers in the columns represent the errors introduced by the 

coders (negligible/marginal/critical/catastrophic). 

 Week 1 Week 2 Week 3 Week 4 

Coder 1 4/3/0/0 3/2/0/0 5/1/0/0 2/1/0/0 

Coder 2 7/4/0/0 4/1/0/0 4/0/0/1 4/0/0/0 

Coder 3 2/2/1/1 3/3/1/0 4/2/0/0 6/2/0/0 

Coder 4 7/3/1/1 5/2/0/0 5/1/1/0 4/1/0/0 

The seemingly uneven distribution of tasks depends on that Coder 1 is the CTO of the company and 

has a lot of other responsibilities than writing code. Coder 3 also worked part time, which led to that 

he got fewer tasks assigned to him. 

 

The most minor errors where the ones that got caught the most. Again, since the different categories 

did not have a strict definition as in a formal approach to code reviews, it is hard say an all-

encompassing term that make all the errors fit. The negligible column consist mostly of memory 

alterations that could have been put into variables instead of being fetched from memory time and 

time again, debug code that the coder forgot to comment out, and things of that nature. 

Less than half as many marginal errors as negligible errors were found. They ranged from everything 

from unnecessary array concatenations that could have been made outside of a loop instead of 

inside of it every iteration for a drastic boost in efficiency, or an untested branch in nested if-

statements that actually result in abnormalities. 

The critical errors were few and far between, and included things like functions not dealing with 

every type of potential answer, which would result in a component of the application crashing. It is 

worth noting that critical errors still got through the review process and ended up in the repository, 

but that is outside of the scope of this study. 
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The catastrophic errors were even sparser, and included e.g. a severe bug where a user’s access 

token (can be seen as a pass phrase to be able to get information out from the user’s Google 

account) to be saved globally on the server, which resulted in other users getting access to this user’s 

information. 

5.2 Perceived learning 

 

Figure 6 - An average of the perceived rate of learning of all the different parts of the code found in 
the figures below 

 

Figure 7 – Perceived understanding of the Android-specific code 
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Figure 8 - Perceived understanding of the iOS-specific code 

 

 

Figure 9 - Perceived understanding of the Exchange-specific code (Coder 1’s and coder 3’s lines 
overlap) 
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Figure 10 - Perceived understanding of the front end-specific code 

 

 

Figure 11 - Perceived understanding of the Grails-specific code (Coder 1’s and coder 2’s lines overlap) 

The participants were asked the following questions: 

 How would you rate your understanding of the Android-specific code of the project? 

 How would you rate your understanding of the iOS-specific code of the project? 

 How would you rate your understanding of the JavaScript-specific code of the project? 

 How would you rate your understanding of the Grails-specific code of the project? 

 How would you rate your understanding of the entire code base? 

0

2

4

6

8

10

12

Week 1 Week 2 Week 3 Week 4

Perceived understanding of the Front End-specific code 

Coder 1 Coder 2 Coder 3 Coder 4

0

1

2

3

4

5

6

7

8

9

10

Week 1 Week 2 Week 3 Week 4

Perceived understanding of the Grails-specific code 

Coder 1 Coder 2 Coder 3 Coder 4 Average



24 

 

The first graph shows how the coders perceive their own understanding of the entire codebase 

during the course of the four week study, and shows an average increase from 6.15 to 7.45. 

The coders’ perceived understanding of the Android- and iOS-specific code shows the most drastic 

improvement, whereas the perceived understanding of the Exchange- and front end-specific code 

barely changed at all.  

Coder 1 has written most of the front end-specific code, coder 2 most of the Exchange-specific code, 

coder 3 the Android-code, and coder 4 the iOS code. This shows in the diagrams, where their 

perceived understanding of their respective part did not move in either direction during the course 

of the study. 

One anomaly that can be found is that coder 3’s perceived understanding of the front end code 

decreased between weeks two and three. With a questionnaire without the answers available to the 

responder after the response has been sent, this is nothing strange. Since there was no drastic 

change either up or down, it can be interpreted as that the perceived understanding did not change 

at all. 
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6 Discussion 

The following chapter contains a discussion about what can be drawn from the study, while looking 

at similarities and differences from other studies. 

6.1 Results 

This study was conducted under a set of very special circumstances. Apart from common things that 

make a start-up stand out, like the speed of development and general focus on new features versus 

maintenance, the programmers also had very different backgrounds and set of skills. Even though all 

were competent programmers, there were parts of the code that was untouched and unread by all 

but the responsible programmer. 

This is the most probable reason that the perceived understanding of the code base went up so 

drastically initially. E.g. the iOS-specific code was written exclusively by coder 4, and all the other 

programmers had very limited experience with Objective C, which is the language used to write iOS-

code. That is also most likely the reason why some of the coders’ perceived understanding of certain 

parts started at the top most grade and stayed there; they had been coding on it since it was written 

from the beginning. 

The decision was made to make the previous answers to the questionnaire unreachable for the 

programmers, so that they would not intentionally answer a higher score on the coming 

questionnaires. This resulted in a few abnormalities (e.g. coder 4’s perceived understanding of the 

front end code went down from week 2 to 3). 

A lot of errors were found during the reviews in the beginning, and slowly but surely tapered off as 

the weeks went by. This outcome was to be expected, since even though the programmers knew 

each other pretty well from the start, they had not scrutinized or discussed each other code before. 

When this initial phase was over, fewer errors were detected, since the reviewers subconsciously 

gets more relaxed (Bacchelli et al, 2013). 

Anecdotally, one could speculate that the amount of errors went down because of just knowing that 

someone is going to review your code makes you think twice before deciding you are done. Extra 

checks were made to the code, e.g. checking that all superfluous logs were removed, loops were 

optimized etc. before checking in the newly written code to the code base.  

Contrary to the literature and previous studies, which suggested that design level flaws were 

exceptionally rare to find in light weight code reviews (McIntosh et al., 2014), a handful of minor 

design flaws were actually detected. This is however probably an effect of that the coder who 

introduced said design flaws were less experienced with the component and language in question, 

and introduced design flaws that were easy to detect. 

Refactors of code are generally seen as safe software to write, and they rarely introduce any errors 

(McIntosh et al., 2014).Therefore, one should spend time and resources on other code that might be 

more error prone. In this study however, had some more time been spent on reviews and taken 

refactors into account as well, a few bugs would not have been introduced. Again, the special kind of 

circumstances for this study might be what is to blame. A component with a well-defined interface 

rarely introduce any defects when being refactored, but more tightly integrated component might 

not have been taken into consideration. 
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6.2 Method 

In short, the study took place during a four week period, with light weight reviews on almost all new 

code written. After each week, a questionnaire was handed out evaluating the rate of perceived 

learning. A case study was chosen above all other available research methods because of the special 

set of circumstances the company was currently in; just four programmers, with varying previous 

experience in software development and different areas of expertise. 

One could argue that a four week long study is too short of a time to gauge a real perception of 

learning and understanding of the code, and what light weight code reviews would bring in the long 

run. The counter argument to that is that the effects beyond just error detection, like discussion for 

better solutions, increased learning and code ownership are beneficial as soon as they are 

implemented (Bacchelli et al, 2013). In this particular case study, four weeks of rigorous reviewing of 

most code in a light weight fashion was enough for the programmers to realise the real benefit of it. 

Had they felt completely unsatisfied, a longer case study would have been warranted, to see if their 

attitudes would have changed. 

Contrary to formal approaches to code reviewing, the classification of the errors had no real 

definition set in stone, which may have led to the coders grading the errors “wrong”. As long as the 

reviewer and coder discussed the code during the review, this should not have posed a problem 

since the grading of the error is not as important as actually finding it, even though the final graphs 

might then be a bit skewed in terms of gradation.  

Instead of issuing a questionnaire to gauge the rate of perceived learning, interviews with more 

personal questions could have been held, to let the responder better express his feelings 

(Quickmba.com, 2010), and use that as a more qualitative metric. However, even though these 

interviews would probably yield results that would be comparable to the interview before, it would 

be hard to analyse a trend over several weeks. A questionnaire with questions with the answer 

options itemized better suited the task. The trend of perceived learning and understanding shown is 

undeniable, even though the itemized questions might not be the most exact measurements. 

6.3 The work in a wider context 

What general lessons can be learned from this case study, which was performed under a set of rather 

unusual circumstances? 

Four weeks was enough for the programmers to realise that reviews on all newly written code, even 

though they are light weight, is not feasible in the long run. A few alterations could be made to the 

workflow, and most of the benefits of the reviews could still be had. 

Instead of reviewing all new code, modules that are more error prone, a security risk etc. could be 

prioritized first. E.g. the front end code that is likely to change might not need reviews, whilst the 

server handling sensitive user data and managing login might need it. Studies show that errors that 

are left uncorrected, become exponentially more costly with each phase they are unresolved 

(Westland, 2002), so some sort of quality assurance is still needed.   

Another big lesson learned is that the workflow used in this study would work very well when 

introducing a new member to the team. If all of the new member’s code would be reviewed, and also 

the new member gets to review some of the experienced programmers’ tasks as well, to exchange 

ideas, show coding standards etc., the inevitable slow start up period would most likely be 

considerably shorter.  
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7 Conclusions 

This case study set out to answer the question “How does the outcome of introducing lightweight 

code reviews in a small start-up developer team with experienced programmers evolve over time, in 

terms of a) type of errors detected, and b) perception of value and learning?” 

As the weeks went by during the course of the study, fewer errors were discovered during the 

reviews. This is likely due to that, as previous studies show, programmers who are more comfortable 

with one another usually find less defects in each other’s code (Bacchelli et al, 2013), and that the 

thought of having someone scrutinize your code makes you think twice before settling with it and 

make a conscious effort to write better code. The amount of critical and catastrophic errors detected 

per week stayed almost on a constant level, whilst the frequency of less hazardous error went down 

significantly.  

The perceived learning increased steadily week to week, except on the code that the coder was 

responsible for. More research has to be done to determine if the perceived learning would 

eventually level out. 

The perceived value of the reviews were high, since reviewing the original authors code and hearing 

their though process and discussing alternative solutions sped up the learning process significantly, 

and a lot of defects which would have become hard-to-find bugs were taken care of right away. 

  



28 

 

8 References 

Westland, J. (2002). The cost of errors in software development: evidence from industry. Journal of 

Systems and Software, 62(1), pp.1-9. 

Fagan, M. (1999). Design and code inspections to reduce errors in program development. IBM Syst. 

J., 38(2.3), pp.258-287. 

Huizinga, D. and Kolawa, A. (2007). Automated defect prevention. Hoboken, N.J.: Wiley-Interscience. 

E. Perry, D., Elliott Sim, S., M. Easterbrook, S. and Aranda, J. (2006). Case Studies for Software 

Engineers. In: ICSE. Shanghai: IEEE. 

Cohen, J., Brown, E., DuRette, B. and Teleki, S. (2006). Best kept secrets of peer code review. Austin, 

Tex.: Smart Bear. 

Cockburn, Alistair; Williams, Laurie (2000). "The Costs and Benefits of Pair 

Programming" (PDF). Proceedings of the First International Conference on Extreme Programming and 

Flexible Processes in Software Engineering (XP2000) 

Lui, K. and Chan, K. (2006). Pair programming productivity: Novice–novice vs. expert–expert. 

International Journal of Human-Computer Studies, 64(9), pp.915-925. 

Bacchelli, A. and Bird, C. (2013). Expectations, outcomes, and challenges of modern code 

review. 2013 35th International Conference on Software Engineering (ICSE). 

McIntosh, S., Kamei, Y., Adams, B. and Hassan, A. (2014). The impact of code review coverage and 

code review participation on software quality: a case study of the qt, VTK, and ITK projects. 

Proceedings of the 11th Working Conference on Mining Software Repositories - MSR 2014. 

Quickmba.com, (2015). Questionnaire Design. [online] Available at: 

http://www.quickmba.com/marketing/research/qdesign/ [Accessed 17 Jun. 2015]. 

  

https://en.wikipedia.org/wiki/Alistair_Cockburn
http://collaboration.csc.ncsu.edu/laurie/Papers/XPSardinia.PDF
http://collaboration.csc.ncsu.edu/laurie/Papers/XPSardinia.PDF


29 

 

The publishers will keep this document online on the Internet - or its possible replacement - for a 

considerable time from the date of publication barring exceptional circumstances. 

The online availability of the document implies a permanent permission for anyone to read, to 

download, to print out single copies for your own use and to use it unchanged for any non-

commercial research and educational purpose. Subsequent transfers of copyright cannot revoke this 

permission. All other uses of the document are conditional on the consent of the copyright owner. 

The publisher has taken technical and administrative measures to assure authenticity, security and 

accessibility. 

According to intellectual property law the author has the right to be mentioned when his/her work is 

accessed as described above and to be protected against infringement. 

For additional information about the Linköping University Electronic Press and its procedures for 

publication and for assurance of document integrity, please refer to its WWW home page: 

http://www.ep.liu.se/ 

 

© [Emil Tholin] 

 


