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Abstract

Generic visual tracking is one of the classical problems in computer vision. In
this problem, no prior knowledge of the target is available aside from a bounding
box in the initial frame of the sequence. The generic visual tracking is a difficult
task due to a number of factors such as momentary occlusions, target rotations,
changes in target illumination and variations in the target size. In recent years,
discriminative correlation filter (DCF) based trackers have shown promising re-
sults for visual tracking. These DCF based methods use the Fourier transform to
efficiently calculate detection and model updates, allowing significantly higher
frame rates than competing methods. However, existing DCF based methods
only estimate translation of the object while ignoring changes in size.

This thesis investigates the problem of accurately estimating the scale varia-
tions within a DCF based framework. A novel scale estimation method is pro-
posed by explicitly constructing translation and scale filters. The proposed scale
estimation technique is robust and significantly improve the tracking performance,
while operating at real-time. In addition, a comprehensive evaluation of feature
representations in a DCF framework is performed. Experiments are performed
on the benchmark OTB-2015 dataset, as well as the VOT 2014 dataset. The pro-
posed methods are shown to significantly improve the performance of existing
DCF based trackers.
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Sammanfattning

Allmän visuell följning är ett klassiskt problem inom datorseende. I den vanliga
formuleringen antas ingen förkunskap om objektet som skall följas, utöver en ini-
tial rektangel i en videosekvens första bild. Detta är ett mycket svårt problem att
lösa allmänt på grund av occlusioner, rotationer, belysningsförändringar och vari-
ationer i objektets uppfattde storlek. På senare år har följningsmetoder baserade
på diskriminativea korrelationsfilter gett lovande resultat inom området. Dessa
metoder är baserade på att med hjälp av Fourertransformen effektivt beräkna de-
tektioner och modellupdateringar, samtidigt som de har mycket bra prestanda
och klarar av många hundra bilder per sekund. De nuvarande metoderna upp-
skattar dock bara translationen hos det följda objektet, medans skalförändringar
ignoreras. Detta examensarbete utvärderar ett antal metoder för att göra skalupp-
skattningar inom ett korrelationsfilterramverk. En innovativ metod baserad på
att konstruera separata skal och translationsfilter. Den föreslagna metoden är ro-
bust och har signifikant bättre följningsprestanda, samtidigt som den kan använ-
das i realtid. Det utförs också en utvärdering av olika särdragsrepresentationer
på två stora benchmarking dataset för följning.
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Notation

Variables

Variable Meaning

xt The image patch at time t
xt+1 The image patch at time t + 1
Xt The Fourier transform of the image patch at time t
ht The filter at time t
Ht The Fourier trainsform of the filter at time t
µ Learning rate of filter
Rt The Fourier transform of the response at frame t
rt The filter response at time t
y The labeling function, a 2d Gaussian
Y The Fourier transform of the label function
λ A small regularization constant
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1
Introduction

Visual tracking is one of the classical computer vision problems with a wide range
of applications in robotics, surveillance and structure from motion. In a robotics
setting, visual tracking can be used to track a specified target autonomously. In
a surveillance setting, it can be used to detect humans or animals moving over
prohibited areas for example train tracks. Therefore it is crucial that a tracking
algorithm is robust enough to handle difficult settings while maintaining a high
frame rate. While humans have the ability to track any object visually without
much difficulties, building computer algorithms for visual tracking is a difficult
task. This is due to the fact that only a single frame is available as a descrip-
tion of the object to the tracking algorithm, compared to a vast amount of prior
knowledge available to humans. Factors such as varying illumination, changes
in the size of the object over time, appearance changes from deformations and
viewpoint changes from rotations contribute to the difficulty of generic visual
tracking.

Generally, tracking algorithms have a detection and a model update compo-
nent. In a new frame, the detection component aims to find the tracked object by
matching parts of the image to a model. For computational reasons the searched
region is usually just a small area around the target. The appearance model is
then updated from the estimated position. This makes it crucial that the detec-
tion can find a good estimate of the targets new position. If the bounding box
from the detection is misaligned relative to target, the update will corrupt the
model. If the tracker fails to recover, new updates will continue to input faulty
information into the model causing model drift. This is a particular problem
when the tracker is faced with occlusions or scale variations.

When faced with occlusions it is possible to skip the update step assuming
a certainty measure is available from the tracker. However this introduces the
problem of setting the certainty threshold correctly. It should be high enough
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2 1 Introduction

that a deformation or illumination change is not mistaken for an occlusion, but
low enough that a partial occlusion is rejected. In practice the optimal threshold
will depend a great deal on the target and environment.

In recent years, discriminative correlation filter (DCF) based trackers have
achieved superior tracking performance compared to existing approaches. The
DCF based trackers were initially introduced by Bolme et al. [2010]. This ap-
proach minimizes the difference between the actual and desired correlation out-
put over a large number of translated image patches. By employing circular con-
volution, the problem can be solved efficiently in the Fourier domain. The work
of Henriques et al. [2015] extended the DCF framework with non-linear kernels.
Both of these approaches are limited to estimating the translation, while ignoring
scale changes.

1.1 Thesis overview

Here an overview of this thesis is provided. The first chapter provides an overview
of the visual tracking problem, and the challenges in using a DCF based frame-
work. The second chapter provides an overview of the discriminative correlation
filter framework, and extensions for higher dimensional features. The third chap-
ter provides descriptions of the the visual features evaluated in the DCF frame-
work. Additionally an overview of the channel coding framework employed in a
subset of these features is discussed. The fourth chapter discusses various ways
of estimating scale changes in the target. A description on the use of fast inter-
polation in the Fourier domain is also included. The final chapter starts with
an overview of the benchmark used for evaluating the trackers, and the evalua-
tion criteria used. The second part of the chapter investigates the impact of the
various features in a DCF based framework. The third part examines the per-
formance of the different scale estimation approaches used. The fourth part com-
pares the proposed algorithms with some state of the art methods from literature.
Finally some conclusions are made.

1.1.1 Problem formulation

The goal of this master thesis is to investigate how to improve the performance of
existing DCF based trackers. First two key areas crucial to improve performance
for DCF based trackers is identified.
1) Robust feature representations: A comprehensive evaluation of visual features,
based on color and shape information is performed.
2) Accurate scale estimation: Extending existing DCF trackers to estimate both
translation and scale changes of the target. The main goal is to extend existing
DCF based trackers to handle scale variations, without significantly increasing
the computational cost.
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1.2 Approaches and results

This thesis contains two contributions. The first is a comprehensive evaluation
of color and shape based features for DCF based trackers. Results on benchmark
tracking datasets shows that a careful selection of feature representation is cru-
cial to obtain good performance in visual tracking. The desired feature repre-
sentation should be compact (have low dimensionality), while maintaining high
discriminative power. The second contribution is a comparison of three differ-
ent methods for scale estimation in a DCF based framework. The proposed scale
estimation should have low computational complexity, while being robust.





2
Discriminative correlation filters for

tracking

This chapter contains an overview of the theory behind correlation filters, start-
ing with the original formulation by Bolme et al. [2010] for one dimensional fea-
tures. The second part explains the commonly used extension for using higher
dimensional features used in Danelljan et al. [2014b] and Henriques et al. [2015]

In recent years discriminative correlation filter based trackers have shown a
great deal of promise for visual tracking applications owing to their high compu-
tational efficiency and good detection performance.

2.1 MOSSE tracker
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Figure 2.1: Visualization of the gaussian label function relative to the input
patch (left) and the filter response in the next frame (right)
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6 2 Discriminative correlation filters for tracking

The MOSSE tracker is commonly framed as a regression problem, where the
optimal correlation filter is to be found by minimizing the deviation from a de-
sired correlation score, called ε for a given input x. The desired correlation score
y is in our case a Gaussian function centered on the target. The error ε is min-
imised according to 2.1. A visualization of the desired output given an input
image is in the left image in figure 2.1. The image to the left shows the filter
output in the next frame.

ε =
t∑
j=1

||hj ? xj − yj ||2 + λ||ht ||2 (2.1)

Where the ? denotes circular correlation.
Expression 2.1 has the Fourier transform 2.2. Where X denotes the Fourier

transform of x, and x̄ denotes the complex conjugate of x, so X̄ denotes the com-
plex conjugate of the Fourier transform of the original patch. The parameter λ is
a small positive number used as regularization to reduce the impact of very low
frequencies.

1
MN

t∑
j=1

||HjXj − Xj ||2 + λ||Hj ||2 (2.2)

The closed form solution to the sum is then 2.3.

Ht =

∑t
j=1 ȲjXj∑t

j=1 X̄jXj + λ
=
At
Bt

(2.3)

In practice the numerator A and denominator B of the filter Ht is updated
separately via linear interpolation as in 2.4 and 2.5

At+1 = At ∗ µ + (1 − µ) ∗ ¯Yt+1Xt+1 (2.4)

Bt+1 = Bt ∗ µ + (1 − µ) ∗ X̄tX̄t + λ (2.5)

When a detection is to be performed in a new frame the Fourier transformed
response can be computed with point-wise multiplications and divisions with the
filters numerator and denominator. The response function r is then the inverse
Fourier transform of R given as:

Rt =
XtAt
Bt

(2.6)

With a coordinate system with the origin in the center of rt , the coordinate of
the highest peak will correspond to the translation of the target in the new frame



2.2 Extension for multichannel features 7

2.2 Extension for multichannel features

The original formulation of the MOSSE and CSK trackers only uses gray-scale
features. Extending this to higher dimensional features is commonly done by
optimizing one filter for each feature dimension. This extension was originally
proposed by Danelljan et al. [2014b] Dimension l of the input x is here denoted
as xl . The error term ep ε is then difference between the desired correlation y
and the sum of the correlation over all feature channels. This gives the error as
equation 2.7, analogously to the single channel formulation in 2.1.

ε = ||
d∑
l=1

(hlt ? x
l
t) − y||2 + λ

d∑
l=1

||hl ||2 (2.7)

Where the label function y is the same as the one used in the single dimensional
case. The parameter λ controls the regularization over all feature dimensions
similar as in equation 2.3.

While it would be preferred to optimize the filter over all observed data, this
would require the solution of a dxd equation system for each pixel, in each ob-
served sample. This would represent a very large equation system that can not
be solved sufficiently fast in each frame. Instead an approximation is obtained
by updating the numerator A and the denominator B separately with a forgetting
factor µ in each frame according to:

Alt = (1 − µ)Alt−1 + µȲ X lt (2.8)

Bt = (1 − µ)Bt−1 + µ
d∑
k=1

X̄kt X
k
t (2.9)

With the separate numerator and denominator update, and approximation
for high dimensional features the detection function is 2.10.

Rt =
∑d
l=1 Ā

l
tX

l
t

Bt + λ
(2.10)

Where x̂t is the Fourier transform of the extracted feature map where the detec-
tion is to be performed. The new translation for the target is found by taking the
inverse Fourier transform of r̂t as in 2.6.
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2.3 Practical concerns

Due to the original formulation for the optimization problem as a circular convo-
lution, the assumption that the target patch is repeated in all directions is made.
This introduces boundary effects at the edges of the filter, resulting in reduced
performance of the tracker. In order to alleviate this the target patch is usually
multiplied with a Hann window function centered at the target.

A less critical but still important concern is feature normalization, when us-
ing combinations of several features it is important that they are all in the same
numeric range, typically this range is [0, 1] or [−0.5, 0.5] depending on the feature
set.



3
Visual Features for DCF based

tracking ∗

Initially DCF based trackers only used a single grayscale (intensity) dimension
for image description. Bolme et al. [2010] Henriques et al. [2015]. Such a sim-
ple representation struggles in complex real world settings such as illumination
variance and motion blur. In other vision areas it is common to use more pow-
erful features Dalal and Triggs [2005] van de Weijer et al. [2009]. These feature
representations will usually require more computations and have higher dimen-
sionality.

Recently DCF trackers have been extended to use higher dimensional features
by Danelljan et al. [2014b], as described in 2.2. Higher dimensional features
usually employ some form of histogram representation in order to increase the
discriminative power. This histogram can be constructed from gradient informa-
tion, such as in HOG or SIFT. Other descriptors van de Weijer et al. [2009] aim at
capturing texture or color information.

A large number of color representations exists. However the vast majority
is just a linear transformation of the input feature. Danelljan Danelljan et al.
[2014b] evaluated a large number of such representations, it was shown that nor-
malized color names augmented with a grayscale channel provided the best per-
formance. However Danelljan only used a single grayscale channel, rather than a
higher dimensional histogram based intensity representation. A more thorough
description of the color names feature can be found in 3.3. An interesting alter-
native to the common histogram based features is the channel coding framework
developed by Granlund [2000]. Here two different strategies for computing color
features augmented with intensity using channel coding are discussed.

∗Parts of this chapter where previously published in Danelljan et al. [2015]

9



10 3 Visual Features for DCF based tracking

3.1 Channel coding
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Figure 3.1: Visualization of the channel weights for the case of 6 channels.
Each channel overlaps slightly with the neighbouring ones.

Channel representations is an approach to representing data inspired by biology,
and closely related to soft histogram representations. Variants of channel repre-
sentations have been used in a number of vision applications including tracking
Felsberg [2013] and object recognition Jonsson [2008]. In a channel represen-
tation scalar values are represented in terms of their channel coefficients {ck}n1 .
Each coefficient is computed by evaluating a kernel function K as ck = K(x − ẑk)).
Where ẑk is the center of channel number k. The kernel function is typically a
Gaussian, cos2 or B-spline function, here B-splines are used. This means that
the coefficient vector in practice becomes a soft histogram of data with the bins
centered at {ẑk}n1 and K the binning function that weights the contribution of the
data x into each bin. A visualization of the overlapping channels is in figure 3.1.

B(z) =


3
4 − z

2 , |x| ≤ 1
2

1
2

(
|z| − 3

2

)2
, 1

2 ≤ |z| ≤
3
2 .

0 , |z| ≥ 3
2

(3.1)

As the values in an image are always limited to some range fixed, typically
one byte per color channel, it is possible scale the data to be within the range
z ∈ [0, 1]. This range is then covered by a number of channels, centered like:

z̃k = wk − 3w
2

, k = 1, . . . , n. (3.2)

With the spacing w = 1
n−2 the configuration of the channels will be such that

the sum over all channels is one, allowing for a probabilistic interpretation of the
coding.

This representation can be extended to higher dimensional features using ei-
ther concatenation or channel products. When concatenating the original dimen-
sions are simply channel coded individually and then concatenated into a final
vector. The channel product is the outer product of the individually coded di-
mensions.
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In the experiment section a number of different channel coded color represen-
tations is compared with the color names color representation as well as the HOG
feature representation.

3.2 Color representations

A number of different color representations have been proposed in literature, in
practice most are simply a linear transform of the RGB space. A thorough evalu-
ation of color features was performed by Danelljan Danelljan et al. [2014b], how-
ever it is still interesting to investigate the impact of applying channel coding
on various colorspaces. Here the impact of the channel product, and the chan-
nel concatenation operations on the features is examined. First each dimension
of the colorspace is channel coded individually. For the channel concatenation
these channels are then simply concatenated together into a single long feature
vector, here 16 channels is used for each dimension on the original colorspace, giv-
ing a total dimensionality of 16 times the number of color dimensions (typically
3). For the channel product case the outer product over the three dimensions is
taken, in order to keep the total dimensionality manageable the number of chan-
nels is restricted to 4. This is due to the channel product having an exponential
number of dimensions and using higher dimensionality than 4 makes the tracker
prohibitively slow.

Most color attempt to split the brightness information from the color informa-
tion in some way, properly done this would make the color representation invari-
ant to illumination. In this work the performance of the Opp, C, HSV, YCbCr,
LAB and the RGB color spaces were evaluated.

Opp
The Opponent (OPP) color space is obtained by an orthogonal transformation

of the RGB space, where the third dimension is aligned to the diagonal such that
O3 = 1√

3
(̇R+G + B). This puts the intensity information into the third dimension,

while the other two contain the opponent color dimensions.
C colorspace
The C space is an attempt to improve the photometric invariance of the OPP

space, by dividing O1 and O2 with O3.
HSV colorspace
The RGB space is mapped to a cylinder, and transformed so that the hue (H)

is on the angle dimension, saturation (S) on the radius and color value (V) on the
heigh.

YCbCr colorspace
The YCbCr space is a perceptively uniform color space originally developed

for compression and analog transmission. A luma signal (Y) is separated from the
chroma components Cb, Cr . Commonly the chroma components are subsampled
to save space, while the luma signal is kept a full resolution. Here there is no
need to perform the subsampling so all data is at full resolution.
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LAB colorspace
The LAB space is another perceptually uniform space, where the Lightness

(L) is separated from the opponent colors (A and B).
RGB colorspace
The RGB colorspace is the most commonly used one for most applications.

The intensity of the red (R), green (G) and blue (B) colors is represented as a
three dimensional vector.

3.3 Color Names

Figure 3.2: Activations for the color names feature. The first image is the
original one, the color name dimensions are then in order:

Unlike most of the features described here the color names is a non-linear map-
ping from the RGB space to the 11 dimensional space of English color names.
Each color-name is the probability that a particular RGB value will be considered
a given color by a human. In a single pixel the sum of all the color names will sum
to 1, making it possible to see the color names as a probability distribution over
the colors. While similar to channel representations of colors in that it also has a
probabilistic interpretation it is also highly non-linear. Color names is usually im-
plemented as a lookup table from RGB values to the 11 dimensional color names
representation, where the original 8 bits of the RGB values have been down sam-
pled to 5 bits in order to reduce the table to a manageable size. This makes the
color names representation very fast to compute while being more discriminative
than other color representations. A visualization of the activations of some of the
color features is in figure 3.2
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3.4 HOG

Figure 3.3: Visualization of the HOG feature on an example patch from the
soccer sequence.

The HOG feature proposed by Dalal and Triggs [2005] is a gradient based feature
computed over regions of the image. Originally created for pedestrian detection,
it has shown to be a robust and relatively efficient feature computation wise. The
HOG feature is based on local histograms of gradients, these regions called cells
are then contrast normalized over a set of neighboring cells, called a block. Each
of these blocks is a histogram of gradient orientations weighted on their intensity
in a region. With a block size of 4x4 pixels, and a quantization of 9 orientations
per histogram the dimension of a single cell will be 32. The higher dimensionality
is obtained due to the multiple normalizations over several neighboring blocks.
This block-structure results in the HOG feature grid being sparser than the origi-
nal pixel grid by a factor of the block size. This spatial down sampling can be a
problem when using larger block sizes, as the translation can only be computed
over the feature space coordinates. In object detection it is common to use a block
size of 8x8, however in a tracking context this gives a feature grid that is to coarse
to provide good localization. Instead a feature grid of 4x4 or smaller is commonly
used. The HOG implementation used in this thesis is the one from Piotr Dolars
toolbox. A visualization of the HOG activations is in figure 3.3
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3.5 Feature compression with PCA

The original formulation of DCF trackers can achieve more than 1000 fps on
a regular desktop computer. However using higher dimensional features can
reduce this number significantly. Adding extra feature dimensions scales the
complexity of the tracker linearly as each new feature dimension requires one
additional 2 dimensional FFT. One way to reduce this problem is to project the
feature onto a lower dimensional subspace. It has been proposed Danelljan et al.
[2014b] to use a PCA based method to achieve this.

The projection matrix P to the subspace is obtained by minimizing the re
projection error for the data z as in 3.3. The data matrix z is created by flattening
the image x, so that the rows correspond to pixels, and the columns to feature
dimensions. With the orthogonality constraint in P T P the solution is given by
computing the SVD of the data matrix. The projection basis is then constructed
by taking the N largest singular vectors as the columns of the projection matrix.

ε =
∑
i

||zi − P T P zi ||2 (3.3)

In order to project new image data onto the subspace the same flattening from
x to z is performed. The data matrix is then projected onto the subspace defined
by P as in equation 3.4.

z′ = P z (3.4)

After projection the projected data matrix z′ is reshaped back to the 2D im-
age format with a third feature dimension. When a new frame is obtained the
projection matrix is reconstructed and the current filter data re-projected onto
it. This corresponds to projecting the feature vector of each pixel onto subspace,
but simplifies implementation significantly compared to individually projecting
each pixel.



4
Scale estimation for DCF based

tracking †

4.1 Scale estimation

Figure 4.1: The target changes size drastically over the sequence. Without
continuously estimating the target size the tracker will experience model
drift and eventually completely lose the target.

A common problem for many trackers is the estimation of scale changes of the
target, for example when the distance from the object to the camera changes as
in figure 4.1. As outside information about the distance between the target and
the camera is generally not available the changes in size must be estimated by the
tracking method itself.

Three different methods for detecting and estimating scale changes are eval-
uated: The first is a simple heuristic of evaluating the filter on different scaled
versions of the target bounding box. The second is an exhaustive joint scale-
translation search, achieved by generating a scale-space pyramid centered on the
target. The final method uses an additional one dimensional correlation filter to
estimate scale changes, while retaining the efficient translation search used in the
baseline method.

†Parts of this chapter where previously published in Danelljan et al. [2014a]
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4.1.1 Multiple scale evaluation
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Figure 4.2: Visualization of the samples and response from evaluating the
filter on multiple scales. The response with the highest maximum value is
used to select the new position and the new scale factor

A naive method for estimating scale changes is to extract a set of patches with dif-
ferent sized bounding boxes on the targets estimated position. The detection is
then performed on each of these samples in turn, giving a set of responses r1 to rn
with n the number of scales tested. The response with the highest maximum peak
as in 4.1 is used as the rescaling factor for the next frame. Similarly, the transla-
tion is computed from this response in the same way as when only performing a
translation search.

kmax = max(r1, r1, r2...rn) (4.1)

The rescaling is done by multiplying the current scale factor with the the one
used to compute the sample giving the best highest maximum peak.
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4.1.2 Joint scale translation correlation filter

Figure 4.3: Visualization of the joint scale space search, a portion of the full
scale-space pyramid is searched for the optimal scale and translation to use
in the next frame.

The exhaustive joint scale-translation search constructs a three dimensional cor-
relation filter by stacking a large number of target patches of different sizes in
a scale-space pyramid. The desired correlation response y then becomes a three
dimensional Gaussian with the center at the current scale and translation. This
corresponds to cutting a cube from the full scale space pyramid of the image cen-
tered on the current position and scale of the tracked object. The joint translation-
scale detection is then done over the full scale space pyramid, allowing for a sin-
gle detection step to compute both the new translation and scale.

Unfortunately the full set of transformations in the scale space pyramid in-
cludes some skewing transformations. For example the estimated bounding box
could be computed in a way that it is not parallel to the x-y plane of the pyra-
mid, corresponding to a different size change in different parts of the object. In
practice this is ignored as the output bounding box is always selected on a plane
parallel to the image. In some cases this means that the optimal translation and
scale cannot be found. The impact of this can be reduced by iterating the search
a few times, as in most cases the final transformation will have none or very little
skewing. However iterating the already very computationally heavy scale-space
search makes the method significantly slower than the other compared methods.
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4.1.3 Separate scale and translation correlation filters
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Figure 4.4: The coefficents for some feature layers in the translation filter,
and the features for the scale filter.

The final scale estimation method uses two separate correlation filters to first
estimate translation and then scale changes of the object. After the optimal trans-
lation has been found, a second scale filter is evaluated and the estimated bound-
ing box is resized according to the response. This is equivalent to first estimating
the translation in the same way as when no scale estimation is done. The size
of the bounding box is then updated according to the response of a separate one
dimensional correlation filter.

The scale filter is constructed by extracting a large number of patches for re-
sized bounding boxes in the same way as the joint-scale space search, each of
these patches is then used as features for a one dimensional correlation filter.
This separation of scale and translation search into two filters eliminates the un-
wanted skewing transformations as well as makes the scale and translation search
significantly faster as the Fourier transforms are now a single 2D FFT of the same
size as the filter for translation estimation, and a single 1D FFT of the length
dependent on the number of scales used.

4.1.4 Sub grid interpolation of score function

Some commonly used image features can be computed in coarser grids, where a
single feature pixel might represent a larger block of pixels, for example for HoG
4x4 is used in this work. This means that when the filter response is computed
over the it is done over the feature grid rather than the pixel grid. This means
that the computed translation can never be smaller than the feature block size.
Typically the translation between two frames is fairly small, so the use of a coarser
feature grid will reduce the accuracy of the tracker. This will over time lead to a
large number of misaligned samples used in the training, possibly causing model
drift. Instead it is desired that the response has the same grid as the original
pixels, so that a translation of 1 pixel in the response corresponds to a translation
of 1 pixel in the image.

This can be achieved by zero padding the Fourier transform of the response
before the inverse Fourier transform is computed for the final score. Additionally
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this makes it possible to have a model whose pixel grid is smaller than the origi-
nal pixel grid at practically no extra cost. Zero padding could be used to extend
the response to have the same dimensions as the input pixels before any down
sampling or feature extraction. This makes the computation of the new position
trivial even when using a down sampled filter as no scaling of the translation
vector needs to be performed.

The zero padding in the Fourier domain is equivalent to performing interpo-
lation with a trigonometric polynomial p(x), with complex form given in:

p(x) =
K∑

k=−K
cke

ik (4.2)

For the separate scale filter in 4.1.3 the most demanding part is the feature
extraction that needs to be done on a large number of different sized patches of
the target. This includes one interpolation of the patch to the desired size, and
possibly a feature extraction step for each scale. This can be mitigated by us-
ing the Fourier domain interpolation trick here as well. By explicitly extracting
only every second scale needed and interpolating the remaining the computa-
tions needed are effectively halved.





5
Experiments and results

This chapter begins with a description of the benchmarks and evaluation criteria
used in the quantitative evaluations. The second section compares the results
of the different features presented in chapter 3, this includes a comprehensive
evaluation of different channel coded color features. This is followed by a section
on the impact of PCA compression on the proposed feature representations. The
next part describes the results of the scale estimation methods described in 4.
The final part compares two proposed trackers with the suggested features and
the scale estimation with some state of the art methods from literature.

5.1 Evaluation benchmark

There exists a several commonly used benchmarks for visual tracking, in this the-
sis the on-line tracking benchmark and the VOT challenge benchmark is used.
The on-line tracking benchmark was proposed by Wu et al. [2013] in 2013 and
contains a collection of 50 sequences. The sequences are annotated with one or
several of a set of eleven attributes. These are: occlusions,in-plane-rotation, scale
variations, out-of-plane-rotations, deformation, out of view situations, motion
blur, illumination variation, fast motion, and background clutter and low resolu-
tion. This benchmark was extended to include 100 sequences Wu et al. [2015]
by the same authors in 2015. The more recent one is used in this thesis. The
benchmark reports three performance metrics called distance precision, overlap
precision and center location error. The center location error is the distance from
the ground truth bounding box in a frame to the bounding box estimated by the
tracker. The distance precision metric is the percentage of frames where the cen-
ter location error is lower 20 pixels. The last metric is overlap precision, it is com-
puted as the percentage of frames where the overlap of the estimated bounding
box with the ground truth larger than 50%, this metric was also used in the PAS-
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Figure 5.1: The performance of various color spaces with channel coding
applied. The green bar corresponds to the channel product strategy and
the yellow bar to channel concatenation. The Concatenation strategy consis-
tently outperforms the outer product strategy.

CAL visual object recognition challenge. For the comparison of channel coded
color features only the color videos are used.

The Visual Object Tracking (VOT) challenge Kristan et al. [2014] is a yearly
contest for on-line model free trackers. The challenge organizers provide an eval-
uation toolkit and a dataset. In the VOT toolkit each frame is annotated with
attributes, rather than whole sequences. Unlike the OTB evaluation the VOT
toolkit will restart a failed tracker if the estimated bounding box does not over-
lap with the ground truth. The tracker is then initialized a few frames after the
detected failure. Results are reported using the metrics accuracy and robust-
ness. The accuracy metric is based on the overlap between ground truth and
estimated bounding boxes, while the robustness measures how often the tracker
is restarted.

5.2 Feature comparisons in baseline tracker

The features compared in a standard translation-only DCF tracker are: the channel-
coded color representations, the Color Names and the HOG feature. All of the
channel coded color features include as one of the dimensions a representation
of the intensity, and Danelljan showed that including an intensity channel in the
color names representation is crucial to good performance. Therefore the HOG
vector is appended with a gray-scale representation as well. In the cases where
the HOG cells are larger than a single pixel, the pixels covering a cell region is
averaged, and the average used instead.

The results for the channel coded features are presented in 5.1. The concate-
nation strategy consistently outperforms the product strategy. The inferior per-
formance of the channel product is likely due to the small number of channels
used. While using a larger number of channels would be preferable, the current
number already results in prohibitively slow run times however. This make such
experiments impractical to perform.
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Figure 5.2: Performance in distance precision for different numbers of PCA
components, for the color names and hog features.

In summary, the best results are obtained for HOG, while color names are a
close second.

5.2.1 Impact of PCA on HOG and Color Names features

Figure 5.2 contains the results of using different numbers of PCA components
for the HOG and color names features in a tracker without scale estimation. For
the Color Names feature the PCA compression does not appear to reduce perfor-
mance significantly. Even when using as few as 2 components the performance
penalty is only approximately 8%, with a dimensionality reduction of almost
80%. This confirms the results of Danelljan et al. [2014b], where it is suggested
that 2 components is enough when performing continuous updates of the PCA
basis.

For the HOG feature only every fifth possible dimensionality was evaluated,
as the runtimes would otherwise be prohibitively long. Here the performance
loss of using compression is more severe, especially if less than 15 dimensions
are used. It is however possible to obtain a modest reduction in dimensionality
without much loss of performance by using more than 15 dimensions.

The evaluation of the Color Names compression is only done on the color
videos in the benchmark by Wu, while the HOG feature used the full dataset.

5.3 Comparison of scale estimation methods

The results of each of the proposed methods to scale estimation is provided in
table 5.1. All methods were evaluated with the intensity augmented HOG feature
from the previous section. While it would be preferable to use the channel coded
HSV feature, as it provided the best performance in the translation search the
high feature dimensionality would make the method prohibitively slow.

The joint-scale space search gives the least performance improvement of the
evaluated methods for scale estimation. This is can be attributed to the shearing
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Table 5.1: A comparison of the results for the different scale estimation ap-
proaches. The separate scale and translation filters gives the best results,
while the frame rate is only lower than the baseline method without scale
estimation.

Mean OP Mean DP Mean FPS

Translation DCF 57.7 70.8 57.3
Multi-Resolution DCF 65.2 74.8 16.9
Joint DCF 63.2 72.1 1.46
Iterative Joint DCF 64.1 74.2 1.01
Separate scale/translation 67.7 75.7 25.4

transformations introduced by the method, discussed in more detail in chapter 4.
When running more than a single iteration for the joint scale-space filter the per-
formance improves slightly. The second best performing approach is the multi
resolution translation filter. The distance precision is only 0.9% worse than the
best method. This suggest that the accuracy of the multi resolution translation
search is sufficient for good positioning. However the overlap precision is signif-
icantly better for the separate filters, suggesting that using an explicit scale filter
provides a more accurate estimate of the targets size. This is likely due to the
larger number of scales search by the separate filter.

5.4 Comparison with state of the art tracking
methods

5.4.1 OTB2015 benchmark

Here a comparison with some state of the art trackers from literature is per-
formed. Of the compared trackers two are based on the same DCF framework
as the proposed method. The second best tracker SAMF proposed by Li and
Zhu [2014] is based on the same correlation filter framework as the proposed
method. SAMF uses HoG concatenated with Color Names as feature representa-
tion. It performs scale estimation by evaluating the translation filter on multiple
scales, as discussed in 4.1.1. Additionally it uses the kernel extension proposed
by Henriques. While the performance is very close to the proposed method, it
is significantly slower. This is due to the large number of feature dimensions, as
well as less effective scale estimation approach. The Struck by Hare et al. [2011]
tracker is based on an on-line Support Vector Machine. The KCF suggested by
Henriques et al. [2015] tracker is also based on the DCF framework. It uses a
HoG feature representation and a Gaussian kernel function. Without scale es-
timation the performance is inferior to most methods. The ASLA by Jia et al.
[2012] tracker exploits sparse representations with an alignment pooling strat-
egy to separate the target and background. Unlike most other methods the ASLA
tracker can handle transformations other than scaling and translation, allowing
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for skewed bounding boxes in case the target rotates.

When a video is in gray-scale the channel coded color features have been ob-
tained by replicating the gray-scale channel into the red green and blue channels
and then performing feature extraction on this image as usual.
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Figure 5.3: Overlap precision and success plots for some state of the art
trackers from literature, compared with proposed methods

The success plots for the attributes in the OTB benchmark is presented in
figure 5.4. When faced with fast motion the proposed method will significantly
outperform the SAMF tracker. This is likely due to the greater search area used
for the HOG+I method. The larger search are is possible to use as the separate
filters and dimensionality reduction allows more pixels to be included, without
significantly reducing performance. Fast motion is usually coupled with motion
blur, the improved performance over SAMF is likely due to the increase search
area as well.

When the target deforms the SAMF tracker proves to be more robust, this can
be attributed to the sensitivity of the separate scale filter to positioning. If the
translation filter fails to find a correct estimate of the targets position, the scale
filter will not accurately estimate the size of the target. The separate scale fil-
ter method outperforms all the compared methods when the illumination varies.
This can be attributed to the relative illumination invariance of the HOG features
used, particularly when combined with the intensity information. The combina-
tion of Color Names and HOG used in SAMF appear to be less efficient in this
situation. This is possibly due to the high dimensionality.
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Success plot of motion blur (28)
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Success plot of deformation (43)
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Figure 5.4: Result plots for the abrupt-motion, motion-blur, deformation
background-clutter, illumination variation and in-plane-rotation attributes.
Only the sequences annotated with a particular attribute is included in the
result for each plot. The number in parentheses indicates the number of
sequences with the particular attribute.

For rotations, the out-of-plane rotations are better handled by the SAMF tracker,
this can be attributed the increased robustness to misalignment compared to the
proposed method. In-plane-rotations are however better managed by the pro-
posed separate scale filters, here the risk of misalignment is fairly small so the
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sensitivity of the scale filter to this is not an issue. Scale variations are better han-
dled by the proposed method, this can be attributed to the much finer resolution
in the scale domain that can be obtained with a separate filter. The separate filter
uses 33 scales, rather than the 7 used in the SAMF tracker. This gives a more
accurate scale estimate as the steps used can be made smaller, and still cover a
larger range of possible scales in a single frame.

The relatively poor performance of the channel coded HSV features is easy to
attribute to the inclusion of 23 grayscale videos in the full benchmark.

While an attribute for low resolution is present in the benchmark, only 7
videos is annotated with this attribute and the results are therefore omitted here.
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Figure 5.5: Results plots for the occlusion, out-of-plane rotation, out-of-view
and scale-variation attributes. Only the sequences annotated with the par-
ticular attribute is included in the result for each plot. The number in paren-
theses indicates the number of sequences with the particular attribute.

5.4.2 VOT2014 benchmark

A comparison with some state of the art trackers from literature is performed
on the VOT 2014 benchmark dataset. The proposed methods compare favorably
with the compared methods. A simpler variant of the methods proposed here
was in fact the winner of the VOT 2014 challenge, this method uses the separate
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scale and translation filter, and a hog feature with cell size 1, concatenated with
an intensity representation. However it lacks the Fourier interpolation and the
feature compression presented in this thesis. The other compared methods ex-
cept one where described in the previous section. The ACT tracker was proposed
in Danelljan et al. [2014b], it uses Color Names features, a Gaussian kernel and
a PCA feature compression similar to the one presented here, but with a slightly
different update scheme. Here the channel coded HSV features perform better
relative to the other trackers, as all videos are using only color sequences.

Figure 5.6: Accuracy and robustness ranks for the compared trackers on the
VOT2014 challenge benchmark.

In absolute numbers there is two clusters on the results, one containing the
correlation filter based trackers except for the one using channel coded color fea-
tures. This suggests that the performance differences are minor, particularly on
the robustness axis. Since the VOT toolkit will restart a tracker when it fails the
accuracy scores is much less affected by the tracker drift and lost targets than
in the OTB benchmark. When taking the ranking scheme into account the best
performing tracker is the KCF, followed by the SAMF tracker with the DSST vari-
ant third. While the DSST won the 2014 VOT challenge the variant presented
here has slightly worse robustness in exchange for higher running speeds. In gen-
eral the trackers that are not based on DCF methods perform significantly worse,
while the DCF methods have roughly equal performance. The exception is the
ACT tracker, likely due to it not performing any scale estimation at all.



6
Conclusions

For a visual tracking algorithm to attain good performance in general it must
be capable of handling a large number of situations that can occur in real life. In
some cases it is sufficient to have a robust translation tracker, the tracker will then
usually recover from short term drift. However certain situations require explicit
handling, this thesis has primarily dealt with the problem of scale variations. The
most straightforward approach of simply evaluating the detector component on
several scales proved effective, especially relative to the simplicity of implemen-
tation. Using a separate correlation filter for scale estimation is shown to be both
computationally effective as well as give a more accurate estimate of the tracked
objects scale changes. Additionally a large number of different visual features
were evaluated in a discriminative correlation tracking framework. Here it is dif-
ficult to draw a conclusion that any single visual feature is the best one. In some
cases using a very fast to compute feature is more desirable than a more discrim-
inative but slower one. While compressing the features using PCA is possible to
reduce the total computations, it is not sufficient to fully offset the computational
load of the more complex features.
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