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Abstract 

The interaction between humans and industrial machinery have long been dominated by purpose-built 

hardware made to withstand the tough environment of the factory floor. Advances in hardware and 

software in the recent decade has made mobile and powerful devices commonplace, which has prompted 

this study to evaluate an Android tablet as an interface to control and monitor industrial machinery. This 

has been done through the implementation of an application used to control a braiding machine. Using this 

application as a proof of concept and a practical assessment, the study has concluded that an Android 

device is feasible to use to control and monitor industrial machinery. The study has also evaluated the 

network performance and security through testing, where it has compared the transport layer protocols 

TCP and UDP as well as the use of encryption for this implementation. 
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Chapter 1  
Introduction 

This introductory chapter aims to outline the thesis, both to present what it aims to do and why, but also 

the limitations of the it. The goal is to familiarise the reader with the reasoning for why this thesis project 

was carried out as well as what research questions it aims to answer. A short overview of the methodology 

of the thesis is also included, describing how the work was performed. 

1.1 Motivation 

The interaction between humans and industrial control systems have long been dominated by purpose-

built operator’s panels, often referred to as HMI (Human-Machine Interface). These can be as simple as a 

few pushbuttons and status light indicators, but touchscreen displays of varying size and complexity are 

also a common occurrence. These panels are typically used to monitor the status of the machine and to 

perform various tasks, such as changing the configuration of the machine or manually moving parts of the 

machine.  

Mobile devices, such as smartphones and tablets, offer an interface similar to these touchscreen panels, 

but with several advantages, mainly mobility. Because of this, a mobile device can be suitable as an 

interface in situations where a traditional operator’s panel is too bulky or  mobility is necessary, or for 

multiple machines as a cost-saving measure. 

 

One type of machine that can fall under the latter category is the braiding machine, which is a textile 

manufacturing machine where bobbins with thread are moved in a pattern to create a braid. Typically, 

these bobbins are moved in two interlaced tracks around a centre point, and as the bobbins pass each other 

alternately on the left and the right, the thread is woven in to a braid in the centre of the machine. This is 

a relatively simple and inexpensive type of machine and typically not equipped with an advanced HMI. A 

manufacturer will commonly use multiple machines for parallel production, meaning that a single mobile 

device could be used for several machines.  

1.2 Aim 

The aim of this thesis is to evaluate the feasibility of integrating a mobile device into the control system 

of industrial machinery, in order to utilise the device as a touchscreen interface in a similar fashion to a 

traditional touchscreen HMI. We have used an Android tablet as its basis, as the larger screen of a tablet 

more closely resembles that of a typical industrial HMI. This does not necessarily exclude a smartphone 

solution, as the difference between the two lie mostly in the user interface aspects such as screen size and 

resolution. 

  



1.3 Research Questions 

To answer the main question of feasibility, the study has chosen to focus on two areas that were seen as 

possible obstacles, namely network performance and security. The questions this study aims to answer are 

therefore as following: 

 How can an Android application be designed to be used to control and monitor industrial 

machinery? How can the user experience be improved by the hardware and software capabilities 

of an Android mobile device compared to a traditional industrial HMI?  

 What transport protocol should be utilized to achieve the necessary performance and reliability 

over a wireless and/or Internet connection? How do the protocols perform in terms of latency and 

reliability? What is the impact of connection type and message length on the performance? 

 

 Can this connection be made secure through the use of encryption without sacrificing 

functionality? What would the effect in terms of decreased performance be and how would this 

affect the application ? 

1.4 Methodology 

To answer these questions, the thesis has undertaken a practical approach, where an Android application 

has been implemented as a way of getting first-hand experience of the platform. The CORAS method was 

used in the early stages to perform a security risk analysis of the system, where the use of an unencrypted 

connection was found to be a major potential threat. The application was used as a proof-of-concept of the 

feasibility of the implementation, as well as a testing tool to gather empirical data on the performance of 

the network protocols and the encryption algorithm. Using custom test classes, the application measured 

latency, jitter and response rate using a variety of testing parameters, and this data was used to evaluate 

the TCP and UDP transport layer protocols, as well as the performance of the encryption algorithm.  

1.5 Delimitations 

The thesis is focused on the  specific implementation of an Android application as a machine interface, to 

be used to control and monitor a braiding machine. The study is limited to the specific hardware and 

software configuration used, which includes a modern high-end Android tablet and modern automation 

systems.  

Another limitation is the decision to only evaluate the more widely adopted TCP and UDP transport layer 

protocols. These protocols are not only chosen for their popularity, but also because they emphasise two 

different aspects of importance in network communication: reliability and performance, respectively. 

The thesis is also limited in that it has only evaluated the influence of a specific implementation of a single 

encryption algorithm(AES), and does not aim to answer any question on the performance of this specific 

algorithm relative to other encryption algorithms. 
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Chapter 2  
 
Background and Related Works 

This chapter is intended to give an introduction to the peripheral hardware and software that the application 

is going to be interacting with, as well as the requirements of the application itself. The chapter also 

introduces several concepts  used in the thesis, such as encryption, transport layer protocols and the 

CORAS model for risk analysis. It also contains an overview into other studies that have researched 

problems either similar in scope or with results that are relevant for the thesis.  

2.1 Project Background 

The application has been developed as part of a research project at Gemini Business Solutions, where a 

prototype for an automated and Internet-connected braiding machine has been developed. The machine 

and its peripherals are presented in this subchapter. 

2.1.1 Overview of the system 

Figure 2-1 shows an overview of the system with its various parts and their interconnection. The mobile 

application is used by different user classes and connected over either a local wireless connection or over 

the internet.  

As the central hub of the system, bridging the communication between the mobile application and the 

control system of the machine, is a PC application developed in parallel with the mobile application. This 

application works as a simplified Supervisory Control and Data Acquisition (SCADA) system. It monitors 

the status of the machine, keeps track of the production process and executes commands on the machine. 

It is also functions as a server for the mobile application, supplying the mobile application with the status 

of the machine and forwards commands from the mobile application to the control system of the machine. 

Figure 2-1 System overview 



 

 

2.1.2 The braiding machine 

The machine can be seen in Figure 2-2 and is based on an existing machine from the company Steeger, 

that specialises in building braiding machines. This machine remains mostly intact and this is where the 

actual braiding takes place. In this machine, 8 bobbins with thread are placed on carriers in one of two 

loops. These two loops are intertwined and move either clockwise or anticlockwise around the centre of 

the machine. The threads from the bobbins are pulled upwards by a pulling mechanism and as a carrier 

moves around the loop it will pass carriers from the other loop alternately on the right and on the left, 

causing the threads to interweave and form a braid. 

The additions to the machine comes in the form of a storage wheel that encompasses the original machine, 

where additional carriers can be placed. Using two grippers, one for each loop, carriers can be moved 

between the inner machine and the storage wheel. Using different colours of thread allows the machine to 

change from one braided pattern to another without manual intervention.  

2.1.3 Electrical configuration of the machine 

As the machine is a modification of an existing braiding machine, the control of the machine is split into 

two programmable logic controllers (PLCs). One of these PLCs is controlling the parts of the braiding 

machine supplied from Steeger, which amounts to two servo drives that control the two servo motors 

moving the braiding process as well as the motor powering the thread feeding process. 

Another PLC is used for controlling the added parts of the machine, such as the stepper motor moving the 

storage wheel, the stepper motors moving the grippers, the grippers themselves as well as various sensors 

relating to these functions. 

Figure 2-2 Rendering of braiding machine 
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Both of these PLCs are connected via a wired Ethernet network, and are accessible through two different 

communication protocols. The Schneider PLC controlling the original braiding machine is accessed 

through Modbus over TCP/IP,  whereas the Siemens PLC controlling the automated functionality is 

accessed through OPC over TPC/IP. 

 

2.1.4 Uses for the application 

The application has been developed for a braiding machine that is currently being developed at Gemini 

Business Solutions. This braiding machine is capable of producing bracelets with different patterns and 

automatically switch between different patterns without manual intervention. 

The application is to be used by Gemini Business Solutions to demonstrate this braiding machine, as well 

as their knowledge in the area of industrial automation. This demonstration of the machine is to take place 

at a trade fair where visitors would be able to use the application to place an order of a braided bracelet 

and then follow their order. The application would also be used for an operator of the machine to control, 

monitor and diagnose the machine. 

  

  



2.2 Theoretical Background 

This subchapter presents a theoretical background for some of the concepts used in this thesis, such as 

transport layer protocols, encryption and the CORAS method used for risk analysis. The purpose in to 

familiarise the reader with these concepts. 

2.2.1 Transport layer protocols 

The Internet Protocol (IP) suite is a set of protocols and a model used for modelling network 

communication, especially over the internet. The transport layer is the layer that is concerned with host 

to host communication. It’s responsibility is providing end-to-end message transmission. Exactly how this 

message transmission is performed varies from protocol to protocol. In the transport layer, protocols might 

implement various reliability functionality, such as message ordering, data integrity control and traffic 

congestion control. Transport layer protocols are typically defined as either connection-oriented (as in 

TCP) or as connectionless (as in UDP). (Kurose and Ross 2013) 

 

While there are several transport layer protocols, a vast majority of applications make use of either the 

Transport Control Protocol (TCP) or User Datagram Protocol (UDP). The application has the aim of 

evaluating them both.  

2.2.1.1 Transmission control protocol 

Transmission Control Protocol is a connection oriented protocol, where a connection is established with a 

three-way handshake as source and destination host acknowledge each other. After a connection has been 

established, data can be transferred as a bit stream. Since the Internet Protocol only offers a best effort 

delivery, TCP has several ways of detecting errors with transmission. When a sequence of data, a segment, 

has been sent, the source host awaits confirmation from the destination host that the segment has been 

received, known as an acknowledgement (ACK). If it receives no such confirmation it will try to resend 

the segment. Since segments might arrive out of order, TCP uses a numbering scheme so that the receiving 

host can place each segment in order to create the message. (RFC793 1981) 

TCP also utilizes congestion control through four algorithms : slow start, congestion avoidance, fast 

retransmit and fast recovery. These algorithms specify how the sender in a TCP connection is to behave 

when sending multiple segments over a connection. The connection will start with a small congestion 

window, i.e. a low amount of concurrent segments,  and increase this window exponentially (slow-start). 

Once it passes a  slow start threshold it will move over to congestion avoidance, where the congestion 

window will continue to grow, but more slowly. If a loss event occurs, i.e. a missing segment 

acknowledgement, the fast retransmit and fast recovery algorithms will take over, resending the missing 

segment and reducing the congestion window. (RFC5681 2009) 

 

While the main benefit of TCP is the reliability of data, the main drawback is the speed of transmission. 

As the protocol will try to resend dropped packages, an application would potentially have to wait several 

seconds for retransmissions. 

2.2.1.2 User Datagram Protocol 

The User Datagram Protocol is a connectionless protocol, where data is transmitted in a straight forward 

manner without a prior established connection. UDP utilises a bare minimum of functionality for data and 

transmission integrity, it merely provides a checksum for data integrity. There is no guarantee of delivery, 

no ordering of packages and no protection against duplicates. If any such functionality are needed, they 

have to be implemented in the application. (RFC768 1980) 
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While this means that UDP transmissions are less reliable, it does provide a benefit in a faster transmission 

with less overhead data. In a time-sensitive application, it might be preferable to skip a dropped message, 

as the data is generally only useful in a certain time frame.  

 

2.2.2 Advanced Encryption Standard 

The Advanced Encryption Standard (AES) is the specification of a standard for encryption of data, 

specified by the National Institute of Standards and Technology (NIST) . It is known as Rijndael, which 

is the name of the family of ciphers used, although this is slightly misleading as AES only supports a 

subset of the key and block sizes supported by Rijndael. Rijndael was one of 21 proposals for the AES 

that was found to be most suitable during a five year standardization process that was finalized in 

November 2001, to replace the aged Data Encryption Standard (DES) from 1977. (Federal Information 

Processing Standards Publications 2001) 

 

The algorithm is utilises four transformations that are performed on the block, known as SubBytes, 

ShiftRows, MixColumns, and AddRoundKey. The total number of rounds performed vary from 10 to 14 

depending on key length. The first and the final round differ from the normal rounds and the algorithm in 

its entirety is performed as following: 

 

First round: 

1. AddRoundKey 

Normal round: 

1. SubBytes 

2. ShiftRows 

3. MixColumns 

4. AddRoundKey 

Final round: 

 1.SubBytes 

 2.ShiftRows 

 3.AddRoundKey 

2.2.3 CORAS  

CORAS is a method for security risk analysis, as well as a graphical modelling language used for 

communicating and documenting this analysis. In the paper introducing the method (den Braber, et al. 

2007), it consisted of seven steps, which has later been increased to eight (Solhaugh and Stølen 2013).  

Each step has a specified task and expected output in the form of diagrams and tables that are used as input 

for later steps (Solhaugh and Stølen 2013).  

 

The graphical modelling language of CORAS is inspired by UML and uses a set of symbols to represent 

various components in the various diagrams. There is an open source tool that may be used for modelling, 

but this tool has not been used in thesis paper due to compatibility issues. Instead the diagrams have been 

drawn using Microsoft Visio. The symbols used are based on the symbols presented in the paper (den 

Braber, et al. 2007) and follow the same semantics, but they are not the exact same ones. 

 



  

The steps of the CORAS method are performed in workshops organised with representatives of the client. 

These workshops are led by the analysis leader and include decision makers, technical expertise and 

representatives of the users. The descriptions of the steps of the model are all based on the same source 

from the CORAS book (Lund, Solhaug and Stølen 2011). 

2.2.3.1 Step 1 – Preparations for the Analysis  

The goal of the first step is to introduce the analysist team to the system, including any relevant 

documentation or background information. It also sets the scope of the analysis, including intended effort, 

a time horizon and a tentative meeting plan. 

2.2.3.2 Step 2 – Customer Presentation of the Target 

The second step is used to familiarize the customer with the target of the analysis, and this is achieved by 

a presentation from the customer on the target system, allowing the customer to present its goals with the 

analysis. An overview picture of the system can be used to illustrate the various parts and their interactions. 

2.2.3.3 Step 3 – Refining the Target Description Using Asset Diagrams 

The third step of the analysis is concerned with identifying the important assets of the system as well as 

identifying high level risks. Assets in can be either direct assets, that can be harmed by the system, or an 

indirect asset, that can only be harmed by harmed a direct one. High level risks are found through 

brainstorming and the purpose is to find the most important threats and vulnerabilities without going into 

great detail.  

2.2.3.4 Step 4 – Approval of the Target Description 

The fourth step refers to the customer approving the target description, including the scope, focus and 

assumption. The customer also has to approve agreed upon scales for consequence and likelihood as well 

as risk evaluation criteria. The scales define either the severity of consequence or the likelihood of an 

incident. The likelihood values are defined as intervals of expected incidents per year  The risk evaluation 

criteria is set as a function of the two, where it defines what combinations of severity of consequence are 

acceptable or unacceptable for risks. 

Figure 2-3 – Legend of symbols used in the CORAS method 
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2.2.3.5 Step 5 – Risk Identification Using Threat Diagrams 

The fifth step is used to identify as many possible threats, vulnerabilities and threat scenarios as possible. 

These are documented in threat diagrams that outline the threat scenario, detailing where the threat 

originates, what kind of incident it would cause, and what assets it would affect. 

2.2.3.6 Step 6 – Risk Estimation Using Threat Diagrams 

The sixth step estimates the likelihood and consequence of each threat scenario outlined in step 5. For 

incidents caused by multiple threat scenarios, a combined likelihood is calculated by combining the 

likelihood of all threat scenarios that cause it. Since the likelihood scales are based on expected intervals 

per year, this can be numerically calculated. 

2.2.3.7 Step 7 – Risk Evaluation Using Risk Diagrams 

Step 7  evaluates each risk based on its likelihood, consequence and the risk evaluation criteria defined in 

step 4. Since the criteria is typically defined as a mathematical relationship, the risks can be place in a 

matrix to illustrate their positions on the scales of likelihood and consequence and to easily illustrate which 

ones are considered acceptable and which ones are considered unacceptable. 

2.2.3.8 Step 8 – Risk Treatment using Treatment Diagrams 

In step 8, each risk that was found unacceptable is addressed in order and a treatment is found, where the 

aim is to reduce either the likelihood, the consequence or both. A treatment diagram is created where each 

treatment and the vulnerability it affects is shown. 

2.3 Related Works 

This subchapter presents the result of the study of related works, sorted by area of study. The studied areas 

have been other uses of mobile devices in or as industrial control systems, studies of network performance 

of the TCP and UDP protocols and studies of the performance of encryption algorithms. 

2.3.1 Mobile Devices  

The idea of using mobile devices to control, regulate or otherwise interact with industrial machinery has 

been researched before. The possibility of directly connecting an Android device to actuators and sensors 

via USB was investigated (Drumea 2013), but this proved not to be feasible due to latency issues caused 

by the setup. The issue was caused by the USB chip used to connect the Android device with the sensors 

used for data acquisition, where required buffering of USB communication caused latencies between 50 

and 100 ms, which was deemed too high. While this study deemed the USB connection insufficient for 

directly controlling a machine, it did find the Android device to be a good fit for an interface, praising its 

touch screen, processing power, local storage and connectivity. 

 

The direct approach was also explored in another paper (Obster, Kalkov and Kowalewski 2014), this time 

focusing on the creation and execution of PLC programs on an Android tablet. The setup here was also 

using a USB device to connect to peripheral hardware, and running PLC programs in real-time mode using 

a real-time capable extension of Android known as RTAndroid. Like a standard PLC, these programs were 

performed in cycles, were input was read, the program executed and finally the output written, before 

starting over with the next cycle. The paper found that the tested devices were more than powerful enough 

to execute the cyclical programs, with cycle times mere fractions of those of a conventional PLC, but this 

setup also suffered from latency issues with the input and output. Factoring in this latency, to evaluate the 

reaction time from an input event to its corresponding output event, showed the reversed relationship, 

where the Android tablets were on average 10 times slower than a conventional PLC. 



Another work (van Delden and Whigham 2012) tried a Bluetooth-based approach, where an Android 

device connected over Bluetooth to an articulate robot. The Android device was used to issue commands 

to the robot, for instance to execute a pre-defined program, or to halt its currently executing program. 

While no specific measurements for latency were mentioned, the study noted that it was low enough for 

its application.  

 

Other studies investigated the use of Android devices for monitoring a dry vacuum pump (Fan-Chun, et 

al. 2012) as well as a reaction workshop (Dong, et al. 2013).  Both studies were successful in their tasks 

of implementing a monitoring system, where the Android device had a strict observing role and connection 

latency was not an important factor. 

2.3.2 Communication protocols 

A study from the early days of 802.11 wireless networks analysed the performance of TCP and UDP 

protocols in contemporary wireless networks (Xylomenos and Polyzos 1999). While the wireless standards 

have since been updated, the study did identify differences in performance due to inherent attributes of the 

transport layer protocols. The study did show an overall greater performance of UDP in throughput, but 

the difference varied between different testing scenarios. In the most extreme cases, the throughput of the 

TCP protocol was only 30 % of that of the UDP protocol. The study finds an explanation for this in the 

design of the TCP congestion control. A lost package would cause retransmission and invocation of 

congestion control procedures, which would reduce its congestion window and thus throttle throughput. 

While the UDP protocol did not suffer these issues due to its lack of congestion control, the lack of loss 

detection also meant that a lost package would not be retransmitted. The study found a package loss rate 

for UDP of between 0.1% and 0.8%, depending on testing scenario. 

 

A study analysing TCP performance in online games (Chen, et al. 2006) highlighted several issues with 

the protocol for the given implementation. The study analysed the performance of a Massive Multiplayer 

Online Role Playing Game (MMORPG) known as ShenZhou Online and while this is a vastly different 

type of application from the one evaluated in this thesis, the characteristics of the traffic is very similar. 

The game used a typical server-client architecture with  fairly consistent and predictable traffic. While 

both client and server send packages with a frequency of a few packages per second, the payload and thus 

the total traffic differed. Since the client would send simple commands, i.e. player actions, to the server, 

the packages were generally small, with 98% of all packages having a size of  less than 32 bytes. The 

server packets would contain the actions of nearby players as well as system messages and would range 

from roughly 25 to 500 bytes, with an average of 114 bytes. 

 

The paper found that since many of the packages were small, a large portion of bandwidth (46%) was used 

by the TCP/IP header. It also reaffirmed that the guaranteed in-order delivery of TCP stalled the connection 

when a package was dropped, increasing the transmission latency by 20% for 7% of connections and by 

200% for 6% of connections. The third finding was that the TCP congestion control mechanisms were 

ineffectual for the traffic of this application. The study concluded that the mechanisms were based on the 

assumption that the limiting factor in a connection would be the network, and that the application would 

always have data to send if the connection allowed it. Since the application would only send data when 

there was something to send, the connection would often remain silent long enough for the congestion 

window to reset, causing additional latency when traffic is resumed. Another issue with the congestion 

control was that since the package rate was so low, the algorithm would not detect a dropped package 

before a timeout occurred. (Chen, et al. 2006) 
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2.3.3  Encryption 

The performance of symmetric encryption algorithms has been evaluated in several studies, with 

somewhat varying results due to different testing circumstances. A study comparing several common 

algorithms (Elminaam, Kader and Hadhoud 2009) found a very large difference in throughput, where the 

highest performing algorithm (Blowfish) reached levels several multiples of the other algorithms. While 

Blowfish performed well in all the tested scenarios, the difference in throughput grew with the size of the 

file being encrypted and decrypted. The smallest file (33kB) showed a very minor difference between the 

algorithms, whereas with the largest file (7310kB), the Blowfish algorithm reached a throughput of more 

than 20 times that of the slowest. 

 

Similar results can be found in other studies with similar testing setups (Nadeem and Javed 2005). In this 

study, which compared the algorithms DES, 3DES, AES and Blowfish for input sizes between 20kB and 

232kB, the Blowfish algorithm performed the best in all tests. In contrast to the other study (Elminaam, 

Kader and Hadhoud 2009), the size of the file did not have a significant influence on the relative 

performance, as similar performance ratios were seen in both the smallest and largest input sizes. Another 

study that compared the performance of the algorithms AES and Blowfish (Kumar and Karthikeyan 2012) 

reaffirmed these results. In this study, images of sizes between 45 kB and 1025kB where encrypted and 

decrypted, and while it found that Blowfish was the faster of the two and that relative performance did not 

change much with file size, the difference between the two protocols was smaller with the AES algorithm 

performing at roughly 85% of the speed of the Blowfish algorithm. 

 

While these studied mentioned above feature input size of varying length, even the smallest of the tested 

input sizes were larger than the types of messages that would be sent by the application evaluated in this 

thesis. A study (Thakur and Kumar 2011) that evaluated the encryption and decryption of smaller blocks 

of data, with input sizes ranging from 3 kB to 203kB, found that the performance of the DES, AES and 

Blowfish algorithms were practically indistinguishable for the smallest input sizes. 

 

While these studies have evaluated the performance of the encryption algorithms in terms of encryption 

and decryption speed, little has been said of their security. Out of the three most commonly evaluated 

algorithms, AES, DES and Blowfish,  AES has arguably the highest security with no known feasible 

attacks. DES was shown to have an insufficient key length of 56 bits, and a key could be brute forced 

using distributed computing in 1997 (Curtin and Dolske 1997).  Blowfish has been shown to be susceptible 

to attacks on weak keys (Gonzalez 2007), where a certain class of keys can be considered weak and the 

implementation must be careful to select a key to not select such a key. The algorithm is no longer 

supported by its creator Bruce Schneier, who instead recommends a more modern algorithm 

(McConnachie 2007). 

 



Chapter 3  
Security Analysis 

This chapter presents the results of the security analysis performed using the CORAS method, as described 

in 2.2.3. While the method has 8 distinctive steps with specified output in the form of tables and diagrams, 

the presentation of some of these steps have been compressed to reduce redundancy. For instance, the first 

two steps are presented together as the first step does not have any output related to the analysis itself. in 

The workshops were organised with representatives of the client, represented here by Gemini Business 

Solutions. These workshops were led by the author of this thesis and included decision makers, represented 

by the project manager of the braiding machine project, technical expertise in the form of mechanical and 

electrical engineers and the users were represented by other employees that would use the application 

during the trade fair. 

  

3.1 Step 1 - Preparation & Step 2 -  Presentation 

The goal of the first two steps is to introduce the system and limit the scope of the analysis. To facilitate 

this, a diagram showing the system overview is created that outlines the various parts of the system and 

how they are interconnected. This diagram can be seen in Figure 3-1. 

 

 

 

 

  

Figure 3-1 System Overview 
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3.2 Step 3 – Refining the Target Description Using Asset Diagrams 

The assets identified in step 3 can be seen in Table 3-1 and they are ranked according to their importance, 

with 1 being the most important and 5 the least. In the CORAS method, the assets are also classified as 

either direct or indirect assets, but the assets identified in this case were all direct assets, i.e. they are all 

directly affected by threats to the system. 

Table 3-1 - Assets 

Asset Importance Type 

The physical machine 1 Direct asset 

Production process 2 Direct asset 

Process data of machine 3 Direct asset 

User data 4 Direct asset 

 

The physical machine as an asset represents the physical elements that make up the machine, such as 

sensors, actuators, motors and various mechanical parts. This has been given the highest importance due 

to the value of the parts and the costs associated with replacing them. An intact physical machine is also a 

prerequisite for the production process, and damage to the physical machine would generally mean that 

the production process would have to be stopped. 

The production process of the machine represents the actual process of the machine, as in the continued 

production of bracelets. This has a high importance, both in the specific case of displaying the machine in 

a trade fair environment, and in general for any type of production environment. The trade fair visitors 

want to be able to see the machine in operation, and not being able to demonstrate it could mean a missed 

business opportunity. 

Process data represents the parameters and values of the machine, such as the status of the production 

process, the material levels and so forth. This has been given a lower importance, as the data in this type 

of application is not highly sensitive, but still not something that one would want to be publicly accessible.  

Process data could contain information about the production process such as what is being produced and 

in what quantities or secretive production methods.  

The User data represents data specific to the user that is used in the ordering process, such as email 

addresses. This has been given the lowest importance of the identified assets, because while it was 

considered data worth protecting, the data would be of importance to the user himself, and of less so for 

the application and the production process.  

 

  



To identify risks, plausible risk scenarios were considered and their perpetrators and enabling security 

weaknesses can be seen in Table 3-2. The risks are not ordered in any particular way. 
 

Table 3-2 - High level risks 

Who/what 

causes it? 

 

How? What is the incident? What does it harm? What makes it 

possible? 

 

Hacker Breaks into system to steal data. Insufficient data security 

Saboteur Breaks into system to harm the production process. Insufficient protection of 

machine access. 

Eavesdropper Eavesdrops connection for either data or commands to 

harm the production process. 

Insufficient protection of 

connection. 

Operator Operator accidentally orders the machine to perform an 

action that would harm the physical machine or the 

production process. 

Insufficient safeguards 

for machine commands. 

System Failure System performs an unwanted action during the 

production process. 

System design flaw 

 

 

The first high level risk refers to an attacker breaking in to the system to recover data that is stored on the 

server, be it process data or user data. 

 

The second high level risk refers to as a saboteur attempting to harm the production process by issuing 

malevolent commands. This risk is strictly concerned with the access to the machine, and not with the 

validity of the commands themselves.  

 

The third high level risk refers to an attacker overhearing the connection between the application and the 

server. This could potentially mean that the attacker recovers sensitive process or user data, or that the 

attacker overhears messages containing machine commands, and uses these to disrupt the production 

process. For instance, an eavesdropper that overhears the command for stopping the machine can later  

 

The fourth high level risk refers to an operator accidentally issuing an erroneous command to the machine 

that would either harm the production process or the machine itself. In the case, an erroneous command 

would refer to a command that should not be able to be performed at the time.  

 

The fifth high level risk refers to a system failure during the production process, where the system might 

perform an action that would harm the production process or the machine itself. 
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3.3 Step 4 – Approval of the Target Description 

For each asset defined in Table 3-1,  consequence scales were been defined to estimate the potential 

damage. These scales vary from Catastrophic to Insignificant. A likelihood scale was also defined, with a 

defined interval for each value on the scale. The same likelihood scale is used for all risks. As risk 

evaluation criteria, a value of 6 was chosen. That is, a risk where the numerical values of the consequence 

and its likelihood must be further evaluated. 

 

Table 3-3 - Consequences scale for Physical Machine 

Consequence 

Value 

Numerical  

Value 

Description 

Catastrophic 5 The machine is damaged to the point where a repair is not feasible. 

Major 4 The machine is damaged and requires extensive repairs. The 

machine is not operational. 

Moderate 3 The machine is damaged and requires repairs. The machine is not 

operational or has limited functionality.  

Minor 2 The machine is damaged and requires minor repairs. The machine is 

still operational. 

Insignificant 1 The machine is not damaged. 

 

Table 3-4 – Consequence Scale for Production Process 

Consequence 

Value 

Numerical 

Value 

Description 

Catastrophic 5 The production process is stopped and cannot be resumed. 

Major 4 The production process is stopped and requires major manual 

intervention to be resumed. 

Moderate 3 The production process is stopped and requires minor manual 

intervention to be resumed. 

Minor 2 The production process is stopped and can be resumed. 

Insignificant 1 The production process is not stopped. 

 

  



 

Table 3-5 - Consequence Scale for Process Data 

Consequence 

Value 

Numerical 

Value 

Description 

Catastrophic 5 All process data is affected. 

Major 4 Most process data is affected, including data that is considered 

classified. 

Moderate 3 Some process data is affected, not including any data that is 

considered classified. 

Minor 2 Very little process data is affected, not including any data that 

is considered classified. 

Insignificant 1 No process data is affected. 

 

 

Table 3-6 - Consequence Scale for User Data 

Consequence 

Value 

Numerical 

Value 

Description 

Catastrophic 5 All user data is affected. 

Major 4 Most user data is affected, including data that is considered 

classified. 

Moderate 3 Some user data is affected, not including any data that is 

considered classified. 

Minor 2 Very little user data is affected, not including any data that is 

considered classified. 

Insignificant 1 No user data is affected. 

 

 Table 3-7 - Likelihood scale 

Likelihood value Numerical Value Description 

Certain 5 Five times or more per year 

Likely 4 Two to five times per year 

Possible 3 Once a year 

Unlikely 2 Less than once per year 

Rare 1 Less than once per ten years 
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3.4 Step 5 – Risk identification & Step 6 – Risk estimation 

In step 5, the high level risks identified in 3.3 were further analysed placed in a risk overview diagram, 

drawn using the symbols defined in Figure 2-3.  This diagram breaks risks down into several components, 

with arrows that  provide a logical flow from one component to the  next. A threat can be either human or 

non-human and utilises a vulnerability to initiate a threat scenario.  

In step 6, each threat scenario was evaluated and assigned a likelihood, using the likelihood scale defined 

in 3.3.The scenarios were evaluated in the workshop and the likelihoods estimated by the participants. 

These estimations can be seen in Table 3-7. 

 Each one of these threat scenarios lead to one or several unwanted incidents for the system. Since 

likelihoods are based on numeric values,  the likelihoods of all scenarios that would lead to the same 

incident could be added to calculate the likelihood of each incident, also seen in Figure 3-2. This is done 

by adding the numerical values (given as intervals of incidents per year) of the respective threat scenarios 

to form a new, larger interval. This interval is then translated back to a likelihood value using the same 

table. 

 The relationship between unwanted incidents and the assets they would affect is also mapped in this 

diagram, with the severity of the consequences shown in their relationship. The severity of each 

consequence were also estimated in workshops and based on the scales defined in Table 3-3, Table 3-4, 

Table 3-5 and Table 3-6. 

  

 

Figure 3-2 - Threat Overview diagram 



3.5 Step 7 – Risk evaluation 

In step 7, a risk evaluation matrix is created from the risk overview diagram, containing all relationship 

between an unwanted incident and its consequence on an asset, as seen in Figure 3-3. Each one of these 

relationships is known as a risk. The four potential incidents from 3.4 form a total of seven risks, as three 

of the incidents affect two assets. The two axes show the severity of the consequence and the likelihood 

of the unwanted incident. The axes use the numerical representation of the consequence and likelihood 

scales, as defined in Table 3-3, Table 3-4, Table 3-5 and Table 3-6. 

The figure is bisected by a line where the sum of the consequence and likelihood equals 6, i.e. the risk 

evaluation criteria defined in step 4. This line represents the point where the combined likelihood and 

consequence of a risk is high enough to deem it unacceptable. Any risk on or below the line is deemed 

unacceptable and requires treatment. Risks that are above this line are deemed acceptable, either because 

they are considered unlikely or benign enough.  This lines separates the acceptable risks from the 

unacceptable as any risk on or below this line is considered unacceptable.  

Having evaluated the risks, the  risk overview diagram (Figure 3-4) is created which contains all risks 

together with an their evaluation, and the relationship between assets and perpetrator.   

Figure 3-3 - Risk Evaluation Matrix 
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 Figure 3-4 - Risk overview diagram 



3.6 Step 8 – Risk treatment 

The eigth and final step of the method deals with the treatment for those risks found unacceptable. When 

finding the treatment, the underlying vulnerability behind the risk was considered and the treatment 

applied to solve it. These treatments can be seen in Figure 3-5, where each proposed treatment is added 

and connected to their respective vulnerability. 

 

 

Figure 3-5 - Treatment Overview Diagram 
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Table 3-8 Treatment description 

Treatment Description 

Protect 

Connection 

To treat the risk of an insufficiently protected the connection, the selected solution 

has been to encrypt the data transmitted to make sure that any data transmitted cannot 

be intercepted by a third party. 

 

Secure Machine 

Access 

 

To protected against saboteurs, the selected treatment has been to secure machine 

access, so that only a verified user is capable of performing commands on the 

machine. 

 

Safeguard 

Machine 

 

Safeguards for the machine will be implemented so that a command that would hurt 

the physical integrity of the machine can’t be performed. 

 

Review System 

 

The system will have to be reviewed to make sure that it will not perform a harmful 

command. 

Table 3-8 lists the treatments found necessary to ensure the security of the system. More specific details 

of the treatments can be found in their respective implementations in 4.2. 

  



Chapter 4  
Remote Braiding Application 

This chapter presents the application developed for and used in the thesis. It describes how the application 

has been designed, detailing how the security measures, network communication and other features have 

been implemented.  

4.1 Design of the Android application 

The Android application is written in Java utilising the Java core packages as well as the Android API. . 

The application was used to demonstrate a braiding machine at a trade fair, with functions for two main 

types of users, the trade fair visitor and the machine operator. 

The trade fair visitor could use the application to order a bracelet of their own design, which was the to be 

produced by the machine. The visitor would start by either designing a pattern of their own or using one 

already saved, and after filling in their e-mail address the order would be sent to the server application that 

would keep track of it.  

The machine operator would use the application to manually control the braiding machine, much like an 

industrial HMI would be used. With the application, the operator can view the status of the machine, 

manually move the various parts of the machine and start and stop the braiding. 

 

The application consists of a series of full screen Activities, each with a distinct purpose. These are 

described in the following segment. 

Figure 4-1 Screenshots of MainMenuActivity, PatternListActivity, PatternDesignActivity and 

OrderListActivity 



   29 

4.1.1 MainMenuActivity 

The MainMenuActivity, seen in top left in Figure 4-1, is the first Activity presented when starting the 

application, and is used to navigate to other Activities in the application. 

4.1.2 PatternListActivity 

The PatternListActivity, top right in Figure 4-1, is used for presenting the patterns saved on the server. 

Upon opening the activity, it will request the list of patterns on the server and download any that it doesn’t 

already have. Any patterns known by the application that don’t exist on the server will be removed from 

the application. The Activity can be opened in several different states, where the layout will differ slightly 

and the actions performed from button presses will vary. This activity can be used to either add or edit an 

order, to view the patterns on the server in order to edit one or to switch the pattern currently in the braiding 

machine. From this activity, the user can add a pattern to the list by pressing the “Add Pattern”-button, 

which will open the PatternDesignActivity. 

4.1.3 PatternDesignActivity 

The PatternDesignActivity, bottom left in Figure 4-1, is used for designing a pattern. It can either create a 

brand new pattern or edit an existing one. The user can select each of the eight individual braids that make 

up the pattern and assign them a colour. The pattern can be previewed in the middle of the application. By 

pressing the Add button, the colour information of the pattern is transmitted to the server. If the server 

deems it unique, the application will be prompted to transmit the image of the pattern as well. 

4.1.4 OrderListActivity 

The OrderListActivity, bottom right in Figure 4-1, is used for displaying active orders in a list. Selecting 

an order will bring up additional details, such as the e-mail address entered when ordering and the length 

of the ordered bracelet, but also the start and end time of the order given by the server. If the selected order 

is currently in production, it will display the progress of  the order as a percentage and with a progress bar. 



4.1.5 MachineActivity 

The MachineActivity, seen in top left of Figure 4-2, is intended for a machine operator where they can 

manually control various parts of the machine or view the status of the machine. It contains a visual 

representation of the machine and various buttons for moving it. Upon launching the activity, the 

application will request the current status of the machine from the server. The response will contain the 

colour and position of each bobbin, allowing the activity to set its visual representation to match.  

4.1.6 MaterialSetupActivity 

The MaterialSetupActivity, top right in Figure 4-2, is used to setup the material  of the machine, that is the 

position of each bobbin, the colour of the material on it as well as the amount of material left. The machine 

operator can select each available location to add or remove a bobbin or rotate either the storage wheel or 

machine if there is a misalignment. 

4.1.7 MaterialActivity 

The MaterialActivity, seen in bottom left of Figure 4-2, allows a user to browse the status of each bobbin 

on the machine, such as the position and remaining material.  

Figure 4-2 Screenshots of MachineActivity,  MaterialSetupActivity, MaterialActivity and 

LoginActivity 
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4.1.8 LoginActivity 

The LoginActivity, bottom right in Figure 4-2, is used to login to the system if there is no active session. 

It will open when the application tries to perform an action that would require an active login session and 

there is none. 

 

4.2 Implementing risk treatment 

The security analysis performed in Chapter 3 resulted in a treatment plan seen in Table 3-8. These 

treatments have been implemented in the server and android application, as described below.  

4.2.1 Protect connection 

To protect the connection from being overheard, the selected treatment has been to encrypt the connection. 

The encryption algorithm chosen for this has been AES. This choice was made due to its ready availability, 

being found in many encryption libraries, including javax.crypto which is part of the Android class library. 

As discussed in 2.3.3, the AES does offer sufficient security and on smaller files, a performance similar to 

other tested algorithms, such as DES and Blowfish.  

4.2.2 Secure machine access 

To secure access to the machine, the selected treatment has been to implement a user system where a user 

needs to be logged in to perform certain tasks. To log in, the user needs to enter a username and password. 

The server application keeps track of logged in user sessions and the session will be terminated after 5 

minutes of inactivity.  

4.2.3 Safeguard machine 

To protect the machine, a variety of safeguards have been implemented in both the mobile and server 

application. The mobile application will not attempt to perform any actions on the machine that could 

harm it, such as moving a gripper while the storage wheel is moving or attempting to move a bobbin to an 

already occupied position.  

The server application features similar safeguards as the mobile application, but with the addition that the 

server application will also check sensor and actuator values before performing a command on the 

machine. For instance, the application will check that the servo motor controlling the storage wheel isn’t 

running before moving a gripper. 

4.2.4 Review system 

The system review has mostly been a question of design philosophy, where encapsulation has been 

used to make sure that machine commands only can be called from the intended classes, and thus 

performed the way they are intended, with the safeguards described in . 

4.3 Implementation of network communication 

Network communication can take place over either UDP or TCP, as both possibilities are to be evaluated 

in this master’s thesis. In order to facilitate this communication, two abstract classes known as TCPTask 

and UDPTask have been implemented. They are both subclasses of AsyncTask, a class defined in the 



Android API for short tasks that need to be executed outside of the main UI thread. The classes TCPTask 

and UDPTask both implement various functions for sending and receiving data over UDP and TCP 

respectively. The classes are then subclassed into tasks for various functions, such as adding an order, 

performing an action on the machine or retrieving a list of patterns. 

 

To send these messages, an instance of the appropriate task is created with the appropriate parameters, and 

run in a background thread. 

The messages themselves have been set up as a rather simple protocol where messages are just byte arrays 

of varying length. The first four bytes of each message sent by the Android application contain what is 

known as the request code, which is a unique integer for each of the various message request the mobile 

application can send. These request codes are implemented as enumerators in both the mobile and server 

application with unique integer values.  The last four bytes of each message contain an end-of-message-

sequence with the integer value of -1 to mark the end of the message. This can be seen Figure 4-3, which 

contains an example of a short message with the data in the message in a hexadecimal representation. The 

first four bytes, coloured grey, contain the request code GET_PATTERN for retrieving a pattern from the 

server. The second group of four bytes, in white, contain the integer id of the pattern sought, and the final 

group, also grey, the end-of-message termination. 

 

While some messages sent to the server are unidirectional, the majority will require a response from the 

server. These response messages follow the same composition and the first four bytes will contain what is 

called the response code, analogous to the request code. These response codes have a similar name to their 

corresponding requests, for instance the ADD_PATTERN request code will result in a message with the 

ADD_PATTERN_RESPONSE response code. 

 

As the length and contents of the messages vary, so does the allocation of the remaining bytes of the 

message. Generally, most data of the messages are either integers or integer representations of 

enumerators,  with the exception of adding or retrieving a pattern, where a preview image of the pattern is 

a major part of the message. 

 

Most of these tasks are for a single purpose and will perform their task, close down their connection in 

case of a TCPTask, and finish executing. An exception to this is the UpdateMachineTask used in the 

activity used for monitoring and controlling the machine. This task will remain active until cancelled and 

will listen for a message from the server containing a performed command. If received the Android 

application will perform the command as well, updating the status of the application. This task can also be 

used to send a message to the server requesting a move on the machine.  

4.4 Implementing encryption functionality 

The encryption functionality of the application has been implemented using  the AES algorithm, and both 

the mobile and server application have functions for encrypting and decrypting messages. The encryption 

key is predetermined and saved into both applications as a constant. The encryption and decryption 

functions in the Android application make use of the package javax.crypto.  

 

Figure 4-3 Example of message 
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In the Android application, encryption is handled entirely by the two abstract classes used for transmitting 

data, TCPTask and UDPTask. In the function sendData the message will be passed to the encrypt function 

if the encryption is activated.  

 

In the encrypt function, the application will create an instance of the SecretKeySpec class from the byte 

array representing the pre-shared key as well as a string literal identifying the algorithm used, AES. The 

function will also request an instance of a Cipher using a string literal identifying the algorithm, mode and 

padding scheme, i.e. AES, CBC and PKCS#5 Padding. It will then initialize it in ENCRYPT_MODE and 

with the SecretKeySpec. This Cipher will then be used to create the encrypted message. Since the cipher 

operates with padding, if the length of the message is not an multiple of 16 bytes, the size will be increased 

to the next multiple and the added bits padded according to the padding scheme. This encrypted message 

will then be copied to a new array that will also contain the initialisation vector, as well as a request code 

indicating an encrypted message. This can be seen in Figure 4-4. 

 

Correspondingly, in the function receiveData the application will check the received message for a 

particular response code that indicates an encrypted response. If found, it will passed the encrypted 

message to the decrypt function, which will in turn decrypt it analogously to the encrypt function described 

above. This can be seen in Figure 4-5. 

 

 

4.5 Design of the server application 

The server application is written in C++ using MS Visual Studio. It utilizes the Windows Sockets API for 

network communication and the crypto++ library for cryptology. Whereas the Android application diverts 

the actual communication to tasks and is capable of both TCP and UDP communication at the same time, 

the server runs two different versions for TCP and UDP. They main difference being that they listen for 

either incoming TCP connections or UDP datagrams. Both utilize mostly the same methods for receiving 

and sending data, with some minor differences in the more complex functions due to limitations from the 

protocols.  

The server is utilizing a multithreaded approach where one thread of the server creates a socket that will 

listen for an incoming connection. Once having accepted the incoming connection, a new thread will be 

created that receives and handles the message. Having moved over the process of handling the message to 

another thread, the original thread will resume listening for a new connection. This allows the server to 

Figure 4-4 Example of encryption 

Figure 4-5 Example of decryption 



handle multiple clients simultaneously. A separate thread handles the connections with the two PLCs and 

the status of the machine.  

 

 

 

4.5.1 Implementation of encryption 

The server application utilises the crypto++ library for encrypting and decrypting messages. When 

receiving a message from the Android application it will check the message for the request code indicating 

an encrypted message. If found, the application will pass the message on to the decrypt function that will 

decrypt it, returning the original, unencrypted message. Once decrypted, the message will be processed 

just like an unencrypted message would, with the difference that if a response is required, the server 

application will encrypt it before sending. 
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4.5.2 Interface with machine 

In the server application, a class known as BraidingMachine works as an abstraction of the physical 

braiding machine and contains various classes and methods related to it.  

 

A Command represents a command to move the machine, and can originate either directly from the mobile 

application during manual control or as a series of commands created when switching over from one 

pattern to another. A command has two main data members, a MoveCommand and a MoveArgument. The 

MoveCommand is an enumerator defined in both the mobile and server application for each of the different 

moves the machine can perform, and the MoveArgument represents the argument to such a move, when 

applicable. The BraidingMachine class keeps a collection of all commands that are about to be performed 

and executes them in order.  

 

As the command executes the application will begin by checking the status of various parts of the machine 

using various functions from the machine interface, to make sure that the command can be executed. If 

the machine is busy, experiencing an error or if the command would potentially break the machine, it will 

not be executed. Otherwise the application will call the proper function from the interface to execute the 

command. Next the application will send a message to all listening client applications, containing data of 

what move the machine has performed. Afterwards, the thread executing the commands will sleep for a 

short duration, based on an approximation of how long the command will take for the machine to perform 

it.   

 

The server application communicates with the two PLCs of the machine using an interface written by the 

electrical engineer who designed the electrical system.  This interface manages the two connections to the 

PLCs. The PLC which controls the rotating storage wheel as well as the gripper exchange system is 

connected using the OPC protocol. The PLC which controls the original braiding machine is connected 

using Modbus over TCP/IP.  

 

 

 

 

  



Chapter 5  
Evaluation  

This chapter describes the evaluation of the application, the transport layer protocols and the encryption 

algorithm. It lists the criteria defined to evaluated and how they were evaluated. It details the hardware 

and software setup of the tests, the testing procedure of the tests as the parameters used for each test. 

5.1 Evaluation of Application 

The application has been evaluated practically as it was used to demonstrate the braiding machine at a 

trade fair (ITMA)  in Milano in November 2015. Here the visitors of the trade fair were allowed to use the 

application on a tablet to order bracelets, and machine operators used the application to monitor and control 

the braiding machine. 

 

This practical approach yielded positive results on the question of feasibility. The application was able to 

perform the tasks it was designed to do, and was received positively. Compared to a traditional industrial 

HMI the Android application was able to perform somewhat more advanced features, such as an animated 

depiction of the machine in use. 

5.2 Evaluation of Transport Layer Protocols 

To evaluate the transport layer protocols, criteria were set for what qualities of the network communication 

are important to the application as to evaluate them, as seen in Table 5-1. While several security measures 

were implemented, the only one where it was motivated to evaluate performance was the encryption, is 

seen in Table 5-2. 
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Table 5-1 Evaluation criteria of transport layer protocols 

Quality Motivation How to measure 

Latency As some tasks on the application are performed in real 

time on the machine, such as manually controlling it, a 

low latency is important.  

Measure response time on a 

wide variety of messages in 

various settings to gauge 

latency in various 

circumstances. 

Jitter Some functions of the application has a constant 

exchange of data with the server and receives updates in 

predetermined intervals. A different type of criteria was 

created better tailored to the nature of these functions. 

This criteria measures the ability to delivery data in a 

steady stream.  

Establish a steady stream of 

data and measure the 

deviation from expected 

arrival time for each message. 

Packet loss As there can be potentially damaging consequences 

from messages not arriving, a high reliability of the 

transmission is needed. 

Measure packet loss for 

transmissions in various 

settings to gauge average 

success rate in various 

circumstances. 

5.3 Evaluation of Encryption Implementation 

Table 5-2 Evaluation criteria of encryption implementation 

Quality Motivation How to measure 

Latency The latency is important for the same reasons 

mentioned above, and testing it with encryption 

would also give insight to the performance loss 

of using it. 

Measure latency on a wide variety of 

messages in various settings to gauge 

average latency in various 

circumstances. 

 

5.4 Test Setup 

Figure 5-1 displays the testing setup for the tests performed on the wired connection. The setup consisted 

of the Android tablet using tests developed for the application and for the criteria described in Table 5-1 

and Table 5-2 . The testing server software was running on a laptop computer and the two were connected 

over Ethernet, with the tablet using an Ethernet-adapter. 

Figure 5-1 Wired Test Setup 



 

Figure 5-2 displays the testing setup for the tests performed on the wireless connection. The setup is similar 

to the wired setup, with the addition of a wireless access point. This access point is connected directly to 

the laptop computer, and the Android tablet is connected wirelessly to the access point. 

This testing setup differs somewhat from a typical use scenario, and the tests would likely produce better 

results than under typical conditions, but reducing the complexity of the tests also removes potential 

sources of error and unpredictable variables. 

5.4.1 Testing Hardware 

The Android tablet used for the tests has been an Samsung Galaxy Tab Pro 8.4” , model number SM-T320 

of production year 2014. This tablet is equipped with a 2.3 GHz quad core processor from Qualcomm, 2  

GB of RAM and using the operating system Android 4.4.2. To enable Ethernet communication, an official 

Samsung adapter has been used, model number ET-UP900. 

 

The access point used has been a D-Link DAP-1360, running in 802.11b/g/n mixed mode and using WPA2 

security. The laptop computer used has been a Samsung 730N Ultrabook with a 1.80 GHz quad core Intel 

i5 process, 10 GB of RAM and with the operating system Windows 10.  

Figure 5-2 Wireless Test Setup 
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5.4.2 Testing Procedure 

 

To evaluate the criteria, a few testing classes were created to facilitate the testing. A total of four separate 

tasks were created for testing purposes, two for TCP and two for UDP, as well as a logging class known 

as a TaskLogger. The tasks were designed to test the network connection in two different ways.  

The first test, pictured in Figure 5-3, tests the latency of the connection, i.e. the time elapsed between 

sending a message and receiving a response. This test will emulate the simpler tasks used, that consist of 

just a message and a response, with no prior connection in the case of TCP. To test this, the task will create 

a message of a predetermined length with  randomized contents. Before sending the message, the task will 

call a function in the TaskLogger to log the time of sending the message, and after it receives a response 

it will log the time of the reception. The time will be retrieved from the System class, getting the current 

time in milliseconds. To minimise interference by server performance, a special testing version of the 

server application is used that will only return a received message as soon as it receives it.  

  

Figure 5-3 Latency test 



Figure 5-4 Deviation test 

 

The second test, pictured in Figure 5-4, is designed to test the reliability of a stream of data, where 

messages will be transmitted in short intervals and note their deviation from their expected arrival time. 

This test will emulate the tasks where the mobile application keeps a steady connection with the server 

and receives messages intermittently. To test this, the task will create a message of a predetermined length, 

containing an integer representing how many responses it expects. The server is once again running a 

special testing version, with the difference that it will send numbered response messages every 100 

milliseconds, until it has sent the amount specified in the received message. As each message is received 

in the mobile application,  the task will log the current time as well as a message number retrieved from 

the message. 

 

The tests have  been performed with message lengths of 12, 200, 1200 and 4 000 bytes and both over 

wired and wireless connections. In normal use, the application mostly sends messages in the range of 12 

to 200 bytes. The 1200 byte length was chosen as it was close to the Maximum Transmission Unit (MTU) 

of the Ethernet protocol, and the 4000 byte was chosen to see how a larger package that would be split up 

in multiple segments would affect the latency. Each test has generated 10 000 data entries to achieve a 

sufficient sample size. In the case of the Latency tests, this means that 10 000 tasks for each testing 

condition have been created and serially executed, and in the case of the streaming tests, each tests has 

received 10 000 responses. 

 

After logging each test, the TaskLogger will contain 10 000 entries to interpret and generate test data from. 

The Latency entries will contain the time the message was sent and the time it was received. The result, 

i.e. the Latency, is simply calculated as the difference between the two. For the streaming test, the test 

value is calculated as the difference between the expected time of arrival and the actual time of arrival. 

The expected time is calculated by multiplying the average time between messages with the message 

number and adding that to the reception time of the first message. The average time between messages is 

used, since when using the same interval used by the server application (100 ms), a small but increasing 

deviation would occur the further along the tests went, likely caused by the internal clocks of the two 

devices not being perfectly synchronised.  

 

Having calculated the test value of each entry, the TaskLogger will save the result in a test protocol, where 

each test value and its frequency is saved in a text file on the device storage.   
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5.5 Tests Performed 

A total of 36 tests were performed under various circumstances, split over 9 series of tests. The parameters 

of the tests are detailed and explained in Table 5-3. Each series consisted of four different tests with 

identical setup, except for the message length. Four tests for each series were used for the four different 

message lengths tested. The details of each test series can be found in Table 5-4. 

 

Table 5-3 Testing Parameters 

Parameter Description 

Protocol The tests were performed using either the TCP or the UDP protocol, as the feasibility of 

both is to be evaluated.  

 

Message 

Length 

The tests were performed with message lengths of 12, 200, 1200 and 4000 bytes. The 

two smaller of the message lengths were chosen as they correspond roughly with the 

smallest and largest messages that were sent in the application. The 1200 byte one was 

chosen as it was close to the maximum transmission unit of Ethernet, and the 4000 byte 

one was selected as it surpassed it. 

Connection The tests were performed over either a wired connection or a wireless connection. The 

wired connection is enabled through the use of an Ethernet adapter connected to the 

tablet via USB. The tablet is then connected directly with the computer running the 

server application. The wireless connection uses a wireless access point connected 

directly to the computer running the server application. The tablet is connected 

wirelessly to the access point using a WPA2 security protocol. 

Test type This parameter represents the two test types described in 5.4, either latency tests that 

measure the latency or streaming test that measure the connections ability to provide a 

reliable stream of data. 

Encrypted This parameter represents whether or not the tests were performed to test encryption. If 

so, each message would be encrypted before sent to the server. The server would then 

decrypt the message, check its validity and encrypt it before return it to the mobile 

application where it will once more be decrypted. The test will measure the total time 

this procedure takes. 

 

Table 5-4 Test series 

Series numbers Test number Protocol Connection Test type Encrypted 

1 1-4 TCP Wired Latency No 

2 5-8 UDP Wired Latency No 

3 9-12 TCP Wireless Latency No 

4 13-16 UDP Wireless Latency No 

5 17-20 TCP Wired Streaming No 

6 21-24 UDP Wired Streaming No 

7 25-28 TCP Wireless Streaming No 

8 29-32 UDP Wireless Streaming No 

9 33-36 TCP Wired Latency Yes 



5.6 Test Results 

In this subchapter the results of the tests are presented, first in an overview of several of the tests performed, 

and later sorted by series of test. Each series, as defined in Table 5-4, is presented with both aggregate data 

in a table and a graph for a graphical representation.  

5.6.1 Definitions 

 

Table 5-5 Description of result types 

Type Description 

Response 

rate 

The percentage of performed tests that received a response, i.e. that yielded a result. 

Average The average value of the performed test, either as latency or deviation from expected 

arrival time. Calculated as the sum of all test results divided by the number of performed 

tests. Tests that yielded no result are disregarded from this. 

Mode The most common value from the performed test. The most likely result a test would 

produce. 

Median The median of the performed test. In this case, the time elapsed where at least 50 % of all 

tests have finished. 

80 % The time where at least 80 % of all tests have finished. 

90% The time where at least 90 % of all tests have finished. 

99% The time where at least 99 % of all tests have finished. 

 

 

Table 5-5 lists the result types used in this chapter with their respective description or definition. The 

results have been calculated using Excel from raw data supplied by the testing application.  The raw data 

contained each test value and its  respective frequency, from which the results have been calculated.  
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5.6.2 Overview  

 

 

Table 5-6 Result overview, latency tests 

Test 

number 

Series Success 

rate 

Average Mode Median 80% 90% 99% 

1 - 4 TCP Wired 100.00% 8.43 ms 8 ms 8 ms 10 ms 11 ms 13 ms 

5 - 8 UDP Wired 99.71% 3.75 ms 4 ms 4 ms 5 ms 5 ms 9 ms 

9 - 12 TCP 

Wireless 

99.87% 13.30 ms 10 ms 11 ms 14 ms 17 ms 30 ms 

13 - 16 UDP 

Wireless 

100.00% 6.32 ms 5 ms 5 ms 8 ms 10 ms 20 ms 

  

 

 

 

Chart 5-1 shows an overview of all Latency tests performed, and with Table 5-6 some general trends in 

the data can be read out. The UDP protocol has generally performed better than the TCP protocol with a 

lower average Latency and a more narrow interval. The difference between the two connection types can 

also be seen, with the wireless connections increasing the median as well as the difference between the 

median and the various percentiles.  

  

Chart 5-1 Latency - all tests 



 
 

Table 5-7 Result overview, streaming tests 

Test 

number 

Series Success 

rate 

Average Mode Median 80% 90% 99% 

17 - 20 TCP Wired 100.00% 4.22 ms 1 ms 1 ms 3 ms 4 ms 11 ms 

21 - 24 UDP Wired 100.00% 2.32 ms 1 ms 1 ms 3 ms 4 ms 10 ms 

25 - 28 TCP 

Wireless 
100.00% 3.04 ms 1 ms 1 ms 3 ms 5 ms 25 ms 

29 - 32 UDP 

Wireless 
100.00% 1.54 ms 1 ms 1 ms 1 ms 2 ms 11 ms 

 

 

 

 

Chart 5-2 and Table 5-7 show the deviation from expected arrival time during streaming tests. While a 

difference can be seen between the two protocols in this tests, it is not as pronounced as in the latency 

tests. The effect of the connection type is harder to discern, with the wireless tests showing a lower average 

test value, but with a slightly larger spread. 

 

  

Chart 5-2 Jitter - all tests 
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Figure 5-5 Latency - TCP 

Figure 5-5 and Figure 5-6 show the result of the latency tests for TCP and UDP 

respectively, where the higher average and distribution of the wireless tests can be seen. 

 

 

Figure 5-6 Latency - UDP 



5.7 Encryption test results 

Table 5-8 - Encryption test results 

Test 

number 

Message 

length  

Response 

rate 

Average Mode Median 80% 90% 99% 

33 12 B 100.00% 21.46 ms 16 ms 17 ms 25 ms 33 ms 64 ms 

34 200 B 100.00% 32.84 ms 24 ms 29 ms 40 ms 49 ms 83 ms 

35 1200 B 100.00% 41.86 ms 27 ms 31 ms 50 ms 70 ms 139 ms 

36 4000 B 100.00% 53.74 ms 52 ms 52 ms 56 ms 60 ms 82 ms 

 

 

In Figure 5-7 and Table 5-8, the result of the encryption tests can be seen. In contrast to both the Latency 

tests and streaming tests, a more pronounced difference can be seen between the different message lengths, 

where an increase in message length has a clear increase in Latency.  

Chart 5-3 Latency - encrypted messages 
Figure 5-7  Latency - encrypted messages 



   47 

 

The difference in the effect of  the message length can more clearly be seen in Figure 5-4, where the 

average latency for the encrypted tests are shown alongside the average latency for the unencrypted 

response tests.   

 

Figure 5-4 Average Latency - encrypted and unencrypted messages 



Chapter 6  
 
Discussion & Conclusions 

This chapter contains the discussion of the results, the methodology as well as the works in a wider context. 

The discussion of the results has been divided further based on subject area. The chapter also contains the 

conclusions reached in the thesis. 

 

6.1 Android Application 

The design and functionality of the Android application shows a positive result on the question of 

feasibility. While the scope of the application is somewhat limited due to constraints of the thesis, it does 

show a feasible implementation of an Android device monitoring and controlling industrial machinery. 

Using the various Activities defined in 4.1, a user can view the status of various parts of the braiding 

machine, and use the MachineActivity to directly interact with and control the machine.  

The application does present a practical approach on how an Android device can be integrated with an 

industrial control system, showing a way to implement communication, security and execution of 

commands on the machine. The implementation is using a makeshift server software, with some practises 

that would not be used in a commercial product, such using a hardcoded encryption key instead of a key 

distribution scheme.  

6.2 Test Results 

6.2.1 Message Length 

The message length was not part of the research questions, but it is brought up in the discussion because 

it was one parameter that was tested. The reason it was varied in the testing was that in at least one of the 

studies on transport protocol performance listed in 2.3.2, the length of the messages tested did have an 

effect on the outcome (Xylomenos and Polyzos 1999).  

The length of the message has had a very minor effect on the result on most tests, with a difference of only 

1 ms between the smallest and largest messages for most test results. While the difference in test results 

were in an order one would expect, with an increase in latency with an increased message length, the small 

magnitude of the difference means that this effect could be due to a sampling error. 

 

The exception to this is the encryption test, where an increase in message length created a significantly 

higher latency. This is further discussed in in 6.2.4. 

6.2.2 Connection Type 

The effect of the connection type can most clearly be seen in the latency tests, as the wireless tests produce 

test results with several milliseconds higher latency than the wired ones. The wireless connection means 
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a higher average latency, and a larger range of test values. For instance, on the wired and wireless latency 

tests (Table 5-6), the wired connection has received 99 % of its responses within 13 ms, whereas the same 

takes 30 ms for the wireless test. The streaming tests show less of a difference between the two 

connections, but a difference nonetheless.  

While both connection types were used for testing purposes,  the main idea behind the application and one 

of the major reasons for using a mobile device was to be able to connect over wireless network. Because 

of this, the results of the wireless tests should be seen as more important.   

 

A factor to keep in mind when viewing these results is that the tests were performed in optimal conditions, 

where the tablet and the server were connected with as few intermediary devices as possible. In more 

typical conditions, the application would be connected wirelessly to an access point further away with 

more potential interference and over a network with more congestion, factors that are likely to decrease 

the success rate of messages.  

 

 

6.2.3 Transport Layer Protocol 

The results of the tests are in line with what could be expected from the design of the protocols (RFC793 

1981), with a higher latency for the TCP protocol. The reason for this is the need to set up a connection 

with a three-way handshake. In these latency tests, this effectively doubles the transmission time, as the 

test has to wait for a response on its handshake before sending the test message. This is reflected in the 

latency, where  the TCP latency is roughly twice as high as their UDP counterparts. This speed difference 

is in line with results from other studies (Xylomenos and Polyzos 1999). 

 

This advantage to the UDP protocol has been more or less eliminated in the streaming deviation tests, 

where a connection is established before the tests begin. This is reflected in the results, where the 

difference between the two protocols is much less pronounced. Contrary to what was seen in one study 

(Chen, et al. 2006), the streaming tests did not seem to suffer from the congestion control and in-order-

delivery of the TCP protocol. An explanation from this could likely be the static nature of the tests, where 

the stream of data came at a steady pace from the server, as opposed to the more stochastic nature of an 

online game. 

 

While the tests performed have shown a lower Latency for the UPD protocol as expected, the tests have 

not been able to capture the disadvantages of using UDP, the lack of congestion control and no guarantee 

of delivery. This is likely due to the tests being performed in circumstances better than typical use, with 

few intermediary network devices and a network with no other traffic. In a more typical use of a mobile 

application like this one, where the mobile device would be connected over a less reliable connection, a 

protocol that only offers best effort delivery would mean a decrease in response rate. The response rate 

seen for both protocols are in line with what was seen in the researched study (Xylomenos and Polyzos 

1999). 

 

The TCP protocol however, will attempt to resend a package that has not been acknowledged by the 

recipient, which would mean that a less reliable connection would increase latency but the response rates 

would remain similar. In the tests, the TCP protocol did have a few unsuccessful transmissions on the 

wireless tests, which was due to the design of the test. In a case where a connection could not be 

established, this would be noted as a failure. 



6.2.4 Security Measures 

The major downside to implementing the security measures is the increased processing time caused by 

encrypting the messages. In the tests performed, an increase in message length had a significant increase 

in latency, as the message was encrypted and decrypted twice. As this encryption and decryption is 

performed blockwise, an increase in message length and thus the amount of blocks, does increase the 

amount of operations necessary. This result is in line with results from other studies that have evaluated 

encryption algorithms (Elminaam, Kader and Hadhoud 2009), (Thakur and Kumar 2011).  

 

In the encryption tests, message length of up to 4000 Bytes were tested, and these tests did increase the 

latency significantly. An increase in latency by roughly 40 ms could prove damaging to some applications 

but an application like this one, with relatively little data traffic, can still function with the increase. 

Interestingly, the results of this implemented encryption was smaller than what was seen in any of the 

studies. A recent study, that used machines with comparable performance, the same algorithm and small 

files (Thakur and Kumar 2011) had encryption times in the magnitude of several hundred milliseconds.  

 

Another factor to consider is that in the typical use of the application, the length of encrypted messages 

would range between 12 and 200 Bytes, the lowest two of the tested lengths. As such, the effect of the 

encryption on performance would be felt even less than the highest test results would suggest. 

 

6.3 Method 

 

One limitation is that the Android application was developed for, and tested with, a rudimentary server 

software of own design. In order to evaluate the feasibility under more realistic conditions, an integration 

with a commercially available system would be more telling of the capabilities of the device. Given a 

project with more resources and access to such software, a more careful study could be made. 

The tests performed do show a positive result for the circumstances tested, but these were testing 

environments and not the typical environment. There has been some speculation on how the typical 

environment would affect the results, but these hypotheses would need to be tested. A more fleshed out 

study should look into how the application would fare under more realistic conditions, perhaps by studying 

data from actual use instead of simulated use through tests . 

Another limitation would be that most of the decisions made regarding the security of the system stem 

from the security analysis performed in Chapter 3. Any flaw in the method itself or the use of it would of 

course diminish the usefulness of the analysis as well as any result stemming from it. The output from 

such an analysis is also dependent on the knowledge of the participants, which of course can never fully 

cover everything. A risk might or scenario might be overlooked, or the likelihood misjudged.  

The implementation of the security measures is also somewhat limited in scope, as the study has only 

evaluated the impact of a single algorithm. While the study did find the reduction of performance to be 

sufficiently small, a more in-depth study could gain more insight into how small this reduction could be, 

by evaluating other algorithms and implementations of algorithms.  

6.4 Conclusions 

Based on the results presented in this chapter, a few conclusions could be made on the research questions 

stated in the beginning of the thesis. These are presented in this subchapter. 
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6.4.1 Transport Layer Protocols 

As seen in the results, the UDP protocol has had a better performance in terms of latency, but both 

protocols have yielded sufficient results for this application. While the wireless connection did slightly 

decrease performance, the decrease was relatively small. For a human user of the application, the 

difference in latency is small enough that it makes little difference to the user experience.  

Implementing UDP would be more beneficial in a situation where there would be a more constant 

exchange of data, where resending data would be unnecessary as it would simply be replaced by more 

current data.  In this implementation, the status of the machine is more predictable and it can go several 

minutes between changes, for instance when it is braiding continuously. Even when the communication is 

at its highest intensity, it is still only a handful of messages per seconds. As such, resending a lost message 

would be preferred to waiting for a later update. 

While the benefits of the UDP protocol in terms of performance have been minor in typical use of the 

application, so has the benefits of TCP in terms of reliability. The tests performed have shown a very high 

reliability for the UDP protocol, which is likely due to the high reliability of the testing environment and 

would not be seen in a more typical environment.  

 

Considering these factors, the answer to the question is TCP. The performance of UDP does not provide 

any significant improvement to the application, mostly because the reduced latency does not translate well 

into a better user experience on the application. While UDP performed well, TCP performed well enough,  

and while they both offered similar reliability under optimal conditions, in typical conditions the reliability 

of the TCP protocol is likely needed. 

6.4.2 Security 

 

A decrease in performance due to implementing encryption was expected, and with the relatively small 

increase for the smaller messages it can be concluded that implementing this encryption algorithm is a 

fully viable alternative for these types of applications. While it has had a pronounced effect on latency, 

this could partly be to an imperfect implementation of the given encryption algorithm or the algorithm 

itself. A better implementation option could yield a lower difference in latency and thus a lower impact of 

the security measures. 

 

The other security features have more been seen as features required for the application, features that 

would not have a significant effect on the performance of either the server or Android application. 

Therefore they have been discarded in the discussion of performance. 

6.4.3 Future Works 

As this thesis only has evaluated the feasibility of integrating a mobile device into an industrial control 

system, there is still several areas that can be expanded on. For instance, this thesis has used a custom 

server application, but another approach could be to work on interfacing it with existing control systems. 

Also, the thesis has used a custom application with functionality specific to one machine, but this could 

be expanded to create a more generic application or library meant to work with a wide variety of machines 

and control systems. 

The thesis has also concluded that encryption has been a feasible approach, but there is still the question 

of determining a more optimal way to implement it and to evaluate different solutions.  
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