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Abstract. In recent years, several ontological resources have been pro-
posed to model machine learning domain. However, they do not provide
a direct link to linguistic data. In this paper, we propose a linguistic re-
source, a set of several semantic frames with associated annotated initial
corpus in machine learning domain, we coined MLFrameNet. We have
bootstrapped the process of (manual) frame creation by text mining on
the set of 1293 articles from the Machine Learning Journal from about
100 volumes of the journal. It allowed us to find frequent occurences of
words and bigrams serving as candidates for lexical units and frame ele-
ments. We bridge the gap between linguistics analysis and formal ontolo-
gies by typing the frame elements with semantic types from the DMOP
domain ontology. The resulting resource is aimed to facilitate tasks such
as knowledge extraction, question answering, summarization etc. in ma-
chine learning domain.

1 Introduction

For arguably any scientific domain, there exists big amount of textual content
that includes probably interesting information buried in linguistic structures.
Each of the domains has aspects that are typical only for it. For example in the
field of machine learning there are sentences dealing with various measures, nu-
merical data or comparisons. A method for automatic extraction of such specific
information could facilitate exploration of text corpus, for instance when we are
looking for information about accuracy or popularity of a concrete algorithm
among all articles on machine learning.

From the other side there are ontological resources that model domain knowl-
edge using formal, logic-based languages such as OWL1. We aim to leverage
those for facilitating tasks such as knowledge extraction, question answering,
summarization etc. in machine learning domain.

We propose therefore to fill the gap between linguistic analysis and formal
semantics by combining frame semantics [4] with mapping to a machine learning
specific ontology. To this end, we extend FrameNet [10] – a lexicon for English
based on frame semantics – to the machine learning domain. In this paper, we

1 https://www.w3.org/TR/owl-features/



present an initial version of this extension, we coined MLFrameNet, consisting
of several semantic frames that cover a part of the machine learning domain.

The rest of the paper is organized like follows. In Section 2 we discuss related
works including a short introduction to FrameNet, other extensions of FrameNet
and machine learning ontologies. in Section 3 we describe the process of devel-
oping the extension which includes collecting a corpus of ML domain-specific
articles and is based on automatic extraction of lexical units (LU) from the cor-
pus; the lexical units can help to identify parts of a semantic frame. In Section 5
we provide a discussion, and Section 6 concludes the paper.

2 Preliminaries and Related Works

2.1 FrameNet

Frame semantics developed by Fillmore [5] is a theory of linguistic meaning.
It describes the following elements that characterize events, relations or entities
and the participants in it: frame, frame elements, lexical units. The main con-
cept is a frame. It is a conceptual structure modeling a prototypical situation.
Frame Elements (FEs) are a part of the frame that represents the roles played
during the situation realization by its participants. The other part of a semantic
frame are Lexical Units (LUs). They are predicates that linguistically express
the situation represented by the frame. We can say that the frame is evoked in
texts through the occurence of its lexical unit(s).

Each semantic frame usually contains more than one LU and may come into
relationship, such as hyponymy, with other frames.

The standard approach for creating semantic frames described by Fillmore
[6] is based on five main steps: i) characterizing situations in particular domain
which could be modeled as a semantic frame, ii) describing Frame Elements, iii)
selecting lexical units that can evoke a frame, iv) annotating sample sentences
from large corpus of texts, and finally v) generating lexical entries for frames,
which are derived for each LU from annotations, and describe how FEs are
realized in syntactic structures.

The FrameNet project [10] is constructing a lexical database of English based
on frame semantics, containing 1,020 frames (release 1.5).

2.2 Extensions of FrameNet

There have been several extensions of FrameNet to specific domains includ-
ing biomedical domain (BioFrameNet [2]), legal domain [13] and sport (Kick-
tionary [11]). In all of these cases, the authors pointed that each specific domain
is characterized by specific challenges related to creating semantic frames. One
major decision concerns whether it is necessary to create a new frame or we can
use one of those existing in FrameNet and extend it.Another design aspect deals
with typing of frame elements with available controlled vocabularies and/or on-
tologies. For instance, the structure of Kicktionary, a multi-lingual extension



of FrameNet for football domain, allows to connect it to the concrete football
ontology [1]. Even better developed BioFrameNet extension has its structure
connected to biomedical ontologies [2].

2.3 Machine Learning Ontologies

There have been proposed a few ML ontologies or vocabularies such as DMOP [7],
OntoDM [9], Exposé [12] and MEX vocabulary [3]. A common proposed standard
schema unifying these efforts, ML Schema, is only on the way being developed
by the W3C Machine Learning Schema Community Group2. Despite of the ex-
istence of the ontological resources and vocabularies which formalize the ML
domain, a linguistic resource linking those to textual data is missing. Therefore
we propose to fill this gap by MLFrameNet and to link it to an existing ML
ontology.

3 Frame Construction Pipeline – Our Approach

We propose a pipeline in order to extract information needed for creating se-
mantic frames on machine learning that consists of five steps (Figure 1).

At first we crawled websites from http://www.springer.com to extract data
for creating a text corpus based on the Machine Learning Journal articles. All
articles were stored in text files without any preprocessing like stemming or
removing stopwords. The reason for this is that whole sentences were later used
for creating semantic frames. In the second step, we applied statistical approach
based on calculating histogram for articles to find out, which words or phrases
(e.g., bigrams) occur most frequently. This is the major part of our method and
it aims to find candidates for lexical units or frame elements for new frames
based on text mining. We envisage that those candidates could play a role of
lexical units or instantiations of frame elements. Usage of them should simplify
the process of new semantic frames creation. In the third step, we gather the
sentences that contain the found expressions. In the fourth step, we created the
frames manually, leveraging the candidates for the frame parts and sentences
containing them. In the final step, after creating frame drafts that could fit
existing FrameNet structure, we connected the frame elements to terms from
the DMOP ontology that covers machine learning domain.

3.1 Corpus

The data for this research comes from Machine Learning Journal and covers
1293 articles from 101 volumes of that journal stored in filesystem as text files
with metadata stored in a database. Importantly: Springer grants text and data-
mining rights to subscribed content, provided the purpose is non-commercial re-
search3. We used an open source framework written in Python for crawling web

2 https://www.w3.org/community/ml-schema/
3 Sentence from the licence http://www.springer.com/gp/rights-permissions/

springer-s-text-and-data-mining-policy/29056



2.3 Machine Learning Ontologies

There have been proposed a few ML ontologies or vocabularies such as DMOP [7],
OntoDM [8], Exposé [11] and MEX vocabulary [3]. A common proposed standard
schema unifying these e↵orts, ML Schema, is only on the way being developed by
the W3C Machine Learning Schema Community Group. Despite of the existence
of the ontological resources and vocabularies which formalize the ML domain, a
linguistic resource linking those to textual data is missing. Therefore we propose
to fill this gap by MLFrameNet and to link it to an existing ML ontology.

3 Frame Construction Pipeline – Our Approach

We propose a pipeline in order to extract information needed for creating se-
mantic frames on machine learning that consists of five steps (Figure ??).

At first we crawled websites from http://www.springer.com to extract data
for creating a text corpus based on the Machine Learning Journal articles. All
articles were stored in text files without any preprocessing like stemming or
removing stopwords. The reason for this is that whole sentences were later used
for creating semantic frames. In the second step, we applied statistical approach
based on calculating histogram for articles to find out, which words or phrases
occur most frequently. This is the major part of our method aiming to find
candidates for lexical units for new frames based on text mining. In our idea
they could play a role of lexical unit or instance of frame element. Usage of
them should simplify the process of new semantic frames creation. In the final
step, after creating frame drafts that could fit existing FrameNet structure, we
connected the frame elements to terms from the DMOP ontology that covers
machine learning domain.

Corpus
Downloading articles (here: from

Machine Learning Journal)

His-
togram

Calculating frequency of words
and phrases occurences in articles

Sen-
tences

Selecting sentences that con-
tain the found expressions

Frame
Creating semantic frames on

the basis of the sentences

On-
tology

Mapping of frame elements to an
ontology (here: DMOP ontology)

Fig. 1. The pipeline of the method for creating semantic frames in ML domain
Fig. 1. The pipeline of the method for creating semantic frames in ML domain

pages and downloading articles. Preliminary preprocessing of stored content was
made by Python library NLTK4.

3.2 Data Mining Optimization Ontology

The Data Mining OPtimization Ontology (DMOP) [7] has been developed with
the primary purpose of the automation of algorithm and model selection via se-
mantic meta-mining that is an ontology-based approach to meta-learning of com-
plete data mining processes in view of extracting patterns associated with per-
formance. DMOP contains detailed descriptions of data mining tasks (e.g., learn-
ing, feature selection, model application), data, algorithms, hypotheses (models
or patterns), and workflows. In response to many non-trivial modeling problems
that were encountered due to the complexity of the data mining domain details,
the ontology is highly axiomatized and modeled with the use of the OWL 2 DL5

profile. DMOP was evaluated for semantic meta-mining in several problems and
used in building the Intelligent Discovery Assistant a plugin to the popular data
mining tool RapidMiner. We use DMOP to provide the semantic types for the
frame elements.

4 http://www.nltk.org
5 https://www.w3.org/TR/owl2-overview/



Table 1. The most common bigrams from Machine Learning Journal articles

Bigram Number of occurences Bigram Number of occurences

machine learning 718 bayes net 192

data set 489 experimental results 189

learning algorithm 377 training examples 182

training set 364 loss function 177

training data 325 upper bound 177

active learning 277 data points 174

feature selection 259 feature space 171

reinforcement learning 224 sample complexity 159

value function 217 learning methods 153

time series 201 decision trees 152

natural language 192 lower bound 143

3.3 Methods

In this section we will describe in more detail the execution of the subsequent
steps of our pipeline.

During searching for candidates for lexical units or frame elements we tried
three different histograms. At first we found simple words which occur most
frequently in our corpus. We restricted the number of results to 521 words that
occur more than 300 times. In the second approach, instead of words we searched
for bigrams (phrases consisting of two words) and restricted the results to those
which occur more than 32 times in the corpus, what resulted in 490 bigrams.
Finally, we checked the quality of the results using tf-idf numerical statistic - for
each of 1294 articles we chosen ten words with the highest tf-idf measure.

The most interesting results pertain to bigrams that occur most frequently
in the corpus. The most frequent bigrams are presented in Table 1.
We use them as elements of semantic frames, e.g. as lexical units or instances of

a frame element. The clue of our method was to select sentences containing the
found expressions. Those sentences could be very likely occurences of semantic
frames in the domain of machine learning. Additionally, we were looking for sen-
tences in which our bigrams were parts of a noun expression or a verb expression
(lexical units and frame elements are often such parts of speech).

4 MLFrameNet

On the basis of sentences extracted during the process described in the previous
section, we manually developed several semantic frames. Each of the sentences
contains at least one of the most common word or bigrams in the corpus. They
are very often the part of a frame element or a lexical unit.
By now we have developed eight frames that cover the basics of the machine
learning domain. The names of those frames are: Algorithm, Data, Model, Task,
Measure, Error, TaskSolution and Experiment.



Below, we present the frames in a FrameNet style. The proposed lexical units
are underlined, frame elements are in brackets (with adequate number super-
scripted in the definition of situation) and phrases extracted from the histogram
are in bold.

Task:

– Definition of situation: This is a frame for representing ML task1, and op-
tionally an algorithm2 for solving it.

– Frame Elements: (1) ML task; (2) ML algorithm

– Lexical Units: supervised, unsupervised, reinforcement learning, classifica-
tion, regression, clustering, density estimation, dimensionality reduction

– An example of annotated sentence:
[Supervised learning ML task] can be used to build class probability es-
timates.

Algorithm:

– Definition of situation: This frame represents classes of ML Algorithms1,
their instances2, tasks3 they address, data4 they specify, the type of hypothesis5

they produce, ML software (environment)6 where they are implemented and
the optimization problem they try to solve7.

– Frame Elements: (1) ML algorithm type (2) instance; (3) ML task; (4) data;
(5) hypothesis; (6) software; (7) optimization problem

– Lexical Units: algorithm, learning algorithm, method, learning method

– An example of annotated sentence:
[Expectation Maximization instance] is the standard [semi-supervised learning
algorithm ML algorithm type] for [generative models hypothesis].

Data:

– Definition of situation: This frame represents data1, the quantity or dimensions2

associated with given data (e.g, a number of datasets, number of features),
identifies the origin3 of data, its characteristic 4, its name5 (e.g., of a partic-
ular dataset).



– Frame Elements: (1) data (2) quantity; (3) origin; (4) characteristic; (5)
name.

– Lexical Units: data, data set, training set, training data, training examples,
examples, data point, test set, test data, label ranking, preference informa-
tion, background knowledge, prior knowledge, missing values, ground truth,
unlabeled data, data stream, positive examples, data streams, class labels,
gene expression, real data, missing data, synthetic data, labeled data, high
dimensional, negative examples, training samples, multi-label data, training
instances, instances, real-world data, data values, labeled examples, feature
vector, feature set, validation set, observed data, relational data, large data,
time points, sample

– An example of annotated sentence:
We note that the [extreme sparsity characteristic] of this [data set data]
makes the prediction problem extremely difficult.

Model:

– Definition of situation: This frame represents ML models1, identifies ML
algorithms2 that produce the models, and model’s characteristics3.

– Frame Elements: (1) model (2) ML algorithm; (3) characteristic.
– Lexical Units: model, models, hypothesis, hypotheses, cluster, clusterings,

rules, patterns, bayes net, decision tree, graphical model, joint distribution,
neural network, generative model, bayesian network

– An example of annotated sentence: [RIDOR ML algorithm] creates a set of

[rules model], but does not keep track of the number of training instances
covered by a rule.

Measure:

– Definition of situation: This frame represents information about specific
measure2 (and its value5) used to estimate the performance of a specific ML
algorithm1 on some dataset4 in a specific way6. The ML algorithm solves
ML task3.

– Frame Elements: (1) ML algorithm/model; (2) measure; (3) ML task (4)
dataset (5) measure value (6) measure method

– Lexical Units: result, measure, estimate, performance, better, worse, preci-
sion, recall, accuracy, lift, ROC, confusion matrix, cost function

– An example of annotated sentence:
Additional experiments based on ten runs of [10-fold cross validations

measure method] on [40 data sets dataset] further support the effectiveness



of the [reciprocal-sigmoid model ML Algorithm/model], where its [classification

accuracy measure] is seen to be comparable to several top classifiers in the
literature.

Error:

– Definition of situation: This frame describes type of error1 that coud be used
for specific ML algorithm2, that solves ML task3. The error value4 can be
calculated for specific data5.

– Frame Elements: (1) error type; (2) ML task; (3) error value (4) ML algo-
rithm (5) dataset

– Lexical Units: error, measure, minimize, maximize, validation set error, pre-
diction error, expected error, error rate, error loss, generalization error,
training error, approximation error

– An example of annotated sentence:
We present an efficient [algorithm ML algorithm] for [computing the op-

timal two-dimensional region ML task] that minimizes the [mean squared
error error type] of an objective numeric attribute in a given database.

Task Solution:

– Definition of situation: This is a frame for representing relations between
ML task1 and method2 that solves it. The solution method could be wider
described3. The method or collateral problems are probably described in ref-
erence article4.

– Frame Elements: (1) ML task (2) solution type; (3) solution description (4)
authors/references

– Lexical Units: solve, solving, model, assume, perform

– An example of annotated sentence:
Indeed, [MCTS solution type] has been recently used by [Gaudel and Sebag

(2010) authors/references] in their [FUSE (Feature Uct SElection) solution type]

system to perform [feature selection ML task].

Experiment:

– Definition of situation: This is a frame for representing relations between
ML experiment1 and data2 used in the expriment, an ML algorithms/models
applied3, measure4 used to assess the results of an experiment or possibly an
error 5 calculated based on the experiment results, measure or error value6

and indication of possible loss or gain7 in a comparison.



Fig. 2. The ’subframe of’ relations between the frames.

– Frame Elements: (1) ML experiment (2) data; (3) ML algorithm/model; (4)
measure; (5) error; (6) measure or error value; (7) loss or gain indication.

– Lexical Units: experiment, investigation, empirical investigation, study, run,
evaluation

– An example of annotated sentence:
[Experiments ML experiment] on a [large OCR data set data] have shown

[CB1 ML algorithm/model] to [significantly increase loss or gain indication]

[generalization accuracy measure] over [SSE or CE optimization ML algorithm/model],

[from 97.86% and 98.10% measure or error value], respectively,
to [99.11% measure or error value] .

The Table 2 presents a set of mappings of frame elements to DMOP terms.
DMOP was selected from among the available machine learning domain ontolo-
gies, since it links to the foundational ontology Descriptive Ontology for Linguis-
tic and Cognitive Engineering (DOLCE) [8]. Due to this alignement, we have
found it more relevant for applications related to computational linguistics than
the other available ontologies. We only presented the exising mappings, omit-
ting the frame elements for which no precise mapping exists yet. Sometimes it is
due to the ontological ambiguity of the common language (discussed in the next
Section). The other times, the DMOP ontology does not contain an adequate
vocabulary term as for instance the author of an algorithm (such information
as scientific papers describing particular algorithms are placed in DMOP in the
annotations).

The ’subframe of’ relations between frames are illustrated in Figure 2. They
highlight the nature of the developed frames. Some of the frames, Task, Algo-
rithm, Data, Model, Measure, Error, represent objects (corresponding to nouns),
while the others, Task Solution and Experiment, represent more complex situa-
tion in the former case or an event in the latter case (which is also reflected by
their LUs that are mostly verbs).

The MLFrameNet data is being made available at https://semantic.cs.

put.poznan.pl/wiki/aristoteles/.



Table 2. The mappings of the frame elements to DMOP terms.

Frame Element DMOP term

Algorithm.ML algorithm type dmop:DM-Algorithm

Algorithm.instance dmop:DM-Algorithm

Algorithm.ML task dmop:DM-Task

Algorithm.data dmop:DM-Data

Algorithm.hypothesis dmop:DM-Hypothesis

Algorithm.software dmop:DM-Software

Algorithm.optimization problem dmop:OptimizationProblem

Data.data dmop:DM-Data

Data.characteristic dmop:DataCharacteristic

Model.model dmop:DM-Hypothesis

Model.ML algorithm dmop:InductionAlgorithm

Model.characteristic dmop:HypothesisCharacteristic

Measure.measure dmop:HypothesisEvaluationMeasure

Measure.ML task dmop:DM-Task

Measure.dataset dmop:DM-Data

Error.error type dmop:HypothesisEvaluationFunction

Error.ML task dmop:DM-Task

Error.ML algorithm dmop:DM-Algorithm

Error.dataset dmop:DM-Data

Task Solution.ML task dmop:DM-Task

Experiment.experiment dmop:DM-Experiment

Experiment.data dmop:DM-Data

Experiment. measure dmop:HypothesisEvaluationMeasure

Experiment.error dmop:HypothesisEvaluationFunction

5 Discussion

The creation of the most frequent occurences of words and bigrams was very
helpful in creating semantic frames since it introduced filtering such that there
was no need to analyze the whole corpus of articles.

After the process of making frames, we investigated some inconvenience in
our approach and things that we could do better.
First of them is that sometimes it turns out that we want to know the context
of particular sentence to build a valuable frame from it or to extract more frame
elements. For example for the sentence ”This problem could be solved by logistic
regression.” we can assume that in the previous few sentences there occurs the
information about the name of the problem. Our method does not solve this
issue, as the sentence is not bound to the previous sentence.

During the process of creating semantic frames for machine learning it occurs
that in such restricted domain the amount of lexical units is much smaller than
for general FrameNet. This situation cause that a number of frames can be
evoked by the same lexical units.



An interesting modeling problem that we have encountered is an interchange-
able usage of the concepts of an algorithm and a model (the algorithm produces)
in machine learning texts while describing the performance of the algorithms
and models. Ontologically, it is the model that is being used to produce the
performance measurement and not the algorithm that produced the model. In a
common language, however, it often appears that the term algorithm is that as-
sociated with producing the performance. Since those terms played many times
this particular role interchangeably in the sentences, we have modeled such frame
elements as ’Measure.ML algorithm/model’. However, it poses problems for se-
mantic typing as clearly algorithm and model are disjoint in the DMOP ontology.

Due to the licence issues we are only able to publish a corpus of annotated
sentences where there is only maximum one sentence per each Machine Learning
Journal non-open access article. There is no such restriction in case of the open
access articles. It is noteworthy, that this restriction does not prevent text mining
of the journal articles for scientific purposes such as our automatic statistical
analysis of most frequent words which is allowed.

6 Conclusions and future work

In this paper, we have proposed an initial extension to the FrameNet resource
for the machine learning domain: MLFrameNet. We have discussed our approach
to the problem of creating semantic frames for this specific technical domain of
machine learning. So far, our main objective was to create a valuable resource for
machine learning domain in the FrameNet style that could also serve as a seed
resource for further automatic methods. Thus we have been less concentrated
on the pipeline itself that will be a topic of the future work. Nevertheless, our
attempts have shown that statistical analysis of domain-specific corpus of text
is an effective way of finding appropriate vocabulary, that can be treated as a
part of semantic frames. Gradually we will be building new semantic frames in
this domain.

In the future work, we will conduct an external evaluation with use of one of
available crowdsourcing platforms for evaluating resources that we have created
so far. Especially, we plan to perform a crowdsourcing experiment in which
contributors will decide whether a sample sentence is properly annotated. We
want to tackle the problem of taking into account the context of the sentence and
investigate the implications of that multiple frames can be evoked by the same
lexical units. We also plan to extend our corpus by new annotations that may
be published without publishing the original sentences or new texts. Moreover,
we want to search for new candidates for frame elements automatically. That
approach could be built on the basis of parts of speech or parts of sentences,
for example through finding similarities between existing, manually annotated,
sentences and new examples. We plan to use the created MLFrameNet resource
for relation extraction from the scientific articles, in order to populate data
mining ontologies (DMOP) and schemas (ML Schema) and create Linked Data
describing machine learning experiments described in scientific articles.
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PageRank on Wikipedia: Towards General
Importance Scores for Entities
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Abstract. Link analysis methods are used to estimate importance in
graph-structured data. In that realm, the PageRank algorithm has been
used to analyze directed graphs, in particular the link structure of the
Web. Recent developments in information retrieval focus on entities and
their relations (i. e. knowledge graph panels). Many entities are docu-
mented in the popular knowledge base Wikipedia. The cross-references
within Wikipedia exhibit a directed graph structure that is suitable for
computing PageRank scores as importance indicators for entities.
In this work, we present different PageRank-based analyses on the link
graph of Wikipedia and according experiments. We focus on the question
whether some links - based on their position in the article text - can
be deemed more important than others. In our variants, we change the
probabilistic impact of links in accordance to their position on the page
and measure the effects on the output of the PageRank algorithm. We
compare the resulting rankings and those of existing systems with page-
view-based rankings and provide statistics on the pairwise computed
Spearman and Kendall rank correlations.

Keywords: Wikipedia, DBpedia, PageRank, link analysis, page views,
rank correlation

1 Introduction

Entities are omnipresent in the landscape of modern information extraction and
retrieval. Application areas range from natural language processing over recom-
mender systems to question answering. For many of these application areas it
is essential to build on objective importance scores of entities. One of the most
successful amongst different methods is the PageRank algorithm [3]. It has been
proven to provide objective relevance scores for hyperlinked documents, e. g. in
Wikipedia [5,6,9]. Wikipedia serves as a rich source for entities and their de-
scriptions. Its content is currently used by major Web search engine providers
as a source for short textual summaries that are presented in knowledge graph
panels. In addition, the link structure of Wikipedia has been shown to exhibit
the potential to compute meaningful PageRank scores: connected with seman-
tic background information (such as DBpedia [1]) the PageRank scores over the
Wikipedia link graph enable rankings of entities of specific types, for example for



Listing 1.1. Example: SPARQL query on DBpedia for retrieving top-10 scientists
ordered by PageRank (can be executed at http://dbpedia.org/sparql).

PREFIX v:<http://purl.org/voc/vrank#>

SELECT ?e ?r
FROM <http://dbpedia.org>
FROM <http://people.aifb.kit.edu/ath/#DBpedia_PageRank>
WHERE {
?e rdf:type dbo:Scientist;
v:hasRank/v:rankValue ?r.
} ORDER BY DESC(?r) LIMIT 10

scientists (see Listing 1.1). Although the provided PageRank scores [9] exhibit
reasonable output in many cases, they are not always easily explicable. For ex-
ample, as of DBpedia version 2015-04, “Carl Linnaeus” (512) has a much higher
PageRank score than “Charles Darwin” (206) and “Albert Einstein” (184) to-
gether in the result of the query in Listing 1.1. The reason is easily identified
by examining the articles that link to the article of “Carl Linnaeus”:1 Most ar-
ticles use the template Taxobox2 that defines the field binomial authority.
It becomes evident that the page of “Carl Linnaeus” is linked very often be-
cause Linnaeus classified species and gave them a binomial name (cf. [7]). In
general, entities from the geographic and biological domains have distinctively
higher PageRank scores than most entities from other domains. While, given
the high inter-linkage of these domains, this is expected to some degree, articles
such as “Bakhsh” (1913), “Provinces of Iran” (1810), “Lepidoptera”, (1778), or
“Powiat” (1408) are occurring in the top-50 list of all things in Wikipedia, in
accordance to DBpedia PageRank 2015-04 [9] (see Table 5). These points lead
us to the question whether these rankings can be improved. Unfortunately, this
is not a straight forward task as a gold standard is missing and rankings are
often subjective.

In this work we investigate on different link extraction3 methods that address
the root causes for the effects stated above. We focus on the question whether
some links - based on their position in the article text - can be deemed more
important than others. In our variants, we change the probabilistic impact of
links in accordance to their position on the page and measure the effects on the
output of the PageRank algorithm. We compare these variants and the rankings
of existing systems with page-view-based rankings and provide statistics on the
pairwise computed Spearman and Kendall rank correlations.

1 Articles that link to “Carl Linnaeus” – https://en.wikipedia.org/wiki/
Special:WhatLinksHere/Carl_Linnaeus

2 Template:Taxobox – https://en.wikipedia.org/wiki/Template:
Taxobox

3 With “link extraction” we refer to the process of parsing the wikitext of a Wikipedia
article and to correctly identify and filter hyperlinks to other Wikipedia articles.

http://goo.gl/5GzPOy
https://en.wikipedia.org/wiki/Special:WhatLinksHere/Carl_Linnaeus
https://en.wikipedia.org/wiki/Special:WhatLinksHere/Carl_Linnaeus
https://en.wikipedia.org/wiki/Template:Taxobox
https://en.wikipedia.org/wiki/Template:Taxobox


2 Background

In this section we provide additional background on the used PageRank variants,
link extraction from Wikipedia, and redirects in Wikipedia.

2.1 PageRank Variants

The PageRank algorithm follows the idea of a user that browses Web sites by
following links in a random fashion (random surfer). For computing PageRank,
we use the original PageRank formula [3] and a weighted version [2] that accounts
for the position of a link within an article.

– Original PageRank [3] – On the set of Wikipedia articles W , we use indi-
vidual directed links link(w1, w2) with w1, w2 ∈ W , in particular the set of
pages that link to a page l(w) = {w1|link(w1, w)} and the count of out-
going links c(w) = |{w1|link(w,w1)}|. The PageRank of a page w0 ∈ W is
computed as follows:

pr(w0) = (1− d) + d ∗
∑

wn∈l(w0)

pr(wn)

c(wn)
(1)

– Weighted Links Rank (WLRank) [2] – In order to account for the relative
position of a link within an article, we adapt Formula (1) and introduce link
weights. The idea is that the random surfer is likely not to follow every link
on the page with the same probability but may prefer those that are at the
top of a page. The WLRank of a page w0 ∈W is computed as follows:

pr(w0) = (1− d) + d ∗
∑

wn∈l(w0)

pr(wn) ∗ lw(link(wn, w0))∑
wm

lw(link(wn, wm))
(2)

The link weight function lw is defined as follows:

lw(link(w1, w2)) = 1− first occurrence(link(w1, w2), w1)

|tokens(w1)| (3)

For tokenization we are splitting the article text in accordance to white
spaces but do not split up links (e. g., [[brown bear|bears]] is treated
as one token). The token numbering starts from 1, i. e. the first word/link
of an article. The method first occurrence returns the token number of the
first occurrence of a link within an article.

Both formulas (1) and (2) are iteratively applied until the scores converge. The
variable d marks the damping factor: in the random surfer model, it accounts
for the possibility of accessing a page via the browser’s address bar instead of
accessing it via a link from another page.

For reasons of presentation, we use the non-normalized version of PageRank
in both cases. In contrast to the normalized version, the sum of all computed
PageRank scores is the number of articles (instead of 1) and, as such, does not
reflect a statistical probability distribution. However, normalization does not
influence the final ranking and the resulting relations of the scores.



2.2 Wikipedia Link Extraction

In order to create a Wikipedia link graph we need to clarify which types of
links are considered. The input for the rankings of [9] is a link graph that is
constructed by the DBpedia Extraction Framework4 (DEF). The DBpedia ex-
traction is based on Wikipedia database backup dumps5 that contain the non-
rendered wikitexts of the Wikipedia articles and templates. From these sources,
DEF builds a link graph by extracting links of the form [[article|anchor
text]]. We distinguish two types of links with respect to templates:6

1. Links that are defined in the Wikipedia text but do not occur within a
template, for example “[[brown bear|bears]]” outside {{ and }}.

2. Links that and provided as (a part of) a parameter to the template, for
example “[[brown bear|bears]]” inside {{ and }}.

DEF considers only these two types of links and not any additional ones that
result from the rendering of an article. It also has to be noted that DEF does not
consider links from category pages. This mostly affects links to parent categories
as the other links that are presented on a rendered category page (i. e. all articles
of that category) do not occur in the wikitext. As an effect, the accumulated
PageRank of a category page would be transferred almost 1:1 to its parent
category. This would lead to a top-100 ranking of things with mostly category
pages only. In addition, DEF does not consider links in references (denoted via
<ref> tags).

In this work, we describe how we performed more general link extraction
from Wikipedia. Unfortunately, in this respect, DEF exhibited certain inflexi-
bilities as it processes Wikipedia articles line by line. This made it difficult to
regard links in the context of an article as a whole (e. g., in order to determine
the relative position of a link). In consequence, we reverse-engineered the link
extraction parts of DEF and created the SiteLinkExtractor7 tool. The tool en-
ables to execute multiple extraction methods in a single pass over all articles
and can also be extended by additional extraction approaches.

2.3 Redirected vs. Unredirected Wikipedia Links

DBpedia offers two types of page link datasets:8 one in which the redirects are
resolved and one in which they are contained. In principle, also redirect chains
of more than one hop are possible but, in Wikipedia, the MediaWiki software is
configured not to follow such redirect chains (that are called “double redirect”

4 DBpedia Extraction Framework – https://github.com/dbpedia/
extraction-framework/wiki

5 Wikipedia dumps – http://dumps.wikimedia.org/
6 Template inclusions are marked by double curly brackets, i. e. {{ and }}.
7 SiteLinkExtractor – https://github.com/TBritsch/SiteLinkExtractor
8 DBpedia PageLinks – http://wiki.dbpedia.org/Downloads2015-04

https://github.com/dbpedia/extraction-framework/wiki
https://github.com/dbpedia/extraction-framework/wiki
http://dumps.wikimedia.org/
https://github.com/TBritsch/SiteLinkExtractor
http://wiki.dbpedia.org/Downloads2015-04
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Fig. 1. Transitive resolution of a redirect in Wikipedia. A and C are full articles and
B is called a “redirect page”, PL are page links, and PLR are page links marked as a
redirect (e. g. #REDIRECT [[United Kingdom]]). The two page links from A to B
and from B to C are replaced by a direct link from A to C.

in Wikipedia)9 automatically and various bots are in place to remove them. As
such, we can assume that only single-hop redirects are in place. However, as
performed by DBpedia, also single-hop redirects can be resolved (see Figure 1).
Alternatively, for various applications (especially in NLP) it can make sense to
keep redirect pages as redirect pages also have a high number of inlinks in various
cases (e. g. “Countries of the world”)10. However, with reference to Figure 1 and
assuming that redirect pages only link to the redirect target, B passes most of
its own PageRank score on to C (note that the damping factor is in place).

3 Link Graphs

We implemented five Wikipedia link extraction methods that enable to create
different input graphs for the PageRank algorithm. In general we follow the
example of DEF and consider type 1 and 2 links for extraction (which form a
subset of those that occur in a rendered version of an article). The following
extraction methods were implemented:

All Links (ALL) This extractor produces all type 1 and 2 links. This is the
reverse-engineered DEF method. It serves as a reference.

Article Text Links (ATL) This measure omits links that occur in text that
is provided to Wikipedia templates (i. e. includes type 1 links, omits type 2
links). The relation to ALL is as follows: ATL ⊆ ALL.

Article Text Links with Relative Position (ATL-RP) This measure ex-
tracts all links from the Wikipedia text (type 1 links) and produces a score
for the relative position of each link (see Formula 3). In effect, the link graph
ATL-RP is the same as ATL but uses edge weights based on each link’s
position.

Abstract Links (ABL) This measure extracts only the links from Wikipedia
abstracts. We chose the definition of DBpedia which defines an abstract as

9 Wikipedia: Double redirects – https://en.wikipedia.org/wiki/Wikipedia:
Double_redirects

10 Inlinks of “Countries of the world” – https://en.wikipedia.org/wiki/
Special:WhatLinksHere/Countries_of_the_world

https://en.wikipedia.org/wiki/Wikipedia:Double_redirects
https://en.wikipedia.org/wiki/Wikipedia:Double_redirects
https://en.wikipedia.org/wiki/Special:WhatLinksHere/Countries_of_the_world
https://en.wikipedia.org/wiki/Special:WhatLinksHere/Countries_of_the_world


Table 1. Number of links per link graph. Duplicate links were removed in all graphs
(except in ATL-RP where multiple occurrences have different positions).

ALL ATL ATL-RP ABL TEL

159 398 815 142 305 605 143 056 545 32 887 815 26 460 273

the first complete sentences that accumulate to less than 500 characters.11

This link set is a subset of all type 1 links (in particular: ABL ⊆ ATL).
Template Links (TEL) This measure is complementary to ATL and extracts

only links from templates (i. e. omits type 1 links, includes type 2 links). The
relation to ALL and ATL is as follows: TEL = ALL \ATL.

Redirects are not resolved in any of the above methods. We execute the
introduced extraction mechanisms on dumps of the English (2015-02-05) and
German (2015-02-11) Wikipedia. The respective dates are aligned with the input
of DEF with respect to DBpedia version 2015-04.12 Table 1 provides an overview
of the number of extracted links per link graph.

4 Experiments

In our experiments, we first computed PageRank on the introduced link graphs.
We then measured the pairwise rank correlations (Spearman’s ρ and Kendall’s
τ)13 between these rankings and the reference datasets (of which three are also
based on PageRank and two are based on page-view data of Wikipedia). With
the resulting correlation scores, we investigated on the following hypotheses:

H1 Links in templates are created in a “please fill out” manner and rather
negatively influence on the general salience that PageRank scores should
represent.

H2 Links that are mentioned at the beginning of articles are more often clicked
and correlate with the number of page views that the target page receives.

H3 The practice of resolving redirects does not strongly impact on the final
ranking in accordance to PageRank scores.

4.1 PageRank Configuration

We computed PageRank with the following parameters on the introduced link
graphs ALL, ATL, ATL-RP, ABL, and TEL: non-normalized, 40 iterations,
damping factor 0.85, start value 0.1.

11 DBpedia abstract extraction – http://git.io/vGZ4J
12 DBpedia 2015-04 dump dates – http://wiki.dbpedia.org/services-

resources/datasets/dataset-2015-04/dump-dates-dbpedia-2015-04
13 Both measures have a value range from −1 to 1 and are specifically designed for

measuring rank correlation.

http://git.io/vGZ4J
http://wiki.dbpedia.org/services-resources/datasets/dataset-2015-04/dump-dates-dbpedia-2015-04
http://wiki.dbpedia.org/services-resources/datasets/dataset-2015-04/dump-dates-dbpedia-2015-04


4.2 Reference Datasets

We use the following rankings as reference datasets:

DBpedia PageRank (DBP) The scores of DBpedia PageRank [9] are based
on the “DBpedia PageLinks” dataset (i. e. Wikipedia PageLinks as extracted
by DEF, redirected). The computation was performed with the same con-
figuration as described in Section 4.1. The scores are regularly published as
TSV and Turtle files. The Turtle version uses the vRank vocabulary [8]. Since
DBpedia version 2015-04, the DBP scores are included in the official DBpe-
dia SPARQL endpoint (cf. Listing 1.1 for an example query). In this work,
we use the following versions of DBP scores based on English Wikipedia:
2014, 2015-04.

DBpedia PageRank Unredirected (DBP-U) This dataset is computed in
the same way as DBP but uses the “DBpedia PageLinks Unredirected”
dataset.14 As the name suggests, Wikipedia redirects are not resolved in this
dataset (see Section 2.3 for more background on redirects in Wikipedia). We
use the 2015-04 version of DBP-U.

SubjectiveEye3D (SUB) Paul Houle aggregated the Wikipedia page views
of the years 2008 to 2013 with different normalization factors (particularly
considering the dimensions articles, language, and time)15. As such, Sub-
jectiveEye3D reflects the aggregated chance for a page view of a specific
article in the interval years 2008 to 2013. However, similar to unnormalized
PageRank, the scores need to be interpreted in relation to each other (i. e.
the scores do not reflect a proper probability distribution as they do not add
up to one).

The Open Wikipedia Ranking - Page Views (TOWR-PV) “The Open
Wikipedia Ranking”16 provides scores on page views. The data is described
as “the number of page views in the last year” on the project’s Web site.

The two page-views-based rankings serve as a reference in order to evaluate
the different PageRank rankings. We show the amount of entities covered by the
PageRank datasets and the entity overlap with the page-view-based rankings in
Table 2.

4.3 Results

We used MATLAB for computing the pairwise Spearman’s ρ and Kendall’s τ
correlation scores. The Kendall’s τ rank correlation measure has O(n2) com-
plexity and takes a significant amount of time for large matrices. In order to
speed this up, we sampled the data matrix by a random selection of 1M rows for

14 DBpedia PageLinks Unredirected – http://downloads.dbpedia.org/2015-
04/core-i18n/en/page-links-unredirected_en.nt.bz2

15 SubjectiveEye3D – https://github.com/paulhoule/telepath/wiki/
SubjectiveEye3D

16 The Open Wikipedia Ranking – http://wikirank.di.unimi.it/

http://downloads.dbpedia.org/2015-04/core-i18n/en/page-links-unredirected_en.nt.bz2
http://downloads.dbpedia.org/2015-04/core-i18n/en/page-links-unredirected_en.nt.bz2
https://github.com/paulhoule/telepath/wiki/SubjectiveEye3D
https://github.com/paulhoule/telepath/wiki/SubjectiveEye3D
http://wikirank.di.unimi.it/


Table 2. Amount of overlapping entities in the final rankings between the PageRank-
based measures and the page-view-based ones.

#entities ∩ SUB ∩ TOWR-PV
(6 211 717 entities) (4 853 050 entities)

DBP 2014 19 540 318 5 267 822 4 587 525
DBP 2015-04 20 473 313 5 235 342 4 781 198
DBP-U 2015-04 20 473 371 5 235 319 4 781 198
ALL 18 493 968 4 936 936 4 780 591
ATL 17 846 024 4 936 086 4 779 032
ATL-RP 17 846 024 4 936 086 4 779 032
ABL 12 319 754 4 425 821 4 739 104
TEL 5 028 217 2 913 542 3 320 433

Table 3. Correlation: Spearman’s ρ (the colors are used for better readability and do
not comprise additional meaning).

DBP 2014
DBP 2015-

04
DBP-U

2015-04 ALL ATL ATL-RP ABL TEL TOWR-PV SUB

DBP 2014 1.00 0.94 0.72 0.71 0.71 0.66 0.70 0.28 0.64 0.50

DBP 2015-04 0.94 1.00 0.77 0.76 0.76 0.71 0.77 0.16 0.65 0.55

DBP-U 2015-04 0.72 0.77 1.00 1.00 0.99 0.95 0.79 0.34 0.66 0.58

ALL 0.71 0.76 1.00 1.00 0.99 0.95 0.79 0.35 0.66 0.57

ATL 0.71 0.76 0.99 0.99 1.00 0.96 0.80 0.29 0.66 0.55

ATL-RP 0.66 0.71 0.95 0.95 0.96 1.00 0.79 0.31 0.65 0.64

ABL 0.70 0.77 0.79 0.79 0.80 0.79 1.00 0.26 0.50 0.45

TEL 0.28 0.16 0.34 0.35 0.29 0.31 0.26 1.00 0.42 0.41

TOWR-PV 0.64 0.65 0.66 0.66 0.66 0.65 0.50 0.42 1.00 0.86

SUB 0.50 0.55 0.58 0.57 0.55 0.64 0.45 0.41 0.86 1.00

Kendall’s τ . The pairwise correlation scores of ρ and τ are reported in Tables 3
and 4 respectively. The results are generally as expected: For example, the page-
view-based rankings correlate strongest with each other. Also DBP-U 2015-04
and ALL have a very strong correlation (these rankings should be equal).

H1 seems to be supported by the data as the TEL PageRank scores correlate
worst with any other ranking. However, ATL does not correlate better with SUB
and TOWR-PV than ALL. This indicates that the reason for the bad correlation
might not be due to the “bad semantics of links in the infobox”. With random
samples on ATL - which produced similar results - we found that the computed
PageRank values of TEL are mostly affected by the low total link count (see
Table 1). With respect to the initial example, the PageRank score of “Carl
Linnaeus” is reduced to 217 in ATL. However, a general better performance of
ATL is not noticeable with respect to the comparison to SUB and TOWR-PV.
We assume that PageRank on DBpedia’s RDF data results in similar scores
as TEL as DBpedia [1] extracts its semantic relations mostly from Wikipedia’s
infoboxes.

Indicators for H2 are the scores of ABL and ATL-RP. However, similar to
TEL, ABL does not produce enough links for a strong ranking. ATL-RP, in



Table 4. Correlation: Kendall’s τ on a sample of 1 000 000 (the colors are used for
better readability and do not comprise additional meaning).

DBP 2014
DBP 2015-

04
DBP-U

2015-04 ALL ATL ATL-RP ABL TEL TOWR-PV SUB

DBP 2014 1.00 0.86 0.65 0.64 0.64 0.57 0.60 0.20 0.47 0.35

DBP 2015-04 0.86 1.00 0.76 0.74 0.73 0.63 0.69 0.11 0.48 0.39

DBP-U 2015-04 0.65 0.76 1.00 0.99 0.95 0.84 0.68 0.25 0.48 0.41

ALL 0.64 0.74 0.99 1.00 0.95 0.84 0.68 0.25 0.48 0.40

ATL 0.64 0.73 0.95 0.95 1.00 0.86 0.69 0.20 0.48 0.39

ATL-RP 0.57 0.63 0.84 0.84 0.86 1.00 0.69 0.22 0.47 0.46

ABL 0.60 0.69 0.68 0.68 0.69 0.69 1.00 0.19 0.37 0.33

TEL 0.20 0.11 0.25 0.25 0.20 0.22 0.19 1.00 0.30 0.29

TOWR-PV 0.47 0.48 0.48 0.48 0.48 0.47 0.37 0.30 1.00 0.70

SUB 0.35 0.39 0.41 0.40 0.39 0.46 0.33 0.29 0.70 1.00

contrast, produces the strongest correlation with SUB. This is an indication
that - indeed - articles that are linked at the beginning of a page are more often
clicked. This is supported by related findings where actual HTTP referrer data
was analyzed [4].

With respect to H3, we expected DBP-U 2015-04 and DBP 2015-04 to cor-
relate much stronger but DEF does not implement the full workflow of Figure
1: although it introduces a link A→ C and removes the link A→ B, it does not
remove the link B → C. As such, the article B occurs in the final entity set with
the lowest PageRank score of 0.15 (as it has no incoming links). In contrast, these
pages often accumulate PageRank scores of 1000 and above in the unredirected
datasets. If B would not occur in the final ranking of DBP 2015-04, it would not
be considered by the rank correlation measures. This explains the comparatively
weak correlation between the redirected and unredirected datasets.

4.4 Conclusions

Whether links from templates are excluded or included in the input link graph
does not impact strongly on the quality of rankings produced by PageRank.
WLRank on articles produces best results with respect to the correlation to
page-view-based rankings. In general, although there is a correlation, we assume
that link and page-view-based rankings are complementary. This is supported by
Table 5 which contains the top-50 scores of SUB, DBP 2015-04, and ATL-RP:
The PageRank-based measures are strongly influenced by articles that relate
to locations (e. g., countries, languages, etc.) as they are highly interlinked and
referenced by a very high fraction of Wikipedia articles. In contrast, the page-
view-based ranking of SubjectiveEye3D covers topics that are frequently accessed
and mostly relate to pop culture and important historical figures or events. We
assume that a strong and more objective ranking of entities is probably achieved
by combining link-structure and page-view-based rankings on Wikipedia. In gen-
eral, and especially for applications that deal with NLP, we recommend to use
the unredirected version of DBpedia PageRank.



Table 5. The top-50 rankings of SubjectiveEye3D (< 0.3, above are: Wiki, HTTP 404,
Main Page, How, SDSS), DBP 2015-04, and ATL-RP.

SUB DBP 2015-04 ATL-RP

1 YouTube Category:Living people United States
2 Searching United States World War II
3 Facebook List of sovereign states France
4 United States Animal United Kingdom
5 Undefined France Race and ethnicity in the

United States Census
6 Lists of deaths by year United Kingdom Germany
7 Wikipedia World War II Canada
8 The Beatles Germany Association football
9 Barack Obama Canada Iran
10 Web search engine India India
11 Google Iran England
12 Michael Jackson Association football Latin
13 Sex England Australia
14 Lady Gaga Australia Russia
15 World War II Arthropod China
16 United Kingdom Insect Italy
17 Eminem Russia Japan
18 Lil Wayne Japan Village
19 Adolf Hitler China Moth
20 India Italy World War I
21 Justin Bieber English language Romanize
22 How I Met Your Mother Poland Spain
23 The Big Bang Theory London Romanization
24 World War I Spain Europe
25 Miley Cyrus New York City Romania
26 Glee (TV series) Catholic Church Soviet Union
27 Favicon World War I London
28 Canada Bakhsh English language
29 Sex position Latin Poland
30 Kim Kardashian Village New York City
31 Australia Counties of Iran Catholic Church
32 Rihanna Provinces of Iran Brazil
33 Steve Jobs Lepidoptera Netherlands
34 Selena Gomez California Greek language
35 Internet Movie Brazil Category:Unprintworthy

Database redirects
36 Sexual intercourse Romania Scotland
37 Harry Potter Europe Sweden
38 Japan Soviet Union California
39 New York City Chordate Species
40 Human penis size Netherlands French language
41 Germany New York Mexico
42 Masturbation Administrative divisions of Iran Genus
43 September 11 attacks Iran Standard Time United States Census Bureau
44 Game of Thrones Mexico Turkey
45 Tupac Shakur Voivodeship (Poland) New Zealand
46 1 Sweden Census
47 Naruto Powiat Middle Ages
48 Vagina Gmina Paris
49 Pornography Moth Communes of France
50 House (TV series) Departments of France Switzerland



5 Related Work

This work is influenced and motivated by an initial experiment that was per-
formed by Paul Houle: In the Github project documentation of SubjectiveEye3D
he reports about Spearman and Kendall rank correlations between Subjective-
Eye3D and DBpedia PageRank [9]. The results are similar to our computations.
The normalization that has been carried out on the SUB scores mitigates the
effect of single peaks and makes an important contribution towards providing
objective relevance scores. The work of Eom et al. [5] investigates on the dif-
ference between 24 language editions of Wikipedia with PageRank, 2DRank,
and CheiRank rankings. The analysis focuses on the rankings of the top-100
persons in each language edition. We consider this analysis as seminal work for
investigation on mining cultural differences with Wikipedia rankings. This is an
interesting topic as different cultures use the same Wikipedia language edition
(e. g., United Kingdom and the United States). Similarly, the work of Lages et al.
provide rankings of universities of the world in [6]. Again, 24 language editions
were analyzed with PageRank, 2DRank, and CheiRank. PageRank is shown to
be efficient in producing similar rankings like the “Academic Ranking of World
Universities (ARWU)” (that is provided yearly by the Shanghai Jiao Tong Uni-
versity). In a recent work, Dimitrov et al. introduce a study on the link traversal
behavior of users within Wikipedia with respect to the positions of the followed
links. Similar to our finding, the authors conclude that a great fraction of clicked
links can be found in the top part of the articles.

Comparing ranks on Wikipedia is an important topic and with our contri-
bution we want to emphasize the need for considering the signals “link graph”
and “page views” in combination.

6 Summary & Future Work

In this work, we compared different input graphs for the PageRank algorithm,
the impact on the scores, and the correlation to page-view-based rankings. The
main findings can be summarized as follows:

1. Removing template links has no general influence on the PageRank scores.
2. The results of WLRank with respect to the relative position of a link indi-

cate a better correlation to page-view-based rankings than other PageRank
methods.

3. If redirects are resolved, it should be done in a complete manner as oth-
erwise entities get assigned artificially low scores. We recommend using a
unredirected dataset for applications in the NLP context.

Currently, we use the link datasets and the PageRank scores in our work on entity
summarization [10,11]. However, there are many applications that can make
use of objective rankings of entities. As such, we plan to investigate further on
the combination of page-view-based rankings and link-based ones. In effect, for
humans, rankings of entities are subjective and it is a hard task to approximate
“a general notion of importance”.



Acknowledgement. The authors would like to thank Thimo Britsch for his
contributions on the first versions of the SiteLinkExtractor tool. The research
leading to these results has received funding from the European Union Seventh
Framework Programme (FP7/2007-2013) under grant agreement no. 611346 and
by the German Federal Ministry of Education and Research (BMBF) within the
Software Campus project “SumOn” (grant no. 01IS12051).

References

1. S. Auer, C. Bizer, G. Kobilarov, J. Lehmann, R. Cyganiak, and Z. Ives. DBpedia:
A Nucleus for a Web of Open Data. In The Semantic Web: 6th International
Semantic Web Conference, 2nd Asian Semantic Web Conference, Busan, Korea,
November 11-15, 2007. Springer Berlin Heidelberg, 2007.

2. R. Baeza-Yates and E. Davis. Web Page Ranking Using Link Attributes. In
Proceedings of the 13th International World Wide Web Conference on Alternate
Track Papers &Amp; Posters, WWW Alt. ’04, pages 328–329, New York, NY,
USA, 2004. ACM.

3. S. Brin and L. Page. The Anatomy of a Large-scale Hypertextual Web Search
Engine. In Proceedings of the Seventh International Conference on World Wide
Web 7, WWW7, pages 107–117. Elsevier Science Publishers B. V., Amsterdam,
The Netherlands, The Netherlands, 1998.

4. D. Dimitrov, P. Singer, F. Lemmerich, and M. Strohmaier. Visual Positions of
Links and Clicks on Wikipedia. In Proceedings of the 25th International Con-
ference Companion on World Wide Web, WWW ’16 Companion, pages 27–28.
International World Wide Web Conferences Steering Committee, 2016.

5. Y.-H. Eom, P. Aragn, D. Laniado, A. Kaltenbrunner, S. Vigna, and D. L. Shep-
elyansky. Interactions of Cultures and Top People of Wikipedia from Ranking of
24 Language Editions. PLoS ONE, 10(3):1–27, Mar 2015.
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Abstract. The financial pressure on the health care system forces many hos-
pitals to balance budget while struggling to maintain quality. The increase of
ICT infrastructure in hospitals allows to optimize various workflows, which offer
opportunities for cost reduction.
This work-in-progress paper details how the patient and equipment transports can
be optimized by learning semantic rules to avoid future delays in transport time.
Since these delays can have multiple causes, semantic clustering is used to divide
the data into manageable training sets.

1 Introduction

Due to the continuing financial pressure on the health care system in Flanders, many
hospitals are struggling to balance budget while maintaining quality. The increasing
amount of ICT infrastructure in hospitals enables cost reduction, by optimizing various
workflows. In the AORTA project1, cost is being reduced by optimizing transport logis-
tics of patients and equipment through the use of smart devices, self-learning models
and dynamic scheduling to enable flexible task assignments. The introduction of smart
wearables and devices allows the tracking of transports and convenient notification of
personnel.

This paper presents how semantic rules, in the form of OWL-axioms, can be learned
from historical data, to avoid future delays in transport time. These learned axioms are
used to provide accurate data to a dynamic transport scheduler, allowing an optimized
scheduling accuracy. For example, the system could learn that certain transports dur-
ing the visiting hour on Friday are often late and more time should be reserved for
those transport during that period. Since transport delays can have multiple causes,
semantic clustering is performed to divide the data in more manageable training sets.
The increasing amount of integrated ICT infrastructure in hospitals allows all facets of
these transport to be captured for thorough analysis. To learn accurate rules, a complete
overview of the various activities in the hospital is mandatory. Since this data is result-
ing from various heterogeneous sources, ontologies are utilized that have proven their
strengths in data integration [1]. The incorporation of the domain knowledge modeled in
the ontology, allows to learn more accurate rules. Furthermore, learning semantic rules
allows to understand and validate the learned results.

1 http://www.iminds.be/en/projects/2015/03/10/aorta
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2 Related Work

2.1 Learning Rules

Learning rules from semantic data can be accomplished through various methods.
The most prevalent are association rule mining [8] and Inductive Logic Programming
(ILP) [4]. ILP is able to learn rules as OWL-axioms and fully exploits the semantics
describing the data. Incorporating this domain knowledgemakes this methodmore accu-
rate. Statistical relational learning is an extension of ILP that incorporates probabilistic
data and can handle observations that may be missing, partially observed, or noisy [2].
However, since our data is not noisy or possible missing, ILP was used in this research.

DL-Learner [5] is an ILP framework for supervised learning in description logics
and OWL. Its Class Expression Learning for Ontology Engineering (CELOE) algo-
rithm [6] is a promising learning algorithm. It is a class expression learning algorithm
for supervised machine learning that follows a generate and test methodology. This
means that class expressions are generated and tested against the background knowledge
to evaluate their relevance. Furthermore, no explicit features need to be defined, since
the algorithms uses the structure of the ontology to select its features.

2.2 Semantic Similarity

Clustering algorithms use a distance measure to have a notion of how similar two
data points are. Traditional distance measures, such as the Euclidean measure, are not
applicable to semantic data. Therefore, a semantic similarity measure is used to calculate
the semantic distance (1− semantic_similarity).

Semantic similarity measures defines a degree of closeness or separation of target
objects [7]. Various semantic similarity measures exist, e.g. the Link Data Semantic
Distance [10] uses the graph information in the RDF resources, however it cannot deal
with literal values in the RDF data set.

The closest to our approach is the The Maedche and Zacharias (MZ) [9] similarity
measure because it fully exploits the ontology structure. TheMZ similarity differentiates
three dimensions when comparing two semantic entities (i) the taxonomy similarity, (ii)
the relation similarity and (iii) the attribute similarity. However, MZ does not take into
account that some relations between instances hold more information than others.

3 Data set and Ontology

Real data sets were received from two hospitals describing all transports and related
information over a timespan of several months. A tailored ontology has been created
to model all transport information. It describes the transports, the hospital layout, the
patients, the personnel and their relations.

Based on the characteristics of the received data, a data set was generated to conduct
our experiments on. For example, about 25% of the scheduled transports do not arrive
on time. The relevant use cases, such as described in Section 5, were provided by the
hospitals aswell. An elaborate description and example of the ontology and the generated
data set can be found on http://users.intec.ugent.be/pieter.bonte/aorta/ontology/.
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Fig. 1. The architecture of the designed AORTA platform

4 Architecture

Figure 1 visualizes the conceptual architecture of the dynamic transport planning and
execution platform that is currently being built within the AORTA project. Various
components can be discerned:
– Message Bus: enables the communication between the various components.
– Notification Manager: allows the planning of new transports to be communicated
and allocated to the staff.

– Wearable devices: allows to interact with multiple wearable devices. This enables to
communicate personalized tasks and transport to the personnel.

– Location Updates: captures the location updates of the executed transports and
positioning of personnel.

– Log in Information: captures where personnel is logged in and on which wearable
device they are reachable.

– Context Layer: captures all context changes from the Message Bus and constructs a
view on what is happening in the hospital. All knowledge is stored in a Triplestore,
using an ontology for easy integration of the data arriving from various sources and
incorporation of background knowledge.

– Dynamic Scheduler: incorporates sophisticated scheduling algorithms in order to
plan the transports in a dynamic fashion. The algorithms receive their input data
from the Context Layer, e.g., current location of the staff or average walking speed in
particular hallways.

– Rule Learner: analyzes the data in the Context Layer and learns why certain trans-
ports were late. These learned rules are added to the context layer, enabling this
knowledge to be taken into account when planning new transports. This allows the
Context Layer to get a better grasp on what is going on in the hospital and provides
the Dynamic Scheduler with more accurate input data.

The remainder of this paper focuses on the Rule Learner component.

5 Learning relevant rules

The goal of the rule learner, is to learn why certain transports were delayed and use this
information to optimize future transport scheduling. Examples of why a transport might
be late and their possible learned rules include:
– Popular visiting hours: transports taking place during the visitor hours on Friday or
during the weekends have a considerable chance of delay.
LateTransport1 ≡ executedAtDay some ({Friday})
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– Busy passages: transports that use busy passages, such as a very busy elevator, are
often late and thus should be avoided on busy moments or more time should be
planned when taking this route.
LateTransport2 ≡ hasRoute some (hasSegment some ({BusyElevator}))

– Personalized transport times: not all staff members are able to do the transports in the
same amount of time.
LateTransport3 ≡ executedBy some ({SlowNurse})

The CELOE algorithm from DL-Learner was utilized to discover hidden axioms, such
as those mentioned above, from the knowledge base. Once the rules are found with a
reasonable accuracy, they are added to the Context Layer, so they can be taken into
consideration when scheduling future transports.

5.1 Obstacles

Two obstacles occurred when learning expressions with the CELOE algorithm:
As one can assume, there are various possible explanations why a set of transports

were late. The CELOE algorithm should thus result in a Class expression containing
multiple unifications to cover all possibilities. However, CELOE gives by design priority
to shorter expressions. It thus has difficulties to capture all the causes, even after fine-
tuning its parameters. To resolve this matter, we performed semantic clustering on the
set of late transports. Each resulting cluster then captures one of the possible causes
of the delay. If a detected cluster is sufficient large and represent a subset of data, it is
fed to CELOE separately to find a suitable explanation. These explanation are merged
afterward. The clustering of semantic data is further discussed in Section 5.2.

Furthermore, learning causes such as in the first example (visitor hours on Friday
are busy) require a notion of time. However, days of the week or interesting periods,
e.g., vacations, are difficult to derive from the dateTimeStamp data type by the CELOE
algorithm. Therefore, we extended our semantic model with various concepts and indi-
viduals to incorporate more knowledge about the time points at which the transport was
planned and eventually executed. For example, the day of the week, the period of the
day (morning, noon, etc.) and the shifts of the staff are modeled.

5.2 Semantic Clustering

Calculating the semantic distance: Compared to the MZ similarity measure, we
propose a semantic similaritymeasure that takes into account that some relations between
certain individuals might hold more information than others. Comparable to Term
Frequency-Inverse Document Frequency (TF-IDF), which reflects how important a
word is to a document in a collection, some relations from one individual to another, are
more important to identify the similarity between two instances in a semantic knowledge
base. Since clustering takes place on the subset of transport data that were late, relations
to more frequently occurring individuals might hold more information. For example,
referring back to the first example, executedOnDay relationships to Friday occur more
frequently in the data set of late transports than other days. As such, the executedOnDay
relationships to Friday should get more weight. Formally, this means that when two
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individuals have the same relation to a third individual (of type C) which is more
frequently referred to than other individuals of type C, extra weight is added to the
similarity of this relation. The similarity can be measured as:

PBSim(i, j) = ∑
taxSim(i, j)+ relSim(i, j)+attSim(i, j)

3

The calculation of taxonomy (taxSim) and attribute similarity (attSim) is similar to
those proposed by the MZ measure. The relational similarity is further elaborated upon.
To explain this similarity some additional functions and terminalogy are introduced.
D = document describing all Classes (C), Relations (Rel) and Individuals (Inds).

linkFreq(x) = |{(s, p,x)|(s, p,x) ∈ D, p ∈ Rel,s,x ∈ Inds}|
typeFreq(x) = |{(s, p,y)|(s, p,y) ∈ D, p ∈ Rel,s,x,y ∈ Inds,C(x) =C(y)}|

distinctTypeFreq(x) = |{y|x,y ∈ Inds,C(x) =C(y)}|
R(x) = {p|(x, p,y) ∈ D, p ∈ Rel,x,y ∈ Inds}

ER(x,q) = {y|(x,q,y) ∈ D,q ∈ Rel,x,y ∈ Inds}

The similarity itself can be defined as min(1,rSim(i, j)):

rSim(i, j) =

{
∑r∈R(i),r∈R( j) ∑e∈ER(i,r)

linkFreq(e)∗distinctTypeFreq(e)
typeFreq(e) if e ∈ ER( j,r)

∑r∈R(i),r∈R( j) ∑e∈ER(i,r) PBSim(e,ER( j,r) otherwise

It gives more weight to relations to individuals that occur more often than others.

Clustering semantic data: To cluster the data in more managable subset, the K-Means
clustering algorithm is utilized. It calculates centroids to compute to which cluster the
various data points belong to. In the original algorithm, the centroid is an averaged
vector of all the data points in that cluster. Since there are no vectorized data points
in our cluster, this is not possible. Therefore, a mean individual is calculated for each
cluster and used as centroid, similar to the mean schema proposed by Fleischhacker et
al. [3]. The type of the centroid is based on the most occurring type of individuals in
the cluster. When no consensus can be made, the class hierarchy is taken into account.
The most occurring attributes are selected, while the specific value of the literals can be
averaged over the occurring values. When selecting the relations, the relations occurring
with more than half of the individuals in the cluster are added.

6 Results

A data set was generated reflecting the characteristics of a real hospital setting. Various
reasons why the transport is late are integrated in the data over various clusters. Since
DL-Learner can only discover one of the reason with an accuracy of 80.46%, and a
F-measure of 41.77%, clustering was performed. The K-Means algorithm is utilized
to compare the MZ similarity measure and our own PB similarity. Table 1 shows
the clustering precision and recall and the accuracy (DL-Acc) and F-measure (DL-F)
retrieved from DL-learner on the clusters. The precision is calculated as T P

T P+FP and the
recall as T P

T P+FN . With the true positives (TP), false positives (FP) and false negatives
(FN) defines as follows:
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Table 1. The results utilizing K-Means for the two similarity measures.

PB Similarity MZ Similarity
Precision Recall DL-Acc DL-F Precision Recall DL-Acc DL-F

K-Means 0.95 0.94 99.94% 99.96% 0.43 0.45 36.7% 36.7%

T P = number of transports correctly assigned to clusteri.
FP = number of transports incorrectly assigned to clusteri.
FN = number of transports incorrectly assigned to a cluster j, instead of clusteri.

Note that the results are averages over the various clusters. The combination of K-
Means and our own similarity measures allows DL-Learner to learn the expected rules
with acceptable accuracy, which was not the case before clustering the data. Using the
MZ similarity measure, clustering often fails to identify the correct clusters. This results
in an unmanageable subset of data for DL-Learner to perform its rule learning on.

7 Conclusion & Future Work
Scheduling transports can be optimized by learning from past delays. The possible
high number of various reasons for this delay can be handled by performing semantic
clustering on the data set, producing more manageable data sets for learning algorithms
such as DL-Learner’s CELOE.

In future work, we will investigate how the learned rules can be incorporated to
influence the assignment. Furthermore, a statistical relational learning solution will be
researched, to be able to handle possible missing and noisy data.

Acknowledgment: This research was partly funded by the AORTA project, co-funded
by the IWT, iMinds, Xperthis, Televic Healthcare, AZMM and ZNA.
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Abstract. The 2016 edition of the Linked Data Mining Challenge, con-
ducted in conjunction with Know@LOD 2016, has been the fourth edi-
tion of this challenge. This year’s dataset collected music album ratings,
where the task was to classify well and badly rated music albums. The
best solution submitted reached an accuracy of almost 92.5%, which is
a clear advancement over the baseline of 69.38%.

1 The Linked Data Mining Challenge Overview

Linked Open Data [9] has been recognized as a valuable source of background
knowledge in many data mining tasks and knowledge discovery in general [7].
Augmenting a dataset with features taken from Linked Open Data can, in many
cases, improve the results of a data mining problem at hand, while externalizing
the cost of maintaining that background knowledge [4]. Hence, the primary goal
of the Linked Data Mining Challenge 2016 is to show how Linked Open Data
and Semantic Web technologies could be used in a real-world data mining task.

This year, the Linked Data Mining Challenge was held for the fourth time,
following past editions co-located with DMoLD (at ECML/PKDD) [11], Know@-
LOD 2014 [10] and Know@LOD 2015 [8]. The challenge consists of one task,
which is the prediction of the review class of music albums. The dataset is
generated from real-world observations, linked to a LOD dataset and it is used
for a two-class classification problem.

The rest of this paper is structured as follows. Section 2 discusses the dataset
construction and the task to be solved. In section 3, we discuss the entrants to the
challenge and their results. We conclude with a short summary and an outlook
on future work.

2 Task and Dataset

The 2016 edition of the challenge used a dataset built from music albums rec-
ommendations, turned into a two-class classification problem.
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2.1 Dataset

The task concerns the prediction of a review of music albums, i.e.,“good” and
“bad”. The initial dataset is retrieved from Metacritic.com3, which offers an
average rating of all time reviews for a list of music albums4. Each album is
linked to DBpedia [3] using the album’s title and the album’s artist. The initial
dataset contained around 10, 000 music albums, from which we selected 800
albums from the top of the list, and 800 albums from the bottom of the list.
The ratings were used to divide the albums into classes, i.e., albums with score
above 79 are regarded as “good” albums, while albums with score less than 63
are regarded as “bad” albums. For each album we provide the corresponding
DBpedia URI. The mappings can be used to extract semantic features from
DBpedia or other LOD repositories to be exploited in the learning approaches
proposed in the challenge.

The dataset was split into training and test set using random stratified
split 80/20 rule, i.e., the training dataset contains 1, 280 instances, and the test
dataset contains 320 instances. The training dataset, which contains the target
variable, was provided to the participants to train predictive models. The test
dataset, from which the target label is removed, is used for evaluating the built
predictive models.

2.2 Task

The task concerns the prediction of a review of albums, i.e.,“good” and “bad”,
as a classification task. The performance of the approaches is evaluated with
respect to accuracy, calcuated as:

Accuracy = #true positives + #true negatives
#true positives + #false positives + #false negatives + #true negatives (1)

2.3 Submission

The participants were asked to submit the predicted labels for the instances in
the test dataset. The submissions were performed through an online submission
system. The users could upload their prediction and get the results instantly.
Furthermore, the results of all participants were made completely transparent
by publishing them on an online real-time leader board (Figure 1). The number
of submissions per user was not constrained.

In order to advance the increase of Linked Open Data [9] available as a side-
effect of the challenge, we allowed users to also exploit non-LOD data sources,
given that they transform the datasets they use to RDF, and provide them
publicly. Since the Metacritic dataset is publicly available, the participants were
asked not to use the Metacritic music albums’ rating score to tune the predictor
for the albums in the test set.

3 http://www.metacritic.com/
4 http://www.metacritic.com/browse/albums/score/metascore/all
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Fig. 1: Participants Results

3 The Linked Data Mining Challenge results

In total, three parties participated in the challenge. We compare those results
against a baseline approach.

3.1 Baseline Models

We provide a simple classification model that serves as a baseline. In this baseline
approach, we use the albums’ DBpedia URI to extract the direct types and cate-
gories of each album. On the resulting dataset, we built a k-NN classifier (k=3),
and applied it on the test set, scoring an accuracy of 69.38%. The model is im-
plemented in the RapidMiner platform5, using the Linked Open Data extension
[7], and it was publicly available for the participants.

3.2 Participants’ Approaches

During the submission period, three teams completed the challenge by submit-
ting a solution to the online evaluation system and describing the used approach
in a paper. In the following, we describe and compare the final participant ap-
proaches. A summary of all approaches is given in Table 1.

Jedrzej Potoniec. Not-So-Linked Solution to the Linked Data Mining
Challenge 2016 [6]

By Jedrzej Potoniec

In this approach, the authors extract features from several non-LOD datasets,
which are then used to build a Logistic Regression model for classification of
albums. To extract the features, the authors start by scraping the Wikipedia
pages for the given albums using the Scrapy tool6. From the collected data, the

5 http://www.rapidminer.com/
6 http://scrapy.org/
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authors focus on the album reviews and ratings. Furthermore, reviews and rat-
ings are collected from Amazon7 and Discogs8, while MusicBrainz 9 is used to
obtain the number of users owning an album and its average score. The final
dataset contains 94 numerical attributes in total.

To train the classification model, the authors use logistic regression, using
the RapidMiner platform. Before training the model, a Z-transformation is per-
formed on all attributes, so all attributes have an average of 0 and standard de-
viation 1. The authors perform 10-fold cross-validation on the training dataset,
achieving accuracy of 91.7%. This value is consistent with 92.5% on the test set
reported by the challenge submission system.

Furthermore, the authors provide some insights on the relevance of the fea-
tures for the classification task, based on the learned logistic regression coeffi-
cients for each attribute. For example, the results show that Metacritic ratings
highly correlate with ratings from other sources, like Pitchfork10, AllMusic11,
Stylus12, and others.

The code and the data can be found online13.

Semih Yumusak. A Hybrid Method for Rating Prediction Using Linked
Data Features and Text Reviews [12]

By Semih Yumusak, Emir Muñoz, Pasquale Minervini, Erdogan Dogdu, and
Halife Kodaz

In this approach, the authors use Linked Open Data features in combination
with album reviews to build seven different classification models. DBpedia is
used as a main source for LOD features. More precisely, the authors manually
select predicates that might be relevant for the given classification task. Along
the direct predicate values, aggregate count features are used as well. Besides the
LOD features, the authors also use albums’ reviews retrieved from Metacritic as
textual features. The reviews are first preprocessed, i.e., lower-case transforma-
tion, non-alphanumeric normalizations, stopwords removal and stemming, then
standard Bag-of-Words is used to represent each review.

Furthermore, the authors identify that discretizing some of the features leads
to better representation of the data, e.g., the award feature of an artist could be
marked as “high” if the number of awards is more than one, and “low” otherwise.

In the next step, the authors experiment with seven different classification
models, i.e., linear SVM, KNN, RBF SVM, Decision Trees, Random Forest, Ada-
Boost, and Naive Bayes. The hyper parameters for each model are determined

7 http://www.amazon.com/
8 https://www.discogs.com/
9 https://musicbrainz.org/doc/MusicBrainz\ Database/Download

10 http://pitchfork.com/
11 http://www.allmusic.com/
12 http://www.stylusmagazine.com/
13 https://github.com/jpotoniec/LDMC2016
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manually via incremental tests, and results extracted from the training set. They
evaluate each model on the training dataset using 10-fold cross-validation. The
experiments were performed using the sckit-learn library14. The best perfor-
mance on the training dataset is achieved using Linear SVM with an accuracy
of 87.81%. Applying the same model on the test set scores an accuracy of 90.00%,
which confirms that the model is not overfitted on the training dataset. The au-
thors evaluate the relevance of different features group separately, showing that
most of the models perform the best when using both LOD and text-based
features.

Furthermore, the authors provide some interesting observations about the
task. For example, “Bands are more successful than single artists”, “Shorter
albums are likely to be worse”, “The genre of the album indicates if the album
is good or bad”, and others.

The source files, the crawler code and the reviews, the enriched knowledge
base in RDF, and the intermediate files are published as an open-source reposi-
tory15.

Petar P. Can you judge a music album by its cover? [5]

By Petar Petrovski and Anna Lisa Gentile

In this approach, the authors use an unconventional method for the task of
music album classification. They explore the potential role of music album cover
arts for the task of predicting the overall rating of music albums and investigate
if one can judge a music album by its cover alone. The proposed approach for
album classification consists of three main steps. Given a collection of music al-
bums, the authors first obtain the image of their cover art using DBpedia. Then,
using off-the-shelf tools obtain a feature vector representation of the images. In
the final step, a classifier is trained to label each album, only exploiting the
feature space obtained from its cover art.

To extract the image features, the authors use the Caffe deep learning frame-
work [2], which also provides a collection of reference models, which can be
used retrieving image feature vectors. More precisely, the authors use the bvlc
model16, which consists of five convolutional layers, and three fully-connected
layers, and it is trained on 1.2 million labeled images from the ILSVRC2012
challenge17. To obtain features for each image, the output vectors of the sec-
ond fully-connected layer of the model are used. Such features capture different
characteristics of images, e.g., colors, shapes, edges etc.

To build a classification model, the authors use linear SVM model. The model
is evaluated on the training set using 10-fold cross-validation, achieving accuracy
of 58.30%. The accuracy of the model on the test set is 60.31%. Hence, the results

14 http://scikit-learn.org/
15 https://github.com/semihyumusak/KNOW2016
16 bvlc reference caffenet from caffe.berkeleyvision.org
17 http://image-net.org/challenges/LSVRC/2012/
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Table 1: Comparison of the participants approaches.
Approach Classification

methods
Knowledge
Source

Tools Score Rank

Jedrzej Potoniec Logistic Regres-
sion

Wikipedia, Ama-
zon, Discogs,
MusicBrainz

RapidMiner,
Scrapy

92.50% 1

Semih Yumusak SVM, KNN,
Decision Trees,
Random Forest,
AdaBoost, Naive
Bayes

DBpedia, Meta-
critic

sckit-learn lib 90.00% 2

Petar P. SVM DBpedia RapidMiner,
LOD extension,
Caffe

60.31% 3

show that using only features extracted from the album cover arts is not sufficient
for the given classification task.

The dataset is available online18, along with the extracted feature vectors
and used processes.

3.3 Meta Learner

We made a few more experiments in order to analyze the agreement of the three
submissions, as well as the headroom for improvement.

For the agreement of the three submissions, we computed the Fleiss’ kappa
score [1], which is 0.373. This means that there is not a good agreement of the
three approaches about what makes good and bad albums. We also calculated
the Fleiss’ kappa score for the top two approaches, which is 0.687. This means
that there is a good, although not perfect agreement of the top two approaches.

To exploit advantages of the three approaches, and mitigate the disadvan-
tages, we analyzed how a majority vote of the three submissions would perform.
The accuracy totals at 90.00%, which is lower than the best solution submit-
ted. This shows that the majority vote is highly influenced by the low scoring
submission using the image features, which does not outperform the baseline.
We also perform a weighted majority vote, using the achieved accuracy of each
approach as the weight. The accuracy totals at “92.50”, which is same as the
best solution submitted.

4 Conclusion

In this paper, we have discussed the task, dataset, and results of the Linked
Data Mining Challenge 2016. The submissions show that Linked Open Data is a

18 https://github.com/petrovskip/know-lod2016
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useful source of information for data mining, and that it can help building good
predictive models.

One problem to address in future editions is the presence of false predictors.
The dataset at hand, originating from Metacritic, averages several ratings on
albums into a final score. Some of the LOD datasets used by the competitors
contained a few of those original ratings, which means that they implicitly used
parts of the ground truth in their predictive models (which, to a certain extent,
explains the high accuracy values). Since all of the participants had access to
that information, a fair comparison of approaches is still possible; but in a real-
life setting, the predictive model would perform sub-optimally, e.g., when trying
to forecast the rating of a new music album.

In summary, this year’s edition of the Linked Data Mining challenge showed
some interesting cutting-edge approaches for using Linked Open Data in data
mining. As the dataset is publicly available, it can be used for benchmarking
future approaches as well.
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11. Vojtěch Svátek, Jindřich Mynarz, and Petr Berka. Linked Data Mining Challenge
(LDMC) 2013 Summary. In International Workshop on Data Mining on Linked
Data (DMoLD 2013), 2013.
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Abstract. We present a solution for the Linked Data Mining Challenge
2016, that achieved 92.5% accuracy according to the submission system.
The solution uses a hand-crafted dataset, that was created by scraping
various websites for reviews. We use logistic regression to learn a classi-
fication model and we publish all our results to GitHub.

1 Introduction

As indicated in the challenge website, Linked Data Mining is a novel and chal-
lenging research area, mainly due to large amount, variety and heterogeneity of
the data. Unfortunately, there are also very basic, almost technical, problems
with the data: they do not comply with the standards, there is a lot of mistakes
introduced during extraction and transformation from an original format to the
Linked Data, websites publishing the data are frequently down [1]. Because of
that, we decided to take another path in our solution. We did the extraction
by ourselves, thus receiving dataset well-suited for the challenge, as described
in Section 2. We performed normalization and applied a very popular logistic
regression method to train a classification model, as described in Section 3.

Throughout the rest of the paper, we use a prefix dbr: for http://dbpedia.
org/resource/ and dbp: for http://dbpedia.org/property/. Web scraping
scripts, created dataset, machine learning process and model are available on
GitHub: https://github.com/jpotoniec/LDMC2016.

2 Datasets

2.1 Training and test data

We observed some irregularities and unexpected things in the datasets provided
by the challenge. For the album In Some Way, Shape, or Form by Four Year
Strong the data pointed to the resource dbr:In_Some_Way,_Shape_or_Form.
Unfortunately, in the DBpedia [2] there are two corresponding resources, the
other one being dbr:In_Some_Way,_Shape,_or_Form (note the second comma).
The DBpedia website does some sort of redirection, so when visiting with a web
browser both URIs point to http://dbpedia.org/page/In_Some_Way,_Shape,



_or_Form. Conversely, the SPARQL endpoint1 treats both URIs separately, the
first one occurring in 18 triples and the second one in 100 triples.

For an artist St. Vincent there are two albums in the datasets: Strange Mercy
in the training data and St. Vincent in the testing data. Unfortunately, both have
the same URI dbr:Strange_Mercy. We think there may be a few similar issues,
as there are eight URIs that occur more than once in the datasets.

2.2 Linked datasets

In the beginning, we planned to extract features from DBpedia using Fr-ONT-
Qu [4] from RMonto [6], a plugin to RapidMiner [5]. Unfortunately, the most
promising feature discovered this way was a binary information if an album
has a review score from Pitchfork2 or not. After investigating, we discovered
that during the extraction from Wikipedia to DBpedia a relation between a
reviewing website and a review score has been lost. Consider triples for the
Strange Mercy album3: there are 11 triples with a property dbp:rev and a few
triples with properties like dbp:rev10score, but one has absolutely no way to
connect scores to the reviewing websites. The very same problem happens with
properties dbp:title (12 values) and dbp:length (11 values): it is impossible
to decide on a length for a concrete track. Due to the lack of space, we present
a detailed analysis in the suplementary material available in GitHub.

We thought about using Yago [7], but it seemed to lack review information.
We also tried to use DBTune4, as suggested by the challenge website, but it ren-
dered out to be a dead end. For example, MusicBrainz data, the most interesting
dataset there, is a Service Temporarily Unavailable for a very long time now.

2.3 Non-linked datasets

Instead of trying to use existing Linked Data, we decided find data to solve the
challenge, and then make it available to the community. As the datasets for the
challenge are quite small (1592 different URIs), we did some web scrapping with
Python and Scrapy5 to obtain reviews of considered albums.

We scraped Wikipedia to obtain reviews collected from various websites. It
rendered out to be a tedious process, as these reviews have various formats,
frequently with some additional information (like a date or an URL to a review),
or spelling mistakes. We performed normalization to a range [0, 1], by dividing
in case of reviews on scales from 0 to 10 or 100 and by assigning arbitrarily
numeric values to descriptive reviews (like favorable). We also did some heuristic
to normalize reviewing websites, e.g. BBC and BBC Music. We strictly avoided
using Metacritic reviews available in Wikipedia: these reviews use MC field in
Album ratings template, while we used only fields starting with rev [10].

1 http://dbpedia.org/sparql
2 http://pitchfork.com/
3 http://dbpedia.org/page/Strange_Mercy
4 http://dbtune.org/
5 http://scrapy.org/



We collected number of reviewers and an average score from Amazon6 by
scraping the website using titles and artists provided in the challenge datasets.
We also used Discogs7 API and provided titles and artists to gather how many
people own an album and how many people want it. Finally, we used datadumps
provided by MusicBrainz 8 [8] and identifiers from Wikidata [9] available in the
datadumps and in DBpedia, to obtain number of users owning an album and it’s
average score. The whole dataset consists of 94 numerical attributes.

3 Machine learning process and model

To build a classification model, we used a typical machine learning setup for
classification. We performed a Z-transformation on all attributes, that is for
every attribute we computed an average value µ and a standard deviation σ, and
then replaced every value v of the attribute with v−µ

σ . This way all attributes
have an average 0 and a standard deviation 1. Further, we replaced missing
values with 0. Finally, we used logistic regression [3] to train the model.

To estimate performance of our solution we applied 10-folds cross-validation,
which estimated accuracy to be 91.7±2.17%. This value is consistent with 92.5%
on the test set reported by the challenge submission system. The whole process
have been implemented using RapidMiner 5 and is available in GitHub.

An important part of logistic regression is to assign coefficients to attributes
of an input dataset. Values of these coefficients provide an insight which at-
tributes are most important for the model. In our case, the absolute value of the
highest coefficient is 2.859 and the lowest 0.022. As all the attributes are on the
same scale, this clearly shows that some of them are more important than the
others. There were six attributes having coefficients above 1, we present them
in the Table 1. Five of these attributes were review scores web scrapped from
Wikipedia, only the attribute from Discogs came from other source. These at-
tributes clearly indicate that Metacritic reviews are quite consistent with other
sources of reviews. The attribute with the highest coefficient is an review value
from Pitchfork, what is consistent with the most important attribute from Linked
Data, as mentioned in Section 2.2. The attribute from Discogs indicates how
many people own an album and is probably a tendency of people to buy and
brag about albums that have good reviews. The attribute with the lowest weight
−0.442 is a number of reviews of an album on Amazon. As Amazon is a shop, it
probably shows a tendency of people to complain about bad things and to not
appreciate good things.

4 Conclusions

Apparently, we are not there yet with the Semantic Web. In theory, most of
the features we used were already available in the Linked Data. In practice,

6 http://www.amazon.com/
7 https://www.discogs.com/
8 https://musicbrainz.org/doc/MusicBrainz_Database/Download



Table 1. The attributes having coefficients in logistic regression model above 1. These
coefficients were all positive, what means that the higher they are, the higher proba-
bility of a given album being a good one.

attribute coefficient

review score from Pitchfork pitchfork.com 2.859
review score from AllMusic www.allmusic.com 2.437
review score from Stylus www.stylusmagazine.com 1.926
number of people owning an album according to Discogs www.discogs.com 1.465
review score from Entertainment Weekly www.ew.com 1.274
review score from The Guardian www.theguardian.com 1.096

they were not. The issues with the Linked Data discussed in the paper clearly
suggests that even a very simple and crude solutions doing web scrapping can
easily outperform solutions based on the Linked Data.

The presented solution consists of 641 lines of Python code and can classify
correctly 296 out of 320 test albums, which we find to be quite a good result
given a small amount of time invested and irregularities in the provided datasets.
It is also worth to note, that the baseline solution was able to classify correctly
222 test albums (69.375%), so our solution offers quite an improvement.
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Abstract. This paper describes our entry for the Linked Data Mining Challenge 2016,
which poses the problem of classifying music albums as ‘good’ or ‘bad’ by mining Linked
Data. The original labels are assigned according to aggregated critic scores published by the
Metacritic website. To this end, the challenge provides datasets that contain the DBpedia
reference for music albums. Our approach benefits from Linked Data (LD) and free text
to extract meaningful features that help distinguishing between these two classes of music
albums. Thus, our features can be summarized as follows: (1) direct object LD features, (2)
aggregated count LD features, and (3) textual review features. To build unbiased models,
we filtered out those properties somehow related with scores and Metacritic. By using
these sets of features, we trained seven models using 10-fold cross-validation to estimate
accuracy. We reached the best average accuracy of 87.81% in the training data using a
Linear SVM model and all our features, while we reached 90% in the testing data.

Keywords: Linked data, SPARQL, Classification, Machine Learning, #Know@LOD2016

1 Introduction
The potential of using the datasets available in the Linked Open Data (LOD) cloud6 supporting
several tasks in Data Mining (DM) has been pointed out several times (see [3] for a survey).
For instance, the rich content of domain specific and general domain datasets could be used
to generate semantically meaningful feature sets. The linked characteristic of the datasets in
the LOD cloud allows for querying features from different sources for a given entity. The Linked
Data Mining Challenge provides DBpedia URIs that we use to query the DBpedia knowledge base
and extract features of the considered entity. DBpedia [2] knowledge base contains descriptive
information about albums that can be extracted using SPARQL to query for relevant triple
patterns. For instance, we can start from a DBpedia music album URI and access all related
metadata. Furthermore, we can access extra information by navigating the links in the graph
and get, for example, information about the artist(s) or band that recorded the album, number
of awards of the album or artist(s), and information about producers, among others.

Although users are empowered with the ability to navigate linked data, they still face the
same classical challenges associated to DM, such as feature selection, model selection, etc. Pre-
vious work on this task [1], highlights limitations of features coming solely from DBpedia. Extra
information could come from textual critics from Metacritic7. Here, we follow a similar approach,
enriching DBpedia to find the best set of features for distinguishing between the two classes (§ 2).
Results of our experiments show that taking all considered features into account yields the best
classification performance (§ 3). Conclusions and final remarks are reported in Section 4.

6 http://lod-cloud.net/
7 http://www.metacritic.com

http://lod-cloud.net/
http://www.metacritic.com
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Fig. 1. System architecture

2 Methodology

We start from the DBpedia knowledge base for referencing of metadata about all albums in
the training and testing datasets. By leveraging such a knowledge base, we defined a set of
features which are potentially relevant to the classification task. As shown in [1], features coming
from textual data (such as reviews) are also relevant for a classification problem. Therefore, in
addition to pure Linked Data features, we collected the textual reviews from Metacritic website,
and consider the words content as features herein. Our approach steps (as shown in Figure 1)
can be summarized as follows:

Data Collection. First, we collected and analysed the DBpedia knowledge base and the Meta-
critic reviews. For each music album, we crawled the summaries of the corresponding Metacritic
reviews for an album and artist8. The critic reviews were scrapped and saved as text, converted
into RDF and linked to DBpedia using the dbp:rev9 property in a Jena Fuseki instance.

Feature Extraction. Starting from DBpedia knowledge base, a manual selection of predicates
was carried out, leaving out less frequent and irrelevant predicates. With the remaining predi-
cates, we defined a set of questions and hypotheses that we later test (see Table 1). Based on
our two sources, our features are divided into two sets: (1) Linked Data-based features, and (2)
Text-based features. Set (1) is further divided into: (1-1) Linked Data object specific features,
where values of specific predicates are directly used; and (1-2) aggregating features, where we
use the count of values of given predicates. In the case of Metacritic reviews, we follow a Bag
of Words approach for part (2) to find the most discriminant words for each class. Formally, we
generate the following vectors as features: x(LD) = (f1, . . . , fm) to represent the (1-1) features (t1
to t14), where m = 15009; x(LDA) = (f1, . . . , fn) to represent the (1-2) features (t15, t16), where
n = 4; and, x(TEXT) = (f1, . . . , fq) to represent the (2) features (t17), where q = 21973 is the
cardinality of the extracted vocabulary.

In order to answer each question in Table 1, we submitted SPARQL to our enriched DBpedia
knowledge base. For example, the query to get a direct object feature like genre(s) of the album
<AlbumURI>:

SELECT ?o WHERE {<AlbumURI > dbo:genre ?o.}

Similarly, we get the aggregation features, e.g., the number of extra albums for the producer of
album <AlbumURI>:

SELECT count (?s) WHERE {<AlbumURI > dbo:producer ?o1. ?s dbo:producer ?o1. ?s a dbo:album >}

8 We use URIs as http://www.metacritic.com/music/AlbumName/ArtistName/critic-reviews
9 URI namespaces are shortened according to prefixes in http://prefix.cc/

http://prefix.cc/
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Table 1. Domain-specific questions, hypotheses, and predicates with their accuracy

# Question Hypothesis Predicate SVM Acc.

t1 What are the topics (dct:subjects) for the
album? (baseline)

Some albums belong to successful sub-
jects, and vice versa.

dct:subject 58.05%

t2 Who is the artist of the album? Some artists are more famous than oth-
ers

dbo:artist 48.91%

t3 Is the artist a band, single artist, etc.? Bands are more successful than single
artists

rdf:type of
dbo:artist

61.95%

t4 What genres the album belongs to? Some genres are more popular than oth-
ers

dbo:genre 66.33%

t5 What are the language(s) in the album? Albums in English are more likely to be
popular

dbo:language 47.27%

t6 Who recorded this album? Some labels are more popular and
record more albums.

dbo:recordLabel 49.06%

t7 Are long albums more popular? Long albums tend to be more popular dbo:runtime 46.48%
t8 Who is the director of the album? Certain directors/artists are more suc-

cessful
dbp:director 47.19%

t9 What is the region of the album? Albums created in certain regions are
more likely to be successful

dbp:region 51.72%

t10 What studio created the album? Some studios create high quality works,
some do not.

dbp:studio 47.19%

t11 What is the total length of the album? Shorter albums are likely to be worse. dbp:totalLength 54.69%
t12 Who are the songwriters of the album? The songwriters in the album affects the

popularity of the album
dbp:writer 47.19%

t13 Who are the reviewers of the album? Some reviewers are likely to review only
good or bad albums.

dbp:rev 71.41%

t14 What are the topics (dct:subjects) for the
artist?

Particular artists are likely to be cate-
gorized under certain subjects.

dct:subject of
dbo:artist

68.59%

t15 How many awards does an artist have? Albums of award winning artists are
likely to be more successful

# awards of
dbo:artist

47.19%

t16 How many other albums a producer of this
album have?

Some producers are more successful and
produce more albums than others.

# albums by
dbo:producer

54.53%

t17 Are textual reviews useful for the classifi-
cation?

A Bag of Words approach can help to
separate the classes

BoW 85.00%

During our manual analysis, we noticed that some properties (e.g., dbp:extra, dbp:source,
dbp:collapsed, dbp:extraColumn, dbp:type) have a strong correlation with the class ‘good’
over ‘bad’, and vice versa. These properties are also collected and added to the LD feature
set. Moreover, some properties are directly related to Metacritic scores (dbp:mc is the actual
Metacritic score), and other (critic) scores, like dbp:revNscore whose values range from 1 to 15.
To keep our models unbiased, we decided to exclude them from our extraction.

Besides regular DBpedia properties, we also selected features from textual reviews. For each
review, we use Bag-of-Words with lower-case and non-alphanumeric normalizations and stop-
words removal. For this, NLTK library10 was used for stemming and lemmatization of words
longer than 2 characters. In [1], the authors also show that aggregation features provide better
results when discretized, e.g., based on their numeric range. For instance, the award feature of an
artist could be marked as ‘high’ if the number of awards is more than one; and ‘low’ otherwise.
For other numeric (property) values, we have identified the average values and use them to
discretize the values as ‘high’ (above average) and ‘low’ (below average). Few average examples
are runtime is 2800 sec., number of albums per producer is 40, total length is 2900 sec.

Classification. We trained seven different models listed in Table 2 using k-fold cross-validation
(k = 10). Each model was trained with five different sets of features, and evaluated using accu-
racy, Acc = tp+tn

tp+fp+fn+tn . The hyperparameters for each model were determined manually via
incremental tests, and results extracted from the training set. For example, for SVM we tested
a linear kernel with C ∈ [0.001− 0.1] and found 0.025 as best performing value.

10 http://www.nltk.org/

http://www.nltk.org/
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3 Experimental Results and Analysis

For our experiments we used the sckit-learn library11 that supports the training of the proposed
seven classifiers using different combinations of our features. Table 2 shows the accuracy values
for the best validation values for all seven models with each set of features. We report our best
cross-validation accuracy 87.81% on the training set, whilst the challenge system reports 90%
for our submission on the testing set. This might be seen as an indication that our models did
not overfit on the training data, and they are able to generalise to unseen data. We attribute
this mainly to our decision to leave out predicates that are directly or indirectly related to scores
for the music albums. We would also like to highlight the use of textual features to increase the
true positives and false negatives. Considering solely LD features reached up to 76.64%, while
considering solely TEXT features reached up to 85%, both using the SVM model. This fact shows
that for a classification problem like this, DBpedia still does not provide enough meta-information
for the entities, and other sources must be taken into account. Also we tested our hypotheses
with the best performing model and extract accuracy for each one in Table 1.

Table 2. Comparative Analysis of Feature Sets and Classifiers

Feature Set Linear SVM KNN RBF SVM Dec. Tree Rand. Forest AdaBoost Näıve Bayes

LD 76.64% 60.47% 48.05% 72.66% 53.91% 75.00% 76.41%
LDA 54.53% 52.58% 54.69% 54.45% 48.91% 54.53% 52.89%
LD+LDA 76.72% 60.23% 48.05% 72.66% 52.34% 75.00% 76.41%
TEXT 85.00% 50.00% 47.27% 67.27% 52.81% 78.91% 68.44%
LD+LDA+TEXT 87.81% 52.81% 47.27% 72.03% 52.58% 82.50% 77.19%

4 Conclusion

In this paper, we addressed the problem of classification by using features from Linked Data
and text reviews. We experimented with several properties related to music albums, however, we
noticed that by also considering textual features we could reach higher accuracies. We enriched
our knowledge base with textual critics and use them as Bag of Words. We selected our model
using 10-fold cross-validation: our best model also showed good predictive accuracy on the test
set as reported by the challenge system. This is an indication that our manual analysis and
feature selection was a useful pre-processing step. For reproducibility, all source files, crawler
code and reviews, enriched knowledge base in RDF, and intermediate files are published as an
open-source repository12.
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Can you judge a music album by its cover?
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Abstract. In this work we explore the potential role of music album
cover arts for the task of predicting the overall rating of music albums
and we investigate if one can judge a music album by its cover alone.

We present the results of our participation to the Linked Data Mining
Challenge at the Know@LOD 2016 Workshop, which suggest that the
the cover album alone might not be sufficient for the rating prediction
task.

Keywords: Classification, Image Embeddings, DBpedia

1 Introduction

Music is not just about the music. Granted, the listening experience is certainly
the most essential element, but one can not ignore the role of cover art in making
a brilliant album. In the literature several methods have been proposed to repre-
sent music albums not only with information directly extracted from the musical
content [2], but also e.g. from entities and relations extracted from unstructured
text sources [1], user interaction evidence [6]. With respect to the role of visual
clues, L̄ıbeks and Turnbull [5] have investigated how the image of an artist can
play a role in how we judge a music album. They proposed a method to predict
music genre tags based on image analysis, with the purpose to assess similarity
amongst artists to inform the music discovery process. In our work we investi-
gate if there is any correlation between certain patterns in the album cover and
the overall rating for the music album as a whole. Our question therefore is “can
one judge a music album by its cover, after all?”.

We present results of our participation1 to the Linked Data Mining Chal-
lenge2 at the Know@LOD 2016 Workshop. The task of the challenge consists
of predicting the rating of music albums, exploiting any available data from
the Linked Open Data cloud. The dataset of the challenge is obtained from
Metacritic3, which collects critics’ reviews on musical works. Specifically, the
organisers sampled a number of musical albums from the website and labeled

1 Submission Petar P. Grd at http://ldmc.informatik.uni-mannheim.de/
2 http://knowalod2016.informatik.uni-mannheim.de/en/linked-data-mining-

challenge/
3 http://www.metacritic.com/



each album as “good” when the critics’ score for it is greater than 80 and “bad”
when lesser than 60.

To answer our question, we learn a SVM model that classifies music albums
either as “good” or “bad” and we train the model only using the cover art of each
album. The feature extraction from the cover art is based on image embeddings.

2 Classification of music albums

Our proposed approach for album classification consists of three main steps.
Given a collection of music albums, we first obtain the image of their cover art.
Then, using off-the-shelf tools we obtain a feature vector representation of the
images. We then learn a classifier to label each album as “good” or “bad”, only
exploiting the feature space obtained from its cover art. Figure 1 depicts the
proposed pipeline.

Fig. 1: Pipeline for the classification of music albums using their cover art.

2.1 Dataset

In this work we use the Know@LOD 2016 challenge dataset. It consists of 1,600
music albums. Each item provides:

– album name
– artist name
– album release date
– DBpedia4 URI for the album
– the classification of the album as “good” or “bad”.

The organisers split the dataset as 80% (1,280 instances) for training, and
20% (320 instances) for the test.
In our experiment we deliberately only want to exploit the cover art of the
albums, therefore we only use only the DBpedia URIs of the albums to obtain
their cover images. First, by using Rapidminer LOD extension [7], we retrieve
the dbp:cover5 property for each album. The property contains the path to the

4 http://dbpedia.org
5 The prefix dbp: stands for the namespace http://dbpedia.org/property/.



image of the cover art. Then, by using the Mediawiki API6, we download all the
images.

The resulting image set consists of 1558 images, with 2 images missing (the
path obtained from dbp:cover did not correspond to any Wikipedia resource).

The dataset is available at https://github.com/petrovskip/know-lod2016, to-
gether with the extracted feature vectors and process used (explained in section
3).

2.2 Classification approach.

We learn a SVM model that classifies music albums either as “good” or “bad”.
Starting from our image set, we use image embeddings to obtain a feature space.

Feature set. We use the Caffe deep learning framework [3] to obtain image
embeddings. Together with deep learning algorithms, Caffe also provides a col-
lection of reference models, which are ready to use for certain labelling tasks.
Specifically, we used the bvlc model7 by Krizhevsky et al. [4]. It consists of a
neural network of five convolutional layers, and three fully-connected layers. The
model has been trained on the ImageNet collection, a dataset of 1.2 million la-
belled images from the ILSVRC2012 challenge8. Each layer of the model provides
a representation of the image features, with associated weights. The last layer
is the one that outputs the labels for each image. This model outputs as labels
1000 different classes, according to the training ImageNet collection. Since we
are not interested in these 1000 labels, but we only want to classify images as
“good” or “bad”, we classify our image set with this model, but we only use the
output layer before the last (the second fully-connected layer), from which we
obtain (i) images features and their weighting. The resulting feature vector has
a length of 4,096. These features represent visual components of the images, e.g.
colours, shapes etc.

Learning process We use all obtained features (without any fine-tuning) to train
the C-SVM classifier (a wrapper implementation of libSVM classifier on Rapid-
miner) with a linear kernel and the default parameters.

3 Experiment

We evaluated our approach using 10-fold cross validation on the training set and
we obtained an accuracy of 58.03%. The resulting confusion matrix is presented
in Table 1. The accuracy of the test set reported by the challenge system is of
60.3125%.

The low accuracy of our approach seems to suggest that the image alone is not
a good predictor of the overall rating of the musical album. Nevertheless it would

6 https://www.mediawiki.org/wiki/API:Main page
7 bvlc reference caffenet from caffe.berkeleyvision.org
8 http://image-net.org/challenges/LSVRC/2012/



Table 1: Confusion matrix.

true good true bad class precision

pred. good 385 282 57.72%

pred. bad 254 356 58.36%

class recall 60.25% 55.80%

be interesting to investigate if fine-tuning of the features or the combination pf
other factors could lead to better results.

4 Conclusion

This paper presents our submission to the Linked Data Mining Challenge at
the Know@LOD 2016 workshop. We proposed an approach that classifies music
albums into “good” or “bad” based solely on their cover art. We trained a SVM
classifier with the feature vector calculated from the album’s cover art to solve
the prediction problem of music album classification. While our approach has
some interesting results, our experiment hints that only using album covers as
features is not the best fit for the task of the challenge.
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Abstract. We report on ten years of experience building enterprise ontologies for commercial clients.  We describe key 

properties that an enterprise ontology should have, and illustrate them with many real world examples.  They are: 

correctness, understandability, usability, and completeness.  We give tips and guidelines for how best to use inference 

and explanations to identify and track down problems. We describe a variety of techniques that catch bugs that an 

inference engine will not find, at least not on its own. We describe the importance of populating the ontology with data 

to drive out more bugs. We point out some common ontology design practices in the community that lead to bugs in 

ontologies and in downstream semantic web applications based on the ontologies. These include proliferation of 

namespaces, proliferation of properties and inappropriate use of domain and range. We recommend doing things dif-

ferently to prevent bugs from arising.  

Keywords: ontology evaluation, inference, enterprise ontology, ontology debugging, OWL 

1 Introduction 

In a manner analogous to software debugging, ontologies need to be rid of their flaws.  The types of flaws to be found in 

an ontology are slightly different than those found in software, and revolve around the ideas of correctness, understanda-

bility, usability and completeness.  

We report on our experience (spanning more than a decade) in building and debugging enterprise ontologies for large 

companies in a wide variety of industries including: finance, healthcare, legal research, consumer products, electrical 

devices, manufacturing and digital assets.  For the growing number of companies starting to use ontologies, the norm is 

to build a single ontology for a point solution in one corner of the business.  For large companies, this leads to any number 

of independently developed ontologies resulting in many of the same heterogeneity problems that ontologies are supposed 

to solve.  It would help if they all used the same upper ontology, but most upper ontologies are unsuitable for enterprise 

use. They are hard to understand and use because they are large and complex, containing much more than is necessary, 

or the focus is too academic to be of use in a business setting. So the first step is to start with a small, upper, enterprise 

ontology such as gist [McComb 2006], which includes core concepts relevant to almost any enterprise. The resulting 

enterprise ontology itself will consist of a mixture of concepts that are important to any enterprise in a given industry, and 

those that are important to a particular enterprise.   

An enterprise ontology plays the role of an upper ontology for all the ontologies in a company (Fig. 1). Major divisions 

will import and extend it. Ontologies that are specific to particular applications will, in turn, import and extend those. The 

enterprise ontology evolves to be the semantic foundation for all major software systems and databases that are core to 

the enterprise.  

 

Fig. 1. Enterprise Ontology Layers 

In this paper we give an overview of how we ensure a quality product when building an enterprise ontology. We use 

OWL as the ontology language; we use a proprietary plugin to Visio to author ontologies; and we examine them and run 

inference using Protégé.  Much of what we describe applies to any ontology.  However, there are a number of things that 



are less important for an enterprise ontology, other things are more important. For example, in all our commercial work, 

we have found that getting things done quickly and effectively trumps academic nicety. 

We proceed by introducing the major ways that an ontology can be regarded as imperfect. These revolve around the 

ideas of correctness, understandability, usability, and completeness.  We give tips for debugging errors, and explain what 

can be done to avoid bugs in the first place. We describe the importance of test data.  We close with a discussion of related 

work indicating what things are more important for an enterprise ontology, as compared to any ontology in general. All 

the examples in this paper draw from enterprise ontologies with commercial clients. 

2 Factors for improving the quality and usability of an ontology 

Our focus will be broader than bugs, per se, encompassing anything that can be done to improve the quality and usefulness 

of an ontology. To be useful, an enterprise ontology should be not only correct (i.e. error-free) but also easy to understand.  

A major factor contributing to understandability is avoiding bad practices. Finally, the ontology needs to be sufficiently 

complete in scope to meet its intended requirements.  An ontology that is hard to use will result in errors and bugs in 

downstream applications that depend on the ontology. We will consider these factors, roughly in order of importance. 

2.1 Correctness 

Does the ontology have any mistakes?  When compiling software, it is common to distinguish an ERROR from a 

WARNING.  The former means something is clearly wrong and must be fixed. The latter typically corresponds a known 

bad practice, or unintentional mistake.  But there are countless other problems with software that may arise separately 

from those found by the compiler.   The situation is similar for ensuring high-quality ontologies.  First we consider errors. 

Running an inference engine over an ontology will identify logical inconsistencies that must be fixed.   

Using inference to catch bugs.  

Below are two things useful to know when developing an ontology:  

1. how to track down bugs that inference helps to catch; 

2. how to build your ontology in a way that allows inference to catch even more bugs. 

 

The first check is to run inference. There are two types of problems this can detect the ontology can be logically 

inconsistent or there may be unsatisfiable classes (i.e. that cannot possibly have any members).  In both cases, Protégé 

provides an explanation facility to give insights into what went wrong.   

Inconsistent Ontology 

An inconsistent ontology means that there is a logical inconsistency somewhere – one or more statements are proven 

to be both true and false. In Protégé, a window will pop up and you can click on a question mark to get an explanation. 

Fig. 2 shows an explanation for why a healthcare ontology is inconsistent. There is an individual called AdmitPatient 

and that is an instance of both HospitalPrivilege and PhysicianTask. While individually, both seem to make 

perfect sense, it turns out that the former is a Permission (which is a subclass of Intention), and the latter is a 

Behavior.  Since Behavior is disjoint from Intention, the ontology is inconsistent.  This example is relatively 

easy to track down. 

 

Fig. 2. Inconsistent Ontology Explanation 



Unsatisfiable Class 

Fig. 3 shows an example of an unsatisfiable class (i.e. one that is equivalent to owl:Nothing). 

 

 

Fig. 3. Unsatisfiable Class Explanation 

 

Other ways inference can help.  

  While using inference to detect logical inconsistencies and unsatisfiable classes is a powerful technique, there are many 

kinds of modeling mistakes that this technique cannot find.  We find that it only catches 20-30% of the errors in an 

ontology. This figure could vary, depending on the specifics of the ontology, the modeling approach and the experience 

of the modeler.  One important way to find more errors is to manually examine the inferred hierarchy. You will often find 

subclass or equivalence relationships that do not make sense, i.e. they do not accurately reflect the subject matter you are 

modeling.  If you have an ontology with several hundred classes and plenty of inferred subclass relationships, it could 

take several tens of minutes to open up each level of the hierarchy, and identify problems.  

 

 

 

 

Fig. 4. Unexpected Equivalent Classes 

Figure 4 shows a case where two classes are unexpectedly inferred to be equivalent.  It took a while to find the problem, 

which turned out to be based on simple idea.  It boils down to the fact that if class C1 is a subclass of class C2, then C2 is 

equivalent to C2 OR C1.  Even for an explanation with only two lines, it can help to draw a Venn diagram to see what is 

going on.  The Venn diagram on the left is the most general way to depict the union of Ownable and Content. Looking at 

Ownable

Content
Owner

Money

Content

Organization

Permission

PhysicalThing

Content

TokenOfRecognition
TokenOfRecognition

 = Ownable
Ownable



the Venn diagram depicting Ownable as the union of 5 classes immediately shows that the diagram on the left is wrong, 

the diagram on the right is accurate.  Since Content is ‘inside’ Ownable, taking the Union of Ownable with Content gives 

the original Ownable, which makes it equivalent to TokenOfRecognition.  In this case, inference did not directly tell you 

there was a problem, but it did help find and track down a problem.  

Debugging Hints 

 

The explanation itself consists of a set of true statements (either by direct assertion, or by inference). If the explanation 

is merely a few lines long, the problem will often be easy to spot; otherwise, it can be a slow process to carefully follow 

the logic.  One shortcut is to quickly scan each line to see if anything is clearly wrong. An easy-to-spot error is getting the 

domain and range mixed up.  Fig. 5 explains why the class Trade is unsatisfiable. A Trade points to the item traded 

(e.g. 10 shares of Apple).  SpecifiedAmountOfAsset should have been specified as the range of the property 

itemTraded, but it was mistakenly specified as the domain.  This is a quick fix. 

  

 

Fig. 5. Domain and Range Mixed Up 

If you cannot spot anything obvious, then consider what you changed in the ontology since you last successfully ran 

inference. This helps you know where to look for the problem, and can save time.  Making too many changes in between 

running inference will reduce the effectiveness of this aid. 

Often, a simple mistake somewhere can result in large swaths of inconsistent classes. There is often a single problem 

that had major ripple effects. The trick is how to find it.  Start with the obvious: consider what most recently changed in 

the ontology.  If all the explanations are very long, try semi-randomly clicking at a bunch of different classes to find one 

with a short explanation that will be easier to debug.  Most roads lead to Rome.  If you are stuck with only long explana-

tions, then find a set of axioms that are related to a single theme; this can help narrow the search.  Try drawing some Venn 

diagrams; it can help you see what is going on.  When all else fails, it can be necessary to somewhat arbitrarily remove 

different sets of axioms and then running inference each time to see if the same error persists.  Start by removing roughly 

half of the axioms, and then another half etc. This can get you there faster. It can be slow and painful, but is effective as 

a last resort. Fig 6 summarizes these hints.  Next we consider ways to find bugs that do not employ inference. 



 

Fig. 6. Debugging Hints Using Explanations 

Other ways to find bugs.  

 

Although much has been written about what constitutes a ‘good ontology’ [Obrst et al 07; Duque-Ramos 11], there are 

no standard guidelines, nor are there any standard ontology compilers that will produce a wide variety of standard warn-

ings.  An important step in that direction is an online tool called the Ontology Pitfall Scanner (OOPS!) [Poveda-Villalón 

et al 2014].  It has a catalog of several dozen pitfalls, which are measurable aspects of the ontology that are potentially 

undesirable.  You can select just the ones you care about, avoiding needless warnings (Fig. 7).  If you have your own 

pitfalls that you wish to avoid, you can write SPARQL queries to catch them.  Often it is a matter of preference and/or 

agreement among a group.  Identifying and eliminating all the pitfalls ensures good hygiene for the ontology.  For exam-

ple, the Financial Industry Business Ontology (FIBO) [Bennet 2013] is identifying a set of conventions that must be 

adhered to before ontologies are published.  The idea is to write SPARQL queries to catch non-conformance, and to 

embed them in scripts that are run before a GitHub commit is accepted.   

Exactly what is deemed to be pitfall (the opposite of good hygiene) is often highly subjective.   There are some desid-

erata that are generally agreed upon, but they are often too high-level to be actionable.  Ironically, the more actionable the 

guideline, the more likely it is that there will be disagreement about it. Sometimes there are two right ways to do some-

thing. If the ontology is being created by a single individual, then that is what we call ‘designers choice’. It matters less 

whether to accept any particular guideline; the important thing is to choose and use a set of guidelines consistently 

throughout the ontology.  

 

 



 

Fig. 7. Selecting pitfalls for OOPS! to scan 

Another effective technique for spotting simple problems is to scan an alphabetized list of all the classes and properties. 

You will often find spelling errors (Fig 7).  Depending on what conventions you want to have for your ontology, you may 

wish to create some SPARQL queries to detect non-adherence.  For example, the Financial Industry Business Ontology, 

by convention, uses skos:definition rather than rdfs:comment to specify text definitions for ontology concepts.  

Every concept must have a definition, and rdfs:comment is not meant to be used for anything.  This gives rise to two 

simple SPARQL queries, one to find any concepts that do not have a skos:definition defined, and the other to find 

any uses of rdfs:comment. You may have a policy about inverse properties that can also be checked using SPARQL. 

 

Fig. 8. Finding Spelling Errors 

  After performing all these checks, you should be able to rid the ontology of all the obvious mistakes. Next we consider 

how to avoid bugs in the first place. 

Avoiding bugs .  

As noted above, inference will only catch a modest percentage of the bugs.  If you find an error that the inference 

engine did not find, it means the inference engine did not have enough information to go on.   You don’t want to keep 

adding more and more axioms, or else the ontology will become unwieldy. However, there are a few things that are worth 

doing so that inference will catch more errors:      

 High-level disjoints,  

 Careful use of domain and range. 

High-Level Disjoints .  

Recall the inconsistent ontology example in Fig. 2.  The problem was that the individual AdmitPatient was a member 

of two disjoint classes. Fig 9 shows what was going on in more detail.  The idea is to have a nicely structured hierarchy 

with relatively few classes that are mostly disjoint from one another.  You need only say that Behavior is disjoint from 



Intention for it to follow that no PhysicianTask can be an Intention, nor can any Permission or Hospi-

talPrivelege be a PhysicianTask or Behavior.  If the hierarchy was completely flat, then for N classes, you 

would have O(N**2) pairs of classes whose disjointness needs to be considered independently. 5*(5-1) / 2 =10 in this 

case.  But with this hierarchy, we need only specify one disjointness axiom. This is an important pattern used in the 

development of gist [McComb 2006].  It can catch many errors that are otherwise hard to find. 

 

Fig. 9. High Level Disjoints 

Domain and Range  .  

Sometimes just specifying disjoint classes is not sufficient to catch an error. In the above example, AdmitPatient was 

manually asserted to be an instance of two [inferred to be] disjoint classes. However, what if membership was only as-

serted into the class, HospitalPrivilege?  In addition, let’s say there is a triple: [AdmitPatient hasPer-

former JaneJones], and that hasPerformer has domain equal to Behavior. Now AdmitPatient is inferred 

into the class Behavior which is disjoint from HospitalPrivilege as in the above example.  It turns out that the 

combination of high-level disjoints and domain and/or range is extremely powerful. Indeed, our experience suggests that 

virtually all of the errors caught by the inference engine are due to one or both of these. 

 

You must be careful when using domain and range. All too often ontology designers specify the domain or range of a 

property too narrowly.  For example, the W3C Media Ontology1 has many generic-sounding properties that can only be 

used for a MediaResource (e.g. hasPolicy and hasLanguage).  That means if you want to attach a language to 

a country, you have to make up a new property that means essentially the same thing.  Lots of things other than media 

resources have policies. This over-specialization is a real barrier to reuse of standard ontologies.  A similar example from 

another ontology being developed as a standard is a property called hasCount with a domain of Schedule. Its intended 

use was to count the number of entries in a Schedule. This is fine, until you decide you want to count something else, 

like the number of entries in a report.  This property can be very broadly used, so it probably did not need a domain in the 

first place.  Below we learn that this is not always so easy to fix.   

Namespaces.  

There is another common source of bugs that can be avoided, this time having nothing to do with inference. Currently, it 

is very common practice to liberally create new namespaces, in many cases, one for every ontology. For example, a highly 

modular ontology might have several dozen ontology modules. Even though all of the ontologies are modeling the same 

subject area, a different namespace is introduced for each sub-topic modeled as a separate ontology.  This causes prob-

lems. Why?  First, it is time-consuming and error-prone to be checking all the time to ensure the correct namespace is 

being used. But more importantly, if you have dozens of different namespaces and decide you want to do some major 

refactoring, it becomes a big headache for you and your users.  You have to change the URIs of many different entities, 

which ideally you should never do.2  Also, if someone else was relying on that URI, their models, queries, and/or appli-

cations can suddenly break. 

                                                           
1  https://www.w3.org/TR/mediaont-10/. Accessed on 2016-03-2. 
2  Avoiding a Semantic Web Roadblock: URI Management and Ontology Evolution; http://www.slideshare.net/UscholdM/uschold-

michael-semanticwebroadblock  

https://www.w3.org/TR/mediaont-10/
http://www.slideshare.net/UscholdM/uschold-michael-semanticwebroadblock
http://www.slideshare.net/UscholdM/uschold-michael-semanticwebroadblock


If all the ontologies for the same major topic use the same namespace, it is a trivial matter to move the definition from 

one ontology to the other. No need to change all the references to that URI that are scattered across dozens of other 

ontologies. The original idea of namespaces is to solve collision problems, such as bank the financial institution vs. a bank 

in the road or a bank along the side of a river. These are three entirely different concepts in three different subjects, so 

three different namespaces are warranted. There is little to be gained by having multiple namespaces in the same topic, 

and a lot to lose.  The exception is if the sub-topic is under the governance of a different person or group. In that case, it 

works best if they can mint their own URIs. 

By contrast with coding, where there are IDEs that make re-factoring relatively easy and reliable, tool support for refac-

toring ontologies requires a lot of manual error-prone work. If you are lucky, this is the only damage caused by this 

namespace proliferation. In the worst case, important refactoring is so difficult and unreliable, that you are locked into 

harmful design choices.  Consider the irony.  This namespace proliferation is re-creating the inflexible situation when 

building an ontology that ontologies are supposed to solve in the broader IT infrastructure in an enterprise. 

Let’s see a walk through the hasCount example mentioned above. In principle, the fix is straight-forward: just 

remove the domain.  In practice, because there is a network of importing ontologies, we have to be careful (see Fig. 10).  

There are a few ontologies: core properties, agents, dates and schedules, contracts and loans.  The hasCount property 

was conceived to be relevant only in the dates-and-schedules ontology.  However, it is a perfectly general property that 

should be available to many ontologies that are not interested in dates. So hasCount belongs in the core properties 

ontology.  This has ripple effects that must be addressed, mainly that the URI for date:hasCount has been changed 

to prop:hasCount. Therefore, all references to the original URI must be found and changed. These include references 

not only in the dates-and-schedules ontology, but also references in any ontology that imports the dates-and-schedules 

ontology. In addition, there may be ontologies that refer to date:hasCount without importing the ontology.   So all 

the ontologies being developed and maintained must be checked.  How will you minimize their disruption?  This is one 

trivial change, moving a single URI to a different ontology. What if there was some major refactoring to be done where 

whole chunks of axioms were being moved around and rationalized? For example, maybe the schedules portion of the 

dates-and-schedules ontology grows so that it should be a separate ontology.  This would usually entail creating yet 

another namespace, and changing the URI from, say, date:Schedule to sched:Schedule.  You can see how much 

work this is, and how easy it is to get it wrong. The ontologies in Fig. 10 with the dotted borders are the ones that need to 

be checked for possible URI changes (all of them!).   If the ontology is being used by others, you may have no way of 

knowing about it. This involves having a mechanism for informing the user community of new versions with release notes 

and update instructions.  

 

Contrast this with a convention where you use just a single namespace:  fin:, for the finance domain (Fig. 11). You 

still have to move the property into the new ontology, but there is no need to change any of the URIs.  This is dramatically 

easier, less error-prone, and not a barrier to cleaning up the ontology. 

 

Fig. 10. Refactoring with Multiple Namespaces. Dotted ontology modules need to be checked. 



 

Fig. 11. Refactoring with a Single Namespace. None of the ontologies need to be checked. 

 

Property proliferation.  

The astute reader may have noticed that removing the domain from date:hasCount actually changes the semantics. 

In the event that the change in semantics could cause a problem, the least amount of disruption will be to introduce a more 

general property, prop:hasCount, in the core properties ontology and make it a super-property of date:hasCount.  

This works, but is not a very elegant solution. You now have two different properties whose core meaning is the same.  

It’s very unlikely that users of the original property relied on the axiom requiring that the subject of any triple using the 

property must be a date:Schedule.  Far more likely, they would see the name ‘hasCount’ and think that it applied to 

other things, like the count of how may stocks were in a portfolio.   Any portfolio instance using that property would be 

inferred to be a Schedule, which should be disjoint from a Portfolio and an error would be raised.   Generally speaking, 

you should not introduce two different properties when the meaning is essentially the same. In this case, only the domain 

was different.  

A more common situation where properties proliferate is when the only difference in meaning is the range. Consider 

a series of properties like: hasWheel, hasEngine & hasWindshield which are sub-properties of hasPart. There 

is no reason to do this, and there is a really good reason to not do so: it causes bugs downstream. Why? Because repeated 

use of this pattern will multiply the number of properties. There will be so many that finding the right one will not be very 

easy, and mistakes will be made. This will cause bugs in downstream applications. A better solution is to keep the number 

of properties to a minimum. The ontology will be much easier to understand and use, which in turn, will result in fewer 

bugs in downstream applications.   

If you really want to assert that say a Car has 4 wheels, an engine, and a windshield, you can use using qualified 

cardinality to make Car a subclass of the restrictions: [hasPart exactly 4 Wheel], [hasPart exactly 1 

Engine], [hasPart exactly 1 Windshield]. This, in effect, specifies the range locally to the class Car. 

Fidelity to the Subject Matter. 

After a systematic pass to identify all the mistakes, it is necessary to get to more fundamental question: does the ontol-

ogy faithfully represent the subject matter?   Test data helps to do this, but it is also important to have the ontology vetted 

by subject matter experts and stakeholders. There are countless ways to do this, and it is often dictated by the preferences 

of the client. It can involve a series of meetings where different part of the ontology are presented as the ontology evolves. 

We have experimented with many kinds of visualization aids. Clients are getting more and more sophisticated – it is no 

longer surprising for them to want to just look at the owl in their favorite ontology editor.  This phase is where under-

standability is critically important. 

 

2.2 Understandability & Usability 

Per the example above, it is important to keep the total number of concepts to a minimum to help ensure that the 

ontology is easy to understand and use.   A good rule is to make sure that each new concept is importantly different from 

every other concept from the perspective of the intended uses of the ontology. Having a large number of concepts with 

very fine distinctions makes it difficult for an individual to find the right concept for a particular purpose. What are they 



to do if there are four choices that all seem to be ok?  They might choose one on one day, and two weeks later forget about 

it and inadvertently choose a different one of the four options. All bets are off if there are different individuals using the 

ontology for the same project, as it is a statistical certainty that usage will not be consistent among the individuals. 

 

In a collaborative ontology development project, the ability to use inference to check consistency can be very important.  

The more people involved, the more potential there is for error and the more need there is for careful coordination. Similar 

problems should be solved using similar modeling patterns.  It is not unusual for there to be two valid ways to model 

something, so choose one and stick with it.  Naming conventions should be established and adhered to.  Such consistency 

helps in two ways. First, it makes it easier for new ontologists coming on board the project to understand the ontology, so 

they can work with it correctly making changes and additions.  Secondly, end users will find it easier to understand, which 

reduces bugs in downstream applications. 

Another barrier to understandability is redundancy. Why is something there twice? Is it a mistake, or is it intentional? 

This can cause confusion and hinder progress. Even aside from understandably, redundancy can be a source of bugs in its 

own right. Why? If something is defined in more than one place or something is directly asserted that is already easy to 

infer, then if something changes that no longer warrants that inference, it is likely that the direct assertion needs to be 

removed. This is error prone.  The general rule is that having redundancy makes something harder to maintain.  

However, this is not always the case.  Consider the following example relating to ontology import. Is it ever acceptable, 

or a positively good idea, to have O1 explicitly import both O2 and O3, when O2 already imports O3? O1 only needs to 

import O2, and O3 gets imported because import is transitive.  As the ontology evolves, someone may change which 

ontologies O2 imports, and it no longer imports O3. Another ontology that needs O3 and only imports O2 will no longer 

be importing O3. This creates a maintenance overhead.   This can be avoided if the logically redundant import was explicit. 

No harm, logically and no impact to performance.  An alternative is to have a maintenance discipline whereby whenever 

imports are changed in any ontology, then the ripple effects should be examined, and updated accordingly. For complex 

networks of ontologies being maintained by many people, this may be difficult in practice.  There may not be one right 

way that covers all circumstances. There are tradeoffs and reasonable people disagree on these things.   

There is a similar tradeoff for range and restriction filters, if something changes elsewhere, then there are ripple effects 

that need to be checked for, thus increasing maintenance work. For example, if the range of a property is Currency and 

you use that property in a qualified cardinality restriction, then specifying the filter class to be Currency is strictly 

redundant. However, it can be handy for communicating to the person looking at the model because they don’t have to 

look up the range of that property. Or is it better to remove redundancy and put that information in a comment?  Again, 

reasonable people may disagree. 

 

A problem could arise if someone changes the domain of the property to be something broader.  Then, in order to make 

sure things are okay, you would have to check for every restriction using that property with unqualified min 1 cardinality 

to see if it needs to be updated to be the more specific class that was the original range of the property. Usually, redundancy 

incurs higher maintenance costs. In this case, there may be a tradeoff, where redundancy potentially can reduce mainte-

nance errors.  Again there is no one right way. 

Terminology is also important for understandability.  Different parts of a company use terms differently.  Sometimes 

term usage is subtly influenced by the terminology of a product or application. We use the following guideline when 

choosing terms: a term should be readily understood by anyone in the enterprise who needs to know what is going on and 

who is unfamiliar with terms tied to specific applications. This mostly corresponds to standard industry terms, which are 

common across different enterprises in the same industry. Another guideline is to err in favor of having long terms that 

convey meaning in preference to shorter ones that are ambiguous (e.g. FormallyConstitutedOrganization). 

 

2.3 Completeness 

Completeness means that the ontology includes everything that is in scope. For an enterprise ontology, this is more 

difficult to ascertain than when building an ontology for a highly specific use in some corner of an organization.  The 

guideline is to have all and only concepts that (1) are central to the enterprise, (2) are stable over long periods of time, 

and (3) are substantially different from each other. This is the starting point for building the enterprise ontology. When it 

is starting to take shape and seems reasonable complete, there are additional steps to aid completeness.  You should 

identify the kinds of things that are hard to do now that the enterprise ontology should be able to support. Also, identify 

ideas for future prototypes. Flesh out specific use cases and go through them with the stakeholders. Focus on the inputs 



and outputs, because these tell you about the data requirements. Does the ontology have concepts to correctly represent 

the data? It does not have to have the exact detail, just a more general class or property that can be specialized.  

3 Test Data 

It is surprisingly easy to convince yourself that the ontology is okay.  But until you encode some test data as triples, it is, 

at best, educated speculation.  Real data is where the rubber hits the road. Only by looking at detailed examples that 

populate the core elements and relationships in the ontology can you be sure that it is up for the job.  It can help find 

problems related to correctness, completeness, and understandability. 

 

Correctness: When you create a bunch of triples to model real-world examples, you will often find errors.  For example, 

say you have a restriction that says you need to have at least one connection, and then you find an example where it does 

not apply. So you remove the restriction or change it so it has no logical force (e.g. making it min 0 cardinality).  You 

may find that a subclass relationship does not hold like you thought it did: the two classes are, in fact, overlapping. 

When debugging an ontology, it is possible to not notice an unsatisfiable class. The ontology is consistent so long as 

the class has no members.  Using test data will help surface these problems. 

 

Completeness: Test data is an important check for completeness.   This will not be optional if the purpose of the 

ontology is to integrate databases – it will be your main focus. You may be required to convert a relational database into 

triples, either by writing scripts or using R2RML3. Start with a small ontology scoped to an initial subset of data. Then in 

an agile manner, iteratively extend the ontology to include more and more data.  This process usually uncovers bugs, as 

noted above, but also discovers things that are missing.   

 

Understandability:  Don’t go overboard on completeness, adding lots of things “just in case”. If you do that, you get 

cruft which hinders understandability. If in doubt, leave it out. This helps keep the ontology small.  Creating test triples 

also is important for to help others understand the ontology. Often the fastest way to get up to speed on using an ontology 

is to see examples of it in use.  “No one reads long specifications. Most developers tend to copy and edit examples. So, 

the documentation is more like a set of recipes and less like a specification.” [Guha 2016].  Seeing how an ontology is 

actually used is hugely important for getting ontologies in more widespread use.   Without sufficient aids to understanding 

an ontology, future users will either not bother, or they will start using it incorrectly.  So there will be bugs in semantic 

web applications that are not due to the ontology itself, but to the fact that it was hard to understand and use.   

 

4 Related Work 

To our knowledge, the most comprehensive work that is directly applicable to industry is OOPS, as discussed above 

[Poveda-Villalón et al 2014]. There has been a lot of work on ontology evaluation, mostly from an academic or scientific 

perspective. Each contributes something important, yet falls short in one of two ways. The first shortcoming is not being 

based on extensive commercial experience aimed at the needs of industry. If the semantic web and linked data are going 

to have more than a minor impact, it is essential to focus on the enterprise. Second, they tend to report on the technical 

details of one or more particular techniques, and are not attempting to take a comprehensive look at improving ontologies 

more generally.  For example, [Köhler 06] reports on automated techniques for detecting circularity and intelligibility in 

text definitions.  This would certainly be of value for many enterprise ontology development projects, but these things are 

not readily available for use as packaged software or plugins to standard ontology tools.  This particular work is also 

focused on terms rather than the axioms that formally define the concepts that the terms are naming.  In a terminology, 

circularity is a major flaw. But in an ontology, the term is just a name for a concept; the formal definition is what matters.  

If URIs are used that are not human-readable, then circularity will not even arise. Changing the URI of the concept does 

not suddenly render a definition circular.  Competency questions are another way to identify scope and ensure complete-

ness [Gruninger 1995; Uschold 1996]. Interestingly, we have not found them to feature largely when building an enter-

prise ontology.  Perhaps it is because competency questions are appropriate for more specialized ontologies whose pur-

poses are more specific than an enterprise ontology.  

                                                           
3  R2RML: RDB to RDF Mapping Language (https://www.w3.org/TR/r2rml/) 

https://www.w3.org/TR/r2rml/


 

5 Summary and Conclusions 

We described the distillation of a decades’ worth of experience in building enterprise ontologies for commercial use. 

Throughout, we illustrate our findings with real-world examples drawn from our commercial work.  There are no made 

up examples just to illustrate a point. The key properties that an ontology should have are correctness, understandability, 

usability, and completeness. Inference is a very important aid, and may be able to catch up to 30% of the bugs in an 

ontology. We suggest various ways to help the inference engine catch more bugs.  You need to judiciously add more 

axioms. The most powerful is the use of high level disjoints in combination with cautious use of domain and range. There 

are a variety of other techniques that can be used that do not involve inference. For example, you can identify what 

constitutes good hygiene for you are ontology and enforce it with SPARQL queries. The simple practice of looking at an 

alphabetized list of classes and properties can identify spelling errors.  Populating the ontology with real world data is an 

important way to drive out bugs and establish completeness. Overall there is a mix of automated, semi-automated and 

fully manual techniques to deploy.  

Three common practices in the ontology development community are causing problems and we recommend that people 

change. These are:  

1. proliferation of namespaces cause the very problem that ontologies are designed to solve (inflexibility) 

2. proliferation of properties that mean essentially the same thing makes an ontology hard to use, and will tend to create 

bugs in downstream applications  

3. overly restrictive use of domain and range reduces reusability, which is the whole point of an ontology  

Although our focus has been on enterprise ontology, most of our findings are relevant of other ontology development 

efforts. One area which is different is how to identify scope and when to identify use cases.  Competency questions do 

not seem to play as central a role for enterprise ontology development than for more targeted ontologies.  

We place very high importance on usability which is hugely dependent on understandability.  The major way to keep 

an ontology understandable is to keep it small and to adopt conventions and use them consistently. 

 

Another important development in the semantic web that helps ensure bug-free applications is SHACL. You can keep 

the ontology clean, separate from the concerns of the application, and at the same time give specific requirements to UI 

developers on how to use the ontology in a given application. 
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Abstract. The 3cixty platform relies on a continuous integration workflow for
the generation and maintenance of evolving knowledge bases in the domain of
culture and tourism. This approach is inspired by common practices in the soft-
ware engineering industry in which continuous integration is widely-used for
quality assurance purposes. The objective of this paper is to present a similar
approach for knowledge base population and publishing. The proposed approach
consists of two main steps: (i) exploratory testing, and (ii) fine-grained analysis.
In the exploratory testing step, the knowledge base is tested for patterns that may
reveal erroneous data or outliers that could indicate inaccuracies. This phase is
knowledge-base agnostic and provides inputs for the second phase. In the fine-
grained analysis step, specific tests are developed for a particular knowledge base
according to the data model and pre-defined constraints that shape the data. More
precisely, a set of predefined queries are executed and their results are compared
to the expected answers (similar to unit testing in software engineering) in order
to automatically validate that the knowledge base fulfills a set of requirements.
The main objective of this approach is to detect and to flag potential defects as
early as possible in the data publishing process and to eliminate or minimize the
undesirable outcomes in the applications that depend on the knowledge base, typ-
ically, user interfaces that enable to explore the data but rely on a particular shape
of the data. This two-fold approach proves to be critical when the knowledge
base is continuously evolving, not necessarily in a monotonic way, and when
real-world applications highly depend on it such as the 3cixty multi-device appli-
cation.

Keywords: Data quality, data validation, continuous integration, dynamic knowl-
edge base

1 Introduction

Quality is an important aspect for both the development and maintenance of a knowl-
edge base (KB) in the same way as it is to software engineering. A lot of work has been
done on quality assurance in software engineering and a plethora of tools and technolo-
gies have been developed and used for validating the quality of software products. We
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argue that the KB generation process should learn from the experiences in the software
engineering field and adapt some of these approaches for assuring KB quality.

In modern days of complex software development, it is hard to envision the com-
plete set of user requirements upfront and to immediately have all functionalities and
data models fully-defined. Both functionalities and data models of the software should
evolve based on user feedback, changes in business and technical environments, and
other organizational factors [4]. Thus, software development methodologies that adapt
to changes (rather than rejecting unforeseen changes) such as agile methodologies, be-
came inevitable in the software development industry. However, despite of the benefits
those methodologies bring, such as business agility or faster development and release
cycles, one of the main challenges of these methodologies is how to perform quality
assurance to validate that software meets the user requirements and does not introduce
any undesirable side effects [16]. Continuous integration [5] plays a key role in guar-
anteeing the quality of systems that have components or data that evolve rapidly and
are developed by multiple teams. Continuous integration allows teams to integrate their
work frequently while using automated builds and testing mechanisms for detecting
quality problems as early as possible thus reducing the cost of correcting those prob-
lems and build high quality functional software rapidly [9].

3cixty is a semantic web platform that enables to build real-world and compre-
hensive knowledge bases in the domain of culture and tourism for cities. The entire
approach has been tested first for the occasion of the Expo Milano 2015 [18], where a
specific knowledge base for the city of Milan was developed, and is now refined with
the development of knowledge bases for the cities of Nice and London. They contain
descriptions of events, places (sights and businesses), transportation facilities and so-
cial activities, collected from numerous static, near- and real-time local and global data
providers, including Expo Milano 2015 official services in the case of Milan, and nu-
merous social media platforms. When deploying 3cixty on a regular basis, we observe
the imperial need of following an agile process. The knowledge base is continuously
evolving, since new cultural events are proposed every day, while some other resources
cease to exist, e.g., a business has moved or has closed or is changing its opening hours.
The main motivation for the approach proposed in this paper is to validate the evo-
lution of the content of a knowledge base while maintaining a high level of quality.
Furthermore, it is also useful to monitor the growth of the knowledge base providing a
high-level view of its evolution.

Data quality is a complex multi-dimensional concept commonly defined as “fitness
for use” [20]. The data quality life-cycle generally includes the identification of quality
requirements and relevant metrics, quality assessment, and quality improvement. The
metrics for quality assessment are categorized in different dimensions such as consis-
tency, conciseness, or completeness. For each of these dimensions, there are a wide-
range of metrics defined in the literature for measuring different aspects related to a
given quality dimension [21]. On the one hand, some of these metrics can be knowl-
edge base agnostic such as the number of triples in the KB or the number of syntax
errors in a particular serialization format of the KB. On the other hand, some other met-
rics are specific to the KB, for example, the number of bus stops that do not have geo
coordinates in the 3cixty KB. These two types of metrics are complementary such that
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more generic and KB agnostic metrics provide hints for defining fine-grained KB spe-
cific metrics. Quality assessment can be done either manually or (semi-)automatically
with the help of the tools that facilitate the generation of the required metrics.

Once the quality assessment is done, the assessment results will indicate the pres-
ence of quality issues. The ultimate goal is to improve the overall KB quality based on
the quality issues identified by eliminating them and making sure that they will not be
introduced in the future. In this paper, we present the data quality approach we used for
developing the 3cixty KB which uses a continuous integration approach inspired by the
software engineering industry.

The remainder of this paper is structured as follows. We discuss some related work
in Section 2. Then, we present a two-fold approach for quality assurance of dynamic
KBs in Section 3. We detail how this approach has been implemented in the case of the
3cixty KB, using the LOUPE and SPARQL interceptor tools in Section 4. We propose
some lessons learned in Section 5 and we finally outline some future work in Section 6.

2 Related Work

Related work on the topic of quality assessment of knowledge bases can be categorized
into two main groups: a) research works that define techniques and metrics for measur-
ing quality, and b) tools and applications that assess quality. Zaveri et al. [21] provide a
comprehensive literature review of the efforts related to Linked Data quality evaluation,
with a classification of quality dimensions and metrics found in the literature. This work
includes 69 metrics grouped into 18 quality dimensions extracted from 30 research pa-
pers published between 2002 to 2014. More recently, Assaf et al. [1] build upon these
efforts but focus only on objective quality indicators, and propose the ROOMBA tool
that helps data owners to rate the quality of their datasets and get some hints on possible
improvements, and data consumers to choose their data sources from a ranked set.

Quality assessment tools and applications can be categorized into two main groups.
First, tools such as ProLOD [3], LODStats [6] and ABSTAT [17] that profile datasets
and generate statistics which provide heuristics and general indicators about the dataset
quality. In the approach presented in this paper, we use a similar tool, Loupe [15], for
exploring the 3cixty KB and detecting quality issues. The main advantage of Loupe
compared to the aforementioned tools is that it allows the users to deep dive into high-
level statistics information by zooming into several levels of details, making it easier to
identify outliers and abnormal patterns in the data. Furthermore, the detailed informa-
tion presented in Loupe is directly linked to the corresponding triples via dynamically-
generated SPARQL queries making it easier for the quality assessor to inspect the cor-
responding triples.

Other quality assessment tools enable to perform a more fine-grained analysis of
knowledge bases. WIQA [2] allows to filter information based on policies defined by
users in the WIQA-PL policy language. Sieve [14] is a framework that attempts to as-
sess and to increase completeness, conciseness and consistency of data through data
fusion. DaCura [7] provides a set of tools for collecting and curating evolving datasets
maintaining high-quality Linked Data. Triplecheckmate [13] is a tool for crowdsourc-
ing the quality assessment of Linked Data. RDFUnit [12] is a tool for test-driven quality
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assessment based on schema constraint validation detection with SPARQL query tem-
plates and it is the closest to the SPARQL Interceptor system presented in this paper.
SPARQL Interceptor has several characteristics that makes it particularly suitable for
the approach presented in this paper. It is a tool well-thought for continuous integra-
tion and delivery, and it includes useful features such as continuous monitoring of the
KB status, breakdown analysis per status of the KB, and configurable notifications. It
seamlessly integrates with continuous integration systems such as Jenkins 4 and can be
easily used in the knowledge base development process.

3 A two-fold approach for quality assurance of continuously
evolving KBs

The Linked Data quality assurance methodologies generally consist of (i) identifica-
tion of quality requirements, (ii) execution of quality assessment, and (iii) data repair
and quality improvements [19]. As quality is defined as “fitness for use” and quality is
multidimensional, it is important to identify what are the important aspects of quality
dimensions that are relevant and what are the required levels of quality for a given use
case. The quality assessment is planned according to the information extracted in the
quality requirements identification phase. The quality assessment can be done at differ-
ent levels. First, a generic analysis of the knowledge base can be done by extracting a
set of common knowledge base agnostic metrics that can give certain heuristics about
the data quality. Then, a more advanced analysis can be done which is focused on the
quality requirements identified during the first phase to ensure that those requirements
are fulfilled in the dataset. The final phase is the data repair and quality improvement
step which has the goal of identifying the causes of the quality issues and of eliminating
them. This is important because the dataset generation process could have several steps
such as the acquisition of raw data, RDF mapping and transformations, data publication
and each of these steps can introduce quality defects into data. Thus, the root cause of
the quality defects needs to be identified and eliminated so that not only the current
version of the dataset but also the future versions will be free of errors.

This section presents a methodology suitable for quality assessment of continuously
evolving knowledge bases that are consumed by real-world applications. The main ob-
jective of the methodology is to ensure that the periodically generated datasets (e.g., on
a daily basis) meet the quality requirements of the use cases. The methodology con-
sists of two main phases: (i) exploratory testing of the KB using dataset statistics and
common patterns, and (ii) fine-grained analysis of the KB aligned with the quality re-
quirements.

3.1 Exploratory testing

Exploratory testing (also known as ad-hoc testing) is a branch of blackbox software test-
ing where the testers simultaneously learn, design and execute tests in an exploratory
manner [11]. In exploratory software testing, a tester would explore the software ca-
pabilities without a pre-defined test plan and design the tests on the fly based on the

4 https://jenkins-ci.org
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information gained while testing. This same idea, which is quite successful in the soft-
ware industry [10], can be adapted to testing knowledge bases. In knowledge bases,
exploratory testing can be performed by a tester by executing different queries on the
knowledge base, analyzing them, and incrementally planning more queries based on the
knowledge acquired. This requires the testers to write a lot of boiler-plate queries for
extracting information about different aspects such as the usage of classes or properties
of different vocabularies or other patterns in the knowledge base. This process can be
accelerated and made more efficient using a set of query templates that extract statistics
about the knowledge base or the patterns of vocabulary usage. These query templates
can extract both statistics that are generic such as the number of triples in the knowl-
edge base, the number of instances of a specific class (e.g., the number of bus stops or
the number of business places that belong to the category restaurant). In addition
to finding defective patterns, by observing the evolution of these values after each new
deployment, one can monitor the growth of the knowledge base.

Testers can explore the statistics of the knowledge base and identify potential out-
liers. For example, all instances of a given class can be analyzed for checking what
are the properties that are used with those instances and their cardinality. Concretely, a
tester can analyze what is the cardinality of the geo location properties associated with
the instances of the dul:Place class that belong to the YelpBusiness category.
Whilst exploring the data instances, a tester might identify that there are certain indi-
viduals that have multiple geo location properties or some individuals without a geo
location property even though the most common pattern is to have exactly one geo lo-
cation property. This could indicate a quality problem in the knowledge base and the
tester may report this to the developers to find the root cause of this inconsistency so
that the developers correct the errors in the knowledge base generation process. Further,
this indicates the need for including fine-grained analysis tests for this property so that
if the same errors are repeated, they will be detected again. Thus, exploratory testing is
complementary to fine-grained testing.

Furthermore, it is possible to analyze the subjects and objects of all the triples con-
taining a given property, which enables to count the number of IRIs and blank nodes
related by this property for all subjects, and to analyze the type of each subject. This
information allows the exploratory tester to identify cases where the data does not fit
a priori the schema (e.g., violation of domain and range constraints) or other concrete
modelling decisions (e.g., no blank nodes used) that were made during the use case
requirements phase.

Exploratory testing of the KB allows to identify incorrect values such as outliers.
For example, if more than 99% of the values of the schema:interactionCount
property are positive integers but one finds two negative values for this property, it is
recommended to look into those two particular values. As discussed above, the goal of
the first phase of the approach is to adapt exploratory testing for maintaining quality of
the knowledge base generation process.

3.2 Fine-grained Analysis of a KB

The goal of the fine-grained analysis of the KB is to perform a more systematic analysis
using a set of test queries that are KB-specific. These test queries are run automatically
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every time a new version of the KB is generated and if any defects are found, they are
reported to the developers. Fine-grained testing follows a similar approach to unit tests
in software engineering in which tests are incorporated to the knowledge base through
a continuous integration process.

Similar to the software engineering process, these tests are planned and designed in
advance based on the constraints and validation rules of the KB and on the requirements
of different use cases of the application that are built on top of the KB. These fine-
grained test scripts can check various quality dimensions such as syntactic validity,
consistency, completeness, or correctness. For instance, for syntactic validity, certain
values such as the location URI are checked for well-formed URI strings or the values
of date fields are checked for correct date formats with a data-type declaration.

Regarding consistency, the 3cixty data model requires mandatory properties for
some entities. For example, all entities of type dul:Place or lode:Event must
have geo-coordinates (using respectively the geo:location or lode:inSpace
property). Thus, tests are included to verify that all instances of dul:Place or lode:Event
have such a property. Similarly, other cardinality restrictions and functional properties
can be converted into tests in the fine-grained analysis. For instance, all entities of type
dul:Place or lode:Event must also have exactly one lode:poster property
while all entities of type lode:Event must have at most one dc:title per lan-
guage.

For completeness, the knowledge base can be checked to see whether it contains all
the entities of a given type. For instance, the number of bus stops (or metro stations)
in Milan is known. Therefore, a test can be included to check if the knowledge base
contains information about all bus (metro) stops in Milan. However, it is important to
update regularly such tests whenever those values change so the tests are synchronized
with the context of the knowledge base.

Different facts in the knowledge base can be checked for correctness using different
techniques. For example, the latitude (geo:lat) and longitude (geo:long) property
values of places in a given city must belong to a particular range (greater than a lower
bound and lesser than an upper bound) corresponding to the city bounding box area.
Hence, for each city described in the knowledge base, tests can be included to identify
the entities that are a priori located outside of the city grid.

4 Implementation: Loupe and SPARQL Interceptor

The two-fold methodology described in the previous section has been implemented
using two tools: Loupe and SPARQL Interceptor.

4.1 Loupe

Loupe5 is a tool that supports the inspection of datasets to understand which vocabu-
laries (classes and properties) are used, including statistics and frequent triple patterns.
Starting from high-level statistics, Loupe allows a tester to dig into details down to the

5 http://loupe.linkeddata.es
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corresponding triples and analyze potential quality problems. As illustrated in Figure 1,
Loupe consists of two main components: (a) Loupe Core and (b) Loupe UI (User In-
terface). In order to make the knowledge-base inspection seamless and more efficient,
Loupe performs an initial indexing of the statistics and the indexed statistics and pat-
terns are stored in an Elasticsearch server. Loupe makes also use of a docker image
of a Virtuoso server6 to ease the indexing process, given an RDF dump, and to avoid
overloading the public SPARQL endpoint of the knowledge base.

Once the knowledge base is indexed, the Loupe UI provides an intuitive web inter-
face for exploratory testers to inspect the knowledge base. Loupe UI consumes the index
generated by Loupe Core and generates several UI components including a summary, a
class explorer, a property explorer, a triple pattern explorer, and an ontology explorer.
Each of these UI components provides several levels of information starting from high-
level overviews and then allowing users to navigate into further details. Loupe UI allows
testers to identify the different defective patterns that were described in Section 3.1.

Fig. 1. Loupe: The Linked Data Inspector

4.2 SPARQL Interceptor

SPARQL Interceptor7 integrates a set of user-defined SPARQL queries (namely unitary
tests for an RDF dataset) inside the Jenkins continuous integration system. SPARQL
queries are defined by the dataset developers, with the objective of checking whether
some specific characteristics hold in the released dataset. For example, one may want
to check that a property is systematically valued for a particular entity: in 3cixty, all
entities of type dul:Place must have geo-coordinates. One may also want to check

6 https://hub.docker.com/r/nandana/virtuoso-oss-7-loupe/
7 A deployed instance is available at http://alzir.dia.fi.upm.es:8080
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that all entities are encompassed in a particular geographical coverage: in 3cixty, a city
is delimited by a rectangular bounding box area and all entities of type dul:Place
must be geolocalized within this bounding box. These queries are evaluated regularly,
something that is done automatically by Jenkins, and summary reports are provided on
the compliance of the outputs of these query evaluations with the expected results as
described in the definition of the queries. Queries can then check both schema inconsis-
tencies and data instances. The Figure 2 shows a snapshot of the SPARQL Interceptor
in a real setting. Error logging follows the conventional presentation layout provided in

Fig. 2. Screenshot of SPARQL Interceptor: on the left hand side, we observe the build history;
the center groups set of results of the run of the system; on the right hand side, the charts provide
an overview of the different status of the runs.

Jenkins with a general status of the build and a breakdown per test. For each of the failed
tests, the system provides the reason for the failure, plus a description of the query and
a link to execute it against the SPARQL endpoint, which is useful for the expert while
checking the obtained results.

5 Discussion and Lessons Learned

We use both Loupe and SPARQL Interceptor over six months to monitor the continuous
deployment of the evolving 3cixty knowledge base which was at the same time used
by a real application available to the million potential visitors of EXPO 2015. In this
section, we report on some lessons learned, either frequent errors that we observe over
iterative deployments of the knowledge base, or additional functionalities that Loupe
and SPARQL Interceptor could provide.

One of the challenges that the testers have, when using Loupe for exploratory test-
ing, is to find the initial set of uncommon patterns so that they can explore more to
find potential defects. This happens specially when the knowledge base under test is
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significantly large (both in the amount of facts as well as the number of different vocab-
ularies used) and when the tester does not have sufficient domain knowledge about the
knowledge base. We consider two different approaches for addressing this challenge.
On the one hand, Loupe can provide reports that highlight the uncommon patterns and
potential outliers. These reports can use different outlier detection techniques such as
population distribution based approaches or Local Outlier Factor (LOF) [8]. We envi-
sion that these reports will significantly reduce the amount of time spent to find the
potential outliers and allowing more time to analyze them and dig into more details.
The testers can identify the possible natural outliers (unusual values or patterns that are
indeed correct values, i.e., false positives) using external information resources about
the city and only analyze and report the erroneous outliers. This feature is planned as fu-
ture work in the roadmap of Loupe. Alternatively, another approach requested by some
testers to handle the same problem is to provide the ability to export the knowledge
base statistics in a data exchange format such as CSV so that they can analyze some
suspecting value populations or patterns in a tool of their choice such as R or Excel.
This allows testers to use some of the tools and techniques that they are familiar with to
analyze the data.

One challenge in designing fine-grained tests is to keep them synchronized with the
external data sources being used to build the knowledge base. Some tests, such as the
ones related to cardinality of the data model, are sometimes precise and include exact
values, while others are values greater or lesser than a certain threshold. For instance, if
we consider the number of bikes available in a given place, such a value changes over
time, therefore setting up a priori threshold may not be effective or it would require a
certain degree of abstraction that a highly dynamic context would not support. On the
expert side, a plethora of error messages is something that we avoid, thus constraining
the fine-grained test query types to checking to:

presence of unexpected properties or property values Evaluate against a Boolean value.
In 3cixty, we are interested in points of interest that have an added value for the
users and we delete in particular all places that are categorized as residential places
that we have harvested during the scraping process. Therefore, we check using a
unit test that no more ”home places” are present in the KB once deployed;

presence of properties Evaluate against a Boolean value. In 3cixty, both Place-type
and Event-type instances have required properties so we check whether there are
instances with missing values for those required properties or not;

presence of duplicated properties Evaluate against a Boolean value. In 3cixty, some
properties cannot have more than one value so we check whether there are dupli-
cates in the property set or not;

syntax Evaluate against a Boolean value. These tests check the syntax of the data value;
presence of unsolicited instances Evaluate against a Boolean value. These tests check

whether an instance is present despite it should not, for example, Place-type in-
stances that do not belong to any cell contained in the grid;

number of graphs Evaluate against a cardinal number. In 3cixty, data is always asso-
ciated to a publisher graph which enables to check that proper attribution has been
made;
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number of instances/properties Evaluate against a cardinal number. These tests en-
able to check that the right number of properties is being used in a particular 3cixty
deployment.

This classification offers a general picture of the types of query that are been tested
in the 3cixty platform. Those benchmark queries are classified into: i) generic test
queries and ii) city-related test queries (such as the ones evaluating the number of in-
stances/properties that depend on the final numbers we can observe in the given city).
SPARQL Interceptor visualizes such a classification in the UI, grouping the queries ac-
cording to the domain and the city (namely Milan, London, Nice in the case of 3cixty).
Despite that this was necessary in analysing the KB and the different components, this
has increased the complexity for the KB developers in generalizing as much as possible
the queries and, thus, evaluating them.

6 Conclusions and Future Work

This paper presents a two-fold approach for ensuring the quality of dynamic knowledge
bases that evolve continuously. This approach is inspired by several popular techniques
in software engineering such as exploratory testing and continuous integration. Based
on our experiences in the 3cixty use case, we conclude that these practices of software
engineering can be adapted to knowledge-base generation. They help to maintain the
quality of a KB while allowing its rapid evolution. We advocate a two-phase approach
enabling to provide an overview of the evolution of a KB and a fine-grained analysis.
We have described Loupe and SPARQL Interceptor, two tools that provide the necessary
features for performing this two-phase approach.

Future work for Loupe includes improvements in (a) generation of quality reports,
(b) utilization of machine learning techniques for (semi)-automatic detection of out-
liers and potentially defective patterns, (c) improvements to the visualizations. About
the fine-grained analysis, future research activities will be carried out to explore the
automatic generation of KB-specific test queries. This will save time in the generation
ad-hoc queries, and this will attract the attention of the expert or developers in updating
the queries and correctly checking the number of instances or properties being recently
deployed. We will also consider expressing the SPARQL Interceptor test queries using
the new Shapes Constraint Language (SHACL8) being standardized by W3C.
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