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Abstract 
 

Computer scientists are curious about the complexity relationship between different kinds of 

NP-complete SAT problems. In order to understand the complexity relationship between SAT 

problems, we decided to correspond SAT problems to a kind of algebra called partial co-clones. 

Each SAT problem can be represented by a set of Boolean relations. Partial co-clones are 

Boolean relations enumerated under quantifier-free primitive positive definition. If SAT(R2) is 

included in SAT(R1)’s partial co-clones, SAT(R1) cannot be solved faster than SAT(R2). We 

used this kind of relationship to get a partial order of the worst-case time complexity of SAT 

problems. Partial co-clones are complicated, and we do not really understand the structure of 

partial co-clones. Therefore, it would have been easier to explore parts of their structures 

automatically with the help of current computers. We strived to develop a scalable efficient 

program exploiting parallel computers. We started with exploring sequential optimization 

methods including data structure design, Depth First Search combination, Inverse SAT, and 

tried to partition the searching process equally to each computing node. We proposed an easy 

but efficient, scalable implementation that could handle problem size less than O(280) with 

memory cost equal to O(n). Given enough computing nodes, we could achieve performance 

close to linear speedup. 
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Chapter 1 

Introduction 

We used an algebra called partial co-clones[1] to understand the complexity of satisfiability 

problems. However, enumerating partial co-clones for satisfiability problem itself is also a 

complicated task with exponential complexity. Therefore, we tried to find an efficient, scalable 

way (in terms of the number of computing nodes) to solve the problem. 

1.1 Background 

In theory, many computational problems can be categorized either as easy problems which 

can be solved in polynomial time, or as hard problems which can only be solved in exponential 

time so far. The class of computational problems which are solvable in polynomial time is 

typically denoted by P. The class of computational problems where answers are verifiable in 

polynomial time is denoted by NP. Problems in NP are not necessary solvable in polynomial 

time. Therefore P is a subset of NP. There is a particular set of problems in NP which is denoted 

by NP-complete. NP-complete consists of the hardest problems in NP. Any problem in NP can 

be reduced to an NP-complete problem in polynomial time. In another words, an algorithm for 

an NP-complete problem can be used to solve any problem in NP. Despite the fact that the 

algorithm for an NP-complete problem can solve many problems, we generally do not apply 

such algorithm to other problems because the fastest known algorithm for NP-complete 

problems takes exponential time. There is no knowing whether we can come up with a fast 

solution for NP-complete problems. 

In 1971, Stephen Cook and Leonid Levin [3] proved that Satisfiability problem (SAT) is an 

NP-complete problem. NP-complete problem is a problem that all problems in NP can be 

reduced to NP-complete problem in polynomial time, given a deterministic Turing machine. If 

we can solve SAT in polynomial time, NP = P. If we prove that SAT cannot be solved in 

polynomial time, NP ≠ P.  

In 1978, Schaefer’s dichotomy theorem [4] studied generalized satisfiability problems 

SAT(S). He demonstrated that given a constraint language S, S can be corresponded to a SAT 

problem, denoted by SAT(S). Furthermore, the derived SAT problem of every constraint 

language is either in P or in NP-complete. Constraint languages were used as parameters for 

generating a specific SAT problem.  

In 1999, Impagliazzo and Paturi [5] conjectured that k-SAT, which is one of the SAT 

problems, is not sub-exponential if NP is not equal to P. This is known as the Exponential Time 

Hypothesis. Sub-exponential means that a problem can be solved with complexity O(Cn) for 

every constant C, where n denotes the number of variables within an instance. However, 

constant C cannot be further reduced at certain number. For example, 1-in-3-SAT is solvable 

in O(1.0984n)[6] with the best known algorithm. At certain point of finding new solution for 

this problem, we cannot keep reducing the constant, which could be 1.0984 or smaller, if 

Exponential Time Hypothesis is true. 

Despite all these development, we still do not know much about the complexity of NP-

complete problems.[7] In a more recent development in the exploration of complexity of SAT, 

Victor Lagerkvist et al. [1] showed that we can compare SAT problems in terms of complexity 
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using algebras called partial co-clones. If SAT(S1) and SAT(S2) are two satisfiability problems 

and the partial co-clone of S2 is included in the partial co-clone of S1, then SAT(S1) cannot be 

solved faster than SAT(S2). This relationship can be visualized in Figure 1-1. We use this kind 

of relationship to get a partial order on the complexity differences between SAT problems, and 

see if we can draw a map of SAT complexity. However, the enumeration of partial co-clones 

is an exponential process which requires some techniques. In this thesis, we are going to show 

how we approach this problem.  

Figure 1-1 Visualized partial co-clones relationship 

Given two SAT problems SAT(S1) and SAT(S2), we want to have a better understanding of 

the partial order in complexity between SAT(S1) and SAT(S2). We did it by assuming that there 

is a SAT(S) having complexity between SAT(S1) and SAT(S2). In that case, SAT(S) should be 

included in SAT(S1)’s partial co-clones, and SAT(S2) should be included in SAT(S)’s partial 

clones. We started with enumerating SAT(S1)’s partial co-clones, and see if there is a partial 

co-clone fitting such description. However, the number of partial co-clones which we 

enumerated for SAT(S) may be exponential. No computer’s memory is enough to hold this 

much information. On top of that, accessing memory is always the bottleneck of computer 

performance. Therefore we used a Depth First Search (DFS) technique to bring down memory 

complexity from exponential to linear. We also deployed technics including prune and search 

and Inverse SAT.[2] To further enhance the performance, we used parallel programming and 

partitioned DFS search paths to many computing nodes. This gave us a linear speedup in worst 

case. However, due to the technique prune and search, the workload is not partitioned evenly 

in average cases. We introduced a heuristic partition algorithm to try to distribute workload 

evenly in average case. Our program could finish computing to the problem size around O(280) 

after our optimizations. 

1.2 Problem Description 

We intended to find the partial order in complexity between different SAT problems. In 

order to draw a picture of complexity relationship between SAT problems, we have to know if 

there is another SAT problem with the complexity in between. The SAT problem with 

complexity between two SAT problems is called an “Interval.” Before we can draw a line of 

partial order between SAT problems, we need to be aware of interval’s existence or absence.  
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Let SAT(R1) and SAT(R2) be two satisfiability problems. If there is a satisfiability problem 

with complexity between SAT(R1) and SAT(R2) then there exists a relation R between R1 and 

R2, such that R is included in R1’s partial co-clone, and R2 should be included in R’s partial 

co-clones. We start with enumerating R1’s partial co-clones. For every relation R in the partial 

co-clone of R1, we check whether the partial co-clone of R2 is included in the partial co-clones 

of R.  

The solution process of the problem involves: 

1. Load Boolean relations R1 and R2 into data structures 

2. divide the search tasks into several subtasks of enumerating partial co-clones of R1 

3. Each computing node enumerates its share of partial co-clones R of R1 

4. Each computing node enumerates partial co-clones from R 

5. Each computing node verifies the last partial co-clones it generates with the target 

Boolean relation R2 

Every parallel algorithm starts with a sequential algorithm. Before we get to parallelize the 

program, we will start with the sequential implementation. Then we get to parallelize the 

sequential implementation to see how well it scales. 

1.3 Delimitation 

We only focused on test cases that terminates in a day. The complexity of test cases can grow 

really fast when the problem size exceed O(280). The estimated complexity of problem size will 

be provided in the experiment section. 

1.4 Thesis Outline 

We will start with defining the terms we are going to use for the following implementation 

in Chapter 2. Chapter 3 explains our ideas on implementation. Chapter 4 shows our experiment 

results, and draws our conclusions. 
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Chapter 2 

Preliminary 

Satisfiability problems can be described by Boolean relations. In order to find an interval 

between SAT problems, we transformed SAT into Boolean relations and used a property called 

quantifier-free primitive positive definition to enumerate partial co-clones and searched for an 

interval between them. 

2.1 Overview 

We have mentioned a lot about SAT(S), but we have not shown what it really is yet. Here is 

the definition of SAT(S):  

Definition 2.1. SAT(S) is a problem that takes a finite set of Boolean relations S, and 

decides whether a combination of constraints over S can be satisfiable at the same time or 

not. [1] 

We introduce how we represented all the things we have mentioned, including Boolean 

relation, constraints, and SAT(S). We introduce all these terms from scratches, which are 

Boolean variables, and Boolean tuples. With these two definitions in place, we introduce what 

a Boolean relation is. After knowing what a Boolean relation is, we show how we enumerated 

partial co-clones over a Boolean relation under quantifier-free primitive positive definition. 

(Quantifier-free primitive positive definition is denoted as QPPD.) Partial co-clones are a set 

of Boolean relations. First, we derived constraints over a Boolean relation. Second, we 

enumerated partial co-clones by putting all possible combination of constraints into 

conjunctions. These two steps are how we found partial co-clones under QPPD. We then show 

how we used QPPD to find partial order between SAT(S). 

2.2 Boolean variables, Boolean tuples 

We start with introducing Boolean variables. A variable usually represents any number 

within a given domain, such as natural number, or whole number. In this case, we limit the 

domain to 2 numbers. They are 0 and 1. 

Definition 2.2. A Boolean variable b is a variable whose value is either 0 or 1, denoted by 

b ∈ {0, 1} 

We can get a Boolean tuple by putting Boolean values in an ordered sequence. The number 
of how many variables in a set is denoted by arity.  

Definition 2.3. An n-ary Boolean tuple is a tuple of Boolean values of the form (b1, b2… 
bn-1, bn), where each Boolean variable bi ∈ {0, 1}. “N-ary” in “n-ary Boolean tuple” 
represents the number of elements in the tuple, denoted by arity. 

Example. (0, 0, 1), (1, 0, 1) are 3-ary Boolean tuples, which has three elements in each 

tuple. (Arity is equal to 3.) 
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2.3 Boolean relation 

SAT problems are all about manipulating Boolean variables, searching for the right 
assignment to the Boolean variables. We represent SAT problems in Boolean relations, which 
is defined in the following: 

Definition 2.4. An n-ary Boolean relation R(x1… xn) is a set of n-ary Boolean tuples. xi is 

a Boolean variable. The set of Boolean tuples of a Boolean relation indicates the 

combination value of the Boolean variables that belong to the Boolean relation, which is 

called a legal tuple to the Boolean relation.   

Example. Ri(x1, x2, x3) = {(0, 0, 1), (1, 0, 1)} is 3-ary Boolean relation, which has two 

tuples. When the Boolean variables x1=0, x2=0, x3=1, this combination is a legal tuple to 

R. If Boolean variables x1=0, x2=1, x3=1, this combination is an illegal tuple to Ri for 

there is no such tuple in the relation. 

We use Boolean relations to represent a SAT problem. For example, given a 1-in-3-SAT 
problem, the problem is to determine whether there exists an assignment to the Boolean 
variables so that each clause has exactly one TRUE literal. The problem is expressed as 
R(x1,x2,x3)={(0,0,1), (0,1,0), (1,0,0)}. We used Boolean relation to indicate SAT problem in 
later context.  

During implementation, we used an integer to store one Boolean tuple. Boolean variables 
were bits in that integer. A Boolean relation have a number of integers as its Boolean tuples. 

2.4 Constraints 

The constraints are the building blocks of QPPD. By re-assigning Boolean variables’ 

positions to a Boolean relation R, we have a subset of Boolean relations over R, which are the 

constraints. Here is a formal definition. 

Definition 2.5. An m-ary constraint over an n-ary Boolean relation R(x1, x2, …, xn) is a 

Boolean relation R(y1, y2, …, yn) with the subset of R tuples where yi ∈ {x1, x2…, xm}.  

2.5 Quantifier-free primitive positive definition 

QPPD over a Boolean relation R1 is all possible conjunctions over the constraints of R1. A 

conjunction is a set of statements that are connected to decide whether a conjunction is true or 

false. A conjunction is true if only if all the statements under this conjunction are true.  

Definition 2.6. An m-ary QPPD, where m ∈ N, is the conjunctions of m-ary constraints 

over a given Boolean relation R(x1, x2… xn), where xi are Boolean variables, denoted by 

Q(R, m). 

M-ary QPPD of a given Boolean relation R, denoted by Q(R, m), are Boolean relations of 

the conjunction of m-ary constraints over R. For example, given a Boolean relation 

R(x1,x2,x3)={(0,0,1), (0,1,0), (1,0,0)}. Its 3-ary constraints are: 

R(x1,x1,x2)={(0,0,1)} R(x1,x1,x3)={(0,0,1)} R(x1,x2,x1)={(0,1,0)} R(x1,x2,x2)={(1,0,0)} 

R(x1,x3,x1)={(0,1,0)} R(x1,x3,x3)={(1,0,0)} R(x2,x1,x1)={(1,0,0)} R(x2,x1,x2)={(0,1,0)} 

R(x2,x2,x1)={(0,0,1)} R(x2,x2,x3)={(0,0,1)} R(x3,x1,x1)={(1,0,0)} R(x3,x2,x3)={(0,1,0)} 

R(x2,x3,x3)={(1,0,0)} R(x3,x3,x2)={(0,0,1)} R(x3,x3,x1)={(0,0,1)} R(x3,x1,x3)={(0,1,0)} 

R(x3,x2,x2)={(1,0,0)} R(x2,x3,x2)={(0,1,0)} 

R(x1,x2,x3)={(0,0,1), (0,1,0), (1,0,0)} R(x1,x3,x2)={(0,0,1), (0,1,0), (1,0,0)} 
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R(x2,x1,x3)={(0,0,1), (0,1,0), (1,0,0)} R(x2,x3,x1)={(0,0,1), (0,1,0), (1,0,0)} 

R(x3,x1,x2)={(0,0,1), (0,1,0), (1,0,0)} R(x3,x2,x1)={(0,0,1), (0,1,0), (1,0,0)} 

R(x3,x2,x1)={(0,0,1), (0,1,0), (1,0,0)} 

Some of the constraints above are actually identical. For example, R(x1,x1,x2)={(0,0,1)} and 

R(x1,x2,x1)={(0,1,0)} both has x2 = 1 and x1 = 0. We applied this logic and reduce the number 

of constraints as follow: 

R(x1,x1,x2)={(0,0,1)} R(x1,x1,x3)={(0,0,1)} R(x1,x2,x2)={(1,0,0)} R(x1,x3,x3)={(1,0,0)} 

R(x2,x2,x3)={(0,0,1)} R(x3,x2,x3)={(0,1,0)} R(x1,x2,x3)={(0,0,1), (0,1,0), (1,0,0)} 

With the constraints shown above, here are some examples of Q(R, 3): (^ is “AND” 

operation.) 

R(x1,x1,x2) ^ R(x1,x1,x3)=R’(x1,x2,x3)={(0,1,1)} 

R(x1,x2,x3) ^ R(x1,x1,x2) ^ R(x3,x2,x3) =R’(x1,x2,x3)={(0,0,1)} 

2.6 Partial co-clone 

Partial co-clones are a set of Boolean relations created under the rules of QPPD. Partial co-

clones are also closed, meaning that Boolean relations in this set can only derive Boolean 

relations within this set. No matter how we put Partial co-clones into conjunctions, we can only 

get Boolean relations that are already inside the original Boolean relations in Partial co-clones. 

It is impossible to derive or conjunct new relations other than the original set.  

Definition 2.7. A partial co-clone is a set of Boolean relations closed under QPPD. 

To put things into perspective, given two SAT problems SAT(R1) and SAT(R2), if R2 is 

included in R1’s partial co-clone, then the complexity of SAT(R2) is not higher than the 

complexity of SAT(R1).[1] 

2.7 Interval between Boolean relations 

After having the means to enumerate partial co-clones, we can start searching for intervals 

between R1 and R2. We started with assuming that there is an interval between the given 

Boolean relations R1 and R2. In that case, there is a Boolean relation in Q(R1, m) with a whole 

number m whose Q(R, c) has R2, where c is the arity of R2. 

Definition 2.8.  The interval between two given Boolean relations R1 and R2, denoted by 
Int(R1, R2), is the set of Boolean relations that is a subset in Q(R1,n) but not in Q(R2,n), and R2 
is a subset in Q(R, n), where n ∈ N. To be more formal, Int(R1, R2) = {R| R has a QPPD over 
R1, R2 has a QPPD over R, and R does not have QPPD over R2.}. 

In practice, given two Boolean relations R1 and R2, we enumerated partial co-clones over R1, 

denoted by Q(R1, m). We enumerated partial co-clones over every Boolean relation in Q(R1, 

m), denoted by Q(Q(R1, m), c), to see if Q(Q(R1, m), c) has the same Boolean relation as R2, 

where c is the arity of R2. Q(Q(R1, m), c) is a crazily large number of Boolean relations. To 

give an idea of the quantity of the problem, Q(R1, m) is about one million Boolean relations if 

m is around 3 to 4. Q(Q(R1, m), c) is usually around one million times another one million of 
Boolean relations if c is 4. This was the main challenge of this implementation. 
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Chapter 3 

Implementation 

We have seen the theoretical description of the problem in the last chapter. Here, we explain 
how we deal with them in practice. 

3.1 Overview 

We designed the program to look for intervals between two relations under certain arity. Its 

operation involved:  

1. Reading the input relation into our designed data structure 

2. Constraints generation 

3. QPPD enumeration.  

The combination of these three functions realized the search of interval between relations 

under all arities. We optimized these functions through various ways in terms of memory and 

execution time. On top of that, we also used parallel programming to speed up the process. We 

designed a partition function to divide the task evenly to achieve linear speed up in worst case, 

and in average case as close as possible. We start with introducing our implementation from 

each basic features: Data structure, Constraint generation, QPPD enumeration. We then explain 

how to put these features together to realize the theoretical objective sequentially. In the parallel 

execution, we explain how we partitioned the task that can achieve linear speed up in the worst 

case and how we balanced the tasks in average case. 

3.2 Data Structure 

There are two things that we concerned in a relation. One was Boolean tuples, and the other 

was the positions of different Boolean variables. Given a Boolean relation with arity equaling 

to n, there could be 2 to the power of n tuples in such a relation[8], while there were only a few 

tuples in usual cases. 

Therefore, using array is not practical to store one Boolean relation. Especially since a 

Boolean relation usually has only a few Boolean tuples, which wastes a lot of space. Linked 

lists therefore comes in play. We designed a hybrid of array and linked list. Each node inside 

the linked list contained a small amount of array to hold some Boolean tuples. When the 

numbers of Boolean tuples exceeds the size of array inside a node, we allocate another node to 

hold them. This way, we can utilize array good performance in usual cases, and scale with large 

problem size if encountered. 

Here, we used an integer array to document variable position information, two hybrids of 

linked list and array to store tuples and ID. The additional ID list kept track of this relations’ 

composition. (Figure 3-1) 

The additional ID data structure worked as follows. Each constraint had a unique ID, and 

each partial co-clone was composed of a number of constraints. Therefore, each partial co-

clone had a list of constraints’ ID, indicating its components. Each partial co-clone was 
uniquely identified by the constraints list it had. 
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Figure 3-1 visualized data structure. 

In this design, we limited the arity below 32. There are 2 reasons for posing this limit. One 

was that it is impossible for computer of any size to compute this problem when arity hits 32. 

The complexity is over O(21000). The other reason was that 32 is the size of an integer. We 

stored a Boolean tuple as bits in an integer. This saved the time for allocating memory for each 

bit, and replaced the assignment of bits value to some memory form with shifting bits inside 

an integer. Many optimizations in CPU instructions and memory could be done by imposing 

this limit.  

3.3 Constraints generation 

The implementation of constraints generation was to go through all possible combination of 

Boolean variables under the arity of Boolean relation. Each parameter in the Boolean relation 

had n choices, where n was the number of Boolean variables. Therefore, there were n to the 

power of Boolean relation’s arity possible combinations. After generating all combinations of 

Boolean variables in the Boolean relation, we verified each combination by testing it with the 

tuples of the Boolean relation. For example, given a Boolean relation R = {(1, 0), (0, 1)} 

(arity=2), and the interval’s arity is three. There are 9 combinations which are shown in table 

3-1, and R(x1, x1) is not qualified due to the fact that in each tuple, x1 is assigned 0 and 1 at the 

same time. 

As we can see in table 3-1, there were some redundancy checks. Such as R(x1, x1), R(x2, x2), 

R(x3, x3) should be categorized to the same directory and check only once. However, after 

many experiments, we found that even if the number of Boolean variables was over 30, the 

execution time remained to be less than 1 second. The reason why it was fast is that the problem 

size in this function is small. Usually a few hundred checks could generate dozens of constraints. 

This lead to complexity of later function to 2 to the power of the number of constraints. 

Therefore this redundancy was acceptable given that later functions’ complexity was far bigger 

than this function. 

3.4 Quantifier-free primitive positive definition enumeration 

Enumeration of QPPD involved the conjunction of two Boolean relations and the 

combination of constraints. We used a Depth First Search (DFS) recursive function to search 

and produce all combinations efficiently in terms of memory. In this DFS tree, each tree level 

represents a constraint’s participation. Each leaf represents a combination. We also 

implemented a method called Inverse SAT[2] to reduce the number of constraints. During the 
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implementation process, we found that the sequence of constraint conjunction also affects 

execution time. Enumeration of QPPD had the highest complexity of all. The complexity was 

O(2^number of constraints). We discuss each of them in the following paragraph. 

round Test case 

1 R(x1,x1) 

2 R(x1,x2) 

3 R(x1,x3) 

4 R(x2,x1) 

5 R(x2,x2) 

6 R(x2,x3) 

7 R(x3,x1) 

8 R(x3,x2) 

9 R(x3,x3) 

Table 3-1 Constraint candidates. 

3.4.1 DFS Enumeration 

Each constraint had two options. It could join a QPPD or not. Given this characteristic, we 

could draw a binary tree where each node had two edges, representing its participation. Given 

three constraints A, B, C, the search path started with left edge and then right edge. The 

numbers specify the sequence of steps. Each exclamation mark represents a join operation and 

a constraint’s participation. (Figure 3-2) Each binary tree level represents a constraint’s 

participation. The joining process only executes when a constraint participates in the QPPD. 

Otherwise it simply passes the previous result to next level. Each leaf node results in a unique 
combination.  

The benefit of this binary tree execution was that every time when a join process executed, 

a new combination emerged. This means that the execution is exactly the same as its problem 

size: 2 to the power of the number constraints. Each combination could pick up previous result 

and enumerate itself with one join operation. On top of that, if the previous result shows that 

the previous combination is a dead end that it has no Boolean tuples left, it stops the search the 

rest of that sub-tree for answers. This made the prune and search method possible. The other 

good outcome was that DFS used very little memory. The memory complexity was the height 

of the tree, which was the number of constraints. Therefore, the concern of computer memory 
size was out. 
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Figure 3-2 Visualized tree structure in QPPD.  

3.4.2 Inverse SAT 

There was a way to know whether some constraints were definitely not compatible with R2. 

This method was called Inverse SAT.[2] It filtered out the constraints in our constraints list that 

were definitely could not be the candidate of the following combination. If the number of 

unqualified constraints is x, and the number of all constraints is n, the complexity would be 2 

to the power of (n-x). Here is how it works: 

Given a Boolean relation R2(x0, x1, x2)={(1, 0, 0), (0, 1, 0), (0, 0, 1)} and some constraints 

originate from another Boolean relation R1: C1(x1, x0, x0) ={(1, 0, 0)}, C2(x1, x2, x3) ={(0, 0, 

0)}, C3(x1, x1, x2) ={(0, 0, 1)}. R2 and C1 are compatible because R2 has a case which allows 

x1 to be value 1 and x0 to be 0 at the same time. R2 and C3 are compatible because R2 has a case 

which allows x2 to be 1 and x1 to be 0 at the same time 0. However, R2 is not compatible with 

C2 because R2 does not have a case that allows Boolean variables x1, x2 to be 1 at the same time 

or 0 at the same time. (C2(x1,x2,x3) does not equal to any tuple in {(1,0,0), (0,1,0), (0,0,1)}) 

Therefore the following process will only do combination with C1 and C3, while we would do 

it with C1, C2, and C3 without this method. This decreased the candidate constraints, and 

improved the performance remarkably by reducing problem size. 

3.4.3 Constraint sequence 

There were some cases that we could skip the search of a bigger subtree rather than pruning 

through many branches of other subtrees. When the result received from parent node was empty, 

we stopped the search because there was nothing left to join the current constraint. We could 

make this kind of dead end situation earlier by sorting the constraints in terms of the number 

of Boolean tuples in them. The less tuples a constraint had, the more likely there would be an 

empty combination. By putting constraints with few tuples at the beginning, we could speed 

up the process remarkably. 

However, what was the difference between early or late encounter of a dead end? They both 

skipped the same number of leaf nodes. What were the skipped operations between an early 
and a late encounter of a dead end? 
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Given three constraints A, B, C, (figure3-2) let us assume any combination with A, C results 

in an empty Boolean relation. We still could not skip any join operation to know that 

combinations with A and C would fail. If we assume the combinations with A and B would 

fail, we could skip the join operation at step 14. In this case, one leaf is pruned, but in average 
case, it is a whole subtree being pruned. 

3.5 Interval between Boolean relations 

Here we put all the functions mentioned above together to find the interval between given 

two Boolean relations R1, R2.  

The process started with R1 enumerating QPPD, denoted by R, under interval’s arity. Each 

Boolean relation in R then enumerated QPPD, denoted by R’, under R2 arity. Then we 

compared Boolean relations in R’ with R2. R and R’ were the two consecutive interval from R1 

to R2. Here are the execution flow: 

1. Generate R1 constraints under interval’s arity 

2. Sort constraints’ sequence 

3. Enumerate R1’s QPPD ->R 

4. For each Boolean relation in R, generate its constraints under R2’s arity 

5. For each Boolean relation in R, do Inverse SAT on R’s constraints with R2 

6. For each Boolean relation in R, Enumerate its QPPD R’ 

7. Each Boolean relation in R’ compares with R2 

In step 3, when we enumerated one QPPD, we immediately executed the following step until 

this Boolean relation in R was done exploring. Then we proceeded to next QPPD in R. We 

saved a lot of memory space for not finding all QPPD in R first and proceed to following steps. 

The process can be visualized in Figure 3-3. 

 

Figure 3-3 Process of finding interval 
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3.6 Parallel execution 

The bottleneck of performance was when our program do QPPD enumeration. Therefore the 

parallelism only focused on QPPD enumeration. The enumeration process was a binary search 

tree. We simply cut the tree into many subtrees. Each computing node computed its share of 

subtree and dumped their own results. These individual results were text files which could be 

merged with a simple Linux command. Therefore the trick was how to partition subtrees’ 

workload evenly. 

In a balanced binary search tree in our QPPD enumeration process, each node was able to 

compute the starting information of any node in O(number of constraints). Given the number 

of computation node and its ID, we could tell which layer we should start partitioning. For 

example, given 4 nodes, we knew we should start partitioning at level 2 for 22 equals to 4. In 

another example, given 6 nodes, which was between 22 and 23, we partitioned 4 tasks at level 

3 and 2 tasks at the remains of level 2. Given 6 computation nodes, node 0 to 5 would be 

assigned to subtrees 7, 8, 9, 10, 5, 6 respectively. (Figure 3-4) 

Our method had a nice feature which was the computation nodes did not need to 

communicate. We partitioned subtrees according to computation node’s ID. Since every 

computation node could generate the same constraints and sort them in the same way. It could 

find its own subtree with our partition function. We could achieve linear speed up in the worst 
case execution time. 

Figure 3-4. Distribution in DFS. 

3.7 Balanced Parallel execution 

Although we could achieve linear speed up in worst case, the actual workload distribution 

was imbalanced due to the nature of prune and search. Some nodes may get an empty 

subtree in the beginning and some nodes may do 80% of actual computation. In order to 

distribute the work evenly, we sorted the constraints in the opposite way in the first few 

levels, which were the levels on top of the partitioned subtrees. Once we sorted to the levels 

that were under the partitioned level, we sorted the same way starting from least possible 

constraints. This resulted in slightly higher cost in execution but more evenly distributed 
workload. 
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Chapter 4 

Experiment 

We show what would happen if we put our program in practical use. Although our program 
showed good performance, it was still not able to cope with fast growing rate of problem’s 
complexity. 

4.1 Experiment overview 

We used three test cases to test our program given as high interval’s arity as it can run.  

The 3 test cases were the following:  

 R1(x1, x2, x3) ={(0, 0, 1), (0, 1, 0), (1, 0, 0)} and  

R2(x1, x2, x3, x4) = {(0, 0, 1, 0), (0, 1, 0, 0), (1, 0, 0, 0)} 

 R1(x1, x2, x3) ={(0, 0, 1), (0, 1, 0), (1, 0, 0)} and  

R2(x1, x2, x3, x4, x5) = {(0, 0, 1, 0, 1), (0, 1, 0, 0, 1), (1, 0, 0, 0, 1)} 

 R1(x1, x2, x3, x4, x5) = {(0, 0, 1, 0, 1), (0, 1, 0, 0, 1), (1, 0, 0, 0, 1)} and  

R2(x1, x2, x3, x4, x5, x6) = {(0, 0, 1, 1, 0, 1), (0, 1, 0, 1, 0, 1), (1, 0, 0, 0, 0, 1)} 

We started with experimenting QPPD enumeration functions to see if sorting sequence of 
can optimize execution time. Then we did experiment on 4 versions of programs, which were: 

1. sequential execution: Only with feature Inverse SAT  

2. sorted sequential execution: Sorting method was added upon the first program 

3. parallel execution: parallel execution on sequential execution 

4. balanced parallel sorted execution: parallel execution with heuristic distributing 

The last two parallel programs was tested on different number of cores form 1 to 4 to see 

how well do they scale. The complexity mentioned below were based on how many constraint 

candidates it had. We did not show the higher problem size experiment result which took more 
than a day to finish execution. 

4.2 Experiment result 

Here are the results for enumerating QPPD on two different relations: 

 QPPD enumeration time for R1(x1, x2, x3) = {(0, 0, 1), (0, 1, 0), (1, 0, 0)}: 

Arity/complexity 2, O(22) 3, O(27) 4, O(216) 5, O(230) 6, O(250) 

Not sorted 0 seconds 0 seconds 0 seconds 1 seconds 19 seconds 

Sorted 0 seconds 0 seconds 0 seconds 0 seconds 14 seconds 

Table 4-1 QPPD enumeration time 
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 QPPD enumeration time for R1(x1, x2, x3, x4, x5) = {(0, 0, 1, 0, 1), (0, 1, 0, 0, 1),  

(1, 0, 0, 0, 1)} 

Arity/complexity 2, O(22) 3, O(212) 4, O(258) 

Not sorted 0 seconds 0 seconds 0 seconds 

Sorted 0 seconds 0 seconds 1 seconds 

Table 4-2 QPPD enumeration time 

As we could see in table 4-1, sorting yielded 25% speedup. However, table 4-2 had a quite 

different result from table 4-1 given similar complexity. We believed that it was because lower 
arity resulted in higher chance of enumerating less QPPD comparing to worst case. 

Here are the results for finding intervals between the given 2 Boolean relations. The program 

execution process included QPPD enumeration and another QPPD enumeration for each QPPD 

of the first QPPD enumeration. The percentage shown below were the speedup comparing to 

parallel program with one core. ‘s’ stands for seconds, and the percentage is how much it speeds 
up comparing to parallel program with one core: 

 Execution time for Boolean relations R1(x1,x2,x3)={(0, 0, 1), (0, 1, 0), (1, 0, 0)} and 

R2(x1,x2,x3,x4)={(0, 0, 1, 0), (0, 1, 0, 0), (1, 0, 0, 0)} : 

No interval was found so far. 

arity, complexity 2, O(211)  3, O(225) 4, O(244) 5, O(261) 6, O(2108) 

Sequential 0 s 0 s 1 s 74 s Complexity too high 

Sorted 
sequential 

0 s 0 s 0 s 72 s Complexity too high 

Parallel 1 core 0 s 0 s 1 s 66 s Complexity too high 

Parallel 2 cores 0,0 s 0,0 s 1,0 s 45, 18 s (32%) Complexity too high 

Balanced 
parallel 2 cores 

0,0 s 0,0 s 1,0 s 45, 18 s (32%) Complexity too high 

Parallel 3 cores 0,0,0 s 0,0,0 s 1,0,0 s 39,7,17s (41%) Complexity too high 

Balanced 
parallel 3 cores 

0,0,0 s 0,0,0 s 1,0,0 s 32, 12, 19 s 
(52%) 

Complexity too high 

Parallel 4 cores 0,0,0,0 s 0,0,0,0 s 1,0,0,0 s 40, 7, 15, 2 s 

(40%) 

Complexity too high 

Balanced 
parallel 4 cores 

0,0,0,0 s 0,0,0,0 s 1,0,0,0 s 29, 18, 15, 3 s 
(56%) 

Complexity too high 

Table 4-3 Execution time for each version of program.  
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The difference between sorted and unsorted sequential program was not significant. 

However, parallel program with one core does better than sequential program. The only 

difference between them was that parallel program had one constraint with more tuples in the 

front. This may indicate some better way to organize constraint sequence to achieve skipping 

more search path.  

As for speedup phenomenon in parallel program, it had an irregular speedup, but the balance 

version always speedup with more computing node when the other one may not have the same 
outcome. 

Execution time for Boolean relations R1(x0,x1,x2)={(0, 0, 1), (0, 1, 0), (1, 0, 0)} vs. 

R2(x0,x1,x2,x3,x4)={(0, 0, 1, 0, 1), (0, 1, 0, 0, 1), (1, 0, 0, 0, 1)} ‘s’ stands for seconds, and the 
percentage is how much it speeds up comparing to parallel program with one core: 

No interval was found so far. 

arity, complexity 2, O(215)  3, O(235) 4, O(287) 

Sequential 0 s 0 s Complexity too high 

Sorted sequential 0 s 0 s Complexity too high 

Parallel 1 core 0 s 0 s Complexity too high 

Parallel 2 cores 0,0 s 0,0 s Complexity too high 

Balanced parallel 2 cores 0,0 s 0,0 s Complexity too high 

Parallel 3 cores 0,0,0 s 0,0,0 s Complexity too high 

Balanced parallel 3 cores 0,0,0 s 0,0,0 s Complexity too high 

Parallel 4 cores 0,0,0,0 s 0,0,0,0 s Complexity too high 

Balanced parallel 4 cores 0,0,0,0 s 0,0,0,0 s Complexity too high 

Table 4-4 Execution time for each version.  

In this experiment, we could not really tell any difference from each version of program.  
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 Execution time for Boolean relations R1(x1,x2,x3,x4,x5)={(0, 0, 1, 0, 1), (0, 1, 0, 0, 1), (1, 

0, 0, 0, 1)} vs. R2(x1,x2,x3,x4,x5,x6)={(0, 0, 1, 1, 0, 1), (0, 1, 0, 1, 0, 1), (1, 0, 0, 0, 0, 1)} 

‘s’ stands for seconds, and the percentage is how much it speeds up comparing to parallel 

program with one core: 

No interval was found so far. 

interval’s arity, complexity 2, O(221)  3,O(257) 4, O(2204) 

Sequential 0 s 16 s Complexity too high 

Sorted sequential 0 s 17 s Complexity too high 

Parallel 1 core 0 s 33 s Complexity too high 

Parallel 2 cores 0 s 13, 21 s (36%) Complexity too high 

Balanced parallel 2 cores 0 s 8, 21 s (36%) Complexity too high 

Parallel 3 cores 0 s 5,4,21 s (36%) Complexity too high 

Balanced parallel 3 cores 0 s 5, 3, 25 s (25%) Complexity too high 

Parallel 4 cores 0 s 8, 3, 11, 10 s (67%) Complexity too high 

Balanced parallel 4 cores 0 s 6, 5, 16, 7 s (51%) Complexity too high 

Table 4-5 Execution time for each version of program 

As we can see here, parallel program took more time and resource than sequential programs. 

It seems that sequential program was best for small problem size under complexity around 

O(260). Above that threshold, parallel program then showed its power. However, when problem 

size went above O(287), it may require a super computer to do the job. 

4.3 Discussion 

4.3.1 Experiment 

In experiments of QPPD enumeration, we could tell that sorting the sequence of constraints 

did help us skip some operations. However, when sorting was deployed on the search of 

intervals, its effect became insignificant or even took more time. It was probably because the 

sorting process was done before every QPPD enumeration. This meant that the cases of sorting 

did not help performance happened so many times that actually hindered performance. After 

all, the sorting process involved memory access when moving the nodes in linked lists.  

When we compared parallel execution on one core with sequential execution, the results 

were different. This was interesting because they were both sequential programs. The only 

difference between them was the constraint sequence. Parallel execution had a Boolean relation 

with more tuples in the beginning. The rest of the list was the same. This indicated the sequence 

of constraint plays a role in optimization. How it actually affects performance could be an 

interesting topic. 



  31 

31 

We found that heuristic sorting in parallel program seems to work better under higher arity. 

It did not give a nice speedup when arity was small. The cost of parallel execution also 

increased when we applied heuristic sorting. We probably needed more test cases to show 

whether heuristic sorting is a good idea or not.  

4.3.2 Techniques 

In data structure, our goal was to reduce memory allocation overheads. There was another 

restrictions could be put on the design, which was the number of constraints. If we restricted 

the number of constraints to 100, it may be good to use an array to store constraints rather than 

linked lists. Using array also indicated that we could use efficient sorting functions such as 

quick sort in the library. Another speedup was possible if we designed the size of a node in 

linked list to be the multiplication of computer’s block size. Making no waste in memory and 

efficient use of cache. However, these optimization may not be so helpful in face of the large 

problem size. We believed it would improve performance, but not enough to solve bigger size 

of the problem. 

There was another way to generate constraints rather than going through all possible and 

possibly redundant combination of Boolean variables. We could check the combination of 

different and same variables rather than the actual number of variables. For example, given a 

Boolean relation R(x1, x2) and arity is three. We used to check R(x1, x1), R(x2, x2), R(x3, x3). 

Now we could see them as two parameters with the same Boolean variable R(x, x). This 

reduced the checking overhead from 3 to 1. However, given the fact that the problem size is 

small (within hundreds) and this algorithm was too complicated to implement. The resulting 

instruction counts may be still smaller than the complicated but computationally better 

algorithm. Therefore it was not in our consideration. 

In QPPD enumeration, there were some theory that we could use to avoid searching subtrees. 

Such as we could search for the mutual exclusive relationship between constraints to somehow 

improve sorting quality. However, these optimizations’ effect may decline due to the fact that 

it would be executed so many times that optimization itself may become a bottleneck. The 

optimization itself has to be efficient enough that it improves performance under all 

circumstance. For example, Inverse SAT took linear time to execute and sorting takes n2. 

Experiment showed that Inverse SAT was better than sorting.  

There are many parallel techniques that could apply to this problem. One of them was 

pointer jumping. [9] Given a search path in our DFS tree, we could bring down the complexity 

from O(length of the path) to O(log (length of the path)) by accumulating information in pairs 

on each step. However, it would be hard to map the computing nodes on each path. We needed 

some smart way to reuse the information that are already calculated. Lots of communication  

was required. The other one was Divide and conquer. It is very similar to the partition method 

we used but it requires all information to be collected to one master node. We saved that 

communication by having each node write their own results and used a simple Linux command 

to do the job. Therefore our partition method was the one that was the easiest implementation 

and had less or no communication at all. However, it may be good to have some communication 

between busy nodes and idle nodes to share the workload in run time. 

4.4 Conclusion 

Given two SAT problems, our program attempted to find a SAT problem with complexity 

between the given two problems, or verify that no such SAT problem exists based on strong 
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partial clones theory.[1] We started with enumerating partial co-clones under QPPD and test 

every partial co-clone we just enumerated. Later we used methods including “Inverse SAT,” 

and sorting the conjunction sequence to minimize going through useless search paths. These 

features enabled our program to handle problem size at least O(261) in a short time. To gain 

further performance, we deployed parallel programming and achieved even better performance, 

making the solution scalable given enough computing nodes. 

Despite all the work we have done, it was still hard to finish computing for complexity bigger 

than O(287). However, our program could compute complexity up to at least O(270) in around 

40 minutes. Given enough computing nodes, we believe we can compute complexity up to 

O(280) in reasonable time. Once the interval’s arity hits over 5 or 6, the problem size would 

grow so big that is unreasonable for computer to process.  
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