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Abstract: We discuss the problem of projecting points on their convex hull. Points
in the interior of the convex hull are moved outwards to the boundary of the convex
hull. While finding the convex hull is a well treated problem, projecting each interior
point on the convex hull is not. It is a harder problem, since each point has to be
treated. We first discuss a solution approach in two dimensions, and then generalize
it to three dimensions. After some significant improvements and changes, we arrive at
efficient solutions method for the three dimensional case, using various column and/or
constraint generation techniques.

1 Introduction

We consider a finite set of points in a two or three dimensional space. The points are
used to define an object in 3D, and are accompanied with additional information, such
as faces, connecting the points, and normals, indicating outward directions.

An interesting task is to find the convex hull of the points. There exists efficient meth-
ods for doing this in two dimensions, and some of them can be generalized to three
dimensions. The practical efficiency of these method is often based on fast elimination
of many points that are not part of the convex hull. One may see the methods simply
as ways of eliminating points that are not extreme points of the convex hull, the result
being the only ones that can not be eliminated.

Usually there is a large number of points in the set that are not extreme points of the
convex hull. Most of them usually lie in the interior of the convex hull, and even if they
would lie on the boundary, they are usually dismissed.

Morphing is a technique that changes one form into another, often done in small steps,
so that the first form gradually changes into the other. This technique usually requires
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Figure 1: A set of points giving a nonconvex form.

Figure 2: The convex hull of the form, i.e. of the points.

that the two forms are defined by the same number of points, and uses a one-to-one
relation between the points.

Therefore the task of morphing a form to its convex hull is problematic. This would
require that all points are kept, but moved. We will study that problem, which in
principle is to move each point to the boundary of the convex hull, in a reasonable way.
What this means could be to move it to the closest point on the convex hull, but this
is not always good, as we shall see later. One trivial and stupid solution would be to
pick one extreme point of the convex hull, and move all interior points there. This is
not a solution we want.

See figure 1 where a set of points and the form they define are given. In figure 2, we
show the convex hull by a dashed red line. If the task was to simply get the convex hull,
the interior points would be dismissed. Instead we wish to move each interior point to a
suitable place on the convex hull. In figure 3, the green points show a good projection.
The extreme points of the convex hull are not moved, but the interior points are moved
along the blue dashed lines.

One may note that in this problem, we need to treat each point, so it will of course
require more work than just finding the convex hull.
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Figure 3: A good projection of the interior points on the convex hull.

Summing up, all points are kept, and some of them are moved to new positions. We
also keep all faces, i.e. let the set of points defining each face be unchanged, even though
the points are moved. One might recalculate the normals of the faces/points. However,
we don’t do that as explained later.

2 The problem

We have a finite set of points, V , with coordinates x(k), k ∈ V , and denote the number
of points by n = |V |, the convex hull of V by conv(V ), the set of extreme points of
conv(V ) by V C , and the number of points in V C by nC = |V C |.

The task is to move each point in V , xk, to a position that lies on the boundary of
the convex hull, x̄(k). Obviously the extreme points of the convex hull, V C , will not be
moved, but all points in V \ V C must be moved, unless they already happen to lie at
the boundary.

Additional information is a set of faces, F , where each face connects a number of points,
at least as many as the dimension. A face is represented by the indices of the points,
so face j ∈ F is defined by the points with index set V F

j .

Each point in a face is also connected to a normal direction. Indata contains a list of
normal directions, dNl l ∈ N , and each point in a face, fji ∈ V F

j , is given together
with the index of a normal direction, lNji ∈ N , for i = 1, . . . |V F

j |. For a slightly simpler
notation, we use dNji for the normal direction of point i in face j.

We also have the reverse information, namely which faces that contain a certain point.
Point k is included in the set of faces Fk, i.e. Fk = {j ∈ F : k ∈ V F

j }.
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Figure 4: A ray towards the boundary.

Figure 5: The intersection between the ray and the line between two other points.

3 Methods

3.1 2D

Let us start the discussion about solution methods in two dimensions.

Our first approach is based on the following. Assume that we have found some “mid-
point” in the form defined by the points, xmid. Then, for each point x̂ ∈ V , we can
calculate the direction away from the midpoint, d̂ = x̂−xmid. Moving in this direction,
one would eventually hit the boundary of the convex hull, see figure 4. Therefore we
consider the ray x = x̂+ td̂, where t ≥ 0 is the steplength. We call x̂ the iteration point.

We must now decide the correct value of t. Consider the case in figure 5. We show the
point x̂ and the direction d̂, and two other points in the set. There is a line that passes
between the two other points, and we see the intersection between that line and the ray.

If the two other points were adjacent extreme points of the convex hull, the line between
them would be the boundary of the convex hull, so this is exactly where the point should
be moved.
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3.1.1 Calculating the intersection point

We can explicitly calculate the intersection point as follows. As mentioned above, we
have x = x̂+ td̂. Let x(1) and x(2) denote the other two points. The line through them
is given by x = t2x

(2) +(1− t2)x(1), or x = x(1) + t2(x
(2)−x(1)), where t2 is a steplength

parameter for the line. Letting δ(21) = x(2)−x(1), the line is given as x = x(1) + t2δ
(21).

We wish to find the point, x̄, where the two meet, i.e. x̄ = x̂ + td̂ = x(1) + t2δ
(21). In

two dimensions, we have two unknown and two equations,
x̂1 + td̂1 = x

(1)
1 + t2δ

(21)
1 and

x̂2 + td̂2 = x
(1)
2 + t2δ

(21)
2 .

Assuming that d̂1 6= 0, we get t = (x
(1)
1 + t2δ

(21)
1 − x̂1)/d̂1. (If d̂1 = 0, we can assume

that d̂2 6= 0, and start by the second equation in the same way.)

Inserting this in the second equation yields

x̂2 + (x
(1)
1 + t2δ

(21)
1 − x̂1)d̂2/d̂1 = x

(1)
2 + t2δ

(21)
2 ,

which can be written as

d̂1x̂2 + d̂2x
(1)
1 + t2d̂2δ

(21)
1 − d̂2x̂1 = d̂1x

(1)
2 + t2d̂1δ

(21)
2 .

Collecting t2 on one side yields

d̂1x̂2 + d̂2x
(1)
1 − d̂2x̂1 − d̂1x

(1)
2 = t2(d̂1δ

(21)
2 − d̂2δ(21)1 ).

Now we must assume that d̂1δ
(21)
2 − d̂2δ(21)1 6= 0. If that was not the case, we would

have d̂1δ
(21)
2 = d̂2δ

(21)
1 , so δ(21)2 /δ

(21)
1 = d̂2/d̂1, which indicates that the line between x(1)

and x(2) points in the same direction as the ray d̂, which means that the ray and the
line are parallel, and will never meet. In such a case, this pair of points should not be
considered.

Now we get an expression for t2 as

t2 =
d̂1x̂2 + d̂2x

(1)
1 − d̂2x̂1 − d̂1x

(1)
2

d̂1δ
(21)
2 − d̂2δ(21)1

or

t2 =
d̂1(x̂2 − x(1)2 )− d̂2(x̂1 − x(1)1 )

d̂1δ
(21)
2 − d̂2δ(21)1

.

Using δ̂(1) = x(1) − x̂, this gives the correct value of t2.

t̂2 =
d̂1δ̂

(1)
2 − d̂2δ̂

(1)
1

d̂1δ
(21)
2 − d̂2δ(21)1

.

This gives t̂2, which tells us where on the line the intersection lies. Initially we assumed
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that d̂1 6= 0. If we instead assume that d̂2 6= 0 and do the same, but start with the
second equation, we actually get the same resulting expression for t̂2.

(However, if d̂1 = 0, we get t̂2 = δ̂
(1)
1 /δ

(21)
1 , and if d̂2 = 0, we get t̂2 = δ̂

(1)
2 /δ

(21)
2 .)

Inserting this in t = (x
(1)
1 + t2δ

(21)
1 − x̂1)/d̂1 = (δ̂

(1)
1 + t2δ

(21)
1 )/d̂1 yields t̂, the value of t

at the intersection.

t̂ = (δ̂
(1)
1 +

d̂1δ̂
(1)
2 − d̂2δ̂

(1)
1

d̂1δ
(21)
2 − d̂2δ(21)1

δ
(21)
1 )/d̂1

which is rewritten as

t̂ =
δ̂
(1)
1 (d̂1δ

(21)
2 − d̂2δ(21)1 ) + (d̂1δ̂

(1)
2 − d̂2δ̂

(1)
1 )δ

(21)
1

d̂1(d̂1δ
(21)
2 − d̂2δ(21)1 )

or

t̂ =
δ̂
(1)
1 d̂1δ

(21)
2 + d̂1δ̂

(1)
2 δ

(21)
1 − 2d̂2δ̂

(1)
1 δ

(21)
1

d̂1(d̂1δ
(21)
2 − d̂2δ(21)1 )

In order to simplify somewhat, we may use ŝ = d̂2/d̂1, which is the slope of the ray.

t̂ =
δ̂
(1)
1 δ

(21)
2 + δ̂

(1)
2 δ

(21)
1 − 2ŝδ̂

(1)
1 δ

(21)
1

d̂1(δ
(21)
2 − ŝδ(21)1 )

Inserting this in the ray yields the intersection point x̄ = x̂+ t̂d̂.

Let us quickly look at the case when d̂1 = 0. Then we get t̂2 = δ̂
(1)
1 /δ

(21)
1 , and insert it

in t = (δ̂
(1)
2 + t2δ

(21)
2 )/d̂2, which yields

t̂ =
δ̂
(1)
2 δ

(21)
1 + δ̂

(1)
1 δ

(21)
2

d̂2δ
(21)
1

.

The intersection point is then x̄1 = x̂1, x̄2 = x̂2 + t̂d̂2.

3.1.2 Finding the correct step

If the points x(1) and x(2) are not adjacent extreme points of the convex hull, then the
line segment between them must lie inside the convex hull, and we should move at least
so far, but probably longer. So in that case, the calculated steplength is a lower bound
on the correct steplength.

Now consider the case in figure 6. Here we have several points to choose from, which
gives several lines and intersections. Four lines are drawn in the figure, and the line
segment between each pair of points must lie inside the convex hull. Clearly the maximal
of these steplengths yields the correct step, if there are no other points. In figure 7, we
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Figure 6: Several pairs of other points.

Figure 7: Several pairs of other points with convex hull.

show parts of the convex hull.

In principle, we can enumerate all pairs of points and calculate the intersection, and
take the maximal of these steplengths. Each pair of points, x(k1), x(k2), yields δ(k1,k2)

and δ̂(k1), so we have

t = max
k1,k2

(
δ̂
(k1)
1 δ

(k2,k1)
2 + δ̂

(k1)
2 δ

(k2,k1)
1 − 2ŝδ̂

(k1)
1 δ

(k2,k1)
1

d̂1(δ
(k2,k1)
2 − ŝδ(k2,k1)1 )

)
.

However, we can not take any pair of points. Consider the two lowest points in figure
8. The intersection (shown in red) lies outside of the convex hull.

So exactly which pairs of point should we take into consideration? The figure shows
that if both points are on the same side of the line, we shouldn’t use that pair. Also if
both points are behind the current point, x̂, we shouldn’t use that pair.

7



Figure 8: An invalid pair of points.

5

1

2

3

4

6

Figure 9: Several points around the iteration point.

In figure 9, we show several points lying around the iteration point. Which pairs should
be included? We have also drawn the line that is orthogonal to the ray. In two dimen-
sion, this direction is given as dn1 = −d̂2 and dn2 = d̂1.

In figure 10, we have drawn the vector δ̂(1), from x̂ to x(1). The point 1 lies “in front”
of x̂ if d̂T δ̂(1) > 0, and “behind it” if d̂T δ̂(1) < 0. Likewise, point 1 lies “to the left” if
dnT δ̂(1) > 0 (if dn is pointing upwards in the figure), and “to the right” if dnT δ̂(1) < 0.
(The following will work even if dn is pointing downwards.) Here we see that point 1
lies in front and to the left.

Let us now consider a pair of points, (k1, k2). If both lie in front, one to the right
and one to the left, the pair should be included. This is true if d̂T δ̂k1 > 0, d̂T δ̂k2 > 0,
dnT δ̂k1 > 0 and dnT δ̂k2 < 0 (or the last two reversed). This applies to pairs (1,3), (1,4),
(2,3) and (2,4).

If both points lie behind, the pair should not be included, see pair (5,6). This is true if
d̂T δ̂k1 < 0 and d̂T δ̂k2 < 0.

If both points lie to the left, or both points lie to the right, the pair should not be
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Figure 10: Several points around the iteration point.

included. This happens if dnT δ̂k1 > 0 and dnT δ̂k2 > 0 or dnT δ̂k1 < 0 and dnT δ̂k2 < 0.
This is the case for pairs (1,2), (1,6), (2,6), (3,4), (3,5) and (4,5).

What remains are the cases with one in front on one side and the other behind on the
other side, i.e. for example d̂T δ̂k1 < 0, d̂T δ̂k2 > 0, dnT δ̂k1 > 0 and dnT δ̂k2 < 0. This
is the case for pairs (1,5), (2,5), (3,6) and (4,6). In this case we don’t know if the pair
should be included or not.

Here we need to calculate the steplength t̂, and use it if t̂ ≥ 0 and not if t̂ < 0. In the
figure we see that (3,6) and (2,5) will work, while (1,5) will not work, and (4,6) will
probably work (but give a very small t).

This works rather well in two dimensions, but it would be hard to generalize to three
dimensions. Therefore we observe the following.

The intersection lies on the line segment between the two points only if 0 ≤ t2 ≤ 1.
If t2 < 0 or t2 > 1, the intersection lies on the line outside x(1) or x(2). Only if
the intersection lies between the points can we be sure that it is in the convex hull.
Otherwise it may lie outside of it. So we can simply calculate t2, and omit the pair of
points if t2 does not lie between 0 and 1.

Summing up, we first calculate t̂2 and skip the pair if t̂2 < 0 or t̂2 > 1, and then
calculate t̂, and skip the pair if t̂ < 0.

It is still easy (and useful) to skip a pair if both points lie behind, i.e. if d̂T δ̂k1 < 0 and
d̂T δ̂k2 < 0, and this can be used also for three dimensions.

In order to be sure that the moved point lies on the boundary, we have to take all
possible pairs into account, so that we are sure that the maximal steplength is found.
However, only the maximal steplength is used, so in principle we can skip pairs that
yield smaller steps. (For example the pair (4,6) in the previous example.) On the
other hand, we do not know this until we have calculated the steplength. If we make
a heuristic selection of which pairs to consider, we may miss the pair that gives the
maximal steplength. In that case we will take a too short step, and the projected point
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Figure 11: The intersection between the ray and a plane.

will not move all the way to the convex hull, but stay a bit earlier, i.e. still be inside of
the convex hull.

If the point x̂ lies on the boundary, the maximal steplength will be equal to zero. This
will for example happen if x̂ is an extreme point of the convex hull. Therefore we must
also be prepared for this case. Unfortunately this is only known when the maximal
steplength has been calculated.

Note that all this has to be done for every point x̂ in V . Furthermore, we have the issue
about the direction d̂. In principle one could use any direction, but often we would like
all points to move to the nearest face of the convex hull.

Counting operations, we do n main iterations (one for each point), and in each iteration,
we need to check in principle n2 pairs of points.

3.2 3D

3.2.1 Finding the intersection

Our goal is not two dimensions, but three. Let us therefore try to generalize the approach
in the previous section to three dimensions.

We still have the ray x = x̂ + td̂. However, in order to find the intersection, we now
need a plane, which can be given by three points, see figure 11 for an attempt to draw
in three dimensions. In principle, we pick three points, find the plane that contains
them, and find where the ray meets the plane.

In detail, we have three points, x(1), x(2), and x(3), and calculate δ(21) = x(2)−x(1) and
δ(31) = x(3) − x(1). Then we can find the normal of the plane by calculating the cross
product of these, dn = δ(21) × δ(31). Obviously the three points may not lie on a line.
If necessary, we change the sign of dn, so that d̂Tdn > 0, i.e. so that it points into the
same halfspace as d̂.

Then we have the equation of the plane as dnT (x − x(1)) = 0, so the point along the
ray that lies in the plane is obtained from dnT (x̂ + td̂ − x(1)) = 0. From this we can
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calculate t.

We first get tdnT d̂ = dnTx(1) − dnT x̂.

If dnT d̂ = 0, the ray is parallel to the plane, and will never hit it.

Otherwise we have

t =
dnTx(1) − dnT x̂

dnT d̂
=
dnT δ̂(1)

dnT d̂
.

From this, we get the point,

x̄ = x̂+
dnT δ̂(1)

dnT d̂
d̂.

In the two dimensional case, we needed to end up inside the line segment between the
two points. Here we need to hit the plane within the convex hull of the three points.

In order to check this, we wish to express the point x̄ as a convex combination of the
three points in the plane.

x̄ =
3∑

k=1

λkx
(k),

where
∑

k λ = 1 and λk ≥ 0 for all k.

For a given point x̄, this is a linear equation system, if we omit λ ≥ 0. Unless the ray
is parallel to the plane, there will always exist an intersection point. However, it is not
certain that λk ≥ 0 for all k.

If we had exact values of x̄, the linear equations should have a solution, even though
we have four equations and three unknown. However, rounding errors seem to prevent
this in practice.

Instead we find a solution using least square minimization (in Scipy). If we get an
acceptable solution with λ ≥ 0, we have a valid intersection. If some λk < 0, the plane
is not valid, and should be dismissed.

3.2.2 Enumerating all possibilities

In order to find the correct steplength, we need to enumerate all combinations of three
points and solve the problem above for each point.

It is still possible to check whether the plane lies completely behind the point, i.e. skip
the combination if d̂T δ̂k1 < 0, d̂T δ̂k2 < 0 and d̂T δ̂k3 < 0. However, there are still many
combinations left.

Preliminary tests with this enumeration algorithm showed that it was much too slow.
A small example took 8.5 hours to solve.
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A heuristic improvement is to find the “best” points to form planes from. Here, “best”
means simply maximizing d̂Tx(k). Picking only the three best points yields only one
plane, which often was not enough to get a valid projection. Picking the best 5 points
and checking all 10 combinations worked a little better. However, using this kind of
heuristic, it is possible that some points can not be moved, or is moved less then they
should.

The result of a run is the moved points, which are used to form an object. If some
points are not moved sufficiently, the resulting form is not convex. At the moment we
have no better way of checking the result than doing it visually with a program that
displays 3D-forms.

3.2.3 Limiting the number of points using the convex hull

It is a big disadvantage that all iteration points x̂ in V have to be investigated, and
that all sets of three points need to be considered, for each iteration point.

In order to limit the number of combinations to investigate, we found is useful to start
by finding the convex hull by efficient available software (in this case Scipy, using Qhull,
Barber, Dobkin, and Huhdanpaa (1996).) Since the whole method takes such a long
time, the time for finding the convex hull is relatively short, and the final result is that
it saves time.

Then we can make two limitations:

1. The extreme points of the convex hull need not be iteration points, since they already
are at the boundary.

2. When constructing the plane, only extreme points of the convex hull need to be
considered, since these planes dominate all others.

This gives significant reductions of the number of combinations to investigate, and hence
significant reductions of the solution time.

3.2.4 Directions in nonconvex forms

The problem we are considering often stems from a form in 3D-space. The instance is
then not only a set of points, but there are also faces combining the points in certain
ways.

In such a case, we should move the point outwards from the form, even if the face of
the convex hull is not the closest. From this perspective our directions d̂ sometimes
point the wrong way. It is for example possible that the point x̂ lies on the “wrong”
side of the middle point, see figure 12. The red line shows the object, while the dashed
blue shows the convex hull. Our iteration point is the circled one. Which is the best
direction? Using the midpoint, the direction would point towards the right, but that
would not produce a convex form at all. If we want to morph from the original form to
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Figure 12: The question of direction in a nonconvex form.

the convex hull, the direction must be towards the left.

This means that we need to find another way of calculating the direction. A point lying
close to the wrong boundary is problematic, since we get the wrong direction from the
midpoint. The information telling us that the point lies close to the wrong side is based
on the connection between the points. This is given by the faces and normals.

Going through the list of faces, we make a list of adjacent faces to each point, Fk. Each
point in a face i is associated with a normal direction, dNik, pointing outwards. We then
simply add the normals for the current point as given in all adjacent faces, in order to
get an outward direction for each point.

dnk =
∑
j∈Fk

∑
i∈V F

j

dNik

This is then used as objective function, with a small part of the previous direction based
on a middle point added. This seems to give much better directions. Visual inspection
of the results gives the impression that the form is inflated rather than deflated, which
is good.

3.2.5 LP

A main difficulty is that the method requires the exact steplength in order to get the
correct x̄, which requires the correct plane. Even if the least squares problem has a
solution for an incorrect value of x̄, it is not the solution we are looking for.

A step towards improvement is to relax the assumption that x̄ is known. Instead we
explicitly insert the ray in the problem.

x̂+ td̂ =

3∑
k=1

λkx
(k)

Instead of explicitly searching in the direction d̂, we might solve an LP-problem, with
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that direction as objective function. As indata, we use p points with highest objective
function value, maxk d̂

Tx(k).

The variables in the LP are λ, the weights of the points defining the plane, and the
steplength t.

The constraints are the following. The convex combination should be equal to the
projected point, x̄.

x̂+ td̂ =

p∑
k=1

λkx
(k)

The weights should form a convex combination,∑
k

λk = 1, and λk ≥ 0 for all k.

We should go in the correct direction, not the opposite, t ≥ 0

The objective function coefficients are ck = d̂Tx(k).

We thus solve the following LP-problem,

max

p∑
k=1

ckλk

subject to
p∑

k=1

aikλk − td̂i = x̂i for i = 1, . . . , 3

p∑
k=1

λk = 1

λk ≥ 0
t ≥ 0

where aik = x
(k)
i .

Note that we are still confined to moving along the ray. If the set of convex combinations
of the chosen points has no intersection with the ray, this LP-problem will have no
feasible solution. This corresponds to the previous case when we solved the equations
and got some λk < 0. Unfortunately, we will in this case get no useful information.

Therefore we add artificial variables to the problem as follows.
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max

p∑
k=1

ckλk −M
∑
i

(a+i + a−i )

subject to
p∑

k=1

aikλk − td̂i + a+i − a
−
i = x̂i for i = 1, . . . , 3

p∑
k=1

λk = 1

λk ≥ 0 for all k
a+i , a

−
i ≥ 0 for all i
t ≥ 0

where M is a very large constant. This problem always has a feasible solution. If
possible, we will get a+ = 0 and a− = 0. Otherwise, we will get some artificial variable
greater than zero, as this is required to get a feasible solution. The values of the artificial
variables indicate which coordinates that are hard to find feasible values of. Since we
are minimizing a, we will get the point in the convex hull of the p points that is as close
to the ray as possible.

If the artificial variables are all zero in the solution, we have a valid solution, and can
move the point. Otherwise, a deviation from the desired direction was made. One might
like to move the point anyway, but we will also discuss possibilities of overcoming this
obstacle.

If the problem yields a solution with t = 0, there are no better points in the direction
of the ray, since the artificial variables in effect allows us to move the iteration point to
any feasible point, and we use the best points in this direction as indata.

If we get a solution with positive values on one or more artificial variables, we may
either move the point there any way, i.e. use the modified direction discussed above, or
try to increase the area which the ray may hit. This is done by adding more points to
the LP.

First we solved the problem with p = 3, i.e. three points, following what we did earlier.
However, it is perfectly possible to include more than three points from the start. The
LP-problem gets larger, but is still quite small, so the increase in time will be limited.
We used p = 4 in our main tests.

We start by adding the points with the highest values in the objective function, and
will add worse and worse points, with the hope that not many points need to be added.

The first possibility is to keep on adding points (variables) to the LP-problem in the
same way, as long as the artificial variables have nonzero values. Eventually the artificial
variables will become zero, since the iteration point is a convex combination of some of
the extreme points of the convex hull. When all of the those extreme points have been
added, there will be a solution with all artificial variables equal to zero.

Adding more points can also be made by changing the linear function used when select-
ing points to include. What direction may be interesting for this purpose?
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Figure 13: Generating non-adjacent points.

Solving the LP-problem yields a dual solution, αi for i = 1, . . . 3, and β. This dual
solution indicates how hard it is to find a feasible solution for the different coordinates.
Therefore both the artificial variables and the dual solution may possibly be used to
indicate a direction in which to search for additional points. Unfortunately, if an arti-
ficial variable is positive, the corresponding dual variable will get the value M or −M ,
so the controllability is limited.

We should also note that changing the direction may well yield non-adjacent points, in
which case the plane will lie in the interior of the convex hull. In figure 13, we show
this.

Generating points with the same direction as the ray will give us first point 2 and then
point 3. At this stage there will be no solution without artificial variables. Continuing
in the same manner will produce point 4, and then the correct solution will be obtained.

If we instead change to a direction pointing downwards, point 5 will be found instead
of point 4. Now the solution to the LP (with artificial variables equal to zero) will be
at the red circle, which lies inside the convex hull.

How can this be avoided? A first thought may be to restrict ourselves to points adjacent
to those we already have. However, “adjacent” in this case refers to the convex hull, not
the original faces, so this can not be checked.

A second, more practical idea, is to avoid changing the direction too much. A small
change of direction will probably give an adjacent point. However, it is very hard to
make the change small enough for this to happen, but large enough so that this method
is an improvement over the original method, with unchanged direction.

Sometimes the LP gives a solution where one λk = 1 and all the others are zero. This
means that the interior point is moved to a position that exactly coincides with an
extreme point. In some circumstances it is not desired to have several points at the
same positions. If we would like to avoid this, we can add the constraints λk ≥ ε for all
k, where ε > 0. This ensures that no λk = 0, which means that the projected point will
end up in the interior of a face of the convex hull. Thereby no points will be in exactly
the same positions.
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3.2.6 Iterative improvement

Let us summarize the iterative procedure described so far.

1. Solve LP.

2. If all artificial variables are zero, the step is good. Move the point. Ready.

3. If some artificial variables are greater than zero, we are not following the direction
of the ray.

Either: Accept the move anyway. This often leads to an extreme point, i.e. two points
will coincide. Ready.

Or: Do not accept the move. Instead:

4. Find K = {k : λk > 0}, which are the indices of the “active” points.

If |K| = 3, the intersection point x̄ lies inside a face, defined by the three points.

4.1. Calculate a new direction (for example the normal to this face), d̄.

4.2. Find the maximal point in this direction, which give an upper bound, z̄ =
maxk d̄

Tx(k).

4.3. Inserting the intersection point yields a lower bound, z = d̄T x̄.

4.4. If these bounds are equal, z = z̄, we have all points we need, and can make the
move. Ready.

4.5. Otherwise, i.e. if z < z̄, we are missing some points. We need to add one, and the
obvious choice is the point, k̂, that gave the maximum above, i.e. k̂ = argmaxkd̄Tx(k).
Add this point to the LP, and solve it again.

If |K| < 3, the intersection point x̄ lies on the boundary of a face. This is the usual
outcome, since we are in a way minimizing the distance to the ray. Then the active
points are too few to determine a face. We have to add one or two more points.

We calculate the set of points contained in any face containing the active points, and
add the points that appear in all these sets. If the active points would lie in the same
face, only the rest of the points in that face would be added. However, often they are
not in the same face, so this is only a heuristic that may give bad results.

3.2.7 Decomposition of Dantzig-Wolfe type

Let us now formulate a complete LP-problem where all points in V are included, in the
spirit of the complete master problem used in Dantzig-Wolfe decomposition, Dantzig
and Wolfe (1960).
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v∗ = max
n∑

k=1

ckλk

subject to
n∑

k=1

aikλk − td̂i = x̂i for i = 1, . . . , 3

n∑
k=1

λk = 1

λk ≥ 0 for all k
t ≥ 0

This problem will always have a feasible solution. Since x̂ = x(k
′) for some k′, the

solution t = 0, λk′ = 1 and λk = 0 for all k 6= k′ is feasible.

The LP-dual of this problem is as follows.

v∗ = min
3∑

i=1

x̂iαi + β

subject to
3∑

i=1

aikαi + β ≥ ck for k = 1, . . . , n

−
3∑

i=1

d̂iαi ≥ 0

We note that the primal problem has a large number of variables, but only four con-
straints (not counting the nonnegativity requirements). Consequently the dual problem
has only four variables, and a large number of constraints.

A restricted version of the problem is to include only a subset of the points. Assume
that P ⊆ V is the index set of the included points. Then the primal problem only
contains a subset of the variables, while the dual problem only contains a subset of the
constraints.

vR = max
∑
k∈P

ckλk

subject to
∑
k∈P

aikλk − td̂i = x̂i for i = 1, . . . , 3∑
k∈P

λk = 1

λk ≥ 0 for all k ∈ P
t ≥ 0

The LP-dual of this problem is as follows.
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vR = min

3∑
i=1

x̂iαi + β

subject to
3∑

i=1

aikαi + β ≥ ck for k ∈ P

−
3∑

i=1

d̂iαi ≥ 0

Clearly vR ≤ v∗.

A dual solution, ᾱ, β̄, obviously satisfies the dual constraints for all k ∈ P . If the
solution also satisfies the rest of the constraints, it is optimal.

We can therefore check all the dual constraints for feasibility. To do this efficiently, we
can look for the most violated dual constraint.

The dual constraints
∑3

i=1 aikαi + β ≥ ck are rewritten as

gk(α, β) =
3∑

i=1

aikαi + β − ck ≥ 0

We insert the dual solution, ᾱ, β̄, and if gk(ᾱ, β̄) ≥ 0, the constraint is satisfied, but if
gk(ᾱ, β̄) < 0, the dual solution violates this constraint.

We then look for gmin = mink gk(ᾱ, β̄), and if gmin ≥ 0, the solution is dual feasible. If
not, we have found the most violated dual constraint. Our course of action is then to
add this constraint, which is the same as adding the corresponding primal variable.

Recalling that ck = d̂Tx(k) =
∑

i d̂ix
(k)
i and aik = x

(k)
i , the left-hand-side of the dual

constraint can be written as follows.

gk(α, β) =
3∑

i=1

aikαi + β − ck =
3∑

i=1

x
(k)
i αi + β −

3∑
i=1

d̂ix
(k)
i =

3∑
i=1

x
(k)
i (αi − d̂i) + β =

3∑
i=1

ĉix
(k)
i + β,

where ĉi = αi − d̂i.

In order to find gmin for a given dual solution, we only need to calculate ĉ = ᾱ− d̂, and
then evaluate all the points x(k) in that linear function.

If k̂ = argminkgk(ᾱ, β̄), we then add column k̂, corresponding to the variable λk̂, to the
LP-problem, and solve it again. (Here it would be efficient to start from the previous
optimal basis.)

This is repeated as long as gmin < 0. Since there is a finite number of points, the
procedure will be terminated within a finite number of iterations.

19



Previously we looked for the point with maximal value in the direction used. We can
get into the same framework here by reversing the sign of the direction, −ĉi.

This is a kind of pseudo-column generation method, since all the columns actually are
known in advance, but voluntarily left out of the problem, in order to make it faster to
solve.

The artificial variables were not included in the discussion above, but the dual con-
straints used above, corresponding to λ, are not changed by them. The only difference
in the LP-dual is that the constraints −M ≤ αi ≤ M are added, eliminating the
possibility of an unbounded dual solution.

However, if artificial variables get positive values in the solution, complementarity tells
us that some αi will be equal to M or −M . In such a case the dual solution dominates
and the reduced cost will in principle be equal to the dual solution. Then the effect is
to find a new point that helps as much as possible to get a feasible solution. This could
be a very bad point compared to our objective function.

The method then becomes a kind of two-phase method. First a feasible solution is
found, and then, when the artificial variables are zero, the best solution is found. Here
we cannot stop when the steplength is equal to zero, but must continue until no new
points can be added. This may increase the time needed for the method.

In the second phase of the method, we get a feasible iteration point, x̄, in each iteration.
If the direction ĉ is used for generating new points, the best point found, x(k), gives
v̄ = ĉTx(k), which is the maximal possible value. Inserting the iteration point gives the
value v = ĉT x̄, indicating a value we already have. There may be missing points that
may help only if v < v̄. If v = v̄, we should stop searching in that direction.

Consider figure 13. If point 4 is not known, the iteration point lies at the red circle.
Regardless of which direction we use, there are extreme points of the convex hull that
give higher values than the iteration point.

On the other hand, there are many directions that will not give point 4 as maximum.
Therefore it is good that the decomposition method does not work explicitly with di-
rections, but instead focus on the dual constraints.

3.2.8 Normals

As mentioned earlier, we keep the faces. However, as points are moved, the faces are
turned around in some way. This means that the normals that were given for each point
and face are not correct. Should we recalculate the normals?

A practical complication with changing normals is the way normals are stored, see
section 7.1. First a list of vectors are given. Then, each node in each face is associated
with one of these vectors. Often several nodes point to the same vector.

Moving a point might lead to normals that previously were the same becoming different.
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Then it is not only a question of changing one of the vectors. Instead several new vectors
may need to be created. The conclusion of this is that the set of normals must be redone
from scratch. Therefore we omit this step here.

We decided not to include the normals in our output. Other software can recalculate
the normals afterwards.

3.2.9 The algorithm

Let us summarize the total algorithm specified so far. Set V A = V .

1. Find the “midpoint”, xmid.

2. Pick a point, x̂ = x(k̂) ∈ V A \ V C .

3. Calculate the “mid”-direction, dmid = x̂− xmid.

4. Calculate the “normal”-direction: dn
k̂

=
∑
j∈Fk̂

∑
i∈V F

j

dNik

5. Calculate the direction as a convex combination of the mid- and normal directions,
d̂ = dnhatk + σdmid.

6. Find the p best points in the convex hull, max
k∈V C

d̂Tx(k).

7. Do the projection, i.e. calculate λ, either by least squares or by solving LP.

8. If λ ≥ 0 and all artificial variables are zero, move point k̂ to position x̄ =
∑

k λkx
(k).

Remove x̂ from V A.
If V A = ∅, stop, all points moved.
Otherwise use the procedure in section 3.2.6 or the decomposition procedure in section
3.2.7. Go to 2.

3.3 With convex hull facets

The code used for finding the convex hull actually also produces equations for the facets
of the convex hull, in the form of nTl x = bl for all l (we don’t know how many there
are). First we noticed that the code returns the same facet several times, so we must
first remove doubles, and keep only one of each. (Not doing so would increase the time
needed in later stages.)

Given an iteration point and a ray, we can calculate the point where the ray hits the
plane as follows.

We simply insert the ray in the equation of the plane: nTl (x̂ + td̂) = bl, and calculate
the steplength.
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We have nTl x̂+ tnTl d̂ = bl, yielding tnTl d̂ = bl − nTl x̂.

Now we note that if nTl d̂ = 0, the ray is orthogonal to the normal of the plane, which
means that the ray either lies in the plane or is parallel to the plane and will never hit
it. In both these cases, we get no useful information from this plane.

Therefore we assume that nTl d̂ 6= 0. We then get

tl =
bl − nTl x̂
nTl d̂

.

Each plane (except for those parallel to the ray) thus gives a certain steplength tl. Since
the planes form the convex hull, there is no plane within the convex hull, so the first
plane we hit will give us the correct steplength.

t̂ = min
l
tl = min

l

bl − nTl x̂
nTl d̂

.

We note that if bl − nTl x̂ = 0, the iteration point lies in the plane. Then we have two
possibilities, either the iteration point already lies where it should, at the boundary of
the convex hull, or it lies at the completely wrong side. The second case is very unlikely
if the direction of the ray is based on normals to the adjacent faces, so we ignore this
possibility.

This means that if bl − nTl x̂ = 0, we set the steplength equal to zero. Obviously we can
then save some time by stopping the search for the minimal step.

On the other hand it is possible that a certain plane gives a negative steplength, in
which case we should ignore this value (since it means moving in the wrong direction).

This means that it is a very big difference if the steplength is exactly equal to zero, or
slightly negative. In the first case, we set t̂ equal to zero, while in the other case we
don’t let it influence the steplength. In practice we found that rounding errors made
this awkward. We choose to set t̂ = 0 if |tl| ≤ ε, for some small, positive ε.

If the exact value of tl is 0, this is the correct choice, while if the correct value is slightly
negative, we may stay at a point where we shouldn’t. If the correct value is slightly
positive, we may make a small error. In these cases, we might incorrectly stay at a
point, causing the final form not to be convex.

3.4 Faces with more points

The preceding discussion in principle assumes triangular faces, i.e. that each face is
defined by three points. Then it is possible to move one of the defining points, without
disturbing the structure.

However, if a face is defined by four or more points, the situation is more complicated.
Then it is not possible to move only one point, since that will “break” the face.
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Let us investigate this case in detail. Suppose that a face is defined by four points,
x(1), x(2), x(3) and x(4). (We assume that this list is ordered, i.e. that the points are
encountered in this order if we travel along the border of the face.)

Then these points define a plane, in which the face lies. Assume that the equation for
that plane is nTx = b, where n is the normal direction of the plane. Then it is necessary
that all four points lie in the plane, i.e. that nTx(1) = b, nTx(2) = b, nTx(3) = b and
nTx(4) = b.

This set of points are thus not linearly independent. For faces defined by three points,
also called simplices, the points are always linearly independent.

We can also note that all vectors being differences between two points must lie in the
plane, i.e. be orthogonal to the normal of the plane, nT (x(2) − x(1)) = 0, etc. Actually
the normal direction n can be computed by the cross product of the differences, for
example n = (x(2) − x(1))× (x(3) − x(1)).

Now assume that we wish to move x(1) to a new position x′(1). Let us use δ = x′(1)−x(1),
which is the change of the point. (Compared to the earlier notation, δ = td̂.)

If we were to leave the points x(2), x(3) and x(4) where they are, the four points would
probably not lie in the same plane anymore.

nTx′(1) = nT (x(1) + δ) = nTx(1) + nT δ = b+ nT δ

We see that x′(1) would still lie in the same plane if the direction of the change is
orthogonal to the normal of the plane, nT δ = 0, i.e. the move is done within the plane.
This is however quite unlikely. (If it happens, we are done, and can do the move without
problems.)

Let us assume that nT δ 6= 0, i.e. that the new point is not in the plane.

One way of handling this is to divide the face into two triangular faces, one defined by
x(2), x(3) and x(4) (and lies in the same plane as the previous face), and one defined
by x′(1), x(2) and x(4). The latter face will lie in a new plane, n′Tx = b′, such that
n′Tx′(1) = b′, n′Tx(2) = b′ and n′Tx(4) = b′.

We have n′Tx′(1) = n′T (x(1) + δ) = n′Tx(1) + n′T δ = b′.

Let us calculate the normal of the new plane with the cross product, n′ = (x(2)−x′(1))×
(x(3)−x′(1)) = (x(2)−x(1)−δ)×(x(3)−x(1)−δ) = x(2)×x(3)−x(2)×(x(1)+δ)−(x(1)+δ)×
x(3)+(x(1)+δ)×(x(1)+δ) = x(2)×x(3)−x(2)×x(1)−x(2)×δ−x(1)×x(3)−δ×x(3)+x(1)×
x(1) +x(1)×δ+δ×x(1) +δ×δ = x(2)×x(3)−x(1)×x(3)−x(2)×x(1) +x(1)×x(1)−x(2)×
δ+x(1)×δ−δ×x(3)+δ×x(1)+δ×δ = n−x(2)×δ+x(1)×δ−δ×x(3)+δ×x(1)+δ×δ =
n− (x(2) − x(1))× δ − δ × (x(3) − x(1)) + δ × δ.

So n′ = n− (x(2) − x(1))× δ − δ × (x(3) − x(1)) + δ × δ.

Furthermore b′ = n′Tx(2) (for example).

Another way of handling this problem could possibly be to move two other points
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proportionally. However, that would affect all adjacent faces, which would produce a
serial effect which is hard to handle.

4 Algorithm

Let us now give the total algorithm, including several methods and variations.

Input is the method parameter, m1, the second direction parameter, m2, and the name
of the file containing the obj-data. After removing some method variations that do not
seem to work, we are left with the following methods, denoted by m1 −m2.

6-0 The basic projection method using LP and normal direction.

7-0 Method 6 plus generation of additional points in the direction of a convex combi-
nation of normals of the active faces.

7-1 Method 6 plus generation of additional points in the direction of the artificial
variables.

7-2 Method 6 plus generation of additional points in the direction of the dual solution.

7-3 Method 6 plus generation of additional points in the summed normal direction of
the active face.

7-4 Method 7-3 with addition of adjacent points if less then 3.

9-0 Method 6 plus repeated generation of additional points in the original search
direction.

10-0 Method 9, but with the decomposition method in section 3.2.7.

11-0 Using the equations of the convex hull facets.

11-7 Using the equations of the convex hull facets plus generation of additional points
in the normal direction of the active equation.

Other parameters: p1 = 1: calculate and use convex hull, p2: the number of extreme
points to use in the LP, p3 = 1: calculate preliminary steplength, p4 = 1: use artificial
variables.

ε: tolerance (values less than ε are considered to be zero). w1: weight on projected
point (usually equal to 1), w2: weight on addition to second direction.

Main algorithm:
1. Read the objfile. Yields vertices, faces, normals.

2. If p1 = 1:

1. Get convex hull (from Scipy). Yields extreme points of the hull, equations of
the facets.
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2. If m1 = 11: Remove doubles in the set of equations.

3. Mark extreme points in the convex hull done.

4. Find midpoint and average of all vertices.

5. Make a list of adjacent faces to each vertex and use this to calculate the sum of
all normals at each vertex.

6. Repeat while untreated points remain:

1. Get next untreated point, index i∗, point x̂.

2. Calculate the search direction d̂ as a convex combination of the adjacent normal
and the direction away from the midpoint.

3. Find P : the p2 points with highest values of d̂Tx.

4. If m1 6= 11, find the differences between the points in P and x̂, and, s, their
scalar products with d̂.

5. If m1 = 6− 10: do-one-point1 (see below)

6. If m1 = 11: do-one-point2 (see below).

7. Write resulting obj-data on file.

Procedure do-one-point1:
While not done with current point:

1. If s < 0: The intersection lies behind, give up, done with point.

2. If p3 = 1:

1. Calculate the differences between the points in P .

2. Calculate the outward normal to the plane with the cross product.

3. Calculate the step t2 = v2/v1.

4. If v1 6= 0 and t2 > 0, calculate projected point, x̄ = x̂+ t2d̂.

3. Solve the LP:

1. Construct the constraint matrix, right-hand-sides and objective function.

2. If p4 = 1: Add artificial variables.

3. Solve with cvxopt, using GLPK or Coneopt, or Least squares.

4. This yields the solution λ, a+, a−, t and α (β).

4. If m1 = 7 or 9: If t < ε and p4 = 1: The step is zero, no better can be found,
done with point.

5. If λ < −ε or LP failed to find solution: no move.

6. If m1 = 7, 9 or 10 and
∑
a+i +

∑
a−i > ε: no move.

7. If t < 0: no move

8. If move:
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1. Calculate projected point, x̄ =
∑

k λkx
(k).

2. If moved distance not small, i.e. ‖x̄− x̂‖ > ε:
Do the move: x(i∗) = w1x̄+ (1− w1) ∗ x(i

∗). Form is not convex.

9. If m1 = 6: done with point.

10. If m1 = 7, 9 or 10 and
∑
a+i +

∑
a−i ≤ ε and t > 0: done with point.

11. If m1 = 7 and
∑
a+i +

∑
a−i > ε: doseconddir (see below).

12. If m1 = 9 and
∑
a+i +

∑
a−i > ε:

(a) Find unselected point, k, with maximal value of d̂Tx.

(b) If found: addvar(k) (see below), else: move to the artificial solution.

13. If m1 = 10 and
∑
a+i +

∑
a−i > ε:

(a) Calculate reduced costs, ĉ = d̂− α.
(b) Find unselected point, k, with maximal value of ĉTx.

(c) If found:

i. If ĉk − β > 0: addvar(k) (see below), else: move to the artificial
solution.

(d) else: move to the artificial solution.

Procedure doseconddir:

1. If m2 = 0:

(a) Let K = {k : λk > 0. If |K| < 3: add adjacent nodes to K.

(b) Calculate δk = x(k) − x(1) for all k ∈ K. ?

(c) Calculate d̃ as the cross product of δ1 and δ2

2. If m2 = 1: Calculate d̃ = d̂+ w2(a
+ − a−).

3. If m2 = 2: Calculate d̃ = d̂+ w2α/‖α‖.

4. If m2 = 3: Calculate d̃ as sum of the node normals for all points in P .

5. If m2 = 4:

(a) Let K = {k : λk > 0. If |K| < 3: add adjacent nodes to K.

(b) Calculate d̃ as sum of the node normals for all points in K.

6. Calculate projected point, x̄ =
∑

k λkx
(k).

7. If moved distance not small, i.e. ‖x̄− x̂‖ > ε:
Do the move: x(i∗) = w1x̄+ (1− w1) ∗ x(i

∗). Form is not convex.

8. Calculate lower bound, z = d̃T x̄.

9. Find unselected point, k, with maximal value of d̃Tx, and let z̄ = d̃Tx(k).
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10. If z̄ = z or k ∈ P : Do the move: x(i∗) = w1x̄+(1−w1)∗x(i
∗). Form is not convex.

Done with point.

11. else: Add k to P , update s.

Procedure addvar(i):

1. Add i to P .

2. Update s etc.

Procedure do-one-point2: While not done with point:

1. Check all equations:

i Calculate v1, if v1 6= 0, calculate v2.

ii If |v2| < ε: the ray lies in the plane: Set t = 0.

iii else: Calculate t2 = v2/v1. If t2 > 0: t2 is a candidate for tmin.

2. If tmin > ε:

(a) Calculate projected point, x̄ = x̂+ tmind̂.

(b) Do the move: x(i∗) = w1x̄+ (1− w1) ∗ x(i
∗).

3. If m2 = 7:

(a) Set d̃ equal to the normal of the active equation.

(b) Check all equations with d̃:

i Calculate v1, if v1 6= 0, calculate v2.
ii If |v2| < ε: the ray lies in the plane: Set t = 0.
iii else: Calculate t2 = v2/v1. If t2 > 0: t2 is a candidate for tmin.

(c) If tmin > ε:

i. Calculate projected point, x̄ = x̂+ tmind̃.
ii. Do the move: x(i∗) = w1x̄+ (1− w1) ∗ x(i

∗).

5 Analysis of errors

It is hard to verify the results of the methods. Let us discuss how different errors may
influence the final result.

5.1 Bad directions

If the goal is simply to put a point at the convex hull, no direction is completely wrong.
Any direction eventually hits the convex hull somewhere.
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However, if the original object has faces, we in principle keep the faces, i.e. we don’t
change which set of points that defines a face. We only move the points. A goal is that
the faces after this would produce a convex form. However, this is not certain.

The most obvious error in this respect is shown in figure 21. Here we have used directions
pointing outwards from the middle of the object for example tfig02, the torus. All points
lying on the inside of the torus are then moved outwards, which is wrong. The final
result is like a bicycle tire, without an inner tube, and is not convex at all.

It is actually very hard to guarantee that nonconvexities do not appear. An attempt
to improve this is to use a combination of the normals to the active faces as direction.
However, that may also fail.

An interesting case is tfig20, shown in figure 18. This instance is simply two cubes
beside each other. They are diagonally placed as seen from above, but on the same
height. Extreme points are the corners of the cubes. The convex hull is defined by 6
of the extreme points of each cube, which leaves only 2 extreme points on each cube,
those that are closest to each other.

These points could be moved horizontally, into the other cube. However, they actually
already lie on the convex hull, namely on the top and bottom plane. So if the directions
for the top points are pointing upwards to any extent, these points cannot be moved.
Similarly, if the directions for the bottom points are pointing downwards to any extent,
these points cannot be moved.

The effect of this is that no point is moved, and the nonconvex form, actually even not
connected, is unchanged.

Even if we were to move the points horizontally, a convex form is very unlikely to appear.
To get a convex form here, the faces would need to be redefined. This is however outside
the scope of this paper.

5.2 Not enough points in the LP

If the LP-problem is not constructed with a sufficiently large set of points, the ray
used might not hit the feasible set in the LP. In order not to simply get an infeasible
LP-problem, giving us no information at all, we introduced artificial variables.

Then we may get a solution with positive values of the artificial variables. This may
be interpreted as a change of the used direction, or, more directly, as a change in the
iteration point. One possible course of action is then to take the step anyway.

That might not be wrong per se, but often has the effect of moving the iteration point
to one of the extreme points of the feasible set of the LP. Then we get two points in
exactly the same position, which might not be desired. It also in effect allows other
directions than what we may wish.

A better course of action is to include more points in the LP, in a straightforward way
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as in method 9-0, or in a possibly smarter way, as in method 10-0.

A question is if we have the patience to keep on doing this until all points are included.
Stopping too early yields the same undesired effects as mention above, but to a smaller
degree.

Another variation used is to require λk ≥ ε instead of λk ≥ 0. This prohibits the
projected point ending up exactly at an existing extreme point of the LP-problem.

6 Higher dimensions

Can this method be generalized to higher dimensions than three? The short answer is:
Yes.

Obviously one must expect the amount of work to increase in higher dimensions, but
there is nothing in the algorithm that is inherently three-dimensional and impossible to
generalize to higher dimensions. In a few places, the number 3 must be replaced by the
dimension.

In general, we believe that it can be conceptually much harder to go from two dimensions
to three, than from three up.

However, we have no test problems in higher dimensions, and have not done any tests.
A practical difficulty is that the format used for the indata, see section 7.1, is restricted
to three dimensions.

7 Computational details

7.1 Obj format

We used test instances given in files of the obj-format (Wavefront). The format is
as follows. We use only the following types of data. In this list, the keyword (in
parentheses) follows the data type.

• geometric vertices (v)
• vertex normals (vn)
• faces (f)

The vertex data is represented by four vertex lists; one for each type of vertex coor-
dinate. A right-hand coordinate system is used to specify the coordinate locations.
v -5.000000 5.000000 0.000000
v -5.000000 -3.000000 2.000000

Syntax: v x y z

Specifies a geometric vertex and its x y z coordinates. x y z are the x, y, and z coordinates
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for the vertex. These are floating point numbers that define the position of the vertex
in three dimensions.

Syntax: vn i j k

Specifies a normal vector with components i, j, and k. Vertex normals affect the smooth-
shading and rendering of geometry. i j k are the i, j, and k coordinates for the vertex
normal. They are floating point numbers.

For all elements, reference numbers are used to identify geometric vertices and vertex
normals. Each of these types of vertices is numbered separately, starting with 1. The
numbering continues sequentially throughout the entire file.

Faces may have a triplet of numbers that reference vertex data. These numbers are the
reference numbers for a geometric vertex, a texture vertex, and a vertex normal.

Each triplet of numbers specifies a geometric vertex, texture vertex, and vertex normal.
The reference numbers must be in order and must be separated by slashes (/). The
first reference number is the geometric vertex. The second reference number is the
texture vertex. The third reference number is the vertex normal. There is no space
between numbers and the slashes. There may be more than one series of geometric
vertex/texture vertex/vertex normal numbers on a line.

Syntax: f v1/vt1/vn1 v2/vt2/vn2 v3/vt3/vn3 . . .

Specifies a face element and its vertex reference number. You can optionally include
the texture vertex and vertex normal reference numbers.

The reference numbers for the vertices, texture vertices, and vertex normals must be
separated by slashes (/). There is no space between the number and the slash.

v is the reference number for a vertex in the face element. A minimum of three vertices
are required.

vt is the optional reference number for a texture vertex in the face element. It always
follows the first slash.

vn is the optional reference number for a vertex normal in the face element. It must
always follow the second slash.

Face elements use surface normals to indicate their orientation. If vertices are ordered
counterclockwise around the face, both the face and the normal will point toward the
viewer. If the vertex ordering is clockwise, both will point away from the viewer. If
vertex normals are assigned, they should point in the general direction of the surface
normal, otherwise unpredictable results may occur.

Example: A cube that measures two units on each side. Each vertex is shared by three
different faces.

v 0.000000 2.000000 2.000000
v 0.000000 0.000000 2.000000
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v 2.000000 0.000000 2.000000
v 2.000000 2.000000 2.000000
v 0.000000 2.000000 0.000000
v 0.000000 0.000000 0.000000
v 2.000000 0.000000 0.000000
v 2.000000 2.000000 0.000000
f 1 2 3 4
f 8 7 6 5
f 4 3 7 8
f 5 1 4 8
f 5 6 2 1
f 2 6 7 3

7.2 Implementation

The implementation has been done in Python, using Numpy and Scipy (providing the
code ConvexHull, Barber et al. (1996)). The tests were run on an Acer Aspire X3
X3995 3.4GHz, running Linux, Fedora Core 22. The machine has four CPUs, but only
one was used in the test runs. For working with 3D-objects, we used the very capable
program Blender and for simpler visualization GLC_Player.

8 Computational tests and evaluation

8.1 Problem set 1

We used test instances in the form of objects created in Blender. In order to avoid
the difficulties discussed in section 3.4, the faces were triangulated, i.e. all faces are
triangles.

In table 1, we give for each instance the number of points in the set, nV , the number of
extreme points in the convex hull, nC , and the number of faces, nF .

In figures 14 - 18, we show of some of the objects,

In tables 2 - 5, we give, for each instance and method, the number of points that were
moved by the method, nM , the total distance the points were moved by the method,
nM , and the time used by the method.

In table 2, we find that method 7-0 moves points less than the other two, which may
indicate that it is worse, i.e. that it doesn’t move points sufficiently. However, if the
directions are different, all moves might not be beneficial. The results of methods 6-0
and 7-1 are quite similar.

In table 3 we see that methods 7-2, 7-3 and 7-4 give very similar results. There are
some very small differences between 7-2 and the other two, but in general the second
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Prob nV nC nF

tfig00 26 14 48
tfig01b 26 8 48
tfig01 26 8 48
tfig02 576 336 1152
tfig03 26 11 48
tfig04 26 11 48
tfig05 26 10 48
tfig06 98 21 192
tfig07 98 28 192
tfig09 482 414 960
tfig11 114 99 224
tfig12 114 93 224
tfig13 34 12 64
tfig14 13 8 22
tfig20 16 14 24
tfig21 16 14 24
tfig22 32 22 48
tfig23 32 22 48
tnormcube1 26 8 48
tnormcube2 26 8 48
tnormcube3 23 8 30
tnormcube4 22 8 24
tnormcube5 21 8 18
vext01 9 8 14
vext02 14 10 24

Table 1: First set of test problems.

Figure 14: tfig02, 576 vertices, 1152 faces.
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Figure 15: tfig06, 98 vertices, 192 faces.

Figure 16: tfig09, 482 vertices, 960 faces.
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Figure 17: tfig13, 34 vertices, 64 faces.

Figure 18: tfig20, 16 vertices, 24 faces.
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Method 6-0 Method 7-0 Method 7-1
Prob nM dM Time nM dM Time nM dM Time
tfig00 5 2.050 0.422 3 0.394 0.045 5 2.050 0.039
tfig01b 6 1.500 0.117 6 1.500 0.047 6 1.500 0.047
tfig01 1 0.250 0.052 1 0.250 0.044 1 0.250 0.060
tfig02 144 282.645 2.718 144 145.135 3.337 144 282.645 2.917
tfig03 2 0.518 0.044 2 0.518 0.046 3 0.593 0.045
tfig04 5 1.542 0.068 5 1.542 0.044 6 1.617 0.048
tfig05 10 2.862 0.088 10 2.887 0.055 11 2.937 0.065
tfig06 69 55.967 0.272 67 31.636 0.387 70 55.372 0.309
tfig07 53 65.988 0.242 52 33.411 0.376 55 67.683 0.287
tfig09 62 86.332 0.911 62 71.475 1.419 62 86.332 1.078
tfig11 15 16.643 0.159 9 8.443 0.145 15 16.643 0.108
tfig12 21 23.634 0.117 21 19.743 0.209 21 23.634 0.142
tfig13 9 12.510 0.119 9 12.510 0.072 9 12.486 0.075
tfig14 1 0.500 0.019 1 0.500 0.016 1 0.500 0.016
tfig20 2 5.114 0.021 2 5.114 0.020 2 5.114 0.010
tfig21 2 5.114 0.019 2 5.114 0.011 2 5.114 0.011
tfig22 10 46.217 0.046 9 24.032 0.059 10 46.217 0.048
tfig23 10 47.174 0.036 8 23.931 0.059 10 47.174 0.046
tnormcube1 1 0.250 0.068 1 0.250 0.047 1 0.250 0.047
tnormcube2 6 1.500 0.050 6 1.500 0.047 6 1.500 0.048
tnormcube3 3 0.750 0.080 3 0.750 0.040 3 0.750 0.041
tnormcube4 2 0.500 0.092 2 0.500 0.039 2 0.500 0.038
tnormcube5 1 0.250 0.073 1 0.250 0.036 1 0.250 0.032
vext01 1 0.616 0.028 1 0.616 0.006 1 0.616 0.005
vext02 3 1.165 0.017 3 1.165 0.018 4 1.240 0.019

Table 2: First run, methods 6-0, 7-0, 7-1.
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Method 7-2 Method 7-3 Method 7-4
Prob nM dM Time nM dM Time nM dM Time
tfig00 5 2.050 0.038 5 2.050 0.042 5 2.050 0.039
tfig01b 6 1.500 0.055 6 1.500 0.050 6 1.500 0.051
tfig01 1 0.250 0.044 1 0.250 0.045 1 0.250 0.045
tfig02 144 282.645 2.942 144 282.645 2.965 144 282.645 2.962
tfig03 3 0.593 0.042 3 0.593 0.043 3 0.593 0.046
tfig04 6 1.617 0.046 6 1.617 0.046 6 1.617 0.046
tfig05 11 2.937 0.059 11 2.937 0.053 11 2.937 0.056
tfig06 70 55.985 0.306 70 55.993 0.312 70 55.993 0.311
tfig07 55 68.312 0.329 55 68.318 0.293 55 68.318 0.300
tfig09 62 86.332 1.083 62 86.321 1.094 62 86.321 1.093
tfig11 15 16.643 0.110 15 16.110 0.118 15 16.110 0.117
tfig12 21 23.634 0.149 21 23.136 0.150 21 23.136 0.161
tfig13 9 12.510 0.068 9 12.510 0.070 9 12.510 0.073
tfig14 1 0.500 0.016 1 0.500 0.014 1 0.500 0.014
tfig20 2 5.114 0.012 2 5.114 0.010 2 5.114 0.011
tfig21 2 5.114 0.010 2 5.114 0.010 2 5.114 0.011
tfig22 10 46.217 0.048 10 46.217 0.045 10 46.217 0.048
tfig23 10 47.174 0.044 10 47.174 0.045 10 47.174 0.048
tnormcube1 1 0.250 0.044 1 0.250 0.044 1 0.250 0.046
tnormcube2 6 1.500 0.046 6 1.500 0.047 6 1.500 0.048
tnormcube3 3 0.750 0.038 3 0.750 0.039 3 0.750 0.039
tnormcube4 2 0.500 0.038 2 0.500 0.034 2 0.500 0.035
tnormcube5 1 0.250 0.037 1 0.250 0.036 1 0.250 0.032
vext01 1 0.616 0.005 1 0.616 0.005 1 0.616 0.005
vext02 4 1.240 0.018 4 1.240 0.018 4 1.240 0.022

Table 3: First run, methods 7-2, 7-3, 7-4.
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Method 9-0 Method 10-0
Prob nM dM Time nM dM Time
tfig00 2 0.010 0.066 20 1.156 0.073
tfig01b 6 1.500 0.060 42 5.573 0.165
tfig01 1 0.250 0.051 27 1.790 0.109
tfig02 144 114.933 1160.493 3382 747.382 46.363
tfig03 1 0.437 0.050 25 2.637 0.083
tfig04 3 1.385 0.055 31 5.509 0.086
tfig05 6 2.526 0.071 39 9.473 0.146
tfig06 56 14.944 0.727 253 59.166 0.737
tfig07 52 14.299 0.857 278 64.951 0.856
tfig09 52 23.061 696.205 586 268.000 7.845
tfig11 10 3.240 1.821 75 23.936 0.449
tfig12 13 4.850 2.824 117 40.703 0.675
tfig13 9 9.378 0.114 56 33.143 0.175
tfig14 1 0.500 0.017 11 2.215 0.030
tfig20 0 0.000 0.031 4 0.101 0.029
tfig21 0 0.000 0.029 4 0.101 0.024
tfig22 8 11.891 0.206 44 54.337 0.191
tfig23 8 13.540 0.203 45 65.857 0.183
tnormcube1 1 0.250 0.051 27 1.790 0.124
tnormcube2 6 1.500 0.055 42 5.573 0.134
tnormcube3 3 0.750 0.045 33 3.359 0.080
tnormcube4 2 0.500 0.044 30 2.572 0.096
tnormcube5 1 0.250 0.044 27 1.803 0.092
vext01 1 0.616 0.005 3 1.848 0.017
vext02 2 1.084 0.028 11 4.025 0.034

Table 4: First run, methods 9 and 10.

direction phase doesn’t give much.

In table 4 give the results of the methods 9-0 and 10-0. For method 10-0, the same
point can be moved several times, which is counted as several moves, so these number
are much higher than the other methods. For the more difficult problems, 10-0 is faster
than 9-0. A study of the resulting forms reveals that the 7-methods move some points
in strange directions, which makes the total moved distances longer without improving
the result. For method 10-0, the final results shows less unnecessary moves.

In table 5, we see that methods 11-0 and 11-7 give identical results when it comes to
the total distance the points are moved. The time is slightly shorter for 11-0 than for
11-7. The amount of moves are similar to method 9-0, and less than the 7-methods.

In table 6, we give all running times in one table, to enable comparisons. We see that
method 11-0 is fastest in 20 cases, while method 6-0 is fastest in 3 cases, and method 7-1
and 11-7 are fastest in one case each. However, many instances are very easy, and the
solution times are very short, often less than 0.1 second, so many of the time differences
are very small. For the hardest instances, method 6-0 is fastest.
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Method 11-0 Method 11-7
Prob nM dM Time nM dM Time
tfig00 2 0.060 0.021 2 0.060 0.024
tfig01b 6 1.500 0.027 6 1.500 0.030
tfig01 1 0.250 0.022 1 0.250 0.029
tfig02 240 123.238 4.739 240 123.238 5.250
tfig03 1 0.437 0.021 1 0.437 0.024
tfig04 3 1.385 0.023 3 1.385 0.030
tfig05 6 2.526 0.024 6 2.526 0.031
tfig06 59 16.259 0.170 59 16.259 0.188
tfig07 59 16.259 0.172 59 16.259 0.195
tfig09 67 28.026 4.015 67 28.026 4.192
tfig11 15 3.949 0.252 15 3.949 0.262
tfig12 21 6.972 0.250 21 6.972 0.263
tfig13 9 9.914 0.037 9 9.914 0.041
tfig14 1 0.500 0.008 1 0.500 0.009
tfig20 2 0.012 0.007 2 0.012 0.009
tfig21 2 0.012 0.009 2 0.012 0.008
tfig22 10 14.361 0.032 10 14.361 0.033
tfig23 10 16.103 0.032 10 16.103 0.035
tnormcube1 1 0.250 0.023 1 0.250 0.027
tnormcube2 6 1.500 0.024 6 1.500 0.032
tnormcube3 3 0.750 0.020 3 0.750 0.026
tnormcube4 2 0.500 0.017 2 0.500 0.022
tnormcube5 1 0.250 0.018 1 0.250 0.021
vext01 1 0.616 0.003 1 0.616 0.004
vext02 2 1.084 0.008 2 1.084 0.010

Table 5: First run, methods 11-0, 11-7.
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Prob 6-0 7-0 7-1 7-2 7-3 7-4 9-0 10-0 11-0 11-7
tfig00 0.422 0.045 0.039 0.038 0.042 0.039 0.066 0.073 0.021 0.024
tfig01b 0.117 0.047 0.047 0.055 0.050 0.051 0.060 0.165 0.027 0.030
tfig01 0.052 0.044 0.060 0.044 0.045 0.045 0.051 0.109 0.022 0.029
tfig02 2.718 3.337 2.917 2.942 2.965 2.962 1160.493 46.363 4.739 5.250
tfig03 0.044 0.046 0.045 0.042 0.043 0.046 0.050 0.083 0.021 0.024
tfig04 0.068 0.044 0.048 0.046 0.046 0.046 0.055 0.086 0.023 0.030
tfig05 0.088 0.055 0.065 0.059 0.053 0.056 0.071 0.146 0.024 0.031
tfig06 0.272 0.387 0.309 0.306 0.312 0.311 0.727 0.737 0.170 0.188
tfig07 0.242 0.376 0.287 0.329 0.293 0.300 0.857 0.856 0.172 0.195
tfig09 0.911 1.419 1.078 1.083 1.094 1.093 696.205 7.845 4.015 4.192
tfig11 0.159 0.145 0.108 0.110 0.118 0.117 1.821 0.449 0.252 0.262
tfig12 0.117 0.209 0.142 0.149 0.150 0.161 2.824 0.675 0.250 0.263
tfig13 0.119 0.072 0.075 0.068 0.070 0.073 0.114 0.175 0.037 0.041
tfig14 0.019 0.016 0.016 0.016 0.014 0.014 0.017 0.030 0.008 0.009
tfig20 0.021 0.020 0.010 0.012 0.010 0.011 0.031 0.029 0.007 0.009
tfig21 0.019 0.011 0.011 0.010 0.010 0.011 0.029 0.024 0.009 0.008
tfig22 0.046 0.059 0.048 0.048 0.045 0.048 0.206 0.191 0.032 0.033
tfig23 0.036 0.059 0.046 0.044 0.045 0.048 0.203 0.183 0.032 0.035
tnormcube1 0.068 0.047 0.047 0.044 0.044 0.046 0.051 0.124 0.023 0.027
tnormcube2 0.050 0.047 0.048 0.046 0.047 0.048 0.055 0.134 0.024 0.032
tnormcube3 0.080 0.040 0.041 0.038 0.039 0.039 0.045 0.080 0.020 0.026
tnormcube4 0.092 0.039 0.038 0.038 0.034 0.035 0.044 0.096 0.017 0.022
tnormcube5 0.073 0.036 0.032 0.037 0.036 0.032 0.044 0.092 0.018 0.021
vext01 0.028 0.006 0.005 0.005 0.005 0.005 0.005 0.017 0.003 0.004
vext02 0.017 0.018 0.019 0.018 0.018 0.022 0.028 0.034 0.008 0.010
convex 0.030 0.029 0.031 0.030 0.031 0.026 0.036 0.073 4.144 4.170

Table 6: Comparison of running times.
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Figure 19: tfig02, results of methods 6-0 and 10-0.

Also very significant is that method 9-0 may take a very long time, see problems tfig02
and tfig09. For these cases, method 10-0 is quicker, but still rather slow.

The solution time is not the only interesting aspect. The final result is also something to
consider. Unfortunately it is a bit difficult to measure this. We have used two ways. The
first is ocular inspection with the help of a program that displays 3D-forms. Turning
the object around, we try to see if it is convex or not.

Using wire frame mode, we can also see, to some extent, how vertices are moved. This
reveals that some methods move points in undesired directions, which makes the moved
distance longer.

The other way of measuring is to run the code on the resulting object. If the object is
convex, the code will report this. Otherwise it would improve the form. Before doing
this, we want to know which of the methods that was fastest on a convex form, i.e.
when no points were moved.

Running the methods on a convex sphere with 482 vertices (all of them in the convex
hull) and 512 faces, we got the results in the last row in table 6, under the name “convex”.
Here we see that methods 11-0 and 11-7 cannot take advantage of the convexity. Instead
method 7-4 is fastest.

We will later report the results of the convexity tests. One interesting idea related to
this is to use two different methods after each other. Then the second method can
compensate for the weaknesses of the first method.

Some results are shown in figures 19 - 23. Unfortunately it is hard to see the differences
when one cannot turn the form around, as we have done. In figures 19 and 20 we see
that the results of tfig02 seem to be fairly convex. There is however a difference in how
the points are moved.

In figure 21, we show the result for tfig02 with wrong directions, namely from the middle
outwards.

In figures 22 and 23 we show the results of tfig09. We see that the 6-and 7-methods
seem to move points across the flat surface unnecessarily much, which is not the case
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Figure 20: tfig02, results of methods 7-4 and 11-0.

Figure 21: tfig02 result with directions from middle.

Figure 22: tfig09, results from methods 6-0 and 7-4.
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Figure 23: tfig09, results from methods 10-0 and 11-0.

Figure 24: tfig09, result of method 10-0 followed by 11-0.

for methods 9-0 and 10-0. The resulting forms look rather convex.

We have also considered using several methods after each other. In figure 24 we see
that using two methods after each other seems to give very good convexity.

8.2 Problem set 2

We have also used a second set of test problems. They are different versions of dented
spheres, all with 482 vertices and 960 faces. The number of extreme points in the convex
hull is between 162 and 369. These instances are chosen to be somewhat larger but not
“very nonconvex”, for example in a form similar to an apple. In table 7, we give the
computational results for these instances.

In table 8, we give all running times for the second set of test problems in one table.
We see that method 6-0 is fastest in all cases. Again, the most significant result is that
method 9-0 is very slow, and that 10-0 is also slow, but faster. Here methods 11-0 and
11-7 are a bit slower than the 6/7-methods. The reason for this, we believe is that the
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Method 6-0 Method 7-0 Method 7-1
Prob nM dM Time nM dM Time nM dM Time
tfig30 286 40.780 2.316 250 30.647 2.862 286 40.780 2.500
tfig31 276 39.652 2.301 229 29.149 2.829 276 39.369 2.546
tfig32 158 10.051 1.947 127 4.784 2.223 158 10.051 2.125
tfig33 166 32.232 2.097 120 17.235 2.512 166 32.232 2.336
tfig34 237 174.852 2.237 213 98.134 3.211 237 173.489 2.650
tfig35 170 154.595 1.983 108 54.649 2.801 170 154.595 2.386
tfig36 89 39.739 1.406 44 12.455 1.811 89 39.739 1.634
tfig37 208 47.133 2.164 159 25.780 2.704 208 47.133 2.517

Method 7-2 Method 7-3 Method 7-4
Prob nM dM Time nM dM Time nM dM Time
tfig30 285 40.433 2.809 286 40.588 2.536 286 40.588 2.571
tfig31 276 39.685 2.552 276 39.529 2.556 276 39.529 2.537
tfig32 158 10.051 2.104 158 10.019 2.107 158 10.019 2.128
tfig33 166 32.244 2.330 165 31.630 2.438 165 31.630 2.419
tfig34 237 174.852 2.647 237 174.697 2.687 237 174.697 2.686
tfig35 170 154.595 2.380 170 154.594 2.410 170 154.594 2.412
tfig36 89 39.747 1.669 88 38.795 1.668 88 38.795 1.667
tfig37 208 47.138 2.475 208 46.416 2.508 208 46.416 2.516

Method 9-0 Method 10-0
Prob nM dM Time nM dM Time
tfig30 259 13.825 10.075 1169 66.891 7.151
tfig31 248 11.976 13.865 1170 66.727 7.393
tfig32 146 1.596 3.388 602 5.910 6.358
tfig33 143 3.182 15.263 941 22.615 9.469
tfig34 187 16.005 75.393 1560 153.796 12.917
tfig35 137 8.796 110.174 1515 93.179 15.886
tfig36 59 1.223 26.775 693 13.465 10.241
tfig37 169 4.194 30.169 946 26.789 8.671

Method 11-0 Method 11-7
Prob nM dM Time nM dM Time
tfig30 320 17.556 2.621 320 17.556 2.960
tfig31 320 16.942 2.687 320 16.942 2.935
tfig32 188 2.524 3.552 188 2.524 3.835
tfig33 218 5.607 3.352 218 5.607 3.714
tfig34 258 23.284 3.142 258 23.284 3.393
tfig35 195 12.553 3.578 195 12.553 3.811
tfig36 113 2.412 3.827 113 2.412 4.131
tfig37 248 7.350 3.448 248 7.350 3.447

Table 7: Second run.
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Prob 6-0 7-0 7-1 7-2 7-3 7-4 9-0 10-0 11-0 11-7
tfig30 2.316 2.862 2.500 2.809 2.536 2.571 10.075 7.151 2.621 2.960
tfig31 2.301 2.829 2.546 2.552 2.556 2.537 13.865 7.393 2.687 2.935
tfig32 1.947 2.223 2.125 2.104 2.107 2.128 3.388 6.358 3.552 3.835
tfig33 2.097 2.512 2.336 2.330 2.438 2.419 15.263 9.469 3.352 3.714
tfig34 2.237 3.211 2.650 2.647 2.687 2.686 75.393 12.917 3.142 3.393
tfig35 1.983 2.801 2.386 2.380 2.410 2.412 110.174 15.886 3.578 3.811
tfig36 1.406 1.811 1.634 1.669 1.668 1.667 26.775 10.241 3.827 4.131
tfig37 2.164 2.704 2.517 2.475 2.508 2.516 30.169 8.671 3.448 3.447

Table 8: Comparison of running times.

Figure 25: tfig34, original form and the result of method 6-0.

11-methods have no advantage of not having to move points. If the original object is
almost convex, most of the points will not be moved.

Apart from that, much of the conclusions from the first problem set seem to hold for
the second set too.

In figures 25 - 27, we show some resulting forms for tfig34. Again we note that methods
6-0 and 7-4 push some points around too much in the flat part of the convex hull.

8.3 Comparison of results

We have calculated the sum of the differences between the corresponding points in the
final result of the different methods. The value zero means that the results are identical.
We have then summed up this over all problems, as a measure of how different results
the methods give, so now the value zero indicates that the methods give the same result
in all cases.

We find that methods 6-0 and 7-2 give the same results, as do methods 7-3 and 7-4,
and methods 11-0 and 11-7. We also find that methods 6-0, 7-1, 7-2, 7-3 and 7-4 give
very similar results, as these values are rather small. The same applies to methods 9-0,
10-0, 11-0 and 11-7.
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Figure 26: tfig34, the results of methods 7-4 and 9-0.

Figure 27: tfig34, the results of methods 10-0 and 11-0.
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Problem data Method 6-0 Method 7-4
Prob nV nC nF nM dM Time nM dM Time
monkey 507 66 968 388 356.970 2.261 386 355.795 2.570
rand1 642 42 1280 595 875.056 2.341 575 775.542 4.495
rand2 642 40 1280 599 1360.162 2.289 581 1205.789 4.189

Method 9-0 Method 10-0 Method 11-0
Prob nM dM Time nM dM Time nM dM Time
monkey 310 64.363 27.696 2215 411.710 10.686 441 94.009 1.828
rand1 567 608.672 11.638 2711 2797.187 9.206 600 670.783 1.883
rand2 580 1047.871 9.741 2648 4590.668 8.261 602 1116.240 1.880

Table 9: Third run.

On the other hand, method 7-0 gives different solutions from all other methods. Apart
from that, we see two groups, one with methods 6-0, 7-1, 7-2, 7-3 and 7-4, and the other
with methods 9-0, 10-0, 11-0 and 11-7, and there is a rather big difference between the
two groups.

Note however that these numbers do not say anything about the quality of the solutions.
They only show how similar the results are. Due to the similarities mentioned above,
we disregard methods 7-3 and 11-7 from now on.

When it comes to the quality of the solutions, we have used visual comparison. If we
import all results for a certain problem into Blender, keeping them at exactly the same
position, we can compare two forms at a time. Toggling the visuality of a form, reveals
the differences to the other form.

Doing this for a couple of test problems, namely tfig02, tfig06, tfig34, tfig36 and tfig37,
we found the following. Method 11-0 seems to give the “most convex” result. Method 6-0
(together with 7-1, 7-2 and 7-4) also give rather good results concerning convexity, but
seems to move some points in an unexpected (and undesired) way. These movements are
rather long, with influences the previous tables, where the total movement is presented.
This means that large movements do not necessarily mean that the solution is good.

Method 9-0 also give “fairly convex” results, but without the unnecessary movements of
method 6-0. Method 10-0 gives similar results, sometimes slightly better, but usually
faster. Method 7-0 in general gives worse results than 6-0.

8.4 Problem set 3

We have also used a third set of test problems, consisting of three problems: monkey,
which is the standard monkey in Blender, but with triangulated faces. rand1, which is
an ico-sphere with heavy randomization applied to the vertices, which makes the form
quite random. This is used as an example with random points. rand2, which is rand1
with even more randomization.

In table 9, we give the computational results for these instances.
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Here we find that method 11-0 is fastest, while method 9-0 is slowest. Visual inspection
also shows that method 11-0 seems to give the best results.

This shows that the type of original forms affect the conclusions. For random forms,
method 11-0 seems to be best. However, probably such forms are not the most inter-
esting in the applications we have in mind.

8.5 Convexity by application of a second method

Let us now return to the question of convexity of the final results. As mentioned earlier,
one way of testing this is to run the code on the results. We have done the following.

In table 10, we give the results of running 11-0 on the results of the other methods in set
1. For each problem we give the two methods used with the number of points moved,
nM , and the total distance the points are moved, dM . Here nM = 0 means that the
method found the form to be convex.

There are some weaknesses with this way of measuring. First of all, even though a
convex form will give the correct result, a nonconvex form may also seem to be convex,
due to imperfections in the final method used. If the method fails to move any point, it
draws the conclusion that the form is convex. On the other hand, if only one or a few
point are moved slightly, the answer will be no. Therefore, if dM is very small, we say
that the form is close to be convex, even if nM is not zero.

The 6-, 7-, 9- and 10-methods have in this context a negative property, namely that
they try to find alternative directions to move the points in. This may mean that a
point that doesn’t need to be moved is moved any way. Therefore some points may be
moved, even if the original form was convex.

As method 11-0 does not try alternate directions, it may be considered as a better judge
of convexity. However, all methods are affected by what directions are originally chosen.

Trying to sum up the instances that were judged to be convex, i.e. where nM = 0 or
dM ≤ 0.001, we get the following results. According to method 11-0, methods 6-0, 7-0
and 7-4 give convex results for 14 of the 25 instances, while method 9-0 do that for
13 instances, and 10-0 only for one. According to itself, the method 11-0 gives convex
results for all 25 instances (which is not surprising).

In table 11 we give the results of the same type of runs for problem set 2. For this set
of problems, very few results satisfy our conditions for convexity. It seems to always be
possible to move points a bit more. However, in most cases the number of points moved
is rather large, while to total distance is rather small, which means that each point is
probably move only a very short distance. This could be the effect of rounding or other
imperfections in the solution process. It can be seen as a final polishing of the form.

Visual investigation show that most forms are “rather convex”. We must however accept
that we have no certain way of checking the convexity of an object.

47



Prob Methods nM dM Methods nM dM Methods nM dM

tfig00 6-0 11-0 4 0.066 7-0 11-0 3 0.058 7-4 11-0 4 0.066
tfig00 9-0 11-0 2 0.049 10-0 11-0 9 0.645 11-0 11-0 0 0.000
tfig01 6-0 11-0 0 0.000 7-0 11-0 0 0.000 7-4 11-0 0 0.000
tfig01 9-0 11-0 0 0.000 10-0 11-0 8 0.255 11-0 11-0 0 0.000
tfig01b 6-0 11-0 0 0.000 7-0 11-0 0 0.000 7-4 11-0 0 0.000
tfig01b 9-0 11-0 0 0.000 10-0 11-0 12 0.337 11-0 11-0 0 0.000
tfig02 6-0 11-0 240 4.383 7-0 11-0 240 8.662 7-4 11-0 240 4.383
tfig02 9-0 11-0 240 8.305 10-0 11-0 240 1.648 11-0 11-0 0 0.000
tfig03 6-0 11-0 0 0.000 7-0 11-0 0 0.000 7-4 11-0 0 0.000
tfig03 9-0 11-0 0 0.000 10-0 11-0 10 0.466 11-0 11-0 0 0.000
tfig04 6-0 11-0 0 0.000 7-0 11-0 0 0.000 7-4 11-0 0 0.000
tfig04 9-0 11-0 0 0.000 10-0 11-0 9 0.359 11-0 11-0 0 0.000
tfig05 6-0 11-0 0 0.000 7-0 11-0 0 0.000 7-4 11-0 0 0.000
tfig05 9-0 11-0 0 0.000 10-0 11-0 9 0.464 11-0 11-0 0 0.000
tfig06 6-0 11-0 46 1.127 7-0 11-0 49 2.179 7-4 11-0 46 1.130
tfig06 9-0 11-0 45 1.315 10-0 11-0 59 1.247 11-0 11-0 0 0.000
tfig07 6-0 11-0 36 1.434 7-0 11-0 42 2.702 7-4 11-0 36 1.437
tfig07 9-0 11-0 49 2.438 10-0 11-0 50 0.790 11-0 11-0 0 0.000
tfig09 6-0 11-0 63 0.138 7-0 11-0 67 1.880 7-4 11-0 63 0.138
tfig09 9-0 11-0 67 5.052 10-0 11-0 67 0.771 11-0 11-0 0 0.000
tfig11 6-0 11-0 12 0.063 7-0 11-0 15 0.579 7-4 11-0 12 0.064
tfig11 9-0 11-0 15 0.709 10-0 11-0 15 0.213 11-0 11-0 0 0.000
tfig12 6-0 11-0 16 0.035 7-0 11-0 21 0.991 7-4 11-0 16 0.037
tfig12 9-0 11-0 21 2.121 10-0 11-0 21 0.439 11-0 11-0 0 0.000
tfig13 6-0 11-0 0 0.000 7-0 11-0 0 0.000 7-4 11-0 0 0.000
tfig13 9-0 11-0 7 0.536 10-0 11-0 9 0.488 11-0 11-0 0 0.000
tfig14 6-0 11-0 0 0.000 7-0 11-0 0 0.000 7-4 11-0 0 0.000
tfig14 9-0 11-0 0 0.000 10-0 11-0 4 0.182 11-0 11-0 0 0.000
tfig20 6-0 11-0 2 0.195 7-0 11-0 2 0.195 7-4 11-0 2 0.195
tfig20 9-0 11-0 2 0.012 10-0 11-0 2 0.106 11-0 11-0 0 0.000
tfig21 6-0 11-0 2 0.195 7-0 11-0 2 0.195 7-4 11-0 2 0.195
tfig21 9-0 11-0 2 0.012 10-0 11-0 2 0.106 11-0 11-0 0 0.000
tfig22 6-0 11-0 8 1.118 7-0 11-0 10 2.077 7-4 11-0 8 1.118
tfig22 9-0 11-0 10 2.470 10-0 11-0 10 1.304 11-0 11-0 0 0.000
tfig23 6-0 11-0 7 0.579 7-0 11-0 10 2.926 7-4 11-0 7 0.579
tfig23 9-0 11-0 10 2.562 10-0 11-0 10 1.323 11-0 11-0 0 0.000
tnormcube1 6-0 11-0 0 0.000 7-0 11-0 0 0.000 7-4 11-0 0 0.000
tnormcube1 9-0 11-0 0 0.000 10-0 11-0 8 0.255 11-0 11-0 0 0.000
tnormcube2 6-0 11-0 0 0.000 7-0 11-0 0 0.000 7-4 11-0 0 0.000
tnormcube2 9-0 11-0 0 0.000 10-0 11-0 12 0.337 11-0 11-0 0 0.000
tnormcube3 6-0 11-0 0 0.000 7-0 11-0 0 0.000 7-4 11-0 0 0.000
tnormcube3 9-0 11-0 0 0.000 10-0 11-0 5 0.156 11-0 11-0 0 0.000
tnormcube4 6-0 11-0 0 0.000 7-0 11-0 0 0.000 7-4 11-0 0 0.000
tnormcube4 9-0 11-0 0 0.000 10-0 11-0 5 0.170 11-0 11-0 0 0.000
tnormcube5 6-0 11-0 0 0.000 7-0 11-0 0 0.000 7-4 11-0 0 0.000
tnormcube5 9-0 11-0 0 0.000 10-0 11-0 5 0.177 11-0 11-0 0 0.000
vext01 6-0 11-0 0 0.000 7-0 11-0 0 0.000 7-4 11-0 0 0.000
vext01 9-0 11-0 0 0.000 10-0 11-0 0 0.003 11-0 11-0 0 0.000
vext02 6-0 11-0 0 0.000 7-0 11-0 0 0.000 7-4 11-0 0 0.000
vext02 9-0 11-0 0 0.000 10-0 11-0 2 0.008 11-0 11-0 0 0.000

Table 10: Repeated runs with 11-0 on set 1.
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Prob Methods nM dM Methods nM dM Methods nM dM

tfig30 6-0 11-0 320 1.622 7-0 11-0 320 4.143 7-4 11-0 320 1.668
tfig30 9-0 11-0 320 3.731 10-0 11-0 320 3.720 11-0 11-0 0 0.000
tfig31 6-0 11-0 320 2.250 7-0 11-0 320 5.357 7-4 11-0 320 2.263
tfig31 9-0 11-0 320 4.980 10-0 11-0 320 4.370 11-0 11-0 0 0.000
tfig32 6-0 11-0 186 0.646 7-0 11-0 187 1.660 7-4 11-0 186 0.647
tfig32 9-0 11-0 187 0.928 10-0 11-0 187 1.512 11-0 11-0 0 0.000
tfig33 6-0 11-0 217 1.369 7-0 11-0 217 2.702 7-4 11-0 217 1.416
tfig33 9-0 11-0 218 2.424 10-0 11-0 218 1.871 11-0 11-0 0 0.000
tfig34 6-0 11-0 257 0.770 7-0 11-0 258 5.927 7-4 11-0 258 0.774
tfig34 9-0 11-0 258 7.279 10-0 11-0 258 2.210 11-0 11-0 0 0.000
tfig35 6-0 11-0 193 0.529 7-0 11-0 195 6.034 7-4 11-0 193 0.529
tfig35 9-0 11-0 195 3.757 10-0 11-0 195 1.369 11-0 11-0 0 0.000
tfig36 6-0 11-0 110 0.361 7-0 11-0 113 1.553 7-4 11-0 111 0.395
tfig36 9-0 11-0 113 1.188 10-0 11-0 113 0.939 11-0 11-0 0 0.000
tfig37 6-0 11-0 246 1.197 7-0 11-0 247 3.107 7-4 11-0 247 1.203
tfig37 9-0 11-0 247 3.324 10-0 11-0 247 2.727 11-0 11-0 0 0.000

Table 11: Repeated runs with 11-0 on set 2.

9 Conclusions and future work

We have studied the problem of projecting all points in a 3-dimensional form on the
convex hull of the points. It is a harder problem than simply finding the convex hull,
since each interior point has to be considered and possibly moved. We have not found
this problem treated in the literature.

We have developed and implemented several methods, using an LP-problem and adding
points in different directions. One method is of Dantzig-Wolfe type, using pseudo-
column generation. Another method uses the equations forming the convex hull. We
found that some methods perform well on our test problems. The best choice of method
depends on how nonconvex the initial form is. Visual inspection indicates that the
resulting forms are “rather” convex, so if the goal is a visual effect, the results are good
enough.

It is in principle possible to use the methods on problems in higher dimensions, but we
have not implemented that.
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