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Abstract

Error messages in compilers is a topic that is often overlooked. The qual-
ity of the messages can have a big impact on development time and ease of
learning. Another method used to speed up development is to build a domain-
specific language (DSL). This thesis migrates an existing framework to use Type-
Script in order to speed up development time with compile-time error han-
dling. Alternative methods for implementing a DSL are evaluated based on
how they affect the ability to generate good error messages. This is done using
a proposed list of six usability heuristics for error messages. They are also used
to perform heuristic evaluation on the error messages in the TypeScript com-
piler. This showed that it struggled with syntax errors but had semantic error
messages with low amount of usability problems. Finally, a method for imple-
menting a DSL and presenting its error messages is suggested. The evaluation
of said method showed promise despite the existence of usability problems.
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1 Introduction

The time it takes to go from idea to working example is important when writing
code. The shorter it is, the better. This is what high-level dynamic untyped
languages can be used for. They are great for highly iterative development and
it has been shown that they can be faster for implementing small applications
[20]. However, their weaknesses comes into play as applications grow in size.
Large and complex codebases increase the likelihood of there being mistakes.
When fixing these mistakes it can be advantageous to use tools that can statically
analyze the code. This relieves the programmer from manually keeping track of
all the types and data structures in a program. By lessening the mental burden
of the programmer, he or she can put more focus into what is important.

There is very little information available statically in dynamic untyped lan-
guages. This makes the creation of static analysis tools difficult. Without these
tools, less help can be offered to the developer and that can lead to slower de-
velopment time as applications grow in size. The untyped nature of these lan-
guages can therefore turn into a burden which is why languages like TypeScript
and Dart were created. They are designed to be a compromise between statically
typed and dynamically untyped languages. This means that they are dynamic
languages that offer a type system that can verify the correctness of code in a
compilation phase.

Another thing that can be used to speed up development is a domain-specific
language (DSL). Compared to a general language, a DSL offers domain specific
constructs that allows a developer to be more expressive and create more with
less code [78]. DSLs can be implemented in a multitude of ways. One way of
doing it is to use an existing programming language as a host for the domain-
specific constructs. Since this requires the compilation process to be modified
in order to accommodate the extension, it is not hard to imagine that this could
have an impact on the ability to handle compilation errors. If errors are not
handled well, then the strengths of a statically typed language or a DSL could go
to waste. It is therefore essential to consider how the method chosen to extend
an existing language affects the ability detect and notify mistakes in the code.
Especially if one is to create a DSL that uses a statically typed language as a host.

1



1.1. Aim

1.1 Aim

Coffee is a framework that is developed by Visiarc [74]. It allows a developer
to easily create multi-platform applications. These applications are written in
JavaScript. Additionally, Coffee offers the ability to create properties [75]. Prop-
erties is a tool that allows a developer to define relationships between parameters
of things like layout, buttons, text fields and so on. These relationships form a
sort of observer-pattern between objects. This means that if the value of one ob-
ject changes, other objects that use that value will be notified and can update
accordingly. These properties are defined in JSON [14] and the code necessary
to enable this is automatically generated by Coffee.

To go along with the framework, there is also an integrated development en-
vironment (IDE) called CoffeeMaker. It allows a developer to graphically create
parts of the layout and define properties with a simple embedded code editor.

The aim of this thesis is to make Coffee and CoffeeMaker use and understand
TypeScript instead of JavaScript. Furthermore, TypeScript is to be extended for
domain-specific constructs such as properties. As mentioned, this is done in
order to get more rigorous error handling when writing code. Which in turn
will hopefully lead to faster development. There are multiple ways that an exist-
ing programming language can be extended. It is therefore important to know
whether they affect the ability to provide good compiler error messages. If they
do, it has to be decided which one is the best suited for solving the task.

What naturally follows from that is the need to know what actually makes
for a good error message in a compiler. This thesis will therefore study that.
Furthermore, Coffee has an IDE which means that it is not only interesting how
errors on the command-line can be presented, but also how they can be handled
in a graphical user interface.

1.2 Research questions

The main research questions of this thesis are:

1. What qualities should a good compiler error message have?

2. Does different methods of parsing and generating code for a domain-
specific purpose affect the ability to provide good error messages?

3. Are the error messages in the TypeScript compiler good?

4. How can errors generated during the compilation phase or in the compiled
JavaScript code be presented such that it helps the developer to save time?

One of the main problems is handling the domain-specific constructs. They will
be defined with regular TypeScript code but needs to be identified and handled
separately such that the correct code can be generated. There are multiple ways
this can be done but more importantly, it raises the question on how that affects
the compilation process. Specifically, how does it affect the handling of errors
that might arise during the modified compilation process. The chosen method
has to take that into consideration. This can only be done if it is known what
qualities a good error message should have. That is therefore being studied.

Following that, the purpose of switching to TypeScript is to get compile-time
error checking. Which, in turn, should lead to faster development time. This will
only be true if the error message provided by the TypeScript compiler is good.
Therefore, this thesis will study if they are.

2



1.3. Delimitations

Finally, the errors need to be displayed to the developer somehow. Also, the
TypeScript code gets compiled into JavaScript. If an error occurs when running
that code, there needs to be some way of finding out where it originates from in
the original TypeScript code.

1.3 Delimitations

The study on what qualities a good compiler error message should have will only
focus on errors in the TypeScript language. Specifically it will only consider the
qualities necessary for the Coffee framework and its users.

The domain specific purpose referenced in research question 2 is the Cof-
fee framework and its special constructs. Therefore, the question will not be
answered in the general sense.

The study on whether the error messages in the TypeScript compiler are good
will only be a preliminary study. The question will therefore not be answered
conclusively.

3
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2 Background

In order to understand precisely what the goal was it is necessary to know how
the old DSL was implemented. It is also important to understand how the IDE
functions and what the problem with properties were in the old framework. This
chapter gives a short description of all the relevant parts of Coffee.

2.1 Existing implementation

The old system implemented the DSL using a variant of the data-structure pattern.
The domain specific constructs were defined in JSON files that were read and
edited by the graphical IDE CoffeeMaker. See Listing 2.1 for an example of how
they could look like. It defines an object namedMyButton which is an extension
of a Button. It defines three properties: width, height and customProperty. The first
two illustrate the usage of implicit and explicit return. The third gets its value
from the x property of the parent of MyButton. This means that the value of
customProperty will change whenever the x property on the parent changes.

Having objects be defined in JSON makes it cumbersome to edit them out-
side of CoffeeMaker. Code and values for properties are placed in strings which
means there will be no syntax highlighting or other tooling support. Furthermore,
metadata like if a property is overriding a property from a base class would have
to be kept track of manually.

The JSON files are then compiled into JavaScript by the code generator. See
Listing 2.2 for an example of how the relevant parts from Listing 2.1 looks like
after being compiled. The ”Simple JavaScript inheritance”-system proposed by
Resig and Bear [56, Chapter 6] is being used to imitate classes and inheritance.
The property named customProperty is initialized in the property system on row
6. The reason width and height are not also initialized like that is because they
are originally declared in the Button class. Therefore, only their values need to
be set which is done on row 7 and 8. The property named customProperty is given
its value on row 9 through 11. It is different from the other two because it has
dependencies. As mentioned previously, the value of customProperty needs to be
updated every time the x property on the parent changes. This connection needs

5
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to be set up in the property system and that is done here. The fourth argument is
the dependencies that customProperty depend on. Lastly, on row 14 through 19
get and set functions for customProperty are created. This is necessary since the
property should behave like a normal class variable even though its real value is
being handled in the property system.

{
”name”: ”MyBytton”,
”properties”: [

{
”name”: ”width”,
”comment”: ””,
”overridden”: true,
”type”: ”number”,
”value”: ”100”

},
{

”name”: ”height”,
”comment”: ””,
”overridden”: true,
”type”: ”number”,
”value”: ”return 200”

},
{

”name”: ”customProperty”,
”comment”: ””,
”overridden”: false,
”type”: ”number”,
”value”: ”this.parent.x”

}
],
”type”: ”5”,
”typeName”: ”Button”

}

Listing 2.1: Example of a simple button object defined in JSON with three prop-
erties.

2.2 Integrated Development Environment

As mentioned in the introduction, there is an IDE that is used to create Coffee
projects. It is built in Qt which is a framework for developing native applications
[55]. CoffeeMaker offers a view where objects can be selected. Those objects
hold properties which can be edited by selecting them from a list of properties.
The properties are then edited in an editor that provides simple JavaScript syntax
highlighting and validation.

2.3 Framework

The Coffee framework provides a set of basic objects such as buttons, lists, text
fields and so on [75]. These objects also make use of properties to implement

6
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1: var MyButton = Button.extend({
2: init: function(/* Arguments omitted */) {
3:
4: /* Extra initialization code omitted */
5:
6: Property._createProperties.call(this, [’customProperty’])
7: this.width = 100;
8: this.height = (function() { return 200; })();
9: this.customProperty = new Property.Function(
10: function() { return this.parent.x },
11: null, null, [[”parent”, ”x”]], null)
12: },
13:
14: get customProperty() {
15: return this._properties.get(’customProperty’);
16: }
17: set customProperty(value) {
18: this._properties.set(’customProperty’, value);
19: }
20: });

Listing 2.2: Example of how generated code might look like.

Figure 2.1: Mockup that illustrates the functionality of the IDE used to create
Coffee projects.

their behavior. As these objects are written in JavaScript they integrate with the
property system manually. Therefore, when creating a new object to be a part
of the framework, the programmer has to write the code that sets everything up.
This code is similar to the type of code that is generated for user defined objects.
See Listing 2.2. The main difficulty with doing this being the need to list all
dependencies when defining property relationships. It also becomes tedious if
the property API were to be changed. All objects in the framework that makes
use of properties would have to be rewritten. User defined objects do not need

7



2.3. Framework

this since their code is generated and thus only the code generator has to be
changed.

Having the user created objects and those of the framework be defined in
different ways is limiting. One reason for this is that a user defined object might
be considered good and useful enough to be added to the framework. This can-
not easily be done without rewriting the object from the ground up. A different
approach would be to use the generated code as the basis for the conversion.
However, neither of these approaches are satisfactory.

8



3 JavaScript, TypeScript and
Domain Specific Languages

JavaScript is a high level, untyped programming language that is most commonly
used on the web [16]. It is also being used in other domains like game develop-
ment [37]. JavaScript is one of the most popular programming languages in the
world. The TIOBE index ranks it at number 8 [72]. Meanwhile, the Redmonk
programming language ranking puts it at number 1 [52]. JavaScript was created
by Netscape in 1995 and was designed to be a scripting language that would
make it easy to link together objects on both clients and servers [46]. Objects
in JavaScript are built as mappings from strings to values. These mappings are
referred to as properties. Properties can be added and removed from an object
during execution and even the property names themselves can be computed dy-
namically [30]. If an access is being made on a property that does not exist,
the value undefined will be returned. However, accessing an undefined variable
results in a runtime error.

JavaScript employs a lot of implicit type conversion. This means that if the
code tries to pass an integer to a function that expects a string, the integer will
be automatically converted to a string. The only cases where no automatic con-
version happens is if one tries to use the values null and undefined as objects and
also when trying to invoke non-functions as functions [30].

Because of the lack of a static type system, it is difficult to build tools that can
aid developers. This includes tools that can show potential runtime errors, tools
that provide code completion and tools that can find where certain constructs
are originally declared. Despite that, there has been a lot of work on creating
analysis and program verification tools for dynamic programming languages. For
example, Jensen, Møller, and Thiemann [30] developed a static program analysis
infrastructure for JavaScript that is capable of detecting common programming
errors. By testing their analysis tool on the Google V8 benchmark suite they
showed that their tool were able to correctly verify around 80-100% of the code.
This shows that building reliable static analysis tools is possible for dynamic
languages. However, it did come at the cost of having high memory usage and
long execution times. Another example is Kashyap et al. [32] who present a
method called type refinement. It takes advantage of the implicit conditionals
that exist in JavaScript in order to improve detection of type errors. There are also

9



3.1. TypeScript compiler

other dynamic languages where there has been attempts to add static typing. For
example, Furr et al. built a tool named DRuby which offers the ability to infer
types and check for run time errors statically in Ruby [18]. Furthermore, Salib
built a special Python compiler that would statically infer types and generate
C++ code [62].

As shown, there clearly exists an interest in the ability to perform static anal-
ysis and error detection even in programs written in dynamic languages. Instead
of trying to do this with JavaScript, it is instead possible to use a different pro-
gramming language or a variation of JavaScript that offers a more rigorous type
system. One such language is TypeScript.

TypeScript is a language created by Microsoft [21]. It is superset of JavaScript
that adds things such as a module system, classes, interfaces and a static type
system [7]. The aim of the language is to help developers by enabling the ability
to catch mistakes statically. It also allows for other development features that can
be provided by IDEs such as the ability to list what properties and methods that
exist on an object. The TypeScript code is compiled by the TypeScript compiler
into pure JavaScript. This means that TypeScript can in theory be used in all
environments that support JavaScript.

One of the core properties of TypeScript is that it employs full erasure [7].
This means that the compiled TypeScript code contains no type information at
all. There is therefore no run-time type checking. A programmer has to resort to
the built in JavaScript type checking abilities, which is considered by some to be
good enough [7].

function greeter(person: string) {
return ”Hello, ” + person;

}

var user = ”Patrik”;

document.body.innerHTML = greeter(user);

Listing 3.1: Simple TypeScript example that shows basic type syntax. Note the
string keyword in the argument list for the greeter function.

3.1 TypeScript compiler

The official TypeScript compiler is an open source compiler that is built like most
other compilers. The compilation process is divided into five separate phases
[41]. The phases are the following:

1. Pre-processor: The pre-processor is responsible for finding all the files that
the program being compiled, rely on. The result is a list of files that consti-
tutes an entire program.

2. Parser: Scans the source files and generates tokens. These tokens are then
used to form an Abstract Syntax Tree (AST). This is done by following the
production rules for the language.

3. Binder: Uses the AST generated by the parser to form symbols. The symbols
contain complete information of all types.

10



3.2. Extending a programming language

4. Type resolver/Checker: Verifies that the code is semantically correct. This
is done using both the AST and symbols created by the previous two phases.

5. Emitter: Uses the AST and type information to generate JavaScript code. It
can also generate source maps.

The TypeScript compiler provides an Application Programming Interface (API)
for developers that want to integrate TypeScript into their software. The API is
referred to as the Language Service API [41] and it provides a set of operations
that are commonly used by code editors. This includes operations such as code
formatting, code refactoring, statement completion, type information and so on.

3.1.1 Language service API
The language service API that is provided by the TypeScript compiler is built to
achieve two main goals [41]:

1. On demand processing

2. Decoupling compiler pipeline phases

The API is designed to be used by an integrated development environment (IDE)
but can of course be used by other things as well. In particular, the decoupling of
compiler pipeline phases is especially interesting for this thesis. Since it allows,
for example, the ability to extract ASTs from a TypeScript program.

3.1.2 Source map
Source maps is a format that can define mappings between source code and
translated code [66]. It can be used to convert line and column numbers from a
source file to a translated file and vice versa. See Figure 3.1 for an illustration of
how they are created and used. This is a helpful feature when debugging because
it allows for debugging the written code instead of the compiled code. It is the
emitter in the TypeScript compiler that is responsible for generating source maps.

The actual mappings are line and column numbers in the source file that
points to the corresponding line and column numbers in the generated file.

Translation

Source map

Source Target

Figure 3.1: Source code is translated into target code. Meanwhile a source map
is created that can convert line and column numbers in the target code to line
and column numbers in the source code.

3.2 Extending a programming language

There are multiple methods to extend an existing programming language. One
example is the entire realm of Domain-Specific Languages. Unlike general pro-
gramming languages, DSLs are built to serve a specific purpose. They aim to

11



3.2. Extending a programming language

achieve a higher degree of productivity within the given domain. Another ap-
proach is Generative Programming. It can be seen as a combination of Generic
Programming, Domain-Specific Languages and Aspect-Oriented Programming.
Specifically, it is broader in scope but borrow a lot of ideas from each [10].

Some of these ideas will be presented in detail in this section.

3.2.1 Domain-Specific Languages
Domain-specific languages (DSLs) are languages that are created and designed
to be used in a specific application domain [39]. They focus on expressiveness
in a limited domain over generality. This is done in order to achieve a higher
amount of productivity and lower maintenance costs. In some situations one
might only have to write as little as 2% of the code in a DSL compared to what
would be needed in order to write the same thing in a general purpose language
[78].

There are several ways of creating a DSL. Spinellis [69] created a list of the
most notable design patterns for DSLs in 2001. Although it is a bit old, design
patterns usually remain relevant despite their age. This can be seen in the study
carried out by Kosar et al. [34] (2008) and also the one by Karsai et al. [31]
(2014), where some of the same ideas show up. Albeit with different names.

Themost notable design patterns that were outlined by the three studies above
were: piggyback, data structure representation, lexical processing, language ex-
tension and source-to-source transformation. How they work is described be-
low.

Piggyback

In the piggyback pattern [69], or the embedding pattern as it is also called [39],
an existing language is used as the host for the DSL. This means that support for a
lot of standard concepts such as variables, functions or compilation is provided
for free. Typically, as explained by Spinellis [69], this is implemented by trans-
forming the DSL code into the base language while leaving any embedded base
code unmodified. At the very basics, an application library is an example of a
DSL implemented with the piggyback pattern [39].

Data structure representation

The data structure representation can be used to allow for domain-specific dec-
laration of complex data [69]. It is of the most use when there is a need to
initialize non-trivial data structures with data. Non-trivial means anything more
complicated than rectangular arrays according to Spinellis [69].

Lexical processing

Lexical processing is a method that relies on simple lexical substitution [69]. It
makes use of notation based lexical hints. These hints can, for example, be vari-
ables with names that have special prefix or suffix characters. Normally, these
types of languages operate on lines rather than character tokens [69]. This makes
them very easy to implement in high level languages that offer great lexical pro-
cessing and substitution features. Lexical processing can naturally be used to-
gether with the piggyback pattern. The output of the lexical process could be
passed on to a compiler of a base language. As such, lexical processing can be
seen as a specialization of the piggyback pattern.
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Language extension

In the language extension pattern, an existing programming language is extended
with new features [69]. This involves the addition of new language elements like
new data types, language block interaction mechanisms, semantic elements and
syntactic sugar [69]. This is similar to how the piggyback pattern works but there
is an important distinction. In the piggyback pattern, the host language is used as
an implementation vehicle for a new language, whereas in the extension pattern
the extended language is created within its syntactic and semantic framework
[69].

Source-to-source transformation

In the source-to-source transformation pattern the DSL is defined more as its own
language [69]. The source code of the DSL is translated into the source code of
an existing language. See Figure 3.2 for an illustrated example. Unlike lexical
processing, the translation is usually done with syntax directed transformation
[34]. That is, traditional code generation methods such as lexical analysis and
parsing are used. This makes the source-to-source pattern a much more capable
variation of the piggyback pattern and it is often used when patterns like piggy-
back, lexical processing and language extension are not good enough [69].

DSL code Translation Host language
code

Figure 3.2: The source-to-source transformation pattern translates DSL code into
host language code.
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4 Compiler Error Messages and
Usability

When a compiler detects a problem in the code it is compiling it will signal
an error. The programmer then has to correct the error using the information
provided by the compiler. This sounds like a simple process but it can become
very problematic. As noted by Traver [73], error messages in compilers are often
difficult to understand and resolve. He argues this is partly because error mes-
sages in compilers is a topic that is often overlooked in favor of other compiler
features. Traver also says this can happen because the compiler architects obvi-
ously understand their own compiler and thus the error message makes sense to
them. At least in the context of what went wrong in the compiler.

Although error handling in compilers is not a popular topic, there has been
research done on the subject. In fact, there has been research done since the mid
60s [27]. For example, Cowan and Graham developed a FORTRAN compiler in
1970 that provided better diagnostics than contemporary compilers. It got a lot
of good response from both programming novices and experts [9].

Ahmadzadeh, Elliman, and Higgins [1] conducted a study on common com-
piler errors in programs written by novices. They argue that one way to improve
how to teach programming is to teach how to debug effectively. According to
them, being skilled at debugging is something that will increase a programmer’s
confidence. Thus, more emphasis should be placed on how to handle and debug
compiler error messages.

Flowers, Carver, and Jackson [17] went as far as creating a special pre-
compiler that could find and explain how to solve the top fifty most common pro-
gramming errors in Java. Their pre-compiler, which they referred to as Gauntlet,
gave users beginner-friendly messages that were clear about what the problem
was and how to fix it [17]. Their results showed that the pre-compiler improved
students confidence and lowered the amount of assistance needed to solve prob-
lems. See Table 4.1 for an example of how an error message in the Java compiler
compares to the same error in Gauntlet.

Gauntlet was actually not the first Java pre-compiler that aimed to give better
error messages. Expresso was another tool developed by Hristova et al. in 2003
[23]. Their method was similar to the one for Gauntlet. They started by identify-
ing which errors were the most common. Of those, they selected the ones that
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Table 4.1: Example of two error messages, one from the Java compiler and one
from Gauntlet [17].

Java compiler Gauntlet

C:\gauntlet\Example1.java:22: can-
not resolve symbol
symbol : method printline
(java.lang.String)
location: class Example1

You have misspelled printLine on line
22. The method is spelled with a cap-
ital L like the one on your forehead.

did not have satisfactory error messages and implemented support in Expresso to
give better messages for those errors. However, unlike Gauntlet, Expresso was
never formally tested so nothing can be said about its usefulness.

4.1 Good error messages

In order to know how errors generated from the compilation process can be
crafted and presented in a way such that it helps the developer, it is necessary to
know what constitutes a good compiler error message.

Since the messages generated by a compiler should be read and handled by a
human, this can be considered as a normal human-computer interaction prob-
lem. Therefore, the principles of good user interface design could be applied
to the design of error messages in compilers. For example, Molich and Nielsen
present a checklist consisting of nine criteria to consider when designing a user
interface [42]. They can be found in Table 4.2. For the given problem, criteria

Table 4.2: The 9 general guidelines proposed by Molich and Nielsen [42].

1. Simple and natural dialogue.

2. Speak the user’s language.

3. Minimize user memory load.

4. Be consistent.

5. Provide feedback.

6. Provide clearly marked exits.

7. Provide shortcuts.

8. Good error messages.

9. Prevent errors.

number 6 and 7 are not relevant. Number 8 is obviously the thing that is being
studied but it reinforces the fact that good error messages is important. Number
9 is also not directly applicable since there is not much an error that has already
happened can do to prevent errors. However, as Traver [73] argues, it could be
said that clear and informative messages can ensure that the programmer doesn’t
introduce new errors when trying to fix the ones that already exist.

In 1994, Nielsen created a refined version of this list [48]. It consists of 10
usability heuristics and can be found in Table 4.6. They are some of the most
commonly used heuristics.From those heuristics, Traver propose a set of prin-
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ciples specialized for error messages in compilers [73]. They can be found in
Table 4.3. As can be seen there are similarities between the principles proposed

Table 4.3: The 8 guidelines for good compiler error messages proposed by Traver
[73]. Within the parenthesis are the related usability heuristics from Table 4.6

1. Clarity and brevity (aesthetic and minimalist design, recognition rather
than recall).

2. Specificity (recognition rather than recall; help user recognize, diagnose
and recover from errors).

3. Context-insensitivity (consistency and standards)

4. Locality (flexibility and efficiency of use).

5. Proper phrasing (match between system and the real world).

5.1. Positive Tone.

5.2. Constructive Guidance.

5.3. Programmer Language.

5.4. Non-anthropomorphic Messages.

6. Consistency (consistency and standards).

7. Suitable visual design (aesthetic and minimalist design; error prevention).

8. Extensible help (help and documentation).

by Molich and Nielsen [42] and Traver [73]. Both mention the importance of
being consistent. They also talk about providing a clear message that describes
the error in an understandable way. In this context, understandable means that a
user should be able to recognize what the error is from the message itself. This is
what Nielsen refers to as “recognition rather than recall” in his list of heuristics.
Recall means in this context that a user has encountered the error before and
can remember the solution to the given problem. The reason this is considered
bad is that a user should not have to rely on previous experiences in order to
know how to fix an error.

For principle number 5, “Proper phrasing”, there are four extra sub-guidelines.
The first one, positive tone, argues that an error message should never blame
the user. For example, saying that something is forbidden has a negative tone
and could be seen as blaming the programmer for doing something that is not
allowed. Constructive guidance simply means that an error message should try
to suggest how to fix the problem. For the third, programmer language, Traver
[73] argues that an error message can use programmer jargon but any internal
details of the compiler should be strictly hidden. Finally, an error message should
have non-anthropomorphic error messages. That is, messages from the compiler
should not pretend like the compiler can think. For example, a message of the
form: “I can not find variable ’foo’.”, should be avoided. However, Traver argues
that this is a topic that needs further research.

Weinschenk and Barker created their own list of heuristics in 2000 [76]. It
was created by combining several other lists of heuristics and guidelines. This re-
sulted in a list of twenty items which can be found in Table 4.7. The list contains
a lot of things that have been seen in the previously presented lists. As there
are more items, there is more specificity. Multiple items in this list are single
items in the others. However, one thing that this list adds that the others are not
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very explicit about is that a user interface should have an attractive design and
provide a satisfying user experience. These are more subjective than the other
heuristics.

4.2 Common errors

Studies on which programming errors are the most common has been conducted
before [1, 17, 26, 54]. Ahmadzadeh, Elliman, and Higgins performed a study
where they had of group students taking a programming class in Java [1]. During
the class they would solve certain tasks and any errors or warning generated by
the compiler were collected. They found that the most common error was “Field
not found”.

The authors behind Gauntlet conducted their study at the United States Mili-
tary Academy. As a part of that study they gathered information from the faculty
on what the most common errors were. They found that name/symbol errors
and syntax errors were the most common [17]. As a follow-up, Jackson, Cobb,
and Carver [26] conducted a study on the same academy using a similar method
as Ahmadzadeh, Elliman, and Higgins [1]. Using a tool that collected all error
messages generated by the compiler used by the students, they found that the
top ten errors accounted for 51.8% of all errors [26]. The most common error
was “cannot resolve symbol” which accounted for 14.6% of all errors.

In a study performed by Pritchard he also collected error messages from com-
pilers. However, he used an online service where users could learn Java or
Python. With a larger data set than the other mentioned studies, Pritchard found
that the most common Java errors were “cannot find symbol” followed by “’;’ ex-
pected” [54]. The most common Python errors were “SyntaxError: invalid syn-
tax” followed by “NameError: name ’<Name>’ is not defined” where <Name>
is the name that was not found.

These studies mostly focus on the errors that novice programmers encounter
in programming languages such as Java and Python. Neither of which are Type-
Script but they share a lot of similarities. Of the most common errors they found,
the ones listed in Table 4.4 are also applicable to TypeScript. Some common er-
rors like “missing ;” are not applicable to TypeScript since it, like JavaScript, does
not require a semicolon after each statement.

There has been studies that incorporate expert programmers however. Seo
et al. conducted a case study at Google which collected 26.6 million build logs
involving 18,000 developers [67]. This included novices and robots. The build
logs came from projects built with Java and C++. The study found that 90%
of all build failures came from 10% of all error types. The most common error
categories were dependency errors followed by type mismatches. The depen-
dency category included error types such as “cannot find symbol”, “package
does not exist” and “no member in the given class”. The type mismatch cate-
gory included errors such as “method called with incorrect argument list”, “in-
compatible types” and “invalid operands to binary expression”. These errors are
similar to the ones that novices have difficulties with. However, it was not clear
from the study how big impact on the results expert programmers had compared
to novices and robots.

There could be many reasons as for why studies focus on common mistakes
by novice programmers instead of experts. One such reason could be that ex-
perts rarely make mistakes. Instead, the mistakes that experts do experience are
created by reasons unrelated to the programming language and its compiler. For
example, anyone can make a typographical error but for an expert it is easily
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Table 4.4: The most common programming errors.

Error Explanation

Name/Symbol error Usually happens when the compiler comes
across code that use an identifier that has not
been declared.

Mismatching curly braces Blocks of code in languages like Java and Type-
Script needs to begin and end with curly braces.

Mismatching parenthesis Parenthesis are used to enclose arguments for
certain constructs such as method calls, if-
statements, while-statements and so on.

Incompatible types For example, assigning a value of one type to a
variable of another

Wrong method call Using the wrong amount of arguments for a
method call, or possibly the wrong type of argu-
ments.

Method not found A user might have misspelled the method name
and thus the compiler cannot find it.

fixed even if the error messages in the compiler are bad. Another reason could
be that there is simply no motivation. The motivations behind the studies pre-
sented were to improve the quality of programming education. They do that by
finding what novices struggle with. This is a clear goal with apparent benefits.
Common expert mistakes might simply have a lesser societal cost than com-
mon novice mistakes. Therefore, if a motivation exists to improve productivity
for expert programmers then there might be other areas that could potentially
yield higher savings on cost. This is in line with what Traver says about compiler
designers often focusing on other features than error handling [73].

4.3 Integrated Development Environments

A common tool used for programming is an integrated development environ-
ment (IDE) [70]. They are graphical applications that have the possibility to help
the developer in far more powerful ways than a command line interface can.
Despite this possibility however, error messages are still cryptic and difficult to
understand for developers [6]. There has been work done to remedy this. Barik,
Witschey, et al. looked at how errors can be presented and resolved [6]. From
that they created a taxonomy for categorizing error notifications and also error
resolution tasks. The categories of error notifications can be found in Table 4.5.
The list was created by randomly sampling about 40% of the 500 possible error
messages in the OpenJDK compiler and categorizing them [6]. The intention
of creating a taxonomy for resolution tasks was to be able to create a general
set of tasks that can be applied when resolving errors. These tasks can then be
given graphical interfaces that can illustrate the effects of the resolution if it is
applied. Some of the proposed resolution tasks include: ChooseOneOf , Merge,
Remove, Replace and Move. For example, if the code is declaring two functions
with the same name a clash error could be created if that is not allowed. A clash
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Table 4.5: Partial taxonomy for categorizing error notifications. Proposed by
Barik, Witschey, et al. [6]

1. Bad practice.

1.1. Unsafe operation.

1.2. Dead code.

2. Clash.

3. Data flow.

4. Generated code.

5. Improper name.

6. Inheritance relationship.

error could then be resolved by using the ChooseOneOf task where one of the
function declarations is chosen to be kept and the others are removed.

A common method for an IDE to display an error is to use an error message
accompanied by a

::::
red

::::::
wavy

::::::::::
underline at the offending code [4]. This is easy

because compilers usually provide a description of the error with a line and
column number that indicates the origin of the error. The description is just
natural language text. Therefore, the IDE is limited in what it can do to explain
the problem.

In a study performed by Marceau, Fisler, and Krishnamurthi [36] they had a
group of students perform programming labs with a tool that could display error
messages and simple highlighting of the source of the problem. They performed
interviews with the students to find out about their experiences. One of the
conclusions they made was that only highlighting the source of the problem
can have a detrimental effect. They referred to the problem as the over-focusing
effect. If for example a function call does not match with the definition of the
function, it could be that the definition is wrong. Highlighting only the function
call would therefore be misleading.

One way to solve this problem is to be more expressive. It is suggested by
Barik that compilers could expose internal semantics to an IDE [4]. For example,
a compiler and an IDE could use the taxonomy presented in Table 4.5 as a com-
mon ontology to express errors. This would enable the IDE to be more visual
in expressing the problem. Barik presents such an example [4]: if the compiler
would find a clash error, the IDE could display that using arrows that shows which
things are related, conflicts could be marked with a red cross and it could make
use of enumeration that gives each element in the conflict a number.

As explained, there has been work done on the ability to display compiler
error messages visually. However, this raises the question on whether being
more visual is actually beneficial. The study performed by Barik, Lubick, et al.
[5] does suggest that is the case. They conducted a test where they created
a set of code examples with errors in them. For each error they created two
different visualizations of that error. One visualization resembled the way most
IDEs present errors and the other used a proposed improved visualization. Two
different groups of programmers were then assigned to each type of visualization
and asked to explain what the problem is. The result showed that the group that
used the proposed improved visualization gave significantly better explanations
[5]. However, this study only considered non-interactive visual elements.
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4.4 Usability evaluation

There are multiple ways to evaluate a user interface. The different methods that
exist can be divided into two different types: Inspection methods and test meth-
ods [22]. The main difference being that test methods test a user interface using
actual users, while the inspection methods only rely on having a few experts that
inspect the interface for problems. Test methods aim to create a scenario that
as close as possible mimics the way a user interface will actually be used [12].
Therefore, such a test needs to have test users that as closely resemble the target
group as possible. The tests themselves need to mimic common operations that
users are likely to perform. However, in inspection methods, a small group of
experts go through the user interface and checks it against established standards
[22]. Nielsen refers to inspections methods, such as heuristic evaluation, as dis-
count usability engineering [49]. Test methods can have a high cost because
they require a lot of resources to perform and thus there is a high risk of them
not being performed. Nielsen argues that is better to have some usability en-
gineering work performed instead of none at all. Therefore, using a ”discount”
usability engineering method can be acceptable even if it does not necessarily
give the best result [49].

Some of the common usability testing methods include questionnaires [64],
thinking aloud and field observation [22]. Some common inspection methods
are heuristic evaluation [48], cognitive walkthrough, feature inspection and stan-
dards inspection [50].

4.4.1 Heuristic evaluation
Heuristic evaluation (HE) is a method where a small number of experts individu-
ally examines an interface based on a list of principles [48]. The list of principles
are referred to as heuristics and the experts check if the user interface fulfill or
violate them. In Table 4.6 there are 10 general heuristics proposed by Nielsen
that should be applicable to any user interface [47]. After the examination is
complete, the experts can combine their findings and discuss the result. It is
essential that the experts do not communicate until after the examination. This
is to ensure that the evaluations are independent and unbiased [22]. The reason
multiple experts are used is that different people find different usability prob-
lems [48]. Therefore, having more experts should improve the coverage of the
evaluation.

Heuristic evaluation is the most common inspection method [22, 48, 65].
This is not surprising considering it can be as cheap as necessary, both in terms
of resources needed but also knowledge required to use it. It can also give really
good results. However, that does require several highly skilled experts which
can be expensive [29].

Selecting heuristics

When performing heuristic evaluation it is important to have a good list of heuris-
tics that reflect the system being evaluated [22]. Different heuristics can have a
great effect on the usability problems that are discovered. For example, Muller
and McClard [44] added three extra heuristics to Nielsen’s 10 heuristics (which
can be found in table 4.6). They found that those three extra heuristics were
responsible for finding 15% all usability problems in their test [44]. Rusu,
Roncagliolo, et al. [61] argue the same thing in their study. They claim it is
important to use the right list of heuristics in order to catch domain specific us-
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Table 4.6: The 10 general heuristics proposed by Nielsen [47].

Heuristic Description

Visibility of system status The system should always keep users informed
about what is going on, through appropriate
feedback within reasonable time.

Match between system
and the real world

The system should speak the user’s language,
with words, phrases and concepts familiar to the
user, rather than system-oriented terms. Follow
real-world conventions, making information ap-
pear in a natural and logical order.

User control and freedom Users often choose system functions by mistake
and will need a clearly marked ”emergency exit”
to leave the unwanted state without having to
go through an extended dialogue. Support undo
and redo.

Consistency and stan-
dards

Users should not have to wonder whether differ-
ent words, situations, or actions mean the same
thing. Follow platform conventions.

Error prevention Even better than good error messages is a care-
ful design which prevents a problem from occur-
ring in the first place. Either eliminate error-prone
conditions or check for them and present users
with a confirmation option before they commit
to the action.

Recognition rather than
recall

Minimize the user’s memory load by making ob-
jects, actions, and options visible. The user
should not have to remember information from
one part of the dialogue to another. Instructions
for use of the system should be visible or easily
retrievable whenever appropriate.

Flexibility and efficiency
of use

Accelerators – unseen by the novice user – may
often speed up the interaction for the expert user
such that the system can cater to both inexpe-
rienced and experienced users. Allow users to
tailor frequent actions.

Aesthetic and minimalist
design

Dialogues should not contain information which
is irrelevant or rarely needed. Every extra unit
of information in a dialogue competes with the
relevant units of information and diminishes their
relative visibility.

Help users recognize, di-
agnose, and recover from
errors

Error messages should be expressed in plain lan-
guage (no codes), precisely indicate the problem,
and constructively suggest a solution.

Help and documentation Even though it is better if the system can be used
without documentation, it may be necessary to
provide help and documentation. Any such in-
formation should be easy to search, focused on
the user’s task, list concrete steps to be carried
out, and not be too large.
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Table 4.7: The 20 heuristics proposed by Weinschenk and Barker [76].

Nr Heuristic Description

1 User Control The interface will allow the user to perceive that they
are in control and will allow appropriate control.

2 Human
Limitations

The interface will not overload the user’s cognitive,
visual, auditory, tactile, or motor limits.

3 Modal Integrity The interface will fit individual tasks within what-
ever modality is being used: auditory, visual, or mo-
tor/kinesthetic.

4 Accommodation The interface will fit the way each user group works
and thinks.

5 Linguistic Clarity The interface will communicate as efficiently as pos-
sible.

6 Aesthetic
Integrity

The interface will have an attractive and appropriate
design.

7 Simplicity The interface will present elements simply.

8 Predictability The interface will behave in a manner such that users
can accurately predict what will happen next.

9 Interpretation The interface will make reasonable guesses about
what the user is trying to do.

10 Accuracy The interface will be free from errors.

11 Technical Clarity The interface will have the highest possible fidelity.

12 Flexibility The interface will allow the user to adjust the design
for custom use.

13 Fulfillment The interface will provide a satisfying user experi-
ence.

14 Cultural
Propriety

The interface will match the user’s social customs and
expectations.

15 Suitable Tempo The interface will operate at a tempo suitable to the
user.

16 Consistency The interface will be consistent.

17 User Support The interface will provide additional assistance as
needed or requested.

18 Precision The interface will allow the users to perform a task
exactly.

19 Forgiveness The interface will make actions recoverable.

20 Responsiveness The interface will inform users about the results of
their actions and the interface’s status.
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ability problems. Therefore, they propose a method to develop heuristics. It is a
6 step process that consists of the following stages [61]:

1. An exploratory stage, to collect bibliography related with the main topics
of the research: specific applications, their characteristics, general and/or
related (if there are some) usability heuristics.

2. A descriptive stage, to highlight the most important characteristics of the
previously collected information, in order to formalize the main concepts
associated with the research.

3. A correlational stage, to identify the characteristics that the usability heuris-
tics for specific applications should have, based on traditional heuristics
and case studies analysis.

4. An explicative stage, to formally specify the set of the proposed heuristics,
using a standard template.

5. A validation (experimental) stage, to check new heuristics against traditional
heuristics by experiments, through heuristic evaluations performed on se-
lected case studies, complemented by user tests.

6. A refinement stage, based on the feedback from the validation stage.

In stage 5, the new set of heuristics are typically compared to Nielsen’s 10 heuris-
tics [61].

4.4.2 Cognitive walkthrough
Cognitive walkthrough (CW) is a method that aims to test how well a user in-
terface supports ”exploratory learning” [57]. It is the process in which a user
learns the interface through exploration. Specifically, CW is interested in if a
user without formal training can learn how to use the system when trying it for
the first time. This is accomplished by testing how well a test subject can solve
a set of tasks. Each task has a goal that is to complete a common operation that
a user might want to do. During the test, the analyst will answer the following
questions for each task [3, pp. 277-278]:

1. Will the user try to achieve the right effect?

2. Will the user notice the correct action is available?

3. Will the user associate the correct action with the effect that the user is
trying to achieve?

4. If the correct action is performed, will the user see that progress is being
made towards the solution of the task?

If the answer to any of these questions is negative then that means there might
be a usability problem with the system [3, pp. 277-278].

The strength of CW is that it helps designers to see things from a user’s perspec-
tive. However, that can only be achieved if good tasks that do not put emphasis
on low-level details are chosen [22].
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4.4.3 Questionnaire
Questionnaire is a method where a group of users is asked what they think about
the user interface. It can be used to reveal the subjective satisfactions and anx-
ieties of the users [22]. A questionnaire can also take the form of an interview.
The benefit of doing an interview is that a user can be asked to elaborate. How-
ever, the drawback is that it comes at a higher cost since more work is required
per subject. Compared to other methods, a questionnaire does not study the user
interface itself. It only studies the opinions of users that use it. Which is important
to remember because users do not always do what they say they do. Therefore,
any data collected about their actual behavior should have precedence [22].

The advantage of using a questionnaire over other methods is that it reveals
the users subjective opinion. The disadvantage is that the method has very low
validity since it studies the user interface indirectly. Therefore, a lot of users
are required to get any significant results [22]. Questionnaires are therefore not
a method that should be used on its own, but it can be combined with other
methods that study the user interface directly.

25



4.4. Usability evaluation

26



5 Method

The thesis was split up into three major parts. Pre-study, implementation and
evaluation. The pre-study looked into alternatives to handle and generate code
for domain-specific features in TypeScript while considering the implications on
error handling. The pre-study resulted in a proposed solution that was imple-
mented in the second part and then evaluated with respect to error handling in
the final part.

5.1 Pre-study

The pre-study consisted of two independent parts. One part was the study on
what properties a good compiler error message should have. The other part was
the study on extending TypeScript for the domain-specific constructs.

5.1.1 Identifying common errors
The first thing that had to be done was to identify what errors the new system
were to primarily provide better handling for. This was done in two ways in
order to improve the validity of the results. First, informal interviews were con-
ducted with the developers and users of the Coffee framework. Second, commit
history in code repositories were reviewed in order to identify what the most
common fixes surrounding properties were. Another possible method would be
to review an issue tracker. However, it was considered that the issue tracker that
was available did not have the necessary level of detail to convey problems and
fixes in individual properties.

The version control system used was Git [19]. It allows the history of a reposi-
tory to be accessed using the git log command. Commits can be filtered based
on their commit message using git log --grep=<pattern>, where <pattern> is
the regular expression used to match commit messages. Multiple search patterns
can be used using several --grep=<pattern> arguments.

Searches in the commit history for the projects in Table 5.1 were done using
the following two commands:
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Table 5.1: The repositories used to search for common errors.

Project Description

VisiarcCommon The main repository for the Coffee framework.

ShowRoom App built to demonstrate the features in Coffee.

Solklart A weather app.

• git log --oneline -i --grep=fix

• git log --oneline -i --all-match --grep=fix --grep=.*prop.*

they give a list of commits whose messages match the search patterns. Each
commit will have its hash value displayed which can be used to view the changes
of that commit using git show <hash>.

It was decided that using three different projects would give good coverage.
One of them contained the framework itself. This means it is big and has a lot
of commit history. Indeed, it also contains a lot of code that use properties.
The other two projects were normal applications. However, they differ in that
ShowRoom was built to demonstrate the features of the framework. Therefore, it
should contain a good variety of property usage.

5.1.2 Heuristics for good error messages in compilers
It is necessary to know how a good compiler error should look like in order to
be able create a good implementation. Furthermore, it is also needed in order to
evaluate said implementation. Therefore, this thesis performed a study on good
compiler error messages. This resulted in a list of heuristics that could be used
in the evaluation of the implementation.

The list of heuristics were created using a method based on the one pro-
posed by Rusu, Roncagliolo, et al. [61] which was outlined in section 4.4.1. This
method has been used in several studies. It has been used to create heuristics for
touchscreen devices [24], interactive digital television [68], virtual worlds [60]
and intercultural web applications [11]. Those studies validated the heuristics by
measuring how they compared to Nielsen’s 10 heuristics [47] when performing a
heuristic evaluation on the respective applications. The results showed that the
heuristics that were created identified as many or more problems as Nielsen’s
heuristics. Thus, the method proposed should be valid. However, it is important
to note that all of these studies were mostly carried out by the original authors
of the proposed method. Therefore, the studies could be biased. Although, the
heuristic evaluations used to validate the method, were performed by evaluators
that were not the authors. Therefore, bias should not be a concern.

The method used looked like the following:

1. Exploration: Literature was collected that relate to errors in compilers and
general usability heuristics. This was done through a small literature study.
Literature was searched for in the databases shown in Table 5.2 and the
internet using Google. The search phrases used were the following, or vari-
ations thereof:

• compiler error messages
• usability heuristics
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Table 5.2: The databases used to search for literature pertaining to compiler error
messages and usability heuristics.

Database Link

The ACM Digital Library http://dl.acm.org

IEEE Xplore Digital Library http://ieeexplore.ieee.org/

Google Scholar https://scholar.google.se

UniSearch (through Linköping University Library) https://www.bibl.liu.se/

If multiple pages of results were returned then only the first page was con-
sidered. The abstract was read for any article that was considered to have
a relevant title. If the abstract showed that the article was relevant, then it
was studied. If the article was considered useful, then any articles it cited
were considered as well. This was combined with the “cited by” feature in
Google Scholar.
The goal of this study was not to perform an exhaustive search. Search re-
sults were selected sporadically with the aim to create a result with a wide
range but a shallow depth. This was considered to be good enough as the
next step of this method was to identify the most important characteristics.
Any characteristic that are important should show up in most literature.
Therefore, they should still be represented in a small sample size of litera-
ture.

2. Description: The most important characteristics from the collected litera-
ture were highlighted.

3. Correlational: The characteristics that usability heuristics for errors in com-
pilers should have, were identified using traditional heuristics.

4. Specification: A list of the proposed heuristics were specified using the
following format which was derived from Rusu, Roncagliolo, et al. [61]:

a) ID, Name and Definition: Heuristic’s identifier, name and definition.
b) Explanation: Detailed explanation of the heuristic.
c) Examples: Examples of violation and compliance of the heuristic.
Good to use as a reference when performing heuristic evaluation.

d) Benefits: The potential usability benefits when the heuristic is fulfilled.
e) Problems: Any potential problems related to misunderstanding when
evaluating this heuristic.

In the method outlined in section 4.4.1 there are two more steps in the end of
the process. They focus on validation and refinement. Validation were done
as a part of the evaluation of the study itself. Thus, it will not be done here.
Refinement was left out because it was considered to not be needed.

5.1.3 Discovering and evaluating alternatives to extend TypeScript
TypeScript were to be extended so that it supports domain-specific features. In
this particular case it was Coffee properties. Meanwhile, this extension could
not be done in a way that breaks compatibility with the TypeScript language
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itself. As it was the intention that Coffee projects should be editable in any
TypeScript-aware editor. Therefore, the extension had to rely on existing lan-
guage constructs.

It was also important that the chosen method works well with error handling.
This includes both detecting errors and giving good messages for them. There-
fore, it needs to be studied whether different DSL patterns have any effect on
these abilities. Especially, it needs to be known how errors with properties can
be handled and also if regular programming errors are affected. If there is an
effect, it needs to be known in which way and how much so that the best pattern
can be chosen.

The methods studied were the following and general descriptions on how
they work can be found in subsection 3.2.1:

1. Piggyback

2. Data structure representation

3. Lexical processing

4. Language extension

5. Source-to-source transformation

For each of these methods, the following questions were studied:

1. Does it make use of a host language?

2. Does it modify the host language grammar?

3. Does it affect the ability to generate good errors in the translation phase?

The first two questions were created so that if a method fails the question, the
rest of them need not be answered. For question 1, a method fails if the answer
is no. Question 2 fails if the answer is yes. The third question was framed such
that it could be answered with a simple yes or no. However, the reality is that an
answer probably have to be more complicated. Specifically, it would probably
have to include an answer to the follow-up question on how they affect or do not
affect the ability to generate good errors in the translation phase. In this context,
good errors means errors that fulfill the heuristics that were created in section
5.1.2. Based on the answers of these questions, a method were chosen to be
implemented.

5.1.4 Selecting an alternative to extend TypeScript
Based on the findings gathered by employing the method described in the pre-
vious section, a pattern was chosen. This was done by selecting the patterns
that follow the requirements and comparing how they affect the ability to gen-
erate good compiler error messages. The one that had the most positive, or least
negative, effect was chosen.

5.2 Implementation

The findings in the pre-study was used to direct the decisions made about the
implementation. The selected DSL pattern, which was piggyback as proclaimed
in subsection 6.1.4, were used as the basis. Other decisions were guided by
the selected heuristics for good error messages with special consideration for

30



5.2. Implementation

the most common errors that were identified. During the development a diary
was kept detailing the work that was done on each day. Each entry was written
and added at the end of each respective work day. The information in that diary
was then summarized and presented in section 6.2 along with other necessary
information about the implementation. This was done for each distinct part of
the implementation. Each part and its challenges are outlined below.

5.2.1 DSL
The actual syntax for the DSL had to be decided. This was heavily affected by the
DSL pattern that was chosen. See subsection 6.1.4. In the piggyback pattern the
domain specific constructs are mixed with the host language. It was therefore
regarded that the DSL should take advantage of TypeScript as much as possible.
That is, the more of its type system that can be used the better. This saves time
and also improves the experience when working in a TypeScript aware editor
since error message exclusive to the custom code generator cannot be shown
there.

5.2.2 Parsing
After the pattern for implementing the DSL was chosen and the syntax for the
domain specific constructs had been decided, a parser was built. This was nec-
essary because the extra code for the domain specific constructs had to be gen-
erated and that cannot be done unless it is known what needs to be generated
and where.

As mentioned in subsection 3.2.1, the piggyback pattern is usually imple-
mented as a pre-processor to the host language. This is normally required as it
is allowed to modify the grammar in the piggyback pattern. However, in this
thesis the grammar could not be modified, which opens up the alternative to do
post-processing. It was however decided that it is a worse method because less
information is available after the TypeScript compiler has compiled. It would
also lose that added benefit of being able to statically check the generated code
in the TypeScript compiler when doing pre-processing.

5.2.3 Coffee property system
There are two main things done in the property system. Dependency parsing
and validation. Parsing dependencies is the act of finding out which other prop-
erties a property might depend on. It is necessary to know this so that the code
generator can set up all the relationships. The validation system uses the infor-
mation from the dependency parser to check that all properties being referenced
actually exist.

These two systems only understand JavaScript. The dependency parser had
to be remade to understand TypeScript. This was done using the TypeScript
compiler to parse the AST for the code of a property. The information that has
to be gathered is which accesses are being made outside the local scope of the
property.

As for the validation system it had to be decided if it was needed. In the
new DSL, it should be possible to use the type system in TypeScript to find if all
references are correct. Therefore, it had to be decided if the validation system
was needed. If so, it had to be studied what changes needed to be made to make
it understand TypeScript.
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5.2.4 Code generation
From the decision to use piggyback and pre-processing it came to be that the
code generator needed to be changed from generating JavaScript to generating
TypeScript. It was also decided that the code generator had to be extended
to support converting line and column positions in the compiled code to the
respective positions in the source code. It was decided that this would be done
using source maps. The main reasons being that it is an established format which
should suggest that it works but also that the TypeScript compiler can output a
source map when compiling.

The challenge then became how to generate the code necessary while at the
same time building a source map.

5.2.5 Integrated Development Environment
The IDE needed to be updated so that it could take advantage of the improved
error handling provided by TypeScript and the DSL. This meant that any errors
in code needed to be detected and somehow presented to the user. In order to
truly save time this had to be done dynamically as the user is making changes.

5.3 Evaluation

When everything was fully implemented the implementation had to be evaluated
in order to find out if it accomplishes what it is meant to do. Which was to
provide more rigorous error handling in order to help developers save time.

5.3.1 Runtime errors
For errors generated at runtime there is only on thing that is interesting and that
is if the source of the problem can be located. This is done with source maps.
Therefore, they need to be tested to ensure that they actually map between the
generated code and source code correctly. This was done using a method out-
lined by Fitzgerald [15]. It follows a four step process where the stages are as
follows:

1. Create an example program.

2. Add special debug statements at various locations in that program. These
statements print their location in the file to the standard output. See List-
ing 5.1.

3. Compile and run the program while collecting its output.

4. Use a source map consumer to verify that the outputted positions maps to
the original debug statements.

(function(e) { log(e.lineNumber, e.columnNumber); })(new Error());

Listing 5.1: Debug statement that outputs its location in the file to the standard
output.

The program used was a small test program containing six objects that define
3-5 properties each. One debug statement was placed in the first line of each
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function in the code. The output of that program was then collected and each
position was looked up through the generated source map using Mozilla’s source
map library [43]. Each mapped position was then verified if it was correct by
manually looking up the position in the source file.

5.3.2 Evaluating errors in the TypeScript compiler
There are multiple ways this can be done. For example, the compiler is open
source which means that it is possible to look at the source and extract all the
possible error messages it can give. Even though that is simple, it might not be
a good method since it does not necessarily provide the context in which those
errors might happen. Context, and especially usage context, is important to
consider in order to find all usability problems [44]. Therefore, it is essential that
error messages are evaluated by using illustrative code samples. For the samples
that are evaluated a lot can be said with confidence. However, if the samples
are not chosen carefully they might not be representative of the compiler as a
whole. In order to improve the validity and reliability of the results all possible
error messages were also evaluated. However, it would take a lot of time if it
were done manually. Instead, it was only done for the heuristics that could be
evaluated using automation.

Evaluating all error messages

After reviewing the source code of version 1.8 of the TypeScript compiler it was
discovered that all possible error messages were stored in a special data structure.
This data structure was not declared as being a part of the public API. However,
it was still made available externally. Therefore, all message could be extracted
with a short script. See Listing 5.2. It is a JavaScript program written for version
5.7.1 of Node.js [71]. Assuming that TypeScript has been installed with the
package manager Npm using npm install -g typescript, the script can be
run from the command-line using node script.js. All error messages will then
be printed to the console. It is then possible to perform analysis by piping the

var ts = require(”typescript”);
for (var messageHandle in ts.Diagnostics) {

var m = ts.Diagnostics[messageHandle];

if (m.category === ts.DiagnosticCategory.Error) {
console.log(m.message);

}
}

Listing 5.2: JavaScript program used to extract all possible error messages from
the TypeScript compiler.

output into other programs. For example, the total number of error messages can
be extracted using node script.js | wc -l.
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Evaluating special cases

The list of special cases to test were created from two sources. First, the code
snippets presented in [73] and [38] were used. See Listing 5.3 and Listing 5.4
respectively.

Second, a set of code snippets were created that cover the rest of the common
errors outlined in 4.2. See Listing 5.5, Listing 5.6, Listing 5.7 and Listing 5.7.

function foo() {
return 0;

function bar() {}

Listing 5.3: Erroneous code presented by Traver [73] and adapted for TypeScript.
Note the missing ’}’ in the declaration of foo.

for (let i = 0, i < 10, i++) {}

Listing 5.4: Erroneous code presented by McCall and Kölling [38], and adapted
for TypeScript. Note the usage of ’,’ instead of ’;’ in the loop header.

if true { }
while (5 === (10 / 2) {}
do (10 / 2) === 5) {}

Listing 5.5: Code that has mismatching parentheses.

let a: number = 5
let b: string = a;
let c: { val: string, length: number} = { val: ”Patrik” }
c = { val: ”Foppa”, length: 5, skill: 10 }

Listing 5.6: Code that contains assignments between incompatible types.

// Wrong method call
function Foppa(a: number) {}
Foppa(”Hej”)
Foppa(”Hej”, 5)
Foppa(5, ”Hej”)

// Method not found
Fopp(4)

Listing 5.7: Code that contains invalid method calls.

5.3.3 Evaluating errors overall
The TypeScript compiler is a part of a larger program. Code for the domain-
specific constructs is generated by software that surrounds the TypeScript com-
piler. From a users point of view, how the program is built internally should not
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be visible. Therefore, the code generator as a whole was evaluated and not just
the TypeScript compiler itself.

The errors were evaluated using heuristic evaluation as described in section
4.4.1. The reason an inspection method was chosen over a user testing method,
such as a questionnaire, was that inspection methods can find most usability
problems for a low cost. Also, compared to user testing, it can cover a larger
part of the user interface [63]. Normally this method uses several experts but in
this study only one was used. This has a negative impact on the amount of usabil-
ity problems that are discovered [42]. However, compiler error messages were
considered to be of low enough complexity that using a single expert would still
be good enough. The list of heuristics used were created as a part of this thesis
and the method describing how can be found in section 5.1.2. The resulting list
can be found in section 6.1.2.

The areas of interest are when running the code generator standalone on the
command line and when using the graphical IDE. Problematic code that is inter-
esting to test include any typical problems uncovered when studying common
errors as detailed in subsection 5.1.1 and presented in subsection 6.1.1 as well
as code that tests the limits on how properties can be declared.

Alternative methods

Heuristic evaluation was chosen over cognitive walkthrough because there really
is only one task a user might perform. Compile the program. As such, there is not
much to walk through. However, the situation where there is a problem in the
code and the compiler gives an error which the user is trying to fix can be seen
as a task. Indeed, that would lead to there being one task for each individual
type of error. It was however considered that heuristic evaluation would be far
more simple to apply rather than trying to use a method in a scenario it was not
intended for.
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6 Results

Here follows the results from the three main parts of this thesis.

6.1 Pre-study

The results from the pre-study are presented below. This section is structured the
same as in section 5.1.

6.1.1 Identifying common errors
One of the main things that were highlighted in the interviews was the presence
of name/symbol errors. That is, variables and functions being used when they do
not exist which could be because of spelling mistakes. Searching through com-
mit history confirms this the existence of this problem since one commit were
found that fixed a spelling error. See Listing 6.1. There was also one commit
found that showed a similar problem. However, it was not caused by mistakes
in spelling. See Listing 6.2. Instead, the problem was that in a previous commit
the property time was moved to a different place. Not all the code that used this
property was updated to reflect this change. Therefore, the app would not func-
tion correctly which was discovered and fixed the following day in the commit
displayed in Listing 6.2.

Another thing highlighted in the interviews was the problems that arose when
creating objects as a part of the framework. They use the property API manually
which means that when setting up relations between properties it is easy to make
mistakes in the list of dependencies. If that happens the property will most likely
not function as intended. One commit was found that relates to this problem.
See Listing 6.3. It shows that the wrong number of arguments were used for the
list of dependencies. However, the actual dependencies were correct.
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@@ -247,7 +247,7 @@
- if (!Number.isFinity(this.width) ||
- !Number.isFinity(this.height)) {
+ if (!Number.isFinite(this.width) ||
+ !Number.isFinite(this.height)) {

return;
}

Listing 6.1: A commit found in VisiarcCommon which show that mistakes in
spelling happens.

@@ -88,12 +88,13 @@
”for(var i = 0; i < labels.length; i++)”,
”{”,

- ” labels[i].text = parseInt(parent.AnimationArea.time);”,
+ ” labels[i].text = parseInt(parent.time);”,

”}”,

Listing 6.2: Simplified commit from Solklart showing that mistakes with refer-
ences happen. The code comes from a JSON file.

@@ -399,9 +399,7 @@
- this.label.wrap = new Property.Function( ... , null,

[[”parent”, ”inputMode”]] );↪

+ this.label.wrap = new Property.Function( ... , null, null,
[[”parent”, ”inputMode”]] );↪

this.label.verticalAlign = TextAlign.Top
//this.label.wordSpacing = 0.22;

Listing 6.3: Simplified commit from VisiarcCommon showing that mistakes with
function arguments happen. First argument omitted for clarity.

6.1.2 Heuristics for good error messages
Here follows the result from the process of creating usability heuristics as de-
scribed in subsection 5.1.2. The exploration stage resulted in a list of literature
that can be found in Table 6.1. They were used in the description stage to high-
light the most important characteristics. This was done in chapter 4 and most
notably in section 4.1 and section 4.3. There were heuristics presented in [73],
[48], [42] and [76], they can be found in table 4.3, 4.6, 4.2 and 4.7 respectively.

The correlational stage used the information from the previous stages to make
connections and establish what the most important characteristics for good com-
piler error messages were. This resulted in a proposed list of 6 heuristics. They
are described in Table 6.2. Finally, these heuristics were formally specified in the
specification stage using the format presented in subsection 5.1.2. The resulting
list can be found below, starting with heuristic H1 (Locality).
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Table 6.1: The literature that was studied.

Title Reference

“On compiler error messages: What they say and what they
mean”

[73]

“Improving a human-computer dialogue” [42]

“Heuristic Evaluation” [48]

Designing Effective Speech Interfaces [76]

“Compiler error notifications revisited: an interaction-first ap-
proach for helping developers more effectively comprehend and
resolve error notifications”

[6]

“Improving error notification comprehension through visual
overlays in IDEs”

[4]

“How developers visualize compiler messages: A foundational
approach to notification construction”

[5]

Table 6.2: The resulting list of heuristics.

ID Name Description

H1 Locality An error should always point to the source of the problem.

H2 Clarity An error should always be clear about what the problem
is.

H3 Consistency All error messages should conform to a standard template
that describes how they should look like.

H4 Guidance An error message should try to help the user to fix the
problem.

H5 Simplicity An error message should be simple.

H6 Positivity An error message should have a positive tone.

H1 - Locality

Explanation: An error should always point to the source of the problem.

Examples: Imagine having the code in Listing 6.4. In that example, button is
misspelled at the end of line 2. If we assume that there does not exist a class
with that name, the error generated should look something like the following:

Error on line 2, class of name ’Buton’ does not exist.

The error fails if it does not provide a line number or if the line number does
not refer to the line with the problem. Preferably, the error should also point to
where on the line the problem is. This can be done with a column number or
even better, graphically. Example:

save: Button = new Buton();
^^^^^

Error on line 2, class of name ’Buton’ does not exist.
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1: class Foo {
2: save: Button = new Buton();
3: }

Listing 6.4: Imaginary code example used to illustrate locality in errors.

Benefits: If an error points to the source of the problem, fixing it will be easier
and quicker than if the error does not point to the source.

Problems: There could be situations where the correct source of the error de-
pends on the intentions of the programmer. In such situations it can be difficult
to say if the heuristic has been violated or not.

H2 - Clarity

Explanation: An error should always be clear about what the problem is.

Examples: Imagine having the code in Listing 6.5. In that example, the static
property bar is being accessed on class Foo. However, bar is not actually de-
fined. The error generated should look something like the following:

Property ’bar’ does not exist on type ’Foo’.

class Foo {
}
Foo.bar = ”Hello World”;

Listing 6.5: Imaginary code example used to illustrate clarity in errors.

Benefits: If the message is clear about what the problem is it will be easier to
fix the problem. A cryptic message forces the user to take time to decipher it.

Problems: It might not be obvious where to draw the line between enough
clarity and too little clarity.

H3 - Consistency

Explanation: All error messages should conform to a standard template that
describes how they should look like.

Examples: Errors should be consistent in how they look and present the prob-
lem. For example, below are two different error messages for two different prob-
lems. The way they are formatted and present the information is different. This
is not acceptable.

(1) Error on line 2, class of name ’Buton’ does not exist.

(2) Error (3, 4): Property ’bar’ does not exist on type ’Foo’.

Errors should have the same formatting, see below how the previous example
could look like when having a consistent format.
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(1) Error (2, 21): Class of name ’Buton’ does not exist.

(2) Error (3, 4): Property ’bar’ does not exist on type ’Foo’.

Benefits: If error messages are consistent in how they present the information,
there will be a lesser mental burden for the user when it comes to parsing these
messages.

Problems: There might be situations where the design of an error message
breaks away from the standard in order to improve on some other heuristic. In
these situations it could therefore be acceptable to not be consistent. However,
that might be difficult to see when evaluating.

H4 - Guidance

Explanation: An error message should try to help the user to fix the problem.
This can be done by suggesting a possible solution to the problem.

Examples: An error message that explains what the problem is, is technically
providing guidance on how to fix the problem. However, that does not give
much help. For example, the code in Listing 6.6 has an error on the second line.
Properties in objects are separated with a comma and not a semicolon. That
could potentially cause an error like the one below:

Error (5, 13): Unexpected token ’;’.

If the problem happened because the user does not understand how to properly
write something, then this message will not help much. It would therefore be
good if the message provide an example on how something should look like.
The error above could for example instead say something like this:

Error (5, 13): Unexpected token ’;’.
JavaScript object literals should be on the form:

{ <name>:<value>, ... }

1: var object = {
2: foo: ”bar”;
3: thing: ”that”
4: }

Listing 6.6: Imaginary code example used to illustrate guidance in errors.

Benefits: If an error can guide the user into fixing the problem then that should
save time.

Problems: Giving an example for how something should look for all errors is
probably toomuch. Therefore, the difficulty lies in knowing howmuch guidance
is too much.

H5 - Simplicity

Explanation: An error message should be simple. It should only use the infor-
mation that is necessary and nothing more. Every extra bit of information lowers
the visibility of what is important.
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Examples:

Benefits: Simple messages that do not have any clutter will be easy and quick
to parse.

Problems: Might be difficult to define what simple actually means. Therefore,
it is difficult to know whether a certain message violates this heuristic.

H6 - Positivity

Explanation: An error message should have a positive tone.

Examples: An error message should avoid using negative words like: illegal,
invalid, bad and so on. As they could be seen as the compiler blaming the
programmer for making a mistake. For example, a message could instead of
saying that something is forbidden, say that it is not supported. This shifts the
blame from the programmer.

Benefits: Positive tone could lead to a happier programmer and happiness leads
to higher productivity [53].

Problems: As argued by Traver [73], most compiler messages are phrased in a
similar way which means that programmers have gotten used to it. Therefore, it
can be difficult to draw the line between positive and negative tone.

6.1.3 Discovering and evaluating alternatives to extend TypeScript
The results of this section is divided into subheadings. Each subheading corre-
sponds to one of the methods that were studied. For each subheading there is
an explanation on what the results where.

Data structure representation

In the standard form of this pattern, the data structure is represented separately
from the host language. Therefore, it does not really make use of host language
in the way that was requested. This pattern will therefore not be considered.

Lexical processing

This pattern can use a host language. The C pre-processor can be said to be a
lexical translator that uses the C language as a host. Furthermore, the C pre-
processor can be said to be modifying the grammar of the host language as the
directives that it processes is a part of the C grammar [25]. However, lexical
processing can be done without modifying the grammar. For example, special
comments could be used as directives for the processing or as mentioned in
subsection 3.2.1 variable names with a special prefix or suffix could be used as
hints.

As for generating errors, lexical processing is a bit limited. It relies mostly
on simple textual substitution. This does not offer much in terms of semantic
analysis. The tools provided by the host language can of course still be used
but the lack of awareness of the domain specific constructs makes this less than
ideal.

As explained in section 2.1 the generated code for properties needs get and
set functions that handle the assignment and fetching of values for properties. As
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TypeScript do not allow overriding get and set functions it needs to be known
whether to generate get and set functions or not. That kind of information is
not available in this pattern. It could be solved by having the user specify if
the property is overriding or not. However, this increases the burden of the
programmer.

A different method to solve the get and set problem would be to replace all
accesses to a given property with the correct code. See line 15 and 18 in List-
ing 2.2 for a reminder of what that looks like. This is not really possible in lexical
processing as it cannot understand semantics. It would be possible for a user to
create a local variable that happens to have the same name as a property. The
code would then break at runtime and no errors could be generated during com-
pilation because of the limitations of lexical processing. Using a special prefix
for the name of properties does not really solve the problem either since prop-
erties cannot be created anywhere and there is nothing that lexical processing
can do to enforce it.

Language extension

This pattern does use a host language. However, the grammar of that host lan-
guage is modified.

Source-to-source transformation

This pattern makes use of a host language. The DSL code is translated to the
code of another language. Therefore, it does not modify the grammar of the host
language. In fact, this pattern essentially creates a new language that merely
makes use of a host language for compilation. Thus, it can either be seen as not
using a host language or modifying the grammar since it will not be possible to
edit the DSL code in an editor that understands the host language.

Despite that, this pattern does not impose any extra restrictions on the ability
to generate good errors other than those that any other programming language
is subject to. This can be derived from the fact that essentially a new program-
ming language is created. The fact that a host language is used is merely an
implementation detail.

Piggyback

The piggyback pattern does make use of a host language. The grammar of the
host language does not necessarily need to be modified. A library is the most
basic form of this pattern which illustrates that this pattern can be implemented
without modifying the grammar.

As for the ability to generate errors, it varies depending on how the pattern
is applied. When using it as nothing more than a library, then error reporting
capabilities are limited to the tools of the host language. The piggyback pattern
can also be more complex and do similar things as the source-to-source trans-
formation pattern. That means that traditional code generation methods can be
used. Therefore, it is possible for the piggyback pattern to have the same capa-
bilities as a normal programming language. However, since the language used
will be a mix of the host language and the DSL, there could become a disconnect
between errors generated in the host code and the DSL code. Thus, this pattern
has a negative effect on the ability to generate good errors since it becomes more
difficult to do so. Where, more difficult means that it requires more work than
for a regular programming language.
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6.1.4 Selecting an alternative to extend TypeScript
The findings in the previous section resulted in two possible patterns: piggyback
and lexical processing. Piggyback does affect the ability to generate good error
messages. Which can be remedied by the fact that full parsing and syntax tree
generation can be used. Lexical processing does not have those capabilities. It
is limited in the semantic analysis it can do. Therefore, it cannot really take ad-
vantage of the host language in the same way that the piggyback can. Therefore,
the piggyback pattern was chosen.

6.2 Implementation

As mentioned in subsection 6.1.4 it was decided that the piggyback pattern
would be used. The domain specific constructs would be declared using exist-
ing TypeScript constructs. These constructs would then be given special meaning
when sending the TypeScript code through the custom code generator. The cus-
tom code generator then replaces the special constructs with the actual code
that makes everything work. See Figure 6.1 for an overview of the compilation
process. The output of the custom code generator is then given to the TypeScript
compiler which compiles it to JavaScript.

Coffee project
(TypeScript + DSL)

Generated code
(TypeScript)

Compiled code
(ES6)

Code Generator TypeScript compiler

Complete Code Generator

Figure 6.1: Overview of the compilation process. There are two major steps:
first is the generation of code based on the project files, the second is the real
compilation by the TypeScript compiler. The TypeScript compiler compiles to
ECMAScript 6 (ES6) [13].

6.2.1 DSL
An example of how the special constructs were made to look like can be found
in Listing 6.7. It is the same example as in Listing 2.1. As before it contains
three properties: width, height and customProperty. The first two illustrate the two
possible methods of defining the function that calculates the value of the property
(note the usage of curly brackets and return on the height property). The arrow
functions in TypeScript support both giving a function body and an expression.
Both of these conventions are supported. This is how implicit and explicit return
is being handled.

The third property named customProperty is still getting its value from the x

property on the parent of MyButton. This means that the value of customProperty

will change whenever the x property on the parent changes.
The first step of compilation is generating the extra code needed for proper-

ties to function. See Listing 6.8 for an example of how the relevant parts from
Listing 6.7 looks like after the first compilation stage. Compare this to the code
outputted from the old code generator that was shown in Listing 2.2. Most of it
is similar. The main differences are that a real class system with real inheritance
is being used. Therefore, initialization code can be put in a real constructor.

In the example presented in Listing 6.7 width is defined to be an instance of
the generic class Property with the type argument number. When writing code it
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class MyButton extends Button {
width = new Property<number>(() => 100);
height = new Property<number>(() => { return 200; });
customProperty = new Property<number>(() => this.parent.x);

}

Listing 6.7: Example of a simple button object with two properties that illustrate
implicit and explicit return. A third property illustrates the use of dependencies.

1: class MyButton extends Button {
2: constructor( /* Arguments omitted */ ) {
3: super( /* Pass on arguments */);
4:
5: /* Extra initialization code omitted */
6:
7: Property._createProperties.call(this, [’customProperty’])
8: this.width = 100;
9: this.height = (() => { return 200; })();
10: this.customProperty = new Property.Function(
11: () => this.parent.x, null, null, [[”parent”, ”x”]], null)
12: }
13:
14: get customProperty() {
15: return this._properties.get(’customProperty’);
16: }
17: set customProperty(value) {
18: this._properties.set(’customProperty’, value);
19: }
20: }

Listing 6.8: Example of how generated code from the first compilation stage
might look like.

should possible to use width as if it was a regular number. This could be done
by declaring it as being of type any. However, that would practically turn off
the TypeScript type system when dealing with this property. Instead, it is ac-
complished with the declarations described in Listing 6.9. The first declaration
makes it so that width is essentially of type number. Therefore, all the type check-
ing that the TypeScript compiler provides can be used when working with width.

The second argument of the Property function is an object of type
GetSetDeclaration. It allows advanced users to define their own get and set func-
tions to be used instead of the default ones. See lines 14 through 19 in List-
ing 6.8. The main thing to note is that the argument of the set function can
be of the generic type T or PropertyFunction. As can be seen on line 9 and 10
in Listing 6.8, the set function must be able to handle receiving a value and a
function object that represents the connection with some other properties. The
default set function can of course do this. However, the type system in Type-
Script allow certain operations that are considered not sound. One of these are
function parameter bivariance [40]. See Listing 6.10. This means that functions
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declare type Property<T> = T;

declare var Property: {
new<T> (func: () => T, getAndSet?: GetSetDeclaration<T>): T

}

declare interface GetSetDeclaration<T> {
get: () => T;
set: (value: T | PropertyFunction<T>) => void;

}

Listing 6.9: Declarations used to make properties behave like basic types. This
ensure properties can be read from easily while still making use of the type sys-
tem in TypeScript.

can be assigned to one another if the parameters are assignable in either direc-
tion. This means that a user can define a set function with the argument only
being of generic type T and not get any errors. At runtime the function can still
be called with a value of type PropertyFunction. Therefore, an error messages for
this situation was added to the code generator.

let x = (a: number) => 0;
let y = (b: number | string) => 0;

x = y; // OK
y = x; // Unsound assignment is also OK

Listing 6.10: Example of unsound behavior in the TypeScript type system.

A limitation with properties as hinted at previously is that they can only be
declared as class members. This is a limitation of the design and capabilities
of the code generator. This limitation can, however, not be enforced using any
features offered by the TypeScript language. Therefore, it has to be done by the
code generator. Specifically, the parser.

6.2.2 Parsing
A little more detailed description of the compilation process that shows the flow
of how a file is compiled can be found in Figure 6.2. Boxes marked in blue
are new additions. The code generator, which is marked in green, existed since
before but it has been modified. The most notable change in the code generator
is the added generation of source maps. The first step of the process is parsing.
This is done using the TypeScript compiler. It is used to extract the abstract syntax
tree from the code along with type information. The parser walks through the
AST and looks for class declarations. They can be seen as the basic block of
the DSL. Any class that wants to be using properties needs to somehow inherit
the base class that all Coffee objects inherit from. The type information from the
TypeScript compiler is used for that. It allows for fetching the entire inheritance
chain of a class.
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Figure 6.2: Flow of the compilation process. Blue blocks are additions. Green
blocks are existing components that has been modified.

If a class is found that is not related to the base class, it is simply ignored.
However, if it is related the parsing of the class will continue. The things that
are extracted is its name, position in the file, which class it directly inherits from,
JSDoc tags and finally its members. When going through themembers, the parser
looks for anything that has the type Property. If it finds a property it will extract
the name of that property, its actual type, its position in the file and the function
that calculates the value of the property. While doing so, the parser checks that
the property is declared properly and will display an error message detailing if
that is not the case.

The parser will also make a full traverse of the entire AST in order to find
any unsupported usage of properties in the file as a whole. This is done to en-
sure that the user does not write code that silently goes through the compilation
process and fails at runtime. Any problems that are spotted are reported. See
Listing 6.11 for an example of different property declarations that are valid Type-
Script but give errors in the code generator. Note the error on line 9. The type

1: let a = new Property<number>(() => 1); // Error
2: class A extends Button {
3: a = new Property<number>(() => 1); // OK
4:
5: foo() {
6: let a = new Property<number>(() => 1); // Error
7: }
8: }
9: function foo(): Property<number> { // Error
10: return new Property<number>(() => 1); // Error
11: }

Listing 6.11: Different property declarations that are not supported will give an
error in the code generator.

Property<number> evaluates to number which is a type that can be used. How-
ever, it makes the code difficult to read and possibly misleading.
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When everything is parsed the data is transformed into the data structures that
Coffee and CoffeeMaker uses internally. The data from the parser is also attached
to these data structures so that it is available in the places that need it.

6.2.3 Coffee property system
The new dependency parser functions similarly to the old parser. It uses the
TypeScript compiler to get an AST for the property code. Then it walks the tree
and finds any accesses that are done on variables or functions that are not locally
defined. This is done by keeping track of everything that is declared locally. If an
accessed variable does not exist in the list of local variables, it is assumed to be
a dependency. Finding local variables is easy because the TypeScript compiler
provides that information directly in the top node of the AST as well as any
function declaration nodes or similarly. See Table 6.3 for an example of some of
the nodes the dependency parser looks for.

Table 6.3: Examples of some AST nodes the dependency parser searches for.

AST Node Example Description

Identifier foo Standalone variable ac-
cess.

PropertyAccessExpression foo.bar Access to a member of an
object.

FunctionDeclaration function foo() {} Function that is declared
locally and might use
non-local references.

It was decided that the validation system would not need changes. The only
thing it needs is member accesses. These behave the same in both JavaScript
and TypeScript. This means that the output of the new dependency parser is the
same as before. On top of this, it was decided that the old validation system
was not needed anymore. Properties and their relationships can be fully defined
in TypeScript which means that any errors with references can be caught in the
TypeScript compiler. However, the old validation system remains in use as a
method to catch any changes that could potentially break how things worked
before.

6.2.4 Code generation
The code generator was reworked so that it modifies an existing file instead of
generating one from scratch. Using the position information that is extracted by
the parser, the code generator can insert statements where needed and remove
things that are to be replaced. All changes that are made are not applied directly
to the text file. Instead, they are put in a list and will not be applied until all
changes that should be done on the file is in that list. If changes were applied
directly then the locations of constructs in the file could change which would
make any further changes impossible without re-parsing the file. The changes
that are put in the list are objects with four attributes. The attributes and their ex-
planation can be found in Table 6.4. The array of mappings contains objects that
have two attributes: originalPos and generatedPos. The attribute named originalPos

is the index in the source file from which a particular part of the change originate
from. The result of that change can then be found in the newText attribute at the
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Table 6.4: The attributes of a change object.

Attribute Description

start The index in the text file that marks the start of the change.

length The amount of characters after the start to replace. A value of zero
means that nothing is replaced.

newText A string of text to be inserted.

mappings An array of local mappings for the text in the attribute newText.

location pointed to by generatedPos. The index a particular change will have in
the final generated file is not known at this point in time. That can be calculated
when the list of changes is complete.

When the list of changes is complete, a list of segments is created. This is
done by splitting the original file at every point where a change is made. For
each segment the position it had in the original file is noted. All the changes are
added as segments as well. While this is done, the position each segment will
have in the generated file can be calculated. See Figure 6.3 for an illustration of
this process.

(a) A change wants to replace the second line, which is marked in blue, in the source file.

(b) The source file is split at the beginning and end of the change into segments. The
change is then inserted as a segment inside the split. Positions of segments in the gener-
ated file can afterwards be calculated.

Figure 6.3: Illustration of how segments are created from changes and how the
generated file is created from segments.

When the list of segments is complete, the final generated file can be created
by simply concatenating the text of each segment. The source map can also be
generated from the segments. This is done by iterating through each segment and
adding mappings for each one. There are two types of segments and they have
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to be treated differently. The first type of segment is the one that comes straight
from the original file. This means that the text within the segment is unchanged.
However, its position in the generated file might be different from where it was in
the original file. As the source map standard cannot map ranges it was therefore
necessary to map individual parts of a particular segment. The parts to map is
chosen using regular expressions. A special expression searches the text of the
segment and any match that is found is used to map. At first the expression
/\b(\w)/g was used. It matches the first character of every word. However,
it was decided that it would not give enough detail. Therefore, the expression
/(\b(\w)|[{};()])/g was used instead. It matches the same as the previous
expression except it also matches curly brackets, semicolon and parentheses.
See Listing 6.12 for an example of which characters gets mapped in a small
code segment. Mapped characters are denoted with a surrounding box. As can
be seen, it also maps inside comments.

// C reate t he s ource m ap g enerator.

// ’ F ile’ i s t he n ame o f t he g enerated f ile

v ar m ap = n ew s ourceMap. S ourceMapGenerator ( {

f ile: p ath. b asename ( f ileName )

} ) ;

Listing 6.12: Example that illustrates where mappings will be created for un-
changed code segments. Boxes are used to show which characters are mapped.

The other type of segment is the change that was added. As mentioned pre-
viously it comes with a list of mappings. Therefore, all that is left to do is modify
the mappings to account for the position in the generated file the segment will
have. The mappings in the change come from the actual code generation pro-
cess. When a change is made it can be specified that it originates from a range
of text in the source file. A similar method as before is applied in order to cre-
ate the actual mappings. See Figure 6.4. The new text is searched using the
same regular expression as before. Any matches are mapped using the relative
position in each range.

Figure 6.4: Mapping ranges is accomplished by selecting anchors that are
mapped linearly to the source range.

Error messages

In the entire code generation process, messages can be generated at many differ-
ent places. In order to fulfill the consistency heuristic it is important that they all
follow the same style of presentation. That is, the fact that the code generator is
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internally made up of many different parts should not be known to the program-
mer. Therefore, a common standard for presenting messages was created. It can
be found in Listing 6.13. The type field in the message can be three different
values: error, warning and info. They are also given different colors in order to
more easily distinguish the message types.

<filename> (<line>, <column>) <type>: <message>
<type>: <message>

Listing 6.13: The format for all messages in the code generator. Has 2 variations,
one with file info and one without.

6.2.5 Integrated Development Environment
The code editor in CoffeeMaker was replaced by the Ace editor [2]. This was
done as it was seen as a simple way to create amuch better editor. This is because
Ace has built in support for a lot of things like TypeScript syntax highlighting.
Ace is built in JavaScript aimed to be used in web applications. In order to
integrate it in a Qt application a view that can display web content had to be
used. Specifically, a WebEngineView was used. The main problem of using a
web view is that the JavaScript environment in the web view is separate from the
one in the rest of the application. This can be solved by using what Qt refers to
as a web channel. It allows for registering objects that will be accessible from
both environments.

In order to improve the detection and resolution of errors the IDE was up-
dated to display errors from the TypeScript compiler. This is mainly done in the
code editor. Ace has support for implementing things such as syntax validators.
This is done using web workers. Therefore, it was decided to use the established
methods. The TypeScript compiler was integrated into a web worker that used
the Ace API to check the code in the editor for errors. Any errors that are found
can be shown in the editor using annotations. See figure 6.5 for a simple ex-
ample. However, since the code editor is editing properties it will only edit a

Figure 6.5: Simple error being being displayed in the new editor.

small part of an entire file and by extension, an entire project. Therefore, only
syntactic errors will be fully correct. Semantic errors from the compiler might
not be correct since it does not have the entire project. The chosen solution
for this was to simple give the TypeScript compiler in the web worker all the
files in a project. See Figure 6.6 for an overview of the editor and its relations
with the rest of the system. This solves the second problem. The first problem
is that the editor is editing a small part of a larger file. In order to get fully cor-
rect semantic errors from the TypeScript compiler it is necessary to keep this file
updated as changes are happening. This is done using the information from the
parser. When the user selects a property to edit, a message is sent to the editor
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Figure 6.6: Overview of how the editor is structured.

detailing which property the user wants to edit. Using the parsed information
about where things are, the editor can find where the given property is declared.
It will then split the file before and after the declaration. A new declaration is
created whenever changes are made. This new declaration will be put together
with the two halves of the original file whenever the TypeScript compiler wants
to look at it. The original copy of the file is never altered. Whenever the user
selects a different property to edit, the process is repeated using the original file.
Changes made inside properties cannot affect the errors inside other properties.
Therefore, changes does not need to be kept which means that position data of
where everything is does not need to be recomputed.

When dynamically generating a new property declaration there are two ways
it can be declared. The property might implicitly return an expression, or it might
be written like a regular function with return statements. See Listing 6.7 where
the width and height properties illustrate both methods. As can be seen there
are two ways to declare the arrow function. Either it has curly brackets around
the user code or it does not. In order to get correct error handling the right
alternative has to be used. This is solved by taking the user code and construct-
ing the following statement: let a = () => ( <user code> ). The TypeScript
compiler is then used to parse that statement. If there no syntax errors then the
user code most likely contains a single expression and thus curly brackets can be
left out. However, if there are syntax errors curly brackets will be used. If there
are still syntax errors at that point there must be a problem with the user code.
The reason this is done instead of just looking for a return statement is because
the user might be in the middle of writing the code for the property. Therefore, a
return statement might not exist yet. It also would not cover the scenario where
the user might have forgotten to add a return statement.

The method of dynamically updating properties only works for editing prop-
erties that already exist. If the user creates a new property a more permanent
change needs to be made. This done using the save functionality. It will create
a new file with the newly created property. While doing this it will also create a
new data structure that contains information of where declarations are located.
This data structure is sent to the editor along with the new file. This ensures that
fully correct errors can be generated even if the user makes major changes.

One problem that was noticed was that errors like the one shown in Fig-
ure 6.7a could be generated. It consists of two errors where the second one
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(a) Two errors whose messages do not make sense unless the context of the code is known
(shown below). Only the last line of the second error message is helpful.

(b) The offending code that cause the errors shown above and below.

(c) Improved error message that explains the problem.

Figure 6.7: Example of a complicated error caused by the fact that the editor
only edits a small part of an entire file.

encompasses two rows. The second error contains the real problem. The prop-
erty function expects a function that returns a number as its argument. Since this
is not the case, the function call does not match any known signatures which
causes the first error. The end result is that these two errors violates two of the
heuristics outlined in subsection 6.1.2: Clarity and Simplicity. The chosen so-
lution to this problem was to add an extra stage where errors can be filtered or
modified. All possible errors in the TypeScript compiler has a unique identifier.
This means that the errors shown in Figure 6.7a can be identified. If their range
covers the property declaration then it is known that the errors refer to the sit-
uation shown in Figure 6.7. The errors can then be replaced with an improved
error message. See Figure 6.7c.

Another problem that was discovered were errors created from syntactic mis-
takes. Consider the code example in Listing 6.7. If the width property is being
edited and given the code displayed in Figure 6.8 it would result in the following
errors:

• Line 1: Property ’height’ does not exist on type ’MyButton’.

• Line 4: ’,’ expected.

• Line 5: ’:’ expected. Property ’height’ does not exist on type ’MyButton’.

• Line 6: ’,’ expected.

The main problem is the errors on line 1 and 5 that says the height property does
not exist. The errors on line 4 and 6 does suggest that something is wrong with
the syntax. However, saying that a comma character is expected does not make
sense unless the context of the code is known. If the code is considered on its
own, isolated from its context, it would be expected to find an error on line 3 as
there is an ending curly bracket without a matching start curly bracket. It does
not happen here because that curly bracket will match up with one from the rest
of the code.

The solution to this problem was to parse the code snippet on its own for
syntactic problems. If there is syntactic errors then only those will be displayed.
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Figure 6.8: Editing the width property with code that contains an extra curly
bracket on the end of line 1 results in several errors.

Therefore, semantic errors will only be displayed if there are no syntax errors.
For the given example this yielded the errors presented in Figure 6.9. All the

Figure 6.9: When parsing the code snippet itself for syntax errors the errors will
provide more help. The message for errors on line 3 and 4 were “Declaration or
statement expected.”.

semantic errors caused by the syntax error are now hidden. Furthermore, there
is now an error pointing towards the “extra” curly bracket on line 3 stating that
a declaration or statement was expected. There is also an error on line 4 stating
the same thing which is caused by the fact that an else statement cannot be on
its own. Neither of these errors are great but they are an improvement.

6.3 Evaluation

The results from the evaluation are presented below. This section is structured
the same as in section 5.3.

6.3.1 Runtime errors
When performing the tests outlined in subsection 5.3.1 it was discovered that
column positions could not be retrieved with the debug statement. A value of
zero was given regardless of the position on a line the error creation code was.
Nevertheless, line numbers were reported. Therefore, the tests were continued
using only those.

The test program had a total of six debug statements. The mapped line num-
bers for those matched correctly. Thus the locality is good. With that said, not
having column numbers still means that heuristic H1 (Locality) is violated.

6.3.2 Evaluating errors in the TypeScript compiler
The results follow the same structure as in subsection 5.3.2. At first the results
from the evaluation of all error messages are presented. They showed that it was
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possible to evaluate heuristics H6 (Positivity) and H4 (Guidance). Secondly, the
results from evaluating the error messages generated when compiling the special
test cases are presented.

Evaluating all error messages

The total number possible error messages in version 1.8.7 of the TypeScript com-
piler was found to be 608.

For heuristic H6 (Positivity) it was possible to evaluate all of the messages
using automation. The heuristic describes that a message should avoid using
negative words such as “forbidden”, “invalid”, “bad” and so on. All the messages
can be searched for occurrences of those words. The commands used and the
results from those commands can be found in Table 6.5. As can be seen most

Table 6.5: Amount of error messages that contain words with possibly negative
connotations.

Command Count Percentage

node script.js | grep -i forbidden | wc -l 0 0%

node script.js | grep -i invalid | wc -l 10 1%

node script.js | grep -i bad | wc -l 0 0%

node script.js | grep -i prohibit | wc -l 0 0%

node script.js | grep -i disallow | wc -l 1 0%

node script.js | grep -i cannot | wc -l 172 28%

messages do not contain any negative words. Only one error message contained
a form of the word “disallow”. The word “cannot” was however used in almost
a quarter of all the error messages. It can be argued that the word has a similar
meaning as forbidden. It can also be seen as a shorter form of “not supported” as
in “the compiler cannot handle this”. In that case the usage of the word “cannot”
is good since that follows heuristic H5 (Simplicity) by using fewer words.

From the list of error messages that contain the word “cannot” there were two
that stood out:

• You cannot rename this element.

• You cannot rename elements that are defined in the standard TypeScript
library.

They refer to the programmer directly and cannot be seen as anything else than
accusations. However, they are only two messages out of a possible 600. There-
fore, it was considered that the TypeScript compiler is not violating heuristic H6
(Positivity).

The same method was also used to check if the TypeScript compiler provides
any kind of guidance. The commands and the results can be found in Table 6.6
As can be seen there are some messages that offer guidance. Three messages
contained the phrase “did you”which signal that they contain suggestions. Those
three message were the following:

• Value of type ’{0}’ is not callable. Did you mean to include ’new’?

• Cannot find name ’{0}’. Did you mean the static member ’{1}.{0}’?
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Table 6.6: Amount of error messages that contain words that might relate to
giving guidance.

Command Count Percentage

node script.js | grep -i ”did you” | wc -l 3 0%

node script.js | grep -i perhaps | wc -l 0 0%

node script.js | grep -i try | wc -l 0 0%

node script.js | grep -i maybe | wc -l 0 0%

node script.js | grep -i must | wc -l 77 12%

node script.js | grep -i expected | wc -l 36 5%

• Cannot find name ’{0}’. Did you mean the instance member ’this.{0}’?

They offer basic solutions to what could be simple mistakes.
Messages containing the word “must” intends to explain what is allowed

within the grammar of the language. As an example, two randomly selected
messages that contain the word “must” were phrased like the following:

• ’const’ declarations must be initialized

• A function whose declared type is neither ’void’ nor ’any’ must return a
value.

These messages were considered to be providing good guidance.
Messages containing the word “expected” could be seen as having similar

meaning as the word “must”. That opinion changed when randomly sampling
messages containing that word. The messages had a tendency to be vague like
the following two examples:

• Declaration or statement expected.

• Type expected.

It was considered that these kinds of messages did not violate heuristic H4 (Guid-
ance). However, they could be violating heuristic H2 (Clarity).

Evaluating special cases

When compiling the code sample shown in Listing 5.3 it resulted in the following
error.

1: function foo() {
2: return 0;
3:
4: function bar() {}

• (4, 17): ’}’ expected.

The message is pointing to the wrong location. However, it is allowed to
create local functions inside functions in TypeScript. Therefore, it is impossible
for the compiler to know for sure what the intentions of the programmer were.
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That being said, the compiler could look at indentation of the code and perhaps
make the assumption that the curly bracket is missing on line 3. Thus, it was
considered that heuristic H1 (Locality) was partially breached. Aside from that
no other heuristics were violated.

When compiling the code in Listing 5.4 it resulted in the following set of
errors.

1: for (let i = 0, i < 10, i++) {}

• (1, 10): Cannot redeclare block-scoped variable ’i’.

• (1, 17): Cannot redeclare block-scoped variable ’i’.

• (1, 19): ’=’ expected.

• (1, 21): Type expected.

• (1, 25): Cannot redeclare block-scoped variable ’i’.

• (1, 26): ’=’ expected.

• (1, 27): ’=’ expected.

• (1, 28): Expression expected.

• (1, 31): ’;’ expected.

None of these errors actually have anything to do with the real problem. Thus
the heuristics H1 (Locality), H2 (Clarity) and H4 (Guidance) are all violated.

When compiling the code sample for mismatching parentheses (shown in
Listing 5.5), it resulted in the following set of errors.

1: // Mismatching parentheses
2: if true { }
3: while (5 === (10 / 2) {}
4: do (10 / 2) === 5) {}

• (2, 4): ’(’ expected.

• (2, 9): ’)’ expected.

• (3, 23): ’)’ expected.

• (4, 18): ’;’ expected.

The first three messages do not violate any heuristics as they explain the prob-
lem clearly and point to the correct location. However, the fourth error violates
heuristic H2 (Clarity) and H4 (Guidance). The problem is the missing start paren-
thesis on line 4. The error is instead pointing towards the “extra” end parenthesis
at the end of the line. This was considered to be a minor violation of heuristic
H1 (Locality) as the error does pull attention towards the parentheses.

When compiling the code sample for incompatible types (shown in List-
ing 5.6), it resulted in the following set of errors.
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1: // Incompatible types
2: let a: number = 5
3: let b: string = a;
4: let c: { val: string, length: number} = { val: ”Patrik” }
5: c = { val: ”Foppa”, length: 5, skill: 10 }

• (3, 5): Type ’number’ is not assignable to type ’string’.

• (4, 5): Type ’{ val: string; }’ is not assignable to type ’{ val: string;
length: number; }’. Property ’length’ is missing in type ’{ val: string;
}’.

• (5,32): Type ’{ val: string; length: number; skill: number; }’ is not
assignable to type ’{ val: string; length: number; }’. Object literal
may only specify known properties, and ’skill’ does not exist in
type ’{ val: string; length: number; }’.

There were no usability problems found in these messages except for the third
message that is partially violating heuristic H5 (Simplicity).

When compiling the code samples relating to problems with method calls
(shown in Listing 5.7), it resulted in the following set of errors.

1: // Wrong method call
2: function Foppa(a: number) {}
3: Foppa(”Hej”)
4: Foppa(”Hej”, 5)
5: Foppa(5, ”Hej”)
6:
7: // Method not found
8: Fopp(4)

• (3,7): Argument of type ’string’ is not assignable to parameter of
type ’number’.

• (4,1): Supplied parameters do not match any signature of call tar-
get.

• (5,1): Supplied parameters do not match any signature of call tar-
get.

• (8,1): Cannot find name ’Fopp’.

The only messages containing violations were the second and third message
which violated heuristic H4 (Guidance).

6.3.3 Evaluating errors overall
The first thing that was evaluated was errors generated when using the code
generator through a command line interface. A printout of running the code
generator on a project that contains a random set of errors can be found in Fig-
ure 6.10. The first error is generated in the parser while the rest originates from
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Figure 6.10: Printout showing how errors are formatted when running the code
generator from the command line.

the TypeScript compiler. The usability problems related to how the errors are
presented were the following:

1. H3 (Consistency): The horizontal alignment of the messages do not match.

2. H3 (Consistency): The messages do not have a consistent ordering.

3. H5 (Simplicity): Using file path on every message is redundant.

4. H1 (Locality): Merely providing line and column number for the start of the
error is not enough.

5. H4 (Guidance): Messages of the form “Supplied parameters do not match
any signature of call target” does not provide enough guidance.

The second thing that was evaluated was the errors themselves and also how
they are presented in the IDE. At first it was verified that errors for the situations
highlighted in subsection 6.1.1 could be generated. See Figure 6.11 for screen-
shots of what happened when testing those code samples. As can be seen, errors

(a) Testing if misspelling a function can be caught.

(b) Testing if referencing a property that does not exist can be caught. It is simulated here
by misspelling the name of an existing property.

Figure 6.11: Testing if the two common problems can be caught with the new
system.

can now be generated for these situations. From the heuristic evaluation of these
error messages it was found that they both violate heuristic H4 (Guidance). This
is because in both scenarios the problem stems from simple misspellings. There-
fore, it would be possible to give suggestions.
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It was also tested what errors are generated when declaring properties in dif-
ferent ways and different contexts. See Figure 6.12. All the code is valid Type-
Script. However, errors are generated for property declarations that are not sup-
ported by the code generator. All the errors in Figure 6.12 have one of two

Figure 6.12: Testing different ways of declaring properties in different contexts.

possible messages. They are:

• Property creation is only supported when creating class members.

• Only class members can be real properties and they behave like their basic
types. This is therefore not needed and might be misleading.

The first message is used when trying to construct a property where it is not
supported. The second message is used when the type of something other than
a class member declaration is set to be property.

The second message is phrased generically and it is used regardless of the
context of which the type is used. Indeed, this means that heuristic H2 (Clarity) is
violated. Individual messages tailored for the different possible situations should
be used.
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7 Discussion

In this chapter three major topics of discussion will be covered: results, method
and the work in a wider context.

7.1 Results

The results from the study on what errors usually happen at Visiarc did not show
much. What it did show was in line with what previous works has shown. See
section 4.2. The most common problem seemed to be name or symbol errors.
Indeed, this is not surprising given that the only major thing that can go wrong
with properties are references.

There is no value to be had inmapping comments when performing the source
mapping. Any execution time and storage space devoted to it is therefore a
waste. However, the total amount of waste is small. The source maps generated
for some of the larger files struggle to reach a size of 100kB. Even if a majority of
that size could be attributed to mapping comments, it would still not be a prob-
lem because storage is cheap. The same can be said for the wasted execution
time. No metrics were gathered to back this claim but it was regarded that the
time impact of mapping comments is small enough that it would not be worth
the time investment necessary to fix it.

Not getting column numbers from an error when running an app was surpris-
ing. Further investigation showed that column numbers do exist and can some-
times be retrieved. For example, when printing a stack trace correct column
numbers are printed for all levels in the stack except the topmost one. Despite
the fact that column numbers were not available when testing, the mappings
can still manually be verified that they are correct. The results did not cover
this but the mappings are mostly correct except for code related to properties
which do not align perfectly. This was considered to be good enough as the
mappings do point to the correct statement but not necessarily the correct part
of that statement.

The errors provided by the TypeScript compiler when compiling the code in
Listing 5.4 does make sense when considering how the compiler interprets the
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code. In JavaScript (and by extension TypeScript) it is possible to have declaration
lists where each variable declaration is separated by a comma. The compiler
considers the entire loop header to be a declaration list which explains the errors.
It is also natural to expect the compiler to do this. Therefore, it is not surprising
that the TypeScript compiler has some usability problems in its error messages.

7.2 Method

The literature that was used as a basis for this thesis consisted mainly of scien-
tific articles published in one or more journals. They were combined with some
other sources such as books, blog posts and other web pages. Technologies sur-
rounding the web and JavaScript seems to have a tendency to lack real scientific
articles that can be used to back claims. As an example, the document outlin-
ing the third version of the source map standard is published as a Google Docs
document [35]. Therefore, some online sources had to be used which can be
considered a good thing as it creates a varied mix of sources.

The method of this thesis was made up of several distinct parts. Therefore,
the discussion will cover each of them separately.

7.2.1 Pre-study
The pre-study itself consisted of three parts. The first one being the search for
the most important errors that are encountered when working with properties.
Using two sources of data is good as it improves the precision of the results [59].
With that said, going through commit history to find common errors could be a
weak method. As mentioned in section 7.1, it was difficult to find relevant errors.
This is somewhat expected. A typical process of development might resemble
the following three step process:

1. Make change

2. Test change

3. If no errors; commit, otherwise return to step 1.

It then becomes clear that errors that are easy to detect when running the code
will have a small likelihood of being committed. If such an error is common and
happen a lot, then the likelihood of at least one such example being committed
increases. Therefore, this method cannot be used to prove that certain errors
never happen. It can, however, be used to prove the existence of certain errors.
As for how common they are, it could be said that if the error is simple then there
is higher probability that it is common. In order to draw any real conclusions
regarding the quantity of a type of error, there must be many examples found.
Otherwise, the result will be too unreliable.

Another potential problemwith the method used, is the fact that filtering com-
mits based on keywords might miss commits with good information. A different
approach would be to review all commits within a certain time interval. If a suf-
ficiently large time window is chosen, then there should not be a problem with
some error types being missed. It would also be possible to say more about the
frequency of errors. With that said, any such conclusions would still be weak
because of the problem mentioned earlier. Furthermore, looking at all commits
within a range could mean that the ratio between lines of code reviewed and
errors found, becomes higher than for the keyword method. This means that the
cost per error found is higher.
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The second part of the study was the selection of heuristics for good compiler
error messages. It followed an existing proposed formal method for selecting
heuristics which was outlined in section 4.4.1. The main part of that process
is the study of literature as it can be said to make up three out of the six steps
that the method is comprised of. Multiple sources of literature was used in order
to ensure good reliability and validity. This is in line with what Runeson and
Höst refers to as data triangulation [59]. It is the process of using more than one
data source or collecting the same data at different occasions. Using multiple
sources of literature from different points in time should therefore ensure good
results. However, the method used to collect data was weak in terms of reliability
and replicability. A proper literature study needs to be more formal [33]. For
example, the search process needs to be documented more thoroughly. This
includes things like the date of a search and the exact search phrases. There is
also a problem with the selection process not being formally specified enough.
As argued in subsection 5.1.2, the aim of the study was merely to identify the
most important characteristics. As long as multiple sources of data that have
variety are used then the results should be valid and reliable.

The proposed method to create heuristics has a stage that is used to validate
the selected heuristics. It also has a refinement stage used to improve the heuris-
tics based on the findings in the validation stage. Both of these stages were
skipped as a part of the pre-study. This has a negative impact on the validity and
reliability on the resulting heuristics. However, creating heuristics for compiler
error messages has been done before. One of the articles used in the litera-
ture study propose its own set of heuristics for the domain of error messages in
compilers. This means that the data used when creating the heuristics is highly
relevant and lowers the need for refinement.

The third part of the study was the evaluation of methods to extend Type-
Script. It had a set of clearly defined questions to consider for each of the possi-
ble DSL implementation patterns. This ensures good validity. However, it might
be difficult to answer those questions. Especially, the answers might be different
depending on the interpretations of the evaluator. This is not good for the reli-
ability of the results. Nevertheless, it was considered that the requirements on
how TypeScript could be extended still did provide enough guidance to ensure
that the answers to the questions are reliable.

7.2.2 Implementation
The method for implementing worked well in regards to the implementation it-
self. Writing a diary worked well and was a very good resource for information
at the end of the thesis. With that said, the process of implementation and most
importantly, the process of making decisions is a bit lacking. See section 6.2.
Some major decisions are described and justified. However, most implementa-
tion details lack support for why they were chosen. For example, how source
mapping was done. This is mostly due to there not being a formal process of find-
ing alternatives and selecting the best. Indeed, for most implementation details it
was considered that merely working would satisfy the requirements. Therefore,
any decision making that might have taken place would not have been relevant
to the thesis and its research questions.

7.2.3 Evaluation
The method through which the usability of the error messages in the TypeScript
compiler was evaluated has some issues. Searching for occurrences of certain
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words, or strings to be more precise, as a means to identify how many messages
are good can match message that are not good. For example, when searching for
”expected” it will match messages with the word ”unexpected”. The first might
signify the message providing guidance whereas the second might only say there
is a problem. Therefore, in order to get valid results it is necessary to go through
the messages that are being matched. This was done with random sampling.

Another threat to the validity is the fact that the keywords being usedmight not
fully cover all the ways a message can, for example, provide guidance. This did
happen during the evaluation. The word ”must” was not originally considered.
It was discovered by chance that the word was used in one message as a way to
provide guidance. Therefore, the word was added. Thus showing that keyword
coverage is a legitimate concern.

When performing heuristic evaluation it is important to use several evaluators.
Studies have shown that a single evaluator can find around 35 percent of all
usability problems [48]. Therefore, using only one evaluator in this thesis has
a negative effect on the reliability of the results. Furthermore, having the single
evaluator be the author of this thesis can create bias which further undermines
the credibility. However, as argued in subsection 5.3.3 it can be considered
that compiler error messages has a lower complexity than the domains where
usability evaluation is typically applied. Therefore, the weakness of having a
single evaluator is somewhat remedied.

The validity of the results could be improved greatly by combining several
evaluation methods. Studies have shown that heuristic evaluation can find many
problems, but not always the most important problems which can usually be
uncovered with user testing methods [51]. Therefore, it would have been good
to combine heuristic evaluation with, for example, a questionnaire. This was not
done because of lack of resources. It is argued by Holzinger that a minimum of
30 users is needed when doing a questionnaire [22].

It can be said that violating some heuristics has a greater impact than violating
others. In this thesis and in the standard form of heuristic evaluation, heuristics
are not given weights or priorities. Instead, each problem discovered can be
given a severity rating [48]. This rating is based on the frequency, impact and
persistence of the problem. This was done to some extent. However, results with
a higher detail and reliability could be achieved with a more formal process.

7.3 The work in a wider context

Compiler errors are as described in chapter 4 an important topic that has been
mostly overlooked. Its effects on the software industry as a whole are hard to
measure. Although, compiler errors are a part of most languages. Even pro-
gramming languages that are interpreted can have a pre-processing stage where
the code is parsed and any problems are reported. Therefore, it can be said that
compiler errors is something that is part of almost every major programming lan-
guage. Any usability problems with these errors could then have a big impact
on the software industry as a whole.

As argued by Traver, good compiler errors could be overlooked in the favor
of making faster compilers, compilers that optimize better, and compilers that
provide powerful features [73]. All of these can be said to have the purpose of
saving time. Indeed, that is an important goal to achieve as it can save a lot of
money in an industry as big as the software industry. However, how good are all
those things if the compilers are not usable? Compiler errors is one important part
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that make up the user interface of a compiler. The design and implementation
of compiler errors can therefore have a big societal impact.

Compiler errors can have important ethical aspects that needs to be consid-
ered. As any user interface it is important to take into consideration how a user
reacts to the interface. As an example, the infamous Mr. Clippy feature in Office
’97 was hated by its user base [58]. It is argued by Whitworth that the failure of
Clippy was mainly because the team that designed him did not take politeness
into consideration [77]. That is, they did not think about how people would
react to his behavior. It can then be said that an ethically correct user interface
should not be rude to its users. This is partially why heuristic H6 (Positivity) was
chosen. It can also be said that it is not ethical to give error messages that do not
help. If users do not understand what is wrong then they will user more of their
time trying to fix it than necessary. This has clear societal effects, but they can
be considered ethical as well. Any person has only a limited amount of time that
they can spend and spending more of that time than necessary on something is
a waste [8]. Therefore, it is not ethical to build a compiler that waste such a
precious resource as time.
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8 Conclusion

The aim of this thesis was to migrate an existing framework and its tools from
using JavaScript to be using TypeScript. A big part of that transition was to use
TypeScript to define domain specific constructs such as properties. This was
done to improve the detection and handling of errors in order to speed up de-
velopment time. There are multiple methods in which a programming language
can be extended and therefore those methods were studied. The purpose of that
study was to determine how the different methods affected the ability to provide
good detection and handling of errors. However, the study required to know
what a good error message is. This was done by performing a literature study on
usability heuristics. The study used literature pertaining to compiler error mes-
sages but also user interfaces in general. This resulted in a list of six heuristics
that were used to guide the rest of the thesis.

1. What qualities should a good compiler error message have?

From the literature study a list of six heuristics were presented that details the
qualities that a good compiler error message should have. The six heuristics
were: Locality, Clarity, Consistency, Guidance, Simplicity and Positivity. They
are described in detail in subsection 6.1.2.

2. Does different methods of parsing and generating code for a domain-
specific purpose affect the ability to provide good error messages?

The study on whether different methods of parsing and generating code affected
the ability to provide good error messages showed that they did. The two DSL
patterns considered had different qualities. One of them was lexical processing
which was limited in its capabilities due to how it works. The other was the
piggyback pattern. It can be implemented using the same methods that real
programming languages use. This means that it does not impede the ability to
generate good errors. However, it can create a disconnect between errors from
the host language and the DSL if special care is not taken.

3. Are the error messages in the TypeScript compiler good?
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As mentioned in section 1.3, this was only a preliminary study. A conclusive
answer can therefore not be given. Instead, the aim was to try to give a general
answer that might be able to hint towards to real answer. With that said, the
study showed that the error messages in the TypeScript compiler are both good
and bad. It had issues with giving good messages for syntax errors in the code.
Sometimes it even gave messages that do not relate to the real problem in any
way. Despite that, its error messages pertaining semantic errors did not have
many usability problems. The only real problems that were found mostly orig-
inated from the lack of guidance. It was considered that being able to handle
semantic errors was the reason that the switch to TypeScript was made in the
first place. Therefore, the good results with semantic error messages outweigh
the negative results for syntax errors. This means that the answer to the question
leans towards yes but further research is necessary to answer conclusively.

The knowledge about patterns for implementing DSLs and the list of heuris-
tics were used in order to implement a solution. Design decisions were guided
by how alternative methods affected the ability to generate error messages that
follow the heuristics. The resulting implementation used the piggyback pattern
to implement the DSL. Special care was taken so that as many errors as possi-
ble could be detected by the TypeScript compiler. Any errors generated from
the TypeScript compiler or the rest of the code generation process were made
to be presented using a consistent template. This was done for both the com-
mand line interface and the IDE. The implementation was then evaluated using
heuristic evaluation.

4. How can errors generated during the compilation phase or in the compiled
JavaScript code be presented such that it helps the developer to save time?

The details for the solution can be found in 6.2. The general outline is that
the TypeScript compiler is used together with a custom code generator in order
to compile the DSL. Errors from any part of that process are presented using
a consistent template. This is also true for the IDE, where errors are detected
dynamically and presented to the user. The custom code generator can generate
special errors for unsupported usage of the domain-specific constructs.

In order for that method to be a valid answer to the question it had to help
developers save time. This was done using heuristic evaluation since the as-
sumption being made was that good error messages would lower the time spent
fixing errors. The evaluation showed that a lot were done right. However, it also
revealed that usability problems still exist. Most importantly, errors relating to
properties did have some problems with clarity. There were also problems with
locality in runtime errors.

In summary, there were usability problems detected. However, the total count
of problems were moderate and their seriousness was low. This means that the
implementation presented is a viable method that will help developers save time.

8.1 Future Work

From the heuristic evaluation it followed that heuristic H4 (Guidance) was often
violated. This was mostly because of situations where it is difficult to understand
the programmers intent and by extension difficult to give guidance. It would
therefore be interesting to study how this can be improved. There are two possi-
ble ways to go about this. The first is to start modifying the TypeScript compiler.
It would allow for better error messages by improving the internal workings of
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the compiler. For example, the compiler could be extended to support the tax-
onomy described in section 4.3. Another example would be to apply the method
proposed by Jeffery [28]. It works by having a set of code samples with errors that
do not have good error messages. These samples are then compiled and when
an error is discovered, the state of the parser is saved and a better error message
is manually associated with the state. The compiler can then in the future match
parser states in order to give better messages [28]. This could work well when
combined with the piggyback pattern since the compiler does not need to have
any special understanding of the DSL. The only thing needed is the database of
parser states. This method is however limited to syntax related errors.

A different approach would be to provide a quick fix feature which is a thing
that can offer the user a list of suggestions to fix an error. It is a common for
modern IDEs to offer such a feature. The method differs from the previous one
in that it uses the compiler as a tool instead of modifying it. This means that it
is trivial to make it understand the DSL. A quick fix feature can be implemented
using speculative analysis [45]. This means that when there is an error, the tool
will try different methods of fixing it. While doing this it will take note on how
many global errors there were after each change. The different changes along
with the amount errors after a change can then be displayed to the user. This
would provide great guidance. However, it could become cluttered and difficult
to parse if too much information is displayed.
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