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Abstract 

The aim of this thesis is to explore the viability of artificial neural networks using a purely contextual 

word representation as a solution for part-of-speech tagging. Furthermore, the effects of deep 

learning and increased contextual information of the network are explored. This was achieved by 

creating an artificial neural network written in Python. The input vectors employed were created by 

Word2Vec. This system was compared to a baseline using a tagger with handcrafted features in 

respect to accuracy and precision. The results show that the use of artificial neural networks using a 

purely contextual word representation shows promise, but ultimately falls roughly two percent short 

of the baseline. The suspected reason for this is the suboptimal representation for rare words. The 

use of deeper network architectures shows an insignificant improvement, indicating that the data 

sets used might be too small. The use of additional context information provided a higher accuracy, 

but started to decline after a context size of one. 

Keywords: artificial neural network, part-of-speech tagging, language technology 
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1. Introduction 
Part-of-speech tagging is the task of assigning a part-of-speech tag (e.g. noun) to words in a text. This 

is usually done by taking into account both what the word itself represents along with the context it 

arise in. According to Kaplan (1955) the context window needed by humans to understand the word 

correctly was around the size of two. The reason for the addition of the word context is that many 

words are of a polysemantic nature, meaning they represent different things in different contexts, in 

some cases resulting in that words are in need of different part-of-speech tags depending on the 

context in which the words are found in. The task to tag words by hand is time-consuming and tedious 

to perform, making it a prime target for automatization. This along with the fact that the information 

provided by part-of-speech tags could in turn be used for further semantic analysis, make 

part-of-speech tagging a central task within both language technology and natural language 

processing. One common technique to automatically assign part-of-speech tags is by tagging words 

based on handcrafted features. The general idea with these rules is to provide enough information to 

build a reliable context to be able to tag words, without including too much information to create a 

computing problem. The handcrafted features usually involve examining the word that is in the process 

of being tagged, the previous word along with its predicted tag, and the next word in the sentence. By 

using this method, it is possible to reach an accuracy of 95.5%, according to M. Kuhlmann (personal 

communication, 14 March 2016). However, this method comes with serious drawbacks, one being the 

large amount of handcrafted features that is required to tag a word successfully. Another drawback 

that originates from these handcrafted features it that the tagger becomes hard to maintain due to 

the interdependency of the features; changing or adding a feature might have unforeseen 

consequences to the other features. The last drawback of this method that will be mentioned here is 

the tagger’s inability to handle other languages than the specific language it was built to handle. For 

example a tagger with handcrafted features for the Swedish language will perform poorly even on a 

closely related language like Norwegian. 

Part-of-speech tagging could be viewed as a classification problem, which merits the exploration of 

methods that are successful in solving similar types of problems. The method of choice in this thesis is 

the use of artificial neural networks using a purely contextual representation of words (Word2Vec) as 

a possible solution for part-of-speech tagging. Artificial neural networks also allow the concept of deep 

learning, meaning they can create highly abstract representations of the data with the addition of more 

hidden layers. These networks should be able to excel in part-of-speech tagging without the drawbacks 

listed above. For example, no handcrafted features would be required; those features will be 

automatically discovered by the network. The network itself will not be language dependent, although 

the model will have to be trained on the new language, but no part of the code will have to be changed 

for it to be successful. One drawback of this method is that training the model would require a huge 

amount of text, where each word is marked with their corresponding part-of-speech tag by experts. 

These data sets are very expensive to produce, which poses a problem for languages that are used only 

by a small amount of people, such as Swedish. To this date, the only available data set for the Swedish 

language is the Stockholm Umeå Corpus (Gustafson-Capková and Hartmann, 2006).  

1.1. Purpose and research questions 
The purpose of this thesis is to develop and evaluate an artificial neural network that with the use of 

purely contextual word representations performs part-of-speech tagging at a similar accuracy as the 

tagger with handcrafted features (95.5%). Since the data set available for Swedish is quite small (one 

million tokens), the secondary purpose of the thesis is to provide an examination on how effective 
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deep learning is to this particular problem along with how additional context information influence the 

accuracy of the network. From these purposes it is possible to conclude three research questions: 

 Can an artificial neural network using a purely contextual representation of words match the 

accuracy of the tagger with handcrafted features (95.5%)? 

 How does additional context information influence the accuracy of the network? 

 How beneficial is the use of deep learning for the network? 

1.2. Limitation 
Artificial neural networks can be optimized in a myriad of ways with each setting being interdependent 

of nearly every other setting. This means that changing a single setting could change how the other 

settings influence each other. The resources devoted to this project are insufficient to explore all 

parameters along with their interdependency, therefore only a selected amount of parameters will be 

optimized and will only be done so sequentially. 

1.3. Related work 
Honnibal (2013) mentioned in a blog post a technique to create a simple, fast and accurate 

part-of-speech tagger written in Python. By using a technique called the Averaged Perceptron with 

input data composed of binary handcrafted features, the tagger could reach an accuracy of 96.8% on 

the Wall Street Journal corpus. The weights for the perceptron are collected in dictionaries and as 

the training data is processed, for each wrong guess, the correct class weight is increased by one and 

the class that were wrongfully predicted is decreased by one. To allow for all the training examples to 

be treated equally, the weights are not updated by the final weight, but with the averaged weight, 

hence the name of the technique. The data used was pre-processed a certain amount, for example 

all the uppercase letter were exchanged for lowercase, for a complete list see Honnibal (2013).  

M. Kuhlmann (personal communication, 14 March 2016) produced a Swedish part-of-speech tagger 

using the methods proposed by Honnibal (2013). This tagger reached a 95.5% accuracy on the 

Stockholm Umeå Corpus, and will work as a baseline in this thesis. 

1.4. Thesis overview 
Chapter 2 will provide the theoretical framework, which this thesis is built upon. The concepts and 

studies presented in this chapter are essential to understand the following chapters. 

Chapter 3 describes, in depth, the implementation and evaluation of the system. The methods used 

and the motivation for those methods will also be provided. 

Chapter 4 presents the results generated by the previous chapter. Both the quality of the input vectors 

along with the results from the evaluation of the network will be presented.  

Chapter 5 is composed of two things, a discussion and the direction of future research. The discussion 

focuses on two things: the generated results and a discussion regarding the choices of method used in 

the thesis. 

Chapter 6 presents the conclusions that can be drawn from the study. 
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2. Theoretical framework 
The following subsections will provide the theoretical framework that were applied in the thesis. The 

first two subsections will start with a short description of the research fields relevant for the thesis 

along with their contribution towards the thesis. This is followed by a thorough description of artificial 

neural networks and their design. Finally, a description of the program responsible for creating the 

input vectors, Word2Vec, will be provided. 

2.1. Natural language processing and part-of-speech tagging 
Natural language processing (NLP) is a subfield within the broader field of language technology. NLP is 

mainly interested in the interaction between computers and natural (human) language. This relates 

NLP to several other disciplines within the field of cognitive science, such as artificial intelligence, 

linguistics and computer science. 

Within the context of NLP the task of part-of -speech (POS) tagging focuses on the automation of POS 

tagging. This is done with various techniques, such as handcrafted features, Bayesian statistics and 

various machine-learning approaches. Since natural language is extremely flexible and dynamic words 

usually have different meanings in different contexts, the context is included by tagging words where 

the naturally occur, in sentences. The tagging process itself is performed by the system being provided 

with a sentence and the assignment to tag each word in a sentence with the correct POS tag (e.g. 

noun). To be able to assess whether the assigned tag is correct or not, it is required to have pre-tagged 

data that is tagged by human experts. To a human this might not seem as a difficult task to perform, 

but the vast amount of polysemantic words that exists in natural languages make this a daunting task 

for a computer. 

2.2. Artificial intelligence and machine learning 
Artificial intelligence (AI) is an extremely broad and versatile field, which incorporates many different 

subfields that span over many difference disciplines. Furthermore, there are nearly as many definitions 

of what the purpose of AI actually is, as the amount of subfields associated with AI. To be able to fit 

the scope of this thesis, AI will be reduced to certain branches within the subfield machine learning 

and use the following definition of the purpose of AI: 

“[The automation of] activities that we associate with human thinking, activities 

such as decision-making, problem solving, learning…” 

(Bellman, 1978 in Russel & Norvig, 2010:2) 

The subfield of AI that best suits the purpose laid out by Bellman (1978 in Russel & Norvig, 2010:2) is 

probably machine learning (ML). This subfield has divided learning into four different types of learning 

styles, where supervised learning fall within the scope of this thesis due to the extensive use in artificial 

neural networks. Supervised learning requires two things, a training example and the desired target 

value for that specific training example. In the context of the artificial neural network, the training 

example could be composed of a single word and the target value will be the POS tag assigned to that 

word by experts. In the context of Word2Vec where the program is trained on the sentence “the cat is 

on the table”, the training example could be the words [the, cat, is, the, table] and the target value will 

be the word “on”. By using this method, the machine could be taught what a predictor for each POS 

tag is composed of along with what words are similar to each other. This method of learning are 

successful in finding patterns in the data, if such patterns exist (Russel & Norvig, 2010:705-706). 
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2.3. Artificial neural networks 
Artificial neural networks (ANN) is a biologically influenced concept commonly used within the field of 

AI (Russel & Norvig, 2010:738). The idea for this concept originates from a highly abstract view of the 

brain, where information is transmitted through the network (brain). This is done by firing neurons 

that send their electrical charge through their many axon. The information is then processed by the 

receiving neuron through their many dendrites. If the cumulative information collected from all the 

dendrites exceeds the neurons activation threshold, the receiving neuron will fire and propagate 

information itself. An ANN works in a similar way, where a sending unit, a perceptron, is sending 

information (output), to the perceptrons that it is connected to. The difference is that the modern 

perceptron lack an activation threshold and will always output information, even though that 

information might sometimes be zero (not to be confused with null). For the original perceptron, see 

Rosenblatt (1958).  

An ANN is composed of at least two layers, one layer of perceptrons that handles the initial input of 

data (input layer) and one layer of perceptrons assigned to handle the output of the network (output 

layer). The third type of layer (hidden layer), is not mandatory but is crucial to be able to handle 

problems that are not linearly separable. There can be an infinite amount of hidden layers but they all 

serve the purpose to re-represent the information provided by the previous layer. The more hidden 

layers that exist in the network, the more complex and abstract representations of the data can be 

made (Socher, 2014:8), which allows the output layer to make a more informed decision. One must be 

careful with the amount of re-representations because more is not always better, since patterns that 

do not generalize well might be taken into account and distort the network. This leads to the network 

making decisions based on uninformative patters, known as overfitting (Russel & Norvig, 2010:747). 

2.3.1. Feedforward 
The term feedforward references the forward propagation of the ANN where a certain input in 

propagated through the network from the input layer until it reaches the output layer. This step can 

also be termed prediction since the network produces a classification guess given a certain input. The 

forward propagation is carried out by providing the input layer with an input x, which is passed on to 

the next layer (first hidden layer) through the connections (weights). This process is iterated until the 

output layer is reached, where the strongest activated perceptron is chosen as the networks guess. In 

case of a draw, the first one will be picked. Note that the feedforward process changes based on the 

network architecture, the one described here is based on a simple feedforward architecture. 

2.3.2. Learning 
The possibility of learning is the foundation of ANN. The process of learning is achieved by changing 

the weights and biases in the network to fit every single training example processed, which will result 

in a model that can identify patterns in the input data, if such patterns exist. But to modify the 

associated weights and biases, the errors for each perceptron in the network must first be known, 

which is what the backpropagation algorithm provides. 

Backpropagation 

The backpropagation algorithm or “backpropagation of errors” named by Rumelhart (1986) is a 

general statistical method useful within many fields of science, which is why it has independently been 

discovered by several others such as Bryson and Ho (1969), Werbos (1974) and Parker (1985). The 

general idea of backpropagation is to calculate how wrong the output of the network is, compared to 

the desired output, and to let that error propagate back through the network to calculate the error of 

every perceptron.  
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The error calculation of the network starts in the output layer. This is calculated by estimating the error 

of the perceptrons in the output layer, which is done by subtracting the output from the desired value 

(which is negated to counteract the error). This is shown in below (Eq. 1) where the delta of a certain 

output perceptron, k, is calculated by subtracting the output (O) of k from the target value (t) of k. 

 kkk Ot                        Eq. 1 

The error calculation of the perceptrons in the hidden layers is where the backpropagation algorithm 

comes to use. The equations provided below are a simplification of the original backpropagation 

(Rumelhart, 1986), these simplifications are provided by O’Reilly and Munakata (2000:151-161). The 

error of a perceptron in the hidden layer j is calculated by taking the sum of all the connected 

perceptrons negated error multiplied by the associated weight between j and k. The sum is then 

multiplied by the derivative of the activation function (in this case, a sigmoid function). The example 

below (Eq. 2) depicts the calculation of error for a hidden perceptron connected to an output layer, 

but the calculation is exactly the same for a hidden perceptron connected to another hidden 

perceptron. 

  jj

k

jkkj OO 







  1       Eq. 2 

When all the errors are known, the errors of the weights can be calculated by negating the delta of the 

output perceptron and multiplying it with the output of the hidden perceptron. The reason the output 

of the previous perceptron is incorporated into the equation is to be able to decide how much the 

weights should be adapted. If the weight only was partly responsible for the faulty decision, a small 

correction is required. However, if the perceptron were highly responsible for the faulty decision, a 

high correction is required. Do note that the following example (Eq. 3) is of a weight between an output 

layer and a hidden layer. The same update rule applies for all the weights in the network, regardless 

of what layers the weight is connected to. 

jkjk O                  Eq. 3 

The error of the bias in a perceptron is calculated with the same equation as the weights, but since the 

bias is viewed as an input from a perceptron that always outputs 1, this is left out of the equation. As 

shown in Eq. 4. 

jj                  Eq. 4 

Method of learning 

There are different versions of learning when backpropagation is used. The one relevant for this thesis 

is gradient descent with the use of mini batches, which is guaranteed to find a local minima of the error 

in the data set, if such minima exist (O’Reilly & Munakata, 2000:151). 

Gradient descent with mini batches is a combination of online training (update after each training 

example) and full batch (update after the whole training set is processed), with both their advantages 

and disadvantages (although in lesser proportions). This is done by processing a sample (batches) of 

the data set in an iterative way. This means that the sum of errors for the whole batch is stored to be 

used to update the network with the averaged error when the last training example if the batch is 

processed. By doing this each training example within the batch are treated equally, but with the later 

batches valued more than the previous ones (Socher, 2014:23). For example the model could be 

trained on perfectly representative training batches until the last batch that might be less 
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representative. The model then adjusts to fit the most recent batch, which damages the models ability 

to generalize. 

2.3.3. Hyper parameters 
The hyper parameters are parameters set before the ANN is trained. These parameters later influence 

how effectively the network learns the problem. The optimal setting of parameters depend both on 

the data and the general composition of the problem to be solved. This is further complicated by their 

interdependency in relation to each other. These parameters can be set both by a search algorithm 

and by hand, in this work they will be set by hand. It is worth to note that the list of hyper parameters 

below are by far not complete, it is however a list of those parameters that were changed in order to 

optimize the network.  

Number of hidden layers in the network 

As previously mentioned, the purpose of the hidden layers are to re-represent the input to the output 

layer, to make it easier for the network to predict the output for a given input. The more hidden layers 

in a model, the more complex and abstract representations can be made, but more is not always 

better. As the number of hidden layers are increased, so is the time it takes to train the network. By 

adding more layers the network is further allowed to account for more complex representations, which 

is not always representative for the actual problem. An increasing amount of hidden layers usually also 

require increasing amount of data. (Russel & Norvig, 2010:747) 

Number of hidden units in each layer 

The hidden units are the information processors of the network, the amount of information provided 

by each layer depend on the mount of hidden units in that layer. The advantages and downsides to the 

amount of hidden units are much like those of hidden layers. By increasing the amount of hidden units, 

one increase the amount of time the network takes to train and allow for non-representative 

information to be passed through. Further problems are that the amount of hidden units can vary from 

layer to layer, although some evidence exists that same amount of hidden units across hidden layers 

perform better (Bengio, 2012:11). 

Weight and bias initialization 

The initial state of both the biases and weights are important to a network, their initial state can be 

either beneficial or harmful for the network in training. If the weights are all initialized at the same 

value, no learning can occur. Therefore the weights are usually initialized with a Gaussian distribution 

with a standard deviation within the range of 0.1 to 0.01. Biases are usually set to 0 due to the fact 

that it is impossible to known which units that will require them along with that they do not suffer 

from the same drawbacks as the weights (Bengio, 2012:15). 

Learning rate 

The purpose of learning rate is to determine what proportion of the detected error that should be used 

to update the weights. Therefore the common range is between 1 and 10-6. By setting the learning rate 

too high the model will oscillate and by setting it too low the model will converge to a solution too 

slowly. Usually a learning rate of 0.01 works for most networks, but it is highly dependent on the 

problem to be solved along with the other hyper parameters selected. (Bengio, 2012:8-9) 

Mini batch size 

This parameter is only relevant to the mini batch gradient descent method and rarely affects the 

outcome of the training. The purpose of changing it is mostly to reduce the amount of computation 

required to train the model. It is normally set in relation to the size of the training data and is usually 

seen within the range of 10 to a few hundreds. (Bengio, 2012: 9) 
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2.4. Word2Vec 
Since an ANN do not have the capability to understand letters, the words or their corresponding letters 

needs to be transformed into vectors. This transformation on a word level is exactly what Word2Vec 

(Mikolov, Sutskever, Chen, Corrado & Dean, 2013) provides. In addition to provide a vector 

representation of the words, it also encode semantic information that might prove useful for POS 

tagging. 

Word2Vec (Mikolov et al., 2013) is a computer program developed by Google that produces vectors 

from words. The program is in its essence an ANN composed of an input layer and an output layer. The 

general idea behind the program builds upon the distributional hypothesis (Rubenstein & 

Goodenough, 1965), which says that similar words will arise in similar contexts. By providing the 

program with a sequence of words, preferably a sentence from a corpus, the program will successfully 

(given enough data) determine what words arise in the same context and encode them to be similar. 

This is proven to be a successful heuristic as Mikolov et al. (2013:6) proved that a Word2Vec model 

trained on 6 billion words show significant similarities between capitals of countries, as they were 

found in similar contexts. For example, it was proven that “Athens” was to “Greece” as “Oslo” was to 

“Norway”. This transformation of a word into a vector based purely on the word’s position relative to 

each other is not without drawbacks. Since it is a purely contextual representation, nearly all 

information concerning the individual letters within the word is lost. The exception being capital 

letters, meaning that “Cat” and “cat” are treated as different words. Why the process used by 

Word2Vec provide word representations with a high semantic information content is still poorly 

understood and requires future research (Goldberg & Levy, 2014:5). 

Word2Vec develops its models by the means of either continuous skip-gram (predicting a context 

based on a word) or continuous bag of words (predicting a word based on the context). The method 

used in this thesis was continuous bag of words (CBOW), which is performed by treating the problem 

as a prediction task. Word2Vec is fed sentences with a certain word missing, given the other word in 

the sentence the program is asked to predict what word is missing. If the wrong word is predicted, the 

weights and biases are adjusted accordingly. The similarity of words are measured by cosine distance, 

which ranges from zero to one. The most important parameters for Word2Vec are “min_count”, 

“window”, “size” and “sample”. The “min_count” parameter regulate how many times a word must 

occur in the training data to be represented by the model. This is to avoid distorting the model with 

information that might be due to chance. The “window” parameter sets the maximum context window 

to be accounted for, which when increased leads to the inclusion of one additional word behind the 

training word and one additional word in front of the training word. If the context size is longer than 

the sentence, the whole sentence will be used. The “size” parameter regulate the dimensionality of 

the output vectors, in other words this parameter set the amount of features to be created for each 

word. More is usually better in this case, but it also depend on the purpose of the future use of the 

vectors. The “sample” parameter is the setting of how much the impact of high frequent words should 

be reduced, this to allow low frequent words to still be used in the model. (Mikolov et al., 2013) 
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3. Method 
This chapter is divided into two parts, one that covers the implementation of the system and one that 

covers the evaluation of the system. The implementation section covers the creation of the data sets 

used in the thesis along with an explanation of how the two different programs were written and a link 

to their code. 

3.1. Implementation 
This section covers the creation of the data sets used, the ANN and the input vectors.  

3.1.1. Data sets 
The data used for the purpose of training and evaluating the ANN for this thesis originate from the 

Stockholm-Umeå corpus also known as SUC (Gustafson-Capková and Hartmann, 2006). This corpus is 

a balanced corpus composed of text from the 1990’s and contain a total of one million words.  Each 

word in the corpus were tagged with one of the 25 POS tags in the data set (for a complete list, see 

appendix A) by experts. The data were shuffled and split into a training set (85%), a validation set (5%) 

and an evaluation set (10%). In addition to these data sets, a Word2Vec set was created composed of 

SUC and the first 80 million words of the Swedish Wikipedia corpus (Språkbanken, n.d.), resulting in a 

total of 81 million token.  

3.1.2. Artificial neural network 
An ANN1 was created in Python in a way that allowed matrix multiplications to be used in the updating 

of the weights and biases. The reason for this was to take advantage of the computational friendly 

framework supplied by the numpy library. Other dependencies were gensim (Word2Vec) and codecs 

(reading Swedish letters from file). 

The perceptrons were modelled as two n-dimensional matrixes (depending on the amount of layers). 

The first matrix contained all the connecting weights while the second matrix contained all the biases 

of the perceptrons, reducing the information associated with the perceptron to two arrays of numbers. 

As an activation function for the network, a sigmoid function (Eq. 5) was used. 

xe
x




1

1
)(                     Eq. 5 

 

The hyper parameters were able to be modified by the user, with the exception of the size of the input 

and output layers. The size of the input layer were determined by the size of the input vectors, in this 

case 300-dimensional vectors that was obtained from Word2Vec (Mikolov et al., 2013). The size of the 

output layer depended on the amount of categories present in the data set, in this case 25 different 

POS tags. The method of learning were set as gradient descent with mini batches, with a batch size of 

50. 

Since most of the information carrying parts in the network is created by employing random numbers 

within different ranges, a pseudo random approach were used with the seed number zero. This means 

that the numbers are randomized in a predictable way, so that the exact same numbers are produced 

every run. This process make it possible to see if the changes in accuracy were a subject of the direct 

manipulation of the parameters and not by chance. 

                                                           
1 Code for the ANN available at https://github.com/Wiktor-Strandqvist/ANN-POS-
tagger/blob/master/matrix_tagger_final.py  

https://github.com/Wiktor-Strandqvist/ANN-POS-tagger/blob/master/matrix_tagger_final.py
https://github.com/Wiktor-Strandqvist/ANN-POS-tagger/blob/master/matrix_tagger_final.py
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Depending on the context size, the network were able to take advantage of information regarding the 

previous POS tags. This is done differently depending if the network is training or being evaluated. If 

the network is being trained, the network is provided with the correct POS tag of the previous word, 

regardless of which POS tag it predicted the previous word to have. However, during the evaluation, 

the network is provided with the POS tag it guessed for the previous word, otherwise it would be 

considered cheating.  

The pseudo code containing the creation of the network, prediction procedure, backpropagation 

calculation and network training can be seen below in Figure 1. 

 

Figure 1. Showing the pseudo code for the network. 

3.1.3. Input vectors 
The input vectors were created by a program2 written in Python with the gensim library as a 

dependency to be able to run Word2Vec (Mikolov et al., 2013) along with codecs to be able to read 

Swedish letters from file. The program iterated twice over a file containing sentences by first creating 

a vocabulary and then training the Word2Vec to model the words. The Word2Vec parameters used 

can be viewed in Table 1. The choice to set the “min_count” parameter to one were to ensure that 

every single word in SUC would be encoded into a vector, even those that only occur once. The rest of 

the parameters were set in a similar way used by Mikolov et al. (2013). 

                                                           
2 Code for the vector maker available at https://github.com/Wiktor-Strandqvist/ANN-POS-
tagger/blob/master/vectormaker_final.py 

https://github.com/Wiktor-Strandqvist/ANN-POS-tagger/blob/master/vectormaker_final.py
https://github.com/Wiktor-Strandqvist/ANN-POS-tagger/blob/master/vectormaker_final.py
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Table 1. Showing the hyper parameter settings for the Word2Vec model. 

Setting Value 

Min_count 1 

Size 300 

Window 10 

Sample 1e-3 

 

To ensure the quality of the Word2Vec model, a sample of words was examined. The sample was 

drawn from three different categories: words that were very common in the data set (n > 500), words 

that were common in the data set (500 > n > 100) and words that were uncommon in the data set 

(n = 1).  

3.2. Evaluation 
This subsection covers the evaluation of the system, which will be measured in the form of accuracy 

and precision. The ANN was trained for five iterations (epochs) of the training set. First an experiment 

of the effects of context size will be presented, followed by the effects of deep learning. Finally a 

combination of the two will be presented. 

3.2.1. Experiment one: Examination of the effects of context size 
The network was trained for five epochs with a batch size of 50 on the training set and key hyper 

parameters (Table 2) were sequentially optimized in respect to the validation set. The hyper 

parameters and search range explored was inspired by recommendations of Bengio (2012). This led to 

the use of a network with a single hidden layer composed of 25 hidden units and a learning rate of 

0.01. The weights were initiated as a Gaussian distribution with a mean of zero and between the ranges 

of -0.6 to 0.6. 

Table 2. Showing the hyper parameters that were subject to sequential (falling) optimization. 

Setting Range (increment) Final value 

Hidden units 10 – 30 (5) 25 

Weight initiation ±0.6 – ±0.1 (0.1) -0.6 – 0.6 

Learning rate [0.1, 0.01, 0.001] 0.01 

 

The examined range of the context size were between zero and four. This meaning that at the first run, 

the network based its decision solely on the Word2Vec representation of the word about to be tagged. 

Each increase in context size lead to the addition of three things: the word representation for the 

previously tagged word in the sentence, the networks guess for the tag of the previous word and the 

word representation of the next word in the sentence. If any of those information points were missing 

(e.g. if the word was the first in the sentence), the word representation were a 300-dimentional vector 

filled with zeroes. A special beginning of sentence (BOS) tag were created to be the networks “guess” 

when that circumstance arise. 

The network’s ability to generalize was tracked by evaluating the network on untrained data 

(evaluation set) for each completed percent of each epoch trained. 

3.2.2. Experiment two: Examination of the effects of deep learning 
The network were trained for five epochs with a batch size of 50 on the training set and key hyper 

parameters (Table 2) were sequentially optimized in respect to the validation set. The hyper 

parameters and search range explored was inspired by recommendations of Bengio (2012). This led to 
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the use of a network with hidden layers composed of 25 hidden units each and a learning rate of 0.01. 

The weights was sampled from a Gaussian distribution with a mean of zero and between the ranges of 

-0.6 to 0.6. The amount of hidden layers explored ranged from zero to five. Thus at the first run, the 

network had access to no hidden layers, then one, and so on up to five. 

To be able to track the network’s ability to generalize, it was evaluated on untrained data (evaluation 

set) for each percent completed training during each epoch. 

3.2.3. Experiment three: Further model optimization 
Previously the addition of more hidden layers/context representations were explored in a discrete 

manner. This experiment aimed to explore if a combination of the two methods could be a beneficial 

approach to increase the accuracy of the network. The two most promising results was chosen from 

the previous experiments, two hidden layers with one context size. Since the combination of the two 

methods drastically increase the training time for the network, the weight initiation was not optimized 

in this experiment. The hyper parameters and search range explored was inspired by 

recommendations of Bengio (2012).  As the previous optimal amount of hidden units were found to 

be 25 and additional information will not usually reduce the amount of hidden units, the explorative 

range were changed (Table 3). The optimal settings in relation to the validation set were a network 

with 40 hidden units in each of the two hidden layers and a learning rate of 0.01. 

Table 3. Showing the hyper parameters that were subject to sequential (falling) optimization. 

Setting Range (increment) Final value 

Hidden units 25 – 50 (5) 40 

Learning rate [0.1, 0.001, 0.001] 0.01 

 

The networks generalization accuracy was measured for each percent of the processed data for each 

epoch. At the final evaluation step, in addition to measure the final generalization accuracy the 

precision for each POS class was also recorded. The accuracy of the ANN was then compared with the 

tagger with handcrafted features. Along with this, the words tagged incorrectly at the final evaluation 

step was stored and a randomized sample was further examined to try to establish a possible 

explanation to why those words were tagged incorrectly by the network.  
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4. Results 
This section covers the results generated by the study. Each subsection is named after its 

corresponding counterpart in the method section. First the results concerning the input vectors will be 

presented, followed by the effects on context size and deep learning. Finally the combination of deep 

learning and context size will be presented under the section “further model optimization”. 

4.1. Input vectors 
A sample of words was drawn from three different categories that was based on the word frequencies 

on the data set. The “very common” category is composed of words that were present more than 500 

times in the data set. The “common” category is composed of words that were present between 100 

and 500 times in the data set. The final category, “uncommon” is composed of words present only a 

single time in the data set. 

The following words (Table 4) were sampled and their most similar words (measured with cosine 

distance) are also provided. 

Table 4. Showing a sample of words grouped by their frequency. 

Category Word Most similar words (cosine distance) 

Very common springa simma (0.85), klättra (0.82), hoppa (0.8) 

Very common statssekreterare biträdande (0.85), utbildningsminister (0.85), 
sakkunnig (0.83) 

Very common drottning Drottning (0.83), prinsessa (0.77), Elisabet (0.76) 

Very common producerar  tillverkar (0.77), konsumerar (0.75), lagrar (0.74) 

Very common sade  sa (0.88), förklarade (0.7), sagt (0.68) 

Common Olympiastadion Stadion (0.79), stadion (0.74), Olympia (0.69) 

Common fiska  bada (0.76), äta (0.72), jaga (0.7) 

Common adderas reduceras (0.82), transformeras (0.8), kodas (0.79) 

Common Garnisonen Skid- (0.79), Lokalerna (0.77), folkhögskolas (0.77) 

Common strupe hjässa (0.88), strupen (0.85), blågrå (0.84) 

Uncommon presidentskapen Badenburg (0.82), Ringsböle (0.82), Erasinos (0.81) 

Uncommon personalgrupperna budgetresurser (0.94), Neusollstadt (0.78), Påvisas 
(0.78) 

Uncommon Margarinkriget Minuthandlares (0.78), Rikslutftskyddsförbundet 
(0.54), Författareförening (0.53) 

Uncommon nordregionen Gowon (0.71), igboerna (0.67), byggsmuts (0.66) 

Uncommon Paulsplatz Nezarka (0.46), Tjeljabinsk-Omsk (0.46), Fuktigare 
(0.46) 

  

4.2. Experiment one: Examination of the effects of context size 
All explored networks show a similar learning curve, as can be seen in Figure 2. The results show that 

the network with zero context information reached a final accuracy of 88.68%, the network with one 

context reached an accuracy of 92.18%. The network with a context window of two reached an 

accuracy of 91.97%, the network with a context window of three reached 91.14% and the network 

with a context window of four reached a final accuracy of 90.81%. For the precision of the networks, 

see appendix B. 
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Figure 2. Showing the effects of context information on the networks ability to generalize. Zero context reached 88.68%; one 
context reached 92.18%; two context reached 91.97%; three context reached 91.14%; four context reached 90.81%. 

Displaying one data point for each percent of each epoch. 

 

4.3. Experiment two: Examination of the effects of deep learning 
The following results (Figure 3) were generated by the exploration of the effects of deep learning for 

this specific problem, one data point for each percent for each epoch is displayed. For a list of precision, 

see appendix C. The network with zero hidden layers reached a final accuracy of 74.81, the networks 

with one, two and three reached approximately the same accuracy at ~88.5% and the network with 

four hidden layers reached an accuracy of 86.9%. The network with five hidden layers reached a 

plateau at roughly 20% to later start to oscillate higher and finally reach an accuracy of 80.55%. 

 

Figure 3. Showing the effects of deep learning on the networks ability to generalize over epochs. Zero hidden layers reached 
a final accuracy of 73.81; one hidden layer reached 88.54; two hidden layers reached 88.74; three hidden layer reached 

88.63; four hidden layers reached 86.9; five hidden layers reached 80.55. Displaying one data point for each percent for each 
epoch. 
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4.4. Experiment three: Further model optimization 
The ANN tagger reached an accuracy of 93.05% while the tagger with handcrafted features had an 

accuracy of 95.5% (Figure 4). The confusion matrix3, complete with precision and recall can be viewed 

for the ANN tagger in appendix D and for the handcrafted features tagger in appendix E.  

 

 

Figure 4. Showing the comparison between the generalization performance of the ANN tagger and the handcrafted tagger. 
Displaying one data point for each percent for each epoch. 

Listed below (Table 5) is a sample of the incorrectly tagged words by the ANN tagger. 

Table 5. Showing a randomly sampled set of incorrectly tagged words. 

Word Predicted tag (correct tag) Most similar words (cosine similarity) 

Aleskaitis NN (PM) Vitenis (0.6), Skeptiker (0.45), Palestinska (0.44) 

motsatt JJ (PC) Dordognes (0.57), öst-västlig (0.57), nordvästlig 
(0.56) 

bad VB (NN) ber (0.71), lovade (0.69), övertalade (0.68) 

stillsamma  PC (JJ) sorgliga (0.7), kvicka (0.67), dystra (0.65) 

Innerst AB (JJ) Ingångar (0.74), Falkenberg-Älvserad (0.74), 
epicránium (0.73) 

Ips PM (UO) typographus (0.93), Zeryj (90), มหาสถาน (0.9) 

förrän SN (PP) rälset (0.54), heller (0.52), teaterkostymer (0.52) 

som KN (HP) och (0.65), . (0.63), Som (0.60) 

så AB (KN) redanger (0.69), Så (0.69), gårdshundar (0.61) 

aning JJ (NN) smula (0.7), antydan (0.64), pinne (0.59) 

underhållande VB (PC) realistisk (0.72), spännande (0.71), utmanande 
(0.71) 

Mitt NN (AB) mitt (0.58), Vårt (0.58), Brusten (0.56) 

på PP (PL) På (0.71), Fultjack (0.47), . (0.46) 

Såg NN (VB) Inredningsarkitekt (0.76), mfl (0.75), Else-Marie 
(0.73) 

tillbaka VB (AB) tillbaks (0.77), undan (0.65), iväg (0.61) 

                                                           
3 Collection of which POS the system confused with other POS. 
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5. Discussion 
This section is divided into three parts, a result discussion, a method discussion and future research. 

The result discussion will provide a discussion about the generated results in relation to the research 

questions listed in the introduction. The method discussion will discuss the method along with possible 

flaws and alternative methods that might generate a better result. Finally, a discussion about future 

research will be raised. 

5.1. Result discussion 
The discussion regarding the results generated in this thesis are presented below. Each subsection is 

named after the corresponding counterpart in both the method and the result section. First, a 

discussion regarding the created input vectors will be presented, followed by the examination of the 

effects of context size and deep learning. Finally, a discussion regarding the combination of them both 

will be raised. 

5.1.1. Input vectors 
The results for the “very common” category show that the similarity of vectors contain useful 

information in regard to POS tagging, for example the word “springa” is usually a verb, along with all 

top three most similar words. Some semantical information is also present, such as “drottning” and 

“prinsessa” are related words since they are both the female equivalent of a person of royal standard. 

Unfortunately, “Elisabet” is also present as the third most similar word, which would cause problems 

for a POS tagger. There are also a few antonyms such as “producerar” and “konsumerar”, but this has 

little effect on the task of POS tagging since they both usually are verbs. 

When the common category is examined, the results are much less promising, at least if the words are 

examined in a semantic way. The example of “fiska” is not usually associated with “bada” or “äta”, it 

is true that both “bada” and “fiska” is done in water, but other than that it is two very different 

activities. This should not impact the task of POS tagging, since they are all commonly referred to as 

verbs. There are however some indication that a few representations might make the task of POS 

tagging more difficult, such as associating “strupe” (noun) with “blågrå” (adjective/adverb).  

The uncommon category indicate trouble for POS tagging in a much grander scale than the previous 

categories. The most similar words of “presidentskapen” all appear to be proper nouns, which in no 

way relate to the word “presidentskapen” in the context of POS tagging. This is only one example but 

it is representative as most of the examples do not usually share a POS tag in this category. 

The differences noted in how well a word is represented in each defined category show that the 

amount of times the word is present in the data set effect how well the word will be represented. This 

is based on the assumption that most of the time a word is found in the data set, it is found in a slightly 

different context (i. e. not the same sentence repeated a number of times). 

5.1.2. Experiment one: Examination of the effects of context size 
As can be seen in the results, the network that had access to no context information performed poorly 

when compared to those who had context information. This was to be expected since the context a 

word is found in provides additional information that allows differentiating the different meanings of 

polysemantic words. For example “grönt” could be both an adjective (e. g. “ett grönt hus”) or an adverb 

(e.g. “trafikljuset visade grönt”). In such cases knowledge about the surrounding context led to a more 

informed decision, in this example a context size of one sufficed. However, the increase in accuracy for 

the network with one context representation compared to the network with no context representation 
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is quite small (~3.5%). This was lower than expected and one possible explanation for this is that 

Word2Vec encode that information as well. However, this is purely speculative since Word2Vec still is 

poorly understood (Goldberg & Levy, 2014:5). 

The results also show that the generalization performance of the network decline with the addition of 

a larger context size than one. This indicating that after a context size of one the network focuses on 

information that do not generalize well. At the same time a context window of four is still better than 

no context information at all.  

5.1.3. Experiment two: Examination of the effects of deep learning 
As the result show, the network with zero hidden layers performed significantly worse than the rest of 

the networks (mainly worse than those with one to four hidden layers). This indicates that the more 

complex representations created with additional hidden layers are beneficial for the generalization 

property of the network. 

The increasing struggle for networks with deeper architectures along with the insignificant increase in 

accuracy indicate that such a structure is disadvantageous to use in this specific problem. According to 

these results, the increased training times simply is not worth it. This might stem from the small 

amounts of data available on the Swedish language, but might also be a result of flawed methodology 

(as will be discussed further below).  

5.1.4. Experiment three: Further model optimization 
The results show that the addition of hidden layers increased the generalization performance slightly 

from 92.18% (experiment one) to 93.05%, which is a similar effect as found in experiment two. This 

further confirms that the use of deep learning is only slightly beneficial for this approach to solve POS 

tagging.  

Furthermore, the results show that the ANN tagger did not reach the accuracy of the tagger with 

handcrafted features (95.5%), it did however come close (93.05%) which indicates that the method 

shows promise. The reasons for this could be a methodological one, which will be discussed in the next 

section, or that the word representations created by Word2Vec were of suboptimal quality. An 

examination of what words that were incorrectly tagged words indicates that it might be a combination 

of the two. For example, the incorrectly tagged word “bad” that was supposed to be tagged as a noun, 

was tagged as a verb (which is the common tag for all the similar words). This shows that the context 

should have provided the information needed to classify the word as a noun instead as a verb, but this 

was overlooked by the model, which points towards a flawed methodology. The majority of the words 

do however seem poorly represented in relation to what words they are similar to. For example the 

word “motsatt”, which has the most similar word “Dordognes”. It is hard to see how the word 

“motsatt” relates to the department of France, which indicate that a flawed Word2Vec representation 

is the reason for the poor performance of the network. As previously mentioned, the real explanation 

might be a combination of the two reasons discussed above. 

5.2. Method discussion 
The general choice of employing the use of ANN to solve a classification problem is hard to discredit, 

since the method is guaranteed to find patterns in the input data if such patters exist (Russel & Norvig, 

2010:705-706). Therefore the discussion is transferred to the input vectors used (Word2Vec), their 

composition along with the hyper parameters used to optimize the ANN. 

The input vectors used in this thesis were produced by Word2Vec, which in turn has parameters that 

affect how well it can represent the words. The parameters used to develop these vectors were the 

same as used by the creators of the program (Mikilov et al., 2013), with the exception of the min_word 
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parameter. To change this parameter to include every single word present in the data set could have 

been a suboptimal choice since this led the Word2Vec model to base its decisions on data that do not 

generalize well. However, if this would not be done it would lead to words in SUC to be unable to be 

translated into vectors. An approach to solve this issue would be to use a different corpus than the 

Swedish Wikipedia Corpus, as there exists texts about subjects that are not present in SUC. To use a 

more balanced corpus as a complement to SUC would probably be beneficial for the Word2Vec model. 

Another approach would be to simply include a huge amount of additional data, but this approach was 

unable to be employed because of the RAM limitations of the computer used to train both the 

Word2Vec model and the ANN. 

The hyper parameters that were optimized in this thesis are limited and were explored in a sequential 

manner. The interdependency of the hyper parameter make this a poor choice, but a necessary one 

based on limited resourced devoted to this thesis. If more resources were devoted, the ANN could be 

optimized using a search algorithm to identify the best parameters. Different activation functions 

might also provide a benefit for the network’s ability to learn. An entirely different network design 

might also be employed to maximize the accuracy of the network, such as training an additional 

network on the words that the first network failed to predict the POS tag of.  

The way that the ANN incorporate the previous guessed tags as information in the next prediction 

could be harmful since there is a risk that the previous guess is wrong which results in the next decision 

is made on misinformed ground. This is probably not a huge issue, but if resolved it would result in a 

slightly higher accuracy. This could be solved with a probability based search algorithm, to explore how 

likely it is that a certain sentence is tagged by those exact tags. This will however lead to a huge increase 

in computability because each sentence need to be tagged an extensive amount of time to explore the 

probabilities. 

5.3. Future research 
This thesis has shown that ANN using a contextual word representation shows promise in solving the 

POS tagging problem. There is however more optimization options to explore to both the ANN itself 

and the Word2Vec input vectors. One direction of the future research would be to explore if this 

approach will work on languages that have larger data sets available, to ensure that the extended 

amount of data would solve the problems that limited data might have produced. The other direction 

would be to optimize the ANN itself, but preferably both of these directions should be explored 

together. This is because larger data sets would inherently influence the hyper parameters, therefore 

they would need to be optimized once again, preferably in greater detail done in this work. 
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6. Conclusion 
This thesis has shown that artificial neural networks with the use of a purely contextual word 

representation shows promise in solving part-of-speech tagging although it did not fully match the 

accuracy of the tagger using handcrafted features. The use of additional contextual information (in 

addition to the word representation) is an important tool to increase the accuracy of the network, 

even when the word representations used are composed purely of contextual information. The benefit 

of using deep learning in this case has proven not to be a beneficial approach, but further research is 

required to exclude it completely. 
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Appendix A 

The different POS tags present in the Stockholm Umeå Corpus along with their corresponding part-

of-speech and examples. 

Part-of-speech tag Part-of-speech (Swedish) Examples 

JJ Adjective (adjektiv) vanliga, äldre, hel 

NN Noun (substantiv) timmar, skog, räv 

PP Preposition (preposition) av, om, på 

PM Proper noun (egennamn) Otto, Vetenskapsakademins, Jörgen 

DT Determiner (determinerare) den, en, det 

AB Adverb (adverb) friskt, långt, uppe 

VB Verb (verb) tar, luktade, anade 

KN Conjunction (konjunktion) och, eller 

PS Possessive (possessivt 
pronomen) 

sin, dess, sina 

PC Participle (particip) undangömd, publicerade, företagsstödjande 

PN Pronoun (pronomen) man, hon, honom 

RG Cardinal number (grundtal) 16, 180, tre 

SN Subjunction (subjunktion) att, om, eftersom 

HP Interrogative/Relative Pronoun 
(Frågande/relativt pronomen) 

som, vad 

HD Interrogative/Relative Adverb 
(Frågande/relativt adverb) 

vilka, vilken 

PL Particle (partikel) ut, av, ner 

IE Infinitive Marker (infinitivmärke) att  

HA Interrogative/Relative 
Determiner (Frågande/relative 
determinerare) 

hur, när, vad 

RO Ordinal number (ordningstal) sjunde, första, 23:e 

HS Interrogative/Relative possessive  
(Frågande/relativt possessivt 
pronomen) 

vars  

IN Interjection (interjektion) nej, jo, visst 

UO Foreign word (utlänskt ord) la, zabava, uvea 

MAD Major delimiter (stor avgränsare) ., ?!, … 

PAD Pairwise delimiter (par 
avgränsare) 

“, (, [ 

MID Minor delimiter (liten 
avgränsare) 

,, -, : 
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Appendix B 

The precision of the different networks explored in 

experiment one.  
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Appendix C 

The precision of the different networks explored 

in experiment two. 
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Appendix D 

The confusion 

matrix of the ANN 

tagger, with 

precision and 

recall. 
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Appendix E 

The confusion 

matrix of the 

handcrafted 

features tagger, 

with precision and 

recall. 

 


