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I 

 

摘  要 

 

随着游戏产业以及其他虚拟环境技术的发展，对应用中所包含的场景的要求变的越来

越高。这使得许多公司正在尝试通过过程化的方式生成应用中的场景，以达到节省内存空

间并获得更多种类的应用场景的目的。在这类应用中，让用户感到沉浸其中已经成为一种

趋势，有些公司甚至提供途径让用户再建基于自己画像的游戏男女主角。即便这样，许多

3A公司控制对面部切分软件的使用，因为这样做给终端用户提供了很大的扩充游戏场景的

权利，会提高产生令人反感的场景的风险，这与公司的标准以及政策是相违背的。通过采

用过程化生成的概念，并一同应用面部切分技术以及基于纹理模型的主成分分析算法

（PCA），我们在运行时的虚拟环境下允许生成一个被控制的运转工作的面部纹理。 在这

一项目中，我们使用 Matlab 创建用于控制的特征脸，把它注入到在 Unity 3D 中使用 UMA

技术创建的应用，使用更小的允许几千字节的 recreation vectors，在运行时创建纹理结构。 

这样做之后，我们可以在特征脸上建立新的面部并且得到全部的正常工作下的特征以及纹

理特征，并且可以使用开发者预先设置好的动画制作以及控制器选项。这些特征脸也许会

消耗更多的内存空间并且需要一个加载上限时间，但是它可以动态地有序生成一个接近最

终纹理场景的版本。为了得到应用上市之后，潜在的用户会优先处理哪些特征，我们发起

了一项调查，在调查中，被调查者从这一技术所生成的一系列版本中选择他们认为可以最

好的表达出属性特点的一个。最后，我们使用一个准备好的 UMA 脚本集合，一次性创建

应用需要使用的特征空间。"在工作中，我们使用 Högström 开发的 Selfie to Avatar 面部

切分软件"，在 Unity 3D 应用中证实了这一概念。
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Abstract 

With the evolution in the game industry and other virtual environments, demands 

on what comes with an application is higher than ever before. This leads to many 

companies trying to to procedurally generate content in order to save up on storage 

space and get a wider variety of content. It has become essential to infuse immers ion 

in such application and some companies has even gone as far as to let the player 

recreate him- or herself to be the hero or heroine of the game. Even so, many AAA 

companies refrain from using face segmentation software as it gives the power of 

adding game content by the end users, and that may lead to an increased risk of 

offensive content, that goes against company standards and policy, to enter their 

application. By taking the concept of procedural generation and applying this togethe r 

with face segmentation, placing a Principal Component Analysis (PCA) based 

texturization model, we allow for a controlled yet functioning face texturization in a 

run-time virtual environment. In this project we use MatLab to create a controlled 

Eigen space, infuses this into an application built in Unity 3D using UMA, and lets 

smaller recreation vectors, that spans a few kilobytes as most, to create textures in run-

time. In doing so, we can project faces onto the Eigen space and get fully functioning 

and texturized characters, able to use ready animations and controllers of the 

developer’s choice. These Eigen spaces may cost more storage space and loading times 

up to a limit, but can in turn generate a seemingly endless variation of textural content 

dynamically. In order to see what potential users prioritize when it comes to 

applications like these, we conducted a survey where the responders saw variations of 

this technique and were able to express their view on attributes expected from a “good” 

(from their point of view) application. In the end we have a UMA ready set of scripts, 

and a one-time use system to create Eigen spaces for the applications to use it. We 

worked in close relation with Högström’s Selfie to Avatar face segmentation software 

and proved the concept in Unity 3D applications. 

 

 

Keywords : PCA, Face Segmentation, Facial Textures, Run-time Texturizatio 
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Chapter 1 Introduction 

In this chapter we are going to discuss why this project is interesting and what lead 

up to the project’s idea. We will not go into detail in the theoretical aspects needed to 

fully comprehend its content but rather introduce interesting elements from which the 

idea was born. The theoretical framework (Chapter 2) follows as a chapter of its own, 

and should a concept be vague in this chapter we strongly recommend browsing the 

theory chapters, as a more detailed explanation will be presented there. We will also 

present how standing research are using these technologies today and what areas they 

are used in. Bear in mind that the face segmentation for 3D avatar application is a 

concept that only recently have started to become popular. 

 

1.1 Background 

In our society, new technologies emerge almost on a daily basis. Some 

technologies are but embryos, work-in-progresses where they will need years of 

development before they reach the public. Others are almost immediately released for 

commercial use and have a more or less successful commercialization on the market. 

Two such technologies of today are the Virtual Reality (VR) and Augmented Reality 

(AR). VR are using all-out virtual environments to captivate its users and immerse 

them in spectacular worlds and thrilling rides. AR uses the surrounding reality togethe r 

with virtual elements to give its users the benefits of extraordinary experiences but 

with a strong connection to reality and the user’s surroundings. 

 

As such technologies are up and coming there are many innovative solutions and 

usages. Online meetings in a virtual environment, electronical games in the streets and 

devices such as glasses and helmets to visualize the digital content. One technology 

that has been more and more common in recent years is the ability to recreate the users 

as 3D avatars by a variety of different techniques and engines. The avatar could then 

be used in many digital environments. The most common use is in video games where 

the user enables him- or herself to be the protagonist of the game. The technology also 

enables for online virtual meetings or online clothes shops’ testing rooms, just to 

mention a few others that takes interest in the technology. 
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Depending on the context there are various techniques in use to capture the 

features of a human face. We will refer to the gaming world mostly, but this is but an 

example of the possible uses. One way would be to let Microsoft’s Kinect or the Sony 

equivalent, the PlayStation Camera, which uses depth perception to model a 3D mesh 

but at the same time map and generate a fitting texture. Other variants quickly 

photograph the user as he/she moves their head and, using a variety of techniques , 

model and texturize the user. If the potential user does not have advanced equipment 

of this kind there are alternatives that does a good enough job based only on a few 

photographs of the user from different angles. 

 

One common problem, no matter the technique or how satisfied the user is with 

the result, is that the texture of a mesh in essence is a stretched-out photo with, most 

commonly, a rather high resolution to capture details in the user’s facial features.  As 

it happens, many of the uses of these technologies happen in single player games or as 

a simple 3D avatar for social media. High resolution textures are indeed sizeable data 

that needs to be downloaded from every peer, should it be used in a multiuser context 

such as a multiplayer game. This would put additional data transfer needs on the system 

it runs upon and may be one of the reasons why it is mostly limited to a single user 

context and not dynamic gameplay. 

 

There are ways where image handling does not have need of the larger chunks of 

original image data to preform calculations. One such example is in face recognit ion 

software where a surveillance camera need to be able to perform verification of people 

entering a restricted area. The images it has to work with are also often unique and 

cannot simply be compared to a dataset of facial photographs. Instead this technology 

uses math to reduce calculation time and data needed to recognize an image of a user. 

This project was birthed from such an idea, that the texturing (and potentially even the 

modeling of the 3D mesh) could be handled through these face recognition techniques 

often called Eigen Faces or Eigen Images. We intend to see how applying these 

mathematically generated textures in a controlled game environment could recreate a 

character well enough without using as much data as the original texture would have 

needed. 
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1.2 Method 

This section will describe the method we used during this project. The method 

aims to allow anyone to replicate our study and discover our results for themselves . 

We would like to introduce the project as a three stage procedure. First we introduce 

the concept in a controlled environment, building a prototype. Secondly we transp ile 

our prototype into a live environment to function in real-time using the most applicab le 

tools and libraries we can find for this task. Lastly, we present a demonstration scene 

for potential users to pass their verdict on how well the performance look and feels 

compared to techniques used today, where faces are either locally stored or in other 

ways created using randomization (or similar mathematical algorithms) using presets 

to set up facial features. 

 

1.2.1 Building the Prototype 

First of all, we wanted to make sure the prospect of our idea worked at its core. 

To do this we created a MatLab prototype, handling pure facial textures without eithe r 

face segmentation or 3D meshes involved. The prototype was a basic Principal 

Component Analysis (PCA) (see 2.3 PCA) approach, breaking each image in a set of 

facial textures down to pixel-per-pixel RGB (Red, Green, and Blue: color 

representation) values. Once we had these values stored in a vector we could assume 

their collected values as the data points on which we needed to do PCA. From these 

vectors it was possible to create a mean value vector, a working facial texture in itself 

(once reconstructed as an image), and the set’s covariance matrix. Using the covariance 

matrix we could follow Cootes’ calculations [1] to reduce dimensions and achieve our 

Eigen values and Eigen vectors from a standard value decomposition operation. Once 

we had the Eigen space we could try out how well different alterations of the PCA 

procedure could be applied to achieve different results. We built a randomizing 

generator to create a random face from our Eigen space. We built projections both 

within and outside the set which built the Eigen space (a leave-one-out procedure). We 

created a structure to investigate the main attributes of each principal component 

among the Eigen faces. Reconstruction of facial textures this way turned out very 

promising as the texture images does not differ as much in appearance as normal 

images for facial recognition usually do (more on these concepts in Chapter 2: 

Theoretical Framework). MatLab is able to handle the large matrices needed in these 
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calculation, but does not have to worry about run-time application issues, as the ready 

product will face. 

1.2.2 Transpiling the Code 

To transpile (translate our code from one language into another) we used MathNet 

Numerics for C# as our math library. The original MatLab code could run in a 

simulated environment unaffected by order of function calls whereas the actual 

environment has to be more dynamic. Once we applied our code in Unity3D and UMA, 

we had to script the objects, handling each individually. For example, we could not 

allow the creation of a UMA character without a texture, but neither could we be sure 

the texture had been successfully calculated and created by the time we need it. In this 

case, event handling became key and even then we needed to adjust them to minimize 

performance issues, affecting the user experience. The transpilation was broken down 

into individual scripts that could be run each in turn after the previous was done, and 

to allow for a texture to be partially calculated as it was applied to the character. By 

imitating our simulated MatLab behavior as closely as possible we were able to write 

a handful of personalized script on top of the UMA framework to generate, animate , 

and through vectors, texturize a 3D character. However, the transpilation could not 

take the entire prototype into the Unity environment due to both machine and software 

limitations. Instead, the essential parts needed was transpiled into C# and the creation 

of Eigen spaces was left to MatLab. 

 

1.2.3 Experiment for Users 

As a final step we wanted to present potential users with a demonstration of our 

take on texturization. The idea was to give peers the ability to spot any difference s 

from original measures, if ours should prove to perform more poorly visually. To 

determine if our system was performing adequatly in data transfers or UV-mapping 

(see Chapter 2 Theoretical Framework and Figure 1-1), as we suspected, we could 

measure locally, but the potential users and developers should deem if our model was 

visually appealing as a texturization model. Initially, the demonstration was meant to 

be a narrow environment where the users could zoom and move texturized characters , 

to check out different facial textures and how these behave depending on the data 

feeded to the system. Due to restrictions in the internal transpilation of the Unity 3D 



 Thesis for Master’s Degree at HIT and LiU 

5 

environment we had to create a survey rather than a playable application, something 

we will describe in more detail in Chapter 4 System Design. If the users were equal to 

our model and the current ones in use, we would have proved our conceptual point. 

 

 

Figure 1-1: UV mapping. Image copyright wikiuser Tschmits and -Zephyris under CC-by-

SA-3.0. 

 

 

1.3 The purpose of project 

As we mentioned original textures are images being wrapped around 3D meshes . 

Normally you texturize a larger surface with interloping patterns and bump maps to 

mimic light casting and surface properties. More detailed objects have individua l 

textures and the more individual an object gets the higher the need for its unique textur e 

all in all. For example, a piece of ground could be textured with a seamless texture of 
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grass or rock and cover a big area, using only one textural image. A metal barrel or a 

freight container could both use a single metal texture. Unless you want your characters 

to look alike (from a textural point of view) they need individual textures. A skin 

texture could be colored differently or preset scars or tattoos could be attached to 

achieve a feeling of uniqueness. If the techniques of face segmentation are used, the 

avatar could be texturized as user. And as stated by Soutter and Hitchens in their 2015 

article [2] about how the identification of the character in video games correlates to 

achieving a better flow state, i.e. a level of immersion sought after in the industry, their 

third hypothesis proves that the more the character resembles the player, improves 

their identification with the character, and thus improves immersio n. 

 

If the video game industry seeks this flow state amongst its players, it would seem 

fairly adequate to use the existing face segmentation softwares more frequently.  

Occasionally sport games allow for player creation, turning the user into an in-game 

player, but what could be the reason we still do not see more games implementing 

these techniques? Two main reasons seem to be the issue, according to a representat ive 

from EA and Dice. First off, not all results are satisfying for the user, as stated by 

Wiebe, Lamb, Hardy and Sharek [3]. Depending what technology is used the results 

can vary greatly. EA Games’ facial scan technologies were famed for doing a great 

work under good circumstances, but equally famous for their “monsters” produced 

whilst the circumstances were not optimal. Other techniques may produce good models 

but with lower quality or detailed features. 

 

Addressing the first issue: the techniques in their current state would experie nce 

difficulties when scaled to larger systems, such as being implemented in online games. 

Online games today normally have numerous players acting on the same map 

simultaneous. If each player would be able to have him- or herself, this would mean a 

big load for the system as texturing takes places locally on each client. So in essence , 

each player would need to download every other player’s texture and draw it on the 

mesh. Let us look an example where we have a 64 people server. This would mean that 

64 players need to download 63 new textures and where every texture could stretch to 

a few megabytes, let’s say 3 MB for the sake of the example. That would mean that 

each user needs 189 MB of data, meaning that the backend part of the system and the 

network is burdened with an additional 12 GB of data only for facial textures. The 



 Thesis for Master’s Degree at HIT and LiU 

7 

facial textures used in this project, extracted from the Selfie to Avatar segmentat ion 

system, currently size 10.7 MB, which would put a heavy load in the aforementioned 

example. 

 

The other issue at hand is that offensive content could follow as a result of free 

player involvement in textures. Many companies have both a reputation and a policy 

to live up to where offensive content and political or religious propaganda have no 

place in-game. Even if it is only facial textures we are looking at, a message or symbo l 

could end up within the application if the player decorates his or her face before the 

segmentation takes place. As to not risk this most companies who have the option to 

use highly advanced face segmentation techniques, may refrain from these on that basis 

alone. 

 

Our purpose with this project is to find a way to mend the abovementioned issues , 

realizing the technology for a wider scope of games and producers, by introducing new 

techniques to calculate and generate said textures, but at a lesser cost. Although the 

experimentation and calculation takes place in a controller environment we still hope 

to introduce these techniques to work together and see a pattern, giving us results that 

would be scalable to larger proportions. 

 

1.4 Main content and organization of the thesis 

This thesis will look into how we can generate content using PCA based 

texturization of 3D characters in virtual environments. We will be using Unity 3D and 

UMA as our main basis but the context is not limited to these softwares. If procedura l ly 

generated facial textures are possible during run-time we will gain two things: content 

beyond the data stored on the machine, as we can recreate textures using small set of 

vectors rather than spacious texture images. Our new textures can exist only when 

needed and then be removed from the application without affecting the performance . 

The next thing is shorter loading times. As we introduce new players with their texture 

the PCA based texturization would not make it necessary to transfer a texture to every 

other peer in the scope. Instead the peers can recreate the texture locally by getting a 

recreation vector from every participant in the environment. This is not limited to 

players. Content for non-playable characters and the like can just as well make use of 

this technique. 
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This project is following the software development life cycle (SDLC) pattern. 

However, as the thesis goal is rather to prove a concept and see if it is a feasib le 

technique to use for future development, the software does not have all the things as a 

ready system would be expected to contain. This is because the subject is regarded as 

experimental research and will provide us with a system surrounding the concept rather 

than the vice versa. It is also a collaborated project between the Swedish Linköp ing 

University and the Chineese Harbin Institute of Technology. 

 

1.5 Delimitations 

This project has some delimitations surrounding to what extent it could be 

implemented. The main attribute limiting the project is the original textures’ data set. 

We have 17 facial textures from which we test our prototype and build our system. 

The time constraints of the project remove the opportunity to collect a bigger set of 

facial textures, which will effect the Eigen space built. Another limitation is the 

commercialization or marketing of an end product. Time constraints will not be 

enough to finalize a product robust enough for immediate release for the UMA upon 

this porject’s completion.
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Chapter 2 Theoretical Framework 

In this chapter we will present all the underlying theory needed to fully 

comprehend what this project is about. If you are familiar with the concepts, you may 

want to skip ahead to the following chapters. We will present the so called theoretica l 

framework but will only lightly touch the main work regarding this report. Some 

discussion will revolve using one or another point of approach, but nothing that will 

not be recapped in later chapters. 

 

2.1 Textures in 3D environments 

To understand how we can texturize a face we must understand textures 

themselves. Original textures are images being wrapped around 3D meshes (3D objects 

built up from vertices and nodes in a three dimensional space). Normally you textur ize 

a larger surface with interloping patterns, shaders, and bump maps to mimic light 

casting and surface properties (further studied by Zhai, Lu, Pan and Dai [4]). More 

detailed objects have individual textures and the more individual an object gets, the 

higher the need for its unique texture all in all. As an earlier example explained, a piece 

of ground could be textured with a seamless texture of grass or rock and cover a big 

area, using only one textural image. A metal barrel or a freight container, in turn, could 

both use a single metal texture. As stated by Soutter and Hitchens [2] in their 2015 

article about how the identification of the character in video games correlates to 

achieving a better flow state, i.e. a level of immersion sought after in the industry, their 

third hypothesis proves that the more the character resembles the player, improves 

their identification with the character, and thus improves immersion. Which would 

point to a more unique texture being needed to represent facial features similar to the 

user. Modern techniques to deal with the rendering of high resolution textures are 

commonly improved upon by its peers. Streaming textures, the developers of Infinitex 

[5] claim, is the leading technology. Instead they aimed to take a more direct approach 

and developed a system to handle large object texturization, and thus help both artists 

and developers. Such work will care much of the size of the object to be textured and 

the distance to the camera. 
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If the video game industry seeks the flow state amongst its players, it would seem 

fairly adequate to use the existing face segmentation softwares more frequently. Two 

main reasons seem to be the cause of this issue. First off, not all results are satisfying 

for the user, as stated by Wiebe, Lamb, Hardy and Sharek [3], but also the video game 

community and reviewers. Depending what technology is used the results can vary 

greatly. EA Games’ Gameface is famed for doing a great work under good 

circumstances but equally famous for their “monsters” (see Högström’s example [6]). 

 

2.1.1 MIP Map 

MIP Maps are a way to reduce the cost of using highly detailed textures. The basic 

idea is, if an object is further from the camera, we have no need to render all of its 

details. As a result, a MIP Map is a way to transform the original texture image to a 

low resolution (or rather aliasing the image) version of itself and apply this when 

details are not needed in the same extent as when the texture is close to the camera.  

The phenomenon is usually referred to as Level of Detail (LoD) in development terms. 

It was an early concept to reduce the load on the hardware in computer graphics and 

was realized by IBM’s Kevin Wu’s article [7] where the process would be improved 

to meet real time rendering standards. Depending on the distance to an object, the 

aliasing of the MIP map would need to undergo different levels of calculation. An 

aliased image of an already aliased image would be a lower level MIP map for farthe r 

off objects. As the MIP maps are pre-calculated, the level of the texture detailed need 

only be chosen in run time, and in the article of Exins, Waller, Whiste and Lister [8] 

they describe how the process of aliasing a texture and the choosing of the level could 

be done. As a texture is placed on an object, coordinates on the texture is mapped on 

coordinates on the object/mesh. These are called UV-coordinates, or, for the full set, 

UV-mapping. An aliased image need to have the same references without distort ing 

the original or compromise its placement. 

 

2.2 Creating facial textures 

There are many ways to create facial textures for 3D meshes. In this subsect ion 

we will explain how a software could generate a fitting face mesh together with a 

realistic texture in an automatic process slightly guided by the user, using only a set of 
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photographs. Mainly we will follow the progress of Högström’s [6] work as he uses 

two photos to recreate the user as a 3D avatar in the open source project Unity 

Multipurpose Avatar (UMA) for Unity 3D, but are not limited to other approaches or 

environments. Active Shape Models (ASM) is a technique used to scan for a 

predetermined shape appearing in a given set of photographs. It was primarily intended 

for medical purposes but has seen many different uses since it was presented. Cootes 

[1] present in his article how a set shape could be identified and mapped in a 

photograph, by teaching a machine how edges and contours usually look. It draws of 

what Cootes wrote together with Edwards and Taylor [9] about a similar concept they 

called Active Appearance Models (AAM) but were later improved. 

 

What the ASM does is basically how a shape’s frame is manually placed over a 

learning data set. By using machine learning each landmark in this frame have a 

concept of how a good placement would commonly look, depending on the result us ing 

a covariance matrix and Principal Component Analysis (PCA) (what this is we will get 

back to in 2.3 PCA). Basically what is does is it measures the variance to determine 

where any sharp edges may occur. As the manually placed landmarks are 

recommended to be placed where sharp edges are expected, this helps the algorithm to 

determine (over a recursive process) whether it is converging around a sharp edge or 

not. Standard deviation will limit an expansive search; as certain objects’ shapes can 

only diverge by so much before likely being something else. 

 

ASM (as well as AAM) is based in what was earlier known as Active Contour 

Models (ACM), a method where Schnabel and Arridge [10] finds the contour of an 

object in an isophote (meaning the object have a contour of equal luminance) image . 

Initially and yet again, this was produced for mainly medical purposes, but as the 

authors state, could be used for quantitative and qualitative image segmentation as well 

as shape description. Fitting for use upon a somewhat predeterminable object, such as 

faces for face segmentation or face recognition. In our examples we will work with 

PCA to achieve our ends, and how this works is described in 2.3 PCA. As Cootes [1] 

states, however, such results could be achieved just as well through Fourier models 

and the result could be just as exact, but would not be as general. The Fourier transfo rm 

would need to limit coefficients that could in turn affect curve complexity. As Schnabe l 

and Arridge describes in [10] the curve aims to produce smooth contours but as 
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restrictions may interfere with their correctness when it comes to exactly following an 

image line, the Fourier approach may not be applicable for a general data set. At lea st 

when it comes to shapes and forms that could be somewhat predetermined, as in our 

case with the facial textures. We will get into more detail on this when we speak about 

principal components in 2.3 PCA. By using a functional face segmentation software , 

the textures will follow these requirements, which makes this approach ideal as 

variations in basic attributes will be limited. 

 

2.2.1 Face Segmentation 

Early prototypes of the ASM technique involved faces, as faces are something the 

human can easily distinct one from another, yet carry similar attributes such as a nose, 

a mouth and a set of eyes. More advanced ASM make use of a numerous set of 

landmarks to segment the face in an image. Chen, Xu, Zhang and Chen [11] have done 

a thorough work on investigating Landmark Models (LM), meaning the way landmarks 

are put and how the number of landmarks affect the face’s geometry in the end. There 

are numerous LMs, but their paper tries to minimize the number of landmarks , 

achieving as good a segmentation as possible. This is because of the calculation needed 

for each point to be fitted into a correct position in the facial image. The quartet uses 

two types of landmarks: key points and inserted points, to describe the shape of a face. 

Key points are mathematically based points placed in optimal positions, such as the 

corner of the eye or the edges of the lips or mouth, where sharp angles and color (if 

this is used) is easily distinguishable from the surrounding facial attributes. The 

inserted points are pseudo placed landmarks in between the key points to describe the 

shape. The number of inserted points needed may vary, but the fewer the more 

calculation friendly, yet a higher number will give better accuracy. A threshold for 

how high an error may be can help determine how many inserted points are needed to 

accurately describe a shape with minimum error, but at the same time take less 

processing to calculate. 

 

So what can face segmentation do once we have mapped a face in a picture? There are 

numerous uses for the segmentation. In Image and Graphics by Jiang and Shao [12] 

we find a set of scientific articles, many of which we can relate to both segmentat ion 

but also as future references. Their fifth article by Zhang, Huo, Na and Huang about 
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real-time animated facial expressions proves the importance of a well segmented face. 

In the paper they animate a face by mapping these landmarks in a 3D mesh, using the 

displacement of a landmark from its origin (which is a common way of animating[13 ]) . 

Should a poor segmentation happen prior to this kind of animation the face would be 

deformed in unnatural ways, things that are often obvious for a human to spot due to 

our sense of recognizable features in a face. Another interesting aspect of this article 

is how they measure variance in between facial expressions, something we will get 

back to in later chapters and that is highly relevant to this project’s context. An 

interesting application is Vieira, Bottino, Laurentini [14], and De Simone’s article on 

how to find siblings in image pairs. The technique uses face segmentation and PCA to 

find how similar certain facial points are in sibling faces. They investigate the 

threshold value of these points’ deviation and how the sex of the siblings’ matters in 

their placement. To be able to do this, it is important to be able to distinguish facia l 

features and expressions. Something Kim, Kim, Choi, Kim, and Choi [15] describes in 

their article where they maps expressions and features onto a 3D object. How, more 

accurately, this is carried out you can read in 2.3 PCA. Segmenting a face, placing 

these LMs, uses these techniques as facial points are not always the same, depending 

on angles of the head, lighting, accessories or other distortions, that separates the 

known face (stored in a database or the like and often use in recognition software) from 

the current one. 

 

 The segmentation makes it possible to translate a 2D object into a 3D context . 

There are various ways one could approach the segmentation. One example would be 

a primitive version of a more advance model from Hogue, Gill and Jenkin’s [16], where 

they use video content to segment a subject into a three dimensional object. This 

approach has since been used in EA Games’ face segmentation software: Gameface , 

as well as others, to achieve a (mostly) fine mapped model of the subject. Doing the 

same thing from a photo would require a somewhat different approach, though, as the 

photo only provide one single view of the subject to reconstruct. This is where Cootes’ 

work with ASM [1] come into play. Their PCA approach makes it possible to train on 

a data set to recognize a generic and controlled collection of images. By using this, the 

ASM model can detect variance in a photo, which include certain head inclination or 

rotation but still map out where the aforementioned landmarks. Högström [6] describe 

his face segmentation model in a similar way, but also state the issues arising with 
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rotated faces in a single image and show how the resulting variance affect head shapes . 

A bowed head may provide a shorter and thicker facial shape where a leaned back head 

may produce a longer one with a stretched cheek.  

 

In Vieira, Bottino, Laurentini, and Simone’s [14] paper, they use face segmentation, 

mapping out facial points in image pairs to try to determine if there are any twins . 

Twins, they claim, share similarities in feature appearance that is recognizeable not 

only for the human eye, but for computational algorithms as well. They compare some 

variants of face recognition before they introduce their own where they use face 

segmentation to find geometric data in the face, and a combination of PCA algorithms 

to find threshold values in facial deviations (such as facial expressions) to map out the 

facial datapoints’ positions and their standard deviations. An interesting aspect is how 

close this is to the facial recognition concept. If a person could be found by setting 

threshold values and comparing images, the step to finding siblings as close as twins 

share much and more with the traditional use of the technique. How do these papers 

get this kind of result? That is what we will be answering in the following section.  

 

2.3 PCA 

We have mentioned Principal Component Analysis (PCA) a few times by now 

and it is time we looked into what it is and how it is applied in our context. Even though 

it has been frequently mentioned by referenced work and papers it is not limited to the 

face segmentation scope we have been discussing. Instead, the technique is of a 

mathematical nature and will be best described by simplifying it rather than explaining 

it in our context straight off, mainly due to the massive dimension count we encounter . 

 

2.3.1 PCA Overview 

It is called Principal Component Analysis as it divides the data on which it is 

applied into so called principal components. Principal components are vectors put in 

such an order that the most data can be described with the first principal component , 

slightly less so on the second and the least data is contained in the last principa l 

component. Let us take a quick 2D example: 

 



 Thesis for Master’s Degree at HIT and LiU 

15 

 

Figur 2-1: Data Plot. 

 

Study the graph in Figure 2-1. We have a set of data points in a two dimensiona l 

space being described by x and y axis. If we would apply PCA on the data set, we 

would find a new way to represent the same set of data. Before we go into details on 

how we can achieve this let us discuss the result of it. 

 

 

Figure 2-2: Estimated best possible data representation. 
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In Figure 2-2 we see the first principal component, our new basis in which we 

describe the data set. As this is a simplified example we had a rather intuitive set to 

work with, reality is (usually) never that simple, as we will see later on. The new vector 

p1 lies conveniently among the most points. If we would choose only one dimens ion 

to describe our data set, neither x nor y would do a very good job, whereas p1 is 

sufficient if we are allowed to round off some of the values. 

 

 

Figur 2-3: Projection length onto a vector. 

 

Here, in Figure 2-3, we can see the red lines being the data points projected onto 

p1. The short distance would make p1 a feasible choice to represent the data set if only 

one vector would do it. Compared to the blue dashed line projecting it onto x. As we 

can fathom, neither x nor y would suffice to give a somewhat accurate description on 

their own. As we said, principal components are sorted as a basis on which the firs t 

axis (p1 in this case) contain the most data, the second less so and so forth. 

Representing this data set with one vector is possible but not necessary, even for the 

simplified example. PCA is used to reduce dimensionality, but doing so in this 

spectrum seem niggardly as our set is only a few points and exists in two dimensions 

in total. 
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Figur 2-4: Creating a new orthonormal space. 

 

To fully describe the initial set, we introduce another base vector, p2. According 

to general rules in linear algebra we want our space to be orthonormal, meaning that 

all base vectors in our space are orthogonal to one another and that they are of unit 

length (length one). Having an orthonormal space (using some part of p1, p2, …, pn 

to be unit vector) we can now completely represent our initial data set completely using 

our two new base vectors, p1 and p2. 

 

For the sake of the example, let us consider the above figures again, but this time 

having a third z axis pointing out towards us from origo and each data point being 

adjusted a little bit along this axis (in depth space). If the points are barely dispersed 

along the z axis we can consider another principal component p3 along the same axis. 

Now, as p1 has more information than p2, and p2 have more than p3 we have a three 

dimensional space in which we can reconstruct our initial data set. But p3 contain 

barely no useful information as the data points barely move in z space. As we stated 

earlier, PCA can reduce dimensionality. We could represent the data set almost intac t 

by removing p3, using only two dimensions to represent something that originally was 

a three dimensional data set. 
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2.4.1.1 PCA on Images 

An Image can be considered to be nothing more than data. A two dimensiona l  

array where each pixel represents some value to be displayed as a color. Should we 

read the entire image as one array, we would have its information in a single vector 

the size of its width times its height. However, the resolution of the image determines 

the size of the array and at this point we can get huge numbers of dimension when used 

collectively on a set of images. By using PCA we can reduce the dimensionality of the 

problem. As our image is the y times x pixels of the image times three (for red, green, 

and blur (RGB) color space), we have high dimensionality to handle for each 

individual pixel. Instead, by applying PCA we create a set of orthogonal and 

normalized basis vectors for our data. Now, instead of choosing to represent our 

problem by a segment of the initial data population we can describe it with these new 

vectors, these Eigen vectors and their corresponding Eigen values. We could never 

represent an accurate image of our original choosing for example 30 pixels but through 

using PCA we have now created an Eigen Image, and thus can represent a more 

accurate yet diminished complexity model, using 30 entries for our vector deviance . 

Or more accurately, we may now represent our model with a set of values that is less 

than the original dimension [1]. 

 

2.3.2 PCA Related Work 

There are several ways to achieve similar properties to PCA mathematical ly. 

What we are actually doing is creating an Eigen space, a space built up from Eigen 

vectors as base vectors. The mathematical aspect of PCA dates back decennia but the 

application of it used for us was early investigated by Sirovich and Kirby [17]. They 

believed the Karhunen-Loève theorem could benefit characterization of faces for 

machines. As this skill is one of the most defined biological traits of human beings , 

recognizing faces, even in inanimate objects, it was not clear to how a machine could 

do the same. The Karhunen-Loève theorem is referred to as principal component  

analysis (along with some other names, i.e. the same thing as the PCA described in 2.3 

PCA) and is the mathematical theorem of using Eigen spaces with ordered vectors to 

define variations among a given set of data. The theorem is related to a Fourier serie 

which explains why Cootes investigated the possibility to use Fourier transforms. 

Sirovich and Kirby [17] successfully proved the technique to recognize features in 



 Thesis for Master’s Degree at HIT and LiU 

19 

cropped images (stating it was useful on both sexes as long as makeup was not applied ) 

it opened up for further investigation into machines learning to recognize 

predetermined features. A few years later the technique was developed further by Turk 

and Pentland [18] where they used the technique in an early adaptation of face 

recognition. They discuss how PCA would allow them to measure diversity in a recent 

image when compared to a dataset of known faces. As the nature of PCA calcula tes 

variations, Turk and Pentland considered the technique superior to previously attempts 

to achieve computerized facial recognition and uses a threshold value for standard 

deviation to compare and recognize a person. Their success has been followed by many 

variations of the PCA algorithm under similar circumstances, even though some have 

improved upon the original method. Oh and Kwak [19] present a way the original PCA 

could minimize errors prone to come from outliers, highly deviating points. This 

results in a more robust PCA where the vectors may be more accurate, depending on 

the nature of the data. 

 

One example of a more recent adaptation of PCA would be Yang, Zhang, Frangi 

and Yang’s [20] two dimensional PCA (or 2DPCA), that revolve around keeping two 

dimension instead of the traditional single dimension when making calculations in an 

image. This technique has both benefits and drawbacks. Foremost, 2DPCA uses the 

original image matrix’s two dimension, in contrast to transforming it to a vector, keeps 

it as a matrix, and is in such a way a more natural calculation in this context. Their 

research is about face recognition and it is stated that 2DPCA does improve recognit ion 

rates compared to traditional PCA. However, 2DPCA is not as efficient as PCA when 

it comes to storage size and such requirements. It also needs more coefficients to 

represent an image accurately. An improvement of the 2DPCA was made when Sun, 

Tao, Li and Lu [21] presented a robust version working on a video serie of images , 

enabling recognition of foreground and background objects due to the data set used. 

Their images and video used a larger size which proved the model efficient in use but 

they do not discuss the drawbacks compared to other, robust PCA techniques as their 

predecessors. Another improvement of the 2DPCA came from Zhu and Xu [22] in 2013 

when they introduced a method to extract features in either row or column direction, 

which deviate from the traditional 2DPCA which could rigidly only do it in one 

direction. This method greatly improve accuracy in feature classification, but yet again 

is applicable on face recognition software. Due to the nature of our project, storage 
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and limiting our number of vectors needed for representation stands above recognitions 

rates, which deems the 2DPCA inefficient in our context. However, tweaking the 

concept to our benefit could make it possible as a future implementation. Due to the 

nature of our image sets, 2DPCA could be used on predetermined segments rather than 

on the image as a whole. This could possibley benefit calculation times for a single 

feature, as the image is by then broken down into smaller segments. 

 

Other alterations of the techniques exist as well. Functional Principal Component 

Analysis (FPCA) [23] is similar to the 2DPCA by using two dimensions rather than 

one, to determine the shape of medical images more rapidly. To take the technique one 

step further Gavalcanti, Ren, and Periera [24][25] developed the Weighted Modula r 

Image Principal Component Analysis (MIPCA), a similar approach with our 

aforementioned 2DPCA or FPCA in theory, but using a segmented image for smalle r 

matrixes and faster calculations. In addition to segmenting the images, their proposed 

technique also weights the segments’ importance. In their examples they segment a 

facial image in subimages where the MIPCA can do the calculations with lower 

dimensions. Certain subimages are more prone to contain important data where others 

may contain less, or even be empty (showing the background of the facial photo). This 

weighted MIPCA have similar attributes as the 2DPCA in order of execution, but have 

some other benefits as well. It does cost more than traditional PCA when it comes to 

storage, but it can reduce the time it takes for these coefficients to be calculated. It 

could be a possible choice of method for this papers main goal. 

 

Another interesting aspect of principal component analysis alterations is the 

model-based 2DPCA (M-2DPCA) described by Cui, Gao, Zhang, Gao, and Xie [26]. 

Here they take the benefits from ordinary 2DPCA and applies them into a stricter , 

calculation friendly context where they individually segregate each model, in their case 

from two open facial image databases. This allows for an interesting mapping of the 

differences in each face. By doing this, the step to mapping facial points to other uses 

is not big. One interesting concept is Blanz, Basso, Poggio and Vetter’s [27] take or 

reanimating faces by using PCA on facial points’ positions. This type of mapping is 

commonly used in animation of faces in the movie and video game industry. Instead 

of placing these marks on the face of an actor or actress they simply use the variance 

presented through PCA to get a face to behave accordingly. Take their reconstruct ion 
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of making the Mona Lisa smile as an example what the technique can do. They have 

many works of art where the procedure presents them with results of accurate ly 

deformed faces according to the Eigen vectors from their original data sets. Not only 

does this type of usage of PCA handle facial expressions, it could also estimate the 

variance occurring in a face (or objects) rotation. In 2015 Sánchez-Escobedo, Catelán, 

and Smith [28] wrote an article on these variance, describing how the contours of a 

face alter in between a heads position and rotation. An issue Högström [6] described 

playing a major role in the shaping of 3D models. These techniques are closely related 

to face recognition, as features being deformed by expressions are common in that 

context. 

 

When dealing with 3D models and combining the benefits of PCA, how could the 

mappings of the facial points stay intact? Lewis and Anjyo [29] wrote about the 

concept and proved how important the standard deviation and variance was, to not 

allow misinterpretation of these points into unintended disfigured 3D meshes. They 

describe the singular value and how it corresponds to the directions, or vectors, a facia l 

point can take. What this is we will describe in more detail in the next section. PCA is 

not limited to this use, however. Taking forth a mesh to represent your variation is 

commonly done by PCA, but in Sei, Irving, Lewis, and Noh’s [30] article about 

compressing and manipulating complex blendshapes, they compress data by using a 

base model of PCA. Even, as they state, the PCA will likely be rendered inefficient in 

larger context, it is still an interesting application of the technique that furthe r 

strengthen the idea of our article at hand. 

 

Whilst the earlier mentioned research does have a close relationship with PCA 

and how to best use it, it is the actual areas in which it is used, not how, that makes the 

most impact on technology. The possibilities that open up with mathematically strong 

algorithms and techniques have proved to be a growing trend in various game types, 

where demand on content and its quality increases over time. One such example is the 

procedural generation techniques that creates unique content in a close to infinite 

number of possible outcomes, that is not a new concept but has become more frequent 

in recent years. With PCA, other content built from a mathematical concept is possible . 

One example is textures, unique in their own way but still realistic in their execution. 

In 2003 Cula and Dana [31] made a study of how different skin textures appear. Skin 
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that is seldom much recognized in daily social activity can have a great deal of 

individual attributes that makes it unique. From the samples Cula and Dana assembles 

they create representative data using PCA, achieving appearance based feature vectors 

for the samples. Not only does skin texture differ in shadows cast or bumps and 

crevaces, spots and other anomalies affect the samples. By their use of PCA they 

manage to achieve representative vectors. If we take this to another usability, a texture 

in a 3D environment will gain the same benefits and reduce the data needed to partia lly 

(or fully) reconstruct such a texture. Consider a crowd where each person could look 

unique but still resemble a human. Yksel, Yucebilgin, and Balcisoy [32] wrote an 

article in 2013 on the subject of rendering, in real-time, big crowds. They state that it 

is, under most applications, an inconvenience rather being avoided in simulations and 

games, but not an impossible thing to do. They propose and test a prefabricated model 

built from possible camera views where real-time rendering using varying image 

morphing techniques makes it possible for a computer to calculate the massive amount 

of people in a crowd. 

 

2.3.3 PCA Detailed Calculation 

In this subsection we will have a closer look on how we can apply PCA on our 

images, and how the calculation commonly is done. Bear in mind that certain 

alternatives to achieve similar goals can be carried out mathematically and that this is 

but one example of these. We will use Turk and Pentland’s [18] basic PCA togethe r 

with Cootes’ [1] calculations. 

 

So imagine our n-sized set of images, facial textures in our case, but in facia l 

recognition its rather about a set of images of the systems users. Each and every image 

consists of a number of pixels based on its resolution, and the image’s width (x) and 

height (y). In our image set every image is consistent in resolution. This is important 

due to what comes next, breaking each image down to vectors. As mentioned , 

alterations using 2DPCA will keep original structures intact whilst we will stick to 

basic PCA, bringing a single vector for each image. 
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Figure 2-5: Taking pixels from an image, creating the image vector. 

 

Bringing each image into a vector is about decomposing the data. There are many 

ways to store the data from each pixel, but here, we will elongate the vector by a 

magnitude of three to store each RGB value. Such a value may vary depending on the 

standard you are working with. We will store the normal RGB value, spanning from 0 

to 255 and exclude the alpha (in RGBA) channel, assuming the image never uses 

transparency or occlusion. Each image vector will be of length 𝑘 = 𝑥 ∙ 𝑦 ∙ 3, where the 

3 is due to the three red, green, and blue values. Once we have constructed these vectors, 

one for each image, we store these in a matrix, let us call it imvecs. Imvecs will now 

have dimensions 𝑘 × 𝑛, storing each image vector in its columns. 

 

Next we need to find the mean value in each pixel. In this case it will find the 

average facial texture of our n images. 

𝑚𝑒𝑎𝑛 𝑣𝑎𝑙𝑢𝑒 𝑣𝑒𝑐𝑡𝑜𝑟 =
∑ ∑ 𝑖𝑚𝑣𝑒𝑐𝑠[𝑖, 𝑗]𝑘

𝑗=1
𝑛
𝑖=1

𝑛
 

Should we put the mean value vector back to be an image, we would clearly see a face 

symbolizing the average face. Next we need to know how the vectors in imvecs 

correlates to one another. For this we calculate a covariance matrix (D). By removing 

the average, we can see deviation from it in each vector. 
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𝐷 =  ∑ 𝑖𝑚𝑣𝑒𝑐𝑠[: , 𝑖] − 𝑚𝑒𝑎𝑛 𝑣𝑎𝑙𝑢𝑒 𝑣𝑒𝑐𝑡𝑜𝑟

𝑛

𝑖=1

 

However, our covariance matrix D, will be quite large at this point. 𝑘 × 𝑛 which will 

result in heavy calculations. Cootes [1] present a solution in their appendix C, where 

we substitute D with T. This will reduce our dimensionality to a square matrix. 

 

𝑇 =
(𝐷𝑇 × 𝐷)

𝑛
 

We can now use T instead of D to find the Eigen vectors and Eigen values we are 

interested in achieving. PCA bases all calculation on a sorted Eigen space of vectors 

and by doing this next step we will achieve such an Eigen space. Singular value 

decomposition upon T will result in three matrices. 

 

𝑈𝑊𝑉𝑇 = 𝐶 = 𝑠𝑣𝑑(𝑇) 

Which can be proved by the following two statements: 

 

𝐶 𝑇𝐶 = 𝑉𝑊𝑇𝑈𝑇𝑈𝑊𝑉𝑇  

𝐶𝑉 = 𝑈𝑊 

In our 𝑛 × 𝑛 matrix W we now have our Eigen values. The Eigen values in this PCA 

calculation follows a very peculiar pattern. W is a diagonal, non-negative matrix where 

the values are exponentially falling, converging around zero. As mentioned in our 

previous example, PCA vectors contain the most information in the first vector whils t 

the last one contain the least. This can be proven by these Eigen values, as we see in 

Figure 2-6. 
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Figur 2-6: Eigen value describing data content per Eigen vector.  

 

The Eigen vectors we will get by using either U or 𝑉𝑇  matrices together with our 

D (covariance) matrix. D was a 𝑘 × 𝑛 matrix and both U and 𝑉𝑇  are 𝑛 × 𝑛, which 

will result in our Eigen space being a 𝑘 × 𝑛  matrix. Each Eigen vector can be 

calculated through: 

 

𝐸𝑖𝑔𝑒𝑛 𝑣𝑒𝑐𝑡𝑜𝑟 =
𝐷 × 𝑈[: , 𝑖]

𝑛
 

This will result in each Eigen vector, once reconstructed as the initial images, to itself 

be a facial texture. However, as we have removed the mean value and are build ing 

these from the covariance matrix the will differ in color and detail. The first will most 

accurately look like a face whilst the last one may contain different aspects of noise 

such as color distortion or displacement. With this set of Eigen vectors, our Eigen 

space that is referred to as Eigen faces (Turk and Pentland [18]), we can now apply 

different aspects of PCA alterations and features, something we will go deeper upon 

in a later chapter. 

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17
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Chapter 3 System Requirement Analysis 

In this chapter we will break down what we know about the current systems and 

introduce the new theory. We have to be aware of our systems and frameworks to know 

what can be considered plausible before we can successfully implement a new 

technique to it. Once this is done, we can list the new system’s requirements. 

 

3.1 The goal of the system 

What this project expects to do, in short terms, is to present a new way of 

texturizing unique faces. The project’s implementation will be done in Unity3D and 

with the help of the open source project UMA. As UMA is open source the 

implementation will be a module of it to add, so that faces could be applied in our 

suggested way. However, it will not contain the data set of original facial textures . 

This to preserve the integrity of our participants. Instead an online database will be 

available in the future to use our collection, a mean to keep the data set in a controlled 

environment and leave it intact for further extension. The technique used will be 

applicable for any similar type of system but the limited time prevents any extens ion 

onto other platforms. 

 

We expect to be able to alter how a texture is generated and how this texture could 

be interpreted depending on the level of detail needed for the corresponding distance 

to the object. In a best case scenario, we could present a technique to realize almost 

complete characteristic uniqueness in a virtual environment. In a worst case scenario , 

we prove that the technique is not adequate for the task at hand and what limitations 

that are preventing this. 

 

It is important to clarify that this work is but one step along the way to realize 

textural uniqueness in virtual environments, but not the only way. Nor does it handle 

the entire spectrum of textural problematics. In procedurally generated worlds textures 

and meshes can be generated and contain deviances depending on a mathematical angle, 

much like we strive for here. One way to go along was to look more closely on how 

such content is generated. However, that would not be the whole answer to our specific 

whish for this type of system, as we look into specific recognizable features.  
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In our project we test out the concept of using Eigen faces in such an environment. 

In this example we use an open source system: UMA, and a face segmentation software 

fitting for this. However, these are not the only softwares that could be used. Other 

softwares may not suffer the same issues nor have the same solution, but the conceptua l 

results found in our project should be applicable to all, no matter the software’s origin. 

It is important to state our limited testing environment, chosen simply by the open 

source nature of the project. We expect that other, company owned segmentat ion 

software, may need a different approach, but could still benefit from our paper in a 

contextual aspect. 

 

We expect to present a proof of concept, where Unity’s UMA create characters that 

can be placed on different distances from a camera. Instead of letting a normal 

texturing process take place, we generate the texture during run-time using a 

preinstalled dataset of Eigen images. From this we can then measure both the amount 

of data needed to be sent and the level of recognizable features, depending on vector 

usage. We will also present a potential way of working with Eigen images to avoid 

player added offensive material to an application. Mathematically it is viable even 

before the project work has started. However, if it would be applicable while build ing 

Eigen spaces from a face segmentation software to avoid unwanted content, is 

something we expect to find out through our later stage experimentation. 
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3.2 The functional requirements 

 The system will use existing UMA framework and work within its 

boundries. 

 The system will be provided an Eigen space. 

 Any facial texture to be generated will be represented by a reconstruct ion 

vector. The system will use this vector with the Eigen space to reconstruc t 

the texture. 

 The system will be able to create multiple characters during run-time, and 

texturize them from reconstruction vectors. 

 A character lacking a reconstruction vector should still be texturized with 

an average face texture. 

 The system will allow for partially reconstructed textures, where certain 

entries from the reconstruction vector may be missing. 

 The system should not store textures, but build them when needed and 

discard them when not. Essential and reoccurring textures, such as the 

current player’s face or the average face, could be exceptions. 

 A new texture must be projected onto a given Eigen Space. The projection 

will represent the texture. This value, the reconstruction vector, will be 

the system’s key to this facial texture. 

 A help system will break down predetermined Eigen space images into a 

matrix the size of (image width * image height * 3) x number of images. 

 Any partially constructed texture must be ready to be improved upon when 

additional data is provided. 

 A non-texturized face will be presented with the Mean Values Face (.png). 

 

3.3 The non-functional requirements 

 The reconstruction vector cannot exceed the dimensions of the number of 

vectors in the provided Eigen space. 

 The system will be create a UMA based texturized (.png and representat ive 

reconstruction vector) 3D mesh (.fbx) character for use in a Unity 3D 

application. 

 The system will reconstruct any texture during run-time from the provided 

values. The time for constructing one texture must never slow down 

system performance. 
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 The system must never freeze during calculations.  

 The system must have a robustness comparable with the performance of 

Unity3D itself (or any from this generated application). 

 The system must always have a lower data transfer need than current 

means. It must always be a more efficient choice of technique than sending 

any remote texture image. 

 Generation times using the full Eigen space must be kept below 2 seconds.  

 

3.4 Brief summary 

In this chapter we have been looking at what our new system will need in order 

to collaborate with the existing ones, such as Unity, UMA and Mikael Högström’s 

Selfie to Avatar software. It is not limited to these softwares as the concept could be 

applied to similar systems, even if the code base likely have to be replaced. Not only 

must our system collaborate with the existing ones, it must also no alter the main 

functionality of these systems. Much of the requirements are therefore put in place to 

make sure that no main features are changed during the implementation or design of 

our system-to-be. 
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Chapter 4 System Design 

4.1 Initial Design and Environmental Restrictions 

We will be implementing a PCA (or rather Eigen face) solution in Unity3D’s 

Unity Multipurpose Avatar (UMA). This means we will go into depth in the open 

source tool, use a face segmentation technique to gain textures, alter the tool’s way of 

producing these as well as how they are applied. The Eigen faces will be contained in 

a controlled environment, distributed to the system in which it is to be applied. No 

integrity sensitive information is at risk by doing so and distribution is both controlled 

and reduced in size and calculation times. 

 

Unity3D is a game engine, providing physical and graphical engines to game and 

simulator developers across the world. It is a cross-platform engine, meaning the 

applications created in Unity could be ported onto several different devices, such as 

PCs, Macs, Linux, web applications, Xbox or PlayStation consoles, and Android or 

iOS cellular devices. Since it was released in 2005 it has become the most commonly 

used game engine on the market by number of users, especially for indie game 

development. Competitor engines are for example Unreal Engine, CryEngine 3, or 

Amazon’s Lumberyard. Unity bases most of its applications on either C# scripts or 

JavaScript (or both) and the interactions and relationships between game objects are 

handled in those scripts. This makes producing simulations or games easy enough for 

the new user but can be frustrating at times when the scripts feel limited in 

communicational aspects that could only be completely charted during run-time. One 

of the reasons for its success is the wide stock of assets shared and sold in their asset 

store. An asset is commonly a set of scripts made by other users to achieve some goal. 

The context stretches though from being things like 3D models, music, or textures, to 

UI programming interfaces, online log in accounts or complete games. The downside 

of this technology is that much of the background interactions such as physica l 

calculation and controls take place “under the hood” which may leave a wish for 

greater transparency in some areas. There are, however, ways to go around this or alter 

such obscured behaviours. In our project we will only suffer to some extent during the 

execution order when implementing it in the UMA environment. 
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Unity Multipurpose Avatar (UMA) is a tool used in Unity to create dynamic 

avatars for use in games and simulations. It started out as an asset for Unity produces 

by a Brazilian man; Fernando Ribier. Unity’s community showed great interest in the 

(coming, at the time) asset, so much that Unity Technologies, creators of Unity 3D, 

decided to financially back the project. UMA is a highly customizable characte r 

creation tool, released as open source software with a big community behind it. It is 

well prepared to handle a variety of character controllers, both Unity made and found 

on the asset store, to animate and control created avatar(s). Character creation is 

scripted to be implementable in a game where the player him- or herself can alter 

appearances with a slider (within a preset boundary). It is possible to open up the 

scripts, or make your own, to generate an UMA character, which will be highly 

applicable on our project’s work, as we have to go around both the creation and 

texturization processes. 

 

4.1.1  Restrictions Affecting System Design 

In this subsection we will present some limitations we ran into during our 

implementation that completely altered our design of the system. These changes were 

made after an initial design had been introduced and led to severe alterations in the 

earliest concepts but successfully manages to produce satisfying results. 

 

2.4.1.1 Unity Unable to Produce Eigen Space 

Unity is a game engine, and as such it takes care of most of the related calculations 

such as physics and background events, giving the user more time to focus on the 

making of the game or application at hand. As mentioned, the prototype of the project 

was done in MatLab. As such, the prototype turned out as a stand-alone functioning 

application of what we wanted to do with the project, but the inability of attaching the 

created textures to a mesh limited the use we had of it. Instead we started out transpling 

the MatLab code into C#, to reproduce our results from the prototype in the actual 

environment. As it turned out, the matrices and sheer data size to be calculated proved 

to heavy for Unity, filling up memory buffers and processing power until the 

environment froze and crashed. Several attempts to optimize the code and reduce 

calculations were in vain. 
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More accurately we were unable to recreate the Eigen space from our initial set 

of 17 faces, due to the inability to create a covariance matrix. The covariance matrix 

is a quadratic matrix containing how each and every entry in our image vectors 

correlate to itself and other entries from a set of data vectors. The resolution used in 

the initial textures made it become a 6291456 × 6291456 matrix when all the RGB 

values of all the pixels were created. Even as Cootes [1] describes a dimentionality 

reduction technique, our code never successfully came as far as to apply it. 

 

Instead the full transpilation idea was scrapped and we turned to MatLab to 

produce some results that could be imported into our C# and Unity environment on 

their own. By letting MatLab conduct the heaviest operations and transferring those to 

a stand-alone Unity application, whose unique purpose was a one-time transpilation to 

create a usable Eigen space, without doing any of the calculations (this is presented in 

2.4.1.2 Vector Creation Differs Between Environments). Once the Eigen space existed 

within the Unity environment, we could distribute it to any other applications within 

Unity, making use of a light-weight system to apply it upon. This system, is what is 

reffered to in Chapter 3 System Requirement Analysis. 

 

2.4.1.2 Vector Creation Differs Between Environments 

We had finally overcome the calculation problems mentioned in the previous 

subsection when we realized that the data given by MatLab was faulty when transpiled 

to Unity. When applying our calculations and projecting images these turned out to 

contain an awry set of facial structures repeating in the created trexture, as seen in 

Figure 4-1. 
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Figure 4-1: Faulty projected texture with awry facial artifacts. 

 

After much debugging we realized that the data feeded immediately to our system 

was not directly readable by our system in Unity. The reason was that the difference 

in how the various softwares (MatLab and Unity) handles images and creates or reads 

vectors from these. As we took our data vectors from MatLab they were built as 

MatLab see fit, which is by having the point of origin in the top left corner of any 

image. It then reads pixel by pixel, column by column. In Unity and our system, the 

point of origin is in the bottom left corner and reads pixel by pixel row by row. 

Offcourse, we had already compared the documentation and seen these differences and 

prepared our system for them. What we did not anticipate was the difference in how it 

filled the vectors with data or, in the other end, read them. Our code in Unity was 

straight forward and we could see how a vector was constructed or read filling the 

RGB values for each pixel in a continuous flow, putting the red value, then the green, 

and lastly the blue before moving onto the next pixel. In MatLab however, it did check 

each pixel at a time but did not fill the values in the same continuous flow. Instead it 

separates the red, green and blue values into three sections of the vector. This makes 

the first third to be filled with the red values, the middle section of green and the last 

third of blue values, something that resulted in the three rows of faces we can see in 

Figure 4-1.  
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Adjusting these readings made our loading time become longer due to the extra 

handling of each multidimensional vector. Instead, we decided to build a separate 

module in Unity. In this we put the data decoder to translate the read vectors into a 

readable format for the Unity environment and our softwares in use. It was built as a 

one-time-use module to create the Eigen space for the Unity environment in a format 

that rendered in shorter loading times. The created Eigen space could then be 

implemented by a run-time Unity application. 

 

4.1.2 From Requirements to an Initial Design 

The following subsection is describing our initial design before we ran into the 

aforementioned issues that altered it. As we, during the implementation, ran into a row 

of issues, some concepts have been altered. Allthough, much why our system looks as 

it does is based on the preliminary design, a design that were closely combined with 

the face segmentation software. Note that this collaboration has been distanced 

somewhat in our final designs to make our system more independent and agile, trust ing 

the face segmentation software to work in close relationship with the creation of Eigen 

spaces rather than the creation of textures. More of this can be found in chapter 4.3 

Run-Time Environment Design.  

 

It was important to know how the face segmentation system currently work and 

how we would like to alter it in order to introduce a new texturization process. Even if 

this project was more of an experiment to see if the technique in this context is at all 

plausible, we had to construct some flow charts and design diagrams for how a 

complete commercial model could look. Important to note is that these are diagrams 

of a system integrated with a facial segmentation software, something the end product 

is not. 
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Figure 4-2: Simple use case diagram of the face segmentation software.  

 

In Figure 4-2 we see a simple use case diagram of the intended system-to-be in 

an overall representation. The add image and take new image parts of Figure 4-2 are 

coming from the original face segmentation tool, whilst the texture and vector was to 

be a new addition. Important to note is that the vector will have to change every time 

a different Eigen space is introduced, which might suggest that this feature will fall on 

an actual application rather than the rewritten face segmentation, by projecting a 

texture upon the Eigen space. In Figure 4-3 we can see a simplified flow chart of the 

current face segmentation system: Selfie to Avatar. Note that this is a somewhat 

generalized representation applicable to most face segmentation softwares. The one 

that will be used in this project has means for manual intervention during the 

segmentation process, something that is not taken into consideration in the below 

charts. The user, in order to get segmented, sends in his or her images to the system 

(or might ask the system to take new photos provided a camera is connected). The 

system then treats these images, cutting away what is not part of the face in a 

segmentation step. The segmented images then are put together, to represent the user 

in a texture map. Each point in the user’s face is mapped to a corresponding point on 

the base map (UV-mapping), to allow for feature placement so that the mouth can be 

opened where the lips are, and the eyes can be placed and blink etc. The segmentat ion 

software also deforms the mesh according to the readings in the segmentation step (this 
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is something we did not use in this project, but the PCA theory is applicable to the 

deformation, just as the texture, and will be stored nonetheless in our online database). 

This is done by weighting and dispositioning the 3D mesh’s facial bone structure (the 

bones represent deformation among the mesh’s nodes and vertices). When the mesh is 

complete, the system positions the texture atop and show the avatar to the user. The 

avatar is now able to be implemented in, for example, a game environment by attaching 

a controller script and animations to the object. 

 

 

Figure 4-3: Flow chart of the current segmentation software and useage.  

 

Now, in comparison, we will see how our intended altered system would have 

looked, using PCA based texturization, where a preexisting Eigen space could 

represent the texture with less factors than an original image would need. In Figure 4-

4 we see a similar system to what we saw in Figure 4-3, but this has a few more steps 

involved when it comes to the texturization and texture generation. As this is 

representing a complete system, a ready Eigen space would be available. How this 

could work is described in 2.3.3 PCA Detailed Calculation. A facial image that did not 
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build up the Eigen space will also be able to be represented from this Eigen space, to 

a best-possible policy depending on the extent of the Eigen space (as can be seen in 

Figure 5-3 and Figure 5-4). When the user has input his or her pictures and the 

segmentation have taken place, the system returns a texture. Now, this texture could 

be projected onto the Eigen space. The projection would render in a vector, a vector 

describing what scalar of each Eigen vector in the Eigen space best represent the 

texture image. The received vector is what we call a reconstruction vector. The 

reconstruction vector should be stored for each character created, but also used to 

texturize the mesh. 

 

 

Figure 4-4: Flow chart of the potential new system. 
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4.1.3 Preliminary Architeture 

Now we will look on some preliminary architecture of the aforementioned 

systems. As the basics are already in place thanks to the nature of Unity3D and UMA 

we will refer to the architecture of our applied system and the scripts within it. Most 

of what is mentioned here is intact even after the design alterations. The separation 

between the PCA Projection and Face Segmentation Software is the major design 

change but as their architexture was never to be fused, this subsection describes the 

architecture intact. 

 

Figure 4-5: Software structure. 

 

First off we want to introduce the structure of our softwares in use. As we can see 

in Figure 4-5, our base software is Unity3D, and all of the above is relying on this 

framework to be in place. UMA was built for Unity and will not function without it. 

We currently have a face segmentation software of our choice in place, but the project 

context is dynamic enough to use any such software that can create a texture. The 

purpose of the face semgmentation is, in the final system, to help create an Eigen space, 

and thus must not be part of the Unity 3D application. The choice face segmentat ion 

software is working in parallel with UMA when creating and applying a texturized 

mesh. For our part, the PCA Projection is relying on UMA to be in place and will work 

in parallel to a face segmentation software and use the information from it (in the init ia l 

design, where in the final version it can be completely separated). For future work, the 

theory is not limited to any of these systems and could be replaced for any texturizat ion 

algorithm in any similar environment. Also, a finished commercial use would be the 
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PCA Projection working in any UMA-based application provided there is an Eigen 

space. This is best described in the next subsection: 4.2 Run-Time Environment Design, 

where we go into depth of the finished PCA-based product. 

 

 As Unity is script based we have a class structure based on event handling and 

asynchronous calls. We have segregated the main parts by C# class scripts to make  

this part’s readability somewhat clearer. As we can see in Figure 4-6, these are the 

initial scripts at work during immediate start-up when the scene is requesting a 

character. Apart from these, we cannot say due to dynamic event handling further into 

an application. The Eigen Faces class via the Load Content class loads and holds a 

preinstalled Eigen space, as well as a Mean Value Image (which is the base of any 

facial texture). This data will be loaded into vectors, combined and stored into matrices 

in the Eigen Faces class. The Texturizer class handles the task of brining any n-

dimensional reconstruction vector into an image representation. Once the calculat ion 

is complete it adds the new texture to our UMA generation to apply it to a face. The 

UMA is then ready for whatever a normal UMA character could do, such as attaching 

animations or controllers. 
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Figure 4-6: UML – class diagram of the start-up process. 

 

Note that the scripts’ correlation will work differently depending on what is going 

on in the environment. As Unity is made to develop games and similar applications , 

event handling is key. For example, two scripts might correlate only when a collis ion 

occurs or when an object is in front of another object or camera. The start-up sequence 

for our system, however, remains the same (as seen in Figure 4-6). We do this at run-

time to make sure any reconstruction vector has the basic mathematics in place to be 

transformed into a new texture. To allow the system to continue to run during some 

heavy calculation, some of these are asynchronous tasks or handled only through 

events, as is the nature of Unity. However, we will allow for partially shared 

reconstruction vectors as well, which means we need to be able to update our 

incomplete texture during run-time as seamless as possible. This part is event based 

and makes for a poor UML diagram, but can easily be explained. As each texture is 

created locally on each machine, each machine knows how big an Eigen space is 

currently in use (and which vectors are to be ignored due to their high noise values) . 
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Any vector received containing less than this value should be ready to update as soon 

as new data arrives. An asynchronous call to the Texturizer class could update the 

existing texture, but we could not say when in time such a call will happen. In the next 

subsection we will clarify these initial designs and describe this problem further. 

 

4.2 Run-Time Environment Design 

As we mentioned in 4.1.1, a few new approaches were introduced during our 

implementation. It does affect how we built our run-time application of our system. In 

this subsection we will describe the structural design of our run-time application, 

taking into consideration the segregation from facial segmentation softwares. This 

subsection handles only the feature based integration within Unity for. To learn how 

our entire system looks after the design alterations, read 4.4 Complete System Design. 

To know more about the experimental application we built, please see 4.3 Experiment 

Design. 

4.2.1 Designing for Offline Applications 

First off we will look at the offline version of how we generate textures in a Unity 

application. Being offline means we will not have real-time updated data coming from 

either a supplier or additional sources such as other players. This is where our approach 

of having the Eigen space preinstalled would show beneficial data streams otherwise . 

By being offline we can safely assume that the number of participants using the system 

is limited. However, the need of using the same Eigen space for all participant is still 

present to generate the correct textures. If more than one user, in a Local Area Network 

(LAN) setup, the users could synch the existing Eigen space to the latest version 

available amongst the participants. If only one user is present, the Eigen space used 

matters little. In an online version we could keep this updated for all applications us ing 

our Eigen space, keeping up with distribution. 

 

What the Eigen space will be used for is to help construct textures. If we have a 

small, limited amount of users perhaps the overhead time of transferring the user 

textures to the others is short and does not require an Eigen space solution to do the 

texturization. In other cases, though, for example for Non-Playable Characters (NPCs), 

unique textures could be constructed from an Eigen space at little cost to the system, 
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and be the same for each user acting in the environment, using the reconstruct ion 

vectors attached to that object. Another future application would be for terrain or object 

textures, if these vary often they could be mathematically constructed when needed 

rather than take up space and time for the users’ machines. With our system we will 

focus on the facial textures of 3D characters. 

 

Apart from the Eigen space, our system will use a prefabricated (Prefab in Unity 

terminology) Game Object. This Game Object will consist of a series of smaller scripts 

to handle various usages of the Eigen space, as well as the initial loading and/or 

gathering of reconstruction vectors using projection. Any other Game Object, say, a 

3D character that would want a facial texture, does only need to carry a small script 

with its reconstruction vector. Then, the environment itself could, during run-time , 

create or throw away any texture based on what is needed in the scene at any given 

moment. This will dynamically create content, meaning we dynamically allocate space 

for it. On the other hand, when that content is not needed, it will take up a very small 

part of storage space, waiting for its next reconstruction. 

 

One aspect needed to be taken into account is that the system is likely to be used 

by developers, and should not be restricted in the way it is used. This will create some 

restrictions that benefit the freedom of the users but may make the system unstab le . 

One example is the building of textures. Our firs t data set contains 17 faces takes about 

one second per generated texture, using the full set of the Eigen space. As mentioned 

in Chapter 2, we could use LoD to partially create a texture, shortening the loading 

time as less Eigen vectors has to be calculated. Implementing this, even with dynamic 

thresholds, would leave developers restricted in the use of the Eigen space. What if 

each scene is meant to pre-load textures completely, rather than create them during 

run-time? Or simply use the Eigen space to randomize a set number of facial textures? 

This would be somewhat compromised if the system relied on rendering off of the LoD 

needed to a distant or close object. This is why our system will not itself handle LoD 

depending on distance. Instead a developer could use partial reconstruction vectors on 

the Eigen space to achieve the same goal, but not be forced to do so. 
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4.2.2 Designing for Online Applications 

For any online application, just as the LAN environment, it is important that the 

users have the same Eigen space on their machines. In an online environment it is 

possible to check that all users have the latest Eigen space version, or an update should 

be required. Else, the appearance of the constructed faces will vary from one machine 

to another. The benefit from having the base in PCA is that even so, the textures would 

stay facial textures without artifacts or misaligned UV-mappings. Any user in the 

online environment will have his or her own facial texture stored locally, and the 

reconstruction vector on the Eigen space in use. Any other facial texture will be 

procured on site, as the objects’ corresponding reconstruction vectors builds from the 

Eigen space, at such a time that the local machine receives these vectors. The facia l 

objects that are not visible in the scene have no need to exist and thus will save both 

time and storage space for the client machine. By having the user’s face locally stored 

we can always assure us that the correct reconstruction vector is representing the 

current Eigen space. Updating an Eigen space will change the reconstruction vector, 

but can also allow more users to have their images more accurately represented. With 

every change of Eigen space comes a new necessity for projecting the original and 

collect the new reconstruction vector for the original texture. 

 

One aspect that is important when talking of the run-time environment and its 

design, is how our system is acting when it comes to storage and time. First of all, 

having a large Eigen space will take more storage space than the expected number of 

corresponding original textures would do, depending on the format the Eigen space 

has. Should it be possible to save the Eigen space as Eigen faces, i.e. images, and still 

keep the information intact, the storage space will take less, but the loading time may 

be longer, as breaking these down to vectors each time would be necessary. Keeping 

the Eigen space in an external binary file, read upon start-up have a relatively short 

loading time but takes up more storage space. For our initial set of 17 faces, a binary 

file is almost 400 MB, but each image in themselves were only 10.7 MB. The benefit , 

however, is that with the Eigen space in place we can represent more textures than any 

number of individual texture would be able to. When it comes to time, the time it takes 

to read the Eigen space has been mentioned. Another action that takes time is 

reconstructing a texture. For fully reconstructing our initial 2048 × 1024  sized 

images it takes almost one second to form it from the reconstruction vector until a 
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complete texture with all Eigen vectors applied. Using PCA, however, we know that 

the Eigen vectors range from the most information to the least information in an 

incrementing order. One way to shorten times could be to disregard the later vectors, 

but outlying textures might then have a lower accuracy in their representation. How 

many that would be feasible to disregard is something we will investigate in the 

experiment later on. Another thing we could save time on is using lower resolut ion 

images as the aforementioned 2048 × 1024 contain detail that will likely not make 

it, or be excessive in the texture attached to a 3D mesh once projected and 

reconstructed with the Eigen space. With lower resolution comes lower dimentionality 

on both the Eigen vectors and image vectors which will result in reduced time it takes 

to perform these same functions. 

 

4.3 Experiment 

The experiment is aimed to get a potential user’s perspective on the technique. If 

it is feasible to believe a user does consider the technique’s result to be good enough, 

meaning it is considered comparable to what is seen and used today, and if there is 

recongnition between faces, even where lower number of Eigen images are used. The 

experiment is not aimed to demonstrate what the technique is or how it is used, but 

focus on if there is a deviance in what a potential user expects and what he or she sees.  

 

There are numerous ways to conduct such an experiment. We built running system 

applications of “minigames” where users can explore the technique in different ways. 

Unfortunately, the porting from Unity to WebGL applications did not go as planned 

and we ended up having to use images from these environments in an online survey 

instead. The purpose of it, however, remains the same. 

 

What we wanted to test was the outcome of our technique without necessar ily 

describe how the technique works or what we are doing beforehand. As our base 

software for textures is Mikael Högström’s Selfie to Avatar face segmentation, we 

looked on what experiments and results he describes and went for something similar . 

Alone, this is not enough as we want to see how the potential users perceive differently 

textured versions of these faces. We staged the test into three main different areas with 

one additional introduction section to see who was filling out our form. The figures of 
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this subsection is describing the survey as a whole, but segmented discussions will take 

place surrounding parts shown in each figure. 

 

 

Figure 4-7: Experience related questions. 

 

The introductionary part consisted of a few questions aimed to dicern the origin 

of the responder. If they are often interacting with virtual environments through games 

or similar applications, they are likely more used to spot differences from what they 

see in those than the people who seldom comes into contact with virtual characters . 

We also want to know if they are system or game developers upon where we ask the m 

a set of questions to know their experience in game development, and foremost about 

texturization and character creation habits. The reason being that a used developer is 

likely to spot other types of flaws than a person with untrained eyes. A developer may 

have run into, for example, texturization with offset UV-mappings or having worked 

closely with UMA to be able to discern what this technique is doing to the software 

itself. 
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Figure 4-8: Development Questions 

 

As our system comes with a few potential design choices it is apt to ask for the 

potential users’ preference on system performance. For example, our system may lead 

to additional data storage space and some additional loading times, but what is most 

important for the users? When it comes to experience a game or a virtual environment , 

Soutter and Hitchens [2] talk about the importance of character identification. Do these 

claims still stand when put against, for example, high end graphics? 
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Figure 4-9: Responder Preference 

 

The first part of our investigation how users percieves the technology, is about 

how well a texture needs to be texturized in order to still bear resemblance to the 

original photo or person, or at least the reconstructed texture, using the full set of Eigen 

vectors. This can help indicating how much of an Eigen space is necessary to describe 

most of the faces. Because, as we see in Figure 2-6 the Eigen vectors loose important 

information the higher their number, meaning that we could potentially shorten its 

length to gain shorter building times for each texture, and still reach an accurate 

representation for most faces. Here we want to see in what range our responders 

considere feasible and approximately where we stop loosing recognizability. 
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Figure 4-10: Eigen Vector Visual Effect 
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The next part we want to investigate is how the LoD in a texture is affected by 

distance. As we talk about in chapter 4.2 we can partially texture (meaning we do not 

use all Eigen vectors in reconstructing a texture) an object based on the necessity of it. 

An object that is far away does not need all details in place for it to be recognizab le . 

Here we can let our potential users consider two differently textured faces of the same 

base texture, located at different distances from the camera. 

 

 

Figure 4-11: (Left): Fully Texturized Face. (Right): Face Using 10 Vectors.  

 

Finally, we want to see how lesser texturized objects are still recognized from 

their original persons, just as Mikael Högström does in his report [6]. Putting a set of 

photos next to a texture and ask who the texture possibly resembles is a way to 

investigate that. Even with a lower texturized object, we still keep adequate feature 

information making it possible to recognize the person behind it. Note that all persons 

in Figure 4-12 carry a beard of some type. This choice was deliberate as the first Eigen 

face (see Figure 5-2) is bearded, and thus incinuate that most people in the set seem to 

carry facial adornment of this type, something that the constructed textures will draw 

from. 

 



 Thesis for Master’s Degree at HIT and LiU 

50 
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Figure 4-12: Recognition 

 

The survey should be anonymous and voluntarily answered. Likely responders 

could be students or from the UMA community and distributed through a media related 

to these groups.  

 

4.4 Complete System Design 

The complete system is a stand-alone asset that could be implemented in Unity 

and UMA environments. The segregation, as described in chapter 4.1.2, between the 

face segmentation system and our texturization system is in this subsection affirmed , 

due to the necessity of a MatLab Calculation Module (described further in chapter 

5.2.3). The face segmentation system now provides our system with correctly mapped 

textures, rather than be using PCA generated textures itself. Our system, when 

implemented, is mostly based on three main components. The first one is an Eigen 

space. With no Eigen space in place we have no possibility to create any texture aside 

from the mean value face, which we store as an image for ease of use. The Eigen space 

will come as a separate file and together with the mean value facial texture, is the parts 
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that can be distributed and updated without affecting system functionality. In addition 

to this, there are sets of C# scripts to make the system work. These can be devided into 

two clusters: one is a global game object responsible for the communication with the 

Eigen space, all projections, and reconstruction vector creation and distribution. The 

other is a texturized object. This contains the reconstruction vector of an object and, if 

possible, the original texture. 

 

 

Figure 4-13: Components and their relations of the running environment (Unity 3D). 

 

The object in need of texturization sends its reconstruction vector to the globa l 

Eigen space object, which in turn creates the new texture based on this information 
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using the current Eigen space. This takes place once upon the texturized objects 

creation to provide it with its base texture. It should, have it no reconstruction vector, 

be default set to the mean value face texture. It should also be possible to update the 

texture of the texturized object, say, should it post-creation achieve a reconstruct ion 

vector or that an incomplete reconstruction vector (containing a set of entires lower 

than the number of Eigen vectors) completes its range. 

 

The parts of the system invisible to the end users or developers is the creation of 

the Eigen space. Due to the huge amount of data needed to be handled it is a poor 

choice to have this in a running game. Instead, two separate, stand-alone and one-time 

use modules for creating an Eigen space was created. One that makes the heavie r 

calculations in MatLab based on our face segmentation software’s textures. The other, 

a transpilational module, translates the MatLab Eigen space into C# code. Read more 

on these modules in chapter 5.2.3 and 5.2.4 and why they are needed in chapter 4.1. 

 

4.5 Brief summary 

In this chapter we have been looking at the design of our upcoming system and 

how this can be implemented in an environment using other software, such as Unity 

and UMA. We have also introduced the experimental survey for potential users. A 

number of restrictions based on other software has had an effect on our design that has 

been described in detail in this chapter. For further information, the upcoming Chapter 

5 will describe our implementation, the phase in which some of these restrictions came 

to light and as such had to be changed post-design. 
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Chapter 5 System Implementation and Testing 

In this chapter we will describe how we took our design and implemented it. First, 

how we built a prototype, and then onwards through transpilation, experimentation and 

feedback. Due to the width of systems in use we will state each step clearly, so you 

know which part of the project the result in Chapter 6 belongs to. 

 

5.1 The environment of system implementation 

The first step was to implement a functioning prototype. As our technique was 

based on math, doing so in MatLab was a natural choice. Now, the prototype needed 

to produce as close a result as we could expect from the actual environment in Unity. 

We had to try if it was feasible to break down the original resolution, pixel per pixel, 

and expect it to run smoothly during run-time, or if we had to revert to aliasing images 

with a lower resolution MIP map. 

 

Breaking down an image with our resolution (2048 × 1024) turned out to give us 

a vector of length k = 6291456 entries. This comes from the resolution given of the 

face segmentation software’s created textures. In MatLab, the breaking down pixel-

per-pixel gave us Color32 values, meaning each R, G, and B value stretches from 0 to 

255. Our initial prototype was to be based on n = 17 male facial textures. The reason 

we segregate male and female textures are that their 3D meshes’ faces differ. This 

makes UV-mappings between male and female different and thus cannot be mixed into 

the same Eigen space, as we aim to keep them intact. 

 

We stored each image’s vector as a column in a matrix. This makes it possible to 

compare element per element as the corresponding value from another image lies on 

the same row. By adding each row and finally dividing that sum with n we produce a 

mean value vector. Reconstructing this mean value vector by an original image’s 

dimensions shows a clear and fully functional facial texture, yet unlik e any single 

person in the set. 
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Figure 5-1: Average Face 

 

As previously stated in 2.3.3 PCA Detailed Calculation, we need to see the 

variation in each image, constructing a covariance matrix by removing the mean value 

from each image vector. In the end we will end up with a set of Eigen faces, the Eigen 

space for this set. In our prototype we had 17 male faces, and thus ends up with 17 

Eigen faces. However, unlike the average face built from our mean value vector, an 

Eigen face will not be ready to use once reconstructed as an image. At least not when 

it comes to displaying colors, and the Eigen faces containing less data will be worse 

off. In order to create or recreate a facial texture we need to reintroduce the mean 

values, as well as deciding how much of each Eigen face we are going to use. 
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Figure 5-2: Eigen Faces from Prototype. Top left: 1st vector. Bottom Right: 17 th vector 

 

Having the Eigen space and a mean value vector we will be able to recreate faces 

that helped build these, and also represent others projected onto it. Note that this is a 

narrowly built prototype containing only 17 faces, something that limits what we can 

recreate by what features existed in the original images. At this point our prototype has 

built what we expect an environment about to run our idea will have stored locally: A 

preinstalled Eigen space and mean value vector of the correct dimensions. In an 

environment we could now reconstruct facial textures by only feeding the system with 
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the reconstruction vectors. In order to get the reconstruction vector we will have to 

project an image onto our given Eigen space. 

 

 

Figure 5-3: (Left): Original Texture. (Right): Projected face when part of the image set 

that built the Eigen space. 

 

In Figure 5-3 we can see one of the 17 male textures in our dataset. This texture 

was part of the data set when we built the Eigen space in Figure 5-2. When we project 

the image onto the Eigen space we get a vector of size n, (17 in this case) where we 

can see a factor describing how much of each Eigen face is needed to represent the 

projection, i.e. reconstruction vector. If we also reintroduce the mean value vector and 

create an image we get the projection (right image) seen in Figure 5-3. As the origina l 

was part of the set when we constructed the Eigen faces we can completely represent 

it from its reconstruction vector. What would happen if we remove the original from 

creating the Eigen space, yet still project this on the outcome? This is a likely scenario 

once transited to a real environment, where the local Eigen space have not been 

updated with all users’ textures, and a new user have to project his or her facial texture 

onto an Eigen space not containing the original. 

 

 

Figure 5-4: (Left): Original facial texture. (Right): Projected face when original was not 

part of the image set creating the Eigen space. 
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In Figure 5-4 we see the original texture (left) and how this texture is represented 

when it was not part of the image set creating the Eigen faces, yet projected on this 

Eigen space. This means our Eigen space, in this case, was only 16 images big. The 

projected image (right) in Figure 5-4 does not accurately resemble the origina l. 

However, it is a fully functional facial texture where the UV-mapping of the mesh’s 

facial point is uncompromised. The lack of recognizable features comes from the 

narrow image set and Eigen space, in this case. For example, the original texture is the 

only texture in our set containing a completely bald man. As it was an outlier in this 

set, removing that image means we cannot fully represent this baldness. Instead the 

math of PCA does as good a job as it can, by choosing values found in the blond male s ’ 

textures, as the blonder hair is closer to the skin tone than the darker versions. The 

same goes for the beard. The white blond goatee cannot be accurately found amongs t 

the remaining 16 images. Only one other image contained a goatee, but does not share 

enough similarities with the projected image’s . What happens is, once again the closest 

thing can be found in the values from blonder beards, but only by using part of it at the 

corresponding places where the goatee is found. 

 

The prototype was also built with a set of additional features in case we could 

extend functionality. One interesting aspect when doing this kind of reconstruct ion 

using math is the possibility to randomize faces. To randomize a face one would only 

need to randomize values for the reconstruction and reintroduce the mean value. To 

make a more accurate randomization, using the covariance matrix to find the standard 

deviations, and choose values within these boundaries would give a more accurate 

facial representation. We designed a randomizer choosing values between 0 and 1 and 

applying them in a reconstruction vector, applying the standard deviation values to 

each entry correspondingly. The results are somewhat unique, even though our limited 

17 Eigen faces building them. An interesting way to use this could be in environments 

where generic characters could get unique, temporarily stored faces. It would save data 

as they could be created in run-time and only stored for a short time, and it could create 

a feeling of uniqueness to this environment. In Figure 5-5 we see some randomized 

facial textures. The narrow span of Eigen faces means lesser variation and a tendency 

to converge on the higher numbered vectors’ data. 
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Figure 5-5: Examples of randomized faces from an Eigen space containing 17 images. 

 

5.2 Implementing the Prototype 

As mentioned in the previous chapter, the transpilation from the early MatLab 

prototype into Unity ran into some problems. Because of this, the idea of keeping the 

system as a homogenous entity was scrapped and instead a modular setting was made. 

The benefits, other than realizing what could not be achieved in the earlier design, was 

that the texturization process could be kept simple and dynamic for a greater variety 

of applications to use. The other modular parts, aside from the PCA texturizat ion 

mentioned, was the mathematical calculations kept in MatLab, the data translat ion 

module in Unity (and C#), and the Face Segmentation. In addition to these an online 

database was created to prepare for future use. Now, by being able to project onto an 

existing Eigen space, any application could implement this solution provided that they 

receive textures with an intact UV-mapping, no matter the software. It also libera tes 

applications from having to create the Eigen spaces and such themselves, which 

shortens loading times. 

 

5.2.1 Face Segmentation Software and Online Database 

The altered face segmentation software is a module of its own. Instead of being 

part of the application it became a way to construct the Eigen spaces the applications 

would use. The face segmentation software is a rewritten version of Högström’s Selfie 

to Avatar [6] project where we collect facial textures. It is a webbased applicat ion 

where users can upload images, one frontal and one side view, and use the 

segmentation to map the template onto their face. The created texture then is availab le 

for download for each user as well as is uploaded to an online database. 
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The purpose of the online database is, at this stage, to collect and assemble facia l 

textures for the building of the Eigen space. We created it with this purpose in mind , 

but the step to increase a potential market value by connecting user accounts to it is 

not far. The swelling number of facial textures, male and female, could now aid the 

Eigen space we are able to create. With more faces, more variantions were possible 

and the heigher percentage of Eigen vectors could be rendered obsolete due to noise. 

The online database is also connected to the run-time scripts of Unity for easy read and 

writing in the PCA projection part, but has no real implementation due to the 

modularization of the softwares. 

 

5.2.2 PCA Projection Software 

The PCA Projection Software is in our case an assembly of scripts to be attached 

to game objects and UMA objects (which is by type also a game object in Unity 

terminology). Many of these scripts have trigger events to call surrounding scripts by 

a scene-by-scene implemented design. Depending on what is expected of the system 

in a particular scene the scripts and their event calls is loosely attached, so let us 

explain how it works in more detail. 

 

In a scene we have to have a UMA character for our PCA projection to attach its 

texture on. Therefore, the PCA Projection Software comes with a readily built UMA 

creator script that helps render the UMA character just as they are normally used. The 

special script takes into account that an Eigen face generated texture is expected and 

keeps certain additional information that can be updated on each planned UMA 

character as they are needed. As a child object to any game object carrying the UMA 

creator, the unique Eigen space implementation for this UMA is stored. Here, we keep 

both the complete reconstruction vector and the original texture (in those cases that 

would be applicable). If this is our local character our original texture can be 

immediately attached. If it should be a remote player whose texture we have not stored 

locally we can create it by collecting the reconstruction vector. 

 

In any scene where our PCA projection is used we have a public game object that 

handles all Eigen space related calculation. This is an assembly of scripts where we 

can project new images, gain new reconstruction vectors, and create (or break down) 
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images from vectors. It also handles the initial loading of the Eigen space from the 

aforementioned binary files we store this in. Once the loading of the Eigen space and 

the mean value vector is complete, it notifies a script that keeps these properties public 

for easy reach and use. This script also notifies any subscribing object that the loading 

is complete and the Eigen face projection is ready for use. 

 

One natural script called in this event is the one who actually creates the UMA 

character. Before our Eigen space is loaded, creating the UMA is possible but would 

mean additional computation once the Eigen face components are loaded and all such 

UMAs would, per our script, carry a mean value face, as this is the basis for any facia l 

texture in our system. In the event that we are online and does not have a texture nor 

have a reconstruction vector, applying the mean value face is a sensible precaution. 

Once part of, or the entire reconstruction vector is obtained the system is able to create 

a new texture from this data and update the UMA character’s facial texture during run-

time. 

 

One important difference is the playable versus non-playable character (NPC). Is 

the UMA we are about to create a player or an NPC. The creation of the character may 

indeed be done in a very similar fashion as they can use the same animations and 

mappings without any alterations. Instead, a controller needs to be in place for the 

player object, whilst an NPC can either be idle or connected to an AI module. There 

are many open scource assets in Unity for 3D controllers and animations for humano id 

objects. What we have done is one of the simplest of solutions Unity has to offer. By 

importing and using the already existing third person controller from Unity’s standard 

assets, complete with character and animations, as well as their third person camera 

asset, and by making small alterations in their respective scripts, we can allow our 

player (UMA object) to be created on top of the standard one. This would allow the 

UMA character to follow both the controller’s input for movement, and use the 

animations connected to the standard asset. The standard meshes are then removed (so 

that two 3D characters does not exist on top of each other) without affecting the 

behavior of our new combination. Should there be more than one player, one or more 

scripts needs to be put in place to handle which controller’s input is connected to which 

character, but this will not affect the creation process. In short, by attaching our 
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prefabricated game objects to a controller or not, is the main difference from creating 

a player or an NPC, but texturization is done similarly in either case. 

 

5.2.3 MatLab Calculation Module 

As we mentioned in Chapter 4 System Design we had to extract some things 

unable to follow in the transpilation of our prototype code. The MatLab Calculat ion 

Module is a one-time use software for each Eigen space in need of creation. What it 

does is creating external files of each Eigen vector for easy use in a later stage of C# 

code. 

 

First off, our C# module reads and converts all textures from a given directory 

into multidimensional vectors, size based on image resolution. Then it creates the 

average texture separately, calculates a covariance matrix and the standard deviat ion 

values based on Cootes’ model [1]. The final step is calculating the Eigen vectors and 

Eigen values, and printing each to a file. 

 

The module is prepared for alterations based on future uses of our system, aside 

from the functions mentioned above. One example could be the need for creating 

randomized facial textures in run-time in Unity. For this we need the standard deviat ion 

values and can through a few lines of code print this in a similar fashion to a file. To 

limit the need of this module we have restricted it to the most standard functions , 

especially those that proved too heavy to handle for our Unity environment. 

 

5.2.4 Transpilation Module 

The Transpilation Module is the second part of the previously mentionen MatLab 

module. It is a one-time use based application that reads the files from MatLab and 

translates it into a by Unity and C# readable format. The translation time is too long to 

have directly implemented in a game or application. Instead we create a binary Eigen 

space file for all these applications to use. This file is, depending on the number of 

Eigen vectors in it, larger than the corresponding texture files would have taken. It 

does, however, open up for all our features and functions that comes with PCA based 

texturization. This is partly why we want the responders to our experiment (see chapter 
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4.3) to point us if it is feasible to use the technique even if such an occurance would 

be the result. As for our prototype’s 17 faces, the Eigen space file takes 400MB, and 

this is only using male faces. With this Eigen space in place we can create a near 

infinite number of variating facial textures during run-time using reconstruct ion 

vectors ranging between a few kilobytes of data, instead of the full 10.7MB our origina l 

textures would take. 

  

 

5.3 Key program flow charts 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 5-1: In-app start up sequence. 
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As we can see in Figure 5-1, our start-up sequence, assuming we have not 

previously loaded the Eigen space, do the following steps. As it takes some time to 

load the entire Eigen space(s) we have to subscribe to the event when this is done by 

all character generators. It is possible to texturize a character before this, but it would 

only get the mean value texture so instead of doing the texturization twice we await 

the event to trigger. When the call back is thrown the generators look into their  

respective child objects to read the data stored there. If there is an original texture we 

could use this, but as this is a system to prove how PCA texturization work we rather 

look on the recreation vector. If we have a recreation vector at this point we can 

immediately call the global Eigen space handler object to get a texture from it, or parts 

of it. This is so that objects that does not need a full texture can send part of the vector 

to get some resemblance, for example if they are positioned at a distance. If we find 

no data the foundation in the PCA texturization, stripping away all use of Eigen vectors, 

is the mean value face. We apply this as a default texture. Should data later emerge, 

say, if a user is being loaded into the scene, we can update the facial texture during 

run-time at a later point. 

 

5.4 System Testing 

The testing of our system has been carried out by implementing it in a set of different 

uses within Unity games. For example, one scene was intended to create a single 

character where the reconstruction vector could be controlled in length and 

texturization was made accordingly, another where multiple characters had to be 

created simultaneously and where one was controllable etc. We started out build ing 

experiment applications immediately after the core concept was in place. The early 

testing was the debugging of code and all the malfunctions that could occur. Some 

things loaded faster than others which called for numerous null reference exceptions 

across the board. Instead, we controlled the flow of data by implementing Unity’s event 

system and throwing callback functions between scripts to get things to happen in the 

correct order. The drawback from this, working in this environment is that every new 

stage (or scene in Unity terminology) requires updating most calls. There are ways 

around this but implementing those would let us end up with a more rigid system, 
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where the character creation process was already set before the scene loaded and thus 

limited developers in how to use the character creation dynamically. 

 

After the code was debugged we started testing the system in various Unity 

applications, a black box testing kind of approach. We found numerous points of 

improvement during this phase, as it turned out what worked in one scene did not work 

in the next, and we wanted to find a way to make the system enough multi purpose to 

work for all intentions. We stripped down the scripts (to what is described in 4.4) and 

simplified the event communication through a common node. We could now 

dynamically communicate each intended character’s need at start-up of a scene, 

opening up for a more versatile use of the system. 

 

5.5 Brief summary 

In this chapter we have introduced and described our system in place and its 

implementation. We have gone through the various subsystems needed for it to be fully 

functional. The resulting system has been described, something that could be derived 

from our design chapter. Due to the highly modularized system, parts of it should be 

kept away from an actual implementation of our system into an application, more 

accurately, the Eigen space creation proved too heavy for a Unity application to run 

and must be externally created before it could be used. This give the implementat ion 

that must exist in the application a lesser distribution size and simpler design. We also 

talk briefly about testing and how this is carried out in our Unity 3D environment, with 

a system that is highly event driven and per-use adaptable.
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Chapter 6 Results 

In this chapter we summarize what have been described in chapters 4 and 5 in 

order to look back and evaluate our technique and progress in the upcoming chapter. 

The results described earlier are widely spread across the aforementioned chapters but 

are results none the less, and will be discussed further on in chapter 7. 

 

6.1 Prototype Results 

When we are talking about our prototype we are mainly talking about our software 

built entirely in MatLab. This software did everything from reading an assembly of 

images, calculating Eigen spaces and trying potential features such as randomization 

and projection from reconstruction vectors. It was not possible, however, to neithe r 

texturize a 3D mesh nor animate such. We knew that our math did not alter a textures 

UV-mapping due to how the segmentation software creates its textures . 

 

When we had built up a functioning prototype we could try all that we expected 

our system to do, time it to see if it was feasible to construct a system around PCA 

based texturization and look into potential results. The first mayor discovery we made 

was the projection upon a rather small Eigen space (as we only had 17 textures for our 

initial Eigen space). 

 

With a small space we loose features when projecting a face that is not part of the set 

that build the Eigen space. That is because the Eigen set cannot find similar features 

to represent and have to revert to a good-enough-basis where it replaces a bald face 

by a blond as the pixel color is the closest ones possible. This means that it will be 

necessary to expand our data set before we can hope to have a representative Eigen 

space to project on. The set should also feature a great variation to cover as much 

ground as possible when it comes to beard, hair or skin color and the like. 

 

 Another thing we found in our prototype was the surprisingly short times it took 

to create a texture. The times spanned somewhat but was consistently below the one 

second margin, even when fully texturized. Although, our MatLab environment was 
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doing little else beside creating textures which would likely be somewhat longer in 

the actual environment when other graphics had to be run in parallel. At least we 

know that it is reasonable to believe we can procedurally generate a texture in a run-

time environment. 

 

6.2 Implementation Results 

After we had a functioning prototype it was for us to implement the correspond ing 

system in our actual environment, based on this. Here we realized that the transpilat ion 

between MatLab and C# was not made possible in Unity as around a halfway 

completed transpilation made the environment freeze up from memory usage and CPU 

power. Instead we extended our system with the functioning parts of MatLab, build ing 

a separate module to translate the resulting data between the two. 

 

In our environment we could now put our Eigen space as a separate binary file . 

For 17 faces this file was around 400 MB data. If we look on our dataset we only had 

17 textural images. Each image, recreated or original, takes at the current resolut ion 

(2048 × 1024 pixels) 10.7 MB. This means that our Eigen space takes more than 

double the size of the original textures. By using PCA we open up for new ways of 

using this data, things that would not be possible by only using the textures. 

 

When it comes to creating textures from our Eigen space, each textures takes 

approximately 1 second or below to be texturized using all Eigen vectors. Less so if 

we are using fewer vectors. During a character creation we apply the mean value facia l 

texture to each object, as this is the basis for all recreations. If the object has a 

recreation vector we immediately skip to texturizing from this. Any object’s texture 

could later be updated during run-time. In the event that there is more than one 

character (which is an expectedly frequent event in real life usage) we create them in 

a loading sequence before a scene is shown. Should the appear dynamically this will 

not choke the recreation as a start up scene. The loading time is necessary, at least at 

one point during an application’s run-time, as the Eigen space values needs to be read 

and stored into specific data types. The loading time for this is in development mode 

(an initially uncompiled debug mode) around 40 seconds but is halved (around 15-20 
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seconds) in readily exectable program. This is given our current system components 

and performance. 

 

As we attach a texture to the 3D object we see that no UV-mapping was 

compromised during its creation. This would simply not be possible as the face 

segmentation creates the texture’s stretch accordingly and that our PCA based 

texturization can only reproduce the attributes that exist in the Eigen space, i.e. the 

attributes of the images in our initial dataset. This makes every existing humano id 

and/or facial animation possible to immediately use on our texturized model. 

 

 

Figure 6-1: Animated and Texturized Characters and Faces 

 

6.3 Experiment Results 

In this section we are going to describe the results from the survey. The analysis 

of these result will be done in the following chapter, Chapter 7 Discussion. The 

survey’s result will be presented in a statistical point of view and we will present it in 

the order the participants answered it, i.e. as described in 4.3 Experiment. 
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Number of respondents:         65 

Number of potential users:        61/65 

Number of developers:         20/65 

 

For developers the following was asked: 

 Which is your main platform? 

  Unity 3D:         15/20 

  Unreal Engine:        1/20 

  Others:          4/20 

 

 Have you been in contact with character creation? 

  Yes:          13/20 

  No:           7/20 

 

 Have you been in contact with character texturization? 

  Yes:          6/20 

  No:           14/20 

 

 If you have, in what context? (Optional free text response) 

  UMA Development       4/6 

  DAZ 3D         1/6 

  Depending on environment     1/6 

 

 

For all responders, preference in a system was asked as follows: 

 What is most important for you in a system? 

  Short loading times:       60/65 

  Saving storage space:      5/65 

 

 What is most important for you from a game? 

  Uniqueness and variety:      33/65  

  Immersion and character recognition:   20/65 

  Flow between scenes, short loading times: 9/65 

  High level textures and graphics:    3/65 
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This was followed by the system images (see Figure 4-10 and 4-11): 

Which is the lowest number (row) you feel more or less accurately 

resembles the persons shown on row 17? 

 Row 13:        9/65 

 Row 8:         8/65 

 Row 7:         7/65 

 Row 12:        6/65 

 Row 10:        6/65 

 Row 5:         6/65 

Row 1:         5/65 

Other alternatives had less than 5% of the votes. 

 

On which row would you say the persons loose their main features 

(compared to the originals on row 17)? 

 Row 4:         9/65     

 Row 5:         8/65 

 Row 7:         8/65 

Row 10:        7/65 

Row 11:        7/65 

Row 6:         6/65 

Row 8:         6/65 

Other alternatives had less than 5% of the votes. 

 

On which row would you say the changes start to become indifferent and 

look almost exactly as the ones in row 17? 

 Row 13:        15/65 

 Row 14:        13/65 

 Row 12:        8/65 

 Row 15:        7/65 

 Row 10:        4/65 

Other alternatives had less than 5% of the votes. 
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The following questions are regarding Figure 4-11 about distances: 

   Would you say the above image is portraying the same character twice? 

    Yes:         63/65 

    No:          2/65 

 

   If no, why? (Optional free text response) 

    Colors on the cheeks and eyes:   1/2 

    Darker texture:       1/2 

 

The closest (biggest) face: Which row do you think the texture comes 

from? 

 Row 13:        11/65 

Row 15:        10/65 

 Row 10:        9/65 

Row 11:        7/65 

Row 14:        7/65 

Row 12:        6/65 

Row 16:        5/65 

Row 17:        5/65 

Other alternatives had less than 5% of the votes. 

 

   The face in the back: Which row do you think the texture comes from? 

    Row 9:         12/65 

    Row 8:         8/65 

    Row 11:        6/65 

    Row 13:        6/65 

    Row 6:         5/65 

    Row 7:         5/65 

    Row 10:        4/65 

Other alternatives had less than 5% of the votes. 
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In the next section the responders are asked about recognition (Figure 4-12): 

   In question one, who do you think the texture mostly represents? 

    I:          26/65 

    B:          18/65 

    G:          6/65 

    F:          5/65 

    H:          4/65 

Other alternatives had less than 5% of the votes. 

 

   In question two, who do you think the texture mostly represents? 

    B:          31/65 

    E:          8/65 

    I:          6/65 

    G:          5/65 

    C:          4/65 

    F:          4/65 

    A:          4/65 

Other alternatives had less than 5% of the votes. 

 

   In question three, who do you think the texture mostly represents? 

    F:          25/65 

    D:          22/65 

    A:          5/65 

Other alternatives had less than 5% of the votes. 
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Chapter 7  Discussion 

In this chapter we discuss our discoveries and weight our evaluation in as well in 

order to come to a conclusion. We will discuss the complete system rather than focus 

on minor parts as has been done in previous chapters. 

 

7.1 Result Discussion 

Our results is pointing in two directions. One is proving our conceptual point 

where texturization through PCA can potentially result in higher levels of content with 

lesser means, as procedural generation often work. If we look to our experiment, most 

people found it difficult to differentiate between differently texturized objects of the 

same character. It was considered that the last part of the Eigen space was indeed 

redundant, at least for the last 20-30%. The majority of responders considered that 

using 75% of the entire Eigen space resulted in a texture just as good as a fully 

texturized one. Using less than 30% of the entire Eigen space would, however, remove 

any likeness from its original, which could be considered a minimum level for our 

system to go on, where outlying faces will be mostly affected by such a method. 

 

As it takes up more data storage than using standard textures it is important to 

know what is reasonable to use from the potential users. In our survey, only around 5% 

considered storage space to be a problem, as most prioritize shorter loading times. In 

relation to this, only around 15% consider loading times and smooth stage transitions 

to be more important than variety and immersion. With PCA texturization we can 

achieve both uniqueness and immersion to the cost of some loading times and high 

quality graphics (most likely as these would be heavier calculations, even if it is 

possible). As space storage of 400 MB is applicable for an Eigen space built of 17 

textures, and that the corresponding loading time for this Eigen space cannot be 

ignored. An application that does not aim to use a multitude of features that comes 

with PCA texturization should probably still keep intact textures to keep data storage 

and loading times low. 

 

One unexpected result was the recogniation rates on our survey. We introduced 

three textures and asked our responders to see who is who in an assembly of fair ly 
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similar persons. In our first option two people were considered to bear likeness to the 

texture and these two had one third of the votes each. The texture was textured using 

65% of the Eigen vectors (11 vectors). The following texture was, according to the 

responses, the easiest as half of our participants voted on the actual person. 

Interestingly enough this texture was based only on 35% (or 6 vectors). The last one 

had similar rates to the first where it was mainly between two candidates. Slighty more 

believed in the incorrect one, but this is likely due to the fact that the textures were 

rendered on an unaltered, generic mesh head and things like beard and hair did not 

make it to what the responders actually saw in a texture. This particular texture used 

as many as 76% (or 13 vectors) of our full set, yet was the most difficult to recognize . 

This leaves us to believe that there are more to recognition than can simply be the 

details in a texture, but as volumes of beard or hair, color display, lighting, and shapes.  

This is somewhat mirrored in the response for the people who thought Figure 4-11 

displayed two different persons. They considered one texture to have a different color 

or darkness than the other. This could be because of the shadow falling in a face 

diffentely depending on their position in relation to the light source. This has nothing 

to do with the texture. Another possible explanation could be that color do vary 

depending on how much of the Eigen space is used to create it. As these to objects use 

different amounts of the Eigen space it is possible that some see a color flaw from one 

to the other. 

 

When it comes to our survey, are these results representative or not? As the 

majority of our responders are potential users when it comes to usage, not development, 

we would consider their answer representative. Even so, a bigger number of responders 

could have been beneficial for the diversion of our answers and given a higher 

reliability. Another potential issue is how the responders understood the questions 

regarding the different vectors of a face, as some answers diverge. The clusters of 

answers do converge around feasible numbers but outliers are frequent. 

 

Another unexpected result was our environments inability to completely final ize 

the Eigen space and image treatment stages of our design and prototype. This could be 

faults in the machine used but alas would make for a poor public choice, as the 

machines of the potential users will vary in performance and hardware. Even if we 

could optimize the entire process, it would not be necessary for the final product in 
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either case, which lead us to pursue an option using smaller, more specialiced scripts 

to handle the distributed Eigen space (as described in Chapter 5 System 

Implementation and Testing). 

 

Using a combination of mathematics and technology is not uncommon as 

procedurally generated enviroments creates content mathematically, that gives more 

uniqueness to the product. Implementing this on facial textures makes an opportunity 

to create a real yet unique sensation of the application’s characters, just as the human 

eye see differences in real life, it will also spot differences in a virtual environment. 

Today, many games use a handful of prefabricated character objects that, even carrying 

randomized accessories such as beards or hats or jewelry, will be repeated at some 

point. What we see with even 17 faces in our base set is also somewhat repeating, but 

not entirely. With a bigger data set the variations, and the standard deviations 

controlling this, will allow for much bigger variance. 

 

7.2 Evaluation of Our Method 

We started out by reading up on recent research within the area, learned what we 

could and took this into creating a MatLab based prototype. The prototype’s purpose 

was to see how well a texture would be able to be recreated and what possibilities we 

had with the techniques. We then created a design based around the necessariy systems 

being: Unity 3D, UMA, and a Face Segmentation Software. The purpose was to star t 

creating our functioning prototype in a live environment with our requirements in place. 

The requirements were gathered by looking at the current system and deeming how we 

could alter uses and affect the system performance or results as little as possible. When 

we started implementing our design we found multiple issues and had to drastica l ly 

redesign our system. Instead of taking on information from the face segmentat ion 

system as one unity we liberated our system on only relying on UMA and a 

precollected assembly of facial textures. The implementation met with several issues 

along the way and resulted in a functioning product. A run-time environment could 

now produce textures on the go provided that an Eigen space was available. 

 

Our intentions with the workflow has not always been met with success which 

leaves us with a few valuable points of feedback. We assume that some sort of rework 
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is always necessary when following the System Development Life Cycle. However, 

the main thing for our project has been not knowing our environment and what 

potential restrictions they had. Aiming to rewrite the segmentation software into 

helping create the Eigen space was a logical step, but not the only solution. Had we 

designed a liberated system from the start we could have avoided much of the design 

issues we ran into later, and we had already broken down our system into smalle r 

segments that would have been easier to debug and track from the start. Spending more 

thought and time on our design, and gotten to know our environments, would have 

helped us a lot. 

 

Designing the prototype was a winning concept though. Even as we had to 

redesign our system we had much use of the prototype and how it was built up. It was 

from this design we came up with the idea to actually let MatLab handle all the heavy 

calculations as we now had to distance our system from the face segmentation entire ly. 

A distributed Eigen space was all that was needed, something that was obvious in our 

prototype when we looked close enough. Content that would require other comlex 

matrices (the covariance matrix for example) could gain these in a similar fashion as 

the distribution of the Eigen space took place. 

 

It should have been more beneficial to create a narrower scope of our individua l 

system. This would have made the design somewhat different and maybe saved us 

some trouble in the redesign phase, after we ran into the computational issues. 

 

The current system uses high resolution facial textures. This is one of the main 

causes of our long loading time as it increases dimensionality of each Eigen vector and 

thus renders longer both reading and calculation times. Even if high resolution textures 

are common, putting such on a mesh of this kind does not lead to all the details of it 

being obvious, if even noteable at all. Instead, by reducing resolution in the face 

segmentation software’s rendered textures would decrease both our loading times to 

create and load the Eigen space as well as calculation times for a fully textured 

character using all of the Eigen vectors. Especially as we consider projecting non-base 

faces upon it where single attributes may not be able to be reconstructed partially or at 

all, and the high level of detail would be rendered useless due to the Eigen space’s 

inability to represent detailed features not appearing in the original set constructing it. 
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Even with lower details a texture in an animated face, especially at a distance will not 

suffer much loss. In fact, using weighted 2DPCA [25] on certain areas of our face 

textures, such as eyes or mouth, could let us use a base skin texture to put these upon. 

The upside to this would be smaller Eigen spaces for each area, but always fitting for 

the texture’s UV-mapping. The downside would be that bigger detail that could be 

seen even in low resolution images, risk to be unable to be recreated. 

 

7.3 Work in a Wider Concept 

In this subsection we will go into ethical and sustainability effects from our 

system. As this is software we will write about potential uses of this or similar methods 

and how they may affect these subjects. 

 

7.3.1 Ethical 

Our system does have some potential issues depending on how it is used and what 

basis it has. First of all, as our system cannot recreate something that is not present in 

our dataset we risk of indentifying features, or underrepresented skin tones, hair colors, 

or other aspects, to be unable to create a good enough texture for the user. The 

technique is not at risk as long as the Eigen space covers for enough of these but may 

cause concern for some people if their skin color, nose shape, freckles, or other 

representing features does not come into the final texture. 

 

Another potential aspect is that our system is in need for two Eigen space, one 

female and one male, to keep UV-mappings on the respective meshes intact. This could 

be misused if only one would be implemented and lead to an inability to represent one 

of the sexes. Again, people could take offence but this is a design issue for a potentia l 

development project rather than anything a potential user could affect. 

 

 Should our system be implemented in a warlike (or other potential offens ive 

variants) scenario it is up to the users to agree with attaching their own textures upon 

such character, and for the developers to make users aware of this. There is an 

insignificantly small chance that a randomized face bears some resemblance to a user 

who built up the Eigen space and have not given their approval of use in such a game. 
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The odds of this happening, depending on the size of the Eigen space in use, if very 

small but it should be made clear to the users who choose to give their face to this end 

the potential aspect of it. 

 

 Even as the basis of PCA reduces the risk of offensive expressions in textures , 

something that limits the use of the technology today, it is needed to have control of 

all the faces that build the Eigen space. Should one of them carry an offensive symbo l 

or emblem, this would also mean that this symbol at that area could be recreated by 

any one who uses that particular Eigen space. By this nature of PCA, it also means that 

other non-offensive content may be limited in its ability to be recreated. Say that 

someone carry a birthmark covering an area in the face, this, should it not be covered 

in the original set, will also meets limits in its recreation and thus may feel offens ive 

for that user as it is part of how he or she looks and recognizes themselves. As 

developers avoid using these techniques because of the risk of offensive content , 

maybe some will consider it a better option if it means getting rid of that fear. 

 

7.3.2 Sustainability 

What our system can do may affect future applications using 3D characters in 

such a way that they have more freedom when using a face segmentation software and 

that unique content can be created and recreated using a set Eigen space taking up a 

set storage space. Procedural generated content is getting more and more common in 

the gaming industry and taking it to characters will make it possible to deliver more 

content on lesser resources, as is its purpose. It also makes it possible for new markets 

on creating different sets of facial data, or technique bending technique such as 

translating between UV-mappings to create new species with similar attibutes, such as 

can be found in modern electronic role playing games. It also opens for more content 

creation when it comes to other things than faces, if the dataset building the Eigen 

space should contain textures of ground or planet surface textures, for example, and 

the in-app code was tweaked to place these textures correspondly. 

 

It does takes our system some time to load all data and to perform texturization. 

There is even a risk for that the updating of textures becomes visible for the users in a 

running application. This will affect what people think of the quality of the application. 
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To get around it, optimizing the code and Eigen spaces could reduce this time and 

maybe even get around the problem. Lowering quality is possibly something most 

developers would avoid if they could, but this would also limit them to current 

techniques with ready textures and limited content. 

 

Our system would also reduce time for developers when making a new applicat ion 

with this technology in place. The creation of textures and the design of who or what 

will carry what texture can be reduced into a simple attachement of a recreation vector 

to that object. Reducing time of these things for a developer means enabling time for 

something else. 

 

7.4 Future Work 

There are improvements that could be done on what we have, concluding the 

progress of this project. The main thing would be to build an add-on asset for the UMA 

environment to run, provided that there is an Eigen space. As stated in 1.5 

Delimitations, the work will build a functioning system but not to the extent of 

commercialization. 

 

Another prospect would be to increase the number of facial textures that build s 

the Eigen space. Having a bigger set gives more variety and could lead to better 

respresentation and a better foundation of how Eigen spaces should be built and sorted. 

As for now, we sort them only as male or female. Potentially sorting these on other 

facial attributes such as beards, ethnicity or hair color, could be proven usefull or not. 

It could also show how different Eigen spaces could handle artifacts, such as offens ive 

drawings, when standard deviations values would change due to skin tone and simila r 

attributes. 

 

Building this system with another type of PCA could be an interesting work, as 

each have their own benefits. Using a weighted modular image 2DPCA could narrow 

down facial attributes and may lead to more accurate representations, as overall 

features become limited. Then a beard, for example, would not intervene as much with 

lips or noses, if these were contained in different Eigen spaces. 
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Chapter 8 Conclusion 

In this chapter we state a conclusion for the project as a whole, based on our 

findings and the discussion. It will be a short summary of these chapters and deem if 

our pursuit, and method to get there, has been a valid one. 

 

In this project we have tried to build a system to use Eigen images in order to 

create facial texture during run-time. The purpose was to increase variation and value 

for face segmentation software, reducing data transfer times and thus increas ing 

usability of systems with similar use. We built a system for Unity 3D and UMA where 

we let characters use procedurally generated facial textures from an Eigen space.  

This solution allows for more content at less transfer data and have the potential to 

randomize textures with an additional matrix in place, much like the Eigen space. 

However, it takes significantly more preliminary storage space and will need some 

additional loading time when reading and treating the Eigen spaces. Depending on 

what the goal of the application is this solution might not be the most apt choice. If, 

however, the application is aiming for a greater diversity or will encounter textura l 

transmissions between user our system will help handle the content at a lesser cost, 

provided that the application can allow for some overhead data loading times initially.  

 

Our system was built in order to investigate how well facial textures could be 

generated with a PCA approach, and even as it is working in its current form, it has a 

potential for improvement. First of all, using high resolution textures images renders 

long image vectors that takes time to both handle and make calculations upon. The 

high detailed textures will, in most cases, not survive the nature of the PCA and thus 

could be reduced to lower dimensionality. Where singular strains of hair are visible in 

the originals, a projected face will have less such details. Therefore, smaller resoluted 

facial images would save both loading time and calculation time with only a small loss 

of quality. Our conducted survey concluded that users tend to care more of uniqueness 

and immersion and could be okay with some extra loading times. Even so, people 

considered loading times to be more important than storage space which could mean a 

more apt storage of the Eigen space could reduce loading times even if it could mean 

more storage. As we mentioned, reduced dimensionality from the start would reduce 

both.
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