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Abstract
This thesis describes the work done by two students from Linköping University during a five month stay at Community Coordinated Modelling Center
(CCMC) at the National Aeronautics and Space Administration (NASA). The
work includes the implementation of algorithms for rendering time-varying
volume simulation data from space weather simulations hosted by the CCMC,
as well as visualizing photo sequences taken by the Solar Dynamics Observatory (SDO) satellite orbiting Earth. Both these capabilities are added to the
OpenSpace software to create a multi-modal visualization where scientists, as
well as museum audiences, can observe the Sun’s activity and its effects on
the heliosphere as a whole.
Both the simulation data and the image sequence provided by the SDO are
typically larger than what can be fitted into the main memory of modern
computers, which requires the data to be streamed from disk. Due to limitations caused by disk and GPU bandwidth, it is not possible to stream the full
resolution data sets in interactive frame rates.
A multi-resolution bricking scheme is implemented to allow for interactive
visualization of the large volumetric data sets. To decrease GPU memory usage and minimize data streaming, subvolumes are represented using different
spatial and temporal resolution depending on their relative importance to the
visual quality. By introducing the concept of a memory budget and a streaming budget, the algorithm allows the user to control how the limited memory
and streaming resources are utilized.
To decrease the amount of data to be streamed when visualizing image sequences from SDO, a simpler multi-resolution bricking scheme has been implemented. Spatial resolution of different subregions of the image is varied
based on their visibility and projected size on the screen.
Results show that the presented implementations enable interactive visualization of volumetric space weather data and satellite data. By varying the
streaming budget and memory budget for a volumetric simulation, frame rate
can be traded against visual quality.
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1. Introduction
This chapter gives an introduction to the thesis by first providing the background of the OpenSpace project, followed by an introduction to Space weather.
It proceeds with an outline of the previous capabilities of OpenSpace in the
area of visualizing space weather and is concluded by a brief presentation of
the goals and limitations of the thesis.

1.1

Background

OpenSpace is an open source software for interactive 3D visualization developed mainly by the Scientific Visualization group at Linköping University (LiU), with the purpose to visualize the known universe. The Community Coordinated Modelling Center (CCMC) at the National Aeronautics and
Space Administration (NASA) and The American Museum of Natural History
(AMNH) are also key players in the development of the software.
An important aim of the OpenSpace project is to create a piece of software
that NASA can use for public outreach and that can be displayed in immersive environments such as the Hayden Planetarium at AMNH. The software
is mainly implemented in C++ and uses OpenGL for hardware accelerated
rendering.

1.1.1

Community Coordinated Modelling Center

CCMC, located at NASA Goddard Space Flight Center, Maryland USA, is a
department working to facilitate research and development of space science
and space weather models [1]. Their tasks include testing, evaluating and
providing simulation models to the scientific community. The CCMC serves
scientists globally by providing access to computing power and dozens of installed models that they can use in their research.

1
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The incentives for CCMC for an active participation in the OpenSpace project
include the opportunity to visualize its own and the community’s research to
the public. The OpenSpace software also provides a framework for scientists
to see their models visualized in 3D, with the benefits of high interactivity
and in a rich context of planet orbits, paths of spacecrafts etc.

1.1.2

The American Museum of Natural History

Located in Manhattan in New York City, the American Museum of History
is a huge attraction to the public. The museum has, throughout the years,
carried out a number of movie productions where different aspects of space
science are visualized. These movies are distributed and shown in classrooms
all over the world, as well as in their own IMAX LeFrak theater and the Hayden Planetarium.
The idea of an interactive and immersive visualization software is attractive
to the museum. It would allow the audience to get more deeply involved and
let them take active part in the story telling. OpenSpace has successfully
been used at the AMNH at a special event in the LeFrak theatre where the
public were invited to witness the New Horizons Pluto flyby in real-time on
July 14th 2015. The visualization showed the trajectory of the probe as well
as regions of interest in the Pluto system that were currently being observed
by the onboard instruments. The software allowed the same visualization to
be synchronously displayed at several other planetariums around the world,
and a live video was streamed online. This event highlighted some of the
major advantages with the interactive software, since the hosts were able to
show different content depending on questions coming in from the audience
and through social media.

1.1.3

Linköping University

The Scientific Visualization Group at Linköping University played an important role in initiating the OpenSpace project, and has also been the main contributor in the software development. The prototyping phase of the project
was initiated in 2012. Since then, the project has involved several Master’s
students, researchers and engineers from LiU.

1.1.4

Space Weather

The visualizations described in this thesis aim to convey phenomena related to
space weather. A short introduction to the subject is provided in this section.
2
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The National Space Weather Program (NSWP) describes space weather in the
following way [2]:
Space weather refers to conditions on the Sun and in the solar wind, magnetosphere, ionosphere, and thermosphere that can influence the performance and reliability of spaceborne and ground-based technological systems and can endanger human health. Adverse conditions in the space
environment can cause disruption of satellite operations, communications,
navigation, and electric power distribution grids, leading to a variety of
socioeconomic losses.

Space Weather Physics
The space weather phenomena in our solar system mainly origins from the
Sun’s activity, including changes in its magnetic field and the ejection of particles into space [3]. In the Sun, nuclear fusion causes light atomic nuclei to
merge into heavier ones, releasing enormous amounts of energy. These high
temperatures causes matter to exist in the plasma state, where atoms are
ripped apart into ions and free electrons. The fact that the ions and the free
electrons are electrically charged causes the matter to strongly interact with
magnetic fields.
The angular velocities of the Sun’s rotation around its own axis are different
in different latitudes, contributing to a constant reconfigration of the magnetic field. The production of energy and the dynamic magnetic field causes
ejection of charged particles into space. This outward flow of charged particles
from the Sun is referred to as the solar wind.
Occasionally, energy built up inside the Sun causes spectacular events when
intense bursts of radiation and mass are ejected from its surface. Flares refer
to bursts of electromagnetic radiation, travelling at the speed of light, that
are released into the solar system. Coronal Mass Ejections (CME) are events
when billions of tons of matter is ejected, usually travelling in speeds of 2003000 km/s.
When the charged particles approach Earth, they interact with its magnetic
field. The structure of the field causes the particles to mainly fall into the
magnetosphere in the polar regions causing what we know as auroras (northern
and southern lights). As the NSWP states, the flow of charged particles may
be harmful to electronic equipment on Earth’s surface, in its orbit and in other
spacecraft throughout the solar system.
3
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1.1.5

Observing Space Weather

To be able to protect vulnerable equipment in time, it is desirable to predict the space weather in our solar system. NASA has launched a number
of spacecraft that perform measurements that scientists today use to predict
space weather and learn more about the physics behind it.
The probes STEREO A and STEREO B were launched in 2006 to orbit the
Sun with almost the same trajectory as the Earth. STEREO A (Ahead)
was launched to orbit the Sun slightly faster than Earth, while STEREO B
(Behind) set out with a slower orbiting velocity. Data from the STEREO
spacecrafts enable scientists to see the Sun’s surface from different angles,
learn more about its dynamics and refine space weather simulations. As of
October 2015, STEREO A is still fully functional after having returned from
the radio shadow caused by passing the far side of the Sun. Contact with
STEREO B was lost in October 2014 [4].
The Solar Dynamics Observatory (SDO) launched in 2010 and is now orbiting
Earth. Today, SDO plays a key role in the collection of space weather data,
with its ability to capture images of the dynamic surface of the sun in a wide
range of electromagnetic frequencies.

1.1.6

Space Weather Models

The acquired data is typically fed into simulations tracking properties such as
the magnetic field, the particle density, velocity and temperature throughout
the solar system over time. It is the data from these models that is visualized
as volumetric renderings in this thesis. The different models hosted by the
CCMC are designed to simulate the physics in several regions of our solar
system. The two models that have so far been visualized in OpenSpace are
the ENLIL+Cone, and BATS-R-US models.
ENLIL+Cone Model
ENLIL is a time-varying three-dimensional magnetohydrodynamic (MHD) model,
simulating the global behaviour of a gas or plasma in situations when microscopic processes are negligible [5]. The model is able to solve equations for
plasma mass, momentum density, energy density and magnetic fields. Assuming that a CME propagates with a constant angular and radial velocity,
the geometrical CME properties can be approximated by the Cone Model
[6] The ENLIL model using this technique is called the ENLIL+Cone model
4
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and is frequently used by the CCMC to model CME events. Hereinafter, the
ENLIL+Cone model is referred to as ENLIL.
The model is defined in a spherical coordinate system with the Sun in the
center, and accurately models space weather conditions in the inner parts
of the solar system, including Earth’s orbit. In a recent effort, the model
is being extended to a radius of 40 astronomical units. Preliminary results
include the expected space weather conditions around the New Horizons space
craft during its journey to Pluto.
BATS-R-US model
The Block-Adaptive-Tree-Solarwind-Roe-Upwind-Scheme (BATS-R-US) model,
developed by the Computational Megnetohydrodynamics Group at the University of Michigan, solves 3D MHD equations using a finite-volume scheme
[7]. The model is defined in a Cartesian coordinate system containing the
Earth, and outputs magnetospheric plasma parameters, such as atomic mass
unit density, pressure, velocity and magnetic field, as well as ionospheric parameters, such as electric potential.

1.1.7

Accessing Model Data

Many of the space weather related models output simulation data in their
own custom data formats, sometimes making it cumbersome for other scientists to work with the output data. The open source software Kameleon [8],
developed by CCMC, is capable of converting data from various models into
a format called Common Data Format (CDF), and then allows scientists to
access model data using a simple unified API.

1.1.8

Space Weather in OpenSpace

In previous Master’s theses by LiU students, OpenSpace has been provided
with some functionality to visualize space weather.

Early work
In a prototyping phase, Martin Törnros investigated the concept of interactive
volumetric rendering for space weather phenomena [9]. Different methods for
visualization were developed in close collaboration with domain experts at
the CCMC. For this prototyping phase, the open source software Voreen [10]
5
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was used and extended with modules tailored for space weather visualization.
Significant contributions include the choice of variables to visualize as well as
a spherical volume raycasting scheme further described in section 2.2.
Combining Volumetrics With Geometry
A thesis by Hans-Christian Helltegen provided OpenSpace with the ability to
render magnetic field-lines [11] based on the magnetospheric models hosted at
CCMC. Contributions by Jonas Strandstedt has enabled OpenSpace to render
complex scenes consisting of both volumetrics and geometry data, such as the
field lines. This work is described in greater detail in section 2.7.3.
Satellite Data
The functionality to visualize image data acquired by instruments on spacecraft is also key to the science of space weather. Despite this fact, visualizing
data from the SDO has until this point been a missing feature in OpenSpace.
The understanding of space weather phenomena begins with analyzing the dynamic nature of the Sun, desirably visualized as a video sequence. Visualizing
the time-varying 2D data in interactive frame rates without compromising the
high resolution of the satellite footage poses similar (although not identical)
challenges to the ones of time-varying volumetric rendering.

1.1.9

Volumetric Rendering of Large Data Sets

The performance of graphics hardware is rapidly developing, largely thanks to
the increasing demand on realistic looking renderings by the gaming industry.
However, for some applications, such as scientific visualization, the raw data
sets to be visualized are sometimes huge. This may implicate that it is not
possible to fit original resolution data in the video memory. In order to be
visualized, the data has to be reduced in size, either by selecting a region of
interest or downsampling the data. Usually, the optimal solution is to represent different parts of the data with different level-of-detail, depending on
parameters such as the structure of the data itself as well as the viewing angle
selected by the user. When the user is navigating and focusing on different
parts of the data set, new data has to be streamed to the video memory from
disk or RAM. Another situation where data needs to be streamed while running the visualization is when the data is time-varying and the user wants to
be able to see the data animated.
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The scientific visualization community has developed various methods to tackle
these problems. An overview of this field of research is given in chapter 2.

1.1.10

Large Space Weather Data Sets in OpenSpace

In a thesis by Victor Sand, the challenges of handling huge sets of space
weather data originating from time varying simulations are faced [12]. A socalled multi-resolution bricking scheme was implemented in a stand-alone application, demonstrating the concept of dynamically trading rendering speed
against visual quality by dynamically selecting the appropriate resolution of
data in both space and time. The work presented in Sand’s thesis also includes
software for processing simulation data to create a data structure suitable for
the multi-resolution bricking algorithm. Chapter 2 will elaborate more on this
concept.
An important property of any multi-res bricking scheme is its method to decide
which regions of the data that will get represented with which resolution. The
scheme in Sand’s thesis is based on fixed error thresholds, which enables the
user to define a lower boundary of the data reduction of the input to the
volumetric rendering. This makes is difficult to predict the rendering frame
rate for a given combination of volume input and hardware, and increases the
manual labor required to setup a new visualization scene. Furthermore, the
error metrics are solely based on the scalar values fed into the simulation, and
do not take into account the color output that these values later are mapped
to. This causes a discrepancy between the error metric and the actual visual
error.

1.1.11

Current State of the OpenSpace Software

The previous contributions has provided OpenSpace with basic capabilities
for rendering static volumetric data, as well as the ability to render magnetic fieldlines. However, the functionality to use multi-resolution techniques
to render time-varying space weather data only exists in Sand’s stand-alone
software. While clearly demonstrating the advantages of multi-res bricking,
some more work is required to better select the appropriate level-of-detail for
different regions and to achieve interactive frame rates for large data sets.
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1.2

Goals

This thesis describes the work done by two students from Linköping University
in 2015. To keep proximity to domain experts and to the community where
most of the data is produced, the work is carried out at the CCMC. While
making new functionality compatible with OpenSpace requires a significant
amount of alteration of the existing software, the main focus of this thesis is
on the techniques and implementation of the added features, listed below.
• Render time-varying volumetric data sets, as generated by space weather
simulations, at interactive speeds. The implemented scheme should
strive to optimize the output visual quality and provide a way for the
user to trade visual quality against a shorter frame generation time.
• Render time-varying high-resolution 2D images, such as footage taken
by the Solar Dynamic Observatory (SDO), in a 3D environment at interactive speeds.
• Allow for satellite image data to be visualized together with multiple
volumetric representations of space weather simulation data.

1.3

Limitations

The physics of space weather involve phenomena occurring in many different
scales, ranging from the behaviour of sub atomic particles to the interaction
of magnetic fields of celestial bodies. Setting up a visualization to convey the
nature of space weather events for a museum audience requires work on combining several physical concepts and measurements together to tell an interesting story. The scenes could include three-dimensional animated magnetic
field lines, 3D models of satellites and volumetric visualizations of different
physical quantities.
Developing a rendering pipeline capable of efficiently rendering large data sets
is an important component that needs to be in place to create visualizations
that are both scientifically correct and interesting for the public. The thesis
work is limited to the development of the underlying visualization pipeline to
support rendering of space weather phenomena. Less focus is devoted to the
composition of specific scenes and researching which physical properties that
are suitable to visualize from a pedagogical point of view.
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1.3.1

Types of Optimizations

There are many methods presented by the scientific visualization community
that tackle the problem of rendering huge data sets. A common denominator of many possible optimization approaches is to reduce the amount of
data that needs to be processed every frame. Data reduction can be achieved
by completely discarding data that is outside the viewing frustum and also
through decreasing the resolution of the visible data. Naturally, the biggest
performance gains are typically achieved when several data reduction methods
work together, but due to time limitations, some optimizations that may be
considered basic are left outside the scope of this thesis.
The level-of-detail selection for the volumetric rendering scheme is designed to
support future implementation of camera position based level-of-detail selection, but the presented implementation lacks this feature. Instead, the work
focuses on methods to improve visual quality based on metrics acquired from
the dynamics of the data and the employed color mapping.
Camera position based level-of-detail is used for high resolution time-varying
image data from satellites. However, for rendering this data, no effort is made
to optimize for the nature of the data in different regions.
The apparently opposite prioritizations between the 3D (volumetric) and 2D
(image) cases are motivated by a number of factors. First, the presence of
interesting details varies heavily throughout the volumetric simulation data
of space weather, both spatially and temporally. The presence of detail in SDO
images is much more uniformly spread out, minimizing the gains of adaptive
spatial resolution based on the nature of the data. Second, the potential
data reduction from a camera position based method is generally bigger in
the 2D than in the 3D case, since the number of pixels streamed per frame
can basically be limited to the number of pixels on the screen. In the 3D
case, there is an additional spatial dimension that causes the corresponding
number of data values to increase. Third, the concepts that are applied to
the 3D case can relatively easily be adapted to the 2D case and vice versa.
The learnings from implementing different optimizations for the two cases are
considered more valuable for future work than implementing the same exact
optimization for both cases.

9

2. Related Work
This chapter provides an introduction to work related to the thesis, particularly about volumetric rendering of large data sets.

2.1

Direct Volume Rendering

Computer graphics often uses surface based representations of objects, usually expressed as polygonal meshes. To render volumetric data, one option is
to convert the data set to a surface representation. This conversion can be
performed using techniques such as the Marching cubes algorithm. Disadvantages of this family of methods include the fact that the conversion tend to
be a slow process, and that they limit the volumetric data to be visualized as
a finite set of iso-surfaces.
Direct volume rendering is a family of methods that avoids the intermediate
surface representation, and renders the volumetric data directly.

2.1.1

Volume Ray Casting

Volumetric data sets can be represented using a regular three dimensional grid
of so-called voxels. Each voxel typically stores a scalar value representing the
quantity to be visualized, e.g. density, pressure or temperature.
Using Volume ray casting, an output image is produced by tracing virtual light
rays through the data structure, for each pixel on the screen. The technique
is illustrated in figure 2.1. The idea of performing the same set of operations
for each pixel on the screen efficiently uses modern graphics hardware, built
to allow for fast parallel execution of the same instructions on multiple data
sets [13].
The intensity of a pixel is given by equation (2.1), where a ray is traced from
the camera, entering the volume in the point a and exiting the volume in b.

10
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Volume
Image plane

Figure 2.1: Tracing virtual light rays through a volume
g(t) is the color contribution of the point t, while τ represents the density of
the volume causing light to be absorbed and not reaching the screen.
Z b
Rt
g(t)e− a τ (u) du dt
(2.1)
I=
a

A discrete version of the integral is given in equation (2.2). In this equation,
color is represented as an three dimensional vector c of red, green and blue
components. α is a scalar value between 0 and 1, describing the opacity of
the color contribution in a point.
I=

n
X

ck α k

k=1

k−1
Y

(1 − αi )

(2.2)

i=0

The Nyquist sampling theorem states that the sampling frequency required to
losslessly reconstruct a signal is at least twice the highest frequency content of
the original signal. In order to guarantee that all voxel content is represented
in the output, the number of samples n needs to be set to a value that satisfies
this criterion.

2.1.2

Transfer Functions

As mentioned in section 2.1.1, the volumetric data is typically represented as
scalar values. To acquire the color and opacity of a volume sample, a so-called
transfer function f (t) can be used to map the scalar value to a vector of four
components, namely red, green, blue and alpha (RGBA vector) as seen in
equation (2.3).
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fr (t)
fg (t)

f (t) = 
 fb (t)  t, fr , fg , fb , fa ∈ [0, 1]
fa (t)

(2.3)

The transfer function is usually represented on the GPU as an RGBA 1D
texture. Acquiring the c and α values in equation (2.2) is done by sampling
in the 3D texture and then using the scalar value as the sample position in
the transfer function texture.
The use of transfer functions allows the visualization designer to map the
scalar values to arbitrary color outputs. The technique is for example extensively used in medical visualization, where a single density value can be
mapped to a realistic tissue color. The thesis by Törnros showed that it is
useful in the space weather domain as well [9].

2.1.3

Implementation

Volume ray casting is commonly implemented using a technique first presented
by Krüger and Westermann [13], where the entry and exit points a and b are
generated using two GPU rendering passes, as shown in figure 2.2.
The purpose of the first render pass is to determine the entry point a in the
coordinate system of the volumetric data, for each pixel on the screen. The
vertices of the bounding volume (typically a block) are assigned a rgb color
based on their xyz vector in the coordinate system of the volume. The front
face of the bounding volume is rendered to a texture using a simple shader
program, using the GPU’s built-in bi-linear interpolation scheme to color the
surface from the input vertex colors.
The second render pass renders the same bounding geometry as the first one,
but enables front-face culling to only render the backside of the bounding
volume. By, again, letting the vertex colors represent the coordinates in the
volume’s coordinate system, the exit point b can be acquired similarly as in
the the first render pass.
Once the entry point a and exit point b of each pixel are known, equation (2.2)
can be evaluated by iteratively compositing contributions of volumetric samples from front to back. In equation (2.4), i enumerates the samples and
increases as the distance to the camera grows. Ci and Ai are the color and
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Figure 2.2: A cube is rendered in two passes, with colors representing the
coordinates in the volume
opacity contributions at the sample i and Ci′ and A′i denote the accumulated
color and opacity at the sample i.
′
Ci′ = Ci−1
+ (1 − A′i−1 ) · Ci
A′i = A′i−1 + (1 − A′i−1 ) · Ai

(2.4a)
(2.4b)
(2.4c)

The volumetric data is commonly uploaded to the GPU as a 3D scalar texture, while the transfer function is usually represented using a 1D texture.
The color and alpha contributions Ci and Ai are acquired by sampling the
volume texture at the corresponding location and by using the transfer function texture to get the an rgba vector corresponding to the acquired data
value. Note that here, C is a three-dimensional rgb-vector expressed using
pre-multiplied alpha. To acquire a C from a transfer function output, the rgb
channels are multiplied with the alpha channel. The accumulation of the final
color and alpha is typically performed in the same fragment program as the
exit point generation, which yields two render passes in total to perform the
volume rendering.

2.2

Ray Casting in Non-Cartesian Grid

Some space weather models developed at CCMC and by the community, e.g.
the ENLIL model described in section 1.1.6, are defined in a non-cartesian
coordinate system. This is due to the physically non-uniform distribution of
data in the models. More specifically, in the ENLIL model, there is a lot more
detail in the center of the volume, wherefore a spherical coordinate system is
used to keep high resolution in important areas while limiting the number of
data values. In order to use traditional ray casting for rendering, these models
13
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would first have to be transformed into a Cartesian grid.
As described by Törnros, this transformation can lead to interpolation artifacts in low resolution areas [9] as seen in figures 2.3a to 2.3d. To minimize
these artifacts and keep the model as close to its original format, the approach
to perform ray casting directly on non-Cartesian models was introduced. The
theory is simple — each ray is still represented in Cartesian coordinates and
for each sample point along the ray, the sample position is transformed into
e.g. a spherical grid [14]. The volume is sampled at the resulting position and
the color contribution is calculated as usual.

2.3

Multi-Resolution Bricking

As described in section 1.1.10, challenges arise when the visualized data set is
larger than what can be fitted into the video memory.
The idea of spatially dividing the volumetric data set into bricks (or blocks)
has among others been described by LaMar et al. [15]. A brick is a chunk of
voxels and represents a region of the volume. By combining bricks with different resolutions, high level of detail can be achieved in regions of interest, while
less important regions can be represented with less data. The use of bricks
also makes it possible to skip uploading entirely transparent subvolumes to
the GPU.
The selection of regions to represent in higher resolution can be based on parameters such as viewing distance and angle as well as the dynamics of the
data itself. Large areas with uniform values typically require less resolution
than regions with high frequencies. In the end, the objective is to render images that are as undistorted as possible when comparing to images rendered
using the original unreduced data set.
Allowing the user to interactively change the viewing angle and letting the
viewing angle control what data should be present on the GPU require that
data is streamed from slower, larger memories (disk or RAM) to the video
memory while the visualization is running. This means that it is not only the
GPU memory that limits the visualization quality, but also the transfer speed
between the memory units.
Bricks of less resolution are typically generated by downsampling the original
data through averaging eight neighboring voxels into one output voxel. The
14
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(a) Cartesian grid: 64×64×64 = 262144 voxels

(b) Spherical grid: 64×64×64 = 262144 voxels

(c) Spherical grid: 64×32×128 = 262144 voxels

(d) Spherical grid: 64×64×64 = 262144 voxels.
Adaptive sampling rate and opacity, mapped to the
radius.

Figure 2.3: Interpolation artifacts introduced when transforming a spherical
model to a Cartesian coordinate system.
Source: M. Törnros, Interactive visualization of space weather data, 2013
bricks are commonly packed into a so-called texture atlas - which is simply
a regular 3D texture built up as a patchwork of the data from the bricks and uploaded to the GPU along with some kind of data structure that maps
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spatial positions to the brick’s coordinates in the atlas.

2.3.1

Interpolation and Padding

OpenGL provides a built-in hardware accelerated trilinear interpolation scheme
when sampling in 3D volumes. Ray casting techniques commonly uses this
built-in interpolation when accessing volumetric data. When the data is split
up in several bricks and packed into a texture atlas, physically neighboring
bricks are not generally adjacent in memory. This causes the default interpolation scheme to fail on brick boundaries. To solve this issue, each brick
is typically extended with one layer of voxels at each side, with data copied
from its physical neighbors. This extra layer of voxels is usually referred to
as padding.
Naturally, the proportion of redundant data due to padding is decreasing as
the number of voxels in a brick increases. Meanwhile, bricks with fewer voxels
allow for a more fine-grained selection of different resolutions.

2.3.2

Hierarchical and Flat Bricking

Two main bricking approaches have emerged from previous research: hierarchical bricking and flat bricking [16]. In hierarchical bricking schemes, all
bricks have the same number of voxels but covers regions of larger physical
size as the level-of-detail is decreasing. With flat bricking, all bricks share the
same physical size, but bricks with lower level-of-detail have less voxels than
their high-res counterparts (see figure 2.4).
In the hierarchical approach, the volume is typically subdivided using an octree structure. The root node represents a brick containing the whole physical
volume downsampled to the lowest available resolution. The eight children of
any node correspond to a higher-resolution version of the data in each octant
of the parent.
There are several advantages and disadvantages with both approaches. Flat
bricking schemes allow for any of its bricks to be represented with any resolution. When using a hierarchical scheme, higher quality is achieved by splitting
a parent into its eight children. In order to represent the data in one of the
child regions with higher resolution, all eight children would have to be used.
Another possibility would be to store both the parent and child in the GPU
memory, but that would involve undesirable data redundancy.
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Resolution

Since flat bricking uses less voxels per brick as the level of detail is decreased,
it has the disadvantage that the ratio of redundant data grows when a lower
resolution is selected. Hierarchical bricking does not suffer from this problem
since all bricks have the same number of voxels.

Hierarchical bricking

Flat bricking

Figure 2.4: The two main bricking schemes: Hierarchical and Flat bricking

2.3.3

Data Compression

When storing brick data on disk, the most obvious approach is to sequentially
store the contained raw voxel values. Since the same subvolume is represented
in several bricks of different resolutions, a naı̈ve storage scheme would result
in a file format with a lot of redundant data. To decrease the amount of data
that needs to be stored and read from disk, a data compression scheme can
be applied.
Ljung et al. presented a flat bricking scheme, where brick data has been
transformed to a set of wavelet coefficients [17]. An advantage of this method
is that that the level-of-detail of a brick can be controlled simply by adjusting
the amount of wavelet coefficients that are read from disk. In their pipeline,
the decoding of the wavelet data is on the GPU, minimizing the amount of
data that has to be transferred between the different memory units.

2.4

Time Space Partitioning

While high resolution static volumetric data sets by themselves require a
lot of memory, adding the temporal dimension drastically increases the data
17
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size. Shen et al. introduced the use of a so-called Time Space Partitioning
(TSP) tree to represent a time-varying volume, creating a hierarchical multiresolution bricking scheme capable of dynamically downsampling data in time
in a very similar way as in space [18].

2.4.1

TSP Data Structure

Shen et al. describe their TSP data structure as an octree (OT) - accounting
for a spatially hierarchical bricking scheme - where each node is equipped with
a binary search tree (BST) of bricks - accounting for a hierarchical temporal
representation [18]. The structure can equally well be seen as a BST where
each node contains an octree of bricks (see figure 2.5). The nodes that are
both BST leaves and octree leaves represent the original spatial and temporal
resolution. Any BST parent contains a brick whose voxels are averages of its
two children. Similarly, any octree parent contains a brick that represents a
lower resolution version of its eight children when combined. All bricks that
are both BST leaves and octree leaves and can be reached from an inner node
by descending the structure spatially or temporally are called the covered
leaves of the inner node.
All bricks are padded with a layer of voxels copied from their spatial neighbors,
as described in section 2.3.1. While this kind of padding greatly improves the
interpolation of data in brick borders, it is only able to fully remove discontinuities between neighbor bricks that share the same spatial and temporal
resolution. Ljung et al. propose a scheme that accesses data in multiple bricks
when sampling close to a brick edge [17]. The method uses techniques that can
relatively easily be adapted to render time-varying data sets. A downside is
that it requires a complex fragment program and implies an increased number
of texture accesses, which has a negative impact on rendering performance.
Beyer et al. present a method that manipulates the padded brick data dynamically, to remove discontinuities between bricks of two different resolutions in
static volumetric data sets [19]. Instead of increasing fragment shader complexity, the method requires that neighbor bricks are updated when a brick
changes resolution.
Sand implemented the proposed TSP data structure to render space weather
phenomena and developed an open source pipeline for converting simulation
data to a corresponding file format [12]. The data is organized on disk as a
binary search tree of octrees, to optimize for better data locality when adjacent spatial nodes are used from the same temporal hierarchical level (see figure 2.6). The implementation uses no data compression scheme other than the
18

CHAPTER 2. RELATED WORK

Octree

BST

Figure 2.5: TSP tree structure with octrees depicted as quadtrees
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plain downsampling that is performed when generating the lower-resolution
bricks. Since the bricks with original resolution are also kept in the file format,
the file size becomes even larger than the original volumetric data. The reason
for using this format is obviously not to save disk space, but to minimize the
amount of data that is required to read from disk each frame.

BST level 2
BST level 1

BST level 0

Figure 2.6: TSP memory layout with octrees depicted as quadtrees
The TSP file format developed by Sand begins with a header specifying basic
information about the file contents. After the header, the voxel data of each
brick is written. Bricks are first sorted by their BST level, then their by their
octree level (see figure 2.6). Bricks on the same BST level and octree level are
sorted based on a concept called Z-order. For simplicity, figure 2.7 illustrates
the Z-order in 2D. Voxels inside a brick are stored sequentially based on a
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linear coordinate system. Each voxel is represented using a 32-bit floating
point value.

Figure 2.7: Bricks sorted in Z-order (2D)

2.4.2

Conversion

The data conversion from CDF to TSP is done in two steps using two separate
applications developed by Sand.
The first tool, Furnace, takes in a series of CDF files and generates a single
so-called Voxel Data Format (VDF) file, which is a simple format containing
a time series of voxel grids. Furnace can be configured to generate either a
spherical or cartesian grid and uses Kameleon to downsample (or upsample)
the original VDF data to the desired resolution.
The second tool, Forge, accepts a VDF file as input, divides the volume into
bricks of a given resolution and performs the spatial and temporal averaging
required to produce a TSP file. This step also pads the bricks with duplicate
neighbor data, as described in section 2.3.1. This removes discontinuities
between bricks that share spatial and temporal resolution.
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2.4.3

Error Metrics

Shen et al. presented a brick selection method that is based on assigning two
metrics to each brick [18]. The first metric is used to measure spatial variations, i.e. how much the original resolution voxels vary within the spatial
subvolume. The second one measures temporal variations, i.e. how much the
original voxels vary between timesteps. The computed numbers are said to
be error metrics, since they aim to capture how much data that has been lost
through the spatial and temporal averaging of the brick’s covered leaves.
The spatial error es of a brick is computed as the ratio between the standard
deviation of all the voxel values and the mean voxel value inside its covered
bricks, as expressed in equation (2.5). In the equations, i is used to index
voxels spatially, while t is used to denote the timestep index.
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The temporal error et is acquired through a similar series of computations (see
equation (2.6)). First, the individual mean and standard deviation values over
time for each spatial voxel are calculated. The error is then the average of all
the individual ratios of standard deviation and mean value. Here, t1 and t2
are used to denote the first and last timestep covered by a brick.
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n
In order for a brick to be used, its es and et has to be lower than two predefined constants deciding the visual quality of the rendering.
c(vi ) =
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In Sand’s implementation, the task of selecting bricks is delegated to the GPU,
allowing for parallelization of the process. The brick selection is working with
two separate voxel-value based error metrics and thresholds (one spatial and
one temporal) similarly to the ones proposed by Shen et al. A fixed traversal
scheme seeks the first candidate brick that meets both thresholds, always by
starting to descend the BST tree until a brick with an acceptable temporal
error is found. After that, the octree stored in the particular BST node is
descended until the spatial error tolerance is met. Due to the design of the
error metrics, it is possible that descending the octree sometimes worsens the
temporal error, which in turn may trigger further BST traversal and a restart
the spatial traversal from the root of a new octree. The brick selection process
is illustrated in figure 2.8.
Sample

OT Root

BST Root

Go to BST child

Temp. error OK?
Y N
Is OT leaf?
Y

N

N

Spat. error OK?
Y

Go to OT child

Is BST leaf?
Y

N

Is OT leaf?
Y
Use brick

N

Next sample

Figure 2.8: Flowchart of Sand’s TSP tree traversal algorithm
Sand use error metrics inspired by Shen et al. [18], but modifies them slightly
with the motivation that the division by the mean voxel value may cause
numerical instability when voxel values are close to 0. In equation (2.7), n is
used to denote the number of spatial voxels contained by the covered leaves
of the brick, and m is the number of covered timesteps.
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Transfer Function Based Level of Detail

The previously described brick selection schemes seek to minimize the error
of the voxel values sent to the GPU. They do not take into account the color
output that the transfer function will generate for these values. While this
approach has the advantage that the metrics does not require to be recomputed every time the transfer function changes, it is apparent that minimizing
the transfer function output difference would be a more accurate method to
maximize the output quality of the renderings.
Calculating metrics for each brick is a time consuming process, typically requiring that all voxel values are taken into account. By using a more compact
representation of a brick’s content and only approximating the transfer function output error, it is possible to make a tradeoff between accuracy and
computation speed.
Ellsworth et al. [20] present a method using similar temporal and spatial
error metrics as Shen et al. [18], but basing them on color approximations
instead of voxel values. To allow for fast computation of the approximate
error metrics, the distribution of voxel values in each brick is assumed to be
normally distributed. An initialization phase analyzes all bricks with their
original resolution, and computes the mean values and standard deviation of
the values. By using this compact and rough description of the brick content to estimate a color error, new metrics can be performed each time the
transfer function is changed without a significant interruption of the rendering.
Ljung et al. propose the use of histograms to represent the distribution of
voxel values, with the motivation to achieve a more accurate representation of
the voxel content than assuming a normal distribution, while still keeping the
description compact [21]. First, all voxel values of a brick are inserted into
a high resolution histogram. Then, a reduction phase reduces the histogram
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by iteratively merging the two adjacent segments with the smallest height
difference, until a desired number of segments is reached. The transfer function
is applied to each segment and the resulting color is an approximation of the
colors produced by all the contained voxels.

2.6

Controlling the Visual Quality

As mentioned in section 2.4, Shen et al. use fixed error thresholds to determine
if a brick satisfies the visual quality requirements of the visualization. Using
fixed thresholds has some problems: The number of bricks that needs to
be used as a consequence of the thresholds can differ significantly between
different volumetric data sets and even between individual timesteps within
the same set. These thresholds need to be defined experimentally for each
new combination of data set and hardware. Ljung et al. instead proposed a
method that uses a target memory usage to directly control the brick selection
process [21]. When rendering a frame, their flat bricking scheme starts by
using the lowest available resolution for each subvolume. Iteratively, bricks
are transitioned to higher resolution versions, by organizing the set of possible
swaps in a priority queue sorted by the gain in visual quality that would be
accomplished by the transition. The iteration is terminated when the target
memory usage has been reached, and the selected bricks are subsequently
uploaded to the GPU.

2.7

Compositing

In the standard OpenGL graphics rendering pipeline, individual geometries
composed by triangles are generally rendered to the back buffer sequentially.
In a built-in rasterization step, each triangle is converted to a set of pixel
sized fragments. Several fragments originating from different triangles, with
different depth, are combined to generate the final pixel color. The compositing is typically achieved by overwriting values in the back buffer, whenever
a fragment closer to the camera is generated. Once all fragments processed,
the back buffer is swapped with the front-buffer, and hence displayed on the
screen.

2.7.1

Z-Buffer

A central built-in OpenGL data structure to support this compositing is called
the Z-buffer. For each pixel in the back buffer, a depth value is stored to keep
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track of the front-most geometry that has been drawn to this pixel. When a
new triangle is rasterized, its fragments only get to overwrite the pixels that
have a higher depth value registered in the Z-buffer than the new geometry
itself.
However, the Z-buffer technique does not provide a fail-safe solution for depth
compositing. When a fragment that is not fully opaque is rendered, it triggers
an update in the Z-buffer, which means that future fragments with greater
depth will be discarded, even if they theoretically should affect the output
color.
To properly render several semi-transparent geometries, the triangles would
have to be rendered in back-to-front or front-to-back order. Rendering triangles in such an order may require that geometries are dynamically split up
into several draw calls. If triangles intersect, they would have to be split in
order to be properly sorted by depth. Achieving interactive frame rates while
dynamically splitting geometries is generally not feasible for complex scenes.

2.7.2

Volume Rendering

The two pass ray casting technique introduced by Krüger and Westermann
[13], described in section 2.1.1 works well for simple scenes. Sequentially applying the same algorithm for all volumes in the scene allows for multiple
volumes to be rendered simultaneously. A single depth value can be assigned
to each fragment generated by the ray caster. Again, if the fragment is not
fully opaque, the Z-buffer will not be able to properly blend it with other
fragments.
If two or more volumes intersect, they should be able to occlude each other’s
content. To achieve this, it is not sufficient to compose the fragments from several independently casted rays. Similarly as for semi-transparent geometries,
color contributions of volume samples have to be composed either front-toback or back-to-front.

2.7.3

Order-Independent Transparency and A-buffer

An alternative approach to support rendering of complex scenes with multiple
semi-transparent geometries is to store all fragments in a data structure and
perform the sorting on a per-fragment level instead of on a per-triangle basis.
The approach is said to be order-independent, since it allows for geometries
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to be rendered in an arbitrary order.
In OpenSpace, this type of order-independent transparency algorithm is implemented using a so-called A-buffer technique [22]. The implementation
properly handles semi-transparent geometries as well as intersecting volumes.
When rendering a frame, information about all the contributing fragments are
inserted into a single-linked list for each pixel on the screen. The linked lists
can then be sorted and traversed in order, producing a correct output image.
A fragment may either be originating from a regular geometry, or from entry
and exit points of a volume’s bounding geometry. Volume fragments’ colors
are set to represent sample locations in the volume’s coordinate system, similarly as described in section 2.1.1.
To represent the linked lists in the GPU memory, the nodes are stored as pixels
in an a single 32-bit integer texture called the fragment buffer. In addition to
storing the fragment color, the fragment depth is stored as well as a pointer to
the next fragment to contribute to the same pixel on the screen. To distinguish
fragments originating from volume bounding geometries from each other as
well as from regular geometries, an integer value is attached to each fragment.
Positive numbers are used to identify volumes, while a zero is used to label
the fragment as a regular geometry. No distinction is made between the front
and back sides of a volume boundary. Essentially, visualizing the scenes using
the A-buffer technique is performed in two steps: rendering and resolving.
Rendering
During the rendering step, all geometries and volume bounding geometries
are rendered using separate draw calls using different shader programs, similarly to a regular OpenGL rendering pipeline. However, instead of rendering
directly to the back buffer, fragments are added as nodes of the linked lists
stored in the fragment buffer.
Resolving
The resolve step is performed as one render pass, with the back buffer as
its output. This pass takes the fragment buffer as its input, and sorts the
linked lists of fragments based on depth. The sorted lists are then traversed
in front-to-back order to accumulate a final pixel value. Whenever a volume
fragment is encountered during traversal, the algorithm notes that its volume
was entered. Until the corresponding exit fragment is reached, the algorithm
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performs ray casting inside the volume. This technique allows geometries as
well as volume samples to be visited in front-to-back order.
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3. Visualization of Volumetric Simulation Data
This chapter describes the multi-resolution bricking scheme and rendering
pipeline that is implemented in OpenSpace with the purpose to visualize timevarying volumetric data. An overview of the visualization pipeline is provided,
followed by more in-depth descriptions of each component.

3.1

Pipeline

The implemented visualization pipeline is based on a hierarchical bricking
scheme using the TSP data structure first introduced by Shen et al. [18].
To enable adjustment of the output quality to match different hardware configurations, we propose a brick selection algorithm based on the concept of
two budgets - a memory budget and a streaming budget. The brick selection
scheme requires that so-called split points are associated with the bricks, in
order to assign different resolution to different subvolumes. Three slightly
different schemes to generate split points are implemented and studied. All
of them aim to control the brick selection based on approximations of the
transfer function output. To support the brick point calculation, metadata
about bricks is stored in histograms, similarly to the work by Ljung et al. [21].
The implemented visualization pipeline is illustrated in figure 3.1. The rounded
rectangles represent activities that need to be performed at different stages
in the visualization process. The dotted vertical arrows mark which events
trigger which activities, while the solid arrows represent the data flow in the
pipeline.
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When a data set is loaded and a
histogram cache does not exist yet

Calculate histograms
TSP Data

When a new frame
is to be rendered

When a data set is loaded

Load Histograms
Histogram cache
Calculate
Split Points

Select bricks

Update atlas

Render

Load Transfer function
Transfer function data
When the transfer function changes

Figure 3.1: The pipeline implemented for volumetric rendering

3.1.1

Calculating, Caching and Loading Histograms

In order to visualize a data set, a preprocessing step is required. The entire
TSP data set needs to be analyzed to produce the histogram based brick metadata necessary to support calculation of split points. Depending on which of
the split point calculation methods that is in use, the initialization process is
slightly different, described further in sections 3.3.7 and 3.3.9.
For large data sets, the histogram calculation is a time consuming process.
Once histograms have been calculated, they are stored in a cache file on disk,
enabling faster loading of the same data set in the future. Since the whole
TSP data set is typically too large to fit into either the graphics memory or
the main memory, only parts of it is simultaneously stored in RAM during
the preprocessing. The histograms, which are a more compact representation
of brick content, are kept in RAM to allow for fast calculation of split points.

3.1.2

Calculating Split Points

The purpose of assigning split points to the bricks in the TSP tree is to control
the brick selection process. To allow the brick selection to be adaptive to the
model data as well as the transfer function in use, these split points need to
be recalculated whenever a new data set is loaded or the transfer function is
changed. The calculation of split points is described in detail in section 3.3.6.
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3.1.3

Rendering a New Frame

Each time a new frame is about to be rendered, a brick selection algorithm
utilizing the precalculated split points is executed. A texture atlas is used to
represent parts of the same volume in different spatial and temporal resolution.
To fill the atlas with data, the voxels of the individual bricks are fetched from
disk by reading the required data sequences from the TSP file. Once the atlas
is updated on the GPU, the rendering is performed using volume ray casting.

3.2

Data Format

The choice to base the bricking scheme on the TSP structure is largely motivated by the fact that the basic pipeline to convert a time series of CDF files
to the TSP file format had already been developed by Sand [12]. The format
has the drawback that all inner nodes in the TSP tree are essentially redundant data, since they are simply averages of their covered leaves. However,
the format allows data to be copied from disk directly to graphics memory
without needing any processing. While the time spent to read data from disk
may become a significant bottleneck in a visualization engine, the use of disk
space itself is not usually a problem.

3.3

Brick Selection

There are several different hardware limitations that may become bottlenecks
in a volumetric visualization pipeline. One of them is the available video
memory, limiting how much volumetric data can be stored on the GPU simultaneously. Another one is the transfer speed of data from disk to video
memory. These two factors imply that the data used in the volumetric rendering has to be limited and that only a subset of the volume can be used in
each frame.
Typically, the data distribution in a volumetric data set is non-uniform, which
means that some subvolumes are more important to render in high resolution
than others. Since finding the optimal subset of bricks, given the hardware limitations of a particular machine, would require an exhaustive search throughout a huge number of possible combinations, the selection process needs to be
simplified.
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3.3.1

Simplifications

Instead of reaching for the optimal set of bricks from a global point of view,
an iterative bricking scheme is introduced where the locally optimal improvement is chosen until one of the limitations is reached. The two limitations
mentioned above motivate the introduction of two budgets, which are core
to the multiresolution bricking scheme presented in this thesis. A memory
budget is used to cap the number of bricks that are ever stored in the video
memory to render a particular volume. A streaming budget is also introduced
with the aim to control the number of bricks that are streamed from disk to
the GPU each frame. The notion of these two budgets is combined with the
idea of a priority queue as used by Ljung et al. [21] to select the most relevant
bricks to optimize for good visual quality.

3.3.2

Priority Queue

Before rendering each frame, the pipeline executes a brick selection algorithm
to determine which bricks that need to be present on the GPU in order to
render it.
The brick selection algorithm uses a priority queue, implemented using a max
heap, to keep track of possible splits that can be made in order to refine
the resolution of the volume. Splits can either be made spatially (descending
the octree) or temporally (descending the BST). Each potential temporal and
spatial split has a metric (or split point) assigned to it. The calculation of
split points is based on the volume data and the transfer function and is
further described in section 3.3.6. No camera position based brick selection is
implemented in this thesis, but the selection scheme is designed so that this
- and other possible factors - can be plugged in by letting them affect how a
brick’s split points are calculated.

3.3.3

Memory Budget

The purpose of the memory budget is to limit the number of bricks that are
stored in the video memory. OpenSpace needs to support rendering of multiple volumes and geometries simultaneously, which means that it is often useful
to set the memory budget of an individual volume to a number that is smaller
than the full video memory size.
While the brick selection algorithm is iteratively splitting bricks, a record is
kept of the implied memory usage. When the usage reaches the memory bud31
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get, the algorithm needs to terminate. Applying a spatial split always implies
that the parent brick is replaced by its eight child bricks. This operation increases the memory usage with 7 bricks. A temporal split never increases the
memory usage, since it only replaces one brick with another.

3.3.4

Streaming Budget

The motivation of a streaming budget is to limit the amount of data that
needs to be transferred from disk to GPU in order to improve the frame rate.
The correlation between splits and usage of streaming resources is not as easily predicted as the correlation between splits and memory usage. The actual
number of bricks that need to be streamed from disk to GPU depends on
which bricks that were uploaded in previous frames. Due to the dynamic
nature of the data originating from space weather simulations, some subvolumes require different spatial resolutions at different points in time, as well
as different temporal resolutions at different points in space. The interactive
nature of the software lets the user change transfer functions, playback speed
and camera position. These facts make it impossible to fully predict whether
the bricks that are streamed this frame will be reusable in future frames or not.
However, even if it is impossible to make a perfect prediction, it can be beneficial to make guesses. Camera movements are mostly continuous, and playback
speed is mostly constant, which indicates that a heuristic approach may be
able to perform well.
The proposed brick selection algorithm does not guarantee that less than a
strict maximum number of bricks per frame are streamed from disk, but uses
heuristics to control the average number of streamed bricks over time. The
proposed heuristics do not take into account what data that is already present
on the GPU, nor does the algorithm analyze future frames to maximize brick
reuse. It is instead based on the relatively simple idea that splitting usually
implies that more data has to be streamed during the whole data sequence.
If the streaming budget is set to b bricks per frame, the algorithm starts by
computing the total number of bricks n that are allowed to be streamed during
the whole time sequence represented by the TSP tree. n is given by multiplying b with the number of time steps in the entire sequence. When executing
the brick selection algorithm, a record is kept of the number of streams that
would be generated during the whole time sequence given that all timesteps
were rendered in sequence and that the exact same splitting operations would
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be made for all timesteps.
When making these assumptions about similar decisions for all timesteps, the
streaming cost cs of a brick can be defined as the number of times that new
brick data needs to be uploaded to the GPU during the whole time sequence in
order to represent the subvolume defined by the brick. The streaming cost of
a BST root brick is 1, since the same brick can be used for the whole sequence.
Each temporal split doubles the streaming cost, yielding equation (3.1), where
D is the BST depth of the node being split (D = 0 is the root level).
c s = 2D

(3.1)

When a temporal split is performed, a streaming cost of 2D is replaced with a
streaming cost of 2D+1 , yielding an increased streaming cost of 2D . A spatial
split causes a streaming cost of 2D to be replaced by eight spatial children
with the same individual cost, yielding the new cost 8 · 2D . The cost increase
of a spatial split is therefore 7 · 2D . When the sum of all brick costs reach n,
the streaming budget is said to be exceeded.

3.3.5

Selection Algorithm

To render the timeframe t, the algorithm performs a sequence of steps (algorithm 1) in order to decide which bricks that should be used for rendering.
The priority queue P is filled with potential splits and a list L is filled with the
indices of the bricks that are going to be used to render the frame. Recalling
the brick splitting costs from sections 3.3.3 and 3.3.4, a spatial split causes
memory usage to grow with 7 and increases the streaming cost with 7 · 2D ,
where D is the BST depth of the node to be split. A temporal split does not
increase memory usage, but adds 2D to the streaming cost.
The algorithm assumes temporal and spatial split points to be defined for
each inner node in the TSP. Split points are generally positive values, and are
used to prioritize potential splits against each other. Octree leaves cannot be
split spatially, and are therefore assigned −1 as their spatial split point ps .
Similarly, BST leaves that cannot be split temporally are given a temporal
split point of −1.

3.3.6

Split Points

In this section, three different schemes for acquiring metrics for visual gains
from spatial and temporal splitting are presented. These metrics are referred
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Algorithm 1: Volumetric brick selection algorithm
1. Check the spatial and temporal split points of the TSP root. Insert the
split with the most points into P
2. While P is not empty and there is room for at least one more spatial
split in the memory budget:
(a) Pop the split s with most points from P
(b) If s is a temporal split:
i. Look at the brick bp that is about to be split by s, and its
child brick bc with the timespan that contains t
ii. Fetch the spatial split points ps and temporal split points pt
of bc
iii. If applying s would exceed the streaming budget:
A. add bp to L
iv. Otherwise:
A. Update the streaming usage to include bc and exclude bp
B. If the largest of the split points ps and pt is greater than 0,
push the corresponding split to P , otherwise add bc to L
(c) If s is a spatial split:
i. Look at the brick bp that is about to be split, and its eight
children bi , i ∈ [0, 7]
ii. If applying s would exceed the streaming budget:
A. Convert s to a temporal split
B. If the temporal split point ps of s is greater than 0, push
s to P , otherwise add bp to L
iii. Otherwise:
A. Update the streaming usage to include the eight children
and exclude bp
B. Update the memory usage to include the eight children
and exclude bp
C. For all the eight octree children bi in the spatial split:
• Fetch bi ’s spatial split points ps and temporal split
points pt
• If the largest split point of ps and pt is greater than 0,
push the corresponding split to P , otherwise add bi to L
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to as spatial and temporal split gains (gs and gt ). Every non-leaf brick in
the TSP has two temporal children and eight spatial children, which means
that splitting a brick temporally or spatially would lead to twice and eight
times as much data being used, respectively. To compensate for this, the split
points, ps and pt , fed into the brick selection algorithm are calculated as in
equations (3.2) and (3.3).
ps =

gs
2

(3.2)

gt
(3.3)
8
The way quality gains are assigned to bricks govern how splits are prioritized
in the brick selection algorithm. Theoretically, the gains could be based on
any input. For example, the camera position and angle could be used to
achieve a brick selection scheme that prioritizes bricks based on their distance
to the camera. The three methods presented in this thesis base their decisions
on the brick data and the user defined transfer function.
pt =

The methods are all aiming to capture the loss of visual quality that are caused
by using the brick, compared to using a higher resolution brick. The metrics
they use are called Opacity, Leaf Error and Child Error.

3.3.7

Opacity Based Split Gains

Voxel Value Histograms
One challenge of basing a split’s priority on the visual effect it has on the
visualization is to minimize the time it takes to calculate the transfer function
output of its content. As described in section 2.5, storing data in histograms is
more compact and makes the real time calculation faster. The histograms are
calculated as a pre-processing step for every new volume in the visualization
and the accuracy and compression rate of the representation is defined by the
number of bins and hence, the resolution of the histograms.
A first approach to decimate the representation of a brick’s content is to simply
store all voxel values in a histogram, as seen in figure 3.2.
Opacity Method
The first split gain calculation method presented in this thesis is purely based
on the opacity of a brick’s content. This is a rough approximation of the
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Figure 3.2: Storing all voxel values of a brick in a histogram
importance of using a higher resolution, made under the assumption that the
maximum potential visual error of a brick is proportional to its visibility, i.e.
the opacity of all covered leaf voxels.
First, the histograms of all leaf bricks of the volume are calculated. Then,
these histograms are merged to construct the histograms of their parents.
Consequently, the number of samples used to construct a histogram of the
brick is proportional to the number of covered leaves. The transfer function is
downsampled to the same size as the histogram and each sample’s opacity is
multiplied with the height of the corresponding histogram bin. The resulting
products are summed to get a single visibility metric for each brick (see figure 3.3). The visibility metric is used as both the spatial and temporal split
gain of the brick.

gs = gt =

X

fa (i) · h(i)

(3.4)

i

In equation (3.4), h(i) denotes the histogram bin height for the sample value
i. fa is the alpha component of the transfer function.
Since the calculation of split points favors temporal splits over spatial splits
due to less data usage, the relatively simple Opacity Method will always prioritize a temporal descent of the TSP as long as there is data with higher
temporal resolution available.
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Figure 3.3: The histogram is combined with the transfer function to produce
visibility metrics, used as gs and gt

3.3.8

Error Based Split Gains

Measuring Errors
Since a non-monotonic transfer function can have the same output for two
different inputs, the act of averaging voxel values does not necessarily lead
to visible errors when the volume is rendered. The Opacity method does not
take this fact into account, and may therefore prioritize brick splits in a suboptimal way.
A possible metric of the error introduced by using a lower resolution set of
voxels B to represent an original set of voxels A, can be calculated by compar37
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ing all original voxel values in A with samples performed at the same locations
in B. If B has lower spatial resolution than A, it is sampled using the same
tri-linear interpolation as employed by the GPU when performing raycasting.
If B has a lower temporal resolution, its voxels are compared to all the higher
temporal resolution counterparts in A.
Given a function ∆ measuring the percieved difference between two transfer
function outputs, an error metric e can be designed as in equation (3.5), where
Ap as well as Bp are sample values acquired at the position p. p enumerates
all voxel positions in the reference data set A.
X
e=
∆(f (Ap ), f (Bp ))
(3.5)
p∈A

Accurately calculating e for all voxels in a data set each time the transfer
function changes would be too time consuming. Storing combinations of Ap
and Bp in a more compact data structure would allow for faster calculation
of e.

Theoretically, this could be done using a two-dimensional histogram, where
Ap determines the bin index in one dimension and the averaged value Bp determines the bin index in the other. Approximations of e would be calculated
as the sum of perceived differences ∆ between transfer function outputs within
each bin of the histogram.
However, to use the same number of buckets as in the voxel value histogram,
the resolution of the two-dimensional histogram in each dimension has to be
heavily limited and with a non-uniform distribution of voxel values, the compromise between accuracy and keeping the data compact is difficult to balance.

3.3.9

Voxel Error Histograms

The idea of representing the voxel value errors introduced by the combinations
of Ap and Bp in a one dimensional histogram is attractive. Such a histogram
could contain high values in value regions where large errors are made.
Generating a voxel error histogram of the errors introduced by representing
the voxel set A with the lower resolution voxel set B, can be done by iterating
over the introduced errors Ap → Bp , and increasing the values of the bins
between Ap and Bp , as shown in figure 3.4.
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Figure 3.4: Adding encountered voxel errors to the voxel error histogram
For each voxel value, all bins between the original value and the averaged
value are increased. The height added to each bin is proportional to how
much of the bin is covered by the span (see figure 3.4).
While the resulting histogram has lost the information about which specific
original voxel values from A that are mapped to which averaged values in B,
it provides a adequate representation of which value regions that errors are
generated in.
When losing information about original and destination values, it is no longer
possible to input these combinations to a ∆ function in order to acquire an
error metric. However, a decent substitution to summing ∆ function outputs,
can be achieved by analyzing the voxel error histogram, and combining the
information with the rate of change of the transfer function.
Each bucket in the generated voxel error histogram contains a metric of the
introduced value error in the corresponding value region. The visual effect of
value errors performed in a certain region is roughly proportional to the transfer function’s rate of change in that region. This motivates the introduction
of an approximate error metric e′ , given by equation (3.6).
X
e′ =
D(i) · he (i)
(3.6)
i

In the equation, i assumes the values of the bin locations in a voxel error
histogram. D(i) is the perceived rate of change of the transfer function in the
region of i, and he (i) is the height of the voxel error histogram value in the
bin representing the region i.
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Rate of Change of the Transfer Function
The perceived change of color output of a transfer function can be acquired
by combining the actual color change in the RGBA vector, with the opacity
of the outputted color, i.e. the value of the a-channel. A difference in the r, g
and b channels is less noticeable if the opacity is small. A possible definition
of D is presented in equation (3.7).
D(t) = ∇f (t) · fa (t)

(3.7)

The evaluation of D is in practice performed by using a transfer function
downsampled to the same resolution as the histograms.
Two split gain calculation methods based on the voxel error histogram and
the error metric e′ are presented below. They differ mainly in the way the
reference set of voxels A is chosen, and as a result, how the bricks are compared
to their children.
Leaf Error Method
The Leaf Error calculation method compares the voxel data in each brick
to the corresponding samples in its covered leaf bricks. When generating
the voxel error histograms of a brick with the set of voxel values B, the set of
reference voxels A is set to all the voxels of the covered leaves. The difference is
calculated and added to the voxel error histogram as described in section 3.3.9.
For each inner node in the TSP, an e′ value is calculated. Representing data
using leaf bricks does not generate any error, wherefore the leaf nodes are
assigned an e′ of 0.
Spatial and temporal split gains are calculated as the potential reduction of
total e′ that can be achieved by replacing a parent brick with either eight
spatial or two temporal children. In equation (3.8), the spatial split gain gs
is calculated using the e′ of the brick p being split, and the sum of e′ for its
eight spatial children Cs . The temporal split gain gt is instead acquired by
comparing the e′ of the parent p to the sum of e′ for its two temporal children
Ct . An illustration of the process is provided in figure 3.5.
gs = e′p −

X

e′c

(3.8a)

e′c

(3.8b)

c∈Cs

gt = e′p −

X

c∈Ct
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Use covered leaves as reference to calculate errors
and build voxel error histograms

Compare transfer function output of error histograms
with spatial and temporal children, respectively
to create spatial and temporal split gains

Figure 3.5: In the Leaf Error method, the difference between a brick’s content
and its covered leaves’ content, is used to an error histogram. The transfer
function output of the histogram is then compared to its children’s corresponding histograms to create split gains. (octrees depicted as binary trees)
Child Error Method
In the Child Error calculation method, two voxel error histograms are created
— a spatial error histogram and a temporal error histogram. Instead of comparing the voxel values of a brick to the corresponding samples in its covered
leaf bricks, the reference samples are collected from its spatial and temporal
children, respectively (see figure 3.6).
The spatial split gain is given a value equal to the approximate error metric
e′s from the generated spatial voxel error histogram. Similarly the temporal
split gain is set to the approximate error metric e′t from the temporal voxel
error histogram:
gs = e′s
gt = e′t
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Use spatial and temporal children, respectively, as reference
to calculate errors and create a spatial error histogram
and a temporal error histogram

Figure 3.6: In the Child Error method, the difference between a brick’s content
and its children’s content, is used to create two error histograms, one spatial
and one temporal. The transfer function output of these two histograms are
then used to calculate spatial and temporal split gains, respectively. (octrees
depicted as binary trees)

3.4

Data Streaming

The brick selection scheme described in section 3.3 prepares a list of the bricks
that are required to render the current frame. Depending on what was rendered the previous frame, the brick data may or may not already be present
in the graphics memory. This section describes the system that, given a list of
bricks, updates the data on the GPU to allow for a new frame to be rendered.

3.4.1

Texture Atlas

The concept of a texture atlas is briefly described in section 2.3. In this thesis, a single-channel 3D float-texture atlas is used to store the brick data that
need to be present on the GPU, in order to do render the current timestep.
Since a hierarchical bricking scheme is used and all bricks have the same number of voxels, packing the bricks into an atlas is trivial: the bricks are packed
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in a regular grid, as illustrated in figure 3.7. To index positions in the texture
atlas, a linear coordinate system is used.

Figure 3.7: Voxel content is packed into a texture atlas. One of the bricks is
marked in blue.
The 3D atlas coordinates x of a voxel inside the brick at texture atlas position
i is given by equation (3.10), where x′ are the internal brick coordinates of
voxel.

sx · ji mod
n
x
k


i
mod ny  + x′
s
·
i
·

x =  y j nx k

i
sz · i · nx ·ny mod nz


(3.10)

Here, n represents the numbers of bricks that can be stored in each dimension,
and s denotes the numbers of voxels for each dimension in a brick.

3.4.2

Replacing Atlas Contents

The idea of the introduced streaming budget is to limit the number of bricks
that are each frame read from disk and inserted into the texture atlas. The
heuristics to optimize for visual quality while maintaining low streaming costs,
presented in section 3.3, are based on the idea that bricks that were previously
streamed to the GPU can be reused.
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The brick reuse mechanism is implemented using several data structures, keeping track of the current state of the texture atlas A. A map M associates brick
indices with their brick’s position in the atlas map. A stack v is used to keep
track of vacant atlas positions.
When the rendering starts, v is initialized with all positions in the atlas. For
each frame, the atlas update algorithm (see algorithm 2) is provided with a
set Scurrent , containing all the indices of the bricks that needs to be present in
the atlas for the frame to be rendered. An addition, a set Sprevious , is used to
keep track of the brick indices that were required to render the previous frame.
Algorithm 2: Atlas update algorithm
1. For each brick index i in Sprevious :
(a) If i is not present in Scurrent :
i. Look in M for the atlas position p of the brick with index i
ii. Push p to v
iii. Remove the mapping in M from i to p
2. For each sequence B of consecutive brick indices si through sj in
Scurrent :
(a) While the first brick index in B is in Sprevious , remove it from the
sequence
(b) While the last brick index in B is in Sprevious , remove it from the
sequence
(c) Read brick data from disk for the bricks in the sequence
(d) For each read brick b
i. If b does not exist in M:
A. Pop a vacant atlas position p from v
B. Copy the brick data of b into A at position v
C. Insert a mapping into M from the brick index of b to p
3. Update Sprevious to instead contain the indices from Scurrent

The algorithm is based on the assumption that a brick that were not used
to render the previous frame will not be required in the near future, and its
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position in the atlas is hence marked as vacant.
Bricks with consecutive indices are read into RAM in one sequence. The
advantage of the method is that it minimizes the number of times that the
application needs to access the disk. A disadvantage of the approach is that
bricks in the middle of such a sequence may be re-read from disk even though
they are already present in the atlas.

3.4.3

Pixel Buffer Object

To transfer data to the texture atlas on the GPU, the atlas update algorithm
uses an OpenGL Pixel Buffer Object (PBO). Instead of blocking execution of
the main thread when transferring data, the task of copying data is delegated
to the OpenGL driver, which can perform the copying asynchronously.

3.5

Rendering

To support the rendering of multiple intersecting volumes together with semitransparent geometries, the implemented direct volumetric rendering scheme
is integrated with OpenSpace’s existing A-buffer based rendering pipeline.
Some implementation details of the A-buffer, including how fragment lists are
generated and sorted, are outside the scope of this thesis. However, since the
outline of the algorithm governs how volumetric rendering is performed, it is
not possible to explain the structure of the volume rendering pipeline without
touching the subject of the A-buffer.
As described in section section 2.7.3, the A-buffer technique divides the generation of a frame into two steps, rendering and resolving. To render a volume,
fragments of the bounding geometry of the volume need to be added to the
fragment buffer. The resolve step sorts fragments by depth and performs the
ray casting. Both steps are performed on the GPU and implemented using
GLSL shader programs.

3.5.1

Bounding Geometry Rendering

Similarly to the ray casting method proposed by Krüger and Westermann [13],
the implemented volume rendering scheme uses a three dimensional block as
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the bounding geometry to contain the volumetric data. Since the geometry is
rendered to the fragment buffer, and fragments are sorted in the resolve step,
the bounding geometry can be rendered in a single render pass with both front
face and back face culling disabled.
Inside Volume Rendering
The rendering of the bounding geometry is straightforward as long as the
camera is positioned well outside the geometry. However, problems arise when
the camera approaches and penetrates the bounding box. As soon as the near
plane defined by the perspective matrix starts intersecting with the volume, a
hole is generated in the bounding geometry. The resolve step no longer knows
where the entry point of each light ray is located and it becomes impossible
to reconstruct the ray in the coordinate system of the volume.
To solve this issue, the intersection geometry between the near plane and the
volume is calculated, and rendered to the fragment-buffer. To do this, the near
plane is first transformed to the volume’s coordinate system. Intersection tests
are performed between the near plane and the twelve edges of the bounding
box. Depending on the number of intersections and their orientation, different
intersection geometries need to be constructed, as illustrated in figure 3.8.

Figure 3.8: Possible intersection geometries between a cube and a plane

3.5.2

Resolving the A-Buffer

The A-buffer resolve step is responsible for sorting fragments, performing ray
casting and rendering the final image to the screen. The step is implemented
as a single rendering pass that needs access to the texture atlases, transfer
functions and other data structures related to all the volumes visible in the
current scene (see figure 3.9).
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Figure 3.9: A front-to-back sorted list of fragments along a ray is traversed.
The right-most column illustrates how volumetric samples are performed between the entry point and exit point, and how contributions of geometry
fragments are inserted while traversing the ray.
Traversing the Fragment List
Once a list of fragments, sorted in front-to-back order, has been generated,
the fragments can be traversed in order to generate the final pixel color. Figure 3.9 shows an example of the fragments generated for a ray cast through
a simple scene consisting of two volumes and one geometry. The right-most
column shows the individual samples that contribute to the pixel color. The
output color is accumulated by blending the samples together as described in
equation (2.4) in section 2.1.3.
For each volume v in the scene, a boolean variable sv is stored to keep track
of whether sampling is currently carried out inside the volume or not. The
compositing routine (see algorithm 3) ultimately produces the color and alpha
values C and A. Before the algorithm starts, the RGB value of C is set to
(0, 0, 0) and a is initialized to 0. p denotes the current sample position.
Sampling Positions
As mentioned in section 2.1, the Nyquist sampling theorem states that the
sampling frequency should at least be twice the highest frequency contained
in the signal being sampled. Adjusting the sampling frequency to fulfil this
criterion is trivial when the volumetric data is provided in a regular cartesian
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Algorithm 3: Fragment list traversal
1. For each consecutive pair of fragments, fi and fj :
2. If fi is a geometry fragment
(a) Blend C and A using the color and alpha of the fragment
3. If fi is a volume bounding geometry fragment belonging to volume v
(a) bv ←−!bv (If previously sampling outside v, set state to inside,
and vice versa)
4. If any bv is true
(a) Update the sample position p
(b) While the depth of p is smaller than the depth of fj
i. For each volume v where bv is true
A. Sample the volume at p
B. Use the transfer function to acquire the color and alpha
of the sample
C. Blend C and A using the transfer function output
5. If flast is a geometry fragment
(a) Blend C and A using the color and alpha of the fragment
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grid. However, since the volumetric data from space weather simulations is
often represented in a spherical grid, and rendered using a multi-resolution
bricking scheme, the highest possible signal frequency varies throughout the
volume.
In the current implementation, the step size between samples is set to a uniform value throughout the volume. This step size is easily varied through a
graphical user interface, on a per-volume basis.
Whenever sampling is carried out inside multiple volumes simultaneously, the
sample positions are synchronized so that the volume with the shortest requested step size decides where to sample next.
Accessing Data in Volumes
As described in section 3.4, volumetric data is uploaded to the GPU in a
texture atlas, where bricks of different physical size are packed together. In
order to access data at a given physical position, the corresponding atlas coordinate first has to be retrieved. To allow for this, the GPU is provided with
a lookup data structure referred to as the atlas map, uploaded each frame as
an OpenGL Shader Storage Buffer Object (SSBO).
The atlas map is an array with 32-bits of data for each octree leaf of the
timestep. Octree leaves are indexed linearly based on their spatial position, in
a system referred to as linear leaf coordinates. Given the x, y and z coordinates
of an octree leaf in a coordinate system where the size of a leaf brick is one
length unit, the linear leaf coordinate i can be computed as in equation (3.11).
n denotes the number of octree leaves per dimension.
i = z · n2 + y · n + x

(3.11)

At each position in the array, a 32-bit integer is stored, where 28 bits are used
to linearly index a position in the brick atlas and 4 bits are used to encode the
octree level of the brick being referenced. Figure 3.10 shows a two dimensional
version of atlas mapping. In reality, the leaf and atlas coordinates are three
dimensional.
The data structure allows the rendering routine to find the correct sampling
location in the atlas, given its physical coordinates, by performing the set of
calculations described in algorithm 4.
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Figure 3.10: The mapping from leaf coordinates to atlas coordinates, illustrated in 2D.

Algorithm 4: Sample position calculation
1. Compute the linear leaf coordinate of the octree leaf containing the
physical coordinate
2. Extract the linear atlas brick coordinate A and the octree level L of
the subvolume
3. Given L and the physical sample position, calculate an internal voxel
offset in the atlas brick
4. Compute the final atlas sample position from A and the internal voxel
offset
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4. Visualization of In Situ Satellite Data
This chapter describes the methods used to import and render high-resolution
time-varying image data from satellites inside OpenSpace. First an overview of
the topic is provided, describing the challenges and briefly outlining the solution presented in this thesis. Subsequently, the components of the pipeline are
described in further detail. The chapter is concluded with a section describing the implementation where the components are assembled to a functional
pipeline for rendering satellite data in OpenSpace.

4.1

Overview

The challenges of rendering high-resolution time-varying image data are similar to the ones of rendering time-varying volumetric data. Problems arise
when the entire data set is too large to fit in the video memory and the spatial resolution of the data is too high to allow for the raw resolution images
to be streamed at interactive frame rates.
The proposed solution divides the data into bricks in a very similar way as
volumetric data is subdivided in the previous chapter. A hierarchical bricking
scheme is applied to create versions of the data with lower spatial resolution.
To determine which bricks need to be transferred to the GPU, a camera position based brick selection algorithm is implemented. The algorithm discards
bricks that are entirely outside the camera frustum, as well as selects the bricks
with appropriate spatial resolution based on how many pixels they cover on
the screen.
The high-dynamic range single-channel images are visualized using transfer
functions, that map input intensities to user defined colors. This allows for intensity differences along the whole dynamic range to be seen clearer compared
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to representation in grayscale.

4.2

Raw Data

NASA uses the Flexible Image Transport System (FITS) format to represent
image data taken by the SDO probe. The instruments on the satellite are able
to capture images in large number of different wavelengths. For each single
channel image, a FITS file is generated with 16 bits fixed point precision per
pixel, representing a number proportional to the amount of detected photons.
The files are 4096×4096 pixels in size (4K) and also come with metadata
including the measured wavelength and the exposure time. The exposure
time varies depending on the solar activity, in order to maximize the image
quality for each individual image.

4.3
4.3.1

Structuring the Data
Minimizing Streaming

The central idea used in this thesis to reduce streaming of satellite image data
is that the number of pixels required to render a frame is limited by the number of pixels on the screen. If the whole image plane is visible, the resolution
of the image to be loaded from disk does not have to be higher than the screen
resolution. If the camera is zoomed in on a small part of the image, only a
high-resolution version of that part needs to be read from disk.
In principle, when rendering the 4K images from the SDO on a Full HD screen
(1920×1080), the data to be streamed from disk can always stay below about
1
of the raw frame data. Of course, if the camera is zoomed in so that a pixel
8
from the raw data becomes larger than one pixel on the screen, even less data
has to be streamed. For data coming from more high resolution sources, even
higher ratios of data reduction can be achieved.
To apply this idea, the raw data is converted to a file format allowing for data
to be accessed in different resolutions. The conversion is performed in a standalone application named MFC (Multi-resolution Fits Converter), similarly to
the Furnace and Forge applications developed by Sand [12] for the volumetric
case.
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4.3.2

Hierarchical Space Partitioning

The new format uses a hierarchical bricking scheme, similar to the one applied to volumetric data in section 2.4. To store the sequence of satellite image
data, a series of quadtrees are stored on disk. In a quadtree, each node in
the tree represents a brick. The root node of a quadtree represents the lowest
resolution version of that time step. When combining the four children of a
node, they represent the same spatial and temporal data, but with twice as
high resolution in both spatial dimensions. The leaf nodes are slices of the
raw image with the original resolution.
The bricks are padded with data from their neighbors, similarly as the volumetric bricks described in section 2.3.1, in order to avoid discontinuities on
brick borders when the GPU performs its built-in bi-linear interpolation.

4.3.3

Conserving Data Precision

As described in section 4.2, the input are grayscale images, where pixel values
correspond to the amount of light hitting the sensor during exposure. The
interesting quantity to visualize is the light intensity (photons per second)
rather than energy (registered photons during exposure). To acquire the light
intensity of a pixel, its value has to be divided by the exposure time used when
capturing the image. Performing this division could be considered a natural
task of a conversion tool responsible for generating a data format suitable for
visualization.
However, reading the data from a 16-bit integer, performing a division with a
floating point value, and storing the output in the same input precision would
result in loss of precision. To avoid this, the bit depth in the visualization
format could have been increased to wider data type, e.g. a 32-bit floating
point value. This would cause a doubling of the data size, which would not
be desirable for a data format aiming to minimize streaming from disk.
Instead, the division is deferred to a point after the image data has been read
into OpenSpace. The bricks in the new format are built up by 16-bit pixels
representing the original light energy being captured during exposure. The
exposure time is provided as metadata for each timestep, represented as a
64-bit floating point value.
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4.3.4

Compression

To further decrease the amount of data to be streamed every frame, the file
format supports that brick data is compressed using the lossless LZ4 algorithm
[24]. Bricks are compressed individually, which enables OpenSpace to only
read and decompress the bricks it needs to visualize the current frame with
the current camera position.

4.3.5

File Format

The structure of the file format used to represent high-resolution time-varying
image data is illustrated in figure 4.1. First, a global file header is written to
provide some basic information about the file, including the number of time
steps n in the sequence, as well as the total number of bricks m. After this
header, the exposure time of all the individual time frames are written as n
double-precision floating point values. Since brick data may be compressed,
individual bricks may take up different amount of space on disk. To be able
to store them in sequence and still enable access to a given brick without
searching, m integers are used to describe the offset in the file where the
bricks are stored. The bricks are sorted based on their time step and quadtree
level. Bricks on the same quadtree level are sorted using a 2D version of the
Z-order described in section 2.4.1.

4.3.6

Conversion Tool

The conversion tool is implemented using C++. To read its input from FITS
files, it makes use of the CCFits library developed by NASA [25]. The open
source LZ4 package [24] is used to perform lossless compression. Using a
configuration file, the user of the conversion software is able to define the size
of the bricks as well as enable or disable the compression.

4.4

Brick Selection

To select the bricks required to render a frame of satellite footage in OpenSpace,
a recursive brick selection algorithm (see algorithm 5) is applied. The algorithm starts with the lowest resolution brick (the quadtree root) for the time
step to be rendered, and can either decide to discard the brick if it is outside the camera frustum, or call itself for the brick’s four children if a higher
resolution version of the data is required.
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for each time step:
number of timesteps
min intensity

exposure time

number of bricks
compression type
max intensity

for each brick:

number of bricks
per dimension
brick offset
brick width
min exposure time
brick height

for each brick:

padding width
max exposure time

pixel data

padding height
min energy
max energy

Figure 4.1: Memory layout of a file representing time varying image data.
The distance between two markers represents a byte. Pixel data may differ in
size depending on compression.

4.4.1

Brick Visibility

Algorithm 5 needs to be able to determine whether a brick is visible on the
screen or not. To do this, the four corners of the brick are first transformed
into screen space. Instead of computing the intersection between the rectangle
defined by the screen and the arbitrarily rotated and perspective distorted
brick quad, a screen aligned bounding rectangle of the brick quad is used.
This simplifies the calculations, yielding a faster culling scheme that is still
able to discard the absolute majority of the invisible bricks.

4.4.2

Measuring Pixel Size

To determine whether a brick has a high enough resolution or not, an approximation of the size of a brick’s pixels in screen space is calculated. Due to
perspective distortions, all brick pixels are not necessarily equally large when
projected onto the screen. When approximating the pixel size, the same screen
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Algorithm 5: Brick selection algorithm for satellite footage
1. If the brick is visible:
(a) If the brick is a quadtree leaf:
• Add the brick to L
(b) Otherwise:
i. If the pixel size in screen space is acceptable:
• Add the brick to L
ii. Otherwise:
• Recursively call the function for all four child bricks

aligned rectangle used to compute brick visibility is reused to represent the
brick. The approximate pixel size is acquired through dividing the width and
height of the screen aligned rectangle with the number of pixels per dimension
in the brick. If the pixel size exceeds 1, the algorithm continues splitting the
brick.

4.5

Data Streaming

A similar approach to streaming brick data from satellites images from disk
to GPU is taken as for streaming volumetric data in section 3.4. Given the
list of selected bricks, the ones that are not yet present in the GPU memory
are read from disk.
Since the bricking scheme for satellite data does not use temporal downsampling, the sole situation when bricks can be reused is when the same timestep
is visualized during more than one frame, such as when the sequence is paused.

4.5.1

Retrieving Brick Data

When a data file containing satellite data is loaded, its header data is read
into RAM. When a brick that is not present on the GPU is requested by the
brick selection algorithm, it is dynamically loaded from disk. To locate the
pixel data of a brick, the implementation looks up the offset of the brick and
the offset of the next brick in the header data. Similarly as in the volumetric
case, if several bricks in a sequence are requested, the bricks are loaded as one
single disk operation.
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4.5.2

Acquiring Light Intensity

The pixel data read from file are 16-bit integers representing light energy captured by the satellite’s sensor during exposure. Once brick data has been read
from disk (and decompressed if needed), the light energies Ei are converted
to logarithmically scaled light intensities as in equation (4.1).
Ii =

log(Ei )
log(Emax )

(4.1)

In the equation, Emax denotes the maximum light energy found in any pixel
in the whole time sequence. The normalization is performed to ensure that all
logarithmically scaled intensities are mapped to the interval [0, 1], which is also
the domain of the transfer function. The logarithmic mapping is performed to
give more precision to low-intensity regions of the image and to better match
the non-linear nature of human visual perception.

4.5.3

Texture Atlas

Similarly as for volumetric data, a texture atlas is used to represent satellite
image brick data on the GPU. In this case, the atlas is stored as a 2D 32-bit
floating-point texture, with pixel values generated as in equation (4.1). The
scheme for replacing atlas contents is identical to the technique described in
section 3.4.2.

4.6

Rendering

The satellite data is visualized in OpenSpace by mapping the image data onto
a plane. To put the data in context, the visualization engine need to be able
to render the image plane together with volumetric data coming from simulations, as well as together with models of satellites etc. To achieve this, the
rendering of the image plane is integrated with the A-buffer-based rendering
pipeline. The A-buffer resolve step has been described in section 3.5.2, and
needs no further extension to support multi-resolution satellite image data.
However, in order to contribute to the resolve step, the image plane first needs
to be added to the fragment buffer during the rendering step. The rendering
is implemented as a single-pass GLSL shader program.
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4.6.1

Accessing Data in Images

Similarly as in the volumetric case, an SSBO is used to store an atlas map
data structure. The data structure is identical to the one used for volumetric visualization, except that the linear coordinates map to positions in twodimensional coordinate systems. The atlas map is used as a lookup structure
to translate physical image coordinates to atlas coordinates.

4.6.2

Transfer Functions

Once a sample position is found in the texture atlas, a scalar sample value
is retrieved using hardware accelerated bi-linear interpolation. A transfer
function, similarly to the volumetric case, maps the sample value to a color.
The retrieved color is used as the final fragment color.
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5. Results
In this chapter, benchmarking results are presented for the multi-resolution
bricking pipeline implemented to render volumetric simulation data. The
results of the satellite image sequence visualization is also demonstrated. The
hardware and operating system used when evaluating rendering performance
is specified in table 5.1.
Type
CPU
RAM
GPU
OS

Description
Intel Core i7-3770K 3.5GHz
16GB 1600MHz
NVidia GeForce GTX 670 2GB
Ubuntu 14.04.1 LTS 64-bit

Table 5.1: Specification of the machine used in evaluation

5.1

Volumetric Simulation Data

In this section, the implemented volumetric multi-resolution bricking scheme
is evaluated through comparison of images rendered with different input parameters. A full resolution volume is used as reference and the quality of the
images is calculated using Peak Signal-to-Noise Ratio (PSNR) and Structural
Similarity (SSIM) [23]. Furthermore, the time consumption of the brick selection process as well as the rendering itself, is assessed. Parameters that are
varied include memory budget, streaming budget and split gain calculation
method.
A simulation of ENLIL with eight time steps is used for benchmarking. The
brick size is 8×8×8 voxels and the total resolution of the volume is 256×256×256
voxels. Accordingly, the total number of bricks per time step is 37449 with
32×32×32 = 32768 bricks in the bottom layer of the octree.
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5.1.1

Split Gain Calculation

The three different split gain calculation methods are compared with respect
to PSNR, SSIM and frame rate. In figures 5.1a to 5.1f, the ENLIL simulation
is rendered from a camera position inside the volume. In figures 5.1a, 5.1c
and 5.1e, the streaming budget is kept at the maximum number of used bricks
at a time, 32768, while the memory budget is varied from 1 to 32768, and in
figures 5.1b, 5.1d and 5.1f, the opposite applies.
Frame generation time and the number of streamed bricks vary slightly between timesteps. The plots are generated from the 6th time frame, after
rendering the previous five ones in sequence.
For low memory and streaming budgets, the number of possible choices in the
brick selection process is very limited. This explains the similarity between
the three split gain calculation methods in low budget regions of figures 5.1a
to 5.1d. As the varying budget approaches the total number of bricks in the
bottom layer, the brick selection scheme is able to reach the full volume resolution regardless of split priority, and the three curves converge. Between
these two regions, where the selection scheme has to make some more decisions while still not affording the highest resolution in the entire volume, the
Leaf Error method outperforms the Opacity and Child Error methods.
In figures 5.1e and 5.1f, the framerates of the three split gain calculation methods are plotted with the same input parameters as in figures 5.1c and 5.1d,
respectively. Since the shader execution time is unaffected by the number of
used bricks, it stands for an increasing portion of the frametime for low budget
regions, limiting the framerate for budgets less than 512.
With one budget fixed, many combinations of memory and streaming budgets
are excluded in figures 5.1a to 5.1f. Varying both budgets from 1 to 32768
results in the scatter plots in figures 5.2a, 5.2c and 5.2e with memory usage on
the x-axis, and figures 5.2b, 5.2d and 5.2f with streaming usage on the x-axis.
The character of the plots are similar to figures 5.1a to 5.1f, but the direct
effect of the input memory and streaming budgets is harder to distinguish.

5.1.2

Memory and Streaming Budgets

In figure 5.3, the Leaf Error split gain calculation method is used to render
the ENLIL model with the from a camera position outside the volume. Each
point in the scatter plot represents a combination of streaming and memory
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Figure 5.1: Different aspects of quality when keeping one budget fixed

61

CHAPTER 5. RESULTS
80

80
Leaf Error

Leaf Error
Opacity

PSNR (db)

PSNR (db)

Opacity
Child Error

60

40

20

Child Error

60

40

20

1

4

16

64

256

1024 4096 16384

1

Memory usage (bricks)

64

256

1024 4096 16384

(b) Memory and streaming budgets ∈ [1, 32768]

1

1
Leaf Error

Leaf Error

Opacity

Opacity
Child Error

SSIM

Child Error

SSIM

16

Streaming usage (bricks)

(a) Memory and streaming budgets ∈ [1, 32768]

0.9

0.8

0.9

0.8

1

4

16

64

256

1024 4096 16384

1

Memory usage (bricks)

16

64

256

1024 4096 16384

Frame rate (fps)

(d) Memory and streaming budgets ∈ [1, 32768]

6

4

Leaf Error

2

4

Streaming usage (bricks)

(c) Memory and streaming budgets ∈ [1, 32768]

Frame rate (fps)

4

Opacity
Child Error
0

6

4

Leaf Error

2

Opacity
Child Error
0

1

4

16

64

256

1024 4096 16384

1

Memory usage (bricks)

4

16

64

256

1024 4096 16384

Streaming usage (bricks)

(e) Memory and streaming budgets ∈ [1, 32768]

(f) Memory and streaming budgets ∈ [1, 32768]

Figure 5.2: Different aspects of quality when varying both budgets
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budgets, where both vary from 1 to 32768. Since both high frame rate and
SSIM is desirable, the top right corner is the optimal location.
Four data points with input and output values specified in table 5.2 are marked
in figure 5.3. The visual gain of choosing the settings of Point 1 instead of
Point 2, as seen in figures 5.4a and 5.4b, has a significant cost in framerate.
On the other hand, the slight speedup gained from choosing the settings of
Point 4 instead of Point 3 entails a major loss in visual quality (see figures 5.4c
and 5.4d).
The settings differ a lot between Point 2 and Point 3, but the resulting images
as well as the framerate is very similar. The ranges in memory and streaming
budgets leave room for the user to fine tune the settings.
Point
1
2
3
4

Memory budget
32768
32768
4096
64

Streaming budget
4096
2048
512
32

Framerate
3.30 fps
5.74 fps
6.01 fps
6.49 fps

SSIM
0.9982
0.9966
0.9749
0.8325

Table 5.2: Data points of interest in figure 5.3

5.2

Satellite Data

The data set used for benchmarking the visualization of SDO image sequences,
is a set of 55 4K images capture on June 7th 2011, when a solar flare was accompanied by a spectacular CME event. The uncompressed data file generated
by MFC using a brick size of 64×64 pixels is 2.6 GB. When using LZ4 compression, the corresponding data size shrinks to 2.0 GB. Depending on camera
position, frame rates ranging from approximately 5fps to 60fps are achieved
for the uncompressed data.
Enabling LZ4 compression on the brick data causes a slight drop in frame rate,
demonstrating that the used decompression codec is not able to decompress
data fast enough to gain any performance from streaming less data from disk.
The highest frame rates are achieved when the camera is either zoomed out
to a position when only the quadtree root brick is required to represent the
whole image, or zoomed into a small region of the image represented by a
single leaf brick.
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Figure 5.3: Scatter plot of renderings using the Leaf Error method and memory and streaming budgets ∈ [1, 32768]
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(a) Settings from Point 1

(b) Settings from Point 2

(c) Settings from Point 3

(d) Settings from Point 4

Figure 5.4: Images rendered using four different budget settings from table 5.2

Figure 5.5: Multi-resolution rendering of SDO footage in OpenSpace
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6. Discussion and Future Work
6.1

Volumetric Simulation Data

While adjusting the memory and streaming budget has proven to allow the
user to trade visual quality against frame rate, the highest possible frame rate
on the benchmarking machine is still not as high as desired for an interactive visualization for museum audiences. To improve rendering performance,
further optimizations in the rendering pipeline have to be made. This section covers some of the possible improvements of the implemented volumetric
rendering scheme and discusses some advantages and disadvantages of the
approaches taken in the presented pipeline.

6.1.1

Brick Selection

Frustum culling
The implemented brick selection scheme aims to base its decisions on the visual
effect of choosing a higher or lower resolution. However, when calculating the
visual difference, all bricks are assumed to be fully visible at all times. When
the camera is close to, or even inside a volume, parts of the volume will be
outside of the camera frustum, making them completely invisible in the output
image. Depending on the volume and the camera position, this can lead to a
significant number of bricks being streamed to the GPU without ever being
used. Implementing frustum culling in the brick selection process would result
in better resource allocation and increased quality in visible areas.
Occlusion Based Brick Selection
Even if a brick is inside the camera frustum, it might be partially or fully
occluded by other parts of the volume, making the precision less important.
Accurately calculating the occlusion of a brick is impossible without performing the entire ray casting procedure, putting the selection scheme in a catch-22
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situation. However, an estimate of the occlusion can be acquired through a
rough ray casting, with for instance a low resolution output image and a large
step size.
Apart from bricks in the own volume, other geometries and volumes can also
affect the visibility of a brick. Although the user interaction is hard to predict,
a high frame rate limits the camera movement between two frames. Consequently, an approximation of the brick visibility could be obtained by marking
which bricks were reached in the ray casting procedure in the previous frame.
Camera Distance
Subvolumes that are further away from the camera take up fewer pixels in
screen space than those that are closer. Adjusting split gains based on camera
distance would allow distant subvolumes to be represented in less resolution
than close ones, potentially yielding a better prioritization of bricks.
Color Space
Taking the transfer function output into account, proves to have a positive
effect on the brick selection scheme. It aims to minimize the total visual error,
as perceived by a human eye, by estimating the color difference created when
averaging voxel values. The implemented brick selection scheme simply uses
the gradient of the RGBA vector in combination with the opacity of the brick
itself. This assumes that changes are perceived equally in all channels. A
better way to mimic the human vision would be to transform the transfer
function to CIELUV or CIELAB before calculating the gradient.

6.1.2

Inter-Brick Interpolation

The padding used in the TSP structure allows for correct interbrick-interpolation
to be performed only in borders between bricks sharing the same spatial and
temporal resolution. The scientific visualization community has presented
several possible solutions for this problem, especially for the case of static volumetric data [17, 19]. Adapting and implementing an interbrick-interpolation
method for the TSP structure should reduce rendering artifacts. However,
maintaining interactive performance while doing so may be a significant challenge.
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6.1.3

Data Streaming

Steady streaming
The fact that the TSP data structure uses a binary search tree to represent
brick data with different temporal resolution does not promote that data is
streamed in a steady rate as the time progresses. The tree structure allows for
good data reuse between the time steps whose leaf nodes share many ancestors
in the BST. Figure 6.1 illustrates the fact that the two first time steps have all
their BST ancestors (marked with small green dots) in common, yielding good
potential data reuse, while the two center time steps only have the BST root
as common ancestor (marked with a small red dot), leading to less potential
data reuse.

Figure 6.1: Potential data reuse in a BST
The implemented brick selection scheme does not take the variable potential
brick reuse into account. Instead it naı̈vely assumes that selecting a BST node
of higher level will require less data to be streamed throughout the sequence.
This causes the resulting number of streamed bricks to vary over frames, potentially causing an inconsistent frame rate.
This problem could in the future be addressed, by either modifying the TSP
data structure, or implementing a brick selection scheme that is able to better
predict which bricks that will be needed in the future and pre-fetch those in
order to achieve a more steady number of streamed bricks per frame.
Compression
In the proposed implementation, no brick compression is made other than
pure spatial and temporal downsampling of individual subvolumes. A more
sophisticated lossy compression scheme could possibly achieve similar visual
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quality while using less data to represent the bricks.

Threading
Currently, reading bricks from disk is performed in the main thread, blocking
execution of the rest of the program. Moving disk I/O to a separate thread
could potentially yield a shorter frame time.

6.1.4

Rendering

The bandwidth between disk and GPU and the size of the GPU memory are
not the only hardware factors that may limit the performance of a volume
rendering engine. The execution of shader programs on the GPU is another
factor, especially if the number of texture accesses is high.
To decrease the number of texture accesses performed by the GPU, without degrading the visual output, the ray casting sampling distance could be
adapted to the voxel size of the bricks being sampled. This is a non-trivial
task for volumetric data specified on a spherical grid, but could significantly
improve rendering performance.

6.1.5

Evaluation

The benchmarking presented in section 5.1 clearly shows that the Leaf split
gain scheme performs better than the Opacity and Child methods. However,
for the purpose of benchmarking, it would be useful to see how the presented
heuristics perform compared to a naı̈ve brick selection approach, as well as
how much the visual quality would be improved by an exhaustive search. The
naı̈ve approach could select bricks in uniform temporal and spatial resolution
throughout the volume. The exhaustive search would go though all possible
combinations of bricks and select the optimal solution.

6.2

Satellite Data

The implemented camera position adaptive bricking scheme used to decrease
data streaming for satellite images greatly improves performance compared to
streaming data of original resolution. It achieves this without compromising
visual quality, and maintains the dynamic range of the original satellite data.
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However, higher frame rates are still desirable.
Future work on streaming satellite data could involve implementing a lossy
compression scheme, either similarly to the transfer function adaptive downsampling presented for volumetric rendering, or by using a conventional video
compression codec, such as MPEG.
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7. Conclusion
Results show that the implemented visualization pipeline is able to interactively visualize volumetric data from space weather simulations as well as
image sequences from SDO.
By varying the memory budget and streaming budget for volumetric data
sets, it is possible to trade visual quality against frame rate. The comparison
between the three introduced split gain calculation methods shows that the
Leaf Error approach produces the best visual output. Future optimizations,
including adding camera position based brick selection and extending the ray
caster with an adaptive sampling scheme, could further improve framerates.
The visualization pipeline for satellite data proves to be functional and successfully manages to decrease streaming requirements drastically when compared to handling raw data. Potential improvements include extending the
pipeline with a lossy compression scheme.
With the extensions to OpenSpace presented in this thesis, the rendering
pipeline is now able to visualize large volumetric data sets together with highdynamic range footage from satellites. These capabilities allow for the software
to render multi-modal visualizations where the connection between observed
solar activity and space weather conditions can be explained, using real data.
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