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Efficient and Adaptive Content Delivery of
Linear and Interactive Branched Videos

by

Vengatanathan Krishnamoorthi

ABSTRACT

Video streaming over the Internet has gained tremendous popularity over recent years
and currently constitutes the majority of Internet traffic. The on-demand delivery of high
quality video streaming has been enabled by a combination of consistent improvements in
residential download speeds, HTTP-based Adaptive Streaming (HAS), extensive content
caching, and the use of Content Distribution Networks (CDNs). However, as large-scale
on-demand streaming is gaining popularity, several important questions and challenges
remain unanswered, including determining how the infrastructure can best be leveraged
to provide users with the best possible playback experience. In addition, it is important
to develop new techniques and protocols that facilitate the next generation of streaming
applications. Innovative services such as interactive branched streaming are gaining pop-
ularity and are expected to be the next big thing in on-demand entertainment.
The major contributions of this thesis are in the area of efficient content delivery of video
streams using HAS. To address the two challenges above, the work utilizes a combination
of different methods and tools, ranging from real-world measurements, characterization of
system performance, proof-of-concept implementations, protocol optimization, and eval-
uation under realistic environments. First, through careful experiments, we evaluate the
performance impact and interaction of HAS clients with proxy caches. Having studied
the typical interactions between HAS clients and caches, we then design and evaluate
content-aware policies to be used by the proxy caches, which parse the client requests
and prefetch the chunks that are most likely to be requested next. In addition, we also
design cooperative policies in which clients and proxies share information about the play-
back session. Our evaluations reveal that, in general, the bottleneck location and network
conditions play central roles in which policy choices are most advantageous, and the loca-
tion of the bottlenecks significantly impact the relative performance differences between
policy classes. We also show that careful design and policy selection is important when
trying to enhance HAS performance using proxy assistance.
Second, this thesis proposes, models, designs, and evaluates novel streaming applications
such as interactive branched videos. In such videos, users can influence the content that
is being shown to them. We design and evaluate careful prefetching policies that provides
seamless playback even when the users defer their path choices to the last possible mo-
ment. We derive optimized prefetching policies using an optimization framework, design
and implement effective buffer management techniques for seamless playback at branch
points, and use parallel TCP connections to achieve efficient buffer workahead. Through
performance evaluations, we show that our policies can effectively prefetch data of care-
fully adapted qualities along multiple alternative paths so to ensure seamless playback,
offering users a pleasant viewing experience without playback interruptions.
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Chapter 1

Introduction

The World-Wide Web (WWW) began as a system to organize and retrieve
information over the Internet, based on pages containing hypertext. Both
the WWW and the Internet have continually undergone changes and have
now transformed into a distribution system for hypermedia, which in ad-
dition to hypertexts also includes graphics, audio, video, and plain text.
Transformations of the WWW has facilitated deployment of more and ever
improved web-based services. Today’s network applications and services
have come to dominate several aspects of our day-to-day lives, including
education, business, banking, communication, and entertainment.

In contrast to early services such as email, Internet Relay Chat (IRC),
telnet, File Transfer Protocol (FTP), and WWW, which have been available
for commercial use in different embodiments since the 1980s, video stream-
ing did not appear as a commercial service until the late 1990’s. Video
streaming, a technique that allows clients to start playback of a video be-
fore having downloaded the entire file, provides a valuable service to many
users. These services were initially difficult to realize, since many networks
did not have the capacity to satisfy the high bandwidth requirements of
video. Deployment of such services were also hampered by a lack of effi-
cient delivery architectures, video-encoding, compression, and distribution
techniques.

By the time the first well known commercial streaming video players
appeared (e.g., RealNetwork’s RealPlayer1, Microsoft’s ActiveMovie2 and
Apple’s QuickTime3 player), residential Internet speeds were for the first
time sufficient to stream a low-quality video without stalls, although first
adopters of dial-up Internet services might remember otherwise. Since then
much has happened, and today video and audio entertainment services are

1https://en.wikipedia.org/wiki/RealPlayer
2https://en.wikipedia.org/wiki/ActiveMovie
3https://en.wikipedia.org/wiki/QuickTime

1
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being delivered to the masses over the Internet. The feasibility and common
usage of these services can be attributed to the recent improvements in
network bandwidths, the computational power available at end hosts, and
the adoption of scalable content-delivery techniques. These improvements
not only make efficient distribution of high volumes of data possible, but
also open gateways to new and innovative services.

On-demand streaming, as exemplified by services such as YouTube and
Netflix, have become the largest source of traffic on the Internet today. A
recent study by Sandvine [1] suggests that 60% of all traffic over the In-
ternet in North America can be attributed to video on-demand streaming.
A significant share of this traffic is from websites such as Netflix (31%)
and YouTube (12.2%). Similar trends have also been observed in other
continents. Aside from on-demand streaming, live-streaming services (that
streams live events over the Internet), has also gained tremendous popular-
ity. More and more mainstream events such as the Olympics, FIFA World
Cup, and several other sport events, news and other mass media are mov-
ing towards disseminating content over the Internet. Several national and
regional TV channels, such as BBC in the United Kingdom and SVT in Swe-
den have their shows available both live and on-demand for clients within
their respective countries4,5.

Recent advances in on-demand streaming techniques have also made
interactive on-demand streaming possible. These services, in addition to
being on-demand, allow the viewer to interact with the video based on pre-
defined or dynamic personalization options. This includes videos that pro-
vide users with a 360-degree field-of-view or interactive plot-lines where the
user chooses the outcome of certain scenes. Across such services and scenar-
ios, it is paramount that the user interaction and the resulting change in the
streaming video playback is seamless to the user, as re-buffering events can
be very frustrating to a viewer. Such applications are only recently begin-
ning to emerge but have generated significant interest from the mass-media
and from the user communities. For example, websites such as Interlude6

and others similar to it, allow users to create interactive storylines using a
web-based editor. Here, certain objects of a base video can be annotated
with clickable interfaces or any other way of reading user input. The viewer,
when watching a video, can then click on these objects and personalize the
plot to their liking while viewing the video. Interactive videos based on an-
notations are also common in several YouTube channels, where the viewer
can click on an annotation to go to a different video, although this process
is not seamless. Similar extensions can also be derived using virtual-reality
headsets such as the Google Cardboard7 or the Oculus Rift8 where the user
is only shown a portion of the viewable content, and the user interaction

4http://www.bbc.co.uk/iplayer
5http://www.svtplay.se
6https://interlude.fm/
7https://www.google.com/get/cardboard/
8https://www.oculus.com/en-us/rift/

2
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by means of looking or gazing at an object or interacting with a hand-held
device can be used to drive interactive videos.

The sheer volume of videos and users of these services, their wide-spread
popularity, and the increasing user base of on-demand streaming [2] require
current and future video streaming content delivery systems to be highly
scalable and efficient. Such requirements have lead to the deployment of
purpose built Content Distribution Networks (CDN) for video streaming
and deployment of caches at the edges of access networks, allowing pop-
ular content to be delivered from closer to the user. In addition to the
challenges posed by on-demand streaming, emerging services such as inter-
active streaming pose unique challenges where user satisfaction is strongly
coupled to the service being seamless and of high quality. Although resi-
dential Internet speeds have considerably increased, improved downloading
and prefetching strategies are required to provide an acceptable Quality of
Experience (QoE) to the viewer, while at the same time scale to a large
number of users in a cost effective manner. Asides from the technical fac-
tors mentioned above, socio-economic and human factors play important
roles in the revenue model of such services. The combination of all these
factors makes for a very interesting field of research.

1.1 Motivation and problem description

The average residential bandwidth has steadily increased in the past few
decades and conservative predictions are that residential bandwidths would
double in the period between 2014 and 2019 [3]. Studies have also shown
that high-end residential data rates grow by as much as 50% annually [4].
The highly competitive nature of residential Internet access ensures that
these advances trickle down very quickly to the average user. Together with
the much increased residential bandwidths, several high-quality on-demand
video streaming services have emerged. Typically, in these services, the
viewer can chose from a catalog of videos and the video stream is served to a
client only when explicit requests for the video are made. Such services break
the barriers imposed by traditional broadcast services, where the viewer had
to tune in to a channel at a particular time.

Several methods have been explored to deliver video streams over the
Internet. Currently, the most popular means is through HTTP-based Adap-
tive Streaming (HAS)9. This family of streaming protocols utilizes the HTTP
protocol, originally designed for the web, together with adaptive quality se-
lection to match the client’s current download rate. Analogous to the web,
streaming through HAS is also client-driven and takes added benefits of
components developed and deployed for the web. HAS content can easily

9We will use the acronym HAS to refer to all HTTP-based Adaptive Streaming (HAS)
solutions, including proprietary players such as YouTube, Netflix, Amazon Prime, etc.,
and new standards such as Dynamic Adaptive Streaming over HTTP (DASH) [5]

3
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1.1. MOTIVATION AND PROBLEM DESCRIPTION

be replicated, stored and delivered by caches and off-the-shelf HTTP servers,
without the need for any specialized or proprietary software.

Given that almost all commercial services have shifted towards using
HAS for video streaming, continued improvements in scalability and effi-
ciency are required to cater to the ever increasing user base. The increas-
ingly common trend of television viewers resorting to on-demand, IP-based
sources for their entertainment is expected to trigger several changes to the
traffic on the Internet. Predictions by Cisco [3] suggest that more and more
traffic on the Internet will originate from CDNs and that the global IP video
traffic will account for 80% of all IP traffic on the Internet. It is therefore
important that both current and next generation of streaming services are
scalable and efficient. Content caching and CDNs provide valuable tools
here. However, while CDNs and content caches are easy to implement with
HAS-based content, their impact on streaming performance are relatively
unexplored.

Furthermore, the ever changing landscape of Internet-based services has
recently transitioned into a new phase, where personalized on-demand ser-
vices are replacing the traditional broadcast-based entertainment services.
As this significant change in user behavior continues, we will see many new
entertainment services that require new delivery solutions to be developed.
In the context of these next-generation services, there are many interesting
and important research questions pertaining to problems related to content
organization, optimized client-side implementations, efficient content deliv-
ery, and content caching that remain largely unexplored.

This thesis contributes towards (i) improving the current state-of-the-
art for efficient delivery of regular linear HAS videos (where viewers watch
a video from start to end, and the only allowed actions are play, pause and
fast-forward/backward) with the help of caches, and (ii) to enable tomor-
rows’ personalized services with the introduction of new HAS-based interac-
tive streaming protocols that allow users to select their own plot sequences
through a video. Both these aspects are important to realize several of
the aforementioned projections. First, we study the effect of proxy caches
on streaming over HTTP. We propose and evaluate new policies for proxy
caches which leads to a better user experience and better bandwidth uti-
lization. Our contributions help to bridge the gap in understanding the
effect of proxy caches on HAS and answers important questions as to how
content-aware proxies must be built. Second, we propose, implement, and
evaluate a framework for interactive branched video streaming over HTTP.
By leveraging HTTP, our framework allows a content-creator to personalize
a video to users’ tastes, and seamless user interaction with the video. Asides
from developing such a framework, we address several research questions re-
lated to design of interactive branched video players, design and evaluation
of classes of prefetching policies and buffer management techniques, that
are required to provide stall free playback of such videos. In general, our
research methodology relies on thorough evaluation and characterization of

4
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both existing and our proposed solutions through system implementations
and real-world experiments. Whenever possible, our source codes have also
been released for use by the research community.

1.2 Contributions

This thesis contributes efficient and adaptive techniques to deliver on-demand
streaming of both linear, non-interactive video and interactive branched
video. This thesis makes four primary contributions.

(a) Performance study of the impact that web proxy caches have
on HTTP-based Adaptive Streaming (HAS). Caching of video
content and subsequent playback of cached content by other clients
is one of the biggest motivations for streaming over HTTP. Although
HAS can leverage potential benefits of caches, the interaction between
HAS clients and proxy caches is relatively unexplored and requires
deeper investigation. Analysis of the impact of proxy caches on HAS
was performed by first instrumenting a HAS player and by creating
a dedicated testbed that included a Squid proxy and a measurement
framework to collect and analyze network traffic. We then used the
testbed to run trace-driven network emulations for a wide range of
scenarios, in which we collect traces, both at the network-level and at
the instrumented player, and analyze the results. Our results show
that a standard proxy can assist HAS clients, but that the location of
the bottleneck and network conditions play important roles in a proxy-
assisted HAS scenario. Our results also show that the effectiveness of
proxy caches can be vastly improved by utilizing content-aware proxy
caches.

(b) Propose and evaluate new policies for proxy caches that im-
prove user experience, scalability, and efficiency of HAS. Our
content-aware proxy cache policies keep track of how HAS videos are
chunked and utilize that on-demand videos typically are viewed se-
quentially from start to end. These prefetching policies are placed
at the proxies and keep track of a HAS client’s progress through a
video, and prefetches chunks at the quality that is most likely to be
requested by the client. All these policies were implemented in an
open source Squid proxy. In addition to content-aware policies, we
also design and evaluate scenarios where a HAS client and the proxy
share information, such as the current buffer condition and chunks
available in the cache, respectively. With the help of this additional
information, both the client and the proxy can make informed deci-
sions on which chunks to download and their respective qualities. Our
evaluations show that the content-aware proxy policies and the coop-
erative proxy assisted solution provide improved playback quality and
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cost savings when compared to a simple proxy-assisted solution. As
with the proxy-assisted solution, the effectiveness depends upon the
location of the bottleneck and the available bandwidth on each side of
the proxy.

(c) Propose, implement, and evaluate novel interactive VoD de-
livery techniques over HAS that allows interactive branched
video playback. Interactive branched video, sometimes also referred
to as nonlinear video or multipath video, is an extension to on-demand
HAS, where the viewer can chose to view one of many plot sequences
in a video. These plot sequences can be defined by the creator and can
be modified online based on user information such as previous viewing
history or user profile. This thesis presents the design and evaluation
of a framework that allows interactive branched video playback over
existing HAS infrastructure with modifications only to the client-side
player. Using this framework, seamless transition across branches with
adaptive playback quality can be achieved by leveraging the chunked
nature of HAS videos, even with simple prefetching techniques.

(d) Design an optimization framework for interactive branched
video, classes of prefetching policies to provide stall free and
optimal playback, and the evaluation thereof. Interactive branched
video playback over HAS allows for interactive and adaptive story
telling, while at the same time careful prefetching and buffer manage-
ment policies are required to achieve uninterrupted playback. This
thesis presents the design, implementation and evaluation of prefetch-
ing and buffer management policies, which are developed based on an
optimization framework. Results show that under a wide range of sce-
narios, our policies can effectively prefetch data by using multiple TCP
connections and choosing qualities for chunks such that the playback
is stall free, seamless, and the playback quality is maximized.

1.3 Thesis organization

This thesis is organized around the main contributions as described in Sec-
tion 1.2. To familiarize the reader, background (Chapter 2) and related
works (Chapter 3) are first presented. Chapter 4 presents the evaluation
and characterization of a typical HAS video player, followed by our evalu-
ation of how the presence of proxy caches affects the performance of such
players. Chapter 4 also discusses the design and evaluation of various proxy-
assisted streaming techniques and policies that could be used to mitigate the
potential negative performance effects of a proxy cache, while at the same
time retaining the improvements to efficiency and scalability that a proxy
cache adds. In Chapter 5, we present the motivation and design issues
posed by interactive branched video streaming, followed by a discussion and
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evaluation of a simple prototype implementation of an HTTP-based inter-
active branched video player. Chapter 6 presents a detailed formulation,
implementation, and evaluation of the prefetching strategies and solutions
required for interactive branched streaming over HTTP. Finally, concluding
remarks, extensions of the work presented in this thesis, and future works
are discussed in Chapter 7.

1.4 Publication list

This thesis is based three research papers [6], [7], [8]. In the following we
summarize these papers, as well as another paper under submission [9] and
others previously published by the defendant [10], [11].

Articles in thesis:

• V. Krishnamoorthi, N. Carlsson, D. Eager, A. Mahanti, and N. Shah-
mehri, Quality-adaptive Prefetching for Interactive Branched
Video using HTTP-based Adaptive Streaming In Proceedings
of the ACM International Conference on Multimedia (ACM Multime-
dia), Nov. 2014.

• V. Krishnamoorthi, N. Carlsson, D. Eager, A. Mahanti, and N. Shah-
mehri, Helping Hand or Hidden Hurdle: Proxy-assisted HTTP-
based Adaptive Streaming Performance. In Proceedings of the
IEEE International Symposium on Modeling, Analysis and Simulation
of Computer and Telecommunication Systems (IEEE MASCOTS), Aug.
2013.

• V. Krishnamoorthi, P. Bergström, N. Carlsson, D. Eager, A. Mahanti,
and N. Shahmehri, Empowering the Creative User: Personal-
ized HTTP-based Adaptive Streaming of Multi-path Non-
linear Video, In Proceedings of the ACM SIGCOMM Workshop on
Future Human-Centric Multimedia Networking (FhMN), Aug. 2013.
This paper also appeared in ACM SIGCOMM Computer Communi-
cation Review (CCR), Oct. 2013.

Other research articles:

• V. Krishnamoorthi, N. Carlsson, D. Eager, A. Mahanti, and N. Shah-
mehri, Bandwidth-aware Prefetching for Proactive Multi-video
Preloading and Improved HAS Performance. In Proceedings
of the ACM International Conference on Multimedia (ACM Multime-
dia), Oct. 2015.

• N. Carlsson and D. Eager and V. Krishnamoorthi and T. Polishchuk
and N. Shahmehri, Optimized adaptive streaming of multi-video
stream bundles, Under submission.
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• A. Bianco and V. Krishnamoorthi and L. Nanfang and L. Giraudo,
OpenFlow driven ethernet traffic analysis, In Proceedings of
the IEEE International Conference on Communications (IEEE ICC),
June 2014.
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Chapter 2

Background

2.1 A historical perspective

The requirements of on-demand streaming are quite different than those of
traditional web-based services. In on-demand streaming, the time between
a certain piece of a video beging downloaded, and until the same piece is
played back is typically quite small, and is bounded by the client’s playback
buffer. In typical scenarios, where clients often want small startup delays
(the time between the user starting playback of a video to when the video
actually commences playback), this constraint leaves very little time for
the transport layer to perform error correction and recovery tasks. As the
the first commercial streaming services emerged, the networks had larger
round-trip times and lower datarates in average, when compared to what
we see today. These limitations played significant roles when design choices
regarding the transport protocol were made.

Most of the original video streaming services at the time were designed
with the User Datagram Protocol (UDP) in mind, rather than with the help
of the Transmission Control Protocol (TCP). UDP offers no guarantees,
but allows the sender to control the sending rate. In contrast, TCP offers
reliable connection-oriented services with congestion and flow control, but
does not provide any rate-control. To ensure timely delivery, it was therefore
often argued that a client would prefer to have a few packets lost, rather
than experience additional delay for packet-level error correction or recovery
mechanisms to correct the stream. To overcome errors that might occur
due to UDP’s properties, it was common that a certain level of robustness
was built into the encoded video, allowing the player to recover from such
situations without additional retransmissions.

At that time, several proprietary application and transport layer pro-
tocols were also developed to manage streaming sessions. The first among
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these were the Progressive Networks Media/Audio (PNM/PNA) protocol
developed by RealNetworks. They, as well as many others, later moved to
using a proprietary transport protocol over the Real Time Streaming Proto-
col (RTSP) [12] to manage video streaming sessions. The RTSP protocol was
developed and standardized by the Internet Engineering Task Force (IETF)
and is also known as the network remote control. The protocol places no
restrictions on the transport layer to be used. Several commercial solutions
have utilized RTSP with either TCP, UDP, and even proprietary transport
protocols. Microsoft has developed multiple standards based both on RTSP
and on their own standard called Microsoft Media Server (MMS)1, which
supports transfers over both TCP and UDP. Adobe, on the other hand,
developed the Real Time Messaging Protocol (RTMP) [13] which supports
transfer over multiple transport layer protocols. Standardization attempts
were also made at the transport layer, which lead to the Real Time Proto-
col/Real Time Control Protocol (RTP/RTCP) [14] suite, which was built
on top of UDP. These example protocols also illustrate that there has long
been a very large variety of protocols that could be used to stream videos.

Although arguments about TCP being unsuitable for streaming traffic
may have held some water during the late 90s and early 2000s, the use of pro-
prietary or UDP-based protocols had major limitations. Perhaps the biggest
among these was that traffic over UDP or other unstandardized protocols of-
ten are blocked by firewalls and Network Address Translators (NATs), due
to security concerns with connectionless service such as UDP and due to
risks posed by unknown protocols, for example. Furthermore, several proto-
cols such as RTP/RTCP utilized in-band or out-of-band signaling through
specialized protocols, which were even used to drive feedback-based quality
adaptation at the servers. This meant that the servers had to track the client
state continually, imposing greater requirements at the server-side as well.
These limitations slowly started to outweigh the benefits of using UDP-like
protocols.

The WWW, during the same period, had grown tremendously. Service
and content providers had developed and deployed technologies to scale up
to increasingly larger user bases. Several of the largest websites and other
companies built CDNs, consisting of vast interconnected server networks
which can be used to deliver content globally. Also, web caches were de-
ployed, which store a copy of webpages that flow through it. These caches
copy locally the webpages, allowing for significant reduction in fetch times of
later requests to the same webpages. Both CDNs and caches were developed
specifically for web-based traffic. The WWW uses the Hypertext Transfer
Protocol (HTTP) as its application layer protocol and the TCP/IP protocol
suite to provide guarantees that are required for webpages. The develop-
ment and deployment of CDNs and proxy caches significantly reduced the
cost incurred by the content provider and the service providers in delivering
data to an end user.

1https://en.wikipedia.org/wiki/Microsoft Media Server
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At the same time, incremental improvements to access speeds and re-
duction in Round-Trip Times (RTTs) made streaming over TCP a feasible
alternative. Furthermore, as client side computational power and storage
capacity improved, the clients could use a larger buffer to accommodate
for fluctuations in the network bandwidth. The larger buffer also provides
additional time for TCP’s error correction and recovery to recover packets
in time for playback. These developments, in addition to improvements in
delivering web content through CDNs, large deployments of proxy caches at
the network’s edge and NAT/firewall ports not blocking client-driven TCP
traffic lead to the adoption of streaming over HTTP. In contrast to the
earlier streaming protocols, HTTP and therefore streaming over HTTP is
entirely client driven. This significantly reduces the complexity required at
the server-side, helps the entire system to scale better, for e.g., by making
use of CDNs and proxy caches and even allows the possibility to download
streams from multiple servers in parallel. Finally, deployment and licensing
costs of HTTP servers are much lower when compared to deployment of
proprietary servers.

2.2 HTTP-based streaming

HTTP is the application level protocol of the web, and, as one would expect,
it is designed with a client-server model in mind. HTTP, as mentioned
before, is client driven. A client can establish a HTTP session by connecting
to port 80 on a server through a TCP connection. Having established a
connection, clients can then request or transfer data from the server using
standard HTTP methods. The most popular among such methods is the
GET method, used to retrieve content, and POST to transfer data to the
server. Along with responses, the server can also send HTTP response codes,
which are used to convey information regarding progress of a request, success
or completion of a request, as well as regarding redirections and errors.

HTTP was originally designed to transfer webpages and small objects,
such as images and animations, that might be embedded on webpages. On
the other hand, videos of even a few seconds in duration are considerably
larger than an average webpage. However, the first generation of HTTP-
based streaming players requested for the entire video using a single GET
request. The rate at which the server transmits the request is governed by
TCP’s congestion control algorithm, with the TCP/IP stack delivering data
on a best-effort basis. Therefore, the rate at which a client receives the video
stream is dependent on the available bandwidth between the two hosts, the
rate at which the server can send data, and the rate at which the client
can receive data. HTTP requests which follow this method to download are
known as progressive downloads.

Although progressive downloads work well for short video clips where the
viewer watches from the beginning of a video to its end, there are several
issues when one takes into account a typical user’s behavior. For example,
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Figure 2.1: Generating chunks from a base video

studies have shown that users seldom watch videos from start to end [15].
In fact, viewers often navigate to parts of the video which they consider
interesting or even worse, watch the beginning of several videos before set-
tling down to watch a video completely [16]. Under such use cases, a client
which progressively downloads a video stream would have to wait for a long
time if the viewer decides to seek to the end of the video as soon as playback
commences. Furthermore, TCP’s congestion control is the only factor which
throttles the download rate in progressive HTTP download. In cases where
a viewer decides to abandon watching a particular video, there is no benefit
to download data which lies a few seconds beyond the current play-point. In
both the aforementioned cases, a large portion of the download data might
not have been used for playback. This leads to wasted bandwidth at both
the client and server side, potentially forcing the content provider to deploy
additional server replicas to meet the bandwidth demands.

To overcome the apparent shortcomings of progressive download video
streams, commercial solutions use either a chunk-based or range-request-
based system. Both these systems are quite similar, but differ slightly only
in the way in which the video is represented in the server.

A chunk-based system divides a base video into smaller pieces called
chunks, as shown in Figure 2.1. Successive chunks are continuations of the
original video byte stream. Placement of the boundary between chunks
is not based on data volume, but on the playtime of each chunk. The
chunk duration is the number of seconds that every chunk in that video will
play for. Typical chunk lengths that one might observe are 3-10 seconds.
These values vary between different services and even between two videos
in a service. Once chunks are generated, each chunk is assigned a unique
Uniform Resource Locator (URL). Generally, the assigned URLs are based
on the URL which identifies the video, and a number is typically added as
a suffix to indicate the relative chunk position of the chunk.

In contrast, a range-request based system does not partition the byte
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Figure 2.2: Typical download pattern of HTTP-based players

stream into chunks, but instead, relies on HTTP range-requests. With such
requests, the client can independently request any sequence of bytes in the
video stream by using a start and an end byte value. One can imagine the
progressive download as a HTTP range-request with the start value as zero
and the end value as the final byte of the video.

In contrast to progressive download, both the chunk-based and range-
request-based systems require the client to have some additional information
about the video. In a chunk-based system, the client must know the chunk
length, the number of chunks available, and the naming convention used for
that video. Similarly, a range-request-based client must know the first and
the last byte of a video stream and the protocol stack must support HTTP
range-requests, otherwise known as byte serving. With these systems, a
manifest file, also called as the Media Presentation Description (MPD), is
used to share all relevant information to the client. Whenever playback
of a video is initiated, the manifest file is sent to the client along with
player binaries and it provides all bootstrap information necessary at the
client. The data contained in the manifest can also be used to map a certain
playtime to a specific chunk or range-request.

In special cases, such as interactive or multi view-point streaming, MPDs
can also be used to convey information about interaction points in the video,
or multiple viewing angles. There might also be additional configuration
information about the adaptation logic and codec related information in the
file. Once the MPD has been parsed, the client can be expected to act in
accordance to the conventions of the service and start downloading chunks
for playback.

Using chunks or range-requests overcomes the aforementioned drawbacks
of progressive downloads. When a viewer decides to seek to new point in
time, the player can now request for a chunk or range of bytes that corre-
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spond to play-time requested by the viewer. This eliminates the unnecessary
downloading of data between the current play-point and the new play-point.
With chunk and range-request-based players, maximum buffer sizes can now
be controlled, as the request for each chunk or byte-range can be used to
control how much future data is available in the buffer. The maximum buffer
size (T buf

max), can be defined as the maximum number of seconds of video that
the client can locally store in its buffer. Once T buf

max is reached, the player can
be instructed to not request for future chunks or ranges. By using another
threshold, called minimum buffer size (T buf

min), which corresponds to the min-
imum value that the buffer should ever reach, the buffer can be allowed to
drop until T buf

min is reached, before requests are triggered again. Using this
simple technique, buffer sizes can be regulated to always remain between
these two thresholds. The size and difference between these two values must
be carefully considered to allow for stall free playback, minimal bandwidth
and resources wastage as well.

Controlling the amount of data available in the buffer through thresholds,
in steady-state results in two distinct phases of operation. Whenever the
buffer occupancy exceeds T buf

max, the client does not place any requests until

the buffer occupancy drops to T buf
min. Since T buf

max and T buf
min are actually

set in terms of play-time (seconds) the player remains in this state for the

duration given by (T buf
max − T buf

min). Similarly, the client would download

chunks whenever the buffer has fallen below T buf
min and has not yet reached

T buf
max. The duration that a client would remain in this state will be equal to

T buf
max−T

buf
min∗(encodingrate/downloadrate). In popular literature, these two

states are often called the off and on states, respectively. Figure 2.2 shows
a diagrammatic explanation of these two states with the associated buffer
occupancy, as well as the download and playback details for a chunk-based
system.

2.3 HTTP-based adaptive streaming

HTTP-based Adaptive Streaming (HAS) is a widely used standard to
deliver video streams over HTTP. HAS is very similar to the chunk and
range-based streaming over HTTP. In fact, both the download strategies
and the way in which chunks/ranges are downloaded are exactly the same.
However, in contrast to HTTP-based streaming, a HAS stream has multiple
encodings of the same video available on the server. Furthermore, the client
when watching the video, is free to adaptively switch between different qual-
ities of the video and audio chunks (from the set of qualities available) as it
is progressing from one chunk to the next. Figure 2.3 shows a representa-
tion of multiple encoding rates of a base-video organized into chunks whose
boundaries align perfectly.

Generally video chunks or range-requests are generated in a way such
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Figure 2.3: Multiple chunk encoding-rates in a HAS video

that the beginning of each chunk or range request aligns with an I-frame.
Here, I-frame stands for Intra-coded frame. These frames are fully specified;
i.e., the decoder can reconstruct this frame on the screen without any ad-
ditional information. Since I-frames contain all information about a scene
without dependencies to earlier or later frames, they are considerably larger
compared to P-frames (Predicted frame) and B-frames (Bi-predictive frame)
which can refer to frames before and after it.

Some chunk or range-request based HTTP-based players allow the clients
to manually chose an encoding based on their expected needs. This is not
HAS. In true HAS videos, the chunks are synchronized across encoding-rates
(e.g., as shows in Figure 2.3) so that, the start and end time of chunks are
exactly the same across all available encoding-rates the video is available at.
This allows the client to run rate-estimation algorithms to determine the
best quality at which the next chunk should be requested. The qualities are
selected in such a way that the clients are expected to achieve high playback
quality, while avoiding playback stalls.

Quality adaptation algorithms are used in HAS to determine the quality
at which the next chunk is downloaded. Since chunk boundaries are aligned
across all encodings of the video, the client, if necessary, can chose to play-
back chunks at any quality, irrespective of the qualities choice before. In
order to ascertain the network throughput, a HAS player tracks the time
at which requests are sent to the server (Trequest). The client is aware of
the sizes (S) of these chunks based on the information available in the man-
ifest file, or in the case of range-requests the size of the range-request is
determined by the player. When a chunk has been downloaded completely
(indicated by a 200 OK HTTP response code), the client also tracks the time
at which the response was received (Tresponse). Using these parameters, the
client can now generate the average download rate at which this chunk was
downloaded as S/(Tresponse − Trequest). Based on the observed download
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rate, the client can adapt the quality of the next chunk such that it will be
downloaded before its playback deadline. Whenever the observed download
rate suggests that downloading chunks at the current encoding rate would
lead to playback deadline violations, chunk requests can be made at lower
encoding rates to avoid playback stalls. Similarly the encoding rates can be
appropriately increased in case if the observed download rate suggests the
opposite. In fact, similar to non-adaptive HTTP streaming, an additional
buffer Tmin is typically maintained to avoid stalls. This is also taken into
account when selecting video qualities of future chunks.

The rate-estimation and quality adaptation procedure discussed above
is very simplistic. It is well known that network throughputs can vary
drastically due to several factors, such as competing flows, packet drops,
switches or routers operating under heavy loads. Throughput variation is
more pronounced in the case of wireless access techniques such as LTE and
WiFi, where presence and movement of objects and environmental factors
can degrade a signal and negatively impact the throughput. Therefore, rate-
estimation based on the observed download rate of a single chunk does not
necessarily provide sufficient information about the throughput that would
be available when downloading the next chunk. In practice, the expected
download rate is extrapolated either based on a rolling window or a weighted
average of several previous chunk downloads. For example, an exponentially
weighted moving average might be used to calculate the estimated avail-
able bandwidth as BWi = (1− α) · BWi−1 + α · (S/(Tresponse − Trequest)),
where BWi−1 is the estimated bandwidth during the previous iteration of
the weighted average calculations, and the weight α determines the signifi-
cance applied to the newly observed download rate.

The method and weights used to calculate the estimated bandwidth can
be fine-tuned during run-time, to be more aggressive when a large buffer
has been built up or to accommodate for a history of playback stalls by
conservatively factoring down the estimated bandwidth, for example. In
addition to the measured and estimated download rates, a HAS player can
use other metrics to adapt the playback quality. For example, the number
of dropped frames when playing a video can indicate that the CPU or GPU
is unable to cope with decoding video frames in time. Other factors such as
the screen size, state of the player (full screen vs minimized), platform (App
vs browser) could also be taken into consideration.

As it is popularly referred to, HTTP-based Adaptive Streaming (HAS)
is specified as a standard in the Motion Picture Experts Group- Dynamic
Adaptive Streaming over HTTP (MPEG-DASH) [5] specifications and in
the 3rd Generation Partnership Project (3GPP) [17]. The standards are
loosely based on several commercial implementations of adaptive streaming
solutions over HTTP. The most popular among these are Adobe’s HTTP
Dynamic Streaming (HDS)2, Apple’s HTTP Live Streaming (HLS)3 and

2http://www.adobe.com/products/hds-dynamic-streaming.html
3https://en.wikipedia.org/wiki/QuickTime
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Microsoft’s Smooth Streaming (MSS)4. Among the three commercial imple-
mentations, Adobe HDS is open source while the other two are proprietary.

2.4 Web caching and caching of HTTP-based
streams

Web proxies were initially designed as means to provide access to the In-
ternet for a sub-network (subnet) consisting of several end-points. The web
proxy acted as an aggregation point for all traffic from the network to the
Internet. This facilitated the use of centralized firewalls and NATs at the
proxies, while at the same time providing transparent Internet access to the
end hosts. Web caching through the use of proxy caches was envisioned
in the early 1990s [18]. These caches operate by storing a local copy of
the content that goes through them. When a locally cached content is re-
quested again, the cache serves the request from the local cache rather from
the origin server. Web caching, as discussed before, reduces bandwidth con-
sumption, transmission delays and the server workload. Inadvertently, web
proxies also allow access to content even when the origin server is offline,
allows for greater network utilization, decreased network traffic, and also
provides central monitoring and management of the data flowing in and out
of a network.

Caches are generally organized in a hierarchical manner at each level
of the network. The most natural example for such an architecture would
be to consider caches at client devices followed by caches at subnets fol-
lowed by caches at the operator level organized at regional and national
levels [19]. While distributed architectures for caching [20] have also been
explored, hierarchical organization is most commonly used in practice. The
predominant goal of proxy caches is to maximize the cache hit-rate. Hit-rate
is defined as the the ratio of the number of requests served from the local
cache to the total number of requests. The proxy cache has a finite data
store or a disk on which it must organize and store content such that its
expected hit-rate is maximized. Typically, content objects are added to the
cache whenever they are requested and the cache does not contain a copy,
and one of several cache replacement strategies is used by the proxy cache
to chose whether to write over a piece of data or not. More intelligent cache
insertion policies have recently been proposed to take into account the long
tail of one-time requests [21], [22].

Some of the most popular cache replacement strategies are based on
the Least Recently Used (LRU) policy or the Least Frequently Used (LFU)
policy or hybrid policies called Adaptive Replacement Caches (ARC) which
behave as a hybrid between LRU and LFU strategies. The LRU policy evicts
an object that has been requested the least recently while the LFU scheme
evicts the object that has the least access frequency. Several policies perform

4http://www.iis.net/downloads/microsoft/smooth-streaming
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trade-offs between cache hit-rate and byte hit-rate. Some policies might
optimize cache hit-rate by keeping smaller objects for longer in the cache
(Greedy-Dual Size Frequency) while others such as the Least Frequently
Used with Dynamic Aging (LFUDA) store objects irrespective of their sizes
to optimize the byte hit-rate. There are several trade-offs in this area and
the choice of replacement strategy has to be fine-tuned based on the use
case and the factor be optimized.

Web caching has played a significant role in the wide spread adoption of
streaming over HTTP as the de-facto standard for video streaming. Web
caches were initially developed to store and replicate web pages. Caching
has been proven to be very effective for regular web traffic. Typical web
requests go through multiple level of caches before actually reaching an
origin server. For example, all modern browsers are equipped with a browser
cache, commercial Internet Service Providers (ISPs) typically deploy several
caches along their networks to reduce retrieval times, and even the actual
web server might be present behind levels of caches in the content provider’s
network or a CDN.

When compared to receiving the response from the server, a response
from the cache has a smaller RTT. This is mainly due to the caches being
physically closer to the client and the round-trip distance that a packet has
to travel from the client to the proxy is smaller. Proxies also often help
avoid that the packet needs to go through potential transit bottlenecks.
In general, these reduced RTTs will also result in faster downloads and
streaming speeds. Asides from improving throughputs, presence of caches
and also improves the server-side scalability. The cache effectively acts as a
server if the content is found locally, hence offloading the server whenever
cache hits occur.

ISPs and content providers’ monetary policies depend heavily on the
number of bytes sent and received to one another. For example, a larger
provider ISP might charge its customer ISP based on the number of bytes it
forwards to/from external domains, on behalf of the customer ISP. In this
case, the customer ISP can reduce its operational expenses by installing sev-
eral caches within its network, therefore avoid having to repetitively down-
load the same content through its provider.

Since streaming traffic over HTTP is also web traffic, caches can also
store and replicate chunks of HTTP streams. Whereas progressive streaming
over HTTP would require the cache to store the entire video file in the local
memory, this is not necessary with chunked video. This is important since
video occupies large volumes when compared to regular web traffic, and
users who watch a cached video often might not watch the entire content.
If a cache choses to store entire videos, a significant portion of the cached
data might therefore never be used at all. Likewise, for the cache to store a
video, it requires that at least one client streaned the video completely, from
the beginning to the end. With chunked or range-based HTTP streams, the
cache can initially store any chunk that goes across the proxy and gradually
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discard the less popular chunks and replace them with more popular chunks
or the chunks that are most likely to be requested in the future. By doing
so, the cache can store other content that are most likely to be requested,
and lets the cache to contribute effectively with a much smaller footprint.

Although proxy caches are highly beneficial for the clients, the net-
work provider, and the service provider, the research presented in this the-
sis [6], [8], [10] and others [23], [24], [25], [26] reveal some drawbacks and
challenges that must be addressed when maximizing the benefits and elimi-
nating the drawbacks. Here, we broadly highlight one such challenge. First
note that the encoding rate and the time at which requests are made are
determined based on the buffer occupancy and the inferred network through-
put during previous chunk downloads. As discussed earlier in this section,
chunks allow proxy caches to contribute positively to a HAS session with
only a few cached chunks. For example, when the client’s request encoun-
ters a cache-hit, the response reaches the client much faster than it regu-
larly would if the chunk were sent by the server. While this is encouraging,
this faster chunk downloads lead to the client over estimating the available
throughput. This can also potentially cause client to request a chunk at a
higher encoding rate. As long as the client experiences cache hits, the client
will likely continue to successfully download chunks in time for playback, but
when the client encounters a cache miss, the skewed estimated bandwidth
might not accurately reflect the available throughput to the server. Under
such circumstances, the client might experience playback stalls if the buffer
size or the buffer occupancy is too small.

Playback stalls and fluctuations in the video quality have been found to
be important QoE metrics from the user’s perspective [15]. It is therefore
important to avoid playback stalls and perform quality adaptation in a grad-
ual manner. It is also important to understand how HAS clients interact
with the network, and the effect that HAS access patterns have on the net-
work. In this regard, this thesis presents the design and evaluation of several
proxy-assisted solutions, that are designed to aid in improving the viewers
QoE. In addition to the proxy-assisted solutions, this thesis also discusses
cooperative client-proxy solutions where the client and the proxy share in-
formation between one another in order to ensure that the decisions made
by the client and the proxy are consistent and result in the best possible
playback experience at the client.

2.5 Other streaming techniques

Several techniques have been explored previously to efficiently distribute
multimedia content. The following paragraphs attempt to cover some of
the most relevant techniques to the context of this thesis. To accommodate
more users, provide a service with better audio-visual quality or with lower
delays, scalable and efficient protocols are required. As video delivery over
the Internet became a reality, several such techniques have been proposed

19



“thesis” — 2016/9/27 — 10:04 — page 20 — #34

2.5. OTHER STREAMING TECHNIQUES

and experimented with. Perhaps the first among these were the works based
on multicast or broadcast domains [27], [28], [29]. Intuitively, multicast and
broadcast based methods provide much better server-side scalability, as the
server does not have to handle n unicast streams but 1 multicast stream.
IP-based multicast trees to distribute IPTV [30] content were developed
to build an IP distribution tree from a source to several receivers. Here,
designated nodes, called Rendevous Points (RPs), are used to effectively
manage and maintain the distribution tree. The RP can connect to multi-
ple sources and obtains content to disseminate via unicast from the sources.
The distribution tree is dynamically built using the Internet Group Manage-
ment Protocol (IGMP), where a set-top-box wishing to connect to a certain
broadcast connects to a router and subscribes to a distribution tree. This
architecture requires the network core to maintain state, where nodes wish-
ing to participate in the distribution tree subscribe to the RP or to nodes
above it in the distribution tree.

Scalable Video Coding (SVC), an extension to the H.264 Advanced Video
Codec was envisioned as an adaptive scalable video delivery codec [31]. SVC
supports adaptive screen sizes (spatial resolution), adaptive frame rates
(temporal resolution), and bit rates (quality resolution). This makes it
possible to adapt content based on different modalities where the spacial,
temporal or quality resolution might be adapted on the fly in real-time appli-
cations [32]. When compared to HAS, SVC requires only one video encoding
for several adaptation profiles while the number of video encodings required
in HAS scales linearly with the number of adaptation steps in one direction.
Video streams in SVC can be split into a base layer and several adaptation
layers. The client can receive these layers in a best-effort manner and re-
construct content on the fly to adaptively present the video. However, the
process of generating several adaptation layers involves a significant cod-
ing penalty [33]. Furthermore, a client-driven SVC over HAS would involve
multiple requests for different layers for the same chunk. Each initial re-
quest would have to endure a connection setup, TCP slow-start and in cases
where the connection idles for durations greater than the TCP Round-Trip
timeOut (RTO) value, a idle-timeout overhead as well.

Availability and costs play significant roles in adoption and evolution of
services over the Internet. Video streaming requires dedicated and globally
distributed resources to store data and network bandwidth to disseminate
content on-demand. CDNs play central roles in on-demand and live stream-
ing services by storing and distributing vast amounts of data globally [34].
However, CDNs require large investments in order to install, manage and run
the required infrastructure. On the other hand, Peer-to-Peer (P2P) based
systems [35], [36], [37] rely on a group of clients sharing content with others.
This system, as exemplified by BitTorrent, eliminates the need for servers.
However, availability and download speed heavily rely on the number of
clients which posses the requested content and their upload bandwidths.
Owing to these limitations, in an on-demand or live VoD scenario, it is hard
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to provide service level guarantees using a pure P2P-based system. Hy-
brid approaches which use peer-assisted servers can be used to get the best
of both worlds, where the availability and service level guarantees can be
provided by designating a server which is aided by several peers to stream
content to a client [38], [39].

The enormous data volumes involved in large-scale on-demand and live
streaming require scalable, stable, cost-efficient and flexible solutions that
can handle changes in demand and access patterns over time. Improve-
ments in bandwidths available to end-users and developments in virtualiza-
tion techniques have lead to commercial deployment of cloud-based services.
These systems allow to remotely store, process and distribute large amounts
of data. In addition to these, cloud-based systems also offer quick reconfigu-
ration and resource allocation on demand. Cloud and peer-assisted stream-
ing services however require careful consideration of different expenses and
effectiveness of different techniques. For example, peer-to-peer techniques
are very effective in distributing vastly popular content, while a purely
server-based approach might struggle when it comes to a large number of
clients. A service provider might chose to carefully distribute the process of
content delivery over different techniques to optimally guarantee good user
experience with lower running costs [39], [40].

2.6 Interactive branched video streaming, a
primer

Browsing the Web has always been an interactive and personalizable ex-
perience. User interaction with links on the web pages, to a large extent
determines the content that is shown to the viewer. Contrary to browsing
over the Web, video streaming over the web has only been personalizable
through video recommendations (as part of browsing) and actions such as
fast forward and rewind. In most cases, the viewer is expected to watch
a video from the beginning to the end. We believe this will change with
interactive branched video streaming. In the following, we outline some of
the key concepts and ideas behind our HAS-based branched video streaming
system. While this design idea is a part of our contributions, we introduce
some of these ideas here, so as to set the context for the remainder of the
thesis.

Interactive story telling has been used in several novels, perhaps most
notably in the popular children’s novel series called ”Goosebumps”. The
reader would simply turn to a different page based on the different options
given by the author. Along similar lines, interactive video streaming is a
concept where the viewer can interact with a video and influence the content
that is about to be presented. Earliest digital applications of interactive
videos appeared in DVDs where the viewer, by pushing a button could
navigate to a different chapter in the DVD, thereby altering the story line
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(a) Chunked video, linear playback

(b) Segments of contiguous chunks

Figure 2.4: Example linear video organized into segments for interactive
branched playback

according to the choice made by the user. This class of interactive videos is
referred to as interactive branched streaming or simply branched streaming
from here onwards.

When compared to traditional progressive download over HTTP, chunk
or range-based streaming over HTTP; in a way simplifies the process of
branched streaming. Since the videos are split into addressable chunks or
ranges with known playback durations, potential playback paths along a
video can be designated which resemble graph or tree structure. User inter-
action, by means of clicking a button or key strokes can be used to determine
branches to traverse with defaults assigned in case the user does not inter-
act. Figures 2.4 and 2.5 illustrate the key differences between traditional
linear HAS streaming and interactive branched video streaming over HAS,
as proposed in our research [6], [8].

Figure 2.4a shows a chunk-based HTTP video generated from a base
video. When this video is played back as a regular video, also known as
a linear video; the chunks are played back linearly. Although the time at
which chunks are requested can vary based on buffer occupancy and net-
work conditions, the chunks will be downloaded in the same order as shown
in the figure, unless the user initiates a VoD functionality, such as, fast
forward or rewind for example. In contrast to linear streaming, nonlin-
ear streaming involves multiple plot sequences within a video and places
different requirements on the download and playback ordering of chunks.
For example, consider an example where the the first three chunks of the
video make up an introductory scene which is followed up by two alternative
scenes, each defined by a sequence of three chunks (4, 5, 6 and 7, 8, 9). The
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Figure 2.5: Interactive branched playback

user may chose to interact with the video anytime before reaching the end
of chunk 3 (branch point), thereby choosing to play either the first set of
chunks or the second set of chunks. From here onwards, these sets of chunks
which form a part of non-interactive playback between two branch points
are called as segments. Such an example scenario is illustrated in Figure 2.5.
Here, segment S1 corresponds to segment 1 in Figure 2.4 and segment S2
corresponds to segment 2 in Figure 2.4 and so forth. Again, segment 1 is
the initial segment to be played back, while segments 2 and 3 are branch
options, whose playback and download ordering are uncertain. In order to
facilitate stall-free playback after the branch point, at least the first chunks
of both segment 2 and 3 must be available to the player to perform seamless
interactive playback.

Avoiding stalls during playback has found to be one of the most impor-
tant factors influencing viewer’s perceived QoE [15]. Both the number and
duration of stalls have been found to have a negative impact on user experi-
ence for linear videos. With regard to interactive branched video, avoiding
stalls, especially during branch points becomes all the more paramount as
the user look forward to a seamless playback experience.

In addition to regulating the buffer occupancy based on the currently
played segment, as done by the regular HAS players (discussed in Sec-
tion 2.3), an interactive nonlinear player will also need to account for the
path structure and the potential segments that lie after the upcoming branch
point. In addition to changes in the buffer management algorithms seen in
classical HTTP-based streaming clients, an interactive branched client also
requires special prefetching algorithms which determine the best time in-
stances to prefetch chunks which are present after a branch point. These
algorithms must download these chunks such that they are downloaded be-
fore the client reaches the branch point, while at same time ensuring that
the playback buffer of the current segment does not drop too low, resulting
in playback stalls. One of the major contributions of this thesis is to identify
this problem and cast it into an optimization formulation. The formulation
can be used to optimize the viewing experience.

The aforementioned example in Figure 2.5 is with a video that is available
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at a single encoding level. In reality, such a system must be implemented
over HTTP-based adaptive streaming, where the chunks are available in
multiple encodings as described in Section 2.3. To playback seamlessly and
at the best possible quality as allowed by the network, the client must de-
termine the best quality at which chunks of the current segments must be
downloaded, and the best time instances and qualities at which chunks of
branch options must be downloaded. A part of this thesis addresses these
challenges encountered in implementing an interactive branched player over
HAS.

Websites such as YouTube, which offers User Generated Content (UGC)
have become very successful in the recent past. The success of UGC-based
sites can be attributed to them aggregating the endless resources and cre-
ativity of regular home users. Owing to the prevalent acceptance and growth
of Internet-based services in our households, several creators are interested
to share their content with users all around the globe for a small incentive.
These incentives are typically advertisement-driven revenue. Thereby, the
success of a content creator depends on the number of views or clicks ob-
tained by the content. UGC-based sites have now branched off into several
domains ranging from professional and amateur multimedia sharing, ques-
tion and answer websites, forums, wikis, podcasts and other forms of media.
The growth and popularity of video streaming can also be partly attributed
to UGC. Websites such as YouTube have over a billion users [41] and sev-
eral professional creators and organizations publish content on such websites
owing to their popularity and mass-media status.

The viewing public have vastly different tastes and preferences. Today’s
streaming websites rely on the viewer using VoD functionalities such as fast-
forward and rewind to navigate place themselves in the video timeline in
accordance to their tastes. However as users, we know that such actions are
often hit-and-miss and often lead to lost interest in watching a video. In fact,
a vast proportion of all videos are never watched beyond a few seconds as
users loose interest owing to a variety of circumstances [15]. However, a video
can also be viewed in several ways, with slightly different story-lines and
screenplays that might suit our tastes better. In order to facilitate a content
creator (both professional and UGC content creators) to accommodate for
the vast differences that one might see in the public, we envision a system
where the creator distributes a base-video over professional or UGC-based
sites. Viewers and secondary creators can make use of this base-video to
create several interactive versions of this video that might better suit the
general public’s tastes.

However, such ideas might not be very scalable if they required every
interactive version of the base-video to be stored on a server. In this the-
sis, we argue and see how interactive UGC-based videos can be made more
scalable by the use of HTTP-based streaming, where the video is divided
into chunks with unique URLs. An interested party can now generate an
interactive version of this video by referencing different chunks of the video
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to different branches. The client, when playing back this video will down-
load chunks in an order that is specified by the user interacting with the
video or according to default path defined by the creator. The benefit of
HTTP-based interactive branched video is that with a single base-video,
several interactive versions of this video can be generated with only changes
to the client-side playback algorithm. This thesis describes the design, im-
plementation and evaluation of strategies required for interactive branched
video playback, as well as provides a fully client-driven solution that allows
for infinite customizability with no changes to the server-side architecture,
content generation or content distribution techniques.
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Chapter 3

Related work

The recent and widespread adoption of HAS-based services has lead to a
wide range of research related to the topic. This chapter discusses the most
relevant research pertaining to the content in this thesis.

3.1 Content delivery

Video streaming over the Internet has long been awaited as the next big
thing to emerge from the dot-com boom. Today, as a result of continuous
improvements, network architecture and techniques used for video stream-
ing are capable of achieving high-quality playback. This coupled with large
content catalogs have resulted in very high usage of video streaming services.
In fact, today, video streaming traffic dominates the application mix on to-
day’s Internet backbone, accounting for more than 60% of the overall traffic
volume [1]. This share is expected to grow as streaming services penetrates
into many more households. Currently most large-scale streaming services
of high-quality content is done through HTTP-based Adaptive Streaming
(HAS).

When designing systems for large user bases, it is important to make
sure that large-scale content distribution is achievable with the least over-
head. The system and protocols used must at the same time ensure that
the protocol stack can inter-operate with other traffic, and allow the clients
to consistently claim their fair shares. Although the goals of most con-
tent delivery systems remain the same, different architectures have varying
characteristics, performance and workloads that they can handle [42].

Peer-to-peer networks, as exemplified by the now defunct systems Nap-
ster and Gnutella, or perhaps the more popular BitTorrent-like [35] systems
of today, have relied on utilizing the distributed power available at end hosts
to disseminate content. Such systems outweigh the traditional centralized
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client-server based systems in areas such as scalability, cost of establish-
ing and distributing content, and redundancy. However, compared to the
classical client-server paradigm, it is difficult to provide guarantees when
delivering content over regular peer-to-peer networks. As means to address
this, approaches such as cloud-assisted and peer-assisted content delivery
techniques have also been proposed [38], [39], [40]. Such systems, in addi-
tion a centralized server or a CDN together with the power of end-hosts
aiding the content delivery. These approaches makes sure that there is at
least one copy of the content available at the server (good for availability),
while at the same time, taking advantage of clients’ upload bandwidth to
improve scalability.

Yet another alternative to scale content delivery to large user-bases is
by making use of Content Delivery Networks (CDNs). CDNs [43] use a
network of interconnected servers, which are distributed strategically and
geographically to ensure quick access to data stores from several parts of
the world. Several large CDNs have a global presence, and are capable of
quickly moving content form origin servers to replicas, which are located
closer to user-bases. The cost of delivering content using CDNs has dra-
matically reduced in the recent years (by a factor of 10 between 2006 and
2010 [44]) and has thereby made CDN-based content delivery very attrac-
tive. In addition to decreasing operating costs, CDN-based content delivery
offers reconfigurability, centralized management, admission control, utiliza-
tion of web-caches and other advantages, thereby proving more attractive
than traditional peer-to-peer networks.

Perhaps, the key benefit of CDNs, as opposed to other distribution tech-
niques, in general, is that the CDN provider and the content provider are
different entities. This allows both the providers to focus on their core busi-
ness. A content provider can also purchase resources from a CDN and relin-
quish control of handling and moving replicas to the CDN. Such agreements
are analogous to the Service Level Agreements (SLA) between autonomous
systems to ensure reachability. Whenever a client from a certain part of the
globe attempts to access a video from the content providers’ website, it is
redirected to an nearby CDN server that would provide good QoS, based
on the current network load, client location and other parameters. This
process is most commonly done through DNS resolution, where the client
resolves a service or content to different CDN-edges based on the entries
in the DNS and other DNS-based performance metrics [45]. CDNs also
perform load balancing in accordance to the demand, user location, net-
work characteristics and QoS, and is generally performed at the front-end
or edge-server, which transparently fetches data through multiple back-end
CDN servers [46]. Load balancing based on Software Defined Networking
(SDN) [47] based approached have also been proposed. In addition to these,
there are several components within the context of CDNs that are research
fields in their own right, including server placement, request routing [48],
replica selection [49], pricing, caching within CDNs, and many more [50].
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With regard to video streaming, using CDNs to deliver content has now
become the norm, especially for popular services such as YouTube, Netflix,
Hulu, Amazon Prime and others. Given the global user-base and diverse
access patterns, CDNs have been pivotal in on-demand streaming over the
Internet gaining wide-spread acceptance. Some of the most popular CDNs
include Akamai1, Limelight2, Level33, Windows Azure4 and CloudFlare5 to
mention a few. However, it has also become common for Internet Service
Providers (ISP), such as AT&T and Verizon to deploy their own streaming
services over their CDNs. The goal of such services is to attract subscribers
towards their providers’ streaming services, and thereby cutting down the
need to obtain data from external CDNs, which might impact QoS and
increase the monetary costs of the ISPs. Although these developments have
blurred the lines between content providers, service providers, and CDNs,
the dynamics between the different parties is one of the major forces that
shapes the future of large-scale content delivery [51].

3.2 Client-driven approaches

The process of streaming a video over HAS is completely client-driven. This
places a large significance on the client-side algorithms used to perform
quality adaptation in HAS. Although several network level aspects, such
as competition, congestion, and packet losses can influence the playback
quality, the client-side adaptation logic can take into account these factors
and strive towards providing the best possible playback experience, given the
current circumstances. Client-side algorithms must also be robust enough
to be able to obtain their fair bandwidth share, while at the same time be
flexible to accommodate for the factors discussed above.

3.2.1 Rate-adaptive streaming solutions before HAS

Before HAS, several rate adaptation mechanisms using different transport
and application level protocols were proposed. Some of these were client-
driven and others were server-driven. The server-driven mechanisms typi-
cally relied on feedback messages from the clients which were used to convey
information about bandwidth, buffer occupancy [52] and other parameters
of interest. While some protocols relied on application-level metrics [53],
metrics from the transport layer have also be used for such purposes [14,54].
In general, server-controlled rate adaptation mechanisms have the disadvan-
tage that the control loop will always lag behind the network condition by
a factor of at least one RTT between the client and server. The delay might

1https://www.akamai.com/
2https://www.limelight.com/
3http://www.level3.com/en/products/content-delivery-network/
4https://azure.microsoft.com/en-us/services/cdn/
5https://www.cloudflare.com/
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increase exponentially in cases where there are severe network congestion or
packet losses. In addition, these mechanisms also require the server to main-
tain state information for every active client, thereby occupying more server
resources. Other client-controlled adaptive multicast protocols have also
been explored, where clients subscribe to one or more multicast groups [55].

Client-driven quality adaptation mechanisms were primarily explored in
the context of scalable video codecs. By adding and removing enhance-
ment layers to a video based on the relation between the consumption rate
at the client decoder and the available bandwidth [56]. Other approaches
which address the issue of playback quality adapting to the available net-
work throughput and short-term network congestion under the broadcast
domain have been proposed through receiver-driven layered multicast [57].

Since the early works on video streaming, there has been a shift from us-
ing UDP to TCP. Much of this shift is motivated by improvements to access
speeds, larger client memories and gradual improvements to the delivery
infrastructure.

Although downloads over TCP result in a saw-toothed throughput pat-
tern, the short-term fluctuation in throughput can be accommodated for
by using a larger client-side buffer. Furthermore, since TCP provides vi-
tal guarantees that are required for the Internet’s scalability and stability,
building either an entirely new transport protocol for streaming applications
or moving some of these aspects to higher layers while using UDP seemed
unnecessary [58]. This led to the wide-spread acceptance of streaming over
TCP and eventually to streaming over HTTP using HAS.

Client-based solutions are natural when operating over HTTP and it has
been shown that throughput over HTTP-based request response streams can
scale well in relation to the available bandwidth, for example, using larger
chunks or multiple concurrent downloads during high bandwidth conditions,
it is possible to achieve fair and high bandwidth utilization while allocating
bandwidths to clients [59].

3.2.2 Client-driven approaches using HAS

With regard to quality adaptation in HAS, the technique used to measure
available bandwidth must be able to reliably build a picture of the network
throughput over time. Most HAS clients make use of the average throughput
measured at the application layer to generate these estimates. Alternatively,
measurements at the transport layer can also be used, but the perceived
throughput at the transport layer with TCP can fluctuate to a large extent as
the protocol attempts to perform congestion and flow control. The practice
of passing information from the transport layer to the application is also not
encouraged as it might cause unintended loops in the network stack.

Several works have looked at generating reliable throughput estimates of
the available network bandwidth. Most approaches make use of segment or
chunk fetch times [60] and calculate smoothed averages of chunk download
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times, which in-turn (by knowing the size of downloaded chunks) can easily
be used to estimate the available bandwidth. As described previously, HAS
videos are divided into smaller pieces, which are called chunks or segments.

Chunk fetch time corresponds to the time taken from issuing the GET
request for a chunk, to the time at which the 200 OK response for that
chunk has been received. Then, it can be noted that for the video to be stall
free, the average encoding rate of the video that is downloaded must be no
greater than the available throughput. In general, with adaptive streaming,
the encoding rate at which chunks are downloaded are therefore adjusted
based on the average measured throughput over HTTP chunks. Whenever
additional bandwidth is detected, the client may chose to opt for a higher
encoding, while under changing bandwidth conditions, the client may chose
to switch to a lower encoding to avoid experiencing stall times.

Although the technique to maximize playback quality and minimize stall
times by carefully choosing encoding rates for chunks has been realized
in several commercial applications, a few shortcomings also exist to this
method. Apart from understanding these aspects, it is also important to
understand how video quality and playback artifacts affects user engage-
ment and satisfaction. For example, research has shown that the buffering
ratio (fraction of session duration spent buffering), playback interruptions
in the beginning of a video, and overall the playback quality [15, 61] have
a significant impacts on user engagement; both within a single session, and
in user retention across different sessions. In addition, it has also been es-
tablished that quality adaptation must be graceful; i.e., the magnitude of
increase or decrease in the video’s encoding rate should be within acceptable
limits, and the frequency of occurrence of such events also should be kept to
a bare minimum. Furthermore, the startup delay, defined as the time dura-
tion between initiation of playback and the time at which the client actually
starts playing back the video, also should be kept as low as possible.

When discussing startup delay, it should be noted that HAS players start
playback of a video only after the buffer exceeds a minimum level. One
might chose a very low value for this parameter. However, this increases the
possibility that the client might encounter stalls immediately after playback
has began. Given that stalls during the beginning of playback sessions are
much more likely to lead to abandonment, the value has to be carefully
chosen such that the startup delay is as small as possible, while at the same
time ensuring stall free playback.

In addition to the aforementioned requirements, it has also been found
that smoothed averages of application level chunk throughputs do not neces-
sarily reflect the true network condition and might lead to unfair bandwidth
sharing in the presence of competing clients or flows [23, 24, 62]. Since the
presence of competing traffic in reality is the norm, such shortcomings must
be addressed as well.
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3.2.3 Interaction with TCP

One reason for inaccuracies in bandwidth estimates is due to the way in
which the abstraction layers the Open Systems Interconnection (OSI) model
are organized. Within OSI, the lower layers serve the layers above them,
and in addition each layer provides certain functionality which is completely
performed within that layer. The notion of layers being independent of one
another and performing critical services needed by the higher layers allows
for transparency and provides interfaces on top of which applications can be
built. HAS-based services and HTTP in general, uses TCP as its transport
protocol. TCP provides functionalities such as reliable, in-order delivery,
connection oriented communication, flow control and congestion control.
Congestion control in TCP aims to avoid congestion collapse, while try-
ing to provide the client its fair-share of network throughput based on the
data path and the associated state of several network equipment along the
data path [63]. TCP does not instantaneously provide a fair-share, but pro-
vides this guarantee over a period of time. In-fact, TCP congestion control
typically results in a well known saw-toothed pattern based on an internal
variable called cwnd or congestion window, which is updated regularly at
the sender-side. cwnd specifies the maximum allowed difference between the
number of in-order bytes transmitted thus far and the number of in-order
bytes acknowledged thus far.

Similar to the saw-toothed throughput curve of TCP, HAS clients also
have a distinctive on-off download pattern, as shown in Figure 2.2. This
pattern depends on the receiver buffer parameters, namely, Tmax and Tmin

and the client’s quality adaptation logic. Broadly speaking, three different
download patterns might arise from HAS players [64]. The simplest among
these is the case where there are no off periods. The client simply downloads
chunks back-to-back until it has downloaded the entire video. The other two
cases contain either short or long off periods.

Contrary to the download patterns of HAS players, regular file downloads
over HTTP are modulated only by the senders TCP’s congestion control
and flow control mechanisms. The additional control loop at the receiver’s
application layer with HAS clients is totally independent of the senders
TCP’s congestion control mechanism. This additional control loop, together
with the periodic download patterns, (as seen in Section 2.2) and the lack of
interoperability information between the sender and the receiver has been
found to sometimes result in oscillations and inaccurate estimates.

TCP has several phases of operation. Under conditions where the avail-
able information is not sufficient or representative of the current network
state, TCP falls back to a state called slow-start, where the algorithm tries
to probe the network, first with a very small number of TCP segments and
then increases the number of segments exponentially until a certain thresh-
old is reached. When a HAS client decides that the buffer is sufficiently full
and switches to the off state, the client remains at this state at least for a
few seconds, where there are no requests from the client. Although HTTP
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1.1 [65] uses connection: keep-alive as default, in order to avoid reestablish-
ing connections with the same server several times, the sender’s congestion
window value cannot accurately track the network state if there is no data
transfer between the sender and the receiver. Under such circumstances,
the TCP sender’s congestion window is reduced to a preset value and re-
sumes subsequent transfers from the slow-start phase. The timeout value
which determines when to reset the congestion window variable depends on
the round-trip time from the client to the server, and generally this value
is in the order of a few hundred milliseconds in the worst case. Given that
the HAS client remains in the off state for several seconds, the client has a
penalty of resuming the download from slow-start every time it encounters
an off period. In addition to the reduced throughput during off periods, the
client now has to compete with other clients that remained active during
the period the client remained inactive. These events often require several
RTTs before TCP can reestablish a fair equilibrium. However, during this
entire period, TCP throughput is lower than the optimal value and leads
to the client estimating a lower application level throughput. A estimated
throughput at the HAS client could result in the client resorting to a lower
encoding rate, thereby affecting the viewer satisfaction. This can further
hurt the client’s throughput in the long run. In fact, it has also been shown
that unfair bandwidth allocation and suboptimal quality choices can result
from such scenarios.

To overcome issues with competing clients, and to ensure that the al-
gorithms account for bandwidth and bitrate variability across a playback
session, and, in general, to ensure that estimates are reliable and robust,
different means to estimate the available throughput and schedule chunk
downloads from application level measurements have been suggested. This
includes randomized chunk scheduling through varying target buffer sizes,
better statistical methods to estimate available bandwidths [66], control
theoretic approaches to chose chunk encodings [67–69], network probing at
the application layer [62], and objective-based optimization to ensure con-
sistent playback quality [70]. Other paradigms have also been explored in
addition to client-driven solutions such as server-driven traffic shaping [71]
that can be used to ensure that clients avoid unnecessary oscillations. An-
other interesting approach to tackle the problem described above is to utilize
the buffer occupancy as the primary indicator of the available throughput,
rather than the measured download rate [72]. This approach, called the
buffer-based approach, determines chunk quality levels as a function of the
buffer occupancy, which in turn depends on the rate at which chunks arrive
into the buffer and the rate at which chunks are drained from the buffer
of the player. Evaluations have shown that the buffer-based approach can
lead to robust quality adaptation mechanisms. However, during the start
up phase the buffer occupancy does not accurately reflect the network con-
ditions, and during these periods the clients can therefore fall back to a
throughput estimate based scheme.
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3.2.4 Standardization efforts

In addition to client-side and server-side improvements, recent strides have
also been made towards protocol standardization. The IETF has recently re-
leased the HTTP 2.0 specifications [73], largely based on SPDY [74], which
is intended to provide improvements to the WWW in general. However,
HTTP 2.0 has several additional features over HTTP 1.1 including, stream
termination, server push, response multiplexing, and other features that can
be beneficial in HAS scenarios as well. For example, the server push fea-
ture can be used to push chunks to the client that are most likely to be
requested next, without having to wait for a request from the client, while
stream termination can be used to close or terminate a request at a high
encoding rate when the client determines that encoding rate to be unsus-
tainable [75]. In addition to new application layer protocols, improvements
to the transport layer have also been sought. For example, QUIC [76], is
a UDP-based protocol that has been designed to provide features equiva-
lent to TCP, including congestion control, connection oriented semantics,
multiplexing with reduced latency, and include integrated security features
and pluggable congestion control algorithms. Furthermore, both QUIC and
HTTP 2.0 are designed for interoperability between one another. Finally,
we note that TCP friendliness and improved loading times of QUIC have
also been documented [77].

The growing trend of streaming video replacing broadcast television at
households and increased mobile adoption is continually placing greater de-
mand on the content delivery infrastructures. Although several aspects of
delivery networks are over provisioned, the sheer scale and volume of traffic
makes it increasingly difficult to design and improve the current state-of-
the-art. Large-scale measurements have shown that more than 20% of all
streaming sessions have re-buffering ratios greater than 10%, and that over
14% of the sessions have a startup delay of more than 10 seconds [78].

The content delivery infrastructures have time varying performance, de-
pending on load, congestion in the network, outages, and other aspects.
These variations contribute significantly to client-side artifacts. At the scale
of the Internet, it would be challenging for a client to obtain fine-grained
information about operating conditions of several CDN replicas from which
it could obtain content to chose a replica based on the information, and
continue following the state of the chosen replica over a playback session
and make changes, if necessary. It would therefore be much simpler if there
was a central controller, that would direct the client to the replica that pro-
vides the best performance, performs resource reservations, provides access
control, and manages global resources under flash crowd events or network
outages. Proof-of-concept and feasibility of such a centralized controller has
been demonstrated through previous works [79, 80]. In fact, the increased
adoption of Software Defined Networks (SDN), suggest that future large-
scale control planes might run SDN-based controllers to perform resource
and user QoE oriented optimizations.
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Several websites that perform video streaming over HTTP have emerged
lately. This include both commercial and open-source implementations,
many of which have been studied under both fixed and mobile networks [25,
81]. Among the popular HAS clients today, Microsoft Smooth Streaming
(MSS), Netflix, and YouTube’s source codes are not public. In contrast,
Adobe’s OpenSource Media Framework (OSMF), GPAC Project on Ad-
vanced Content, and DASH.js are some popular open-source implementa-
tions of HAS players. Several previous works that have studied commercial
HAS clients have relied on packet-level traces to decipher the quality adap-
tation algorithms of commercial players.

HAS can also be used to perform live streaming. When comparing tradi-
tional live or broadcast television, where content (or video chunks) is pushed
to the client, live streaming over HAS relies on the client pulling content
from the server. HTTP is a pull-based protocol, and although HTTP 2.0
supports features such as server push, we detail the current practice of live
streaming over HTTP.

At a high level, live streaming over HAS is very similar to on-demand
streaming [82], where the client initially downloads a MPD file, parses it,
and initiates playback by requesting chunks one after another. Under a live
scenario, any new client must be able to decipher the ’live’ chunk, i.e, the
chunk which must be downloaded to start playing the live stream from an
MPD file. This is achieved by continually updating the MPD file. Clients
might also have to refresh their MPD files at times when some parameters
of the stream might change. Chunks are generally numbered incrementally;
thus, the client can now also rewind to an earlier point in time. A client
side buffer is also used to guard against download jitter and throughput
variations. Clients can also be staggered with relation to the actual live
stream based on their buffer sizes. Live streaming over HAS also follows
an on-off download pattern. In addition to the fairness and stability issues
faced by on-demand clients, it has been shown that under live streaming over
HAS, multiple client can easily behave in a synchronized manner, thereby
leading to resource utilization issues [83]. Solutions to tackle such problems
include distributing requests over time.

3.3 Proxy-driven approaches

HAS has been able to achieve wide-spread acceptance and deployment in
the real-world due to its compatibility with the existing infrastructure, in-
cluding the ability to distribute HAS content through CDNs and offloading
servers through hierarchical cache deployments. However, HAS differs from
traditional web-based services in several aspects. Perhaps the biggest differ-
ences are the sheer volume of video data when compared to other forms of
web traffic (which typically are smaller in size) and the client-driven quality
adaptation based on the perceived throughput conditions.

Although web-caches can offload servers and improve retrieval times, the
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client cannot differentiate if the chunk was delivered from the origin server
or from an intermediate proxy cache. First, note that the client perceives
differences in throughput rates and performs quality adaptation based on a
long-term average throughput. The RTT to a web server is much larger than
the RTT to a proxy cache, mainly due to shorter transmission delays. It
is also well known that TCP’s window-based congestion control mechanism
allocates throughput to a connection proportional to the ratio of window
size (W) and the RTT. Therefore, a chunk downloaded through a cache hit
will be downloaded much faster when compared to a similar sized chunk
that has been downloaded from the server. A series of cache hits might lead
the client to estimate a larger available throughput. While the cache might
contain future chunks at the current encoding rate, it might not have cached
chunks of a higher encoding rate. This might expose the client to a much
larger RTT (to the server), and might result in large retrieval times and
even playback stalls. The interaction between HAS, existing infrastructure,
and other factors such as cross-traffic [26] must therefore be understood to
deliver high-quality content. In this thesis, we argue and show the value of
passing additional information between the client and the cache.

The request patterns of HAS traffic can also be leveraged to improve
the efficiency of caches and edge-servers. The process of prefetching, which
involves predicting and downloading content before it is actually requested
has been shown to be highly beneficial to traditional web-based services [84].
Along similar lines (as shown in Chapter 4), prefetching can be beneficial
for HAS streams when RTTs are large and large volumes of data are down-
loaded. In addition to prefetching content to caches, cache replacement
strategies also play a critical role in having chunks available for future re-
quests. The quality adaptive nature of HAS clients require specialized cache
replacement solutions as well. Previous works have looked into areas of
cache replacement [85] and prefetching strategies for caches [86] in the case
of quality adaptive videos, segment-based caching and prefetching [87] and,
prefetching under the context of layered quality adaptation [88] as seen with
SVC. This thesis proposes prefetching strategies for caches, which are de-
signed with HAS download patterns in mind. These strategies are designed
to improve the cache hit-rate, while also considering bandwidth constraints.

Over the past decade, the Internet has undergone tremendous changes.
This includes significant changes in access patterns [89], user behavior, and
the content that is distributed over the Internet. Any access over the In-
ternet relies on host-to-host communication, in which content is retrieved
from hosts associated with unique addresses. However, today’s Internet is
dominated by content and content-based architectures [90] have been pro-
posed. Such paradigm shift from using host addresses to access content to
content-based addressing has the potential to simplify several cache-related
issues in today’s networks as it decouples location and content. Although
Content Centric Networks (CCN) have not yet gained popularity, it remains
as one potential design path for a content-dominated Internet of the future.
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3.4 Content personalization and interactive branched
video

Apart from a massive increase in the number of users and increased capa-
bility of networks to support high speed access to data, the Web has also
undergone significant changes with the way in which content is generated
and presented to the user. Until a decade ago, content that was available
on websites were primarily generated either by the owner of the website,
their employees or by professional content creators who agree to release
their content through a certain website. This scheme followed the tradi-
tional content generation and distribution schemes that were being used by
the printed media and by broadcast television. Although this ensured that
the content is of high quality and facilitated users to transparently switch
a different distribution media and yet get access to the same content, the
volume or the sheer catalog of content that could be generated was sparse.
However, this paradigm slowly shifted to give way to today’s User Gener-
ated Content (UGC) based websites. UGC relies on the audience or users
to create content that could be shared among the public. Any individual
interested in creating and sharing any form of content could showcase their
creations and even generate a fair bit of revenue based on the number of
users they manage to attract.

The UGC-based distribution landscape consists of several stake holders.
The content creator generates content which is placed on a website. The
website, in addition to providing access to the content, also places several
advertisements along with the content. These advertisements are paid for
by companies interested in publicizing their product, based on an agreement
between the company and the website. This content is presented to viewers,
who asides from watching the content, might also explore products presented
in the advertisement as well. The content creator is given a slice of the
revenue received by the website based on the number of views, number of
clicks on ads and other metrics which are agreed upon by the creator and
the website. A part of the revenue is also used by the website to pay for
operational costs. This model has now become one of the most common
means of revenue generation on UGC sites on the Web.

Asides from leveraging the creativity of users from several households,
UGC also partly ushered in personalization on the Web. It quickly became
apparent that the advertisement based revenue model would be attractive to
the viewers and companies only if the website could customize the content
that is presented to the user, based on individual tastes and preferences.
To personalize both the content presented and the advertisements, websites
keep track of user’s viewing history, location, search history, social network-
ing and other information. This notion of personalization based on historical
data, has now been incorporated into several professional websites, and now
form a crucial part of the user experience on any website.

The overarching need to personalize and customize content and adver-
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tisements on a per user basis has led to the development of several rec-
ommender and personalization systems. Broadly speaking, recommender
systems, which are predominantly used in web commerce applications can
be categorized into three classes [91], namely manual decision rule systems,
collaborative filtering systems, and content-based filtering agents. Manual
decision rule systems allow administrators to specify rules manually based
on the observed demographics, searches, or user profiles on the website,
while collaborative filtering systems obtain explicit information from users
on their preferences. This information is then correlated and filtered with
the content presented to the user. Content-based filtering agents obtain per-
sonal profiles based on usage history and use this information to personalize
content shown to the user. In general, today’s system mine user data to
customize and personalize web pages for users. Prior to personalized videos,
content personalization and product recommendations based on user profiles
were very common on web-commerce sites such as Amazon [92] and others.
Such algorithms are designed mainly to retain users on a website and to
promote relevant products as well.

Over the last few years, the mobile web has also taken off. Powered
by significant improvements in mobile connectivity and capability of hand-
held devices, usage patterns have shifted from desktop-only to increasing
use of mobile devices. This has led to further personalization opportuni-
ties. Hand-held devices typically are multi-functional and come equipped
with several additional sensors that were not always present in a desktop
machine. Most importantly, the location tracking capability and connec-
tivity to the Web even during long stretches of mobility remains to be the
major selling point of mobile devices. These developments have led to the
development of Location Based Services (LBS) that provides high-quality,
relevant, timely, and location-based services, features and information [93].
Services such as Foursquare6, Google Now7, tripadvisor8 and many more
have emerged lately which provide location, user interest and user history-
based recommendations.

Similar trends based on personalized recommendation and customiza-
tion to user’s viewing preferences have been observed across most popular
streaming websites. Video recommendations become all the more impor-
tant in services with a large video catalog, as users might find the task of
finding interesting videos to watch very daunting otherwise. The recommen-
dation systems are also integrated together with the built-in social network
functionalities. For example, using third-party authorization [94] through
websites like Google or Facebook, a signed-in user can like, up-vote, com-
ment or share videos to other friends. This information is used in addition
to user search queries, watched videos, viewing time of videos to generate a
list of recommended videos. YouTube’s recommender system [95], makes use

6https://foursquare.com/
7https://www.google.com/landing/now/
8http://www.tripadvisor.com/
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of co-visitation counts of pairs of videos (i.e., videos that were co-watched
withing a specific amount of time by other users), and generate a recom-
mendation list as the most popular co-watched videos. This information can
be combined with user profile information to generate a user specific recom-
mendation, which can be ranked according to video quality, user specificity
and diversification of viewer’s taste.

Several approaches have been proposed for recommendation systems. At
a high level, these systems obtain data which represents the behavior of a
user or a user demographic under specific use cases. This data is then mined
using machine learning techniques to generate a list of recommendations.
The success of the generated recommendations are continually evaluated to
allocate more weight to measures which resulted in the recommendation be-
ing used by the user. In addition to generating a list of recommendations,
the system has to also rank the results to improve user retention. These re-
quirements have lead to the development of content and context aware rec-
ommendation solutions [96, 97]. Techniques for recommender systems, not
only pertaining to matrix propagation [98], graph propagation [99], associ-
ation rules [100] and machine learning based approaches such as SVM [101]
have been proposed.

Several personalization techniques used today rely on collecting, storing
and processing information gathered using the wide array of sensors available
on modern smart phones. The wide spread acceptance of smartphones also
makes it possible to use the inbuilt sensors on such devices to sense user’s
mental state and emotions and suggest actions or recommendations based
on this information [102].

Personalization refers to customization of the content presented to the
user, personalization of the content itself. For example, in the context of
video streaming, personalization can be used to suggest the content that
the user might be interested in and to allow the user to chose at fine gran-
ularity, the content and streaming paths that are actually being shown, as
well as to provide customized path sequences or path-options for individual
users. The most common means of video playback involves playing back the
content of the video file linearly. While watching a linear video, the viewer
can chose to introduce non-linearities in the video by either fast-forwarding
or rewinding the play-point. In non-linear or interactive branched media
playback, the video is still represented as a linear sequence of frames, but
the client may interact with several objects in a video, thereby choosing
to traverse to a different play-point. In order to achieve on-demand non-
linear playback, the user needs an interaction mechanism with the device
playing back the content. In addition, the device must also be capable to
parse the potential branch options that are available, and download content
along all potential branches so as to facilitate stall-free interactive branched
streaming, regardless of which path option the user selects.

In this thesis, we show how chunking and quality adaptation of HAS
videos can be used to formulate effective personalization of such branched
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video. In particular, we leverage that in HAS, every chunk can be de-
coded independently of chunks before or after it. By adapting the quality of
the chunks prefetched along different potential branches, given the current
bandwidth budget, seamless playback can be achieved.

In the past, non-linear and interactive playback have been well investi-
gated in the broadcast and multicast domains, where the client may sub-
scribe to one or more channels and dynamically switch between channels [103–
105]. Under such scenarios, it is important to balance the server bandwidth
and client path-diversity; i.e., the different paths that a viewer might chose
while watching the same video. In contrast, with on-demand interactive
branched streaming over HAS, the client downloads content from the server
using a unicast connection, and the bandwidth usage is typically not neg-
atively affected by high path diversity (except the additional prefetching
that it may require). Similarly, streaming of non-linear datasets, such as,
3D graphics and visualizations have also been studied under the broadcast
domain [106].

Branched video streaming has also been studied outside the contexts of
HTTP-based adaptive streaming and broadcast or multicast-based stream-
ing. Typically in these systems, the client uses progressive download, cou-
pled with prefetching strategies and algorithms designed to parse user input
and the video’s structure [107]. The main drawbacks with such systems are
the lack of quality adaptation, which might lead to large stall times due to
bandwidth fluctuations and waiting times when performing interactive ac-
tions. Delays in executing interactive actions can affect the user satisfaction
in drastic ways. As means to reduce such events, interactive-content-aware
proxy caches (proxies that can parse the location of branch choices and at-
tempt to cache the most popular branches always) and caching strategies
specific to interactive branched streaming, similar to HAS-aware proxies
that we propose in Chapter 4, have also been proposed [108], [109].

Prior works have also looked at developing formalisms required to gen-
erate and consume personalized videos [110], authoring tools for interactive
branched videos [111], [112] and dynamic video composition systems [113].
These works look at generating and conveying information about personal-
ized videos which can be created using GUI’s or search queries.

Interactive branched streaming can also be defined in terms of multi-view
streaming or 360-degree videos. Analogous to interactive branched stream-
ing, the user interacts with the video to perform actions. Rather than telling
a story through traversing different branches in a video, in multi-view and
360 -degree videos, the user navigates a scene through multiple cameras or
viewpoints. Previous works have looked at tackling similar problems through
coding [114], [115], making use of P2P networks for delivery [116] and dis-
tributed system design over IP networks [117] have also been proposed.
Finally, interactive streaming for 3D videos, have also been studied. Such
systems typically involve viewer head-tracking, prediction and prefetching
alternative views to maintain smooth playback experience [118], [119].
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Chapter 4

Effects of proxy caches on
HAS streams

4.1 Introduction

For the last two decades video streaming has been expected to be the next
killer application. Today, popular services such as YouTube and Netflix are
offering large catalogs of user generated and professional videos, respectively.
Video streaming has finally become mainstream, playing an increasingly
important role in our everyday lives. It was recently reported that streaming
media is responsible for close to 60% of the downstream traffic in production
networks, and it is predicted that streaming media will account for two-
thirds of the traffic in the coming years [1].

While much of the early video streaming work focused on UDP-based
solutions, today the majority of streaming traffic is delivered using HTTP
over TCP. Use of HTTP enables both simple firewall traversal and effective
content caching. These two factors provide immense benefits, as HTTP
can reach almost any user, and content can easily be replicated at locations
closer to the client.

With basic HTTP-based streaming, the video encoding that is delivered
to a client is fixed at the time of the client request. To increase the quality
of service and to better utilize the available network bandwidth, HTTP-
based Adaptive Streaming (HAS) is being increasingly adopted by content
providers [120]. With HAS, the video is encoded into different qualities
and clients can at each point in time adaptively choose the most suitable
encoding based on the current conditions.

While content caching plays an important role in the motivation for
HTTP-based streaming, only very limited work considers the impact of using
proxy assistance for HAS.

41



“thesis” — 2016/9/27 — 10:04 — page 42 — #56

4.1. INTRODUCTION

In this chapter we present a performance evaluation of proxy-assisted
HAS. Our experimental framework is designed using a popular open source
proxy and a popular open source media player. Careful instrumentation
allows us to measure the actual performance seen at the client, while con-
trolling the network conditions and protocol parameters. We evaluate a
range of different policy classes that may be employed in proxy-assisted sys-
tems and provide insights to the effectiveness of different policies and their
performance tradeoffs.

While the general proxy policy classes considered in this chapter are ap-
plicable for any chunk-based HAS protocol, in our evaluation we use Adobe’s
Open Source Media Framework (OSMF), together with the accompanying
(open source) Strobe Media Playback (SMP) media player. In addition to
capturing the actual performance seen on the client, using an open source
player also allows us to easily consider the impact buffer sizing at the client
has on proxy solutions, and avoids other issues that may come with using
proprietary players (e.g., having to decipher encrypted manifest files [25]).
Our proxy-assisted policies are all implemented using open source Squid
proxies.

Leveraging our experimental framework and instrumentation, the chap-
ter makes three major contributions. First, we carry out an experimental
evaluation of the latest version of SMP. Our results illuminate several im-
portant aspects of SMP performance, in particular relating to player buffer
sizing.

Second, we analyze the player’s performance in a proxy-assisted envi-
ronment, considering a wide range of proxy policies including both basic
baseline policies (such as a best-effort proxy that only caches chunks that
it has served other clients in the past), and more advanced content-aware
prefetching policies in which the proxy prefetches and caches chunks likely
to be requested in the future (such as the chunk following that last requested
by a client, at the same quality level).

Performance with the alternative proxy policies is found to be quite
sensitive to the network conditions. If the bandwidth bottleneck is between
the client and the proxy, we find that a relatively simple proxy solution
can provide most of the potential benefits, but these benefits are modest.
However, if the bottleneck is between the proxy and the server, caching at the
proxy can yield a substantial benefit, but the limited bandwidth between the
proxy and server must be more carefully utilized. There is traffic overhead
associated with prefetching, and aggressive prefetching can therefore result
in performance degradation. For example, a client that sees high hit rates
at the proxy can be lured into selecting a higher quality than the proxy is
able to serve if the future chunks requested by the client are not available
at the proxy.

Third, we present a novel collaborative client-proxy framework in which
clients and proxies share information with the goal of improving both the
cache hit rate at the proxy, and the video quality at the client. Our per-
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formance evaluation results indicate that this goal can be achieved, yielding
substantial benefits in some cases. Our buffer-size experiments also suggest
that advanced policies are particularly attractive when assisting wireless
clients with smaller buffers, for which unnecessary bandwidth usage may be
more costly.

4.2 Background

Here we review the most relevant background for this chapter.

4.2.1 HTTP-based adaptive streaming

With HTTP-based streaming, either the quality level is statically chosen
when the video is requested, or adaptively varied during playback. We refer
to the second approach as HTTP-based Adaptive Streaming (HAS).

Typically HAS protocols use some variation of either chunk requests
or range requests. With a purely chunk-based approach, used by OSMF
and Apple’s HTTP Live Streaming (HLS), for example, each encoding of
every video is split into many smaller chunks. Each chunk is given a unique
URL, which the clients can learn about from the video’s manifest file. At
the other end of the spectrum, e.g. used by Netflix, each encoding of a
video is stored in a single file and clients use standard HTTP range requests
to download ranges of bytes from these files. Hybrid approaches are also
possible. For example, Microsoft Smooth Stream (MSS) uses a unique URL
in the manifest file to specify each unique chunk, but then applies a server-
side API to map chunk URLs into file ranges.

In this chapter we consider chunk-based adaptive streaming, as used by
the Open Source Media Framework (OSMF). OSMF is open source and
allows us to modify and instrument the player used in our experiments to
directly measure the performance seen at the player. OSMF is a widely
used design framework that includes a library of the necessary components
to create an online media player. It also comes with the Strobe Media
Playback (SMP), a fully pre-packaged media player for deploying OSMF.
Other open source players include a VLC plugin [121] and GPAC [122]. For
simplicity, here we use OSMF and SMP interchangeably.

4.2.2 SMP overview

Buffer management

Similar to other HAS protocols, including previous versions of OSMF, the
most recent version of the SMP media player (version 2.0) controls content
retrieval based on (i) its buffer occupancy, and (ii) the estimated available
bandwidth. With OSMF’s HTTP Dynamic Streaming (HDS) protocol, each
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encoding of a video is divided into smaller chunks that typically have a 2-
5 seconds playback duration. The player issues requests for these chunks
successively and the server delivers the chunks statelessly to the client. The
protocol uses two buffer thresholds: the minimum (T buf

min) and the maximum
(T buf

max) buffer time threshold.

During normal operation, the player tries to maintain at least T buf
min (in

seconds) buffer occupancy at all times, and begins playback only when there

is at least T buf
min seconds of data in the buffer. Generally, the player downloads

until T buf
max seconds of video is buffered, at which point it stops download

until the buffer occupancy is less than the lower threshold T buf
min again, at

which point download is resumed. In this way, the player’s buffer occupancy
oscillates between these two threshold values.

Rate adaptation

Rate adaptation requires estimation of the available bandwidth (i.e., achiev-
able download rate). This is accomplished using a weighted (rolling) average
over the two most recently downloaded chunks. After download of a chunk,
the player calculates the average download rate for that chunk and updates
its estimated current download rate.

When downloading the next chunk, the most recent estimates of the
available bandwidth are used to identify a list of candidate encoding rates
that are sustainable for that bandwidth. For each candidate encoding, a
reliability value is calculated based on the number of switching decisions of
different types that have been made within a chunk-count-based window and
the number of stalls encountered at these encodings. Among the encodings
with a reliability value higher than a minimum threshold, the player picks the
encoding with the highest reliability value. If there are no such encodings,
then the lowest quality is chosen.

In addition to the above core mechanism, there are additional emergency-
based or threshold-based rules that impact the player’s decisions. These
high-priority rules are designed to ensure that the player is not too aggres-
sive/conservative, and include rules that prevent choosing a lower quality
when the buffer is sufficiently full (threshold-based rule), and event-triggered
(emergency) rules that keep track of empty buffer occurrences, dropped
frames, and quality up-switches.

4.3 Methodology

This chapter evaluates HAS performance as seen at the client player, under
different player and proxy policies, system configurations, and/or architec-
tures. In contrast to prior works, which infer the player behavior based on
network measurements [25,26,81], we evaluate the actual performance seen
at the player. By instrumenting the player we can avoid any potential mis-
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interpretations due to TCP buffer management and/or other hidden factors
over which the player may have limited control.

4.3.1 Experimental setup

We implement and run a server, proxy, and client on three separate ma-
chines, all connected over the same 100Mbit/s LAN. To emulate a wide
range of network characteristics, including wide-area content retrieval, we
use dummynet [123] to control the network conditions between the client
and proxy, as well as between the proxy and server.

The server machine is running a Flash Media Server and is hosting a
10 minute video available at four encoding rates: 1300 Kbit/s, 850Kbit/s,
500Kbit/s and 250Kbit/s, with key frames set four seconds apart. The key
frame distance is vital in terms of the player’s quality adaptation as rate
switching can take place only at key frames. We have chosen encoding rates
and key frame separation to keep the processing at the client and server
modest. This allows us to focus on the network and proxy-related aspects.
Levkov [124] provides a detailed discussion on the tradeoffs in picking a good
key frame distance. Finally, we use open source Squid proxies to evaluate a
range of different proxy implementations/policies.

4.3.2 Player instrumentation and metrics

For the purpose of player evaluation, we instrument the SMP media player
to output important events and parameter information to log files for later
analysis. This allowed us to capture the current state of the player at al-
most every player event, including when a new chunk is requested, when
a decision is made to change the quality level, when observing server re-
sponses to rate-switch decisions, as well as at the times of other more subtle
client-side events. For each such measurement, perhaps the most important
information collected is the current buffer occupancy (defined as the amount
of video content that is in the player buffer, measured in seconds) and video
encoding rate.

In order to characterize the player performance we used the log files from
our instrumented client player to calculate a set of metrics that capture both
differences in performance and general adaptation characteristics.

• Quality level: The fraction of time the player spends at each quality
level during playback.

• Quality switches: The number of quality level changes that the
player makes per minute.

• Stall time: The total time the player is stalled.

• Buffer interruptions: The number of times per minute, regardless
of how short, that the player is interrupted during playback, due to
lack of data in its buffer.
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Unless stated otherwise, throughout this chapter we present average val-
ues (with 95% confidence intervals) calculated over at least 10 full experi-
ments. We also consider proxy-specific metrics, such as the hit rate, defined
as the fraction of the requested chunk that are found in the proxy cache,
and the corresponding bandwidth savings due to these chunk not having to
be obtained from the server. The caching decisions made when serving one
client can impact subsequent clients, and for this reason, in some cases, we
show performance conditioned on the number of previous clients that has
viewed the same content as the current client. Finally, to provide additional
insights, we occasionally refer to the raw event logs.

4.3.3 Scenario-based evaluation

In our experiments we use both synthetic bandwidth traces that capture
artificial baseline bandwidth scenarios, as well as real-world bandwidth traces
that capture the bandwidth dynamics in four example environments. In all
scenarios, we use dummynet to control (i) available bandwidth, (ii) loss
rate, and (iii) round-trip time (RTT). This control can be exercised so as to
emulate the characteristics of a network bottleneck between the client and
proxy, and between the proxy and server. While this chapter only shows
a representative set of example results, in which we typically change one
factor at a time, while controlling the others, we note that we typically used
full factorial experiments.

Synthetic traces

To study the impact of the available bandwidth and how quickly it changes,
we use artificial baseline scenarios. Figure 4.1 illustrates two example sce-
narios, with slowly and rapidly varying available bandwidth, respectively.
We also use a third scenario with static available bandwidth. The average
bandwidth (725 Kbit/s) is the same in all three scenarios, and the total time
spent at each bandwidth availability level is the same in the scenarios with
slow and fast bandwidth variations. In fact, for these scenarios we picked
the average time spent at each level to be the same for all levels, such that
in the ideal case (in which the player always picks exactly the quality level
that is the highest possible based on the current available bandwidth) the
player would spend exactly the same amount of time at each quality level.
Of course, this is not expected to be achieved in practice.

Real-world traces

The real-world bandwidth traces were collected and shared by Riiser et
al. [81]. The traces capture the available bandwidth seen in a 3G UMTS
network in different parts of Oslo. Each trace represents a different mode of
transport (bus, ferry, metro or tram) and allows us to provide insights into
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Figure 4.1: Synthetic baseline traces for the available bandwidth

how the player performance is influenced by different geographical and phys-
ical factors. Figure 4.2 shows the available bandwidth under the different
scenarios.

Each of the four traces exposes the player to distinctly different condi-
tions and variations in the available bandwidth. The high available band-
width in the bus scenario often is well above our highest encoding rate. The
ferry route is interesting in that it illustrates a scenario in which there are
highly different conditions, depending on the client location. When the client
initially is on land the available bandwidth is high, the observed bandwidth
is low while on the ferry, followed by high availability when back on land.
These changes are clearly visible in the bandwidth plot. It is interesting to
note here that the available bandwidth on the ferry is lower than our lowest
available encoding rate while the bandwidth observed on land is very good.
The metro trace captures the available bandwidth as the train initially is
above ground and then enters a tunnel, as reflected by the abrupt change
from an available bandwidth in the 500-1400 Kbit/s range, to a period with
poor bandwidth availability. Finally, the tram trace shows relatively con-
stantly time-varying bandwidth availability. It is important to note that
the limited bandwidth availability in both the metro and tram traces may
suggest that these clients should not be expected to view the video at our
highest encoding rates.

Loss rate and RTT

To capture the impact of loss rates and round-trip times, for each of the
above scenarios, we use dummynet to analyze five sub-cases of each of the
above scenarios. In the basic case of a single client-server connection, these
can be summarized as follows: (i) no additional delay or packet losses, (ii)
no delay and 2.5% packet loss rate, (iii) no delay and 7.5% packet losses,
(iv) 50ms RTT and no packet losses, and (v) 200ms RTT and no packet
losses. Note that the first case corresponds to the ideal loss/delay condi-
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Figure 4.2: Real-world traces of available bandwidth

tions, while other cases may be more realistic. The use of 2.5% and 7.5%
packet loss rates are selected as they may be representative of acceptable
packet loss rates in wireless environments. The RTT values are based on
intra and cross-continental traffic. To put the RTT in perspective we per-
formed traceroute measurements to the top million websites according to
alexa.com on June 12, 2012. These measurements suggest that a client on
the Linköping University campus would see an average RTT for these sites
of 177.4ms (and an average hop count of 17.74).

4.4 Player characterization

Before considering the impact proxies have on the player performance, it is
important to first build an understanding of the player characteristics and
baseline performance. As proxies potentially may cause additional variabil-
ity in download rates (e.g., due to the difference in cache hits/misses) we
pay particular attention to the impact of buffer-size dynamics.

To provide insights into the default performance of the SMP 2.0 player
and further motivate its use in experimental studies, we first present results
using SMP 1.6 and SMP 2.0. Figure 4.3 shows the player performance for
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Figure 4.3: Player performance comparison of SMP 1.6 and 2.0 under the
three synthetic baseline scenarios.

the two players under each of the three synthetic workloads, each capturing
a different degree of bandwidth variation. We observe that SMP 2.0 shows
substantial improvements over the old SMP 1.6. In fact, it is noteworthy
that for all three scenarios the new version outperforms the old player ac-
cording to all four metrics. For example, in the static bandwidth case, SMP
2.0 quickly finds the maximum sustainable video quality and maintains that
quality for the rest of the session. More than 95% of the time is spent in
this state (Figure 4.3(a)). While omitted due to space constraints, similar
results have been observed for our other scenarios, loss rates, and end-to-end
delays.

Relative to the proprietary Netflix and MSS players, the SMP media
player has a much smaller buffer, hinting that it is designed for shorter
video playback. While the small buffer comfortably can accommodate for
some fluctuations in the available bandwidth, during long periods of high
bandwidth variability, the new player may still yield unsatisfactory perfor-
mance. In general, it appears that SMP is dimensioned based on (relatively)
static bandwidth scenarios, for which it is able to quickly rise to the highest
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Figure 4.4: Performance impact of buffer sizes using the fast varying syn-
thetic bandwidth trace.

possible encoding and maintain that quality. The smaller buffer footprint
may also have advantages for legacy devices.

To obtain a better understanding of the impact of buffer-size dynamics,
we modified the player so that it could be run with different buffer size
configurations.1 In addition to the default buffer configuration T buf

min/T
buf
max

= 4/6, we also used: 8/16, 12/20, 12/24, 20/28.
Figure 4.4 shows the observed video quality and stall times for the fast

varying bandwidth scenario with a RTT of 50ms. The figure clearly shows
that increasing the buffer size has positive effects on both the video quality
being played and the stall times. For example, we are able to play with zero
stalls for buffer sizes as small as 12/24. With larger buffer sizes (e.g., at
20/28), aided by long-term buffering effects, we are even able to play at the
highest quality for more than 25% of time, despite the available bandwidth
only exceeding the highest encoding rate for 25% of the time.

Figures 4.5 and 4.6(a) show the observed video quality and stall times for
different buffer sizes, when running experiments using the real-world traces
to emulate the available network bandwidth. For three of the real-world
scenarios, we observe highly positive effects using larger buffer values. For
example, the 20/28 configuration is able to eliminate stall times and allow
high overall quality encodings for the bus, metro, and tram traces. It should
be noted that for the metro and tram traces, this is achieved despite the
available bandwidth not being sufficient to achieve the highest quality level
for much of the trace duration. For these scenarios, Figures 4.4(a) and 4.6
suggest that there may be an inverse relationship between the buffer size
and stall times, with much of the improvements related to T buf

min, which
determines when the player resumes/starts playback. In contrast, in the

1To allow proper buffer management both buffer management and rate adaptation
mechanisms had to be modified to account for the new buffer thresholds. In general, we
tried to keep these modifications to a minimum.
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Figure 4.5: Video quality under real-world scenarios for different buffer sizes.

ferry scenario, the larger buffer sizes provide little or no benefit. This is
explained by the extreme workloads conditions during this trace: either very
high bandwidth or very low bandwidth. For completeness, Figure 4.6(b)
shows the corresponding startup delays.

4.5 Longitudinal proxy performance

This section describes a performance evaluation aimed at providing insights
into the impact proxies and their policies may have on HAS performance.
While caches and middle boxes already are widely deployed across the In-
ternet, their impact on chunk-based content delivery, as exemplified here by
HAS, can also give hints on the design of future content-centric architec-
tures [90]. For this reason, we consider a wide range of policies, including
both policies that can be implemented in existing standard proxies, as well
as more advanced policies that take into account the structure of the content
itself. For our experiments we implemented and tested our policies in Squid
(version 2.7-stable9), a popular open source cache that allows us to create
our own caching and prefetching rules.
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Figure 4.6: Stall times and startup delays under real-world scenarios for
different buffer sizes.

4.5.1 Baseline policies

Before designing advanced proxy-assisted policies, it is important to under-
stand the performance impact of proxies and their policies under the most
basic conditions. We first define a set of baseline policies which captures the
basic performance tradeoffs seen in existing systems, and give some insights
to how much room for improvement there may be.

• Empty cache: To capture the performance penalty associated with
cache misses, we consider a policy in which the cache is cleared for each
new client. This would correspond to the performance seen by the first
requesting client, including clients that are requesting contents from
the long tail of one-timers [125, 126]. In this case, every chunk that
the player requests will be fetched from the server.

• Full cache (all versions): To capture the performance under ideal
proxy conditions we also include a policy in which the cache has been
preloaded with all versions of every chunk. In this case, there will be
no cache misses and the client can always be served from the cache,
resulting in minimum transfer times.

• Best effort: To capture the performance of a standard proxy cache,
that has seen a limited number of previous client requests, we use a
simple policy that has cached every chunk that previously has been
requested. In our experiments we start with an empty cache, pick a
large cache size such as to avoid any cache replacement, and run the
experiments for a sequence of clients.

While the first two policies correspond to the case of minimal and max-
imum cache hit rates, respectively, the third best-effort policy, captures the
more realistic case of intermediate cache hit rates. On average, the cache
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hits will typically increase as more clients will have requested the same con-
tents in the past, potentially reducing the transfer delays and increasing the
TCP throughput for these clients.

For the best-effort policy we initialize all our experiments with an empty
proxy cache, and allow one client to access the content at a time. This
captures the performance observed by the nth client arriving to the system,
assuming that there have been (n−1) previous clients accessing the content
and the cache does not remove any of the content that has been accessed
in the past. In practice, a cache replacement policy, such as Least Recently
Used (LRU), would typically be used. To interpret the results in this context,
we note with the LRU policy there exists a time threshold (unique for each
time instance) such that all chunks that were requested after this time are
in the cache, and none of the other chunks are in the cache. Based on this
observation, we can interpret the above abstraction as a cache operating
under the LRU policy for which the current time threshold (of what is in
the cache) is such that the content requested by the last (n− 1) clients are
in the cache, but no other chunks. Having said this, it is important to note
that this typically would result in a conservative estimate, as the average
cache hit rate that a LRU system in steady state likely would require slightly
less storage. In practice, such a system would likely see more frequent (and
similar) accesses to low quality contents, which may be frequently accessed
during the transient time period during which the cache is being filled.

4.5.2 Quality and content-aware prefetching

We next describe three basic content-aware prefetching policies that take
into account the content structure, as well as the quality level that is cur-
rently being requested.

• 1-ahead: In the most basic prefetching policy, the proxy fetches the
next chunk with the same quality as the chunk that is currently being
downloaded. When the client has fairly stable bandwidth this policy
should yield higher cache hit rates. The policy may waste bandwidth
whenever the client switches quality.

• n-ahead: A somewhat more aggressive policy is to prefetch up to n
chunks ahead of the currently requested chunk, but still only prefetch-
ing chunks of the same quality level as the currently requested chunk.
Under scenarios with many quality switches this policy can result in
much wasted bandwidth between the proxy and server.

• Priority-based: To take advantage of the case when the cache al-
ready has the content that may be the most natural to prefetch next,
we present a priority-based policy that (i) only prefetches one chunk
ahead, but (ii) takes into account both the current cache content and
the status of the client (as seen from the perspective of the proxy)
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when selecting what quality this chunk should have. In the case that
the client last switched to a higher encoding and it is not the first
time that the client is requesting chunks of this video quality (i.e., at
some earlier time it has switched down from this quality), we use the
following priority: (i) current quality, (ii) one quality level below, (iii)
one quality level above, and (iv) no prefetching. In all other cases (i.e.,
the client last switched to a lower quality or has never been at this
quality level before), we use the following priority: (i) current quality,
(ii) one quality level above, (iii) one quality level below, and (iv) no
prefetching.

When interpreting the priority-based policy, it is important to note that
the player always starts at the lowest level and initially is trying to ramp
up to as high a quality level as possible. After it has reached a sustainable
quality level it would typically oscillate between two neighboring quality
levels. In contrast to the two first policies, the priority-based policy uses
spare bandwidth capacity (due to previously downloaded chunks) to guard
against future quality switches.

4.5.3 Client-proxy cooperation

Perhaps one of the main problems with the basic cache policies and content-
aware prefetching policies is that the quality selection choices made by the
clients are independent of the content on the proxy. For example, in a
scenario in which a client is quickly obtaining chunks cached by the proxy,
the client may be tempted to increase the quality it is requesting, even in
cases where the proxy does not have the higher encoding and there may not
be sufficient bandwidth between the proxy and the server to quickly obtain
this content.

In this section we present a cooperative policy class that allows chunk
selection and prefetching decisions to be made based on information shared
between the proxy and the client. By cooperation, the goal is to improve
both the hit rates at the proxy cache and the viewer quality at the client.

Consider a system in which the client continually shares its buffer occu-
pancy with the proxy and the proxy shares the map of chunks that it has
access to with the client (for the particular file that the client currently is
downloading). This information can (i) be shared at the beginning of the
download and then updated as the cache content changes, or (ii) the proxy
can continually update the client about the cache content for all chunks be-
longing to some upcoming time window from the current download point.
In either case the client can give preference to downloading chunks that
the proxy has. Among the chunk qualities stored on the proxy, we assume
that the client would select the chunk quality with the most similar quality
to that suggested by its rate-adaptation scheme (giving strict preference to
lower qualities, if the intended quality is not available).2 Now, given the

2Policies that request the chunks stored at the proxy with a probability p, and other-
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clients request we consider two policy versions for the prefetching actions
taken by the proxy.

• Buffer oblivious: This policy does not consider the client buffer
state. Instead, it blindly uses the priority-based prefetching policy
from the previous section.

• Buffer aware: This policy consider the client’s current buffer occu-
pancy. If the buffer occupancy is below a threshold T ≤ T buf

min we use
the following prioritization order: (i) current quality, (ii) one quality
level below, (iii) two quality levels below, and (iv) no prefetching. On
the other hand, if the client has higher buffer occupancy, we use the
standard priority-based prefetching policy.

For the purpose of our performance evaluation, we developed a proof of
concept implementation of the above policies. For this we had two options.
We could either modify the player’s source code, or build a wrapper around
the player which intercepts and modifies the client requests. Due to a num-
ber of constraints with the flexibility of the SMP software, we selected the
second approach, and make use of Tcpcatcher3, a proxy based monitoring
software which provides handles to sniff and change packet contents on the
fly.

At a high-level, the client connects to the Tcpcatcher port, and this
port connects to the child port of our modified Squid proxy. This allows
us to modify the client requests on the fly, such as to take into account the
proxy contents. The client software is modified to send the buffer occupancy
once a second, and the proxy sends the required chunk information to our
Tcpcatcher module, which makes the decisions on behalf of the client. While
our solution is non-optimal, in that SMP 2.0 is oblivious to any alterations
to its requests, and a production implementation that modifies the player
code could do additional enhancements to the rate adaption algorithm so as
to achieve finer grained control, we do not expect any major performance
differences with such implementations.

4.5.4 Performance evaluation

We now present the results of the experiments with different proxy cache
configurations and policies. Similar to for the non-proxy case, we have found
that our conclusions do not appear to depend on the loss rate and round-trip
times. Instead, the major factor is the bandwidth variations and which link
is the bottleneck. Due to these reasons and to save space, in the following,
we present results only for the case in which the proxy-server RTT is 50ms,
the client-proxy RTT is 6ms, and client uses the default buffer configuration
T buf
min/T

buf
max = 4/6.

wise (with a probability (1 − p)) pick whatever chunk is selected by its rate-adaptation
mechanism are of course also possible.

3TcpCatcher. http://www.tcpcatcher.fr/, Sept. 2012
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Client-proxy bottleneck

Consider first the case when the bottleneck is between the client and proxy.
For this case, we show results for when the proxy-server connection is not
constrained, but the available client-proxy bandwidth follows the synthetic
scenario with fast bandwidth variations.

To allow a fair comparison between policies, we replay the synthetic
traces such that each of the policies sees exactly the same overall bandwidth
conditions and clients arrive at the same time instances in each experiment.
At the same time we make sure that each of the ten clients accessing the
video, see different bandwidth conditions at each time instance of their indi-

vidual download sessions. This way, the nth client in each experiment sees

exactly the same bandwidth conditions, but different than the mth client,
where m 6= n.

Figure 4.7 shows the averaged viewer quality and stall times over an ex-
periment with ten clients for each of the six policies defined in Sections 4.5.1
and 4.5.2. Note that despite improvements, the performance differences be-
tween the full cache policy (best case) and empty cache policy (worst case)
are relatively small.4 This suggests that proxies, regardless of policy, can
provide only very limited performance advantages in the case the client-
proxy link is the bottleneck.

Having said this, it should be noted that the simple 1-ahead prefetching
policy is able to achieve most of these advantages. In contrast, the basic
best effort policy performs very similar to the empty cache case. Our results
also suggest that while there are performance improvements to prefetching,
there is little gain to excessive prefetching. In fact, some clients experi-
enced performance drops due to excessive prefetching clogging up the TCP
pipeline.

To illustrate the longitudinal quality benefits of cache assistance for this
scenario, Figure 4.8 shows the observed quality as a function of the num-
ber of previous clients that has downloaded the content when using the
1-ahead prefetching policy. The results here are the average statistics over
five runs, each with ten clients. While the high variability in quality that
different clients observe makes it more difficult to compare and distinguish
the absolute quality levels observed by each client, it is clear that there is a
longitudinal quality improvement benefiting clients arriving later.

We next consider the cache hit rate of the different policies. Figure 4.9a
shows the cache hit rate as a function of the number of previous clients that
have downloaded the video. Note that after two-three clients most policies

4To make sure that the small performance improvements were not due to optimizations
made at the server we took a closer look at the service times of individual chunks, when
served by the server or the (full) proxy cache respectively. In fact, for the case with the
same RTT to both the server and the proxy, we observed a smaller time to first byte (x̄ =
8.30ms;σ = 15.03ms) for the full cache than for the server (x̄ = 16.10ms;σ = 7.85ms).
For the time to last byte, the differences were negligible: full cache (x̄ = 2.71s;σ = 1.92s)
and server (x̄ = 2.81s;σ = 1.97s).
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Figure 4.7: Comparison between baseline and content-aware proxy policies,
and the bottleneck is between the clients and proxy.
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Figure 4.8: Observed quality levels over n subsequent client downloads when
using 1-ahead prefetching with client-proxy bottleneck.
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Figure 4.9: Hit rate as a function of the number of previous downloads,
when either client-proxy or proxy-server bottleneck.

have a hit rate of 80-90%. For the best effort policy it takes roughly five
clients before the hit rate surpass 90%.
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Table 4.1: Bandwidth usage between proxy and server for the policies de-
fined in Sections 4.5.1 and 4.5.2.

Bandwidth bottleneck location
Policy Client-proxy Proxy-server
Empty cache 169.2 Mb 184.9 Mb
Best effort 59.5 Mb 94.7 Mb
1-ahead 64.9 Mb 65.9 Mb
4-ahead 77.09 Mb 77.85 Mb
Priority 81.3 Mb 72.2 Mb
Full cache – –
Cooperation/oblivious 89.97 Mb 97.2 Mb
Cooperation/aware 103.7 Mb 105.77 Mb

When interpreting the somewhat higher overall hit rates observed by the
prefetching policies, it should be noted that there may be some bandwidth
wasted when chunks are prefetched. The first six rows of the left-hand
column of Table 4.1 summarize the bandwidth usage (measured as the total
transferred bytes) between the proxy and the server for these experiments.
We see that both the best effort (59.5 Mb) and 1-ahead (64.9 Mb) achieve
similar bandwidth usage savings compared to the empty cache policy (169.2
Mb), while in both cases delivering the clients higher quality encoding. This
suggests that the extra chunks obtained through prefetching often may be
useful for later requests (as seen by the higher hit rates).

Proxy-server bottleneck

We next consider the case when the bottleneck is between the proxy and
the server. We show results for when the client-proxy connection is not
constrained, but the available bandwidth of the proxy-server link follows
that of the synthetic scenario with fast bandwidth variations.

Figure 4.10 shows the averaged viewer quality and stall times for each of
the six policies defined in Sections 4.5.1 and 4.5.2. Comparing the full cache
policy and empty cache policy, we note that there is very large performance
potential for proxy caching in this scenario. Overall, the full cache policy
has significantly superior performance compared to all the other policies.
It has no stall times and is able to serve the clients almost entirely at the
highest quality.

It is encouraging that a significant performance improvement is achieved
with the best effort policy alone. This policy is easy to implement and does
not require content awareness. Yet, it is able to reduce the stall times and
allow the video to be played at a much higher quality than with the empty
cache policy (or no cache, for that matter).

It may, however, be discouraging that none of the three basic prefetching
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Figure 4.10: Comparison between baseline and content-aware policies;
proxy-server bottleneck.

policies are able to improve on this. In fact, rather the opposite, these poli-
cies all achieve worse performance than the best effort policy. The problem
with these policies is that the prefetching itself clogs up the bottleneck be-
tween the proxy and server. This illustrate that more careful policies, such
as our cooperative policy, are required to take better advantage of the cache
and its bandwidth.

The limited success of the prefetching policies can be further observed
when considering the cache hit rates. Figure 4.9b shows the hit rate as a
function of the number of previous clients. Comparing with Figure 4.9a, we
note that the hit rate in this scenario is significantly lower than the hit rate
seen when the bottleneck is between the client and proxy.

Due to space constraints we can only include a limited number of repre-
sentative results for our default scenario. Table 4.2 summarizes the average
playback quality for the corresponding experiments for the real world sce-
narios and experiments with larger loss rates and RTTs. In general, we have
found that our conclusions hold true also for these scenarios.

Client-proxy cooperation

Motivated by the large performance gap between the full cache and best
effort policy, we consider the performance under the client-proxy cooper-
ative policies. Ideally, these policies should help improve performance by
adjusting the requested quality level based on the content in the cache.

Figures 4.11(a) and 4.11(b) show the quality levels for these policies for
the cases when the client-proxy link is the bottleneck and when the bottle-
neck is between the proxy and the server, respectively. The stall times are
similar to those of the 1-ahead policy. Comparing these results with those
in Figures 4.7 and 4.10, note that the cooperative policies can significantly
improve the viewed video quality. Not surprisingly, the largest improve-
ments are achieved when the bottleneck is between the proxy and server. In
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Table 4.2: Average playback quality (measured in Kbps) of example policies
under different scenarios.

Policy

Scenario E
m

p
ty
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es

t
eff

o
rt

1
-a
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d

4
-a
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ea

d

P
ri
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it

y

F
u

ll

C
li

en
t-

p
ro

x
y

Bus 649 766 742 771 773 790
Ferry 618 822 808 882 800 833
Metro 344 428 429 395 433 441
Tram 414 428 420 453 415 465
Loss (2.5%) 474 509 553 521 480 508
Loss (7.5%) 308 306 296 311 311 324
Default 494 508 533 521 539 577

P
ro

x
y
-s

er
ve

r

Bus 852 1050 794 673 1172 1249
Ferry 803 997 811 670 1174 1249
Metro 446 685 393 389 663 1249
Tram 464 680 436 416 692 1249
Loss (2.5%) 502 730 510 495 413 1253
Loss (7.5%) 305 597 403 407 341 1253
Default 550 790 541 505 503 1249

this case the policies are able to effectively leverage the spare proxy-server
bandwidth enabled by the boosted hit rates, to prefetch chunks that are
likely to help the current or future clients.

The high playback quality achieved by the buffer oblivious cooperative
policy is particularly impressive for the case the bottleneck is located be-
tween the proxy and server. For this case, as shown in Table 4.1, the buffer
oblivious policy uses almost the same bandwidth (97.2 Mb) between the
proxy and server as the best effort policy (94.7 Mb), but delivers much
higher quality to the client.

To illustrate the performance improvements observed by later clients,
Figure 4.12 shows the observed quality as a function of the number of pre-
vious clients. While this data is noisy due to the difference in bandwidth
observed by each client, it is clear that the cooperative policy is able to load
the cache with content that future clients can benefit from, without hurting
the performance of the early clients.

Buffer size

For our final experiments, we revisit the question about how the player buffer
size may impact our conclusions regarding which policies are the most ad-
vantageous in each scenario. In general, and as shown in Section 4.4, we
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Figure 4.11: Client-proxy cooperation experiments, when client-proxy and
proxy-server bottleneck.
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Figure 4.12: Observed quality levels over n subsequent client downloads
when the cooperative buffer oblivious policy is used, and the bottleneck is
between the proxy and server.

have found that a larger buffer size reduces the amount of buffer interrup-
tions, increases the average video quality, and helps improve the overall
video playback experience.

Figures 4.13 and 4.14 summarize the video quality and stall times, re-
spectively, when T buf

min/T
buf
max = 12/20 (rather than the default buffer size

of 4/6) for the cases when the bandwidth bottleneck is between the client-
server and proxy-server. In addition to overall better performance, it is
interesting to note that the simpler best effort policy benefits the most from
the larger buffers. The best effort policy is able to achieve very small stall
times and relatively high video quality. In fact, in many cases it outperforms
the more complex prefetching policies. These results suggest that a larger
client buffer reduces the importance of advanced proxy policies. With larger
client buffers resulting in unnecessary data transfers when users terminate
their viewing early, advanced policies may therefore be most attractive in
wireless environments, with relatively expensive links with battery-powered
mobile devices.

The much shorter overall stall times for the best effort policy are due to
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Figure 4.13: Summary of quality level statistics under different policies when
using larger client buffer.

two compounding factors. First, the best effort policy sees a much bigger
reduction in the number of stalls per minute (by a factor of 8.4 compared
to 2.6 for the 1-ahead policy, for example) and in the average stall time per
playback interruption (by a factor 2.0 while the 1-ahead policy increases
by 1.3). These two factors have a multiplicative effect, resulting in much
smaller overall stall times.

4.6 Conclusion

With HAS responsible for large traffic volumes, network and service providers
may consider integrating customized HAS-aware proxy policies. In this
chapter we consider the potential performance impact of such optimizations.

We present an experimental framework using open source Squid proxies
and the most recent Open Source Media Framework (OSMF). The open
source software allows us to implement and test content-aware policies, while
measuring the performance as seen at the client.

Using this framework, we first present a scenario-based performance eval-
uation of the latest version of the OSMF player, and show that this player
has substantially improved performance in comparison to the versions em-
ployed in previous work. We then present a thorough longitudinal evalu-
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Figure 4.14: Summary of stall times under different policies when using
larger client buffer.

ation in which we evaluate a range of different policy classes that may be
employed in proxy-assisted systems and provide insights to the effective-
ness of different policies and their performance tradeoffs. We quantify the
benefits using different proxy-assisted solutions, including basic best effort
policies and more advanced content quality aware prefetching policies. Fi-
nally, we present and evaluate a cooperative framework in which clients and
proxies share information to improve performance. Our results show that
the bottleneck location and network conditions play central roles in which
policy choices are most advantageous, and that careful proxy design and
policy selection is important when trying to enhance HAS performance in
edge networks.

Future work includes the development and testing of adaptive proxy poli-
cies that make prefetching decisions based on estimates of the available band-
width for both the client-proxy and proxy-server connections. Such policies
could, for example, perform more aggressive prefetching during times when
there is spare bandwidth between the proxy and server.
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Chapter 5

Prototype implementation
of interactive branched video
player over HAS

5.1 Introduction

The Internet and the World-wide Web is continually transforming the way
people access information and content. Today, many people use the Internet
for their daily entertainment, and on-demand media is playing an increas-
ingly central role in our lives. This trend is particularly apparent when
considering the current volume of video traffic [127] and the quickly growing
content catalog offered to online users. For example, more than 72 hours of
new content is uploaded to YouTube each minute.1

5.1.1 Personalized interactive branched video

In contrast to traditional TV/radio broadcasts, Web-based services often
operate on an on-demand basis and only serve clients when explicit requests
for service are made. In addition to full length movies offered by popular
on-demand services such as Netflix, much of the traffic is for user generated
content (UGC). The rapidly increasing movie catalogs of these sites provide
users with an enormous amount of contents for all tastes and interests. The
success of sites such as YouTube also illustrate that there is great value in
leveraging the creative power of regular home users. One contribution of
this chapter is that we enable a solution that further empowers the creative
home user, such that they easily can define personalized interactive branched

1YouTube statistics, www.youtube.com/yt/press/statistics.html, March 2013.

65



“thesis” — 2016/9/27 — 10:04 — page 66 — #80

5.1. INTRODUCTION

video, based on any previously created video(s).
In contrast to a conventional video, which consists of a single sequence

of video frames that are viewed sequentially from a chosen starting point,
interactive branched video consists of multiple alternative plot sequences
seamlessly linked, allowing multiple possible playback paths differing in the
media portions they include and/or in their ordering. Perhaps the sim-
plest generalization of a traditional (linear) movie to an interactive branched
video is a movie in which the viewer is able to choose among a variety of
possible endings and/or plot sequences. There are already DVD releases of
movies with multiple endings (e.g., the DVD edition of the Hollywood movie
“Clue”), and it is easy to imagine generalizations to more general tree or
graph structures.

In this work, we present a generalized form of interactive branched video.
First, the creator can present the user with multiple alternative sub-plot
options as the user is traversing the media. The path choices can be selected
online (while viewing the media) either by the user, or based on information
about the user, including the user’s previous path choices. Second, each such
path segment can be defined as a customized alternative sub-plot, without
having to make any changes to the underlying (linear) media object. Our
solution allows the creator to define any arbitrary set of paths and nonlinear
sequences through the media.

5.1.2 HTTP-based adaptive streaming

There is an increasing demand for personalized delivery to increasingly het-
erogeneous users (e.g., using mobile devices). To better utilize the available
bandwidth and improve the service of each client, many content providers
(including Netflix) have begun using HTTP-based Adaptive Streaming (HAS) [25,
64,120]. In contrast to basic HTTP-based streaming, with HAS the video is
encoded into different qualities and the player, at each point in time, adap-
tively chooses the most suitable encoding based on the current buffer and
network conditions. While HAS allows the service quality to be adapted to
the individual user’s device and network conditions, it does not customize
the content itself.

In this chapter we introduce the concept of HAS-based interactive branched
streaming, effectively enabling customization of the content itself. The use
of HAS also has the advantage that the different video sequences are easily
addressable by the player and the quality of each path can be adapted to
match the available bandwidth.

5.1.3 Design contributions

This chapter presents the design, implementation, and validation of the func-
tionality of our HAS-based interactive branched streaming solution. Our
design has four novel components.
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• Light-weight personalizable metafile: To provide developers with
maximum possible flexibility, we create a personalizable metafile that
defines the interactive branched, and nonlinear structure, separate
from the regular media object and the accompanying HAS metafile
(that defines quality encodings etc. of the media itself). In this file, the
developer can easily define alternative sub-plots (nonlinear sequences)
than those defined by the underlying linear media, and provide the
user with path choices between such alternative plot sequences.

• Longest-path matching: With focus on the path choices offered to
users, the overall path structure is defined using branch-point rules.
A creative developer may therefore define individualized branch-point
rules that take into consideration past path choices made by the users.
To break ties when there are multiple branch-point rules that match
a particular user’s current playback path, we employ a longest-path
matching policy that always picks the rule that most closely specifies
the conditions for when the rule should be applied.

• Branch-point-aware buffer management: To ensure seamless play-
back with minimum playback interruptions, while allowing the user to
defer playback decisions as late as possible, careful buffer manage-
ment and prefetching is required. For each branch point, the player
prefetches chunks for the different candidate paths into a prefetch
buffer and manages the content of the playback buffer as needed.

• Rate-adaptation with priorities: To maximize the expected play-
back quality without playback interruptions, the download rate is care-
fully estimated, the priority of the different path choices weighted, and
the qualities of the prefetched chunks selected. While we leave a deeper
evaluation for future work, we provide some promising validation re-
sults for one such candidate policy.

To the best of our knowledge, no prior work has combined adaptive
streaming and interactive branched video to achieve seamless streaming of
interactive branched video. We argue that merging these two ideas is natural
and allows a higher degree of personalization for heterogeneous clients than
is feasible with regular video.

Using a relatively simple metafile structure, a creator can easily define
any alternative plot sequences, assign path priorities, and present the user
with path selections. Our generalized and novel interactive branched video
format provides a high degree of flexibility for the creative media developer.
The flexibility coupled with seamlessly linked media sequences is attractive
when offering personalized or customizable versions of many existing ser-
vices (such as news on-demand, virtual tours, etc.). However, perhaps more
importantly, the simplicity of our solution opens the door for user-generated
interactive branched nonlinear video; creating an endless possibility of new
opportunities and media forms.
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(a) Nonlinear segments

(b) Interactive branched video

Figure 5.1: Example media structure.

While our solution applies to any HAS-based media, our proof-of-concept
implementation is implemented as an extension to Adobe’s Open Source Me-
dia Framework (OSMF). Validation is performed under a range of network
conditions and example structures. Our results are encouraging, and we
believe that the simplicity of our solution will allow for easy creation of
user-generated interactive branched videos, and countless possibilities for
the creative media designer.

5.2 Interactive branched, nonlinear video

Before going into the details of our solution, we first define our terminology.
In contrast, to previous works (e.g., [103,106]), which typically use the term
nonlinear media to refer to media in which the user can take different paths,
we build our terminology around the playback patterns based on the original
linear media object.

• Chunks and segments: With HAS, the video is downloaded in units
a few seconds long that we term chunks. We term a sequence of chunks
a segment. Note that some authors use the term segment for what we
call a chunk.

• Interactive branched video: Any video in which users may take dif-
ferent predefined paths through the media. In most cases, such video
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can be described using a directional graph structure in which each
edge corresponds to a (nonlinear) segment, and each vertex with two
or more outgoing edges corresponds to a path choice. Figures 5.1(b)
and 5.3 provide two such examples.

• Nonlinear segment: A playback sequence of chunks stitched to-
gether into an alternative sub-plot than defined by any consecutive
media sequence in the underlying (linear) media object. For example,
in Figure 5.1(a) a nonlinear segment is defined which has cut out the
chunks between 10 and 20, as well as between 25 and 27.

We allow chunks to appear in multiple nonlinear segments, and segments
can be present along many different paths. This interactive branched non-
linear video structure allows any arbitrary graph structure and path choices
to be defined.

5.3 System Design

5.3.1 Design goals

When designing our interactive branched solution we had five primary design
goals.

• Flexibility: The solution should provide developers with flexibility
to define new creative media, without requiring any changes to the
underlying linear media object. By giving developers full flexibility,
we hope to maximize the creativity of future media developers, leaving
room for an endless possibility of new media.

• Personalization: The solution should make it easy to personalize
the viewer experience based on both information about the user and
previous path choices made by the user.

• Privacy: Personalization of the viewer experience should be possible
based on both information that the user is willing to share with the
server (i.e., public information) and information that it is not willing
to share with the server (i.e., private information).

• Light-weight traffic overhead: The solution should include tools
to reduce the traffic overhead associated with both delivering the re-
dundant file data, as well as any additional meta data associated with
the interactive branched content itself.

• Adaptive and seamless playback: To ensure seamless playback
and effective resource usage for heterogeneous clients, the solution
should include prefetching, as well as quality-aware rate adaptation.
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In addition to the above primary goals, extensions are also possible which
can enhance our solution. For example, to improve the user experience (e.g.,
as measured by the average playback quality) or the degree of personaliza-
tion, additional optimizations at the server end are possible. One approach
to achieve this is to leverage information obtained based on previous user
interactions with the service, such as to modify the metafiles future clients
are presented. This chapter focuses on the first four goals and presents a
proof-of-concept validation of the fifth.

5.3.2 System overview

As summarized in Section 5.1.3, our design includes five novel components.
Much of our design is centered on the manifest file of the original media,
the interactive branched nonlinear metafile, and the information provided in
these files. Our solution is client-driven, and clients simply download these
files before beginning playback. In general, there are no restrictions on the
server or manner these files are downloaded.

The addition of a separate light-weight personalizable metafile helps sep-
arate the information known by the server (original manifest) from that only
known by the client. The metafile provides the user with the necessary in-
formation about the interactive branched nonlinear aspects of the media.
The manifest file describes the underlying media object and the playback
qualities in which each chunk can be downloaded.

During playback, our modified HAS player identifies the next branch
point rule that the client will reach, prefetches media associated with each
of the alternative path choices, performs branch-point-aware buffer manage-
ment, and adapts the quality of the prefetched chunks based on the avail-
able bandwidth conditions, bandwidth needs, and the relative priority of
each path choice. Overall, good prefetching and rate adaption policies must
weigh high video playback quality against the risk of playback interruptions.

No server-side modifications are required; the server simply serves each
chunk request.

5.3.3 Metafile structure

Our branched video metafile provides developers with maximum possible
flexibility, and is designed to address the first four design goals of our system.
The metafile allows the interactive branched structure to be defined using
two components:

• Nonlinear segments: At the convenience of the creator, alternative
sub-plots than those in the underlying linear media can be defined
using nonlinear segments. These segments are defined as a list of linear
chunk sequences, stitched together from the original video, and a short-
cut label that allow easy referencing. Of course, this functionality
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could also be implemented as a sequence of branch points without
alternative choices beyond the default path.

• Branch-point rules: The overall path structure is defined using
branch-point rules, with each rule specifying: (i) the characteristics
for the client for which the rule applies, (ii) the path sequences that
the client must have taken for this branch point rule to apply, (iii)
the available path choices at the branch-point, (iv) their respective
priorities, and (v) the corresponding explanations to be presented to
the user when selecting between the path choices.

Branch rules can be used in two ways: user-driven or knowledge-driven
choices. The most obvious way is to present clients with path choices, define
priorities with which the initial chunks for each of those path choices should
be prefetched, and allow the client to pick among these path choices. The
second way is for the player to make the decision for the user based on
private information about the client or other internal knowledge about the
client’s previous path choices, for example, at the time the branch point
is reached. Note that this information may not be known at the time the
metafile is downloaded and/or created.

Our approach reduce the overhead at the media server and ensure that
the server do not have to maintain individual copies of the content and/or
maintain state information on a per-client basis during the playback itself.
The separation between metafile and manifest file allow the client down-
loading the metafile from any Web server, and the media server must only
serve request for individual chunks.

A common metafile can be created and shared with clients requesting
access to the the service, or personalized metafiles can be created at the
time of the client request. In both cases the clients independently request
and download the parts of the original media content that matches its per-
sonalized and/or selected media paths.

5.3.4 Longest-path matching

Our design allows general structures to be defined in which chunks can be
reused in multiple nonlinear segments, and the branch-point choices to be
considered next can therefore depend on the path taken thus far. Ultimately,
the developer should be allowed to define any arbitrary set of paths and path
choices through the media, including rules that take into account the user’s
previous path choices. To allow for this functionality, we allow the developers
to define multiple branch-point rules, including multiple rules that have the
same lead-in segment (going into a branch point).

To break ties when there are multiple branch-point rules that match a
particular user’s current playback point, we employ a longest-path matching
policy that always picks the rule that satisfies the properties of the client
(part (i) of the rule) and for which the branch-point path (part (ii) of the
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Figure 5.2: High-level design and buffer management.

rule) most closely match the path taken thus far by the client. It should be
noted that this rule together with the definition of the metafile provides an
easy generalization of any graph-based interactive branched structure.

5.3.5 Prefetching and rate adaptation

To allow seamless playback we prefetch content for each candidate path for
upcoming branch points. For this purpose, we maintain a prefetch buffer,
which works in tandem with the playback buffer to provide uninterrupted
playback experience. Figure 5.2 illustrates the high-level design. To allow
easy access to prefetched chunks associated with different paths, the prefetch
buffer is implemented as a dictionary with the chunk index as the key.

A request module manages the chunk downloads. It is designed to dif-
ferentiate between regular chunks, chunks at branch points, and chunks at
landing segments (i.e., the candidate segments of a branch point). Based on
the class that a chunk belong to, it is directed either directly to the playback
buffer or is stored in the prefetch buffer. chunks belonging to the default
path are handled using the default player routines, and are immediately for-
warded to the playback buffer, from which they are played in the order they
are inserted into the buffer. Prefetched chunks, belonging to alternative
candidate segments are typically prefetched and stored in the dictionary,
from which they are moved into the playback buffer only at a time when
the user selects such a non-default path. At the time of such selections, our
modified player replaces the pre-loaded chunks for the default path with the
prefetched chunks corresponding to the selected path.

Figure 5.4 illustrates the prefetching and buffer management process for
a client that is playing an interactive branched video shown in Figure 5.3
and is selecting the path along the red (dashed) arrows; in no case the
default path. The request and download completion times are shown for
each chunk. In this example scenario, we have used a policy in which the
player requests the landing chunks of each path choice three chunks ahead
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Figure 5.3: Example structure of an interactive branched video.

of reaching the next branch point.
Our request module adapts the requested video quality of both the reg-

ular requests and the prefetch requests. As with other adaptive players, we
keep track of the average download rates observed over previous chunks,
estimating the available bandwidth, and selecting chunks qualities based on
this information. While our framework allows a variety of policies, we note
that a good policy should ensure that all chunks are downloaded by the time
of their (potential) playback deadlines, and yet ensuring that the playback
quality is of highest possible quality. For further improvements, policies can
carefully weigh the priorities of different path choices; e.g., as defined by the
likelihood a path is selected.

5.4 Implementation description

We built an implementation of our solution using the Open Source Media
Framework (OSMF) version 2.0, and its accompanying Strobe Media Play-
back (SMP) player.

5.4.1 Implementation overview

At a high level, we have added functionalities required to track, monitor,
and play interactive branched videos. This includes (i) changes to ensure
that we can download and read metafiles, (ii) the introduction of a request
module that is responsible for prefetch requests, and (iii) the addition of
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Figure 5.4: Timestamps when an example client request and download dif-
ferent segments.

a buffer manager module that is responsible for seamless playback when
jumping between chunks in different parts of the original media object.

A new downloadManager class is responsible for downloading the branched
video metafile and the manifest file of the original media, as well as con-
trolling the request module. The request module incorporates both the
HttpStreamDownloader class, which is responsible for the sequential in-
order requests, as defined by the default path, and the prefetch requests.
The buffer manager module works in tandem with the request module, and
is responsible for controlling the chunks moved in and out of the playback
buffer.

The download manager is also responsible for tracking the playback path,
managing the set of branch points, and determining the next branch point to
be considered. The download manager also integrates user-triggered event
actions. We use a routine in the user interface (the SMP player) as a trigger
for these routines. While the user in theory should have the freedom to
change the path selection up until the time of the branch point, we use a
50ms threshold before the end of the playback of the last chunk before the
branch point to trigger these events.

Currently we have two versions of the SMP player. The first, more
general, implementation allows for up to ten different path choices at each
branch point, and path choices are entered using the keyboard. The last
pressed key at the time the branch-point event is reached determines the
selection. The second implementation assumes a binary tree, and use a
button with a left-turn or right-turn arrow, which when pressed switches
the turn of the arrow. Both implementations help the user to visualize the
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selected path choice, and allow changes until the branch-point is almost
reached. Future work includes more user-friendly designs.

5.4.2 Buffer management

The interaction between our request module and buffer manager module are
of critical importance in providing seamless interruption free playback. The
request module feeds the playback buffer with sequential in-order chunks
and the prefetch buffer with the landing chunks of the different alternative
paths for the next branch point. We use a prefetch policy in which we
prefetch chunks when the player is n chunks before the branch point and
the HttpStreamDownload class is downloading chunks along the default path
directly into the playback buffer.

The playback buffer behaves like a first-in-first-out (FIFO) queue, in
which the chunks downloaded are read as a byte/datastream by the SMP
player in the same order they were inserted. No consideration for chunks
or FLV tags are present at this time which otherwise could be used to
separate different parts of the media. Unfortunately, this FIFO property
limits the possibility of inserting/replacing nonlinear events, as every out-
of-order chunk would be queued behind already inserted in-order chunks.
To allow seamless and non-interruptive playback without the user having
to watch any irrelevant chunks (corresponding to non-wanted chunks along
the default path, for example) which have already filled the buffer, we must
therefore modify the buffer content. This functionality is implemented in
our buffer management module.

At the time a non-default path is selected, the buffer management mod-
ule use the HTTPNetStream class to invoke a seek event. When triggered,
the seek routine immediately clears the playback buffer, and reinserts data
from the point at which the user wants to seek to. In our case, we seek to
the chunk just before the landing point. This would immediately cause the
player to request the desired landing chunk. As we already have this landing
chunk in our prefetch buffer, we can intercept this request and modify the
request to the following chunk along that path. The reason for the manipu-
lation of requests, is to preserve some of the player’s internal states and to
make the player consume a chunk that was not downloaded through its nor-
mal download port. As soon as this request is placed and when the player
expects some bytes, we can push the data held in the prefetch buffer into
the playback buffer, which immediately can be played out. In the meantime
the next chunk is downloaded and is typically downloaded by the time the
landing chunk is played. All requests following this can be handled in the
regular manner, without any manipulation of the player state.

By prefetching data in advance and pushing it into the playback buffer
exactly when it is needed, we are able to provide uninterrupted playback
even in the case of nonlinear playback events. To the user, this appears as
a seamless jump from one playback point to another. Of course, there are
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some minor delays associated with emptying the playback buffer, updating
the player states, and inserting the already prefetched chunk(s) into the
player. However, during transition points between media segments these
delays are minimal and are not noticeable by the user.

5.4.3 Rate-adaptive prefetching

Rate adaptation is at the core of any HAS-based system. Our request mod-
ule utilizes the bandwidth estimations provided by the underlying OSMF
player when selecting qualities, but also takes into account that both the reg-
ular requests, downloading chunks along the default path, and the prefetch
requests must share the same bandwidth.

In this chapter we present preliminary validation results for one basic
example policy. With our adaptive policy, the request quality of the regular
requests are adjusted based on the bandwidth that the prefetch requests
will require. At a time when parallel downloads will be done, the qualities
are selected such that all the paths are given at least the minimum quality,
the quality of the default path is maximized, and all assignments are done
under the constraint that their combined estimated bandwidth should not
exceed the overall estimated available bandwidth. For validation purposes
we also include results for a policy that does not perform any prefetching,
and hence does not require any additional buffer management. Future work
includes in-depth investigation of a range of policy alternatives.

5.5 Proof-of-concept validation

5.5.1 Experimental setup

All experiments were done in a testbed, in which we connect a client machine
and a server machine over a LAN. Running dummynet at the client machine,
we can manipulate the perceived bandwidth conditions, end-to-end delay,
and packet losses. Our modified player is embedded in a Web page and
runs on the client PC. The server runs Adobe Media Server version 5.0,
and hosts a video of the animation movie Big Buck Bunny, encoded at
1300Kb/s, 850Kb/s, 500Kb/s and 250Kb/s. We have also instrumented the
source codes to write internal player states and information into a log file,
which we post process for further analysis.

5.5.2 Player validation

To validate the functionality of our interactive branched player, we per-
formed a number of validation experiments. Due to limited space we can
only show a small subset.

Table 5.1 summarizes the stall-time statistics for validation experiments
in which we used a fixed bottleneck bandwidths of 2Mb/s and 3Mb/s, and
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Scenario Policy
Late data Branch time

(stall events) (s)

3Mb/s
No prefetching 100% 3.458
Adaptive prefetch 0% 0.447

2Mb/s
No prefetching 100% 5.211
Adaptive prefetch 0% 0.547

Table 5.1: Stall events and branch times.

 20

 40

 60

 80

 100

0 1 2 3 0 1 2 3 0 1 2 3 0 1 2 3 0 1 2 3 0 1 2 3

F
ra

c
ti
o
n
 o

f 
ti
m

e
 (

s
)

2000Kb/s 3000Kb/s1000Kb/s

Adaptive prefetch
No prefetching

Figure 5.5: Playback quality.

the client used the test path in Figure 5.3, with each segment consisting
of five chunks. Figure 5.5 presents the video quality statistics for these
experiments. Average values are presented over five experiments.

We can see that our adaptive policy is able to completely eliminate any
playback interruptions due to the data not being delivered to the client in
time. At this time, the only waiting times the player will endure is the time
that it takes to clear the buffer and reload the prefetched content. We see
that this time is typically around 0.5s, out of which 0.23-0.25s is to load the
content and the rest is to update various internal states in the player. We
have found that this time is not noticeable to the human eye, as long as we
shift scene.

Our initial results are encouraging. However, many interesting perfor-
mance tradeoffs remains to be considered, including tradeoffs between video
quality and potential playback interruptions. Future work includes the de-
velopment and performance evaluation of more advanced buffer management
and rate adaptation policies.
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5.6 Conclusion

This chapter presented a novel design that leverages the chunk-based na-
ture and differentiated quality levels of HAS to define and achieve seamless
streaming of interactive branched video. Personalization of the content can
be achieved with the use of a customized metafile. Our overall solution
is simple and provides the creative home user with the power to create
inventive interactive branched, and nonlinear videos and to explore new me-
dia forms. While preliminary validation results are presented, future work
includes more careful exploration and performance evaluation of more ad-
vanced buffer management, prefetching, and rate adaptive policies.
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Chapter 6

Prefetching strategies for
interactive branched video
streaming over HAS

6.1 Introduction

On-demand video streaming has gained tremendous popularity over the last
few years and today contributes the majority of Internet traffic [128]. In
contrast to the original UDP-based services, most of today’s on-demand
video streaming services are using HTTP over TCP. The use of HTTP-
based streaming simplifies caching and facilitates simple traversal of NATs
and firewalls. With the introduction of HTTP-based adaptive streaming
(HAS) protocols, the player can now also easily adapt the streaming quality
based on the user’s current bandwidth conditions [25,120].

In addition, we have also witnessed an increased level of personalization
on the Web. As companies and users are becoming increasingly used to
personalized services, we expect increasing personalization of video. For
example, a viewer may find a movie too sad, too violent, or too scary for
their liking. What if the content provider could customize the video playback
sequence based on the taste of each client?

Interactive branched videos that allow users to traverse different plot
sequences, depending on their interactions with the video (e.g., by pushing
a button on a keyboard, TV remote, or with the help of a mouse click) have
been proposed in the research literature [6, 103, 106], and explored through
clever (but non-trivial) use of navigation captions in YouTube videos. Re-
cently, Interlude1 even launched a Web-based service that offers content

1Interlude, http://www.interlude.fm, Mar. 2014.
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creators an easy way to create interactive videos hosted by the company.
While these types of media provide many advantages and opportuni-

ties, they also present new challenges. For example, with the user playback
experience (at least of linear video) being dominated by the number and du-
rations of any potential playback interruptions [15], branched video presents
a unique challenge as the player may not know which potential path a client
will take until reaching that playback point. Therefore, the video must be
prefetched along multiple paths to ensure that the playback is seamless,
without playback interruptions even when the users defer their choices to
the last possible moment.

We argue that HTTP-based Adaptive Streaming (HAS) provides an ex-
cellent framework for implementing interactive branched streaming (Sec-
tion 6.2). Using a simple media description and path tracking mechanism
(i) provides the creator with arbitrary flexibility when designing person-
alized content, (ii) does not add any additional overhead on the content
servers storing the media files compared to users watching regular linear
non-interactive media, and (iii) the use of HAS ensure that the solution
is TCP friendly, easily traverses firewalls/NATs, and can leverage all the
benefits of content replication and proxy caches.

In this chapter, we describe a design and full implementation of such a
HAS-based interactive branched streaming system. Using a relatively simple
model and this implementation, we explore the key question of what policy
a branched player should use when deciding what pieces to download when.
Such a policy is analogous to the rate adaptation policy in HAS, but is made
greatly more complex by uncertainty regarding future user path selections.
The contributions of this chapter are as follows.

We first develop a simple analytic model that allows us to define the ba-
sic prefetch problem as an optimization problem in which we maximize the
expected playback quality, while avoiding playback interruptions. Within
this framework we show that under several realistic circumstances it is op-
timal to download back-to-back video chunks in a round-robin manner, and
that there exists a natural tradeoff between playback quality and the use
of additional parallel TCP connections to build up buffer workahead and
ensure seamless playback.

Second, based on these findings, we design optimized policies that de-
termine (i) when different parts of the video should be downloaded, (ii)
what quality level each such part should be encoded with, and (iii) how to
manage playback buffers and TCP connections such as to ensure smooth
playback experience without excessive workahead. By extending the exist-
ing buffer management policies used for HAS our policies carefully balance
the buffer workahead needed to ensure seamless playback against potential
wasted bandwidth associated with prefetching data along non-used paths or
for an early terminated session, for example.

Finally, we present the design, implementation (Section 6.4) and exper-
imental evaluation (Section 6.5) of our framework. In addition to providing
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concrete evidence that the optimized policies perform well under a wide
range of scenarios, these experiments provide insights into the importance
of careful adaptive policies and workahead. For example, it is shown that
the use of parallel connections can be particularly valuable when building
workahead in environments with much competing traffic, and our optimized
prefetching policies together with a capped workahead policy is shown to
provide a good tradeoff between ensuring smooth playback experience and
avoiding excessive workahead.

The remainder of this chapter is organized as follows. Section 6.2 presents
our general HAS-based interactive branched framework. Section 6.3 defines
our system model, problem formulation, and optimized prefetching policies.
Section 6.4 presents our system design implementation, before Section 6.5
presents our experimental evaluation. Section 6.6 concludes the chapter.

6.2 Personalized content delivery

6.2.1 Chunks, segments, and branch points

HAS players typically either use byte-range requests or split the file into
individually addressable chunks. While the general design in this chapter
is applicable to both types, we will present a chunk-based solution. With
chunked video, the video is split into smaller chunks, and each chunk is
addressable by a unique URL. A manifest file providing URLs for individual
chunks is used to bootstrap the player. Each chunk is typically 2-5 seconds
long, and chunk boundaries coincide for the different encodings, allowing
the client to switch to any available encoding at chunk boundaries.

The interactive branched video that we present here generalizes tradi-
tional linear HAS video in that it allows (i) the video designer to define
arbitrary playback sequences through the underlying linear video, and (ii)
the users to select among multiple alternative playback sequences. In order
to allow for such customization and interactivity, the designer can define
both linear and nonlinear segments, that are linked together using branch
points, at which the user can chose among multiple path options [6].

Figure 6.1 illustrates our terminology. Here, as with regular HAS video,
a chunk contains a small fixed duration of the video and is defined within
the video manifest file. Each segment (linear or nonlinear) consists of a
sequence of chunks, that are played in the specified order without the need
for any user interaction. Branch points are used to give users the option of
alternative video playback paths. While playing the segment leading up to
an applicable branch point, the user is given the option of which of several
possible next segments the player should play next.
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Figure 6.1: Illustration of terminology.

6.2.2 Interactive branched, nonlinear media structure

Our client-driven design does not add any client tracking or additional pro-
cessing overhead for HAS servers. The designer simply specifies segments
and branch point rules in a text-based metafile, separate from the manifest
file that comes with the underlying HAS media. This personalized metafile
can be individually downloaded from a separate source (e.g., from the con-
tent designer) and the player is responsible for determining which branch
points to consider and chunks to download.

Segments can be specified as any arbitrary sequence of chunks and the
applicable branch points can be defined using very rich branch point rules
that specify [6]: (i) the playback path that the client must have taken for
the branch point rule to be applied, (ii) the path options associated with
the branch point, (iii) the weights associated with each path choice, and
(iv) the message to be displayed to the user whenever that branch point
is in play. When playing the video, our player keeps track of the playback
sequence of the user and compares it with each of the playback path that
the client must have taken for the branch point rule to be applied. Among
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all matching branch point rules, the player picks the one with the longest
match. In the remainder of this chapter we will focus on how the player
performs prefetching, given the outcome from applying this rule.

Consider an interactive branched media file that consists of E = |E| non-
linear segments and B = |B| applicable branch points. Here, each nonlinear
segments e ∈ E is of playback length Le and consists of ne chunks each with
playback duration le,i, where 1 ≤ i ≤ ne. In later sections we will also lever-
age that each chunk can be downloaded in one of Q = |Q| qualities, where Q
is the set of qualities, each corresponding to a particular video bitrate. We
use qe,i to denote the quality (bitrate) of chunk i of segment e, and hence
the size of this chunk is qe,ile,i.

Each applicable branch point b ∈ B has Eb branch options that can be
selected, each given a weight wb

e. In the following, we will assume that
all weights are normalized, such that

∑
e∈Eb w

b
e = 1, and the weights re-

flect their relative priorities (e.g., the probability that a path is selected).
Table 6.1 summarizes our notation.

6.3 Player management

6.3.1 Problem description

We design optimized prefetching policies and buffer management schemes
that (i) provide uninterrupted playback with seamless switches from one seg-
ment to another, and (ii) given such uninterrupted playback, maximize the
playback quality. Our HAS-based solution takes advantage of parallel TCP
connections to build up a workahead buffer to keep unnecessary stalls at a
minimum, but must also make careful tradeoffs among workahead, playback
quality, and the potentially wasted bandwidth associated with downloading
chunks the client later does not use.

As an illustration of these design choices, consider first Figure 6.1. As-
sume that the player is currently playing segment 1. To ensure seamless
playback when reaching the branch point, the first chunk of each path choice
(i.e., chunks 4 and 7) must have been retrieved before reaching the branch
point. To make good prefetch decisions, the client must keep track of how
much time there is until the branch point, and how much bandwidth is
available, so as to determine when and at what quality each chunk should
be downloaded.

Figure 6.2 illustrates a more complex branched structure in which the
client must make multiple path decisions (bottom half of the figure), the
download schedule (middle) and the playback schedule (top) for an example
player implementing a basic policy. Note how all chunks along the selected
(solid lines) playback paths are obtained in time of their playback deadlines
(i.e., the time by which the player needs that chunk for it to be played
without a stall), how up to three parallel connections were used to build
up a workahead and prefetch the first chunk of each potential path choice
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Table 6.1: Notation for interactive branched nonlinear media

Symbol Definition

E Set of all nonlinear segments e

Le Total media playback length of segment e

ne Total number of chunks in segment e

le,i Total media playback length of chunk i on
segment e

Q Set of quality encodings

qe,i The quality encoding of chunk i on segment
e

B Set of all branch points b

Eb Set of branch edges e associated with branch
point b

wb
e Relative weight for branch-point edge e of

branch point b

∆u Protocol threshold time used by client u

tsi Start of download of chunk i

tci Download completion of chunk i

tdi Playback deadline of chunk i

l{e,b},i Total media playback length of chunk i on
segment-branch-point pair (e, b)

q{e,b},i The quality encoding of chunk i on segment-
branch-point pair (e, b)

ri Estimated per-connection download rate be-
tween download initiation times tsi and tsi+1

ci Number of parallel connections between
download initiation times tsi−1 and tsi

Ri(c) Estimated download rate at time i for client
using c connections

(chunks 4, 7, and 10 at the first branch point, and then chunks 13 and 16
at the second branch point) before reaching the branch points, as well as
how different qualities have been selected for the different chunks depending
on how much workahead is available before each (potential) playback dead-
line. In this scenario we have also used a simple round-robin schedule for
determining which chunk to download next.

This example illustrates the importance of careful prefetching. Impor-
tant design considerations in determining a good download schedule include:

• Download ordering and playback quality. With different chunks
being associated with paths of different likelihood and with different
delay constraints, both the order and quality that each chunk is down-
loaded play an important role in ensuring seamless playback at highest
possible playback quality.

• Concurrent downloads. To allow improved download speeds and
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Figure 6.2: Round-robin parallel downloading

prefetching we allow multiple parallel connections. However, when
doing so, we must consider the tradeoff between improving the overall
download speed and meeting individual playback deadlines.

• Capped workahead. To avoid excessive workahead and wasted
bandwidth usage when a user terminates a session early, most HAS
players use on-off switching, and do not allow the buffer to fill up be-
yond a certain threshold. In the context of interactive branched video
this concept must be extended to take into account the number of path
options at each applicable branch point. Depending on the underlying
structure, our player sets the target buffer size dynamically.

In each step, the player must determine when the client should download
each chunk and how much parallelism should be utilized, such as to max-
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imize the playback quality and meet playback deadlines. Given a network
constraint on how much data can be downloaded over a given time period,
there is a tradeoff between quality (higher quality implies larger chunks)
and the number of chunks that can be downloaded. The stall probability
depends on network conditions and the prefetching policy (such as concern-
ing prefetching of chunks from after a branch point).

6.3.2 Objectives and constraints

In this section we formulate the prefetching problem as a optimization prob-
lem. Without loss of generality, we consider a client downloading a single
segment e that has been determined to have an upcoming branch point b.
We want to maximize the playback quality of the chunks of the current
segment e and the first chunk of each of the |Eb| different path choices,
conditioned on each chunk, including the first chunk of each potential seg-
ment following the branch point, being downloaded prior to its (potential)
playback deadline.

Objective function: Assuming that a client picks path e′ ∈ Eb at
branch point b with a probability wb

e′ , we can formulate our objective func-
tion as:

maximize

ne∑
i=1

qe,ile,i +
∑
e′∈Eb

wb
e′qe′,1le′,1. (6.1)

Round-robin ordering: Without loss of generality, we enumerate the
chunks associated with a segment e and the first chunk of each of these
candidate segments as follows: (i) the chunks of segment e are enumerated
from 1 to ne, and (ii) the chunks belonging to the upcoming branch point
b are enumerated from ne + 1 to ne + |Eb| with ne + 1 having the highest
weight wb

e′ and ne + |Eb| the lowest. With this numbering, let q{e,b},i and

l{e,b},i be the quality and chunk length, respectively, of the ith chunk of the
combined segment-branch-point pair {e, b}.

Ignoring delay constraints, we note that it is never better to download
high-quality versions of the chunks of segment e than any of the first chunks
of the branch options, and it is never better to download a later numbered
branch chunks (with less weight) at a higher quality than an earlier num-
bered chunks (with more weight). Furthermore, assuming this relative chunk
numbering and non-increasing quality assignment to chunks, we note that
it is optimal to initiate download of chunks in an round-robin order. To
see this, note that any feasible schedule with an alternative download order
(but non-increasing quality assignment to chunks) also would be feasible if
the download order of any pair of out-of-order chunks where corrected.

Motivated by the above observations, in the following we only consider
round-robin schedules following the above order. In fact, in the case that
additional workahead is possible after downloading all the |Eb| chunks and
our workahead rule (Section 6.3.4) allows for greater workahead beyond the
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branch point, we again use round-robin among the second chunk of each
candidate segment.

With the above chunk order and notation, we can rewrite the objective
function as:

maximize

ne∑
i=1

q{e,b},il{e,b},i +

ne+|Eb|∑
i=ne+1

wb
eq{e,b},il{e,b},i. (6.2)

Playback deadlines: For the purpose of our timing constraints, let
tsi represent the time at which the client initiates download of chunk i.
Similarly, let tci and tdi represent the times at which the client completes
download of chunk i and the playback deadline of chunk i, respectively.

Our first timing constraint simply states that the download completion
time tci of each chunk (1 ≤ i ≤ ne + |Eb|) must be before the playback
deadline of that chunk:

tci ≤ tdi =

{
τ +

∑i−1
j=1 le,j , if 1 ≤ i ≤ ne

τ +
∑ne

j=1 le,j , if ne < i ≤ ne + |Eb|. (6.3)

Here, τ is used to indicate the time at which the first chunk of the segment
is played out. If we measure time from the time ts1 = 0 that the download of
the first segment is initiated, τ corresponds to the startup delay. For later
segments, τ corresponds to the relative time at which the preceding branch
point was reached, and is equal to τ = td1 = τ ′ +

∑ne′
j=1 le′,j , where τ ′ is the

corresponding value for segment e′ that was traversed before the current
edge e.

Startup delays: For simplicity, we use the minimum possible startup
delay if all segments were downloaded sequentially at some minimum de-
sired quality q∗. In this case, the startup delay τ can be calculated as the

maximum of max1≤i≤ne [
∑i

j=1
q∗le,j
R(1) −

∑i−1
j=1 le,j ] and

∑ne+|Eb|
j=1

q∗l{e,b},j
R(1) −∑ne

j=1 le,j , where R(1) is the download rate when using a single TCP con-
nection. Here, the first expression finds the tightest constraint for each of
the segments of the edge e itself (typically suggesting a startup delay equal
to the download completion of the first segment τ = tc1) and the second
expression corresponds to the constraint of obtaining the first chunk of each
branch choice in time of playback. The same method is again used anytime
that we have a playback interruption and τ must be re-calculated.

Bandwidth constraints: Our final set of constraints relate the band-
width available to each of the client’s connections, the amount of a chunk
it can download at each point in time, and how long it will take to down-
load the chunk. For these constraints, we will restrict our policies to those
that only initiate new chunk downloads and open new TCP connections
at the time of a download completion. Such policies simplify connection
management.

With a measured combined download rate of R(ci) between the initia-

tion of the ith and (i + 1)th chunk downloads, the average download rate
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per connection is equal to ri = R(ci)/ci, where ci is the number of active
parallel connections during this time period. Now, assuming that these per-
connection rates ri are known for each time instance, we can formulate the
following conservation equation:

i+k∑
j=i

rj(t
s
j+1 − tsj) = qe,ile,i, (6.4)

where we have assumed that k new chunk downloads are initiated before the
ith chunk is fully downloaded; i.e., tci = tsi+k. Here, the left-hand side gives
the total amount of data downloaded on a single connection during the
download time of a particular chunk, recognizing that the download rate
on that connection will change if the number of active parallel connections
changes. The right-hand side gives the size of that chunk.

Rate constraints: In practice, neither rj or any of the future download
instances are known at the time of a download completion, when the player
must determine (i) how many parallel connections to use next until the
next completion, and (ii) at what quality any new chunks downloads should
have. At one extreme the client has no competition. In this case R(c) is
independent of c and ri+1 = ci+1

ci
ri. At the other extreme, the client has

very many competing flows, R(c) is approximately proportional to c and
ri+1 = ri regardless of the value of ci and ci+1.

To help ensure that delay constraints are satisfied even under uncertainty,
our policies use the conservative assumption that there will be no additional
bandwidth gains from using additional TCP connections, but prioritize par-
allelism when possible without violating these delay constraints.

6.3.3 Prefetching policies

The player initially opens one connection to the server, and subsequently
opens additional connections at download completion time instants, depend-
ing on the prefetch policy. Idle connections are reused, and, as shown in
Figure 6.2, HTTP GETs for different branches can share a single connec-
tion.

To determine the number of new chunks to request next, and the quality
at which these chunks should be downloaded, we have found that the above
constraint problem is best solved one segment at a time. At the completion
of a chunk download, we pick the quality and number of parallel new down-
loads that maximizes the expected weighted playback quality, as defined by
the objective function (6.2), and that satisfies all the above constraints.

We consider two policies that both restrict the number of candidate
schedules to consider, but differ in their complexity and how aggressive they
are. The first policy, called Optimized non-increasing quality, considers all
possible candidate schedules that (i) do not exceed the maximum number
of parallel connections allowed C, (ii) do not count on opening additional
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Table 6.2: Summary of prefetching policies.

Policy Connections Schedules considered Objective

Optimized non-increasing
quality

1 ≤ ci ≤ Cmax MQ, where

M = ne + |Eb| −m
Equation (6.2)

Optimized maintainable
quality

1 ≤ ci ≤ Cmax
(
M+Q−1

Q−1

)
Equation (6.2)

Single connection 1
(
M+Q−1

Q−1

)
Equation (6.2)

Greedy bandwidth 1 ≤ ci ≤ Cmax
(
M+Q−1

Q−1

) ∑j+m
i=j qe,ile,i

connections in future steps, and (iii) in which the qualities of consecutive
chunks are non-increasing. This policy reduces the number of possible sched-
ules from MQ, where M = ne + |Eb|−m is the number of remaining chunks,
m is the number of already requested chunks, and Q is the number of pos-
sible quality levels for the segment-branch pair (e, b), down to

(
M+Q−1

Q−1
)
.

As condition (iii) still can allow for a large number of candidate schedules,
we also consider a more conservative policy that requires the quality of the
requested chunks to be sustainable for the remaining chunks. This policy,
called Optimized maintainable quality, requires only Q candidate schedules
to be considered per number of parallel connections. Both policies pick the
highest feasible quality for the next chunk, and open up additional parallel
connections only if this quality can still be achieved after doing so.

To explore the tradeoff between aggressively picking high quality seg-
ments and prioritizing opening up additional parallel connections, we also
consider two additional prefetching policies. In the first policy, called Sin-
gle connection we use the same quality assignment candidates as with the
Optimized maintainable quality policy, but only allow a single connection
to be open at each point in time. Finally, we consider a much more band-
width aggressive policy, called Greedy bandwidth, in which the quality and
number of parallel new downloads maximize the number of requested bytes∑j+m

i=j qe,ile,i, when chunks j through j + m are requested at this time in-
stance. To allow easier head-to-head comparison we again use the three
candidate schedule constraints used with the Optimized maintainable qual-
ity policy. Table 6.2 summarizes our policies.

6.3.4 Capped workahead

Most HAS players perform on-off throttling. A common strategy is to stop
making chunk requests whenever the buffer occupancy exceeds a certain
threshold Tmax, until the buffer occupancy drops below another threshold
Tmin [24, 25].

We generalize this idea to the context of interactive branched video. Con-
sider a player that is currently playing a segment e ∈ E and is approaching
branch point b with Eb alternative branches. We define a minimum buffer
threshold Tmin = Tsingle · |Eb|, where Tsingle is the amount of data that
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should be buffered for each potential branch segment to be comfortable that
stalls do not occur, but such as to avoid excessive buffering along that path,
in the case that path was not selected. Using the minimum buffer threshold,
we then simply set the maximum buffer threshold Tmax = (Tmin+∆), where
∆ is additional buffer margin.

6.4 Implementation description

6.4.1 Software overview

Our client is implemented using the Open Source Media Framework (OSMF
v2.0) libraries and the front-end player is built from Strobe Media Play-
back (SMP). While most modifications are focused on the classes under the
httpstreaming directory, responsible for HAS, some modifications to the
files under the StrobeMediaPlayback directory were needed to implement
user interaction2.

6.4.2 High-level system overview

After having downloaded the HAS manifest file (that describes the HAS
media file and the different encodings at which the chunks are available) and
the interactive branched metafile (that describes the branched structure),
the client bootstraps the player using the information from the two files.

Our modified HAS player can open parallel TCP connections, request
and download multiple chunks in parallel. The chunks along the current
playback segment are delivered in-order to the playback buffer, whereas
the prefetched chunks associated with the upcoming branch segments are
downloaded into the browser cache, from which they can be very quickly
retrieved when the client makes a path decision. This design has been tested
and compared against in-player memory solutions such as those presented by
Krishnamoorthi et al. [6], showing significant reductions in in-player memory
requirements and most importantly in the time that it takes to load a new
path. This is important when masking the load times from cache to player,
so as to ensure that users do not observe any playback interruptions.

Finally, to minimize fetch times from the cache, our current implemen-
tation uses the browser RAM cache (of our Mozilla Firefox version 25.0.1
browser), and requests from the player are checked against the index of
cache content before placing a request to the server. While we have found
benefits to using a RAM cache, relative to the use of a disk cache, these
differences are negligible compared to the overall benefits of prefetching to
cache in general.

2Our data files and source code for our software framework are available at http:

//www.ida.liu.se/~nikca/papers/mm14.html
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6.4.3 Interactive playback

Once playback is close to a branch point, a message is displayed to the
user requesting selection of the desired path option. The player reads the
user input and this information is communicated to the class that handles
branch-point transitions. The player also maintains a record of chunks and
segments it has played previously. This information is used whenever the
player has to use the longest matching rule (Section 6.2.2).

Once playback reaches a branch point, a branch-point event is triggered.
Using the time associated with the start of the selected branch, the player
calculates the chunk that should be played first for this branch. Using
this chunk number, our modified player checks if any such chunk has been
requested, and if so, determines its URL. Having determined the cached
URL, the player can now quickly retrieve the content and move it into the
playback buffer.

One of the most influential parameters in determining the duration of
any playback interruptions at a branch point is the BufferTime value. This
amount represents the minimum amount of data (in seconds) the player
needs to have in the playback buffer before resuming playback after a stall
or at a branch-point event. Whenever our download manager triggers a
branch-point event, we therefore set the BufferTime value to a small value
so that it can resume playback right away. As soon as the seek is complete
the BufferTime value is reset to the player’s default value. When playback
is resumed after a branch point event, additional requests are placed so as to
fetch all the prefetched content for the new segment from the cache, before
the request module resumes its normal operation and continues prefetching
of the remaining chunks along the new segment and any chunks associated
with the next upcoming branch point.

6.4.4 Parallel connections

An important aspect of allowing seamless playback is effective workahead
prefetching. Researchers have found that HAS players often experience large
degradation in performance when exposed to competing flows [23, 24, 129].
Based on initial experiments and related literature (e.g., [130]) we conjecture
that multiple parallel TCP connections will help ensure stable throughput
in such scenarios.

As described in Section 6.3 we schedule new chunk downloads and open
new TCP connections based on our workahead prefetching policies, which
take into account playback constraints, current download rate estimates,
and the priority order of the chunks. Our policies are conservative, in that
when calculating expected download completion times it is assumed that
an additional TCP connection will not increase the total achieved download
rate (and so would correspondingly reduce the rate achieved by each of
the existing connections). At the end of each chunk download, new parallel
connections are only initiated if they are not expected to violate the deadline
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constraints of both chunks currently being downloaded and chunks to be
downloaded.

6.4.5 Rate estimation

Rate estimation is a critical component of any HAS player. Typically, rate
estimates of the available bandwidth are generated based on the download
rates observed during previous downloads. To avoid placing too much weight
on the most recent chunk download, most HAS players maintain a rolling
window and/or calculate a weighted average of the estimated download rate,
based on past download times.

Similarly, with our interactive branched player, rate estimates are calcu-
lated by measuring the time that it takes to download each chunk. However,
we must also account for the fact that a chunk may have been downloaded in
parallel with other chunks. For this reason, each new estimate is scaled up
accordingly, using the conservative approximation that the number of such
parallel connections was constant and equal to the minimum number of
parallel connections during the download of the chunk. As with the default
player, these estimates are then used to update a global estimate, calculated
using an exponentially weighted moving average (EWMA) with weight 0.4.

6.5 Experimental results

6.5.1 Experimental setup

To validate our general system design and evaluate the performance of dif-
ferent prefetching policies, we use a basic experimental testbed, in which a
client and the server are connected over a high-speed LAN. To emulate a
wide range of network conditions the client machine runs dummynet [123],
allowing us to control the available bandwidth, the RTT, and the packet
loss rate observed between the two machines.

The server runs a Flash Media Server (FMS) version 4.5, and hosts a
HAS video chunked into 4s chunks and encoded into four different playback
qualities, encoded at 250Kb/s, 500Kb/s, 850Kb/s, and 1300Kb/s, respec-
tively. These encodings were generated from the Big Buck Bunny video using
Adobe’s encoding and HAS packaging suite. For the purpose of discussion
we sometimes refer to these qualities as quality 0, 1, 2 and 3, respectively.
Branch points and segments were generated arbitrarily from the base video.

The player is instrumented to continually write its internal state and
actions to a log file, which we later process to evaluate the performance
experienced by the client. Of particular interest is the buffer occupancy, the
frequency and duration of stall events, as well as the general playback rate
and quality experienced by the client.

The performance of our system design, is evaluated under each of the
four prefetching policies Optimized non-increasing quality, Optimized main-
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tainable quality, Single connection, and Greedy bandwidth, all defined in Sec-
tion 6.3.3, as well as a Näıve player that is capable of handling interactive
branched video, but that does not perform prefetching along the different

alternative paths, but simply downloads chunks only along the current de-
fault path. Naturally, this policy stalls at each branch point that the default
path is not selected and simply serves as a baseline for comparison.

By comparing the two optimized policies, Optimized non-increasing qual-
ity and Optimized maintainable quality, we can evaluate the value of being
conservative, as the second policy should be considerably more conservative
in its quality selection for the next segment. By comparing the performance
of this policy with the Single connection policy, we can assess the value of
using parallel connections. Finally, Greedy bandwidth helps further capture
the tradeoffs associated with aggressively opening up parallel connections.

In the following subsections we present experiments in which we vary
one parameter at a time, starting from a default scenario, such as to give
initial insights into the impact that factors such as the available bandwidth,
end-to-end RTTs, number of chunks per segment, number of branches, and
amount of competing traffic have on the playback performance. Results are
presented both for the first branch point and for later branch points. For
Sections 5.2-5.4 we use Tsingle = 8, but do not place any workahead (buffer
size) limitations (Section 4.4). This limitation is instead separately validated
in Section 5.5. The focus of the evaluation is on client playback performance
(as measured by stall probability and playback rate3 and we only consider
a single player (possibly competing against other TCP flows, but not other
similar players). More extensive multi-factor experiments, experiments with
competing players, and more dynamic bandwidth conditions (e.g., as seen
by mobile users) provide interesting directions for future work.

6.5.2 Single-branch experiments

Consider first a scenario in which the client views a basic interactive branched
file (e.g., as shown in Figure 6.1) with a single initial segment e with ne
chunks, and a single branch point b, with |Eb| branch options. In our de-
fault scenario we let ne = 5 and |Eb| = 4. Furthermore, we use a default
end-to-end bandwidth of 2,500Kb/s, RTT of 150ms, and no competing traf-
fic. The use of an RTT of 150ms is motivated by typical values observed
on our networks. For example, trace route measurements to the top million
websites on the Web, according to www.alexa.com on June 12, 2012, sug-
gests that a client within our campus would see an average RTT of 177.4ms
to these sites.

To evaluate the impact that each of the above experiment parameters
has on performance, we use a “one-factor-at-a-time” approach in which we
run multiple series of experiments. In each series we vary one parameter at

3Startup delay is another important metric, but this is small in our experiments and
does not differ among the policies.
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Figure 6.3: Playback qualities in default scenario.

a time, and for each configuration in that series, we perform 30 experiments
per policy considered, and report averages and standard deviations for the
average video quality and stall probabilities.

In our experiments, we consider a worst-case scenario in which the client
always picks the least likely branch, which is the last branch that our
prefetching policies prefetch.

Figure 6.3 shows the video quality distribution for our default scenario,
based on which we perform our one-factor experiments. Figure 6.4 shows
the impact of the available bandwidth on the average video playback rate
and stall probability. Here, the data points for 2500 Kb/s corresponds to
our default scenario, and the average quality simply corresponds to the
weighted sum of the quality distributions in Figure 6.3. As expected, the
Näıve policy, which does not perform prefetching, always results in the most
stall events. Clearly, the high playback rate of this policy is misleading when
evaluating the playback quality. All of the prefetching policies successfully
employ some of the bandwidth that the Näıve policy uses for downloading
the current segment, for prefetching instead, so as to avoid stalls. The most
successful tradeoff is achieved by the Optimized maintainable quality policy,
which adapts its quality entirely based on our optimization formulation.
In contrast to the Optimized non-increasing quality policy, this policy is
conservative in that it does not schedule high quality downloads until it
expects this quality to be sustainable for the remainder of the segment-
branch pair. The success of a more conservative policy is particularly evident
when comparing against the Greedy bandwidth policy, which sees both higher
stall probability and lower playback rate than the Optimized maintainable
quality policy.

We next take a closer look at the impact of the end-to-end RTTs, num-
ber of chunks ne in the initial segment, and the number of branch options
|Eb|. Figures 6.5 and 6.6 show the playback rate and stall probability as a
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Figure 6.4: Impact of the available bandwidth.

function of these variables. As expected, the average quality observed by
the quality-aware policies increase with (i) decreasing RTTs, (ii) increasing
number of chunks ne in the initial segment, and (iii) decreasing number of
branch options |Eb|. In the case of decreasing RTTs, the TCP throughput
quickly ramps up. In the case of increasing number of chunks ne, the policies
have more time to build a workahead before reaching the branch point, and
finally, in the case of decreasing number of branch options, less data must
be downloaded ahead of the branch point, leaving bandwidth which instead
can be used to download higher quality chunks.

As when comparing across different bandwidth conditions, the quality-
aware policies consistently outperform the Greedy bandwidth policy. Under
challenging conditions, the Optimized maintainable quality policy is the clear
winner, and consistently sees the lowest stall probabilities.

6.5.3 Multiple branch point scenarios

In general, we assume that the distance between successive branch points is
long enough that it is never worthwhile to prefetch beyond more than a single
branch point. We have also performed experiments in which the branched
structure has multiple branch points, to assess how the performance differs
at the later branch points. In these experiments we have used symmetric
structures in which all segments have the same number of chunks ne and all
branch points have the same number of branch options |Eb|.

Figures 6.7 and 6.8 show the average playback rate and stall probabilities
for the later segments and branch points for experiments with a symmetric
tree structure with depth three. While these results are consistent with
those observed for the first branch point, we observe slightly higher overall
playback rate for these later segments, especially for the prefetching policies
with multiple parallel connections. This can be explained by the the fact
that these policies can continue to utilize any initiated parallel connections
as soon as they have passed an initial branch point. However, in a few cases
we also observe higher stall probabilities than for the first branch point.
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Figure 6.5: The average playback rate under different end-to-end RTTs,
number of chunks ne in the initial segment, and the number of branch op-
tions |Eb|.

This is particularly apparent for the case in which we only have two chunks
per segment. In this case, segments are too short to allow sufficient time for
prefetching chunks from beyond the next branch point, before that branch
point is reached.

6.5.4 Competing flows

We devise a series of experiments where the available bandwidth is 5Mb/s,
and compare the performance in scenarios with different numbers of com-
peting TCP flows. Each competing flow was generated by downloading a
large file from the same server.

As seen from the results shown in Figure 6.9, there is a clear overall
performance degradation as the number of competing flows increases. This
is to be expected, as in these cases, the fair share of bandwidth available to
the player quickly decreases, and the player must adapt the playback quality
accordingly. However, in these cases, we can also see significant advantages
to our prefetching policies that open multiple parallel connections, compared
to the baseline Single connection policy.
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Figure 6.6: The stall probability under different end-to-end RTTs, number
of chunks ne in the initial segment, and the number of branch options |Eb|.

6.5.5 Capped workahead

The policies used in Sections 5.2-5.4 do not consider work-ahead (buffer size)
limitations. While much of our analysis and that evaluation is focused on
seamless playback, we have found that our capped workahead policy (Sec-
tion 6.3.4) can save substantial bandwidth. To illustrate its operation, we
include example results for a high-bandwidth scenario in which a client with
6Mb/s connection is playing an interactive branched video with maximum
rate encoding at 1.3Mb/s.

Figure 6.10 shows the variation in the buffer occupancy over time. In
this scenario, we use the Optimized maintainable quality policy and the next
upcoming branch point has 4 branch alternatives. With our default settings
of Tsingle = 8 and ∆ = 4, this gives us Tmin = 32 and Tmax = 36.

It may appear unintuitive that we reach a buffer occupancy much higher
than Tmax. However, this can be explained by the use of many parallel con-
nections. With a high available bandwidth, the player can be fairly aggres-
sive in opening new parallel connections, especially initially when building
up the initial buffer to Tmax. With the buffer only accounting for completed
in-order chunk downloads, the buffer occupancy can therefore easily over-
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Figure 6.7: Average playback rate in scenario with multiple branch points,
under different conditions.

shoot. However, when reaching (and exceeding) Tmax some connections are
terminated. With less parallel connections being able to accumulate during
the later on periods, as we can see in the figure, the later peaks in buffer
occupancy are significantly smaller than the original peak.

6.6 Conclusions

Playback interruptions and stall times can greatly impact the users’ playback
experience. In this chapter we presented the implementation of an interac-
tive branched streaming player that achieves seamless transition between
segments in a mutipath structure without playback interruptions. Using
a simple optimization framework, we design optimized prefetching policies
that maximize the playback quality while ensuring sufficient workahead to
avoid stall events. To achieve these goals, our policies (i) adjust the qual-
ity levels of the prefetched chunks based on the bandwidth conditions that
the client experiences, and (ii) determine the appropriate number of paral-
lel connections to ensure good download speeds and improved workahead
buffering. Our results show that our solution is able to achieve rate adap-
tive streaming and buffer management, such as to ensure seamless playback.
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6. PREFETCHING STRATEGIES FOR INTERACTIVE BRANCHED
VIDEO STREAMING OVER HAS
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Figure 6.8: Stall probability at the second branch point under different
conditions.
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Figure 6.9: The average video playback rate and stall events for different
number of competing flows.

We also show that the proposed solution effectively adapts the quality se-
lection and number of parallel connections so as to provide the user with
the best possible video quality under scenarios with different bandwidths,
RTTs, segment lengths leading to a branch point, number of branch op-
tions after a branch point, and number of competing TCP flows. While

99



“thesis” — 2016/9/27 — 10:04 — page 100 — #114

6.6. CONCLUSIONS

 0

 10

 20

 30

 40

 50

 60

 0  20  40  60  80  100  120  140

B
uf

fe
r 

oc
cu

pa
nc

y 
(s

)

Time (s)

Figure 6.10: Buffer occupancy over time

our current system is entirely client-driven, future work includes server-side
optimizations.
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Chapter 7

Conclusion and future work

In recent years, on-demand streaming services over the Internet is increas-
ingly becoming the main source of household entertainment. This thesis
contributes towards improving the state-of-the-art of today’s content deliv-
ery techniques by proposing smart content-aware proxies and a novel cate-
gory of interactive branched video over HAS. We believe that improvements
to the infrastructure and personalized content delivery over HAS are impor-
tant steps towards realizing several forecasts that have been made regarding
tomorrow’s video delivery.

This thesis investigated several techniques that can be used to improve
the efficiency and scalability of on-demand video streaming services. We
evaluate the effects of proxy caches on HAS streams, and design and eval-
uate several content-aware prefetching policies on a proof-of-concept im-
plementation. Our policies are shown to make the process of delivering
content more efficient, and, at the same time, improve the viewer’s QoE.
Our findings reveal that proxy caches do not always offer a helping hand
to HAS streams, but that they often require careful configuration so that
their benefits are maximized and that potential drawbacks with their inter-
action with clients are minimized. Through evaluation of our content-aware
policies, using real-world representative experiments, we show several ar-
eas of improvements, including how to improve and leverage opportunistic
prefetching and content-caching opportunities to significantly reduce oper-
ating expenses, increase hit rates, and provide clients with a higher average
playback quality.

Modern applications and services offered over the Internet are continu-
ally adapting their behavior based on user preferences and other user spe-
cific customizations. Using the current state-of-the-art techniques, we have
proposed, designed, implemented and evaluated, interactive branched video
streaming over HTTP. This class of streaming videos allow the viewer to
interactively choose one among several alternative storylines at predefined
times while watching a video. Our contributions include an optimization
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7.1. FUTURE WORK

framework, which can be used to determine when to prefetch chunks, and
which parts of the video to prefetch from several potential branches that
the client might chose to follow, when selecting their own personalized sto-
ryline, as well as the quality level to be selected for each such chunk down-
load. Our framework and policies are designed to handle a wide range of
scenarios, including fluctuating bandwidth, frequent branch switches and
other variations that one might encounter in the real world. Our client side
implementation minimizes playback stalls and maximizes the playback qual-
ities, and makes sure that the action of switching to a different branch does
not lead to interruptions that might affect the playback experience of the
viewer.

7.1 Future work

There are several interesting avenues along which the work in this thesis can
be extended. First, several user-centric measurements based on attached
web cameras, mics, and other sensors can be used to deduce the viewer’s
interest or engagement while watching a particular video. This information
can then be used to further personalize the content, determine branch-points
that will be offered to that particular viewer, or even predict the choices
made by the viewer.

Second, we believe that the increased adoption of HAS will continue
to drive innovative architectural solutions that aim to provide better user
QoE at lower operational and capital expenses. Several proxy-cache-based
optimizations can be performed to improve a subset of metrics that the
operator is most interested in. In addition to content-aware prefetching
proxies proposed in this thesis, proxies can also be built to pre-push certain
parts of a video or entire videos to the client. Such videos should be the most
likely to be viewed, or ones that currently are being viewed by the client.
By pre-pushing parts of the video to the client, the proxy cache can release
some of its future resources. Interestingly, future work could also consider
how to intelligently pre-push content to a client based on metrics such as
user location in mobile networks. If it is well known that certain areas suffer
from poor coverage, or due to other factors that are out of control of the
operator, pre-pushing content can help avoid a playback stalls when the
client is traversing small stretches with poor transmission characteristics.

Finally, our contributions in this thesis can also be applied to stream-
ing of 360 degree videos. We are currently investigating how to best serve
stream-bundles that capture multiple simultaneously recorded views or an-
gles. Under such scenarios, videos from constituent cameras of one or more
360 degree camera are streamed together in a bundle. The stream-bundle
consists of several views of a certain scene. In this work, we plan to design op-
timized policies that similar to those presented in this thesis; maximizes the
expected playback quality, and minimizes playback stalls; so as to prefetch
alternative streams that the client might switch to in the near future.
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