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POPULÄRVETENSKAPLIG SAMMANFATTNING

I denna avhandling har vi studerat hur man kan använda maskininlärning för att effek-
tivisera felhantering i storskalig mjukvaruutveckling. Felhantering i storskalig mjukvaru-
utveckling är idag till stor del en manuell process som är mycket kostsam, komplicerad
och felbenägen. Processen består i stora drag av att hitta vilket team som skall åtgärda
en felrapport och var i mjukvaran som felet ska rättas. Maskininlärning kan förenklat be-
skrivas som en kombination av datavetenskap, matematik, statistik och sannolikhetslära.
Med denna kombination av tekniker så kan man ”träna” mjukvara att vidta olika åtgär-
der beroende på vad man ger den för indata. Vi har samlat mer än 50000 felrapporter
från mjukvaruutveckling i svensk industri och studerat hur vi kan använda maskininlär-
ning för att maskinellt kunna hitta var ett fel ska rättas och vilket utvecklingsteam som
ska tilldelas felrapporten för rättning. Resultaten visa på att vi kan nå en precision upp
till ca 70% genom att kombinera ett antal standardmetoder för maskininlärning. Detta är
i nivå med en mänsklig expert, vilket varit ett viktigt resultat i överföringen av tekniken
till praktisk användning. Felrapporter består av både så kallad strukturerad data, som till
exempel vilken kund, land, plats osv som felrapporten kommer ifrån, men också så kallad
ostrukturerad data som till exempel den textuella beskrivningen av felrapporten och dess
titel. Detta har gjort att en stor del av avhandlingen har kommit att handla om hur man
kan representera ostrukturerad text i maskininlärningssammanhang. Vi har i avhandlingen
utvecklat en metod för att lösa ett problem som ursprungligen formulerades 2003 som kal-
las Latent Dirichlet Allocation (LDA). LDA är en extremt populär maskininlärningsmodell
som beskriver hur man matematiskt i en dator kan modellera teman i text. Detta problem
är mycket beräkningskrävande och för att man ska kunna lösa problemet inom rimlig tid
så krävs det att man parallelliserar problemet över många datorkärnor. De dominerande
teknikerna för att parallellisera LDA har hittills varit approximativa, dvs. inte matematiskt
exakta lösningar av problemet. Vi har i avhandlingen kunnat visa att vi kan lösa proble-
met matematiskt exakt men ändå lika snabbt som de förenklade approximativa metoderna.
Förutom den uppenbara fördelen att ha en korrekt modell i stället för en approximation
som man inte vet hur stort fel den introducerar, så är det också viktigt när man bygger
vidare på LDA modellen. Det finns många andra modeller som har LDA som en kompo-
nent och vår metod är applicerbar i många av dessa modeller också. Om man bygger en
ny modell baserad på LDA men utan en exakt lösning så vet man inte hur det fel som
introduceras med approximeringen påverkar den nya modellen. I värsta fall kan den nya
modellen förstärka det ursprungliga felet och man får ett slutresultat som har ett mycket
större fel än från början. Även vi har byggt vidare på LDA modellen och utvecklat en ny
maskininlärningsteknik som vi kallar DOLDA. DOLDA är en så kallad klassificerare. En
klassificerare inom maskininlärning är en metod för att tilldela objekt till olika klasser. Ett
enkelt exempel på en klassificerare finns i många e-post programvaror. I detta exempel så
kan e-postprogrammet klassificera e-post som endera reklam eller inte reklam. Detta är ett
exempel av en så kallad binär klassificering. En mer sofistikerad klassificering kan vara att
sortera nyhetsartiklar i olika kategorier som nyheter, sport, underhållning, osv. Den klassifi-
cerare som vi utvecklat är helt generell, men vi applicerar den på bugghanteringsproblemet.
Vår klassificerare tar både strukturerad data och text som indata och kan tränas genom
att köra den på många historiska felrapporter. När DOLDA modellen tränats upp kan den
klassificera felrapporter, där kategorierna är de olika utvecklingsteamen i organisationen,
eller var i koden en felrapport ska lösas. Vår klassificerare bygger på en statistisk teori som
kallas för Bayesiansk statistik. Det finns många fördelar med den Bayesianska statistiken
som direkt förs över till vår modell. En av de viktigaste är att man med den Bayesianska
metoden alltid får ett mått på osäkerheten i resultaten. Detta är viktigt för att man ska
kunna veta hur säker maskinen är på att resultatet är korrekt. Detta gör att om maskinen är
osäker på klassificeringen så kan man låta en människa ta över istället, annars kan man låta
maskinen utföra åtgärder som till exempel att tilldela en felrapport till ett utvecklingsteam.
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ABSTRACT

This thesis investigates the possibilities of automating parts of the bug handling process in
large-scale software development organizations. The bug handling process is a large part
of the mostly manual, and very costly, maintenance of software systems. Automating parts
of this time consuming and very laborious process could save large amounts of time and
effort wasted on dealing with bug reports. In this thesis we focus on two aspects of the bug
handling process, bug assignment and fault localization. Bug assignment is the process of
assigning a newly registered bug report to a design team or developer. Fault localization
is the process of finding where in a software architecture the fault causing the bug report
should be solved. The main reason these tasks are not automated is that they are considered
hard to automate, requiring human expertise and creativity. This thesis examines the possi-
bility of using machine learning techniques for automating at least parts of these processes.
We call these automated techniques Automated Bug Assignment (ABA) and Automatic
Fault Localization (AFL), respectively. We treat both of these problems as classification
problems. In ABA, the classes are the design teams in the development organization. In
AFL, the classes consist of the software components in the software architecture. We focus
on a high level fault localization that it is suitable to integrate into the initial support flow
of large software development organizations.

The thesis consists of six papers that investigate different aspects of the AFL and ABA
problems. The first two papers are empirical and exploratory in nature, examining the
ABA problem using existing machine learning techniques but introducing ensembles into
the ABA context. In the first paper we show that, like in many other contexts, ensembles
such as the stacked generalizer (or stacking) improves classification accuracy compared to
individual classifiers when evaluated using cross fold validation. The second paper thor-
oughly explore many aspects such as training set size, age of bug reports and different
types of evaluation of the ABA problem in the context of stacking. The second paper also
expands upon the first paper in that the number of industry bug reports, roughly 50,000,
from two large-scale industry software development contexts. It is still as far as we are
aware, the largest study on real industry data on this topic to this date. The third and
sixth papers are theoretical, improving inference in a now classic machine learning tech-
nique for topic modeling called Latent Dirichlet Allocation (LDA). We show that, unlike
the currently dominating approximate approaches, we can do parallel inference in the LDA
model with a mathematically correct algorithm, without sacrificing efficiency or speed. The
approaches are evaluated on standard research datasets, measuring various aspects such as
sampling efficiency and execution time. Paper four, also theoretical, then builds upon the
LDA model and introduces a novel supervised Bayesian classification model that we call
DOLDA. The DOLDA model deals with both textual content and, structured numeric, and
nominal inputs in the same model. The approach is evaluated on a new data set extracted
from IMDb which have the structure of containing both nominal and textual data. The
model is evaluated using two approaches. First, by accuracy, using cross fold validation.
Second, by comparing the simplicity of the final model with that of other approaches. In
paper five we empirically study the performance, in terms of prediction accuracy, of the
DOLDA model applied to the AFL problem. The DOLDA model was designed with the
AFL problem in mind, since it has the exact structure of a mix of nominal and numeric
inputs in combination with unstructured text. We show that our DOLDA model exhibits
many nice properties, among others, interpretability, that the research community has iden-
tified as missing in current models for AFL.
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Preface

This thesis concerns the partial automation of the assignment and analysis
stages of the bug handling process in large software development projects.
The impetus for the work came mainly when a high level manager at Erics-
son declared one day that ”Faults should be found in one day!” This was a
provocative statement since the typical ”time to find a fault,” as it is called
at Ericsson, was not one day... I liked the idea, but thought; Why one day?
Why not one second?! Of course, for this to be feasible, the whole bug analysis
process would have to be changed and automation support for these processes
would be needed. This work is a combination of empirical and theoretical re-
search. The empirical work has mainly been performed at my ”day job” at
Ericsson AB with the purpose of exploring and improving large-scale software
development practices. The goal of the theoretical work is to implement im-
provements that have been identified as necessary in the methods explored in
the empirical research.
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1 Introduction

The core area of interest in this thesis is the efficient and effective handling
of bugs in large scale systems development. The word bug is commonly used
in modern society; many of our everyday devices and software seem plagued
by them, but what are bugs? The IEEE Standard Classification for Software
Anomalies [1] (IEEE-1044) defines nomenclature standards for talking about
software anomalies. The IEEE-1044 starts by stating that

”The word ’anomaly’ may be used to refer to any abnormality, ir-
regularity, inconsistency, or variance from expectations. It may
be used to refer to a condition or an event, to an appearance or a
behavior, to a form or a function. The 1993 version of IEEE Std
1044 TM characterized the term ’anomaly’ as a synonym for er-
ror, fault, failure, incident, flaw, problem, gripe, glitch, defect, or
bug [emphasis added], essentially deemphasizing any distinction
among those words.”

We note here that the words ”anomaly” and ”bug” can be seen as synonymous.
The terms defined in IEEE-1044 are, in short:

1. defect: An imperfection or deficiency in a work product where that
work product does not meet its requirements or specifications and needs
to be either repaired or replaced. NOTE: Examples include such things
as 1) omissions and imperfections found during early life cycle phases
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1. Introduction

and 2) faults contained in software sufficiently mature for test or oper-
ation.

2. error: A human action that produces an incorrect result.

3. failure: (A) Termination of the ability of a product to perform a re-
quired function or its inability to perform within previously specified
limits. (B) An event in which a system or system component does not
perform a required function within specified limits. NOTE: A failure
may be produced when a fault is encountered.

4. fault: A manifestation of an error in software.

5. problem: (A) Difficulty or uncertainty experienced by one or more
persons, resulting from an unsatisfactory encounter with a system in
use. (B) A negative situation to overcome.

For the main part of this thesis, we will not differentiate between the nuances
of these concepts. We will simply talk about bugs. We will sometimes say
things along the lines of ”...the bug is located in...“, instead of the longer ”...the
fault which is the underlying cause of the bug is located in...”.

Wong, Gao, Li, Abreu, and Wotawa [2], in their survey of more than 300
papers on Software Fault Localization, similarly use the words ”fault” and
”bug” interchangeably.

In this thesis, bugs are the manifestation of faults in the software that
appear as annoyances to the end-user. In the telecommunications context, an
end-user can be a large telecommunication provider or a user of a so-called
”smart phone”. The bugs are reported by the end-user to the developer of the
software in the form of bug reports, which are written summaries of bugs.1
Two of the main tasks in dealing with bugs are bug assignment, also called
bug triaging, and fault localization. Bug assignment is the process of assigning
the investigation of a bug report to a design team or individual developer.
Fault localization is the process of finding the location of the underlying fault
of the bug report in the software code. Collectively, we call these two tasks
bug handling. Handling of bug reports is the main focus of this thesis.

We also want to point out that the IEEE-1044 talks about software anoma-
lies, but we, in general, discuss large-scale system development. Here, system
refers to the combination of both hardware and software. Telecommunica-
tions systems are one example of system development, and so are industrial
robotics systems. In development of large-scale systems, the border between
software and hardware faults is getting more and more blurred due to the
increased integration of software into modern hardware. This does not have a
large impact on our discussion, so we will not emphasize it in this text. But it
is worth noting that in our case, bugs can also be caused by hardware failures.

1Bug reports are also sometimes referred to as anomaly reports or issues.
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The last decades have seen immense progress in the software development
field, especially in recent years with the mostly ubiquitous use of structured
testing practices. The front-runner of these testing practices is unit testing,
which is tightly integrated with software development. In spite of improved
testing practices, software development advancements and huge amounts of
research in the field of software defect prevention, the software industry are
still producing bugs en masse. That the production is faster and lower in
cost provides little solace. Bugs are a fact that the software industry must
deal with. The handling of bugs generally falls under what is called software
maintenance. Software maintenance is a large part of the total cost of soft-
ware development. Ideally, the software would be produced (from a perfect
requirement specification) and then deployed to the customer, and it should
work perfectly. Aside from the design, no additional cost, would be expended.
Sadly, the state-of-practice is not so. At the core of the maintenance process
is the detection of anomalies in the behavior of the system, handling of bug
reports, analysis of the bug reports, fixing the offending code, testing of the
new release and re-delivery of the software to the end-user. Advances in soft-
ware development processes have automated substantial parts of this chain.
For example, large parts of test and delivery are automated. But as Wiklund
points out [3], there are still challenges in the test automation area. The
notable exceptions to routine automation are the bug routing, analysis, and
fixing stages.

The aim of this thesis is to develop theories and techniques to make fault
localization and bug assignment effective in the context of large-scale indus-
trial software development. Ultimately, we argue that these theories could
significantly lower the cost of bug assignment and fault localization, which
are both major parts of the costly software maintenance process in large-scale
software development.

The main hypothesis of this work is that the most efficient way to increase
the effectiveness and efficiency in the bug handling tasks is to increase the level
of automation. However, several aspects of the bug handling problem are, by
their nature, not directly amenable to traditional automation approaches.
Traditional automation consists of a series of deterministic steps that can be
scripted by a computer program. But reading a bug report and figuring out
which development team should handle the bug, or where the corresponding
fault is located in the software, includes several aspects that is currently not
possible to automate with traditional deterministic automation techniques.
The main reason for this is that the knowledge representation in the vast
majority of bug reporting tools is not designed for machine consumption. Bug
reports are typically written in prose by humans, for human consumption.
This fact makes it hard for machines to deterministically interpret and infer
the underlying semantics of a bug report. Another exacerbating reason is that
deducing where a bug is located, and which teams are best equipped to deal
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with the problem, often requires implicit knowledge or information that is not
readily available.

Having established that the bug handling problem is hard to solve with
deterministic techniques, we turn to non-deterministic i.e., probabilistic tech-
niques. Machine Learning (ML) techniques are inherently probabilistic and
very well-suited to non-deterministic problems. Hence, our aim is to explore, if
and how, we can use machine learning techniques to automate bug assignment
and fault localization. A subgoal of this thesis is to explore current methods
and improve on existing methods to overcome these obstacles to automation.

Automatic Fault Localization (AFL) and Automatic Bug Assignment
(ABA) are what we will call the strategies for increasing efficiency in the
bug report handling part of the software development process. The main
strategy we explore in this thesis for automating fault localization and bug
assignment is the use of machine learning.

Bug reports consist of both structured and unstructured data. So when
using ML to implement AFL and ABA, a large part of the problem concerns
how to best exploit the unstructured text content of the bug reports. This
makes dealing with, and representing, unstructured text in ML one of the core
areas of focus for this thesis.

A vast amount of research has focused on fault localization techniques,
but the majority of this research has been done on what we call low level fault
localization. What we mean by ”low level”, is that the user of the technique
needs to have access to both the full source code and an executable binary to
use the technique. Sometimes, in addition to both binary and source code,
test cases must also be run towards the binary. In other cases, a program
model is needed. Examples of these types of techniques include spectrum
based techniques, slice based techniques, and model based techniques. Of all
the papers in the study by Wong, Gao, Li, Abreu, and Wotawa [2], 74% fall
into one of these categories.

By contrast, in our research, we focus on what we call high level fault
localization. I.e., the user of the technique does not need access to source
code, test cases, a binary executable or any sort of model (UML or other)
of the code. We focus mainly on only the information that can be extracted
from bug reports and possibly surrounding static information. This could be
historical test case verdicts, high level models, or configuration information,
for example.

In no way should this be taken as an indication that low level techniques
are not important or needed. On the contrary, both approaches complement
each other and can and should be used together. We see our research as a
much-needed complement to low-level techniques of AFL.
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1.1. Contributions

1.1 Contributions

The main contributions in this thesis are threefold. On the empirical side,
we have studied the problems of ABA and AFL in a large-scale industrial
context through three papers, Paper I, Paper II, and Paper V. This is much
needed since the vast majority of papers on AFL and ABA are studied in
an Open Source Context. Our studies are based on a large amount of real
world industry bug reports. The conclusions from these studies are that ML
is a very promising approach for ABA and AFL in industry contexts. We
introduce an ML technique called Stacking in the context of ABA and AFL
and show that it consistently gives good accuracy. But we also conclude that
the ”black box” approach of Stacking can be limiting. In cases where a richer
model is desired, we propose to use Bayesian methods for ABA and AFL. We
conclude that the Bayesian approach gives a rich model for organizations that
feel the need for more sophisticated models. The final choice of technique will
depend on the priorities of the organization.

Our second main contribution is on the theoretical side in Papers III, IV,
and VI, in the area of Topic Modeling. Topic Modeling is a probabilistic
technique for modeling topics or themes, mainly in text, but it has also been
applied to images. The most popular topic modeling technique is called Latent
Dirichlet Allocation (LDA) [4]. We have studied inference in the LDA model
as implemented by Markov Chain Monte Carlo (MCMC). There we have
presented theoretical proofs, and shown empirically, the efficiency of a under-
studied class of MCMC samplers. This class of samplers, called partially
collapsed samplers, have not been extensively studied in the Topic Modeling
community. We derive exact samplers for the most popular Topic Modeling
method and show that it is as fast and efficient as current state-ot-the-art
approximate samplers. Our results are contrary common beliefs in the Topic
Modeling community.

Our third main contribution is the implementations of our samplers and
tools that we have made available for industry, and the research and ML
community as Open Source Software.

1.2 Thesis Overview

This thesis consists of the papers listed in the List of Publications and the
following chapters, one through seven. After this introductory and motivating
chapter, we discuss the context of large-scale software development in Chap-
ter 2. Next is Chapter 3, which deals with methodological concerns. The
Method chapter is then followed by a Theory chapter (Chapter 4). The the-
ory chapter is written with the interested computer scientist in mind as an
introductory text that will hopefully introduce some machine learning the-
ory to be helpful when reading the included papers. The theory chapter in
turn, is followed by the Results and Synthesis in Chapter 5 and the Discus-
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1. Introduction

sions and Future work in Chapter 6. The dissertation is then concluded with
Conclusions in Chapter 7 and the included papers.

1.3 Motivation

According to Wong, Gao, Li, Abreu, and Wotawa [2], fault localization “is
widely recognized to be one of the most tedious, time consuming, and expensive
yet equally critical activities in program debugging”.

The bug assignment problem is identified as one of the main challenges
in change request (CR) management in a large systematic research mapping
study by Cavalcanti, Mota Silveira Neto, Machado, Vale, Almeida, and Meira
[5].

Furthermore, in a 2002 study report [6] the National Institute of Standards
and Technology (NIST) estimated that “the annual costs of an inadequate in-
frastructure for software testing is estimated to range from $22.2 to $59.5
billion”. With our continuously increasing dependency on software, it is un-
likely that this cost has decreased. In the report, an important factor for
driving down the cost of testing is locating the source of bugs faster and with
more precision.

We have thus identified bug handling as an expensive and labor-intensive
task. This makes the lack of supporting tools in the area of automatic fault
localization and bug assignment, in the context of large-scale industrial system
development, the main motivation for this work

There are two more motivations that drive this dissertation. First, from
a customer relations perspective, it is often crucial to quickly understand the
cause of a bug and any further possible (adverse) manifestations of the bug
beyond what has already been observed. Once this is understood, there might
be possible workarounds to mitigate the problems caused by the bug. It is
not always necessarily crucial to actually correct the fault very quickly, but
the customer wants to understand the problem and its implications quickly.
Speed in the fault localization process leads to better customer relations for
any company. Second, we want to minimize waste in the bug handling process.
Waste consists of humans performing repetitive, mundane, error-prone and
laborious tasks. The more we can automate the bug handling process, the
more efficient and less wasteful we can make it.

1.4 Research Questions

The main research questions that drive this thesis are the following:

1. RQ1: How well, in terms of accuracy, can we expect machine learning
techniques to perform? Is it feasible to replace human bug assignment
and fault localization with machine learning techniques in large scale
industry SW development projects?

12
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2. RQ2: Which machine learning techniques should be used in large-scale
industry settings?

3. RQ3: How can we improve ML techniques, aside from increasing pre-
diction accuracy, to increase their usefulness in AFL and ABA?

Having identified a need for automation and concluded that machine learn-
ing is a suitable candidate approach, we need to investigate the feasability of
this approach; this is the scope of RQ1. RQ1 is mainly investigated and
answered in Papers I and II and V.

Research question RQ2 deals with the question of which techniques are
most suitable in our context and for our problem. Different contexts will
generally have different requirements. For instance, it is not obvious that
machine learning techniques that have been optimized for robotics and com-
puter vision are suitable for bug handling. RQ2 asks which considerations
and requirements need to be considered for bug handling. This question is
answered in Papers I, II and V.

The final research question, RQ3, builds on RQ2 and asks how we can
improve ML techniques to better fulfill the requirements we identified in RQ2.
This question is mainly answered in Papers III and IV, VI.

1.5 Personal Contribution Statement

Most contemporary research projects are collaborative efforts where the teams
and collaborators are invaluable parts in the effort. This research is no differ-
ent. Below we detail the personal contributions of the author to this thesis.

Paper I - ”Towards Automated Anomaly Report Assignment
in Large Complex Systems Using Stacked Generalization” -
Leif Jonsson, David Broman, Kristian Sandahl, and Sigrid
Eldh
Leif introduced the idea of using stacked generalization and ensemble tech-
niques for bug assignment. Leif extracted, prepared, and validated the data
set, designed and implemented the automated machine learning tool. Most of
the analysis was done by Leif. The other authors supported with discussions
and some analysis. Leif wrote most of the paper.
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Paper II - ”Automated bug assignment: Ensemble-based
machine learning in large scale industrial contexts” - Leif
Jonsson, Markus Borg, David Broman, Kristian Sandahl,
Sigrid Eldh, and Per Runeson
Leif proposed and initiated the extensive follow up study to Paper I. Leif
identified, acquired, extracted, and validated, four of the five datasets in the
paper. Leif identified and designed the feature set to be used in the data.
Leif designed and implemented a new automatic machine learning tool from
the ground up. Leif and Marcus designed the study, analyzed the results and
wrote the paper together with support and discussions with the other authors.

Paper III - ”Sparse Partially Collapsed MCMC for Parallel
Inference in Topic Models” - Måns Magnusson, Leif Jonsson,
Mattias Villani, and David Broman
Leif and Måns introduced the idea of a correct parallel LDA sampler based on
the independence of variables in probabilistic models. Måns derived the theo-
retical basis for a correct parallel sampler for the Latent Dirichlet Allocation
(LDA) model. Leif extracted and prepared the data, and designed and im-
plemented, the sampler including parallelization and optimization. Leif and
Måns drove the design of the study and analyzed the results in discussions
with the other authors. Måns and Leif wrote the paper together.

Paper IV - ”DOLDA - A Regularized Supervised Topic
Model for High-dimensional Multi-class Regression” - Måns
Magnusson, Leif Jonsson, and Mattias Villani
Leif and Måns proposed the idea of a supervised Latent Dirichlet Allocation
model augmented with additional covariates. Måns derived the theoretical
basis for the sampler and led the design and analysis of the study with help
from Leif and the other authors. Leif extracted and prepared the data for the
experiments. Leif designed and implemented the sampler. Måns organized
the writing process and wrote most of the final text, which was reviewed and
commented on by Leif and the other authors.
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Paper V - ”Automatic Localization of Bugs to Faulty
Components in Large Scale Software Systems using Bayesian
Classification” - Leif Jonsson, David Broman, Måns
Magnusson, Kristian Sandahl, Mattias Villani, and Sigrid
Eldh
Leif suggested using a supervised Latent Dirichlet Allocation model aug-
mented with additional covariates for Automatic Fault Localization. Leif and
Måns drove the design of the study in discussions with the other authors. Leif
extracted and prepared the data for the experiments. Leif designed and wrote
the code for all approaches compared in the paper and ran the experiments.
Leif led the design of the study and analysis of the results with contributions
from David and Mattias. Leif wrote most of the final text with feedback from
David Broman.

Paper VI - ”Polya Urn Latent Dirichlet Allocation: a doubly
sparse massively parallel sampler” - Alexander Terenin,
Måns Magnusson, Leif Jonsson, and David Draper
Alexander and Måns, suggested using the Polya Urn approximation of the
Dirichlet distribution in LDA. Alexander and Måns developed the theoretical
details of the sampler in discussions with the other authors. Leif, Måns and
Alexander discussed and prototyped implementation details and Leif designed
and implemented the final code in the previous package developed for Partially
Collapsed LDA. The final text was mainly written by Alexander and was
reviewed and commented on by Leif and the other authors.

Open Source Software Published
As part of the papers mentioned above, we have also produced four soft-
ware libraries that are released as Open Source and are publicly available at
GitHub.

1. http://github.com/lejon/PartiallyCollapsedLDA - Fast
Partially Collapsed Gibbs samplers for LDA (Java)

2. http://github.com/lejon/DiagonalOrthantLDA - Bayesian
Supervised classification based on LDA (Java)

3. http://github.com/lejon/T-SNE-Java - T Distributed
Stochastic Neighbour Embedding - t-SNE (Java)

4. http://github.com/lejon/TSne.jl - T Distributed Stochastic
Neighbour Embedding - t-SNE (Julia)
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While none of our research directly relates to t-SNE, its implementation was
an important part of creating the tool-set used in the research. Empirical
research places high requirements on the tools used. t-SNE has been an
important tool in our exploratory data analysis.

1.6 Short Summary of Included Papers

To facilitate reading some of the introductory text without having to read the
full papers, we give a short summary of the included papers.

Paper I explores the possibility of using Machine Learning (ML) to solve
the problem of ABA in large-scale industrial software development. An initial
study is made on real industry data using a machine learning technique called
Stacked Generalization or Stacking. The study concludes that the ML tech-
niques achieve an accuracy comparable to that of humans, thus demonstrating
that using ML for ABA is feasible.

Paper II is an extension of Paper I, but with a wider scope and deeper
analysis. In Paper II we study more than 50,000 bug reports and more clas-
sification techniques. The conclusions from Paper I are strengthened and a
methodology for selecting classifiers is presented. A deeper study of the char-
acteristics of stacking, its accuracy under different conditions, and advice for
industrial adoption is presented.

Paper III attacks a problem from Paper II: how to accurately and effi-
ciently represent unstructured text in machine learning contexts. We derive a
fast and mathematically correct Markov Chain Monte Carlo (MCMC) sampler
for the LDA model. This is in contrast to the prevailing approximate parallel
models, which are not proper LDA samplers. Using measurements on stan-
dard evaluation datasets, we show that it achieves competitive performance
compared with other state-of-the-art samplers that are not mathematically
correct representations of the LDA model. We have further extended this
work in Paper VI to an even faster sampler based on a Polya-Urn model [7].

Paper IV extends the unsupervised LDA to a supervised classification
technique we call DOLDA, which, besides text, can additionally incorporate
structured numeric, and nominal covariates. DOLDA then fulfills the original
requirement from Paper III of a classifier which not only incorporates both
text and structured covariates and reaches sufficient prediction accuracy, but
which also generates a rich output for further analysis. The richness in the
model output is due to DOLDA being a fully Bayesian technique.

Paper V applies the classifier in Paper IV to the original problem of AFL.
It shows that with a Bayesian approach, we can get a classifier which both
achieves a high degree of accuracy and is highly flexible in use, and also gives
highly interpretable results. We show that using the inherent quantification
of uncertainty in Bayesian techniques, an organization can flexibly trade the
level of automation against desired prediction accuracy in the AFL problem.
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Paper VI improves on the LDA sampler in Paper III by adding sparsity
to a dense matrix data structure in the LDA model typically named φ. This
update gives three concrete benefits; it vastly speeds up the sampling of the
φ matrix by the introduced sparsity and the sparsity reduces the memory
requirements for storing φ. Another important improvement is the speed of
sampling the so called topic indicators, the other main data structure in the
LDA model. Improving the speed in sampling the topic indicators is very
beneficial since this is where the bulk of the sampling effort is expended. We
show in the paper that although the introduced sparsity comes from approxi-
mating the Dirichlet distribution using a Polya Urn, the approximation error
vanishes with data size.

1.7 Delimitations

This work applies to large-scale software development, with very large code
bases and many developers. The approach is unlikely to be efficient for small
scale software development where the problem of routing and locating faults
in the code is substantially simpler than in a large-scale setting. The approach
further assumes that there is a reasonable amount of decent quality training
data available for training the ML system. We have not seen any studies
that indicate any concrete numbers of developers or bug reports at which
an ML approach to fault localization and bug triaging starts to be efficient.
In Paper II we suggest as a starting recommendation that around 2000 bug
reports should be available. A further rough guideline is that the number
of developers should probably at least be in the hundreds and the code base
should be in the hundreds of thousands of lines of code. Another aspect
of this limitation is that we focus on high level fault localization. By high
level fault localization, we mean localizing a bug report to a higher level than
what is typically done in traditional automatic fault localization research.
Traditionally, localizing the fault to a single line or statement is typically the
goal. In this thesis we focus on component level or higher. The level of detail
will be dictated by the size of the software and organization. Our focus should
in no way be taken as a statement that traditional low level fault localization
is unimportant!

Since the work is focused on the industry context, it is unclear if the
benefits of our suggested approach have the same value in an Open Source
Software (OSS) context. However research [8, 9, 10] using similar approaches
in an OSS context indicates that this is the case.

In this thesis we have limited ourselves to investigating ML-based classi-
fication techniques for AFL and ABA. There are other possible approaches,
such as Information Retrieval techniques [11, 12, 13, 14]. It is likely that a
combination of the two approaches is the best option in a full deployment
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scenario. Exactly how the combination would best be designed should be
studied further.

ML-based classification implicitly also incurs another limitation; classi-
fiers typically cannot handle very large numbers of classes. In our studies,
the largest number of classes we have dealt with is 118. While this is ob-
viously not enough to represent the full details of a large, complex software
system, we argue that for team assignment or component fault localization,
it should be sufficient at the very least for a first analysis. For more detailed
classification, a hierarchical approach should probably be employed, probably
in combination with other techniques such as Information Retrieval methods.
We suggest that such a combination approach would be a very interesting
field for further study.

We also limit ourselves to mostly studying the technical aspects of AFL
and ABA. We do not explore processes around introducing and using ML-
based techniques in an organization. When introducing ML techniques into
an organization, new ways of working will have to be introduced. New ways of
working will, in turn, create other challenges. These challenges are not studied
in this thesis, although we have ongoing discussions with our industry partner
on the topic. In Paper II we give some recommendations for deployment
based on findings in the paper. In most deployment scenarios, we see that
the traditional ways of working will continue in parallel, with new ways of
working for some time to be able to evaluate how well an ML-based approach
works in a particular setting.
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2 Large-Scale Software
Development

The context of this research is large-scale industrial software development,
and the research questions come from problems in this context. In this sec-
tion we describe some of the characteristics of this context to give a better
understanding of some of the problems that arise in this type of environment.
The context is also an important basis for the goals of the techniques that we
study in this thesis.

2.1 Large-Scale Development

Not all development is, or has to be large-scale. In this thesis, we give a simple
example of large-scale software development as having certain characteristics.
The example we use is not the only definition of what large scale is, nor is
it anywhere close to a complete one, but it will suffice for our purposes. In
our context, large-scale manifests itself in two main aspects; the size of the
development organization, and the size and complexity of the software that is
being developed.

A large-scale software development organization has on the order of thou-
sands of developers. This often means that all developers of the product are
not located in the same building, or even in the same city. The organization
might even be geographically distributed over several countries, continents,
and time zones, where the teams do not share the same culture or mother
tongue.
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Large scale products are several million lines of code in size, with many
subsystems, application layers, and an almost endless variation of configura-
tions. Complexity means that the product involves complex protocol stacks,
standards, and both specific hardware solutions and different programming
languages. Longevity of a large-scale product means that the lifetime of the
product covers decades. This means that a product and its features have
evolved over many years, and older parts (hardware and software) of the
product have to work together with newer versions.

2.2 Software Development in Industry

One of the main aspects of the context relevant to this thesis is the devel-
opment unit of interest. Almost irrespective of the concrete development
process, the unit of interest in large-scale industrial software development is
the team rather than individual developers. This is one aspect where indus-
trial development is typically different from development contexts where the
focus is on individual developers. The reason for focusing on the team, rather
than individual developers, is that there are just too many developers to al-
low for keeping track of each individual for product management. When a
team is assigned a task, the team itself is responsible for solving the task at
hand. In this way, the team will solve the daily work of organizing individ-
ual tasks, taking into consideration individual developers’ areas of expertise
or other deciding factors such as people being sick, on vacation, involved in
other projects, or absent for other reasons.

While cross-functional teams can, in principle, work with all aspects of
the product, it is still common to have a sort of organizational separation
of concerns. Typically in large-scale development, there is a support orga-
nization, a development organization, and possibly a services organization.
These organizations work on the same products but with different responsi-
bilities. Although this separation of concerns allows for easier management of
a large organization, it also creates organizational gaps between the staff in
the different organizational units.

2.3 The Tower of Babel

The industrial large-scale context described above leads to several practical
problems, many related to the coordination of teams. In very large orga-
nizations, teams can be separated in many aspects. Holmström et al. [15]
describe some of the effects of three types of distances that they refer to as
geographical, temporal, and cultural. Jaanu et al. [16] extend this with a
fourth category that they call the organizational distance, which can affect
global software development companies such as, for example, Ericsson.
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These distances all make it hard to coordinate work efficiently. Jaanu
et al. [16] stress that ”communication across organizational boundaries will
benefit from tools supporting both efficient information sharing and building
common understanding”. This thesis is a response to the lack of tools in
the areas of bug triaging and fault localization for large-scale organizations.
A large organization allows for parallel development, but at the same time,
the scale also makes it notoriously difficult to coordinate all aspects of the
development process between all of the teams and individuals.

Bjarnason et al. [17] describe some of the challenges of aligning require-
ments engineering with verification and validation. One of the main challenges
that they identify is Cooperating Successfully, where clear agreement and com-
munication and organisational boundaries are major aspects of the challenge.
It is notable that Company F, in Bjarnason’s account, which is similar to our
context in terms of size and domain, exhibits all but one, of the 16 (10 main
challenges and 6 subcategories) identified challenges. Many of them, including

• Aligning goals and perspectives

• Cooperating successfully

• Defining clear and verifiable requirements

• Defining complete requirements

• Defining a good verification process

• Maintaining alignment when requirements change

• Managing a large document space

deal essentially with communication issues. The communication challenge is
further expanded on by Sabaliauskaite et al. [18] who report: ”In a large com-
pany, gaps in communication across different organizational units often occur,
especially at the high level”. In the same work, one of the main categories of
challenges is Organization and Processes Related Issues.

These challenges manifest themselves in the bug handling process in large-
scale organizations in several ways. The first point of contact for a bug report
may reside in another organization, and/or in another country, than that of
the development organization. It is also highly unlikely that the first receiver
of a bug report knows the details of the code or even how to access the code
that is causing the bug. This renders AFL and ABA techniques, which rely
on the first receiver of the bug report running low-level test cases and low-
level debugging, impossible to use in our context. The organizational gap is
just too big to efficiently bridge in the bug triaging stage for techniques that
require low-level information.
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2.4 A Bug’s Life

The life of a software bug is slightly different from the source of its name, the
insect. In this thesis, we will simplify the description for ease of presentation.
This simplified scheme is visualized in Figure 2.1. In this description we
introduce a set of phases that a bug report goes through. This description
aims to be simple and generic with the understanding that in reality it is
typically much more complex. Also, we do not imply that there are fixed
boundaries between the phases, rather, in reality they intertwine. Below we
briefly describe the various phases that we will use in the further discussion.

Detection  
phase 

Reporting  
phase 

Analysis  
phase 

Correction  
phase 

Verification  
phase 

Delivery 
phase 

Figure 2.1: A simplified visualization of a software bug’s life.

Detection phase: This is the stage where the bug is first discovered.
This can occur in several phases of the software development cycle, with an
associated cost for each phase. Detection at the customer site is typically the
worst and most expensive place to detect a bug. It is better to detect the bug
during the development phase, in developer unit/component tests, or during
continuous integration, system test, or in acceptance testing [19].

Reporting phase: In the reporting phase, an entity (a developer, tester,
or customer) suspects that a bug has been observed. In this phase, initial
observations of the bug are gathered and an initial bug report is established.
Typically, the procedure for reporting bugs is different if it is reported by an
external customer, as opposed to being reported by the software product’s own
development organization. For customer reported bugs, larger organizations
typically have a support organization dedicated to handling customer support
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issues. This organization will enforce certain quality requirements on the bug
report. If, on the other hand, the bug is reported by the internal organization,
it is typically up to the individual designer or tester to ensure the quality of
the bug report. It is up to the reporting entity to come up with a short
descriptive slogan for the bug and some descriptive text. In addition to this
unstructured data, additional structured data is typically reported. The exact
details of this additional data will differ depending on context but typically
include

• which customer reported the bug

• which site was running the product where the bug was detected

• which revision of the software was running

• which operating system or architecture was running the software

• additional attachments such as screen shots

• log files

• support personnel discussions and other supporting material

A very important aspect of this phase, especially with individually re-
ported bugs, is that the analysis phase will be much faster if the quality of
the bug report is good. There are huge gains to be made by ensuring high
quality bug reports [20].

Analysis phase: This is the phase we focus on in this work. The analy-
sis phase consists mainly of two aspects. The first is assigning the bug report
to a person or team for analysis, and the second is locating where in the soft-
ware architecture the bug is located. A complicating factor for us is that these
aspects are intertwined. To know where to send a bug report, the support
personnel must know the functional area in which the bug resides, but to
know this they must talk to the development teams in the correct area. But
of course, finding this team was the original problem. This conundrum is typ-
ically solved by layering the system into a hierarchy. The support personnel
can then send the bug report to the top level organization of an area, which
is responsible for routing the bug report further down in the organization.
Bug assignment is thus a multi-stage process. In large development organi-
zations, the corresponding support organizations are typically organized into
tiers. Typical names for these tiers are first line, second line and third line
support. Even with this tiered approach, it is typically hard for the support
organization to know exactly to which team a bug report should be assigned
for analysis. One solution to this problem is to have an intermediary entity
in the later support lines that is closer to the development organization. This
entity can route the bug report to the development team that is most likely
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to be able to find the cause of the bug and fix the offending code. This entity
is sometimes called a change control board (CCB) or triager, i.e. someone
equipped to triage the bug report to the best person or team. At this triag-
ing stage, the bug report is inspected for clues that might indicate where the
report should go. If the report is written on a particular product or a lower
level component, it makes the job easier for the triaging entity. Otherwise,
typically the triager must read the report and make a best estimate from
experience of where to assign the report. In summary, bug assignment and
triaging occurs on multiple levels in large organizations.

Correction phase: In this phase it is concluded that a fault is in fact
present in the system, and a decision has been made that it should be fixed
(this is not the case for all bugs). At this stage, ideally we want to re-use
all information that has been gathered during the analysis phase. There is
usually a ”notebook” or ”discussion” or some sort of ”history field” for this
purpose. Here, information gathered throughout the bug handling process can
be stored. If the same person that did the analysis of the bug is also the one
fixing the bug, the information and knowledge gathered during the analysis
phase is trivially re-used. But even having the same person fixing the bug is
not a guarantee of complete information re-use. Sometimes the correction is
delayed for a long time and the person cannot remember the analysis when it
is time for the correction.

Verification phase: During verification, the software is tested to make
sure that fixes to the code have not introduced new faults or destroyed old
functionality. Other aspects that are tested are robustness, stability, and
interoperability with other parts of the system.

Delivery phase: At this point, the new software is ready to be delivered
to the end customer. The delivery phase consists of many administrative steps,
such as packaging and version management of the new delivery.

2.5 The Bug Tracking System

To manage the work of handling bugs, some sort of Bug Tracking System
(BTS) is used. In principle, the BTS can be anything from a whiteboard with
sticky notes, to a spreadsheet, to a full-fledged commercial product that is
specially designed for tracking bugs. Examples of bug tracking systems are
the open source system called Bugzilla, the commercial system Jira, Trac, and
IBM ClearQuest. Jira, Trac, and ClearQuest actually support more processes
than just bug tracking. For instance, sometimes the bug handling process
is separated from the change request process and both Jira and ClearQuest
support this. In addition to open and commercially available tools, there are
also proprietary, in-house BTS’s.

For all of the BTS’s we have studied, there are some common key char-
acteristics. A BTS maps the phases of a bug report to states in the BTS.
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The names of the states differ depending on the bug tracking system. But
the general scheme contains states for representing a newly created bug, an
assigned, or in progress bug, and a finished bug. Typically, there is also some
way to indicate how the bug was solved. Not all bugs can be solved—in fact
a substantial number of bugs cannot be reproduced or solved [21]. In this
case, the bug will be left unsolved with some indication in the BTS that the
bug cannot be reproduced or is invalid. To track individual bugs, there is
typically an Id field that is unique to each bug report. In Bugzilla, this field
is called bug_id and in Jira it is called the key. Both tools have a short text
field, typically a one sentence description, that is used as a slogan or sum-
mary of the bug report. In Bugzilla, this is called short_desc and in Jira
it is called Summary. In the Ericsson in-house tool it is called Heading. In
addition to the short slogan, the tools have various support for longer types
of unstructured text. The texts can be of various sorts. In Bugzilla, there is
a generic field called long_desc, of which there can be several. Typically, the
first of these is a longer description of the bug, while the following ones are
used for a general discussion of the bug. In Jira, there is a Description field
that is used as a longer description of the bug, and separate Comments fields
for discussing the bug report. Similarly, in Ericsson’s in-house tool, there is
a Description field and separate Notes that can be attached to discuss the
bug report. In the Ericsson tool there is also a History field, which makes it
possible to track the states the bug report has been in.

The information in the BTS is not only text, but typically a combination
of nominal, ordinal, numeric, and unstructured text data. For instance, cus-
tomer, site, or country are examples of possible nominal attributes. Examples
of numeric attributes are release and priority. Note that priority could also
be ordinal if, instead of a numeric value, it is designated ”low”, ”medium”, or
”high”.

2.6 Automatic Fault Localization vs. Automatic Bug
Assignment

As we have noted before, bug assignment and fault localization are intercon-
nected. Here we discuss some of the connections between the two, and how
they relate to an organization’s ways-of-working.

If the development organization is structured so that one particular de-
velopment team always handles bug reports on one particular subsystem or
component, the bug triager is in essence performing fault localization. This is
because there is a one-to-one mapping between design team and component,
or subsystem. This structuring of the development organization is not neces-
sarily always the case, so it is still valid to separate the two activities. In fact,
the opposite is likely to be the more common case, i.e., teams maintaining sev-
eral subsystems and/or components. Since we believe the latter to be more
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common, we also consider the task of fault localization to be more important
than that of bug assignment. We argue that if we solve the fault localization
problem, it is a fairly straightforward task to solve the bug assignment prob-
lem. If the members of a team always work on the same components, they
can easily self-assign bugs if they know which component is at fault.

Alternatively, a simple mapping from a component to a design team can
be established. In this way, other external organizations can automatically
assign bugs to teams, given that it is known in which component a bug is
located. However, the converse is not necessarily true. If a team handles
several components it is not obvious where in the software architecture the
bug is located, even if one knows which team should handle the bug. Thus,
we argue that the problem of automatic fault localization is more interesting
than the problem of automatic bug assignment, since the solution to the first
problem also, in general, solves the other.

The way-of-working in the organization will also dictate which activity of
ABA or AFL is most suitable for the particular organization. For instance, in
agile organizations, a top-down assignment of bug reports might not fit with
the agile workflow. Hence, ABA may not be applicable. In Agile development,
where teams are themselves responsible to pull bug reports from a backlog,
an AFL approach makes sense since it can be used at 1st line support to give
a first classification of a bug report. This pinpointing of a bug to a component
can then be a guide to which bug reports might be suitable for a particular
team. Conversely, if the way-of-working dictates that the support organization
assigns bug reports top-down, then an ABA methodology is best-suited. Of
course, nothing prevents a combined approach! It is certainly possible to
do both ABA and AFL, and get the benefits of both if this aligns with the
organization’s way-of-working.

2.7 A Taxonomy of Automatic Fault Localization
Scenarios

Automatic Fault Localization can be useful in several different contexts in the
software development life-cycle. Some of these contexts include:

1. Development debugging - This is the situation where the software is
being developed and some problem has been found in unit tests or lower
level function tests that needs to be localized. Here, the individual
software developer typically has access to low level details about the
whole system, such as source code and low level unit tests. In this
context, detailed fault localization techniques, such as spectrum-based
approaches [22], are suitable since they require access to the lowest level
of detail of the system and the ability to run code and test cases.
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2. Post-test debugging - In large-scale software development, not all
testing is done by the individual software developer, but also by ded-
icated test teams. This typically includes system-wide tests, such as
robustness, stability, or integration tests that require specialized knowl-
edge, hardware, and system configuration and setup skills not possessed
by all developers. The post-test debugging context is when a bug has
been reported by a test team to the development team. In this con-
text, developers, again, typically have access to lower levels of detail of
the system, such as the exact configuration, and detailed logs of when
and under which circumstances the problem occurred. Developers also
typically have access to unit tests and source code of the system in this
context.

3. Post-delivery debugging - This is the context where the full system
has been delivered to the customer and the customer has reported a bug
on a full production system running in live operation. In this context,
it is typically not feasible for the first receiver of a bug report to set up
the system for detailed troubleshooting. Also, the receiver does not have
access to the source code or unit level tests. The first receiver of the bug
report has to make a judgment based only on the information that is
available in the bug report and his or her own experience to determine
where in the architecture the bug is most likely to be located, and where
to route the bug report for further troubleshooting.

In this thesis, we focus on the post-delivery debugging context. This is not
to say that the other contexts are not important, or that our techniques are
not applicable to these contexts. The reason for our focus is mainly due to
the relatively small amount of research done in this context and the specific
motivations for this thesis.
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3 Methodology

3.1 Method Overview

In this chapter we present methodological concerns of this thesis. We first
give a background of the author’s personal experience, which we feel has
played an important role in shaping the material for this thesis. After this
introduction, we break down the different methods that have been used and
how that maps to the different papers. We finish the chapter by discussing
concerns of validity.

3.2 The Author’s Personal Experience

The work in this thesis has been driven by concrete industry problems that
the author has wrestled with in various ways and in various capacities during
20 years in a large-scale software development organization. The author has
personally worked extensively with the bug handling process at Ericsson AB.
The author’s experiences with bug handling come from working in many dif-
ferent capacities. The first experiences were gained in the capacity of being a
developer using the system in his daily work for many years. During this time
the author was often involved in discussions, decisions, and management fora
around bug handling in his capacity as developer, team lead, and assistant
project manager. The author has also worked as a test coordinator, helping
the test and design teams deal with bug handling processes and the daily
work of solving bug reports. Additionally, the author was part of a team that
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phased out an old bug tracking tool to the use of the current main tool for
bug handling at Ericsson. This was done for one of the largest Ericsson de-
velopment organizations. At the same organization, the author has also been
part of a team responsible for dealing with efficiency and improvements in the
bug handling tools, and ways of working.

3.3 Methods Used

We use the classification scheme by Wohlin, Runeson, Host, Ohlsson, Regnell,
and Wesslen [23] to describe the methodologies used in our papers. The
methods are

• Scientific - the world is observed and models are built based on obser-
vations, for example, simulation models.

• Engineering - the current solutions are studied and changes are proposed
and then evaluated.

• Empirical - a model is proposed and evaluated through empirical studies,
for example, case studies or experiments.

• Analytical - a formal theory is proposed and then compared with em-
pirical observations

We have employed two main research approaches during the work on this the-
sis. The main approach has been empirical, where we have studied processes,
methods, and techniques in a real-world setting. The second main approach
has been analytical, where we have mathematically derived algorithms and
have proved certain properties of these algorithms.

The purpose is classified using the strategies detailed by Runeson, Host,
Rainer, and Regnell [24]. From Runeson, these are:

• Exploratory - finding out what is happening, seeking new insights, and
generating ideas and hypotheses for new research.

• Descriptive - portraying the current status of a situation or phenomenon.

• Explanatory - seeking an explanation for a situation of a problem, mostly
but not necessarily, in the form of a causal relationship.

• Improving - trying to improve a certain aspect of the studied phe-
nomenon.

The employed method for most of the research in this thesis has been an
empirical approach, where the researcher has been working in the real-world
environment under study. This type of research setting is sometimes called
in-vivo [42]. The main purpose of the research has been two-fold; exploratory
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and improving. Initially we wanted to explore the feasibility of the ideas we
had for improving the efficiency in the bug handling process. Once this was
established in Paper I and Paper II, we wanted to further improve on the
available approaches. This was done in Paper V with the theoretical Papers
III, IV and VI as a basis.

Since a lot of the work has been done in-vivo and under Non-Disclosure
Agreements (NDAs) we have tried to strike a balance between the restrictions
of the NDAs and the desirability of replicable research. Wohlin, Runeson,
Host, Ohlsson, Regnell, and Wesslen [23] differentiate between close or exact
replication and differentiated replication. In close replications, the original
procedures and the original sample population are available and a very de-
tailed replication can be achieved. This is highly desirable, as it helps to build
confidence in the outcome. In differentiated replications, the same research
questions are studied, but the experimental procedures or the exact popula-
tion can differ. Even though differentiated replications are not as exact as
close replications, much knowledge can be gained from differentiated studies
(Wohlin, Runeson, Host, Ohlsson, Regnell, and Wesslen [23, p. 20]). In cases
where we have been prohibited by NDAs from publishing our data, we have
described the methods in detail to facilitate differentiated replication. In the
theoretical work, we have used publicly available datasets for our studies to
facilitate close replication. In the last empirical Paper V, we have used both
proprietary and publicly available data sets to both cater to the desire to study
the applicability in the industrial context, and to facilitate close replication
by other academics who do not have access to the proprietary data. We have
also published the major part of the code developed during this thesis as Open
Source to further increase transparency and facilitate replication (see Section
1.5). This include code for new methods and have extensible examples for
ease of use. In Paper I and Paper II, and in part in Paper V, we have traded
close replication for differentiated replication to get highly relevant industry
results.

We argue that even where close replication is not possible, we get a trans-
fer effect of the knowledge that was gained because we have ensured that
the methods and data that were used are applicable to large-scale software
development contexts. This has been achieved by using generally available
software libraries with general purpose machine learning techniques. We have
avoided developing highly specialized solutions for our particular contexts by
selecting features that are highly general and available in all of the bug track-
ing systems that we have come across. We have validated this by using both
open source datasets and data from different industry partners.

High quality empirical research places high requirements on the instrumen-
tation in the tools used. In an effort to facilitate closely replicable research, we
have implemented all of the code in our theoretical papers from scratch in the
same framework as the one in which the original comparison techniques were
implemented. We have also re-implemented other comparison approaches in
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the same framework to be able to measure performance in detail, to the extent
that it is possible. Also, in the more empirical work, we have implemented the
code for instrumentation in the same language as the libraries that were used
in order to do the instrumentation as correctly as possible. We have developed
extensive test suites to ensure that the code is correctly implemented.

In Paper I and Paper II, we have performed Experiments. Experiments
(or controlled experiments) are, according to Wohlin, Runeson, Host, Ohlsson,
Regnell, and Wesslen [23]

”an empirical inquiry that manipulates one factor or variable of
the studied setting. Based in randomization, different treatments
are applied to or by different subjects, while keeping other variables
constant, and measuring the effects on outcome variables.”

In Paper I and Paper II, we collected real-world data from our cases which
were two large-scale software development companies. We used the data we
had gathered to examine the thesis that machine learning can be used to auto-
matically triage bugs. Specifically, we examined the thesis that using a special
machine learning approach, called ensemble techniques, gives prediction ac-
curacy that is at least as good as, or better than, a single specific machine
learning technique.

In Papers III, IV and VI, we used mathematics to develop theories in
the area of probabilistic text modeling and document classification. This
was guided by the exploratory work in Papers I and II, where we found a
possible avenue for improving the unstructured text handling in bug reports.
To achieve this, we needed a fast and exact approach to modeling of text.
We used computer science, mathematical and statistical, theories to develop
a new, mathematically correct, and very fast parallel sampler for the LDA
model.

Finally, in Papers V and VI we again used experiments in combination
with quantitative data to determine whether or not our new approach showed
the desired improvements.

Table 3.1 summarizes the main research methods and the purpose of the
papers.

Paper Method Purpose
Paper I Empirical Exploratory
Paper II Empirical Exploratory + Improving
Paper III Analytical Improving
Paper IV Analytical Improving
Paper V Empirical Improving + Explanatory
Paper VI Analytical Improving

Table 3.1: Mapping of each paper to research method and purpose.
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Again, although Paper II is listed in Table 3.1 as Improving, the work on that
paper generated ideas that lead to the following papers.

Furthermore, we can break down the paper classification using the GQM
approach by Basili [25]. Table 3.2 summarizes the main goal, and main metric
used to evaluate the approach, and maps it to the research questions. In the
sections below, the details of the individual papers are described.

Paper Goal Question Metric
Paper I Feasibility of ML RQ1 Prediction Accuracy
Paper II Feasibility of ML RQ2 Prediction Accuracy
Paper III Exact Parallelism RQ3 Speed + Correctness
Paper IV Rich Classifier RQ3 Accuracy + Richness
Paper V Flexible Classification RQ2 Accuracy + Richness
Paper VI Speed Improvements RQ3 Speed + Correctness

Table 3.2: Mapping of paper to research method, goals, and main evaluation
metric.

3.4 Paper I

In Paper I, we collect roughly one year of real-world data from one large and
complex system at Ericsson AB. We use minimal filtering of the data to ensure
that the data is truly the real data that the engineers are working with, and
that we get the maximum amount of data to work with. The only filtering
we apply is to select solved bug reports (i.e finished) and exclude duplicates.

What characterizes the system is that it is mature and has been in pro-
duction for over 10 years. It is a very large system and many different pro-
gramming languages are used in its construction. The bulk of the code is
implemented using C++ and Java.

This setting was selected because it is typical for the context in which we
propose that ML techniques can be used. The system is so large that, in
practice, no single individual developer has detailed knowledge of the whole
system. Assigning bug reports and locating the faulty component(s) in these
types of systems is really challenging.

The main goal of the paper was to explore the feasibility of using ML
techniques for AFL and ABA in large-scale software development projects in
an industry setting. The paper mainly answers RQ1. The metric used for
evaluation is prediction accuracy as measured by cross-fold validation. The
main reason for using this measure is that cross-fold validation is a standard
metric in the ML community and accuracy is a clear and simple metric to
communicate to the industry stakeholders and is easy for them to understand.
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3.5 Paper II

Paper II is an extension to Paper I, where we further explore the effects and
consequences of using machine learning for ABA in an industrial setting. The
scope of Paper II is vastly increased compared to Paper I, both in terms of the
number of cases and the evaluation. In Paper II, we collect more than 50,000
industry bug reports from two big companies and five different projects.

The goal of Paper II is to further study RQ1 and improve on the method
of selecting ML classifiers, and to suggest guidelines for industry on how to
deploy ML techniques for ABA and AFL in an organization.

Conclusions from Paper II guided the research of Paper III and Paper IV.
One concrete question that is related to RQ2, and which suggests future work,
concerns how to handle unstructured input, such as text. In the paper, we
examine the performance of classification, both including and excluding text.
We find that the combination of both text and structured data is the best. In
the conclusion and future work section of Paper II, we propose research into
the question of whether or not there are better ways to represent the textual
input to the classifiers. This leads to papers III and IV, where we study
techniques for representing unstructured text and using it for classification.
The metric used for evaluation is again prediction accuracy as measured by
cross validation.

3.6 Paper III

In Paper III, we mathematically derive a formulation of a probabilistic sampler
for LDA and provide formal proofs for the complexity bound of the sampler.
We then implement this sampler, and the comparison samplers, in code and
study its characteristics compared to other approaches. In the paper, we
prove mathematically that, although our sampler incurs an extra sampling
step, complexity-wise, it is equivalent to competing implementations.

We also show empirically that the actual runtime behavior is favorable
compared to other approaches that are approximate LDA models. The main
method used in this paper is analytical, but the results of the sampler are eval-
uated empirically on different datasets. The datasets are the same datasets
that are used in related papers using other implementations of LDA to facili-
tate close replication.

The goal was to develop a fast and correct method for representing text
in ML techniques. It is related to RQ3 since it tries to address how we can
improve on the techniques available in our research context. The metrics for
evaluating the sampler are proofs of correctness and speed of the sampler.
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3.7 Paper IV

Paper IV is a further theoretical extension of Paper III, where we extend
the unsupervised LDA sampler to a supervised classification model and study
its characteristics. Again, the main method is analytical with an empirical
evaluation on public datasets. The derived sampler is a Bayesian classifier,
which implies that we get a measure of the uncertainty for all of the parameters
in the model, including the predictions. This is very powerful since it allows
an organization to tune the use of ML by trading prediction accuracy against
automation level if desired. For example, when the uncertainty in predictions
are low, automated intervention (routing of the bug report) can be used, but
when the uncertainty is high, human intervention can be invoked.

The goal here was to implement a classifier that fulfills the requirements
of handling both unstructured text and nominal values, as well as providing
full probability distributions on parameter estimates. An additional goal was
to implement a classifier that gives interpretable output. It relates to RQ2 in
that it answers which techniques should be used in our context. But it is even
more relevant to RQ3, since it improves on the techniques available. The
metric used for evaluation was prediction accuracy using cross validation.

3.8 Paper V

In Paper V we take the experiences from Paper III and Paper IV and apply
them to our original problem of AFL. We show that we get competitive re-
sults with our sampler from Paper IV. In addition, we get the richness of the
Bayesian model, which gives several benefits. We exemplify one of these ben-
efits by explaining how the richness of the model can be used in an industrial
setting. For comparison, we use some of the same datasets that we used in
Paper II. We complement these with publicly available datasets to facilitate
replication.

The goal was to empirically evaluate how well the DOLDA classifier fulfills
our requirements in our bug handling context. It answers RQ2 sine it deals
with which techniques should be used in our context. The metrics used for
evaluation were accuracy using cross validation and subjective measures of
classifier richness.

3.9 Paper VI

In Paper VI we further improve on the LDA sampler described in Paper III.
The goal was to reduce the memory requirements and sampling time of

the LDA sampler developed in Paper III, but still keep the exactness of the
inference. These goals came primarily from the continued need to improve
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the sampling speed, but also from initiatives to implement LDA on Graphical
Processing Units (GPUs).

Paper VI mainly relates to RQ3 since it improves upon machine learning
techniques, both in general, and specific for our context. The metrics used to
evaluate the goal was sampling speed and analytical proofs.

3.10 Validity

We discuss the various aspects of the validity of the research in the four forms
detailed in the framework by Wohlin, Runeson, Host, Ohlsson, Regnell, and
Wesslen [23]:

• Conclusion validity and Reliability - Conclusion validity is concerned
with the relationship between the treatment and the outcome in a quan-
titative analysis. We want to make sure that there is a statistical rela-
tionship, i.e. with a given significance. Reliability is its counterpart in a
qualitative analysis. This aspect is concerned with the extent to which
the data and the analysis are dependent on the specific researchers. Hy-
pothetically, if another researcher conducted the same study at a later
time, the result should be the same. Threats to this aspect of valid-
ity are, for example, if it is not clear how to code collected data or if
questionnaires or interview questions are unclear.

• Internal validity - If a relationship is observed between the treatment
and the outcome, we must make sure that it is a causal relationship, and
that it is not a result of a factor over which we have no control or have
not measured. In other words, that the treatment causes the outcome
(the effect).

• Construct validity - This type of validity is concerned with the relation
between theory and observation. If the relationship between cause and
effect is causal, we must ensure two things: (1) that the treatment
reflects the construct of the cause well and (2) that the outcome reflects
the construct of the effect well.

• External validity - External validity is concerned with generalization. If
there is a causal relationship between the construct of the cause, and
the effect, can the result of the study be generalized outside the scope
of our study? Is there a relationship between the treatment and the
outcome?

Often there is a trade-off between the different types of validity, and the
various aspects of validity must be prioritized (Wohlin, Runeson, Host, Ohls-
son, Regnell, and Wesslen [23, p. 111]). While all aspects of validity are
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important, our focus has been on solving real world large-scale industry prob-
lems as experienced by the author during many years of active development
in the industry. Thus, our focus has been on External and Construct valid-
ity, i.e. that the research questions are relevant and that the experiments, as
much as possible, use actual data that practitioners are working with. In our
case, this has come at the expense of replicability on some occasions, since we
are not able to make our datasets publicly available. This has been mitigated
by using open datasets for comparison with the industrial data in Paper V,
where open data was available that was similar to the industry data (unlike
Paper I and Paper II where no similar data was available). Our studies are
designed to minimize the impact of threats to validity. Below we discuss in
detail the choices and decisions we have made in regard to these aspects.

External Validity
External validity concerns how well a study generalizes.

Effect of the threat on our results: What would the effect on our
results be if they were affected by the threat? This is mostly related to
Papers I, II and V, since Papers III, IV and VI are theoretical papers. If our
results were not externally valid, this would mean that ML-based classification
of bug reports would not be applicable to other large-scale industry software
development contexts.

Large scale industry applicability is one of the main drivers of this work
and a great deal of effort has gone into ensuring that the techniques are
applicable to actual industry practice. One example of this is that in Paper II
we examined a particular ML technique called Stacked Generalization (SG).
The advantage of SG is that it is flexible and does not require particular
expertise in deployment, due to its robust performance. The downside of SG
is its lack of interpretability. This feedback from our industry partner (also
backed by research [26]) lead us to explore richer techniques for dealing with
unstructured text (Papers III & VI) and Bayesian models for ML (Papers IV
& V).

We have gone to great lengths, exploiting the author’s expertise and dis-
cussing with our industry partner, to ensure that the industry data that we
have used is real world data from active projects, dealing with exactly the
problems that the thesis deals with. The context of industry bug data is pro-
hibitive, since this is very sensitive data and companies do not publish this
type of data for many reasons.

For the main paper studying the applicability of ML-assisted ABA (Pa-
per II) in an industrial context, we managed to gather data from five major
industry projects, from two large software development companies. This is
the largest study on industry data that we are aware of. For replicability
and comparison with Open Source Software (OSS) data, we have also applied
the techniques to OSS datasets. Two companies is not a big sample of large-
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scale software development companies, but we argue that the structure and
setup of the bug handling and teams generalizes to many types of large-scale
software development contexts. Additionally, our results are in line with pre-
vious research that has been done, both in an OSS context, and in smaller
industrial research papers [27]. The threat to external validity is further mit-
igated by the fact that no project-specific tuning of the classifiers has been
done, nor have we filtered the bug reports to achieve greater accuracy. We
argue that our accuracy results are probably on the lower end of what can be
achieved, since no real optimization of classifiers or advanced feature selection
was performed.

Papers III, IV and VI are theoretical papers and the question of external
validity is simpler to answer. In this case we need to show that the samplers
fulfill the defined requirements. This is shown analytically and measured using
standard datasets.

Paper V is specifically targeted to mitigate some of the problems of ap-
plicability to industrial context of Paper II (i.e. external validity). Here we
argue that the richer model that Paper V presents complements the results
in Paper II and the richer model further increases the applicability to the
industrial context.

Conclusion Validity
Many aspects of the conclusion validity threat deal with statistical power and
violations of the assumptions of statistical tests.

Effect of the threat on our results: What would be the effect on
our results if they were affected by the threat? Statistical conclusions about
measures would not hold.

One threat to conclusion validity is the use of cross validation to draw
conclusions about the generalization error of classifiers in this thesis. The
reason we use cross validation (in spite of known problems [28] with it) is
that it is a standard method that researchers and the statistical and machine
learning communities are very familiar with and it is simple to understand
for our stakeholders. In Paper II we mitigate this problem by exploring other
methods than cross validation, and we conclude with a warning that cross
validation should not be the only type of evaluation. So one needs to be
careful drawing absolute conclusions from cross validation alone. Mostly, we
use cross validation as a model comparison tool, to compare how models and
behaviors differ. For this purpose, cross validation should suffice since all
models (in our context) should be equally afflicted by the limitations of cross
validation. We discuss these aspects quite extensively in the validity section
in Paper II. Another aspect that limits our exposure the conclusion threats
are the amount of data that we have gathered to ensure minimum exposure
to problems with statistical power.
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Other aspects of conclusion validity concern the reliability of treatment
implementation and irrelevance in the experimental setting. Since we are
not performing any experiments or studies on human subjects, only in-silico,
that is, only on computer models, we are not affected by aspects that involve
human interaction. We have implemented extensive test suites to ensure that
our code is behaving correctly.

Reliability of measures is another aspect of conclusion validity. In our
case this translates to measurements based on bug reports. Fortunately, the
tools that deal with bug databases tend to be tools that are used on a daily
basis and are therefore quite well tested and robust in terms of measurements.
Another aspect of measurement that is worth noting is the interpretation of
derived measures from bug databases. For instance, in a complex bug flow,
when should we say that a bug has reached a specific team? This is not always
trivial to decide. Also, when should we conclude that a bug is solved? In the
industrial bug flows that we have studied, the flows are typically much more
complex than in Open Source systems, such as Bugzilla. Here the author has
used his comprehensive experience of working with these systems to define
reasonable measures for these aspects, and they have been discussed with the
teams and persons responsible for the bug handling process.

Internal Validity
Internal validity deals mainly with how confounding variables can affect causal
relationships drawn from statistical results.

Effect of the threat on our results: What would be the effect on our
results if they were affected by the threat? The ensemble combinations in
Paper II would look different, but it is unlikely that this would substantially
affect our results. Since our primary contribution is the suggested methodol-
ogy rather than the specific classifiers, we argue that this is unlikely to affect
our results.

Since we are not making many strong causal claims based on statistical
results, internal validity is not a major threat to this thesis. For instance,
we don’t claim that a particular variable in a bug report causes a bug to be
located in a particular subsystem. In Paper II, one threat to internal validity
is that we do not optimize the individual classifiers in the ensembles. This
could cause some classifier with better default settings to be favored. Since
we do not make strong claims on exactly which classifiers to select, but rather
suggest a procedure for selecting the classifiers, we argue that this limits the
threat to validity. When it comes to the accuracy measures, individual tuning
of classifiers should only improve accuracy results.

39



3. Methodology

Construct Validity and Reliability
Construct validity concerns the relationship between the background theory
and how it connects to the actual experiments and measurements that the
researcher performs in a study.

Effect of the threat on our results: What would the effect on our
results be if they were affected by the threat? This would mean that other
researchers would reach conclusions that were different from ours.

Papers I, II, and V could arguably be susceptible to threats to construct
validity. We argue that this threat is limited due to the many years of work
experience of the researcher, whose daily work involved dealing with the is-
sues that these papers confront. Reliability concerns the threat that other
researchers would not reach the same conclusions due to procedures in data
collection and analysis. For Papers I and II, it is harder since we cannot pub-
lish our datasets and a direct comparison is difficult. To increase reliability, we
have described in detail in the individual papers how data was collected and
the context of the studies. For Paper V, we complement the industry data
with OSS data to facilitate replication. The source code is also published
openly to increase transparency.

It is possible that other researchers could reach different conclusions re-
garding the use of stacking as a primary ML method for AFL and ABA as
proposed in Papers I and II. Our choice here was mainly guided by a de-
sire for simple deployment in a large-scale software development organization
where the goal was to maximize accuracy despite limited ML expertise. Other
researchers in different contexts with other priorities could reach other con-
clusions regarding the best option in terms of classification techniques. For
Paper V, where model richness and interpretability were the main goals, it
is also possible that other researchers would reach other conclusions since
there is a certain amount of interpretation with regard to what richness and
interpretability means. Although details may differ, we argue that we have
presented enough evidence for our main point, that ML is a feasible option
for the ABA and AFL problems in an industrial setting.

Papers III, IV and VI should not be affected by these threats since they are
mainly analytical and the context and requirements are very clear. For Papers
III, IV and VI, it should be straightforward for other researchers to replicate
our results since we use datasets that are research community standards for
evaluating LDA samplers and classifiers.
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The study of machine learning has grown to be a vast field and there is
no room (or time) to cover all of the nuances and aspects of the field in
this thesis. This chapter is mainly intended for the unfamiliar reader or the
industry practitioner with some, perhaps old and slightly faded, familiarity
with basic probability theory, calculus and linear algebra. In the exposition
below we have tried to minimize the use of mathematical notation that might
be confusing or that could obscure the intuition of what is happening. The
hope is that this chapter will give a basic understanding of some the core
mathematical ideas behind a few of the most important machine learning
techniques used in this thesis. Hopefully, this will enhance the reading and
understanding of the papers that make up the thesis. For more thorough
expositions we refer to the excellent works of Bishop [29] and Murphy [30].

Personally, I have found that nothing facilitates learning as much as con-
necting the math to simple examples. So the goal is, as much as possible, to
exemplify the math with examples from our problem domain of bug reports.
The hope is to build up an intuition of the area and the theory that we will
be discussing in the included papers from a basic level. Hopefully this will
give the unfamiliar reader some of the basic understanding that is needed to
read the rest of this thesis.
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4.1 Machine Learning Introduction

To start getting an intuition of what machine learning is, we discuss various
flavors of learning and ways of implementing the learning approaches. First,
we start with some basic definitions and examples.

• Classification

– Classifying data into a set of discrete outcomes
– Example: Which software component does a bug report originate

from?

• Regression

– Estimate of a real value from data
– Example: What will the processor load be if we activate a set of

features in the system?

• Clustering

– Finding groupings in unlabeled data
– Example: Which types of users behave the same way in a telecom

network?

• Dimensionality Reduction

– Extract the most important piece of information from a large set
of data

– Example: Given a text document with 1000 words, which are the
most important ones?

• Visualization

– Displaying information in a way that a humans can more easily
study a dataset

– Communicating results of a study in overview format
– Example: See Figure 4.1

4.2 Probability Reminder

This section provides a very short reminder of some of the basic concepts in
probability theory. This section can safely be skipped if the reader is familiar
with the nomenclature and basics of probability theory. For a very readable
introduction to probability we highly recommend the beginning chapters of
Bishop [29].
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Figure 4.1: t-SNE rendering of a bug database using unstructured text via
LDA, using the individual document topic mixture as input features.

The probability of an event A occurring is usually written as

p(A)
Probabilities range from 0, indicating an impossible event, to 1, which is a
completely certain event. Frequently, probabilities are expressed in percent-
ages, ranging from 0 to 100%.

Discussing probability only in terms of events fast becomes burdensome so
we quickly introduce random variables (RV). A random variable is a function
that takes outcomes of events as inputs and maps them to numbers. For
instance, a random variable X could take the event ”the rolled die landed
with 4 dots up” and map that to 4. Another RV Y, could represent the sum
of two die roll events, returning 7 if one die landed on 4 and the other on 3.
Formally, the definition of a random variable is [31]

Given an experiment with sample space S, a random variable (RV)
is a function from the sample space S to the real numbers.
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Figure 4.2: Discrete probability distribution.

There are some subtle points about notation to be made here. Probabilities
are only defined on events, but not on RV’s, so strictly it does not make sense
to talk about p(X) if X is an RV [31]. But we can talk about p(x) (note:
small letter x), where p(x) = p(X = x), since having X take the value x is
an event, this is fine (we assume that X is discrete). We can also talk about
p(5 <X < 8) (valid for both discrete and continuous RV’s) which is the event
that the RV X lies in the 5-8 interval. This distinction is not always clear
(especially in less formal contexts) and the notation p(X) is used when it is
understood that it stands for p(X = x) (see Bishop [32]). We will also use this
notational shortcut to make the presentation simpler, but with the warning
that sometimes it can be confusing.

A distinction is made between discrete and continuous random variables.
A discrete RV maps outcomes to a discrete list of outcomes. The list can be
finite, as in a fixed set of outcomes (the six sides of a die), or infinite (the
integers). A continuous RV maps outcomes to the real numbers. Sometimes
the notation of discrete and continuous RV’s differ, with continuous proba-
bilities written with lowercase p and discrete ones with a capital P . We shall
not bother with this distinction in this text and we will use lowercase p for
probabilities.

The probability of a random variable is completely described by its proba-
bility distribution, which is a function where the domain consists of all possible
outcomes of the RV. As a consequence of the basic axioms of probability, the
integral of a probability distribution from −∞ to ∞ sums to 1. A probability
distribution can be either discrete as in Figure 4.2, or continuous as in Fig-
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Figure 4.3: Continuous probability distribution.

ure 4.3. If it is discrete, it is called the probability mass function (pmf). From
the probability mass function we can, for each possible value the random value
can take, find its corresponding probability. For instance, from Figure 4.2 we
can see that the probability of x = 12 is ca 5%, i.e. p(X = 12) = 5%.

The probability distribution is continuous if the random variable of interest
is a real number. This is depicted in Figure 4.3. In this case the distribution
is called probability density function (pdf).

There is an important difference between a discrete distribution and a
continuous distribution. In the continuous case we are interested in the prob-
ability of a real value, but the probability of any specific real-valued outcome
of a continuous RV is 0! So, in contrast to the discrete case where we can
look at the distribution plot (pmf) and read off the probability of the RV for
a specific outcome, we cannot do this from the pdf. It is entirely possible for
the density (the y value of the pdf) to have values larger than 1, which we
know is impossible for probabilities, since they are defined to lie between 0 and
1. What we can do with the pdf is to find the probability that the outcome
of a continuous RV lies within an interval. This is depicted in Figure 4.4,
where the interval is −1 < X < 1 and the associated probability is 68%. This
probability is found by taking the definite integral of the pdf from -1 to 1, i.e.

p(−1 ≤X ≤ 1) = ∫ 1

−1 pdf(x)dx = 68%
Note here that −1 <X < 1 is the event that the RV X lies in the interval.
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We can also talk about the probability of two or more simultaneous events.
The probability of both events A and B, called the joint probability of A and
B, is written

p(A,B)
An example of this would be the toss of a coin and a roll of a die. Where
A could be the event ”the coin landed Heads up” and B is the event ”the
die landed with an even number up”. The joint probability is the probability
of both those two outcomes occurring in the same trial. Joint probabilities
generalizes to RV’s also, where we talk about the joint distributions of two or
more RV’s.

From a joint probability distribution, we can margnialize out or integrate
out one variable and get the marginal distribution for the other. In Sec-
tion 4.76 we show a detailed example of marginalization in a concrete case.
Marginalization is slightly different depending on whether the RV is discrete,
i.e., its outcomes can be mapped to the natural numbers, or continuous, in
which case its outcome is a real number. The marginalization of a continuous
RV is done via integration.

p(X) = ∫
Y
p(X,Y )dY

while for a discrete RV it is the sum

0.0
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Figure 4.4: The probability of a continuous probability distribution is the area
under the curve of the continuous probability distribution, not the y value of
the pdf!
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Figure 4.5: Histogram of 800 draws from a normal distribution with the true
normal overlayed.

p(X) =∑
Y

p(X,Y )
A distribution is not only the graphical view of a random variable, it is

also a mathematical object. We have already mentioned that we can plot
the distribution in a graph, as in Figures 4.2 and 4.3, and that we can use
the distribution to calculate the probability of the outcomes of a random
variable. Another thing we can do is to draw samples from it. When we
draw samples from a distribution we basically tell the distribution to generate
a random outcome of the RV proportional to its probability according to the
distribution. So, for instance, if we have an RV that has a normal distribution,
we can tell it to generate 800 samples from its distribution. In Figure 4.5 we
have done just that and plotted the samples in histogram form with the true
normal pdf overlayed.

We can also talk about conditional probability. Conditional probability
is the probability of an RV conditioned on some knowledge. This is written
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p(A∣B) and should be read as the probability of A given B or the probability
of A conditioned on B. Conditional probability is defined as:

p(A∣B) = p(A,B)
p(B) (4.1)

An example of this would be, the probability of a bug being located
in a particular subsystem (say the UI) conditioned on the fact that we
know that the bug was reported by a specific customer. This is written as
p(Component = UI ∣Customer = AcmeTelco). We can then calculate this
according to Equation 4.1.

p(Component = UI ∣Customer = AcmeTelco)
= p(Component = UI,Customer = AcmeTelco)

p(Customer = AcmeTelco) (4.2)

Intuitively this can be thought of as follows. Say that we have a database
with bug reports. We then count how many bug reports were reported by
the customer AcmeTelco (denominator in Equation 4.2). We then count
how many of the AcmeTelco bug reports were reported on the UI compo-
nent (nominator in Equation 4.2). By dividing these two numbers we get
p(Component = UI ∣Customer = AcmeTelco).

We must also briefly mention the extremely important Bayes Rule, which
we will discuss further in Section 4.4. Bayes rule states that

p(A∣B) = p(B∣A)p(A)
p(B) (4.3)

and follows directly (see Section 4.4 for a derivation) from conditional and
joint probability. Bayes rule is often used in its proportional form when we
are not directly interested in the specific probabilities, but rather in comparing
the sizes of the probabilities to make a decision.

p(A∣B)∝ p(B∣A)p(A) (4.4)

The ∝ (read ”proportional to”) means that p(A∣B) is not a normalized prob-
ability distribution (i.e. it does not sum to 1), but can be made so by multi-
plying it by an expression that is not dependent on A.

An example of this is when we want to make a classification and we are
only interested in selecting the class with the highest probability. Equation 4.4
lets us do this, since the denominator in Equation 4.3 will be the same for all
classes, so we can ignore the denominator and just pick the class that has the
highest value of p(B∣A)p(A). This is because if the proportional form has the
highest probability of a class, then the normalized expression will also have
the highest probability for the same class. The proportional form of Bayes
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rule is also used in so called Markov Chain Monte Carlo (MCMC) sampling.
In MCMC we often do not need to know the exact probabilities, just the shape
of the probability distribution.

4.3 What is Learning?

Before we discuss more details of machine learning, we can try to define what
learning is. Tom Michell, one of the pioneers in the machine learning field,
defines learning (in the context of ML) in the following way [33]:

Definition 1. ”We say that a machine learns with respect to a particular
task T, performance metric P, and type of experience E, if the system reliably
improves its performance P at task T, following experience E”

While slightly cryptic, it is a succinct description of what, in our context,
it means to learn. To make the definition and the following chapter more
concrete we will use a running example to accompany the text to hopefully
clarify the sometimes obscure meaning of the math and theory. We start the
example here by setting the task T of the ML system to be that of predicting
which component in a software system that a bug is located in. The perfor-
mance metric P will be the prediction accuracy the ML system achieves, that
is, how many of the bugs it correctly predicts divided by the total number of
predictions it has performed.

prediction accuracy = # correct predictions
# total predictions (4.5)

Defining E, the experience is the most elusive task. A major part of
formalizing experience consists of defining how we encode the experience so
we can talk about it formally. This will be discussed extensively in this thesis;
for now we will simply state that gaining more experience consists of ”seeing”
more bug reports.

Now that we have all the major constituent parts of our definition, let’s
try it out. We say that our ML-system learns, if it gets better at predict-
ing which software component contains the fault described by a given new
bug report, the more historical bug reports that we ”show” it. An erroneous,
implicit assumption that is often made by readers unfamiliar with the statis-
tics and machine learning fields, is that there is a linear relationship between
the amount of experience that is shown to the system and the amount that
the system learns. I.e. the assumption is that the more data you present to
the ML-system, the more it learns. This is not generally so. As we show
in the bug assignment context in Paper II [34], if you show the ML-system
too much, especially too old, bug reports it actually gets worse at predicting
new bug reports. This is intuitive, since very old bug reports is probably not
representative of the bugs that are currently generated. This is because the
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software has evolved and developers are working on other parts of the system
and other features than was worked on a long time ago. The old bug reports
were in the old components of the system while new bug reports tend to be
on the newly updated parts of the system.

Another important aspect of how much a system can learn is the quality
of the input data. If the data presented to the ML-system does not contain
enough relevant information to learn from, there is, per definition, a limit to
how much can be learned. The aspect of data quality can be split into two
parts. One part concerns how well the data is collected and pre-processed
before it is presented to the ML-system, this is often called feature engineering.
The other part deals with the natural variation or noise in the data and
systematic errors that can be part of the data collection process. There is a
limit to how accurate the system can maximally become depending on this
natural variation in the data. To get some intuition for this problem, imagine
that the task of a prediction system is to predict whether a person is male
or female based on only the length of the person. Since men tend to be
taller than women a general strategy would be to guess male if the person
is relatively tall and female if the given length is shorter. Due to natural
variation in length in both men and women there is a limit to how accurate
this prediction will be, since some men are shorter than average and some
women are taller than average. ML techniques are by their nature imprecise,
since if there was an exact way to solve the problem one would not need
to resort to ML techniques. The exception to this rule is when the exact
techniques are computationally too demanding but theoretically possible, but
we will ignore these cases here. Quantifying the magnitude of the imprecision
is an important aspect of ML techniques. Sometimes it is possible to quantify
the imprecision but sometimes not, it depends on the particular ML technique
used.

Data quality

The general rule is that the better data you give an ML-system the better
output predictions you get from the system. This is in no way specific to ma-
chines, but applies equally to humans. If you teach humans using knowledge
from the 17:th century (old data, bad data), humans also become worse at
understanding their environment. There is no inherent mechanism in learning
that prevents adverse learning, rather, protecting against it must be encoded
in the learning algorithm. An example of protection against adverse learning
could in this case be to weigh old bug reports less than newer ones, so they
have less influence in what the ML-system learns. Concretely this could be
done by looking at the filing date of the bug report and scale the importance
of the bug report proportionally to its age, i.e. how many days old it is. The
decreasing weight of older data is often called weight decay.
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Finding, or learning, or inferring, the exact weights used to scale different
components (in this case the age) of the data (the bug reports) turns out to
be a crucial part of learning.

From now on when we talk about learning in this thesis, we always take
that to mean finding an algorithm that can be executed by a computer, that
fulfills the criteria in Definition 1. We make a clear distinction from learning
in this specific context and the general concept of learning that applies to
humans.

Learning Using Linear Regression
It is probably safe to say that linear regression or ordinary least squares (OLS)
is the mother of all learning techniques. It was one of the first (developed by
Sir Francis Galton and Karl Pearson) and is still one of the most important
techniques in the field. Linear regression is not only very important in that
it is a basic solution to a fundamental problem, but it also has a lot of nice
properties. The main ones being that it is one of the simplest to understand
and interpret and it is a crucial building block in the ML toolkit. As a building
block, linear regression is the basis for many more advanced techniques that
directly extends linear regression to other types of learning.

Linear regression solves the fundamental problem of going from observa-
tions of a real value given specific inputs, to inferring the parameters of a
linear model.

We will start with the most basic linear equation. Here our response vari-
able or dependent variable is a function of only one input variable or covariate
or predictor1 (variable) x and a fixed parameter slope, it has the form:

y = slope ∗ x (4.6)

Equation 4.6 says that as x increases, y increases by slope times x. Another
way to put it is that a one unit increase in x increases y by slope. This view
is important since it is often how the linear model is used in practice.

If we know the value of the slope we can now calculate the corresponding
value of y given a new x. The problem, and the reason that we use machine
learning, is that we usually do not have the slope, but we have observations of
x and the corresponding y values. This can look something like Table 4.1. The
data in Table 4.1 is simulated by picking values for the slope and the intercept
and then drawing some random values for x, calculating it’s corresponding y
and adding some random noise. The simulated data y could for instance be
the measured CPU load in percent on a node when x number of users are
connected to that node.

1sometimes predictor variables are said to be created as a function (which can be the
identity function) of input variables
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Here we should immediately make clear that when modeling a percentage
with linear regression we are violating some fundamental assumptions of lin-
ear regression. A percentage can only range between 0 and 100 % but there
is nothing inherent in linear regression that limits the domain to the 0-100
range. Another example of an improper modeling would be to model a count,
which has a lower limit of zero, and a domain of only integers. When some-
times these types of improper modelings are done, it is important to be aware
that underlying assumptions are broken and the result should be carefully
scrutinized to decide if it is reasonable.

The goal of linear regression is to find the value of the slope of a linear
model so we can use it to predict the load on the machine given that a certain
number of users are connected.

ŷ = f(x) = slope ∗ x (4.7)

In Equation 4.7 we use a fitted value of slope to predict a new ŷ value given
some x.

Finding the value of slope is called fitting the data to a model, or learning
the model parameters. The resulting model could for instance be used in
dimensioning guidelines to customers.

y x
1 14 20
2 17 120
3 31 330
4 33 340
5 6 73
6 23 310
7 14 78
8 36 360
9 25 320

10 33 200

Table 4.1: 10 observations of the real-valued variable y given inputs x

If we want to fit the data in Table 4.1 using a linear model how would we
do that? The process of fitting data to a linear model means that we want to
find the parameters (slope in this case) that describes a line that fits the data
points as good as possible. In Figure 4.8 the data from Table 4.1 is plotted in
a so-called scatter plot.

We can quantify the notion of as good as possible by saying that we want
to minimize the total error we get if we use the model. So what is the error?
The error for one data point could be defined as the distance between an
actual y value at a point x and a point ŷ that is predicted by the model by
plugging in the x value into the linear regression model, i.e. y-ŷ. It turns out
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Figure 4.6: Scatter plot of data in Table 4.1.

that for several reasons it is even better to use the squared error, i.e. (y− ŷ)2.
The squared error will punish large deviations from the predicted value more
than small ones. We now have a definition of the (squared) error at one data
point,

e2 = (y − ŷ)2 (4.8)

which we can also express as a function of our inputs x:

e2 = (y − (slope ∗ x))2 (4.9)

but we want to minimize the total error of using the model for all M points
(M = 10 in our example) so we need to sum up the errors from all points.
This quantity is called the sum of squared errors (SSE) and is expressed in
Equation 4.10.

sse = M∑
i=1
(yi − ŷi)2 (4.10)

If we plug in our linear expression (slope∗x) for ŷ into Equation 4.10 we get.

sse = M∑
i=1
(yi − (slope ∗ xi))2 (4.11)
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So now we have an expression for the total error of the model in terms of y, x
and slope. What does this give us? Well, it gives us a quadratic formula for
the error as a function of y, x and slope. We can now vary slope and calculate
the corresponding error of the model. Figure 4.7 shows a quadratic function
where the SSE is plotted as a function of slope.
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Figure 4.7: Plot of the sum of squares error (SSE) as a function of the slope.
We see that there is one point where the error is at a minimum and we know
that this is a global minimum since the error is a quadratic function. We know
from calculus that the slope of the tangent (i.e. derivative) at the minimum
of a quadratic function equals zero.

A quadratic function such as the SSE, is a special case of a class of functions
that is called convex functions, and a defining property of (strictly) convex
functions is that they have a global minima. This is convenient since we would
like to find the value of the slope that minimizes the SSE. We remember from
calculus that if we take the derivative of a function f we get a new function
f ′, that describes the rate of change in the original function f . To find the
minima of the quadratic SSE, we take the derivative with respect to the slope
and set this derivative to zero, we can then solve for slope to find the value
of slope that gives us the minimum error.

We take the derivative of the SSE with respect to the slope by using the
chain rule from calculus.

sse′ = M∑
i=1

2 ∗ (yi − (slope ∗ xi)) ∗ −xi (4.12)
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We then set the derivative to 0 and solve for slope.

0 = M∑
i=1

2 ∗ (yi − (slope ∗ xi)) ∗ −xi (4.13)

0 = M∑
i=1
−2 ∗ (yi − (slope ∗ xi)) ∗ xi (4.14)

0 = M∑
i=1
(yi − (slope ∗ xi)) ∗ xi (4.15)

0 = M∑
i=1
(yi ∗ xi − slope ∗ x2

i ) (4.16)

Distribute the sum and pull out constants in front of the summation.

0 = M∑
i=1
(yi ∗ xi) − slope ∗ M∑

i=1
x2
i (4.17)

Solve for slope.

slope = ∑M
i=1(yi ∗ xi)
∑M

i=1 x2
i

(4.18)

This result can be re-written as:

slope = (M∑
i=1

xi ∗ xi)−1 ∗ M∑
i=1
(xi ∗ yi) (4.19)

If we use 4.19 together with the numbers from Table 4.1 to calculate a value
of slope we get the result 0.095.

We can then plug that value into our original formula:

y = slope ∗ x (4.20)

and use this to plot the purple line in Figure 4.8. We have just solved our
first learning problem, we have learned the value of slope from data! We can
quantify the quality of our learned parameter by what SSE it gives. In this
case the SSE is 426. But can we do better? Now it is time to introduce the
intercept into the model and see which effect it has on our results. With the
approach we have taken above we have implicitly assumed that the intercept
of the function is zero. With this assumption, we force the regression line
to pass through zero, and this might not always be a good model. A more
generic approach is letting the model learn the intercept also, i.e. the new
model is formulated as:

y = intercept + slope ∗ x (4.21)
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Figure 4.8: Plot of data in Table 4.1 with various fits. The solid red line
is the ”real line” that was used to simulate data from. The purple dotted
line is the regression line of a single variable linear model without intercept,
and the green dash-dotted line is the regression line of a model fitted with an
intercept.

We may also have more input variables than just one x. We can then extend
the model with more explanatory variables. If we have N variables the model
then looks like this:

y = intercept+slopex1 ∗x1+slopex2 ∗x2+slopex3 ∗x3+...+slopexn ∗xN (4.22)

We can use the same reasoning and derivation as for the simple case above,
but since we have several variables, we have to take partial derivatives with
respect to each of the variables in the expression. Taking partial derivatives
simply means taking the derivative of an expression with respect to each of
the variables one at the time and holding the other variables constant. We
will not do that derivation here, since we shall later see that if we formulate
the problem as a linear algebra problem we get an elegant and equivalent
solution to the problem. To achieve this, we do some notational updates to
clarify the presentation. In the machine learning field it is common to use the
letter w (for weight) instead of using slope. With this notational update, the
form of the linear model looks like this:

y = intercept +w1 ∗ x1 +w2 ∗ x2 +w3 ∗ x3 + ... +wn ∗ xN (4.23)
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To further simplify notation, the intercept can be called w0 which gives us:

y = w0 +w1 ∗ x1 +w2 ∗ x2 +w3 ∗ x3 + ... +wn ∗ xN (4.24)

This can be re-written using the summation symbol as follows:

y = w0 + N∑
i=1

wi ∗ xi (4.25)

This is implicitly:

y = w0 ∗ 1 + N∑
i=1

wi ∗ xi (4.26)

I.e we can add a ”dummy” x0 which is always 1 which represents the inter-
cept (if we want an intercept, which in general we do when we solve general
regression problems). If we then add this ”dummy” x0 and require that it is
always set to 1 we can express our equation for one y like this:

y = N∑
i=0

wi ∗ xi (4.27)

This is an expression for one y, if we have several y’s we index them using m.
The equation for one y is then:

ym = N∑
i=0

wi ∗ xmi (4.28)

If we have M rows with N covariates we can make even more notational
simplifications and express this as a linear system where bold font indicates
that the variable is a vector (small bold letter) or a matrix (capital bold
letter). We gather all the x’s into an MxN matrix X and the y’s into a Mx1
vector y and the weights 1xN vector w. The weight vector is also quite often
called β.

y"#$
M x 1

= X"#$
M x N

∗ w"#$
N x 1

(4.29)

Equation 4.29 describes the predicted y values given the X’es and the weight
vector, but to make the equation complete we must include the error of the
prediction. This error is usually called σ or ϵ and is assumed to be normally
distributed with a zero mean. The complete equation then comes out as:

y"#$
M x 1

= X"#$
M x N

∗ w"#$
N x 1

+ σ"#$
M x 1

(4.30)
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This setup can be visualized as follows:

⎡⎢⎢⎢⎢⎢⎢⎢⎣

y1
y2⋮
yM

⎤⎥⎥⎥⎥⎥⎥⎥⎦
=
⎡⎢⎢⎢⎢⎢⎢⎢⎣

1 x1,1 ⋯ x1,N

1 x2,1 ⋯ x2,N⋮ ⋮ ⋱ ⋮
1 xM,1 ⋯ xM,N

⎤⎥⎥⎥⎥⎥⎥⎥⎦
∗ [w1 w2 ⋯ wN ]T +

⎡⎢⎢⎢⎢⎢⎢⎢⎣

σ1
σ2⋮
σM

⎤⎥⎥⎥⎥⎥⎥⎥⎦
(4.31)

In 4.31 the T , means transpose, which is the action of turning a column vector
into a row vector and vice versa. We can also transpose a matrix by rotating
its values around the diagonal. As in the single variable case we want to
minimize the squared error of this equation. We have gathered the errors in
the σ column, so analogous to the single variable case, the squared error is:

σTσ =
⎡⎢⎢⎢⎢⎢⎢⎢⎣

σ1
σ2⋮
σM

⎤⎥⎥⎥⎥⎥⎥⎥⎦

T

∗
⎡⎢⎢⎢⎢⎢⎢⎢⎣

σ1
σ2⋮
σM

⎤⎥⎥⎥⎥⎥⎥⎥⎦
= M∑

i=0
σi ∗ σi

If we solve for σ in Equation 4.30 we get

σ = y −X ∗w
and thus the SSE is

σTσ = (y −X ∗w)T (y −X ∗w) (4.32)

As in the single variable case we want to minimize the SSE. To get 4.32 in
a form that is suitable for minimization we use rules 4.33 and 4.34 of matrix
algebra:

(y −X ∗w)T = yT − (X ∗w)T (4.33)

(X ∗w)T =XT ∗wT (4.34)
to get

σTσ = (yT −XT ∗wT )(y −X ∗w) (4.35)
Going from 4.35 to 4.37 we use the matrix algebra relation:

XT ∗wT ∗ y = yT ∗X ∗w (4.36)
Other than catering for 4.36 we can think of going from 4.35 to 4.37 as the
normal single variable cross multiplication of the terms in 4.35.

σTσ = (yTy−yT ∗X∗w−XT ∗wT ∗y−yT ∗X∗w+XT ∗wT ∗X∗w) (4.37)
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Gather the terms in 4.37

σTσ = (yTy − 2 ∗wT ∗XT ∗ y +wT ∗XT ∗X ∗w) (4.38)

If we compare Equation 4.38 with the single variable case where we substitute
Equation 4.6 for ŷ in Equation 4.8 we get

e2 = (y − (slope ∗ x))2 (4.39)

We may recognize this as a square formula from algebra, it can be expanded
to

e2 = (y − (slope ∗ x)) ∗ (y − (slope ∗ x)) (4.40)

We can then perform the cross multiplications and gather the different terms

e2 = y2 − 2 ∗ slope ∗ x ∗ y + (slope ∗ x)2 (4.41)

The Square and Completing
the Square

The 2:nd degree polynomial (x+a)2
can be expanded to the form x2 +
2ax + a2. Going from this latter
form to the former is called complet-
ing the square. In Equations 4.39-
4.41 we use versions of completing
the square. In Section 4.4 we will
be using the analog matrix version
of completing the square.

We see by comparing Equa-
tions 4.41 and 4.38 that the
single variable derivation is
analogous to the multivari-
ate case aside from the fact
that in the linear algebra
case we must cater for the
dimensions of the interacting
variables. So the y2i term in
the single variable case cor-
responds to yTy in the lin-
ear algebra setup, the 2 ∗
wT ∗XT ∗ y corresponds to
2 ∗ slope ∗ xi ∗ y and wT ∗
XT ∗X ∗w to (slope∗xi)2.
Analogous to the single vari-
able case we take the derivative of the squared error terms with respect to the
weight vector. To do this we use the following identities from linear algebra

∂yTy

∂w
= 0 (4.42)

∂wT ∗XT ∗ y
∂w

=XT ∗ y (4.43)

∂wT ∗XT ∗X ∗w
∂w

= 2 ∗XT ∗X ∗w (4.44)
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Again, analogous to the single variable case we set the derivative to 0

0 = 0 − 2 ∗XT ∗ y + 2 ∗XT ∗X ∗w (4.45)

Rearranging this we get

XT ∗X ∗w =XT ∗ y (4.46)

And again we solve for w

(XT ∗X)−1 ∗XT ∗X!"""""""""""""""""""""""""""""""""""""""""""""""""""""""""""""""""""""""""#""""""""""""""""""""""""""""""""""""""""""""""""""""""""""""""""""""""""$
analogous to x2

x2 = 1

∗w = (XT ∗X)−1 ∗XT ∗ y (4.47)

w = (XT ∗X)−1 ∗XT ∗ y (4.48)

Equation (4.48) is usually called the normal equation of the OLS, where (XT ∗
X)−1 ∗XT is called the MoorePenrose pseudoinverse of X. The Penrose part
of MoorePenrose is the famous British mathematician Sir Roger Penrose. In
the matrix algebra case we left multiply and raise to the negative power (i.e.
inverting the matrix, although in general we have to be careful because not all
matrices can be inverted) rather than dividing. This final answer can be seen
to be analogous to the single variable case in Equation 4.19 which is repeated
here for reader convenience.

slope = ( N∑
i=1

xi ∗ xi)−1 ∗ N∑
i=1
(xi ∗ yi)

If we apply Equation 4.48 to the data from Table 4.1, including adding the
column of ones for the intercept to the X matrix we get the vector [8.42,
0.072] where the first element (8.42) is the intercept and the second element
(0.072) is the slope of the regression line. This result corresponds to the
green-dashed regression line in Figure 4.8, which has a slightly smaller slope
(0.071 vs. 0.095) compared to the single variable purple line and an intercept
which crosses the y-axis at 8.42 vs. the purple line that we forced to cross at
zero. The data was in fact generated from an equation with intercept 10 and
slope 0.07 with added noise from a Gaussian distribution with mean zero and
standard deviation of 5. So by adding the intercept we get a better fit to our
data. The SSE has improved from 426 to 133 (a smaller error is better).

There is a lot more to regression analysis that we do not have the possibility
to go into detail on here but we will mention one aspect that is of major
interest. Once the regression analysis is done, we are interested in the so
called R2 and Adjusted R2 measures. The R2 tells us, in percent, how much
of the variance in y that is explained by our regression, i.e. the predicted ŷ
we get when we use our regression equation. The R2 is used as a measure of
how good a job our regression performs. The more variance that is explained
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by R2, the closer to one the R2 is, the better is our regression. The R2 value
of the full regression including the intercept is 0.83. This can be compared
with the R2 of the single variable case which is 0.69. The Adjusted R2 is
an adaptation of the R2 measure which takes into account the number of
covariates and the number of samples used in the regression equation. This
gives a more fair measure of the true power of the regression, since in general,
adding more covariates will improve the R2 but not always the predictive
power of the regression due to over fitting.

From Linear Regression to Binary Classification Using
Logistic Regression
We showed in the previous section how we can learn the parameters of a linear
regression so we are able to predict for instance future CPU loads given how
many users are connected to a system. In this section we give an overview of
how linear regression can be built upon to obtain other models. What if our
goal is instead to do a classification or more specifically a binary classification.
That is, instead of having a table with a real number responses we have binary
responses such as in Table 4.2.

y x
1 0 290.0
2 1 490.0
3 0 250.0
4 1 460.0
5 1 360.0
6 0 230.0
7 0 67.0
8 0 130.0
9 0 11.0

10 1 440.0

Table 4.2: 10 observations of the binary-valued variable y given inputs x

In this case we might instead want to predict if the system gets overloaded
(true=1 or false=0) depending on the number of users. To model this we can
extend the linear regression to a model that is called logistic regression. In
logistic regression we model the probability that the system overloads rather
than the CPU load itself. This is done by running the linear regression through
a transformation function called the sigmoid function. The sigmoid com-
presses the result from the linear regression range of -∞ to +∞ to the 0-1
range. The definition of the sigmoid is as follows

p(Y = 1∣x) = 1

1 + e−(w0+w1∗x) (4.49)
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Equation 4.49 should be read as follows: ”The probability that Y equals 1
given x is...”. We recognize our old friend the linear equation in the exponent of
the denominator. The learning task is then, as in the linear regression case, to
find the weights w0 and w1 so that we get the best fit to our data. Unlike the
linear regression this problem cannot be solved in closed form, i.e. we cannot
find a formula for the minimum for the function as in the linear regression
case. We have to solve this learning problem using numerical methods such
as the Newton-Raphson method, the details of which we will not go into here.
Analogous to the linear regression we can expand the logistic regression to
take more input variables into consideration.

From Binary Classification to Multiclass Classification
We can further extend the logistic regression to a multiclass problem, where,
instead of having just two classes (true and false) we can have C classes.
This is done by expanding the number of parameters in the model. In the
binary logistic regression we managed with one set of parameters where the
parameters were used to calculate the probability of a success. The probability
of a fail is then just 1 − p(success) so we get both cases from one set of
parameters. In multiple logistic regression we have one set of parameters per
class and the probability that an observation belongs to class c is formulated
as

p(Y = c∣x) = e−(w(c)0 +w(c)1 ∗x)
∑C

c=1 e−(w(c)0 +w(c)1 ∗x) (4.50)

Once we have learned the parameters w, we can perform a classification under
this scheme by calculating the probability for each of the classes using 4.50
and choose the class with the highest probability.

Multiclass Classification using Naive Bayes
In the above sections we have explored learning algorithms based on linear
regression. In this section we look at a different approach to classification
called Naive Bayes. The appeal of Naive Bayes lies in its intuitive approach
in combination with its quite robust performance.

To make the discussion concrete we will use an imaginary bug database
as an example. We will encode the database with four variables. These are
Component, Site, Customer and, Priority. Each variable has a set of possible
states, for instance the Site variable have the states Site1, Site2, etc. The
imagined system have four states for the Component variable, the UI, the
Database, the Controller and the Business logic. Table 4.3 shows an example
of how such a bug database may look like.

The intuition behind Naive Bayes can be explained by looking at Table 4.4
which contains a summary of Table 4.3. In Table 4.4 we look at the Site
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variable and summarize how many bugs on each Component comes from each
site. For instance, 324 bug reports was reported from Site 5 and on the UI
component.

We can look at the data from Table 4.4 in two ways. If we only look at
the row for Site 5, we would say that if the bug report is from Site 5 there is
a 324/(324 + 29 + 4 + 0) = 0.907 i.e. ca 91% chance that the bug is in the UI
component. Correspondingly, there is a 29/(324+29+4+0) = 0.081 i.e. ca 8%
chance that the bug is in the Database component. We have now calculated

p(Component = UI ∣Site 5) ≈ 90%
and

p(Component =Database∣Site 5) ≈ 8%
We can do a similar analysis for the other variables. Using this reasoning we
get an estimate of p(Component∣variable). It is now tempting to conclude,
”We are interested in the probability of the bug belonging to component C
given the input variables (Site, Customer, Priority etc), so we’ll just multi-
ply together the probabilities for the component given each of the different
variables”. We could now argue that we have calculated the probability of
a component given all of the variables. The problem with this approach is
that we fail to take into account the general prevalence of the component in
the dataset as a whole. This measure is sometimes called the base rate, and
the mistake of ignoring it is called base rate neglect. The problem with base
rate neglect is that we tend to overestimate the probability of low occurring
classes (Components in our case) in the data. For instance, the base rate of
the Controller component is only 43/2452 = 0.0175 ≈ 18%.

Bug Database
Bug Id Site Customer Priority Heading Description Component
BugId-01 Site 1 Customer 1 Priority 3 No access Cannot access

the database...
Database

BugId-02 Site 2 Customer 4 Priority 1 No sync Sync is lost be-
tween...

Controller

...
BugId-4709 Site 1 Customer 12 Priority 1 Wrong

contract
Wrong con-
tract is re-
turned...

Business
logic

BugId-4710 Site 4 Customer 3 Priority 3 Missing
menu

Menu not visi-
ble...

UI

BugId-4711 Site 5 Customer 1 Priority 2 Backup Replication ... Database

Table 4.3: A simplified imaginary database of bug reports. Ellipsis at the end
of descriptions symbolizes that a longer text follows.
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Now we will take another approach to remedy this problem. Another way
to look at the data in Table 4.4 is to look at it column wise. By column, there
is a

324/(5 + 89 + 13 + 167 + 324) = 0.541 ≈ 54% (4.51)

chance that it is Site 5 that has reported a bug given that we know it is the
UI component, that is, we calculate p(Site 5∣Component = UI) instead of
p(Component = UI ∣Site 5). We can also calculate the general prevalence of
the UI in the dataset p(Component = UI), this is 598/(598+211+43+1600) =
0.243, roughly 24%. Now we can use Bayes rule which in its general form
says:

p(A∣B) = p(B∣A)p(A)
p(B)

and specifically its proportional form which says:

p(A∣B)∝ p(B∣A)p(A)
This translates in our example to

p(Component = UI ∣Site 5)∝ p(Site 5∣Component = UI ∣)p(Component = UI)
where we take the base rate of the UI component into consideration with the
p(Component = UI) part of the rule. We can now calculate the proportional
probability of all components and select the component with the highest prob-
ability to be our classification! But wait, we have more variables than just
the Site variable, how about the Customer, Priority etc? Here is where the
Naive part of Naive Bayes comes in. The naive assumption is that we can
just multiply the proportional probabilities of the different variables together

Component
Site UI Database Controller Business

logic
Total

Site 1 5 7 0 128 140
Site 2 89 81 26 1257 1453
Site 3 13 8 0 0 21
Site 4 167 86 13 215 481
Site 5 324 29 4 0 357
Total 598 211 43 1600 2452

Table 4.4: Summary of bug reports from Table 4.3. The numbers in the cells
reports the total number of bug reports from each site on each component.
In this example Site 2 has reported 26 bugs on the Controller component.
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and plug in to the formula. This is called naive because we are doing an in-
dependence assumption between the variables, even though we know they are
not independent. As an example, consider that if we know which customer
reported a bug that will give us some quite strong hints on which site the bug
was reported on, i.e. the Customer and Site variables are not independent.
That is, the general quantity that we are interested in is, the probability of a
component given all of the variables, we can express this as:

p(Component∣variables)∝ p(variables∣Component)p(Component)
(4.52)

where variables means all of the variables in the bug report (Site, Customer,
Priority, Heading and Description). This would, with the naive assumption,
translate to:

p(C ∣S,Cu,P,H,D)∝ p(S∣C)p(Cu∣C)p(P ∣C)p(H ∣C)p(D∣C)p(C) (4.53)

where we have abbreviated the variables to the first letter in the variable name
aside for the following two exceptions, C = Component and Cu = Customer.
All of the expressions in 4.53 can be calculated from our dataset the same
way as in 4.51.

We can generalize the Naive Bayes formulation as follows

p(Y = c∣X)∝ p(X1 = sx1 ∣Y = c)p(X2 = sx2 ∣Y = c)...p(XP = sxp ∣Y = c)p(Y = c)
(4.54)

Where X is a P dimensional vector and p(X2 = sx2 ∣Y = c) means the prob-
ability that the second variable in X takes the state sx2 given that the class
of Y is c. In the simplest Naive Bayes this is typically calculated using the
so called maximum likelihood estimate (MLE). The maximum likelihood esti-
mate of p(Y = c) is simply the number of observations that have class c, we
denote this sum cc for class c, divided by the total number of observations in
the dataset, which is N . The MLE for p(Xp = s∣Y = c) is the number of times
variable Xp took state s, when the class was c, we denote this value Cc,xp ,
divided by cc. So the generic version of Equation 4.54 becomes

p(Y = c∣X,Data)∝ cc
N
∏
p

Cc,xp

cc
(4.55)

Here the c counts come from the historic data and s = xp comes from the new
X that we want to predict.

There are some problems with the Naive Bayes approach we have described
up to this point that needs to be overcome. One problem occurs when we have
sparse data. For instance, if we look in Table 4.4 at the Controller component
and Site 3 we see that we have zero counts. This means that when we calculate
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p(Site 3∣Component = Controller) we get 0/(0+26+0+13+4) = 0, i.e. we get
a zero % chance of Site 3 given that the component is the Controller. This
means that the whole nominator in 4.53 will be zero and the final probability
also zero. This is a manifestation of the problem with sparsity, i.e. we might
not have observations of all possible combinations of data. This problem is
magnified with higher number of dimensions in the problem context. This is
probably not what we want, since even though we have not yet seen a bug
report from Site 3, we might still believe it is a possibility in the future. This
problem is usually dealt with by employing some kind of smoothing scheme.
The most common smoothing scheme is the Laplace smoothing scheme. With
Laplace (also called ”add-one”) smoothing, we simply add one to each of the
counts in the whole database. We will see later that Naive Bayes with Laplace
smoothing is a special case of Bayesian Naive Bayes, a more principled way
of doing Naive Bayes where we get the smoothing for ”free” as part of the
general Bayesian approach.

This smoothing scheme adds one for each class to cc and similarly for each
Cc,xp (irrespective if we have observed a value or not) and thus we need to
compensate for that in the corresponding denominator. Which gives us

Y ← c = argmax
c

p(Y = c∣X,Data)∝ 1 + cc
k +N ∏p

1 +Cc,xp

Cp,s + cc (4.56)

Where k is the number of classes and Cp,s is the number of states for variable
Xp.

Another problem with MLE estimates is overfitting, this is also dealt with
in the Bayesian approach by using priors.

We can now make up a new X and use our two equations to predict
the different class probabilities. Table 4.5 lists the class probabilities for the
different components calculated using Equation 4.55 and Equation 4.56 for
a new made up a new bug report with, Customer = Customer5, Country =
Country3, Priority = Priority2, and Site = Site3.

So far we have discussed the Naive Bayes approach to classification in the
case of categorical data such as Customer, Site etc, but the approach can
be adapted to contain a mix of other input types such as binary, real valued
data, and count data. We have also not discussed how the textual inputs
are handled. In the most basic case, text is modeled using a technique called
TF-IDF.

In TF-IDF text modeling, each word in a text is given a score. The score is
based on two components; how many times a word occurs in the document and
how many times the word occurs in the whole corpus. The intuition behind
TF-IDF is that if a word occurs many times in a document it is important, but
the importance is reduced if it also occurs many times in the whole corpus. If
the word occurs many times in the whole corpus it is likely not an informative
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Component
Fit Type Controller

%
Database
%

UI
%

Business
logic %

Maximum
Likelihood
Estimate
(Eq. 4.55)

0 87 1 13

Smoothing
(Eq. 4.56) 3 88 1 9

Table 4.5: Class probabilities in percent (not summing to 100 due to round-
ing) using Naive Bayes fitted using MLE and Laplace Smoothing (Equation
number in parenthesis).

word, typically these are words like ”a”, ”and”, ”the” etc. There are many
variants of TF-IDF but one of the simplest is the following:

tfidf = fw,d ∗ log( N
nw
) (4.57)

where fw,d is the frequency of word w in document d, N is the number of
documents in the corpus and nw is the number of documents in the corpus
that the word w occurs.

Using this approach we can score the words in the documents and use
the TF-IDF score as a numerical input to our Naive Bayes classifier. This
means that the textual inputs to the algorithm will be expanded from one
text variable to one variable per unique word in the corpus. This will create so
called wide data, i.e. we have many columns in our dataset. A substantial part
of this thesis is dedicated to better modeling of unstructured text. In Paper
III and VI we develop a fast exact method for inference in the LDA model. In
Paper IV we extend this method to a classification technique that can handle
both categorical and numerical data in combination with unstructured text.
Paper V then studies how we can use this more sophisticated text modeling
technique to get concrete benefits in an applied setting.

4.4 Bayesian Learning

Bayesian learning2 is a beautiful and general mathematical theory which in
principle allows a machine to learn from experience. Specifically, this is done
by specifying some prior belief on the parameters of interest (for instance the
weights w in our linear regression example in Section 4.3), observing some
data, and finally, formally updating the prior belief to arrive at a posterior
distribution on the parameters. The beauty of the Bayesian approach is that

2Also called Bayesian Statistics or Bayesian Inference

67



4. Theory

we don’t just get a point estimate of the parameters of interest, we get a full
probability distribution for all possible values of the parameters.

This is done via the so called Bayes Rule, which we mentioned briefly
before, which we will now study in more detail. Bayes rule is derived from
the basic axioms of probability theory. The chain rule of probability theory
says that:

p(A,B) = p(A∣B)p(B) (4.58)

Where p(A,B) means that both events A and B occurs and p(A∣B) mean
the probability that A occurs given that we know that B has occurred. Since
p(A,B) is symmetric, i.e. p(A,B) = p(B,A) we have that:

p(B,A) = p(B∣A)p(A) = p(A,B) (4.59)

If we combine 4.58 and 4.59 we get that:

p(A∣B)p(B) = p(B∣A)p(A) (4.60)

Which can be re-arranged to yield Bayes Rule:

p(A∣B) = p(B∣A)p(A)
p(B) (4.61)

A few points need to be made regarding components of 4.61. In the context
of Bayes Rule the expression p(A) is called the prior or the prior on A. p(B)
(which we assume is non-zero) is called the evidence and p(B∣A) is called the
likelihood or the likelihood function. Finally p(A∣B) is called the posterior or
the posterior on A given B. Not all of the components of Bayes Rule are always
needed. For instance, often we only need something that is proportional to
the posterior, so we can simplify Bayes rule to:

p(A∣B)∝ p(B∣A)p(A) (4.62)

Equation 4.62 should be read, the posterior on A given B is proportional to
the likelihood of B given A, times the prior on A. This is often useful since
p(B) (the denominator that we are ignoring) can be very hard to calculate.
For full Bayesian inference we always need all of the components in 4.62, and
defining the likelihood function, selecting the prior and deriving an expression
for the posterior is at the heart of Bayesian Learning. In the context of ma-
chine learning Equation 4.62 is often stated in another language. In machine
learning we very often want to learn something about the parameters of a
model given some data. In the linear regression model, the parameters are
the weight vector w. Equation 4.62 is then read as follows, the probability
of the parameters is proportional to the data likelihood and the prior. I.e we
want to learn the parameters of the model given some data.
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The chain rule can be generalized to:

p(A1,A2, ...Ap) = p(A1)(A2∣A1)p(A3∣A2,A1)...P (Ap∣Ap−1, ..,A1) (4.63)

The generalization of the chain rule allows us to do manipulations of Bayes
rule when we have more variables involved, such as:

p(A,B∣C,D) = p(C,D∣A,B)p(A,B)
p(C,D) (4.64)

Which can be transformed to:

p(A,B∣C,D) = p(D∣A,B,C)p(C ∣A,B)p(A,B)
p(C,D) (4.65)

and

p(A,B∣C,D) = p(D∣A,B,C)p(C ∣A,B)p(B∣A)P (A)
p(C,D) (4.66)

Depending on the concrete meanings of the events A,B,C,D these transfor-
mations can be very useful in reducing the complexity and usefulness of the
function. We will see examples of these types of manipulations later in this
chapter.

While Bayes Rule is straight forward to derive and looks deceptively sim-
ple, there is a sophisticated mathematical theory behind the scenes, with many
subtleties and nuances. When we start modeling more complex problems, the
involved distributions make the mathematical theory quite complex. The full
theory involves exotic probability distributions and the mathematical rules
for how to manipulate them. Further, to actually calculate something useful
using Bayesian statistics we need software libraries that are numerically very
stable and robust, since extreme values can be quite common in Bayesian in-
ference. Specifying a Bayesian model can be comparatively easy, but deriving
an actual sampler for the learning problem can be quite a complex task and
require substantial mathematic skills. In particular, knowledge of integration
theory and Markov chain Monte Carlo sampling theory is a necessary skill for
many Bayesian learning problems.

There are frameworks (for example BUGS, WinBUGS, OpenBUGS and
Stan) which allows the user to specify the Bayesian model, and the frame-
work will then create a sampler for that model. These frameworks use general
classes of inference to implement the sampler. Unfortunaltely, these general
classes are still today not efficient enough to solve many problems involving
complex models and large data sets. For these problems specialized samplers
needs to be derived by using domain knowledge about the problem. The
derivations uses probability theory to manipulate the resulting probabilistic
mathematical functions and computer science to parallelize the resulting code.

69



4. Theory

In combination, this means that implementing a fast parallel sampler for com-
plex models and large data sets, requires expert knowledge in the mathematics
of sampling and probability theory, and computer science. Even with tools
like BUGS and Stan specialized skills and tricks, typically not available in
industry, are needed to make the model run fast enough.

Our third, fourth and sixth paper concerns these problems. In the third
paper we develop an exact parallel sampler for the LDA model. In the sixth
paper, we further improve the effectiveness of our sampler in paper three.
In the fourth paper we expand on the LDA model and develop a supervised
classification model for unstructured text, which we call DOLDA, which can
also be augmented with additional structured covariates.

Bayesian Building Blocks - A Hierarchy of Discrete
Probability Distributions and their Conjugate Priors
One of the great advantages with the Bayesian paradigm is that we can use
probability theory and some basic building blocks in the form of probability
distributions, and put them together, much like Lego. Probability theory
lets us do this in a mathematically consistent manner to get a probabilistic
model of our problem. In the following sections, we discuss some of the very
important building blocks for Bayesian inference in discrete models. These
building blocks are probability distributions used to model aspects of the
world we want to learn about. Probability theory supplies us with a large
body of distributions suitable for modeling various aspects of the real world,
from simple success / failure, waiting times between events, to probability
distributions over probability distributions.

Before diving into the theory we must introduce the concept of conjugacy.
Conjugacy is a very important concept in Bayesian learning. A conjugate prior
distribution is a distribution which exact mathematical formulation, when
combined with the likelihood expression, will give us a posterior distribution
which is of the same mathematical form as the prior. This has the advantage
of giving comparatively simple mathematical rules for updating our prior to
get the posterior. In the sections below, we show examples of some common
distributions and their conjugate priors.

Beta-Bernoulli

The Bernoulli distribution is one of the simplest distributions around but
still very important. Its importance lies in it being a basic building block for
more advanced models. In a sense we build up from the Bernoulli to more
advanced discrete distributions. The Bernoulli models a one-off experiment
with outcomes success or failure, the classical example being a simple coin
flip. How we define ”success” and ”failure” is up to us. It could be a patient
surviving a surgery, it could be guessing correct on a taste test, or a coin
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coming up heads. The Bernoulli is also used for variable selection in more
complex Bayesian models. In the variable selection case, the Bernoulli random
variable indicates if a variable in the model should be kept or not. We use this
in Paper III [35] to show that our correct and parallel LDA implementation
allows for variable selection were other models do not.

The Bernoulli has one parameter often called θ which expresses the prob-
ability of success. We say that X is Bernoulli distributed with parameter
θ.

X ∼ Bern(θ) (4.67)

Where the tilde symbol ∼ should be read as distributed as or distributed ac-
cording to. The probability mass function for the Bernoulli is expressed in
Equation 4.68.

p(X = x∣θ) = θx(1 − θ)(1−x) (4.68)

True to our Bayesian approach, we need a prior on θ. Since the θ parameter of
the Bernoulli expresses a probability and hence is restricted to the 0-1 range,
the best prior distribution for that parameter is one that is naturally limited
to the same range. Ideally we also want one that is conjugate. The Beta
distribution fulfills these exact requirements. We can express θ as a Beta
random variable as follows

θ ∼ Beta(a, b) (4.69)

The probability density function (θ is a real valued number limited to the 0-1
range, thus we have a pdf for θ rather than a pmf) for the Beta is expressed
in Equation 4.70.

p(θ∣a, b) = θ(a−1)(1 − θ)(b−1)
B(a, b) (4.70)

Here B(a, b) is the so called beta function, which is not a probability dis-
tribution but an ordinary mathematical function. Now we have a likelihood
function (the Bernoulli) and a prior (the Beta), we now combine them to the
Beta-Bernoulli model. With the Beta-Bernoulli we want to calculate the pos-
terior probability of the parameter θ given some data and our prior beliefs.
Our data is the one experiment (one coin flip or more general, one success or
failure). We recall from Bayes rule that to calculate the posterior, we multiply
the likelihood with the prior and divide with the evidence. In this case the
Bernoulli is the likelihood and the Beta is the prior. So true to the Bayesian
dictum of use Bayes rule we get

p(θ∣X) = p(θ)p(X ∣θ)
p(X) (4.71)

71



4. Theory

Now we resort to our ”trick” of ignoring the normalizing denominator which
is constant with respect to θ (i.e., θ is not part of the expression for the
denominator and thus, it does not depend on θ). With this we get

p(θ∣X)∝ p(θ)p(X ∣θ) (4.72)

Plugging in the distributions for the prior and the likelihood we get

p(θ∣X)∝ Beta(a, b)Bern(θ) (4.73)

This is the posterior proportional to prior times likelihood form of Bayes rule
(where we ignore normalization constants), that we saw in Equation 4.62.
Plugging in the function for the Beta and the Bernoulli into 4.73, we get

p(θ∣X = x)∝ θ(a−1)(1 − θ)(b−1)θx(1 − θ)(1−x) (4.74)

From now on we simplify write ∣X instead of the full ∣X = x, but note the
difference between small and capital X’s. Gather the factors, i.e. since mul-
tiplication is symmetric we can move the factors containing θ and 1 − θ next
to each other

p(θ∣X)∝ θ(a−1)θx(1 − θ)(b−1)(1 − θ)(1−x)
Sum the exponents of θ and 1 − θ

p(θ∣X)∝ θ(a−1+x)(1 − θ)(b−1+1−x)
At this stage we can ask; Why not simplify the exponents in the second
factor? It turns out that keeping them and re-arranging the terms will lead
to a revelation. So re-arranging the terms in the exponents we get

p(θ∣X)∝ θ(a+x−1)(1 − θ)(b+1−x−1) (4.75)

If we study the form of Equation 4.75 and compare it with the equation for
the Beta distribution (Equation 4.70) we see that it is actually again a Beta
distribution, with a replaced with a + x and b replaced with b + 1 − x, but
without the normalization constant. This in turn gives us the normalizing
constant that we ignored in Equation 4.73. Since we already know that the
normalizing constant for a Beta(a, b) is B(a, b), then the normalizing constant
for a Beta(a + x, b + 1 − x) must be B(a + 1, b + 1 − x). Which gives our exact
posterior after having seen one event

p(θ∣X) = θ((a+x)−1)(1 − θ)((b+1−x)−1)
B(a + x, b + 1 − x) (4.76)

This is an elegant result, since we get our posterior by just plugging in the
value of the outcome in 4.76! Since it is again a beta distribution we can use
all the known properties of the beta distribution for calculating properties

72



4.4. Bayesian Learning

such as the posterior mean, variance and all other properties we might be
interested in.

One might now ask; Why not use a uniform distribution as the prior for
θ since it is simpler and perhaps more intuitive? There are many answers
to that question. First, the uniform is not conjugate to the Bernoulli, so we
would not get one of the standard distributions back (by using the Beta, we
got a standard Beta as the posterior). This has the downside that we cannot
just lookup the properties, such as its mean, median, mode, variance, etc. of
that distribution. Second, there typically exist no ready library functions for
drawing samples from these non-standard distributions, something we often
want to do in Bayesian inference when we use MCMC. Third, the uniform
is a special case of the Beta distribution, so we can easily model a uniform
distribution by setting a = b = 1 in the Beta distribution. In addition, the
Beta is flexible in the sense that we can model sophisticated prior knowledge
with the Beta such as, our prior assumptions of the mean and the variance of
θ. For instance, if we have strong prior opinions of θ we can select a and b,
so we get an mean of our choice and high values of a and b which will lead to
smaller variance around the mean. We can use a uniform distribution if we
don’t care about an analytical solution, or we are using a framework such as
BUGS or Stan.

From the Bernoulli to the Binomial distribution

The Bernoulli only models one event. The advantage with the Bernoulli is
that it is easy to understand and explain and at the same time easily extended
to the case where we have several events, for instance many coin flips, or many
patient cases. To extend the Bernoulli to many cases, we make two underlying
assumptions, the cases are considered independent trials, i.e. one case does
not affect the outcome of another, and the probability of success is the same
in each of the trials. This can be stated as follows

X1,X2, ...XN ∼ Bern(θ) (4.77)

If each of the Xn is an independent Bernoulli trial, the rules of probability says
that we can multiply their individual probabilities to get the joint probability
of one particular sequence of events.

p(X1, ..XN ∣θ) = N∏
1

θxn(1 − θ)(1−xn) (4.78)

were we have plugged in the probability function of the single Bernoulli trial.
If we sum the exponents in Equation 4.78 we get

p(X1, ..XN ∣θ) = θ∑xn(1 − θ)N−∑xn (4.79)
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Let us now introduce a variable k which is the number of successes in the
sequence, ∑xn = k (remember that the xn’s only takes the values 0 or 1). We
can now write Equation 4.79 as

p(X1, ..XN ∣θ) = θk(1 − θ)N−k (4.80)

Where k is the number of successes and N − k the number of failures. Now
we are getting close to the normal extension of the Bernoulli model, the so
called Binomial model. But the Binomial model answers a slightly different
question than the Bernoulli. It answers the question; What is the probability
of getting S = k successes out of N independent Bernoulli trials were each
success has probability θ? That is, we don’t really care about the specific
order of the trials, we are only interested in how many successes we get in all
of our trials, irrespective of order. We say that S is Binomially distributed

S ∼ Binom(N, θ) (4.81)

The Binomial distribution builds on the Bernoulli according to the following
reasoning. Equation 4.80 tells us the probability of one particular sequence, or
equivalently the probability of one particular way of getting sum(X1, ...Xn) =
k successes. But since we don’t care about the order (i.e. the sequence 1,0,1,1
is the same as 1,1,1,0 since both has three 1’s and one zero) in which we get
the k successes, and there are (Nk ) (read as ”from N choose k”) such sequences,
the expression for the Binomial distribution becomes

p(S = k∣θ,N) = (N
k
)θk(1 − θ)N−k (4.82)

Where the (Nk ) tells us how many combinations we can make by choosing k
items out of N . If we compare the expression for the Binomial in Equation 4.82
with the corresponding expression for the Bernoulli in Equation 4.68 and
ignore the (Nk ) we see that the single x in the exponent of the first factor
is replaced with k, the number of successes. In the exponent of the second
factor the one single case is replaced by the total number of cases N and k.
Otherwise the functions are identical.

Beta-Binomial

We know that the Beta distribution is conjugate to the Bernoulli, and since the
form (i.e. excluding the normalization constant, and the specific exponents) of
the Bernoulli and the Binomial are the same, we know that the Beta will also
be conjugate to the Binomial distribution. When we combine the Binomial
with the same Beta prior as in the Bernoulli case we get the Beta-Binomial
model.

p(θ∣X1, ..XN)∝ Beta(a, b)Bin(θ) (4.83)
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Plugging in the function for the Beta and Equation 4.82 for the Binomial
into 4.83 (again ignoring normalization constants, thus making the expression
proportional), we get

p(θ∣X1, ..XN)∝ θ(a−1)(1 − θ)(b−1)θk(1 − θ)N−k
Where k is the number of successes in the sequence, ∑xn = k (remember
that the X’es take only the values 0 or 1, where 1 represents success). The
derivation of this model proceeds identically (starting from Equation 4.74)
as in Bernoulli model with the difference that x is replaced by k in the first
factors exponent, and the 1 − x is replaced by N − k in the second factors
exponent. Doing the derivation leads us to

p(θ∣X1, ...XN) = θ((a+k)−1)(1 − θ)((b+N−k)−1)
B(a + k, b +N − k) (4.84)

Which is the posterior probability of θ after having seen N independent
Bernoulli trials. Again we have a simple update rule, we get the posterior
by plugging in the number of observed successes and the total number of
trials in the data.

With the above approach we have turned the calculation of the posterior
of θ into a ”batch” calculation, i.e., we have the whole set of observations and
sum the number of successes. But we could just as well have arrived at the
same conclusion by repeatedly applying Bayes rule, for one observation at a
time, starting with the Beta prior, and using the posterior (Beta) of one event
as the prior for the next.

The parameters a and b of the Beta prior is often interpreted as prior
counts or pseudo counts, i.e. we interpret a as the number of successes and
b as the number of prior failures we have seen before the experiment. We
can see that the uncertainty (i.e. the variance) in the posterior of θ decreases
the more number of observations we see. This is explained by looking at
Equation 4.85, which is the formula for the variance of a Beta distribution.
As a and b increases, the denominator will increase faster than the nominator.
This means that if we use the Beta as a prior, the prior counts tell us something
of how certain we are of our prior. The larger number of pseudo counts, the
more certain we are.

var(X) = ab

(a + b)2 + (a + b + 1) (4.85)

Integrating out parameters

With the Beta-Bernoulli and Beta-Binomial we can model one event or a
series of events with the basic assumption that the events are independent
and that the probability of success are the same in all of the events. But
what if we would like to lift this last restriction, ie, we don’t want to assume
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the same success probability for all events, how could we achieve this? To do
this, we must get rid of the fixed θ, this can be done by integrating out the
θ parameter. It frees us from the restriction that the success probability has
to be the same. It leaves us only with the assumption that it is drawn from
a Beta distribution with some hyper-parameters (the a and b).

To lift the restriction of a fixed θ we do something that is quite common
in the Bayesian literature, we integrate out (also called marginalizing over) θ.
That is, we sum over all possible values of θ.

In Equation 4.82 we had the expression for the Binomial distribution which
tells us the probability of getting k successes given θ and N . We then put a
Beta prior on θ to get the posterior on k. But now we want to be independent
of the fixed θ, we do this by integrating out the θ from the Beta-Binomial
model. The integrating out means that we integrate over the θ parameter in
the Beta-Binomial model according to

p(k∣N,a, b) = ∫ 1

0
Beta(a, b)Bin(N, θ)dθ (4.86)

Plugging in the respective formulas gives

p(k∣N,a, b) = ∫ 1

0

θ(a−1)(1 − θ)(b−1)
B(a, b) (N

k
)θk(1 − θ)N−kdθ

Since θ is limited to the 0-1 range, the integral is over this range. Extracting
terms not depending on θ

p(k∣N,a, b) = (N
k
) 1

B(a, b) ∫
1

0
θ(a−1)(1 − θ)(b−1)θk(1 − θ)N−kdθ

Gather the exponents

p(k∣N,a, b) = (N
k
) 1

B(a, b) ∫
1

0
θ(a+k−1)(1 − θ)(b+N−k−1)dθ

At this stage we have to recognize that the integral over θ is again a Beta
function with the parameters B(a+k,b+N-k), so the final expression for our
expression for the probability of k independent of θ, becomes

p(k∣N,a, b) = (N
k
)B(a + k, b +N − k)

B(a, b)
By integrating out the θ we make it ”go away” and we can relax the assumption
that the θ is fixed between the Bernoulli trials. Our only assumption left is
that the (implicit) θ’s in each of the trials are drawn from a Beta distribution
and that the trials are independent.

Integrating out a parameter in a model can sometimes be beneficial and
sometimes not. In Paper III [35] we show that by not integrating out a param-
eter, we can implement an efficient and parallel implementation of LDA which
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is still mathematically correct. This is in contrast to other approaches which
integrate out a parameter in the LDA model called φ, making it impossible
to parallelize the model and still be a correct model. In the LDA case where
we model documents as a vector of counts of the words in the documents,
the integrating out of the φ parameter makes each document dependent of
every other document, thus making it impossible (or at least impractical) to
parallelize. Since each document is dependent on the state of all the other
documents, one would have to lock each thread and fetch the state of all
documents being sampled on that thread to draw a sample on the current
processor; this is not conducive to an efficient parallelization. This inexact
approach to parallelizing LDA has become so common, that in several papers
it is not even mentioned that the model is no longer an exact LDA model!

Dirichlet-Multinomial

In the preceding sections we have shown how the simple Bernoulli can be
generalized to the Binomial distribution by having repeated trials. Here we
show how one can extend the Binomial model to the more general case of
several different outcomes rather than just binary outcomes. The extended
model is called the multinomial model, it defines the Multinomial distri-
bution. In the multinomial model we don’t have just success or failure, but
rather N draws with one out of K possible different outcomes called classes
or categories. This is denoted3

YYY ∼Multinomial(N,θθθ) (4.87)

Here both Y and θ are K dimensional vectors. Yk (the k:th entry in Y ) is
the class count of class k. In the Bernoulli and Binomial models θ expresses
the probability of success. In the Multinomial model, θ is a vector where
each element of the vector expresses the probability of drawing that particular
outcome class. So θk is a value between 0 and 1 which expresses the probability
of drawing the k:th outcome out of K possible outcomes. In the multinomial
model, the values in θ must sum to 1. I.e., θ is a probability distribution!

There are several special cases of the Multinomial distribution, this is
natural since it is the generalization of several distributions. The special case
of the Multinomial distribution where N = 1, and k = 2, is the Bernoulli
distribution. When k is 2 and N > 1, it is the Binomial distribution, when
k > 2 and N = 1, it is the so called categorical distribution. For example,
if we have a 4-dimensional Multinomial distribution, one example draw from
it could be [0,0,1,0] which interpreted as a categorical draw would mean that
the category we drew was category 3 (the vector is taken to be 1-indexed).
A draw from a 4-dimensional Multinomial(7,θ) could look like [1,2,4,0], i.e.
the resulting vector draw sums to 7. In this one multinomial draw, category

3There are also other ways to encode the multinomial distribution
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1 was drawn once, category 2, twice, category 3, four times, and category
4, zero times. We can see a draw from a Multinomial distribution as rolling
a k-sided die N times and representing the counts of how many times each
of sides comes up in a k-dimensional vector, where the k:th entry contains
the number of times side k came up. The probability mass function for the
multinomial is expressed in Equation 4.88

p(Y1, ...YK ∣θθθ) = N !

y1!...yK !

K∏
1

θyk

k (4.88)

The normalizing constant in the multinomial, like in the binomial case, com-
pensates for the many different ways we can draw a particular combination of
a multinomial outcome. As usual in the Bayesian paradigm we need a prior
on the parameters. Since θ is a probability distribution, we want a prior over
probability distributions that is ideally conjugate to the multinomial. The
multinomial is a generalization of the Binomial, and our prior will be a gener-
alization of the Beta distribution. This conjugate prior is called the Dirichlet
distribution and it is a prior over distributions.

θ ∼Dir(α) (4.89)

This means that a draw from the Dirichlet distribution, is itself a probability
distribution! A draw from a Dirichlet distribution will look something like the
discrete PMF in Figure 4.2. The Dirichlet distribution is parametrized by a
vector of K-concentration parameters denoted ααα. The concentration param-
eters of the Dirichlet distribution decides what the probability distributions
that the Dirichlet returns looks like. The ααα parameter will determine how
”peaked” the Dirichlet distribution will tend to be. The only requirement on
the concentration parameters, is that they are > 0 (i.e., they need not sum to
one and does not have to be integers). The probability density function for
the Dirichlet is

p(θ1, ...θK ∣ααα) = 1

B(ααα)
K∏
1

θαk−1
k (4.90)

Here B(ααα) is the multivariate Beta function (remember that we had the Beta
function in the Binomial case), this function is usually expressed in terms of
the Gamma function, which turns Equation 4.90 into

p(θ1, ...θK ∣ααα) = Γ(∑K
1 αk)

∏K
1 Γ(αk)

K∏
1

θαk−1
k (4.91)

Where Γ(●) is the Gamma function, which is a generalization of the faculty
(!) function to non-integer values. If g is a positive integer, then Gamma(g) =
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(g − 1)!. If we combine the Dirichlet prior and the multinomial likelihood we
get an expression for the posterior

p(θθθ∣Y1, ..YK ,ααα)∝Dir(θθθ∣ααα)Multinomial(N,θθθ) (4.92)

Which, when we use our old trick of ignoring normalizing constants, expands
to

p(θ1, ...θK ∣Y1, ..YK ,ααα)∝ K∏
1

θαk−1
k

K∏
1

θyk

k (4.93)

Gather the exponents

p(θ1, ...θK ∣Y1, ..YK ,ααα)∝ K∏
1

θyk+αk−1
k (4.94)

Where yk is the number of observed values of category k in the dataset. By
again studying the form of Equation 4.94 we see that it is again a Dirichlet
with parameters Yk + αk. Putting back the normalization constants we get
the full posterior.

p(θ1, ...θK ∣Y1, ..YK ,ααα) = 1

B(YYY +ααα)
K∏
1

θyk+αk−1
k (4.95)

The update rule here then consists of updating the prior Dirichlet hyperpa-
rameters with the number of counts of the respective categories seen in the
data. So the posterior on θ becomes:

θθθ ∼Dir(ααα +YYY ) (4.96)

Dirichlet-Categorical

As mentioned in Section 4.4, the categorical distribution can be seen as a
special case of the multinomial distribution where N = 1. The categorical
distribution, like the multinomial is parametrized by a K dimensional vector θ
with the exact same interpretation as for the multinomial model. One specific
fact to note is that since in the categorical case we only do one draw, we don’t
need the normalizing constant of the multinomial which compensates for the
many different ways to generate a particular outcome. If Y has a categorical
distribution it is denoted

Y ∼ Cat(θ,K) (4.97)

Or simply

Y ∼ Cat(θ) (4.98)
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Observe that in the categorical situation, the meaning of Y is different than in
the multinomial case. In the categorical case, Y is a scalar, and Y = k means
that Y has class k. In the multinomial case, Y is a vector, and Yk is the
number of times class k occurred. What can be confusing is that sometimes
the categorical outcome of Y is equivalently encoded as a vector with the k:th
entry set to one (i.e. a one draw from a k-dimensional multinomial), often
called a one-of-k encoding or one-hot encoding.

If we do N categorical draws and sum the class occurrences in a vector we
get back the multinomial. If we see the categorical distribution as one draw
from the multinomial distribution, the pmf for the categorical distribution
becomes extremely simple. The probability of a particular outcome is defined
by θ

p(Y = k) = θk (4.99)

Putting a Dirichlet prior on θ and using the same proof as for the Dirichlet-
Multinomial we can show that the posterior on θ is again a Dirichlet:

θ ∼Dir(α +Cc) (4.100)

Where Cc is the vector of the number of observed counts per class summed
over all observations. That is, if we start with a Dirichlet prior with hyper-
parameters α and combine it with a vector of counts Cc of draws coming from
a Categorical distribution, then the posterior is again a Dirichlet distribution
with parameters α + Cc. If we represent the categorical distribution as a
multinomial with just one draw, the counts for one observation will be a
vector with all zeros except for a one in the observed category. We then sum
over all observations to get the full Cc vector of counts.

We can see the Multinomial as a ”batch” execution of many Categori-
cal draws, where the multinomial Y vector contains the sums of the many
categorical draws.

Bayesian Linear Regression
After this general introduction to Bayesian Learning, let us look at an example
how we can apply the Bayesian method of learning. For familiarity, and due
to its importance, we shall return to linear regression also in the Bayesian
context and see how we can cast it as a Bayesian learning problem. In the
Bayesian framework, everything is expressed in terms of probabilities. In our
exposition of the ordinary linear regression we did not have an explicit notion
of probability, but here we shall. Recall that one of the advantages of the
Bayesian framework is that we get probability distributions over all of our
parameter estimates. So how do we recast our linear regression

y =Xw + σ (4.101)
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in a way that we get a probability distribution? The strategy will be to let
the linear relation model the mean of y instead of y directly. Expressed in the
language of probability, this turns into:

p(y∣X,w,σ) = N (Xw,σ2I) (4.102)

Which denotes that y has a multivariate normal distribution, the extension
of the normal distribution to many dimensions. The expression for the mul-
tivariate normal pdf is:

p(y∣X,w,σ) = 1

(2π)− p
2

1

det(σI)− 1
2

exp(−1
2
(y −Xw)T (σ2I)−1(y −Xw))

(4.103)
Where y is still a vector of observations and X is the corresponding matrix of
observed variables and w is the vector of weights, one for each of the columns
in X. I is the identity matrix, that is, a square matrix with 1’s on the diagonal
and zeros everywhere else. p is the number of columns in X. This particular
form encodes the assumption that the errors are independent. This formula
should be read as, ”Given that we know X, w and σ , y is normally distributed
with mean Xw and standard deviation σ”. Here, the normal distribution is
extended to the multivariate case, where instead of modeling one scalar, it
models a random vector in which each entry is normally distributed. To
simplify the presentation we will assume that σ is known, which in general it
is not, but the analysis can be extended to include σ too.

As in the linear regression case we are interested in learning the value of
the parameters w. So we are really interested in:

p(w∣X,y,σ) (4.104)

that is, the probability of the parameters given the data. Remember that
in the Bayesian paradigm we always start with a prior probability on our
parameters, we then observe some data and the update our probability to
arrive at the posterior probability distribution on our parameters. We denote
this prior with p(w) which is the prior probability distribution we place over
the parameters w. In this particular case we put a zero centered normal prior
distribution on w which in general is a reasonable assumption.

p(w) = N (0,σ2
0I) (4.105)

In Paper V we use a different prior, called the Horseshoe on our parameter
vector. The Horseshoe puts a stronger prior on w and expresses the prior
belief, that the entries in w are either very close to zero or large.
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With these preliminaries taken care of, we shall again return to our data
in Table 4.1. We continue to use the matrix notation to specify our problem.
In the linear regression case we had the linear equation

y =Xw + σ (4.106)

Where we now have adopted the notational convention that we drop the ex-
plicit ∗ symbol with the understanding that Xw means X ∗ w. We have
shown that the Bayesian equation has the general form

p(A∣B) = p(B∣A)p(A)
p(B) (4.107)

In our case A corresponds to the weight vector w. B corresponds to our data,
X and y, and the fixed σ. By plugging in these variables, our formulation
becomes

p(w∣X,y,σ) = p(y,X,σ∣w)p(w)
p(X,y,σ) (4.108)

Which should be read as: ”What is the probability distribution over w given
(our data) X, and y (and σ)”. In 4.108 we have used the standard Bayes
formula to find A∣B when we know B∣A, but the expression p(y,X,σ∣w)
(corresponding to B∣A in the Bayes Rule) is not really something that we have
available. We would much rather have the expression in 4.102, since that is
the way we model how the data is generated, given the parameters. Using
the rules of probability exemplified in 4.65 we can go from p(y,X,σ∣w)p(w)
to p(y∣X,σ,w)p(w) as follows:

p(y,X,σ∣w)p(w) = p(y,X ∣σ,w)p(σ,w) (4.109)
= p(y∣X,σ,w)p(X,σ,w) (4.110)

Since X are observed data and σ is given, the expression p(X,σ,w) reduces
again to p(w). Which leaves us with

p(y,X,σ∣w)p(w) = p(y∣X,σ,w)p(w) (4.111)

Substituting into 4.108 leaves us with:

p(w∣X,y,σ) = p(y∣X,σ,w)p(w)
p(X,y,σ) (4.112)

Once again we will employ our trick of ignoring the normalizing denominator,
giving us:

p(w∣X,y,σ)∝ p(y∣X,σ,w)p(w) (4.113)

82



4.4. Bayesian Learning

In the next step, we need is to substitute concrete expressions for the proba-
bilities involved, i.e p(y∣X,σ,w) and p(w). From our modeling assumption
in 4.103, we have assumed that p(y∣X,σ,w) is a normal distribution. In 4.105
we assumed a normal prior for p(w).

It would require too much multivariate analysis and Bayesian theory to
go into the details of the motivations for the various expressions so we will
summarize the results here. For a detailed expositions we refer to Gelman,
Carlin, Stern, and Rubin [36] and Jaynes [37].

The mathematical forms of the likelihood and the prior defines the mathe-
matical model. If we are careful in our selection of the form for the likelihood
and prior we can again get a conjugate model. Remember that conjugate
means that the posterior have the same mathematical form as the prior. This
is very useful if we can choose a prior of a known distribution from which
it is easy to draw random samples. Examples of some widely used conjugate
models are the Bernoulli-Beta, Binomial-Beta, Poisson-Gamma, Multinomial-
Dirichlet and Normal-Normal models, some of which we discuss in Section 4.4.

In this Bayesian linear regression example we will use a Normal-Normal
model, in our next example Bayesian Naive Bayes Classification (in Sec-
tion 4.4) we will use the Multinomial-Dirichlet model. Both of these models
are used in our papers. To get a Normal-Normal conjugate model we select
a Normal model for the likelihood function and a normal prior for the weight
vector w. This then leads to the following Bayesian model specification:

p(y∣X,σ,w) ∼N (Xw,σ2I) (4.114)

p(w) ∼N (0,σ2
0I) (4.115)

Plugging in the specific expressions for 4.114 and 4.115 gives us:

p(w∣X,y,σ)∝N (Xw,σ2I)N (0,σ2
0I) (4.116)

For the normal distributions there are several known results for products
of normals, but below we will give a simplified derivation of the main result.
Remember that everything is in vector/matrix notation, so X is a matrix with
all the observed x’s. The matrix has dimension; number of rows x number of
columns, where the columns is the number of features plus one column of 1’s
for the intercept. y is a column vector which is N long and w is a row vector
which is p long, the number of input features + 1 for the intercept. Since
we use the proportional form, we remove all constants and end up with the
following expression for the posterior on w:
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p(w∣X,y,σ) ∝ exp(−1
2
(y −Xw)T (σ2I)−1(y −Xw))

"22222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222#22222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222$
normal likelihood from 4.114

(4.117)

exp(−1
2
(w − 0)T (σ2

0I)−1(w − 0))"2222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222#222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222$
normal prior from 4.115

(4.118)

Extract σ′s, −0 goes away:

p(w∣X,y,σ) ∝ exp(− 1

2σ2
(y −Xw)T I−1(y −Xw)) (4.119)

exp(− 1

2σ2
0

wT I−1w) (4.120)

Identity matrix goes away (the inverse of the identity matrix is the identity
matrix):

p(w∣X,y,σ)∝ exp(− 1

2σ2
(y −Xw)T (y −Xw))exp(− 1

2σ2
0

wTw)
The exponents of products of exponentials sum:

p(w∣X,y,σ)∝ exp[− 1

2σ2
(y −Xw)T (y −Xw) − 1

2σ2
0

wTw]
Extract −1/2 and let 1/σ2 = a and 1/σ2

0 = b
p(w∣X,y,σ)∝ exp[−1

2
(a(y −Xw)T (y −Xw) + bwTw)]

Cross multiply:

p(w∣X,y,σ)∝ exp[−1
2
a(yTy − (Xw)Ty −yT (Xw)− (Xw)TXw)+ bwTw]

Use rules for transpose to get terms in same form. (Xw)T = wTXT so(Xw)Ty =wTXTy yT (Xw) = (Xw)Ty =wTXTy:

p(w∣X,y,σ)∝ exp[−1
2
a(yTy − 2wTXTy −wTXTXw) + bwTw]

Distribute a:

p(w∣X,y,σ)∝ exp[−1
2
ayTy − 2awTXTy −wT aXTXw + bwTw]
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Simplify last two terms. bwTw =wT bIw.

p(w∣X,y,σ)∝ exp[−1
2
ayTy − 2awTXTy −wT (aXTX + bI)w] (4.121)

Completing the square gives:

p(w∣X,y,σ)∝ exp[−1
2
(w −µn)TΛ−1(w −µn)] (4.122)

Where Λ is:

Λ = aXTX + bI
and µn:

µn = aΛ−1XTy = a(aXTX + bI)−1XTy (4.123)

If we pick apart Equation 4.122 we can see that it is a multivariate normal
with variance Λ−1 and mean µn. Expressed in probabilistic notation, the
posterior for w is:

p(w∣X,y,σ) ∼N (µn,Λ
−1) (4.124)

At this point we can compare with the result for the standard linear regres-
sion that we arrived to in 4.48 which is repeated here (with * removed) for
convenience:

w = (XTX)−1XTy (4.125)

We see that the expression for the mean (µn) in the Bayesian formulation is
similar as the standard OLS result. In the Bayesian result the mean contains
both the error term a, which is 1/σ2, the variance of the data, and the prior

Completing the Matrix Square

There is an analog matrix version of completing the square. We
can go from:

yTAy − (Xw)TAy − yTAXw +wTXTAXw

to

(y −Xw)TA(y −Xw)
We use a version of this identity in Equation 4.121.
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uncertainty b = 1/σ2
0 . This is the same result one gets when using, so called,

ridge regression in standard OLS. So putting a normal prior on the betas in the
Bayesian formulation can be interpreted as using ridge regression. Other types
of priors on the betas can be used and they sometimes lead to other types
of OLS regularization schemes, but there are Bayesian priors that have no
standard OLS correspondence. In this particular example we chose a normal-
normal model which gives a closed form expression for the posterior. But if
we use the flexibility of the Bayesian approach and select some other prior we
are not (in fact, most often not) guaranteed to get a closed form expression for
the posterior and then we need to use some version of MCMC to do inference
in the model.

Bayesian Naive Bayes Classification
In Section 4.3 we discussed the standard Naive Bayes classification technique.
Despite its name, the Naive Bayes approach, is not Bayesian in the truest
sense since there are no clearly defined priors on the parameters. Here we
will discuss how the Naive Bayes approach, can be re-cast as a truly Bayesian
technique.

Model Specification

The first thing we need in building our Bayesian classification model, is just
that, a model. Specifically a probability model of our problem. The second
step is to put priors on the parameters that control the different probability
distributions involved. Below we sketch this process (see also Murphy [30,
Ch. 3]). We start with what we are interested in:

p(Y ∣X,Data)
I.e, we are interested in calculating the probability distribution of Y , i.e. the
class for a new unknown data point encoded in X, given some historical Data.
Our model will be a so called parametric model, i.e.. we have some parameters
that control the model behavior. We don’t know what these parameters are
at this moment, but we introduce them into the model. We denote these
parameters θ, the model now becomes

p(Y ∣X,Data,θ)
X is a random vector consisting of input variables or features. In this example
we will use capitals to denote the new input X, and the corresponding new
unknown class Y that we want to predict. Observations of historical X and
Y , will be denoted with lowercase x and y. An observation of an RV is called
an outcome. So the Data is a set of N observations of outcomes of historical
X and Y :
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Bug Database
Bug Id Site Customer Priority Heading Description Component
BugId-01 Site 1 Customer 1 Priority 3 No access Cannot access

the database...
Database

BugId-02 Site 2 Customer 4 Priority 1 No sync Sync is lost be-
tween...

Controller

...
BugId-4709 Site 1 Customer 12 Priority 1 Wrong

contract
Wrong con-
tract is re-
turned...

Business
logic

BugId-4710 Site 4 Customer 3 Priority 3 Missing
menu

Menu not visi-
ble...

UI

BugId-4711 Site 5 Customer 1 Priority 2 Backup Replication ... Database

Table 4.6: A simplified imaginary database of bug reports. Ellipsis at the end
of descriptions symbolizes that a longer text follows.

Data = ((x1, y1), ..., (xN , yN))
The y′s are integer value observations of the RV Y , where the integer value
denotes the category index of the outcome state. The x′s are vectors of
observations of outcomes of the random vector X. Each x vector consists
of the outcome of each one of the categorical input variables in the histor-
ical data. So for instance x1,1 is the outcome of the Customer variable of
the 1:st observation which can take on values in the set (Customer1, Cus-
tomer2,...,Customer12). Each of the inputs in X is a nominal variable (in
our case we only use nominal variables but other types can also be modeled)
and can have different numbers of output states, so the Site variable for in-
stance, have fewer possible states (Site1,...Site5). For convenience, we repeat
Table 4.6, the example table of outcomes that we used in the Naive Bayes
example in Section 4.3.

The different numbers of possible outcomes for the different variables gives
us some notational challenges. To clarify, small xi,p is the specific observed
outcome of the p:th variable in X for the i:th observation, while capital Xp

is the p:th random variable in an unobserved X.
As in the Naive Bayes example we will ignore the textual variables and refer

to the papers in the thesis for discussions of techniques for how to represent
the textual parts of the bug reports. For this example then, the classification
data X will consist of three (ignoring the text fields) categorical variables,
Customer, Site and Priority. So an example of an observed data point (BugId-
4710) is:
xi = (Customer = Customer3, Site = Site4, P riority = 3) → y =(Component = UI)
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xi,2 denotes the specific outcome (Site4 in this case) of the 2:nd variable (the
Site variable) in the i:th observation. Our model assumes the data points are
independent if we know the parameters (θ) of the model, i.e. one observation
have no impact on the next. This is a stronger assumption than what is
commonly necessary in the Bayesian paradigm. In the Bayesian approach,
the common assumption is that the data is exchangeable. Exchangeable just
means that we can permute the order of the observations without violating
any assumptions of the data generating process.

A difference in this example from the previous examples is that here we are
interested in the posterior predictive distribution of a new data point rather
than the parameters of the model. That is, we are not interested in studying
the posterior distribution of the parameters θ, but only in predicting the class
of a new Y given a new X. By the definition of conditional probability

p(Y ∣X,Data,θ) = p(Y,X,Data,θ)
p(X,Data,θ) (4.126)

But the expression on the right hand side here is not really something that
we can work with directly. We would like to separate the new data points X
and Y from the Data and θ. We can do that by the following derivation.
First, the denominator does not depend on Y so we can drop it.

p(Y ∣X,Data,θ)∝ p(Y,X,Data,θ)
We can then by the chain rule reformulate the joint probability on the right
hand to

p(Y ∣X,Data,θ)∝ p(Y,X,Data∣θ)p(θ) (4.127)

A very powerful tool in the Bayesian paradigm is thinking about independence
relations between the constituents in the model. The underlying assumption is
that given the model parameters, some process is generating our data points.
The independence assumption in Equation 4.127 is that the historical Data
and, X and Y , are independent given the model parameters, which gives us:

p(Y ∣X,Data,θ)∝ p(Y,X ∣θ)p(Data∣θ)p(θ)
Further, p(Y,X ∣θ) can by the chain rule be factored as p(X ∣Y,θ)p(Y ∣θ) which
leaves us with:

p(Y ∣X,Data,θ)∝ p(X ∣Y,θ)p(Y ∣θ)p(Data∣θ)p(θ)
To complete our Bayesian model we also need to discuss the model parameters
θ, which is a vector with all the parameters that we need. As usual, we put
a prior on those parameters which is the p(θ). θ is a vector of parameters
that will control the concrete probability distributions that we put on our
variables of interest. θ consists of two sets of priors; the priors on Y (i.e.
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the class labels) and the priors on X ∣Y (i.e. the probability of a variable
taking a specific value given the class label). Now, if we are only interested in
predictions of Y and not inherently interested in analyzing θ, we can integrate
out θ (as discussed in Section 4.4).

p(Y ∣X,Data)∝ ∫ p(X ∣Y,θ)p(Y ∣θ)p(Data∣θ)p(θ)dθ (4.128)

This can seem like an unnecessary step, we first introduce the parameters θ
and then we immediately integrate them out. The parameters in the model
acts as a ”bridge” between the historical data and the prediction of a new
observation. This is a common approach not only in the Bayesian paradigm.
The θ’s represent the unseen (sometimes called latent) parts of the proba-
bilistic model. The model together with the parameters describe what we
imagine is the underlying mechanism for generating the observations we have
been given. The latent parts are needed for inference in the model, but we are
not always interested in them, like in this case where we are only interested
in predicting a new Y . When we are not directly interested in the latent
parameters we integrate them out as in Equation 4.128.

Worth noting here is a notational shortcut. What looks like a single in-
tegral in 4.128 is really many integrals. It consists of the integral over the
priors over the Y ’s and the integrals over every variable in the model and
their priors.

We split θ into two parts, one part controls the probability distribution
over the component (class) probabilities (Controller, UI, etc.) which we call π.
The second part controls the conditional probabilities of the variables given
the component (p(Site=Site4|Component=Controller)) which we call φ. So
our full vector of parameters is θ = (π,φ). I.e., the priors on the classes
and the priors on the set of outcomes given the class labels for each variable
in our model. In this case we will use a so called factored prior for θ, i.e.
the different parts of the prior are independent of each other and thus can
be factored according to p(π,φ) = p(π)p(φ). In the original Naive Bayes
version the parameters are calculated directly from the data. But in the fully
Bayesian approach we need priors on the parameters. Below we describe
which probability distributions we choose as priors for the different parts of
our model.

Probability Distributions on Y

The probability distribution over the components/classes we model using a
categorical distribution, since the components are categorical in nature. Re-
member, an RV which is distributed according to a categorical distribution
takes one categorical value from a set of outcome classes. In our case, the set
for Y consists of the components in the dataset, i.e. {UI, Database, Controller,
Business Logic}. So a draw from the categorical distribution will return one
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of the outcomes in that set. We can express that component is categorically
distributed as follows:

Component ∼ Cat(K,π) (4.129)

where Cat(K,π) means that Component is distributed according to a Cat-
egorical distribution. The Categorical distribution is parametrized with K
which is the number of categories and π which is a K-dimensional vector with
probabilities which sum to 1. This vector is the π part of θ. Each of the K
entries in π contains the probability of that category. In our example we have
K = 4 categories for the Y variable, Controller, Database, Business Logic and
UI. To simplify notation we will drop the dependence on K and just assume
that the distribution is of the correct dimension. So in generic notation it
becomes

Y ∼ Cat(π) (4.130)

We use the Dirichlet distribution as a prior on the parameter π of the cate-
gorical distribution. This gives us

π ∼Dir(K,α) (4.131)

where α is a K-dimensional vector. A draw from a K-dimensional Dirichlet
distribution returns a K-dimensional probability distribution, which is exactly
what we need for our Categorical distribution. Again, to simplify notation we
will drop the K and just assume that the Dirichlet is of the correct dimension.
So the notation becomes

π ∼Dir(α) (4.132)

For the sake of brevity, inside equations 4.132 is expressed as:

Dir(π∣α) (4.133)

Probability Distributions on X

Next, we come to the conditional probabilities for variables given the compo-
nent (the p(X ∣Y, θ) part of 4.128). As in the ordinary Naive Bayes discussed
in Section 4.3 we will make the naive assumption that the variables in X are
independent. With this assumption we can factor X given Y and θ as:

p(X ∣Y = k,θ) = P∏
p=1p(Xp∣Y = k,θ) (4.134)

Where P is the number of input variables in X. In our case P = 3, Cus-
tomer, Site, and Priority (remember that in this example we ignore the
textual parameters Heading and Observation). For example, if we study
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the Site variable of the i:th observation, (xi,2), this prior would tell us
p(Site = xi,2∣Component = Controller, θ), i.e. the probability that the Site
component of X equals the outcome xi,2 given that the component is Con-
troller. Since each of our individual input variables (Xp) are also categorical.

Xp∣Y = k,θ ∼ Cat(φk,p) (4.135)

We again use the Dirichlet distribution for the prior on the parameters of this
conditional categorical distribution. Where φk,p is the vector of probabilities,
from θ, for the outcome states for the p:th variable given that Y = k. The full
matrix for all classes and variables is φ. Since φk,p is a probability distribution
we again choose a Dirichlet for the prior on φ of a variable Xp given a class
label k:

φk,p ∼Dir(βk,p) (4.136)

β is a matrix with hyper parameters on φ. Often β is simply a scalar which is
divided by the number of entries needed in respective vector, but conceptually
and in our derivations we will use the full matrix representation. φ and
β are of dimension KxPxJp where K is the number of classes and P the
number of variables and Jp the number of possible outcome states of variable
p. Note that sometimes we ignore the Jp dimension to simplify notation. So
φk,p is a vector with probabilities (of length Jp), where each entry represents
the probability of an outcome for variable p given that y has class k. The
prior on φk,p is a Dirichlet with a vector (also of length Jp) with hyper
parameters βk,p. This means that we have one Dirichlet distribution as prior
per variable in the model and per class K. I.e one for p(Site|Component=k)
one for p(Customer|Component=k) and one for p(Priority|Component=k) for
all k, each of which is a vector with probabilities (i.e. a discrete probability
distribution).

With the two priors π and φ we have introduced another two sets of
parameters α and β, don’t we need priors on these then also? Well, we could,
but somewhere we have to stop, and while we stop here for this example, we
could in principle keep adding prior distributions as long as we wanted (in
theory at least, in practice, deep hierarchical models can cause the inference
procedure to take a long time). When we have parameters in the model with
no priors, these are called hyper parameters. Hyper parameters can be selected
based on domain knowledge. Typically the hyper parameters are selected as
to give as little information as possible to the model but still being reasonable.
There is too much to be said about selecting hyper parameters and priors to
cover in this thesis, we refer to Gelman et al. [36] for further discussion on the
topic.
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Posterior Probability

We can now expand Equation 4.128 (repeated here for convenience) with the
details on the individual probability distributions.

p(Y ∣X,Data)∝ ∫ p(X ∣Y,θ)p(Y ∣θ)p(Data∣θ)p(θ)dθ
p(X ∣Y,θ) (probability of a new X given Y and θ) only depends on the φ
part of θ so it becomes:

p(X ∣Y = c,θ) =∏
k,p

Cat(Xp∣φk,p)I(k=c) (4.137)

For notational simplicity we express the combined product∏K
k=1∏P

p=1 as∏k,p.
The indicator function makes sure we select the correct class and reduces the
other classes to ones so the product still works. For the Categorical distri-
bution, Cat(Xp∣φk,p) reduces to φk,p,Xp , i.e. the Xp:th entry in the vector
φk,p. Remember that φk,p is the vector of probabilities for the outcomes of
the p:th variable when the class = k. So for the Customer variable (p = 1) the
X3:rd entry would be Customer3. φ1,1,1 is the probability that the first vari-
able (Customer) takes the 1:st outcome Customer1 given that Y has class 1
(Controller).

p(X ∣Y = c,θ) =∏
k,p

φI(k=c)k,p,Xp
(4.138)

Equation 4.138 expresses the probability of a new unseen vector variable
given that the class of Y = c and θ (more specifically the φ part of θ).

p(Y ∣θ) which is the probability of Y given θ only depend on the π part of θ
so it is by definition:

p(Y = c∣θ) = πc (4.139)
Where πc is the c:th entry in π.

p(Data∣θ)p(θ) is the product of the likelihood of all of the observations in
the dataset times the prior on θ. Remember that Data = (x1, y1), ..., (xn, yn).
The first part of this expression becomes:

p(Data∣θ) = N∏
i=1
⎡⎢⎢⎢⎢⎣p(yi∣π)∏k,p p(xi,p∣φk,p)I(yi=k)

⎤⎥⎥⎥⎥⎦ (4.140)

= N∏
i=1
⎡⎢⎢⎢⎢⎣Cat(yi∣π)∏

k,p

Cat(xi,p∣φk,p)I(yi=k)
⎤⎥⎥⎥⎥⎦ (4.141)

and p(θ) is our factored prior, so we can treat π and φ separately
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p(θ) = p(π)∏
k,p

p(φk,p) (4.142)

= Dir(π∣α)∏
k,p

Dir(φk,p) (4.143)

combining p(Data∣θ) and p(θ) yields

p(Data∣θ)p(θ) = N∏
i=1
⎡⎢⎢⎢⎢⎣Cat(yi∣π)∏

k,p

Cat(xi,p∣φk,p)I(yi=k)Dir(π∣α)∏
k,p

Dir(φk,p)
⎤⎥⎥⎥⎥⎦

(4.144)
Equation 4.144 is proportional to the posterior on the parameter θ given the
data. We gather the factors related to π and φ

p(Data∣θ)p(θ) = N∏
i

[Dir(π∣α)Cat(yi∣π)]"222222222222222222222222222222222222222222222222222222222222222222#22222222222222222222222222222222222222222222222222222222222222222$
A: probability of observation yi taking its observed class given π

(4.145)

N∏
i=1∏k,p[Dir(φk,p∣βk,p)Cat(xi,p∣φk,p)I(yi=k)]
"222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222#22222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222$

B: probability of variable Xi’s p:th
entry taking value xi,p given φ and yi = k

(4.146)

The first factor in 4.145 (denoted A) simplifies (due to the Dirichlet-
Categorical conjugacy described in 4.4) to:

Dir(π∣α +Cc) (4.147)
Cc is a K-dimensional vector of counts of the number of times in the whole
dataset the outcome y belongs to the class c. The second factor in 4.145
(denoted B) simplifies, also due to the Dirichlet-Categorical conjugacy, to:

Dir(φk,p∣βk,p +Cc,p) (4.148)
Cc,p is the vector with counts of the outcomes of variable p when Y has class
c. The indicator goes away since it has done its job and selected out only
the counts for class c. As an example, if we look at the Customer variable,
the counts for the different outcomes when Y = Controller and Controller is
encoded as index 1 may be

Ck=1,p=1 = (Customer1 = 5,Customer2 = 7, ..., Customer12 = 3) (4.149)

Denoting that when Y = Controller (encoded as k = 1) the Customer variable
(encoded as p = 1) had the outcome Customer1 five times, Customer2 seven
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times, etc. The Cc,p counts is then added to the prior counts in β1,1 to
yield the posterior parameters for the Dirichlet in Equation 4.148. Since we
have now gathered the counts, the product over N disappears and our new
expression becomes:

p(Data∣θ)p(θ) =Dir(π∣α +Cc)∏
k,p

Dir(φk,p∣βc,p +Cc,p) (4.150)

We can now start to put together our final expression for the posterior pre-
dictive distribution for a new Y taking the class c

p(Y = c∣X,Data)∝ ∫ πc∏
k,p

φI(k=c)k,p

"222222222222222222222222222222#222222222222222222222222222222$
p(Y ∣θ)p(X ∣Y = c,θ)

Dir(π∣α +Cc)∏
k,p

Dir(φk,p∣βk,p +Ck,p)
"2222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222#222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222222$

p(θ)p(Data∣θ)

dθ

We again collect the variables that are related

p(Y = c∣X,Data)∝ ∫ πcDir(π∣α+Cc)∏
k,p

φk,p
I(k=c)∏

k,p

Dir(φk,p∣βk,p+Ck,p)dθ
Move in related factors under common product and split the integral into two
parts

p(Y = c∣X,Data)∝ ∫ πcDir(π∣α +Cc)dπ (4.151)

∫ ∏
k,p

φk,p
I(k=c)Dir(φk,p∣βk,p +Ck,p)dφ (4.152)

Where in the last part, the integral and product can be interchanged to yield

∏
k,p
∫ φk,p

I(k=c)Dir(φk,p∣βk,p +Ck,p)dφ (4.153)

We can move the integral inside the product since for a fixed j and k the
others are constant. If we study Equation 4.153 we can conclude that this
is the product of a set of expected values. Since the expected value of the
RV R is E[R] = ∫ ∞−∞ r ∗ p(r)dr we see that the first part of Equation 4.151
is the expected value of π w.r.t Dir(π∣α +Cc) and the second part are the
products of the expected values of φ w.r.t. Dir(φk,p∣βk,p +Ck,p). Since we
know the expected value of a Dirichlet distributed variable we can write down
a simplified expression for the probability of Y = c

p(Y = c∣X,Data)∝ E[π]∏
k,p

E[φk,p]
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We can look up what the expected value of a Dirichlet is. The general expres-
sion for the expected value of a Dirichlet is:

E[πc] = αc∑c αc

Which in our case for π becomes

∫ πcDir(π∣α +Cc)dπ = E[πc] = αc + cc
α0 +N

where α0 is the sum of all αc and N is the sum of all Cc (vector of counts for
each class), which is just the number of observations. cc (observe non-bold
small letter) is the counts for class c. Correspondingly, the expression for φ
then becomes

∏
k,p
∫ φk,p

I(k=c)Dir(φk,p∣βk,p +Ck,p)dφ =∏
k,p

E[φc] =∏
p

βc,xp +Cc,xp

β0,p +Cc

The Ck,p disappears and is replaced with Cc,xp since the indicator function
selects out only the counts where k = c. For each factor k ≠ c in the product,
the other factors are the integral over a full probability distribution which
reduces to 1. Cc,xp is the count of the state xp when Y has class c. This gives
us our final expression for the probability of the class Y of a new data point
X given the historical data

p(Y = c∣X,Data)∝ αc + cc
α0 +N ∏p

βc,xp +Cc,xp

β0,p +Cc
(4.154)

Equation 4.154 gives an expression that is proportional to the probability, and
for classification this is all we need. The first part is the prior counts for the
class plus the observed counts for the class divided by the sum of all prior
counts plus the total number of observations. The second part is the product
over all the input variables. The βc,p is the prior counts for variable p for class
c. The Cc,p are the observed counts of the p’th variable, and the denominator
is the corresponding sums. We can now evaluate Equation 4.154 for all the
classes and select the class which has the highest value, i.e. Y is assigned the
class c that maximizes Equation 4.154.

Y ← c = argmax
c

p(Y = c∣X,Data)∝ αc + cc
α0 +N ∏p

βc,xp +Cc,xp

β0,p + cc (4.155)

Equation 4.155 gives us a Bayesian Naive Bayes classifier for categorical data,
where we get the smoothing, ”for free”, as part of the model definition. If we
compare with Equation 4.56 in Section 4.3 (repeated here for convenience) for
the simple Naive Bayes with smoothing

95



4. Theory

Y ← c = argmax
c

p(Y = c∣X,Data)∝ 1 + cc
k +N ∏p

1 +Cc,xp

Cp,s + cc
we see that the 1 in the nominator in the first factor is replaced with the prior
αc and the k with the corresponding α0. Likewise under the product the 1 in
the nominator is replaced with the prior βc,xp and its corresponding β0,p in
the denominator. If we set these priors to 1 we get back the smoothed simple
Naive Bayes model.

In this discrete case we could normalize by summing over all the classes
and divide the proportional probability for each of the classes with this sum.
We could further derive equations for the uncertainty in the classification and
parameter estimates, but that is beyond the scope of this chapter. Paper
IV describes a more advanced Bayesian classifier and Paper V shows the
application of that classifier to the bug localization problem.

4.5 Visualization

Visualization is an important part of data science, both in communicating
results and in the data exploration steps. Oftentimes a researcher wants to
explore a dataset to try to find some meaningful ”patterns” without knowing
beforehand what to look for. Traditional methods for visualization include
histograms, time series plots, scatter plots and pie charts. These traditional
low dimensional methods can be hard to apply on high dimensional datasets.
Recent advances in dimensionality reduction techniques by Maaten and Hin-
ton [38] has enabled exploration of high dimensional datasets using a technique
called t-Distributed Stochastic Neighbor Embedding (t-SNE).

Say for instance that we would like to visualize our bug database. How
would we do this? We could present stats in pie chart or histogram form
which customers reports the most bugs or the inflow of high priority bugs per
week. But if we where interested in visualizing the bug reports based on the
contents of the descriptions of the bug reports, then what should we do? One
option is to represent the bug report text using LDA topics. I.e. we take the
text descriptions of the bug reports and run them through LDA. We then get
the topic distribution for each of the bug reports as a vector of probabilities,
one for each LDA topic. We now have a high dimensional dataset, but with
a fixed dimension, N, the number of bug reports and K, the number of LDA
topics.

We can now take the resulting NxK matrix, and run it through t-SNE to
get a 2D-representation of that dataset. Figure 4.9 shows the resulting graph
of such an exercise. In the graph, we clearly see clusters of bug reports. We
can now go in and study bug reports clusters and try to understand what
makes these bug reports similar. Since they are close in the t-SNE generated
graph, they have similar topic structures.
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Figure 4.9: t-SNE rendering of a bug database using the unstructured text
encoded as LDA topic distributions as inputs. The color represents the class
of the bug report.

This is one alternate way to explore bug reports on an organizational level
to try to understand themes or topics in an organizations bug repository.
As part of the exploratory work in this thesis we have implemented a Java
and Julia framework for working with t-SNE and released it Open Source.
Aside from providing a Java implementation we also show (as part of the
implementation) that the Barnes-Hut approximation (Van Der Maaten [39])
can be efficiently parallelized.
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5 Results and Synthesis

In this section we discuss our research questions by synthesizing the material
from the included papers.

For the reader’s convenience, we repeat our originally stated research ques-
tions from Section 1.4.

1. RQ1: How well, in terms of accuracy, can we expect machine learning
techniques to perform? Is it feasible to replace human bug assignment
and fault localization with machine learning techniques in large scale
industry SW development projects?

2. RQ2: Which machine learning techniques should be used in large-scale
industry settings?

3. RQ3: How can we improve ML techniques, aside from increasing pre-
diction accuracy, to increase their usefulness in AFL and ABA?

In answering RQ1 we look at a couple of different measures. The evalua-
tion metric we have focused mostly on in our papers is the so called cross-fold
validation (CV) approach, more specifically k-fold cross-validation. We have
preferred mainly 10-fold CV over Leave-One-Out CV, both for computational
and theoretical [40] reasons. The reason for focusing on cross validation,
even though it has some problems [28], is that it is a widely used, and well-
recognized technique for estimating the generalization error of classifiers. It
also has the advantage that it is quite intuitive to understand for stakeholders
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with limited statistical background. In Paper II we complement the use of
CV with other types of evaluation approaches, which we believe shows some
of the limitations of CV in estimating the generalization error.

Looking at results from our cross validation studies we are getting average
prediction accuracies in the range of between 50%, to over 90%. Whether it is
feasible to replace human bug assignment and fault localization will be very
project specific. We see from our studies on real systems in Paper II, that
the prediction accuracy vary substantially from project to project. We have
reasoned that if an ML-system can reach a prediction accuracy level close of
that of humans, but can perform the predictions in practically no time, we
have considered it feasible to replace humans. Then again, some organization
might reason that if the bug assignment takes in practice no-time to perform,
then they could accept a lower prediction accuracy than that of humans.
Another aspect to take into consideration is how much variance in prediction
accuracy an organization is willing to accept. We have looked at average
prediction accuracy, but perhaps for social reasons, an ML-system won’t be
accepted unless it has a very low variance in accuracy. Although we have not
reported it, the variance in our cross validations have been quite low. This is
likely due to the quite large amount of data that we have used. Some further
aspects for consideration; perhaps an organization is willing to use an ML-
system for low priority bugs but use human routing for high priority bugs. In
Paper V we explored a richer ML approach than in the earlier papers. There
we conclude that if the ML-system can supply a measure of uncertainty, an
organization can use this to trade automation level versus prediction accuracy.
This is achieved by only letting the ML-system act on bug reports of which
it is very confident.

In Paper I we introduce the Stacked Generalizer and evaluate it on one
large-scale telecommunications system. We show that the approach achieves
a cross-fold prediction accuracy close to that of humans (ML 76 %, humans 77
%) on the same system when evaluated on what we call external bug reports.
External bug reports are, in this context, bug reports that have not been
written by the design teams themselves. Using only external bug reports is
an important methodological consideration, since otherwise we risk getting an
unfairly poor comparison with human classifiers. This is because humans who
already know that a bug report has been written on a specific team obviously
have a distinct advantage in routing those bug reports. Furthermore, it does
not make sense to use the suggested approach on bug reports that the team
have written on their own components because then the organization already
knows which team should handle the bug report and no routing is needed. The
paper also shows that the prediction accuracy is consistently better when using
the Stacked Generalizer than when using only one individual classifier. Paper
II shows similar results as Paper I, and even though alternative evaluation
methods to CV indicates lower prediction accuracies than CV, considering
our lack of optimization and feature engineering, we still believe ML can have
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reached the utility breakpoint we discuss in Paper II. In Paper V we get quite
high prediction accuracy if we require the ML-system to be very certain of
its predictions. These results makes us cautiously answer the second part of
RQ1 affirmatively, with the understanding that more work needs to be done
before a complete ”swap out” is feasible.

In turning to the first part of RQ1, Paper II further explores the use
of Stacked Generalizers by a deeper analysis of its performance compared to
individual classifiers, on more systems, with more varied analysis methods.
Paper II is, as far as we know, still the largest evaluation available of au-
tomated bug triaging on industry data. The approach is evaluated on four
different telecommunications systems and one large system for industrial au-
tomation, making up a dataset of more than 50,000 bug reports.

Again in Paper II, the Stacked Generalizer performs better than the in-
dividual classifiers, although in some cases just marginally. The overall con-
clusion is that in some cases the Stacked Generalizer is either no better or
just marginally better than any one single classification algorithm, but in no
case is it worse. And even though it is sometimes just as good as the best
algorithm, the challenge for the organization is then to find which algorithm
is best for the particular combination of data and parameters. Our results
in Paper II also show that when it comes to ensemble selection, the naive
approach of selecting the best of the individual classifiers, works as well as
an approach where we try to find complimentary classifiers by thinking about
the learning strategy of the individual classifiers. We need to be a bit cautious
when interpreting this particular result, since the methodology of ensemble
selection led to quite similar ensembles in both cases, so it is unclear if this
result generalizes.

In Paper II we also investigate the effects of including unstructured text as
predictors. The results show that including both text and structured variables
improves performance over having only text or structured variables. For all
five cases studied in Paper II, the prediction accuracy started to flatten out
when reaching around 2000 bug reports. This led us to conclude that if a bug
triaging problem has somewhere between 17 - 65 teams, at least around 2000
bug reports should be available before an organization should start evaluating
ML-based bug triaging.

In Paper II, results show that in four out of five systems, prediction accu-
racy declines with the age of the bug reports. I.e., as training data gets older,
it get worse at predicting current bugs. The rate of the decrease was not con-
stant over all systems. Some had a very fast decline in prediction accuracy,
with the accuracy halving in roughly 100 days, while others showed a much
slower decline. This would almost certainly be dependent on the structure of
the software being developed. With rapidly changing software, we can reason
that the decline would be faster since older software is very different from new
software that is being developed.
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Early in the development of Papers I and II came the question of feature
selection, particularly how to handle unstructured text as input to machine
learning algorithms. In Paper II this question was highlighted with a small
study, where we tested different combinations of using no text, text only and
combination of text and other covariates. In all cases the combination of both
text and other covariates gave the best results. In Paper II we speculated that
more sophisticated handling of the unstructured text input could possibly
lead to better classification accuracy. In both Papers I and II, the simple
TF-IDF approach was used to model text. The search for a better approach
to modeling text led to the study of LDA. The reasons for selecting LDA were
as follows:

• Robustness on non-well behaved data

– Unlike, for instance, Natural Language Processing (NLP), LDA is
robust to text data that is not syntactically correct according to
either formal grammars or even informal grammars such as, for
example, the English language. This is because LDA does not try
to model the syntactic structure or grammar of the text, but only
models the clustering behaviour of individual words in the text

– In our data we frequently have a mix of human and machine gen-
erated text

• Fast

– LDA is faster on large copora than, for instance, NLP approaches

• Interpretable

– LDA is interpretable on a modeling level since it is a well-defined
Hierarchical Bayesian model

– LDA is interpretable on a semantic level since it defines themes in
text that are understandable by humans

We discovered that all of the prevailing fast algorithms for inference in the
LDA model were approximations to the LDA model based on the AD-LDA
approach by Newman, Asuncion, Smyth, and Welling [41]. In Paper III we
develop a fast and mathematically correct (i.e. it is guaranteed to converge to
the correct posterior LDA distribution) Gibbs Sampler for the LDA model. In
this paper we show that on shared memory architectures, our correct sampler
for LDA is competitive with all approximate AD-LDA based models and the
state-of-the-art Light-LDA by Yuan, Gao, Ho, Dai, Wei, Zheng, Xing, Liu,
and Ma [42]. The Light-LDA sampler also uses the same approximation as
AD-LDA, but with a slightly different sampling scheme. We show some of the
advantages of the exact model by simultaneously developing a so-called Spike-
and-Slab variable selection model for LDA. This type of variable selection is
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only possible with an exact sampler that retains the so-called φ matrix in
LDA.

Another reason for developing an exact sampler for LDA was our suspicion
that approximate LDA models may be fine when humans are interpreting the
output topics of LDA. But we feared that when basing a classifier on the out-
put of an approximate LDA, the incurred approximation could result in worse
prediction accuracy. This is something we would not need to worry about with
an exact sampler. We have not verified our suspicion, but we have the ben-
efit of not having to worry about approximation errors (other than MCMC
errors). Our work with LDA partly answers RQ3; with non-approximate im-
plementations we don’t have to worry about error-propagation, especially one
that potentially increases with parallelization.

After having developed a fast, correct, and parallel sampler for LDA, we
continued on our path to a classifier that could combine structured data in the
form of nominal and numerical data, and unstructured text with a bit more
sophistication than simple TF-IDF. Also, by this time we had realized, based
on feedback on the Stacked Generalizer approach, that the interpretability
of the output of the classifier was also very important. This observation is
also reported in research by Parnin and Orso [26]. This is a weakness of the
Stacked Generalizer, the output of which is hard to interpret. To this end, in
Paper IV we develop a Hierarchical Bayesian Classifier based on a combination
of LDA and the so-called Diagonal Orthant Probit classification model. As a
mnemonic for Diagonal Orthant (DO) in combination with LDA we named
the classifier DOLDA1.

The experiences from Papers I and II, give a nuanced answer to RQ2.
If prediction accuracy is important and there is limited ML knowledge in an
organization, Stacked Generalization is a good alternative. Stacking is robust
and provides good prediction accuracy without the need for large amounts
of expertise in ML, and it allows combinations of many different types of
classifiers. It is possible that other techniques such as Deep Learning (DL) [43]
can give even better prediction accuracy, but DL techniques typically require
expert knowledge and a large hardware investment to deploy due to their
high computational requirements. If interpretability is a requirement then
simpler models that are easier to understand are required. If an organization
wants to trade an amount of prediction accuracy for model flexibility and
interpretability, other approaches are necessary. For this case, our answer to
RQ2 would be to employ a Bayesian model similar to our proposed DOLDA
model. It gives competitive prediction accuracy and the model output is
highly interpretable. It also gives a quantified uncertainty measure of all
parameters in the model, including the model predictions. This gives an
organization the ability to tune the desired prediction accuracy versus level of
automation, as explained in Paper V. Running and using the DOLDA model

1”dolda” is Swedish for ”hidden”
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off-the-shelf does not require a high degree of ML expertise, but extending
the model would.

In Paper IV, we develop an efficient Gibbs sampler for the DOLDA classi-
fication model. We show that the combination of Diagonal Orthant and LDA
gives a competitive classification model. In the paper we study two Bayesian
priors. We show that using the so-called Horseshoe prior by Carvalho et.al.
[44] gives a much sparser model than using the standard normal prior. This is
important because it leads to a model that is substantially easier to interpret
by humans than when using a normal prior.

In Paper V we show that the DOLDA classification model produces com-
petitive results on a bug classification task compared to several other models
based on LDA, and also to the Stacked Generalizer approach. In addition
to good classification accuracy, the DOLDA model also gives interpretable
results and a mathematically correct quantification of the uncertainty of the
model. We have not thoroughly investigated whether or not the correctness
of our LDA sampler (rather than using the approximate AD-LDA approach
to parallelism) affects the classification accuracy, but we know that we don’t
have to worry about model approximation error.

Paper V gives a partial answer to RQ3. Why partial? We cannot claim to
have investigated all possible improvements that could be made to classifiers
in this context. For example, we have not investigated any neural network or
deep learning-based approaches. What is clear is that for an ML model to be
maximally useful in an industrial setting it is not enough to provide a high
level of prediction accuracy, it should also allow for flexibility in deployment.
For instance, an organization should be able to integrate ML techniques with
current manual approaches and tune the process of determining when an
automated response should be enacted, and when to leave the decision to a
human expert. We achieve this with the DOLDA model by ensuring that
our predictions also come with a quantified uncertainty. The results from the
model should be understandable by the human experts that will be involved
in the bug handling process, at least as long as the automated process is being
evaluated in the organization. The DOLDA model does this by giving human-
understandable output measures in terms of weights on each of the variables
in the model connected to each output class. Additionally, unstructured text
is represented by topics that are understandable by humans, and the topics
are given weights explaining how much each one affects each class in the
classification problem. The trade-off between accuracy and interpretability
will be organization specific, but we have not investigated which factors affect
this trade-off.

In short, the response to RQ3 is that we can increase the usefulness of AFL
and ABA techniques by ensuring that the ML models can supply a measure
of uncertainty to their output and provide a rich, interpretable output model
rather than just a point prediction.
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6 Discussion and Future
Work

6.1 Aspects of Industrial Adoption

We have shown in our empirical papers (I, II, and V) that there are many
possible benefits of using machine learning in the ABA and AFL contexts. De-
pending on the efficiency and effectiveness of the manual assignment process,
an automated approach that could perform the bug assignment in a fraction
of the time, around the clock, without delay, could substantially increase the
efficiency in the bug assignment process.

We have focused on the technical aspects of bug assignment, but of course,
deploying such a system involves many practical aspects that are not neces-
sarily directly related to machine learning. Ways-of-working will need to be
updated, new tasks related to handling errors in the ML predictions need to
be dealt with, and so on. Additionally, we recommend, and believe, that most
organizations would not blindly replace their current manual processes with-
out doing some kind of pilot study. In the initial phases, tuning of the system
will be essential. This should be done iteratively and in parallel, with the
ML-system running side-by-side with the manual assignment. In our studies
we have not optimized the classifiers or datasets in any way. This is, of course,
something that should be done in the individual organizations.

We have argued that with the stacking approach, the ML skills needed
by the organization would be limited. Optimizing classifiers sounds like an
expert task, but much can be done by non-ML experts just by looking at the
documentation of the selected frameworks. Fortunately, nowadays many of
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the large open source ML frameworks are very well documented. Another
aspect of optimizing performance is minimizing the number of classes the ML
system needs to consider. This can be done by merging lower level classes
which can in some way be considered to belong to the same higher level class.
For instance, if we have the two classes, ”networking parameters” and ”net-
working stack”, these could be combined into the higher level ”networking”
class. This could substantially reduce errors in prediction since these similar
classes tend to be mistaken for each other by the ML system. This type of
optimization only requires organizational domain expertise and no particular
machine learning expertise.

In Paper II, we look at how the Stacking behaves in five different projects
with different numbers of bug reports. From this it is clear that the per-
formance of the system is dependent on the unique environment. Different
projects will have different learning curves. From this study, we suggest as
a rule of thumb that an organization should have at least 2000 bug reports
before introducing an ML-based approach. In line with other research [45],
we see that older data tends to decrease prediction accuracy. This must be
investigated per project and should be continuously monitored. The ML sys-
tem needs to be continuously re-training as new bug reports come in and old
bug reports become unrepresentative of what is happening in the system. Of
course, a live system must also take project changes into consideration. For
instance, changes in team setups, changes in ways of working, etc. On these
occasions, the system may need re-training. Perhaps an organization wants to
use a partial approach to ABA. Perhaps high priority bugs are always handled
by humans while lower priority bugs are handled by the ML system.

To facilitate analysis of the system behavior, we suggest that the full bug
history should be saved in a BTS. Also, the required accuracy before an
organization recognizes the value of an ML system will differ between projects.
In one project a prediction accuracy of 60% might be good enough, while in
another 80% may be necessary. Since the automated bug assignment process
is magnitudes faster, we would venture to guess that human level accuracy
might not be needed before an organization found it good enough. If no ML
expertise is available, we suggest starting with a Stacked Generalizer approach
since it is flexible and robust. The conclusion is that even though in some
cases the improvement over individual classifiers is marginal, we have never
seen a case where the Stacked Generalizer (on average) performs worse than
any of the individual classifiers.

Another practical aspect that we highlight in Paper II is the selection of
which bug reports should be included in the training set. We observe that bug
reports that are too old can actually decrease the prediction accuracy of the
system. Thus, an organization needs to study which time span of bug reports
best represents the current system and gives the best prediction accuracy.
This might not be as simple as finding one time frame for the whole training
set! Different classes might need different time spans. For instance, one class
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might have very few bug reports, so if the time frame is selected too tightly,
perhaps this class will have too few samples for sufficient training. With the
same time frame, another class may have too many old samples. In general,
one should strive for an even distribution of observations, since training on
skewed training sets can lead to bad prediction results [46, 47, 48].

Anvik [49] lists examples of aspects to consider in deployment of what he
calls recommenders for bug triaging. He lists six questions which should be
answered when considering designing a recommender system:

• Which reports from the BTS should be used to create the recommender?

• How many reports should be used?

• How should the reports be labeled?

• What are the valid labels?

• Which features from the reports should be used?

• Which machine learning algorithm should be used?

We conclude that all of these are also relevant in our context.
In Paper V we look at Automatic Fault Localization on the component

level. We conclude that AFL can potentially be a tool for large-scale orga-
nizations to improve efficiency in the bug handling process. We show that
an organization can obtain concrete benefits from already existing but often
underutilized data that is available in the organization. With this approach,
organizations can put data to use that is often just lying around taking up
space in databases. We give examples of how an organization can use a richer
classifier than the Stacked Generalizer. For instance, if the classifier supplies
an uncertainty measure for its predictions, the organization can set a thresh-
old, and if the uncertainty in the prediction exceeds the threshold, the decision
can be left to a human, otherwise the ML system can perform the necessary
actions. This way an organization can trade prediction accuracy for level of
automation.

In conclusion, many practical aspects will determine the degree to which
an ML-based approach will be beneficial to an organization, if at all. Based
on our studies, we firmly believe that ML-based bug assignment and fault
localization belong to the future of the software development process.

6.2 Recommendations for an Updated Software
Development Process

What seems clear from a practical standpoint is that current software de-
velopment practice needs to be updated to cater to ML aspects. A devel-
opment project should analyze which aspects could facilitate the use of ML
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approaches. For instance, in this thesis we have studied ABA and AFL. For
these to be automated using ML, the BTS needs to retain information on
which team solved a particular bug report and in which component it was
solved. Unless this information is available, it is not possible to train an ML
system to automate these aspects.

It is true for all types of ML systems that better training data yields
better output results. So the better data the software development process
can provide, the more benefit it will get from an ML automated approach.
For instance, is it possible for a machine to track the full process of a software
release from a version number? Can we immediately locate which files were
involved in creating the version? Which test cases have run and what are
their results? Which configurations were used to test the release? Where are
the log files and performance data related to a particular bug report? And
so on. All of this information needs to be machine accessible both at training
and prediction time.

The default view of any software project should be that its data will be
analyzed by machines, not humans. Log files, for instance, should be designed
for machine analysis rather than human analysis. This is not typically the
case today, where developers write log outputs for other developers to read. In
fact, any output from the system should be designed for machines to analyze.
Not only will this benefit the machine analysis but most probably also human
analysis, since the data will be amenable for processing in tools such as R and
Excel, etc.

If software development projects are executed with machine analysis in
mind, much of the ”backpatching” can be avoided, which is otherwise needed
to adapt and work around systems that are not designed to output data for
machine analysis.

6.3 Boundary Between ABA and AFL

We have studied ABA and AFL as separate processes, but there is nothing
that says that both cannot be run in parallel. An ABA system could au-
tomatically also run an AFL system. When one team only works on one
subsystem AFA and ABA are equivalent, but in many cases they can be com-
pletely separate. In these cases the output of the ABA system could actually
be an input to the AFL system. If we know which team should solve a bug
report, that can be a strong indicator of where in the software architecture a
bug is located. Combining and integrating the bug assignment with the fault
localization process should be studied in future research.
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6.4 Hierarchical Classification

One aspect that has emerged in the process of developing DOLDA is an even
richer model than DOLDA. DOLDA is a classic classifier with a flat class
structure, but in many software projects the architecture is hierarchical. I.e.,
there are high-level systems, which consist of nodes, which in turn consist of
subsystems, which are built up by components, which in turn are based on
blocks, which are a set of classes. Classes in turn can consist of files, with
methods, lines, tokens and finally individual characters. The ideal situation
would be to have a full hierarchical classifier that would give a probability
distribution on all of these levels. One example of such a hierarchy is visualized
in Figure 6.1
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Figure 6.1: Hierarchical Classification. The F-level could be function level,
S - subsystem level, C - component level and, B - block level. Histograms
indicate probability per level in the tree.

This type of classification tree would provide an even richer model than a
flat class structure. Extending the flat classification into hierarchical classifi-
cation [50, 51], could be a possible future extension of our work. With this
type structure, one can model the whole software architecture (or team struc-
ture), and do partial routing down the tree. The uncertainty could be used as
a stopping condition, and the routing could be halted when the uncertainty
gets too high. However, this puts much stricter demands on the BTS, since
it needs to retain, and maintain consistency, for all of the information related
to each of the levels, for every bug report.
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6.5 Other Contextual Information

In the software development process and during the lifetime of a deployed
product, several artifacts are produced. Many of these can be used to help
predict the component in which a bug is located. Exactly which information
sources are available will be different for each specific product and organiza-
tion, but some will undoubtedly be similar between products and even indus-
tries. Some examples of information sources are listed in Figure 6.2. Some, or
perhaps all of these might be integrated into a fault localization model that
can help in pinpointing where a bug is located.

Most research so far, ours included, has focused on the bug data stored
in BTS’es, but there are also other sources that could be indicative of where
a fault is located. For instance, if a bug is reported on a specific release of a
product and there is alarm data available from a system with that release and
a specific component reports an unusual number of alarms, that could be an
indication that something is wrong with that particular component. Another
example of additional information from Figure 6.2, is traffic data, this is often
highly interesting in the Telecommunications domain. If we see a drop in the
throughput of some specific type of traffic, that may be an indication that
some component in that subsystem is faulty.

Faulty''
Component'

Alarms'
Traffic'
Data'

Source'
Code'

Bug'Data'

Delivery'
Info'

Architecture'
Info'(UML)'

Product'
DocumentaDon'

ConfiguraDon'Info'

Test'Case'
Verdicts'

Figure 6.2: There are often many sources that, taken together, could help
identify the component that is most likely contain a bug.

Other examples include test case verdicts. If a particular component has
many failing test cases on a particular release, that could indicate problems
with that component.
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6.6. An End-to-end View of Automated System Analysis

We can also imagine including a spatial dimension in the fault localization
model to exploit information from UML diagrams that describe the software
architecture. With such information we can model ”closeness” between com-
ponents. This would mean that if one component is ”suspect”, the likelihood
of problems with ”neighboring” components would also increase. Other in-
formation from Figure 6.2 could also be included, such as configuration infor-
mation, with which one could model whether a component is activated or not
in the running system. If a component is not active, it probably reduces the
likelihood of it being the cause of a particular bug.

Another avenue is integrating delivery information, such as which files have
changed in the release on which the bug was reported. Ostrand, Weyuker, and
Bell [52] have shown in a series of publications that change information is a
strong indicator of which files contain bugs. By mapping files to components
this approach could easily be integrated into our approach.

Integrating further contextual information into the fault localization sce-
nario seems to us to be a fruitful future field of study.

6.6 An End-to-end View of Automated System
Analysis

In terms of efficiency, more and more parts of the maintenance chain should be
automated. Figure 6.3 visualizes this idea. Starting at the customer site, the
running system should automatically detect anomalies and then automatically
turn on the correct tracing. For this to be feasible, a system must be trained
on historical data. The historical data must match patterns of anomalies to
trace points in the system. We call these aspects Anomaly Detection and
Automatic Logging.

The next step is Anomaly Reporting. When the system has concluded that
a likely anomaly has occurred the system reports back to the development
organization with the data that was collected by the automatic logging. This
data is, of course, intended for machine analysis and is packaged in a way that
allows other software to easily unpack and interpret the data. Here ABA and
AFL assign the task and locate where in the system the anomaly should be
fixed. At this point, Automatic Program Repair [53] kicks in, finds a solution
for the fault, and automatically fixes it. Automated tests are integrated into
the development flow and are continuously verifying proposed updates to the
software. The new system is then automatically delivered in a Continous
Delivery loop, where the old broken code is automatically replaced with new,
fixed code.

This whole flow, completely automated, is not likely to be in place for
many years, but this is the vision that we as a software industry should strive
for.
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6. Discussion and Future Work
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Figure 6.3: End-to-end view of automated system analysis
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7 Conclusion

In the course of this research, we have explored the areas of Automatic Bug
Assignment (ABA) and Automatic Fault Localization (AFL) in the context of
large scale industrial system development. We have shown by means of studies
on more than 50,000 industry bug reports that both of these techniques are
feasible to deploy in an industrial context. The conclusion from papers I and
II is that Stacked Generalization is a good approach when accuracy is the
primary goal. It consistently outperforms individual classifiers. Based on
those papers, we also conclude that if explanatory power is the focus, a richer
model is needed. As part of developing such a richer model we have, in papers
III and VI, derived and implemented a very fast, mathematically correct, and
efficient parallel sampler for the extremely popular LDA model. This sampling
approach is also applicable to other topic models. Our implementation enables
researchers and companies to efficiently run LDA models on large datasets on
ordinary computers without having to use and maintain high performance
compute clusters. Building on our LDA sampler, we have further derived and
implemented a Bayesian classifier that we call DOLDA, described in papers IV
and V. DOLDA takes as input both structured data, in the form of numerical
and nominal features, and unstructured text, which is represented as LDA
topics. We have shown that the richness of this classifier provides many
benefits in terms of both interpretability and flexibility for an organization
that wants to deploy ABA or AFL in an industrial context.
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