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Basics of Feature Design

In order to define channel representations and to describe their properties, some termi-

nology and concepts need to be introduced, which is the purpose of this section. Channel

coding is based on local operators, whose design is guided by statistical properties (accu-

racy, precision, robustness) and geometrical properties (mostly invariance or equivariance).

Algorithmically, it is a dense or sparse, grid-based approach, combining histograms and

signatures. It is well-motivated by biological observations.

2.1 STATISTICAL PROPERTIES

In practice, the input of any operator has to be considered as noisy and the input noise

is propagated to the operator output. Thus, the operator output has to be considered as

an estimator of the ideal result and potentially suffers from bias, errors, or outliers. More

formally, these terms are defined as follows.

The bias (systematic error) of a visual feature may occur at different levels and has

often severe effects. For instance, structure-tensor based corner detectors such as the Harris

detector (Harris and Stephens [1988]) have a tendency to move the location of the corner

towards the interior, although this can be mitigated by a correction step (Förstner [1991]).

Also high-level features such as ellipses are often extracted using algorithms that suffer

from bias (Kanatani et al. [2016]). Note that the bias of a feature reduces its accuracy , i.e.,

the proximity to the true values, and has to be distinguished from the variability of the

estimator, i.e., its precision.

The variability of a visual feature is a measure of random errors, repeatability, or

reproducibility. A feature with high precision shows a small variance of the output in

comparison to the variance of the input, but it still may suffer from low accuracy. Typically

experiments for assessing the feature extractor confuse the effects of systematic and random

errors by using the root-mean-square error (RMSE), i.e., measuring mean deviations from

the ground truth (Rodehorst and Koschan [2006]). If no ground truth is available, often only

precision is assessed and systematic errors are neglected (Schmid et al. [2000]). Furthermore,

visual feature extraction might be prone to outliers and including these in the precision

measurement might lead to unbalanced results.
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The robustness of a visual feature is a measure of the insensitivity to violations

of model assumptions. If some model assumption is violated, the operator output might

become random and (quadratic) precision measures are dominated by the resulting outliers.

However, the operator itself or some subsequent step might detect the outlier and thus avoid

to further use the spurious result.

Therefore it makes sense to evaluate precision and robustness separately, e.g. as

done in the visual object tracking (VOT) benchmark (Kristan, Matas, Leonardis, Vojir,

Pflugfelder, Fernandez, Nebehay, Porikli and Čehovin [2016]). A typical measure for outlier

removal in feature extraction is the coherence of the structure tensor. The first eigenvector

of the tensor represents the local signal orientation if the difference of first and second

eigenvalue is large. The double angle vector is an integrated representation of this principle

(Granlund and Knutsson [1995]).

The tensor representation is still limited, as it cannot represent two independent

orientations, which might however co-exist. In general, the same local data can be subject

to multiple mid-level interpretations, which leads to the concept of metamery as introduced

by Koenderink [1993], where metamery describes the ambivalence of the stimulus (icon) for

a given feature descriptor (N-jet).

In order to represent multiple orientations, a mid-level representation with more de-

grees of freedom than the structure tensor is required. As explained by Granlund and

Knutsson [1995], the structure tensor can be computed from a minimal set of three filters

with a cos2-shaped angular transfer function and increasing the number of angular transfer

functions directly leads to the concept of channel representations, see next chapter. Before

we take this step, we will look into other terms, in particular invariance and equivariance,

that are relevant to the development of structure tensors.
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2.2 INVARIANCE AND EQUIVARIANCE

The example of the structure tensor for signal orientation estimation establishes also a

prototypical example of the invariance-equivariance principle. If the image is rotated, the

eigenvalues of the structure tensor remain the same (invariant) and the eigenvectors are

rotated by the same angle as the image (equivariant).

Unfortunately, in literature the term invariant is often used without proper definition.

Obviously, it is not enough to require that the output is not affected by a certain operation

in the input space, because this has a trivial solution, an operator with constant output

(Burkhardt [1989]) that lacks separability (Mallat [2016]).

Also the often used example of shift-invariant operators by means of the magni-

tude Fourier spectrum is problematic as it maps many completely different inputs to the

same equivalence class, see figure 2.1. This figure illustrates different contours that are

all described by the same magnitude Fourier descriptors (Granlund [1972]), but they are

obviously not related in shape.

Figure 2.1: Illustration of faulty extension of equivalence classes under invariance formulation:

Contour of a pedestrian (left) and two contours with the same magnitudes of Fourier descriptors

(center and right). Illustration from Larsson et al. [2011].

Actually, the proper definition of invariance is more complicated than simply requiring

constant output or global symmetry (Mallat [2016]). Mathematically, it is more straight-

forward to define equivariance (Nordberg and Granlund [1996], Granlund and Knutsson

[1995], p. 298):

f(Ay) = A�f(y), y ∈ Y. (2.1)
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Here f : Y → X is an operator (feature extractor), A : Y → Y a transformation on

the input space, and A� : X → X the corresponding transformation on the output space.

Technically, the two transformations are different representations of the same transforma-

tion group and there exists a homomorphism between them.

The equivariance property is also called strong invariance (Ferraro and Caelli [1994]),

left invariance (Duits and Franken [2010]), or covariance (Mallat [2016]). In contrast, f is

called invariant under B if

f(By) = f(y), y ∈ Y, (2.2)

which might however result in too large equivalence classes for elements in Y or lack of

separability, as pointed out above. In the literature, this is also referred to weak invariance

(Ferraro and Caelli [1994]) or right invariance (Duits and Franken [2010]).

In deep learning literature, the two terms are often not kept distinct. Shift-invariance

is used for both, the convolutional layers (refers to equivariance above) and max-pooling

layers (refers to invariance above, Goodfellow et al. [2016]). In practice, the most useful

feature representations establish a split of identity , i.e., a factorization of the output into

invariant and equivariant parts (Felsberg and Sommer [2001]).

In what follows, invariance and equivariance will be kept as separate concepts, but

note that equivariant features often behave invariant under scalar products, i.e., they form

isometries.

A necessary condition for obtaining invariant scalar products is that the output space

of the operator f establishes a tight frame, i.e., the generalized Parseval’s identity applies.

In certain cases, this can only be achieved approximately due to effects of the pixel grid

and deviations from the invariance property can be used to optimize discrete operators on

the grid.

For instance, the Scharr filter (Scharr et al. [1997]) has been optimized by minimizing

the anisotropy of the structure tensor. Note that different assumptions in the formulation

of the scalar product and thus the weights in the optimization lead to different results and

the Scharr filter might not be the most isotropic choice (Felsberg [2011]).

Further practical problems besides grid effects are caused by the final extent of im-

age data. Global scale-invariance can only be achieved if data is available on an infinite

domain. Since this is impossible in practice, the image domain has to be extended by other

tricks, e.g. periodic repetition (Fourier transform) or reflective boundaries (discrete cosine

transform, DCT) of a rectangular domain. However, these tricks hamper a proper rotation

invariance. Using a circular domain with reflective boundaries theoretically solves all issues,

but becomes infeasible to compute (Duits et al. [2003]).
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2.3 SPARSE REPRESENTATIONS, HISTOGRAMS, AND
SIGNATURES

Obviously, useful features need to be feasible to compute. Depending on the application,

the selection of features might be limited due to real-time constraints and this is actually

one area where deep features are still problematic to be used. Also the space complexity

of features, i.e., their memory consumption might be decisive for the design. In the past,

paradigms have shifted regularly back and forth between using compact features and sparse

features (Granlund [2000a]).

The kernel trick in support vector machines (SVM) and Gaussian processes are ex-

amples of implicit high-dimensional spaces that are computationally dealt with in low-

dimensional, non-linear domains. In contrast, channel representations and convolutional

networks generate explicit high-dimensional spaces. The community has conflicting opin-

ions in this respect, but recently, compactification of originally sparse and explicit features

seems to be the most promising approach, also confirmed by findings on deep features

(Danelljan et al. [2017]).

Another strategy to improve computational feasibility and the memory footprint is

to use feedback loops in the feature extraction. Whereas deep features are typically feed-

forward and thus mostly do not exploit feedback, adaptive (Knutsson et al. [1983]) or

steerable (Freeman and Adelson [1991]) filters are a well established approach in designed

feature extractors. In relation to equivariance properties and factorized representations,

adaptive filters often exploit projections of the equivariant part of the representation, e.g.

orientation vectors or structure tensors.

Alternatively, iterative methods such as diffusion filtering can be applied (Weickert

[1996]), which potentially open up more efficient feature extraction using recurrent net-

works. The relationship between recurrent schemes and robust, unbiased feature extraction

have been identified for instance for channel representations (Felsberg et al. [2015]). In that

work, also the connection to population codes and their readout (Denève et al. [1999]) has

been made explicit.

Channel representations and population codes combine properties of a signature-

based descriptor with those of a histogram-based descriptor, see figure 2.2. Signature-based

descriptors, e.g. speeded-up robust features (SURF) and 3D SURF as proposed by Bay

et al. [2008] and Knopp et al. [2010], respectively, consist of an array of feature-values1

indexed over coordinates. Histogram-based descriptors, e.g. bag of visual words (BOV) and

fast point feature histograms (FPFH) as proposed by Sivic and Zisserman [2003] and Rusu

et al. [2009], respectively, contain the cardinality (counts) of feature-values in dictionaries

or histogram bins.

1In their terminology, Salti et al. [2014] refer to traits for what is called feature elsewhere in this text.
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Figure 2.2: Figure by Salti et al. [2014]: The two main classes of descriptors: signatures and

histograms (here in a local 2D reference frame, RF).

The figure in the original publication (Salti et al, [2014]) has 
been excluded in the self-archived version for copyright 
reasons, and is replaced by a new/modified version.
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In this text, the main difference in the use of histograms and dictionaries (visual

vocabularies) is that the former are regularly placed in some space, whereas the latter are

irregularly clustered. Histogram- and dictionary-based descriptors often suffer from the lack

of spatial information, which is most commonly addressed by spatial pyramids, e.g. for BOV

(Philbin et al. [2007]). However, according to the same authors, dictionary-based descriptors

also suffer from quantization effects that have a major effect on their performance.

This problem has been addressed in Fisher vectors (FV) that move from dictionar-

ies to Gaussian mixture models (GMM), which also estimate sub-bin displacements and

variances (Sánchez et al. [2013]). Similarly to FVs adding displacement estimates for ir-

regularly placed models, channel representations add displacement estimates to regularly

placed histograms, most apparent in the formulation as P-channels (Felsberg and Granlund

[2006]). The regular spacing of channels makes a separate variance estimation unnecessary.

See chapter 3 for the technical definition of channel coding.
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2.4 GRID BASED FEATURE REPRESENTATIONS

Based on the observations made in the previous sections of this chapter, channel repre-

sentations belong to the class of grid-based feature representations. The idea behind this

approach is to compute a density estimate of the feature distribution by histogram-like

methods. In machine learning, density estimation by histograms is usually referred to as

a non-parametric approach, in contrast to parameter fitting for a known family of distri-

bution, e.g. normal distribution (Bishop [1995]). A hybrid between those parametric ap-

proaches and histograms are mixtures of parametric models, e.g. Gaussian mixture models

(GMMs), and kernel density estimators (KDEs). The drawback of GMMs is the relatively

demanding parameter estimation by expectation-maximization, the drawback of KDEs is

the relatively slow readout of density values, as the kernel needs to be evaluated for all

training samples.

Thus, despite their success in machine learning, GMMs and KDEs are too slow to

be used as feature descriptors. Instead, grid-based methods such as histogram of oriented

gradients (HOG, Dalal and Triggs [2005]), the scale invariant feature transform (SIFT, Lowe

[2004]), and distribution fields (DF, Sevilla-Lara and Learned-Miller [2012]) are successfully

used, e.g. in multi-view geometry (point matching) and visual tracking. They are of central

importance to visual computing and have in common that they combined histograms and

signatures. This is achieved by computing local histograms over the spatio-featural domain,

i.e., a 3D domain consisting of 2D spatial coordinates and one orientation (SIFT/HOG)

or intensity (DF) coordinate. Consider the case of DFs: the image is exploded into several

layers representing different ranges of intensity, see figure 2.3.

Whereas DFs make an ordinary bin assignment and apply post-smoothing, channel

representations apply a soft-assignment, i.e. pre-smoothing, which has shown to be more

efficient (Felsberg [2013]). The channel representation was proposed by Nordberg et al.

[1994]. It shares similarities to population codes (Pouget et al. [2000], Snippe and Koen-

derink [1992]) and similar to their probabilistic interpretation (Zemel et al. [1998]) they

approximate a kernel density estimator in a regular grid (Felsberg et al. [2006]). The math-

ematical proof has basically already been given in the context of averaged shifted histograms

by Scott [1985].

In the work mentioned in the previous paragraph, channel coding is applied to the

feature domain, i.e., as a histogram approach. Obviously it can also be applied to the

spatial domain, i.e. as a signature approach. Combining both results in channel coded

feature maps (CCFM, Jonsson and Felsberg [2009]). Both SIFT and HOG descriptors can

be considered as a particular variants of CCFMs, as will be shown in chapter 4. The

CCFM framework allows generalizing to color images (Felsberg and Hedborg [2007a]) and

its mathematical basis in frame theory enables a decoding methodology, which also includes

visual reconstruction (Felsberg [2010]), see chapter 5.
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Figure 2.3: Illustration of distribution fields: the image (top) is exploded into several layers

(here: 7). In each of the seven layers, intensity represents activation, where dark is no activation

and white is full activation. Each layer represents a range of intensity values of the original

image. The bottom layer represents dark intensities, i.e. the high activations in the bottom

layer are at pixels with low intensity in the original image. Each new layer above the bottom

one represents respectively higher intensities. In the seventh layer, the high intensity pixels of

the original image appear active.
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Channel representations have originally been proposed based on a number of prop-

erties (non-negativity, locality, smoothness; Granlund [2000b]). These properties together

with the invariance requirement for the L2-norm of regularly placed channels (Nordberg

et al. [1994]) imply the frame properties of channel representation (Forssén [2004]) and

the uniqueness of the cos2-basis function (Felsberg et al. [2015]). Irregular placement of

channels, as suggested by Granlund [2000b], obviously does not result in such a stringent

mathematical framework, but is particularly powerful for image analysis using machine

learning and the representation of less structured spaces, such as color. In that sense, color

names (Van De Weijer et al. [2009]) can be understood as a non-regular spaced channel

representation.

Similar to RGB color-space and intensity space, the non-negativity constraint for

channel representations implies a non-Euclidean geometry. More concretely, the resulting

coefficient vector lies in a multi-dimensional cone and transformations on those vectors

are restricted to be hyperbolic (Lenz et al. [2007]). This also coincides with observations

made by Koenderink and van Doorn [2002] that Euclidean transformations of image space

(spatio-intensity space) are inappropriate for image analysis.

A further conclusion is that the L2-distance is inappropriate to measuring distances

in these non-negative spaces. Still, many applications within image analysis and machine

learning are based on the L2-distance. More suitable alternatives, based on probabilistic

modeling, are discussed in chapter 6.
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2.5 LINKS TO BIOLOGICALLY INSPIRED MODELS

As mentioned in the previous sections, channel representations originate mainly from tech-

nical requirements and principles, but were also inspired by biology (Granlund [1999]). They

share many similarities with population codes in computational neuroscience (Lüdtke et al.

[2002], Pouget et al. [2003]), which are conversely mainly motivated by observations in

biological systems.

To complete confusion, the concept of population codes developed historically from

approaches that used the term “channel codes” (Ng et al. [2015]). Channel (or population)

codes have been suggested repeatedly as a computational model for observations in human

perception and cognition.

The term “channel” has also been used by Howard and Rogers [1995], writing about

sensory channels that establish labeled-line detectors , which have a bandpass tuning func-

tion. The activation of these detectors happens through bell-shaped sensitivity curves and

controls the frequency of firing.

The observation of firing rates in biological systems also inspired the approach of

asynchronous networks based on spikes, the spikenets, proposed by Thorpe [2002]. The

simple mechanisms and in particular the non-negative nature of frequency enables high-

speed computations on low-resource systems.

However, activation-level-based, synchronous networks are more suitable for digital

computers, including modern GPU-based systems, and thus most computational models

for population codes. Intensity-based systems need different mechanisms than those based

on sequences of spikes, but require regularization and enforcement of non-negativity.

The regularization of the number of active coefficients (or their L1-norm) leads to the

concept of sparse coding (Olshausen and Field [1997]). Such systems are naturally robust

and require few computations. Another regularization option is by means of continuity,

resulting in the predictive coding paradigm (Rao and Ballard [1999]). Also this approach

helps to design robust systems with low computational demand.

A further concern in coding systems is the design of an unbiased readout, i.e., no value-

dependent systematic error occurs in the decoding (Denève et al. [2001]). The proposed

iterative algorithm for the readout of population codes (Denève et al. [1999]) is very similar

to the newly published routing algorithm in deep networks (Sabour et al. [2017]), but, as

we will show in chapter 5, not really unbiased.

Besides individual coding aspects, also structural and topological knowledge from bi-

ological observation are exploited in the design of systems, see e.g. the work by Riesenhuber

and Poggio [1999]. Most of these works are to some extent based on the pioneering work of

Hubel and Wiesel [1959]. Channel representations are no exception here as can be observed

in figure 2.4. The right hand illustration has been generated with the channel representation

and shares many similarities with the left part of the figure.
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Figure 2.4: Left: figure from Duits, Felsberg, Granlund and ter Haar Romeny [2007] (repro-

duced with permission from Bosking et al. [1997]) A: parts of visual cortex active under orien-

tation stimuli. B: orientation map obtained by vector summation. Right: figure from Felsberg

et al. [2015] A: stimulus. C: response from channel smoothing of orientation.

Please find this part of the
figure in the original work,
it has been excluded in the 
self-archived version for 
copyright reasons.
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SUMMARY

In this chapter we have given a short overview on statistical design principles for visual fea-

tures, invariance/equivariance properties, sparse and compact representations, histograms

and signatures. We have given a short survey over the most important grid-based fea-

ture representations that are relevant to channel representations and channel coded feature

maps. Finally, we have related the channel representation to a number of approaches mainly

inspired from biology. In the subsequent chapter we will now focus on the technical details

of channel encoding, reflecting also on the relations to other feature extraction methods in

more detail.
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