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Abstract

This thesis presents and evaluates different methods to semantically segment 3D-
models by rendered 2D-views. The 2D-views are segmented separately and then
merged together. The thesis evaluates three different merge strategies, two dif-
ferent classification architectures, how many views should be rendered and how
these rendered views should be arranged. The results are evaluated both quanti-
tatively and qualitatively and then compared with the current classifier at Vricon
presented in [30].

The conclusion of this thesis is that there is a performance gain to be had us-
ing this method. The best model was using two views and attains an accuracy
of 90.89% which can be compared with 84.52% achieved by the single view net-
work from [30]. The best nine view system achieved a 87.72%. The difference in
accuracy between the two and the nine view system is attributed to the higher
quality mesh on the sunny side of objects, which typically is the south side.

The thesis provides a proof of concept and there are still many areas where
the system can be improved. One of them being the extraction of training data
which seemingly would have a huge impact on the performance.
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1
Introduction

In this master’s thesis I have investigated how a multi-view approach to seman-
tic segmentation of a 3D-model can be implemented using deep convolutional
networks. Behind the initiative of this thesis stands the company Vricon, and the
work was carried out at their office in Linköping, Sweden. This chapter intro-
duces the reader to the problem, with some background followed by a problem
formulation and some limitations.

1.1 Background

Vricon possesses a huge archive of multi-spectral satellite images of all parts of
the globe. Using 3D-reconstruction techniques, a 3D-model of the globe can be
constructed. A 3D model of the globe is useful for many applications in areas
such as infrastructure planning, scientific modelling, and military intelligence.
The products of the company ranges from orthorectified images, i.e. 2D images
seen from infinite distance, to the DTM (Digital Terrain Model) where objects on
the surface of the model, such as man-made objects and trees, are removed. Due
to the huge amount of data, these products have to be generated automatically,
thus an automated pixel-by-pixel classification, known as a semantic segmenta-
tion model has to be utilized. The current classifier at Vricon is using orthorecti-
fied 2D-images as input data, but the 3D-model contains more information such
as the facades of buildings and edges of forests and mountains.

This thesis investigates how a semantic segmentation classifier can be devel-
oped to be able to exploit the information about facades and edges. This includes
implementing a system that can render multiple views from the 3D-model, clas-
sify them and then project the result back onto the 3D-model. The rendered
views can be rendered at different angles and from different directions and be
fused using different strategies. It is part of this thesis to investigate which of the
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2 1 Introduction

Figure 1.1: Sample images rendered from the 3D-mesh. On the left a top
view and on the right an oblique view rendered with a 63° angle. Both im-
ages depict the same area in Rio de Janeiro, Brazil.

Figure 1.2: On the left an aerial view of a 3D-model of Chicago, USA. On the
right the same 3D-model semantically segmented. In the segmented image
red is building, blue is water, green is vegetation, pink is road, purple is
manmade ground, yellow is vegetated ground and orange is barren ground.

merging techniques are most beneficial for the classification. Figure 1.1 shows
examples of a rendered top view as well as a rendered oblique view. The end
result of the system should be a pixelwise classified 3D-model such as the one
shown in Figure 1.2.

The current classifier at Vricon consists of multiple multimodal fully convo-
lutional networks (fcns) based on the MSc thesis of Sundelius [30]. Fusing RGB
input with normalized difference vegetation index (ndvi) and depth information
in a ResNet50 pre-trained on the ImageNet dataset [28] was shown to produce
very good results on the semantic segmentation task. However, in this thesis an
attempt is made to outperform the classifier from [30].
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0°

45°

Figure 1.3: To the left a top view with 0◦angle and to the right an oblique
view with 45◦angle. The cameras are placed at infinite distance from the
ground plane, resulting in an image without perspective.

1.1.1 Oblique Views

An orthographic projection of a 3D-model to a 2D-plane can be seen as render-
ing an image of the model using a camera placed at infinite distance. This has
the effect that the image is rendered without perspective. In this thesis the or-
thographic projection is applied using two projection angles which are called top
and oblique. The top view is rendered parallel to the ground plane, whereas the
oblique view is tilted. The angle between the camera axis and the axis orthogo-
nal to the ground defines the tilt so that a 0◦ angle is a top view image, rendered
from a nadir viewpoint, that is not tilted, and 90◦ would be parallel to the ground
plane. A visualization of two orthographic projections with different projection
angles can be seen in Figure 1.3. With a large angle the covered area of the plane
is larger but the occlusion of objects is more pronounced. In contrast, a small
angle is similar to an orthorectified view with a low occlusion effect while still
containing information about facades and edges of objects.

Previous usage of oblique views have mainly been restricted to visualization
purposes and the benefit of utilizing the human perspective, thus being easier for
the reader to interpret, is stressed in [12] [27]. Apart from visualization, oblique
views has also been shown to be of interest when detecting structural damage of
buildings using drones equipped with Lidar [33].

1.2 Research Questions

The thesis will attempt to answer the following questions.

• How should several oblique views be fused, and how many views are needed?
• Is it better to render images from a certain angle or position, and how

should they be arranged?
• How does this classifier compare with a classifier using the top view?
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1.3 Limitations

The work was carried out only using data provided by Vricon. This data had
been annotated on 2D-images so a projection to get the annotations to the 3D-
mesh was needed. Since the model is annotated in 2D, the facades and edges are
seldom annotated meaning an approximation had to be made to get the most out
of the training data. However, how to preprocess the data is out of scope for this
thesis.

The entire thesis was carried out at Vricon’s office in Linköping using one of
their workstations. The graphics card was a NVIDIA GeForce GTX 1080 which
despite its 11 GB of memory was the performance bottleneck of the thesis.

1.4 Data

All data in this thesis is provided by Vricon, but all images and figures are gener-
ated or drawn by the author.

1.5 Thesis Outline

The remainder of this thesis is structured as follows. Chapter 2 introduces the
necessary theory needed to understand the report. Chapter 3 presents the method
used to answer the problem formulation. In Chapter 4 the result of the research
is presented and discussed. Finally in Chapter 5 the questions from the problem
formulation are answered and a general summary of the findings of the thesis are
presented.



2
Theory

This chapter presents the related work followed by an explanation of the theory
used in this thesis.

2.1 Related Work

This section presents the related works done in areas related to this thesis. The
presented areas are semantic segmentation, 3D classification, 3D classification
using multiview, and lastly classification of aerial imagery.

2.1.1 Semantic Segmentation

Semantic segmentation is the computer vision problem of pixel-by-pixel classi-
fication. Prior to the spectacular return of neural networks the task was solved
using various algorithms. These algorithms made use of hand crafted domain
specific features which are fed to a regular classification algorithm such as Ran-
dom forest [15], SVM [10], logistic regression or similar. Another popular strat-
egy included clustering regions in the image to superpixel, then classifying the
superpixels using a Conditional random field [25].

Farabet et al. were one of the first to apply cnns to the semantic segmenta-
tion problem [9]. They used the cnn to classify already extracted superpixels or
segments in a segmentation tree. Since then a number of advances has been made
in the area, arguably most important was the introduction of fully convolutional
networks (fcn) [19], in 2014. Since then different fcn architectures have domi-
nated the field with little competition except a few major improvements, such as
dilated convolutions, also known as atrous convolutions [36]. Another improve-
ment adopted by nearly all classifiers which have achieved state-of-the-art per-
formance on public benchmarks, such as Pascal VOC 2012 [8], is the conditional

5



6 2 Theory

random field [2]. The conditional random field is integrated either as part of the
network or as a post-processing step [2].

2.1.2 3D CNN

While semantic segmentation in 2D has been dominated by deep convolutional
networks in the last years, despite its significance, semantic segmentation in 3D
has only very recently caught the researchers interest. While 3D cnns such as
VoxNet [23] exist, there are not that many large datasets and thus not that many
pre-trained networks available. Therefore, the 3D cnns either have to be trained
end-to-end from scratch or some type of 2D extraction has to take place such as
in [6] or [16].

In the problem of making a 3D reconstruction of point clouds, knowing the
class of an object is of great importance, since it can help filling the gaps or re-
moving noisy data. In this field, a number of systems which simultaneously clas-
sifies and reconstructs 3D models have been developed, such as [7], [6] and [13].
Another field that has spawned papers on 3D semantic segmentation is robotics
and autonomous driving. In robotics and autonomous driving you rely heavily
on the point clouds coming from Lidar-data. To understand what these points
represent, semantic segmentation or object detection is applied. In a paper by
Järemo-Lawin et al., a VGG-16 fcn pre-trained on ImageNet was applied to RGB-
D images, extracted from the point cloud, and reached a competitive result using
simple components [16]. The authors conclude that the approach is a viable op-
tion over approaches working with the 3D environment directly, since resorting
to voxelation usually decreases the resolution to limit the memory usage.

2.1.3 Multiview

The first paper presenting a multiview approach to 3D classification is Kalego-
rakis et. al [29]. Their main objective was to develop an architecture that takes
advantage of the superiority of 2D cnn. Their images consist of 2D images
extracted from 3D models from the ShapeNet [4] database elevated 30 degrees
above the ground plane. The dataset consists of 51,300 3D models from 55 differ-
ent object categories. For every view a pre-trained 2D cnn classified the images
and the results from each view were merged in a view pooling layer.

In a more recent paper Kalogerakis et. al [17] apply the multiview approach
to the segmentation problem. From the 3D model, images are rendered from a
set of viewpoints chosen so that every polygon is seen at least three times. Dur-
ing the rendering of images, every pixel in the rendered images is associated with
the ID of a polygon and thereby creating a mapping for the back projection layer.
The images are then classified separately through cnns based on VGG-16 with
dilated convolutions replacing the last two pooling and striding layers. The con-
fidence of each label for every view is projected onto the 3D model using the
pre calculated mapping in a back projection layer. The confidence per label and
polygon are summarized and the label with the highest total score is chosen for
that polygon. Afterwards a conditional random field which favors coherent la-
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bels is applied to sharpen the edges. This approach showed a significant increase
in performance over previous methods. The authors conclude that the use of a
conditional random field is responsible for a major performance improvement.

2.1.4 Classification of Aerial Images

A significant number of works have investigated the semantic segmentation task
using the geodata from Vricon such as the MSc thesis of Carl Sundelius [30]. Sun-
delius classifier is currently the best performing classifier at the company. Al-
though the classifier has a high accuracy it tends to make blurry edges which
according to the author is due to the lack of annotated pixels in conjunction to
annotated pixels of another label. The network is a fcn using multimodal images
including RGB,ndvi and depth information in a ResNet50 pre-trained on the Im-
ageNet dataset [28]. The ndvi stands for normalized difference vegetation index
and is calculated using the normalized difference between near infrared and the
red channel to find chlorophyll. The measurement was first presented in [3] and
at Vricon first introduced by the MSc thesis of Gustav Tapper [31]. Tapper used
the ndvi as a feature among others in his artificial neural network (ann) which
was the predecessor of Sundelius classifier.

Yet another MSc thesis by Sofia Martinsson [22] has been conducted using
the geodata of Vricon. The thesis investigated if an ann with hand crafted fea-
tures could be used to detect facades of buildings and forest edges and showed
promising results with an accuracy of 94% on the validation set. However, the
training data set was very small only containing four sites and only five classes
were considered.

Furthermore Vricon’s geodata has been used in a per pixel cnn classifier de-
veloped by Längkvist et al. which, according to the authors, achieved state-of-the-
art performance [20]. However, they only looked at a seemingly homogeneous set
of images from the Swedish city Boden. Instead of developing a fcn they use the
cnn to classify each pixel and based on the confidence of the classification they
merge it with nearby segments. A significant part of their investigation was to
evaluate different inputs to the classifier. Apart from ndvi, dsm and RGB im-
ages many more spectral bands were used and combined.

Semantic segmentation of aerial images is not exclusively done by Vricon but
has been thoroughly studied. There is a 2D semantic segmentation challenge
presented by ISPRS focused on classification of aerial images [14]. The dataset
consists of aerial images of the city Vahiningen, Germany. The images have a
ground sampling distance of 9 centimeters placing it in the category of very high
resolution images. The current top performing classifiers report accuracy of ap-
proximately 90%. One of these studies presented in [21] performed 88.5% by
using an ensemble of end-to-end fcn trained for 90,000 epochs.

2.2 Neural Networks

In this section the theory behind neural networks is presented. It starts by de-
scribing the artificial neural network followed by an explanation of convolutional
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neural networks.

2.2.1 Artificial Neural Network

The idea of artificial neural network is from 1943 when McCulloch and Pitts
created a mathematical model for the human nervous system. [24] With the in-
vention backpropagation by Werbos in 1975, the ann as we know it today was
invented. [34] However, it was only very recently that computers got powerful
enough to take advantage of this technique.

An ann is made up of neurons arranged in different layers. There is an in-
put layer with the same number of neurons as the length of the feature vector
and there is a number of hidden layers in the middle followed by an output layer
with the same number of neurons as the required output. The feature vector
contains the features for each sample and could for instance contain the inten-
sity of a pixel’s red color channel. The output of a node is calculated by taking
the weighted sum of all the inputs and applying it to an activation function and
then multiply it with its weight. An activation function is a non-linear function
added to a neuron to enable the classifier to learn non-linear patterns. The activa-
tion function takes the output of the neuron and performs a fixed mathematical
operation on it. When choosing which activation function to use there are two
requirements it must fulfill: it must be non-linear, otherwise it serves no purpose,
and it should be differentiable. The reason for it to be differentiable is to make
the backpropagation work which will be explained later in this section. Examples
of such functions are the sigmoid function

σ (x) =
1

1 + e−x
, (2.1)

and the rectified linear unit

f (x) = max(0, x), (2.2)

also known as the ReLU. [11] If all the neurons in a layer are connected with
all the neurons in the previous layer the layer is said to be fully connected. Ac-
cording to the universal approximation theorem [5] any function can be approx-
imated using an ann with a finite amount of neurons even restricted to only a
single hidden layer. A good rule of thumb when designing a network with only
one hidden layer is to use twice as many neurons in the hidden layer as there are
features [26].

The processes of training a neural network consists of optimizing the weights
with regard to a cost function, also known as the loss function. The loss function
yields a value per training sample representing the distance between the predic-
tion and the true label. One of the most common loss functions is the multiclass
hinge loss also known as max-margin loss, defined as

Li =
∑
j,yi

max(0, sj − syi + ∆). (2.3)
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Figure 2.1: A neuron with two input parameters depicting how the forward
pass is propagated forward (to the right) by applying the activation function
on the weighted sum of the input parameters f . During backpropagation
the figure shows how the partial derivatives are propagated through the net-
work.

Here yi represents the true label of training sample i, s represents the output
score of the network, and ∆ is a hyperparameter known as the margin, which is
usually set to one. [1]

Due to the highly complex solution space, with thousands of dimensions, the
loss is not necessarily convex and calculating the derivative of the loss with re-
gard to the weights and setting it to zero is non-trivial and does not guarantee
a global optimum. Therefore the backpropagation algorithm is used. The gradi-
ents are recursively propagated through the network as shown in Figure 2.1 by
differentiating the loss of a sample using the chain-rule according to

δL
δx

=
δz
δx
δL
δz
. (2.4)

The goal is to find how the weights should be updated given the gradient of
the loss function. One algorithm that does that is stochastic gradient decent (sgd)
which in every iteration takes one step in the steepest direction. The steplength
is defined by the hyperparameter γ called learning rate. The weight update in
sgd is computed as

wk+1 = wk − γ∇L(w). (2.5)

Instead of calculating the gradients per sample, it can be calculated based on an
averaged cost of a mini-batch to save time. The general idea is that the steepest
decent per sample and batch is approximately the same. However this adds yet
another parameter to tune, namely the batch-size. [1]

Loss Function

There are several different loss functions that are more or less suitable for differ-
ent problems. Multiclass hinge loss has already been explained briefly and can be
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found in Equation 2.3. The other most common loss function is the cross-entropy
loss function, sometimes referred to as the softmax loss which is defined as

Li = −log
(
esyi∑
j e
sj

)
. (2.6)

The hinge loss yields zero as soon as the score of the correct class is higher than
the score of the other classes by the defined margin. Once the loss is zero the clas-
sifier will not learn anything from that training sample whereas the cross-entropy
loss will keep learning from every sample. However, this can also be regarded as
a feature of the hinge-loss since the classifier will focus on differentiating difficult
samples rather than improving on the already correct ones. However, in reality
the performance is very similar and which one is the best is problem dependent.
[1]

Optimizer

The original sgd optimizer has already been presented, but by improving the op-
timizer the classifier can avoid getting stuck in a local optimum and significantly
speed up the learning process. One improvement to sgd that is sometimes men-
tioned as part of sgd is momentum. By adding a term to the sgd equation that
accumulates the gradient, the optimizer can accelerate in the direction given by
the accumulated gradient. Thus, if the past iterations have moved in the same
direction the optimizer will keep moving in this direction despite the current
gradients course change and thereby avoiding local optimum. The added term is
called the velocity and is defined as

vk+1 = αvk + γ∇L(w), (2.7)

where α is a hyperparameter called momentum denoting how much the opti-
mizer should value the past gradients as opposed to the current gradient. The
weights are updated as

wk+1 = wk − vk+1, (2.8)

where v is the previously defined velocity. [1] [11]
With an idea of making both the learning rate and the momentum parame-

ters adaptive, the optimizer Adam is created. Adam is usually considered the
optimizer of choice, but it is more complex. The momentum is based on the first
and second order moment s, defined as

sk+1 = ρ1sk + (1 − ρ1)∇L(w), (2.9)

and r, defined as
rk+1 = ρ2rk + (1 − ρ2)∇L(w) � ∇L(w). (2.10)

Apart from the learning rate there are two parameters ρ1 and ρ2 usually set to
0.9 and 0.999. The first and second order moments are scaled according to

ŝk+1 =
sk + 1
1 − ρ1

, (2.11)
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and
r̂k+1 =

rk + 1
1 − ρ2

. (2.12)

Finally, the weight update is defined as

wk+1 = wk − γ
ŝk

δ +
√
r̂k+1

, (2.13)

provided by [1].

2.2.2 Convolutional Neural Network

Convolutional neural networks, known as cnn is a technique based on ann spe-
cialized for image recognition. As opposed to a regular ann, a cnn makes an
explicit assumption that the input is an image. By making that assumption they
can benefit from the knowledge that neighboring pixels are more relevant for
image recognition than pixels far from each other. In essence ann and cnn are
very similar, there is a set of dot products followed by a non-linearity function
that is updating weights to minimize a loss function and thereby learn a differ-
entiable score function. A cnn works by applying convolutions between a filter,
also known as a kernel, and the image. The filters contain the trainable weights
that are shared across the spatial shifts. When the network is trained, these fil-
ters usually learn features that previously have been hand-crafted such as edge
detection and pattern recognition. One important effect of the convolutions is
that the filters are translation invariant meaning it does not matter where in a
picture an object is. The inputs are considered as volumes instead of vectors so
an RGB-image as an input generally has a height, width and a depth in the form
of the three color channels. The filters are usually small compared to the image
but with the same depth and are thus applied over all channels of the input at
the same time. One of the major advantages is that such an architecture requires
significantly fewer weights than a similar ann resulting in the ability to process
larger images. [1]

An ann as opposed to a cnn is in way a brute force approach of machine
learning where it does not matter how spatially close to pixels are, they will be
treated the same either way. To learn complex structures such as images you can
only use the raw pixel values as features for very small images such as CIPHAR-
10 with 32x32x3 input size. However for larger images, hand-crafted features
that reduce the dimensionality are still required. [1]

Convolutional Layers

The convolutional layer is the main part of the cnn. It is defined by the four
hyperparameters: filter size, number of filters, stride and zero-padding. The filter
size determines the spatial extent that will be convolved i.e. the receptive field,
stride determines how many steps the filter should move before being applied
again and zero-padding refers to the method of adding zeros around the image
to enable the convolutions to be applied to the pixels in the edges as well. The
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number of filters essentially represents the depth of the output and can be seen as
different feature extractors. An illustration of a convolution is found in Figure 2.2.
[11]

Figure 2.2: An example of a 2x2 convolution using stride 1 with 1 filter on
a 4x4 input without any zero-padding. The highlighted square in the in-
put image is convolved with the filter, which produces the the output high-
lighted in the feature map.

Pooling

One very important concept of convolutional networks is pooling. Pooling is used
to reduce the spatial complexity by downsampling the feature map. Similarily to
the convolution it applies a NxN kernel with a specified stride. The layer does
not have any weights and hence does not introduce any new parameters. The
most common pooling operation is max pooling, illustrated in Figure 2.3 which
outputs the maximum value within the kernel’s receptive field. [11]

Figure 2.3: Max pooling with a 2x2 filter size and stride 2.
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2.2.3 Semantic Segmentation

In a classification task, the input image would be downsampled until the dimen-
sions are equal to the number of classes. However, this is not suitable for seman-
tic segmentation since upsampling the output would result in a single coloured
image of the most likely class. The first step to counter this problem is to get
rid of the final fully connected layers and replace them with spatial aware convo-
lutional layers. Any fully connected layer can be replaced with a convolutional
layer, and any convolutional layer can be replaced with a fully connected layer.
For instance, the final fully connected layers are mapping features to the number
of classes which is equivalent to a convolutional layer with the same filter size as
the feature dimension and the number of filters equal to the number of classes.
Even though the output of a fully convolutional network is a dense score map
with spatial information of where in the image an object is, the size of the score
map is significantly smaller. The smaller size is due to the numerous pooling
layers and downsampling convolutions. To make the score map and the input
image the same size, upsampling can be used. Upsampling is a reversed pooling
operation which uses operations such as bilinear interpolation to fill the gaps.
In [19] the deconvolution layer is introduced which can be seen as a reversed
convolution, and be used instead of upsample layers. The deconvolutional layer
can potentially yield a better upsampling than the previously mentioned linear
upsampling layers. [1]

2.3 Data Augmentation

Data augmentation is according to [32] a “regularization scheme that artificially
inflates the data-set by using label preserving transformations to add more invari-
ant examples”. It originates from a study by Yaeger et al. [35] in which an ann
was used to recognize handwritten characters. The data augmentation, or warp-
ing as it was called in the paper, consisted of a series of randomly warped charac-
ters with the purpose of balancing the data set to prevent the bias towards more
frequent occurring characters. Since then it has been used to increase the amount
of training data and reduce overfitting [18]. There are three different categories
of augmentations: geometric transformations, photometric transformations and
complex data augmentation. Geometric transformations alter the geometry of
the image using flipping, cropping, scaling and rotating with the purpose of mak-
ing the cnn invariant to orientation and size. Photometric transformations alter
the properties of the image using color jittering, edge enhancements etc. to make
the cnn invariant to different lighting and colors. Complex augmentation is a
technique used to synthesize more training data using for instance generative
adversarial networks [37]. Complex data augmentation is usually both time con-
suming to implement and computationally expensive during runtime.
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Figure 2.4: A dsm of Chicago, USA rendered from south viewpoint at a
63◦angle.

2.4 Generation and Extraction of Data

Vricon’s geodata comes from satellite images taken at approximately 600-800 km
above the ground which means they get color distortions caused by the atmo-
sphere. Several enhancements are applied such as color correction, edge sharpen-
ing and normalization of luminance between images. Furthermore, the lenses on
the cameras suffer from barrel distortion which has to be compensated for.

In the end an 8-bit RGB image is stored that together with others can be used
to construct a 3D mesh containing RGB and height information about the globe.
Despite the immense distance to the camera, the images have a resolution of 0.5
meters per pixel. In this thesis the rendered images are extracted in so called
oblique views at multiple angles to make use of as much of the information as
possible.

Due to the fact that satellite cameras are moving synchronously with the sun,
shadow areas, that are darker and generally of lower quality, tend to emerge.

2.4.1 Digital Surface Model

The digital surface model (dsm) is a 2D height map used to describe the sur-
face elevation. In this thesis, dsm will refer to the surface model rendered dif-
ferent viewing directions at infinite distance, resulting in a 32-bit floating point
greyscale image where the intensity of a pixel represents the height of the model.
Such an image can be seen in Figure 2.4. The usage of dsm in aerial image classifi-
cation has been shown to have significant effect on the classification performance
[30], [20], [22], [31].
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2.4.2 Digital Terrain Model

One of the products generated by Vricon is the digital terrain model (dtm). Sim-
ilarly to the dsm the dtm is an elevation model, however, the dtm describes the
height of a bare earth model where buildings, man-made objects, trees and other
vegetation are removed. This model can for instance be used to model flooding
of an area when objects such as trees and buildings have a small effect on the
simulation.





3
Method

This chapter describes the method used to answer the research questions of this
thesis. Firstly, a system overview is presented containing sections describing dif-
ferent approaches to the problem. This is followed by a section presenting the
performed experiments and finally a section describing the evaluation method.

3.1 System Overview

This thesis aims to investigate if a multiview semantic segmentation classifier can
increase the performance over a single view system, and how such a system can
be implemented. The purpose of the multiview approach is to capitalize on the
fact that the model being classified is in 3D, whilst still using the knowledge from
the already extensively researched area of 2D cnn. The task of the system is to
semantically segment, i.e. pixel-wise classify, a 3D model. This is accomplished
by extracting a set of views from the 3D model, classifying these rendered views
separately using a fcn and then merging the classified images into one image
which can be used to texture the model. Hence, the system can be broken down
into three subtasks: image extraction, classification and merger. An overview of
the system is provided in Figure 3.1.

This section will explain how each of these subtasks is solved by firstly pre-
senting the available data, how it is pre-processed and then used to train the
classifier. Secondly, the different approaches for the classifier will be presented
followed by a final section presenting the different merge strategies.

3.1.1 Data

The data consists of 147 large, annotated 3D-models of locations around the
world from Vricon’s extensive archive. These locations include areas of dense jun-

17
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View
Extraction Classify Merge

RGB-D 

Other views 
Training phase

GT

Figure 3.1: System overview. The training phase is highlighted in the dashed
box. During the training phase of the classifier, the ground truth image(GT)
for the view is provided as input depicted with dashed arrows. During test
time the whole system, except the dashed arrows, are used.

gles in South America, tall skyscrapers in North America, European countryside
as well as deserts in northern Africa. Thus, the data set is very diverse and pro-
vides a real challenge. From these models, views consisting of large 8192x8192
images, are rendered from different directions. To render an image from the 3D-
model an orthographic projection is applied, resulting in a 2D-image without
perspective, rendered straight above the model, i.e. orthogonal to the ground
plane. To render the oblique images, a skew transform, also known as a shear
transform, is applied to the model. An image is then rendered from the skewed
model using an orthographic projection, similar to using a tilted orthographic
projection on the original model. This results in an image where all objects are
tilted. A visualization of a skew transform in 2D is shown in Figure 3.2.

yy

x x 

Figure 3.2: The object to the right depicts the result of applying a skew or
shear transform along the x-axis to the left object.
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Figure 3.3: Three images depicting the three image categories. All images
are from the same area of Chicago, USA. Left: Top view. Center: Oblique
view with straight objects. Right: Oblique view with skewed objects.

In this study the number of viewpoints has been restricted to the following
nine:

• North,
• North-east,
• East,
• South-east,
• South,
• South-west,
• West,
• North-west,
• Top view.

Since the classifier is not required to be completely rotation invariant, i.e detect
upside-down buildings, all oblique views are rotated so that roofs are pointing up
in the image. This is achieved by rotating an image 90◦ multiple times. Rotating
with multiples of 45 ◦ would have the desired effect that all images have objects
pointing straight up, however since the images are squares such an operation
would either involve a lot of padding or cropping and therefore performing 90◦

only rotations were considered a good compromise. Therefore, the rotated images
can be categorized into three groups: top view, oblique with straight objects and
oblique with skewed objects as is shown in Figure 3.3.

To be able to compare the results with [30] and thereby evaluate the method
the classifier will train on the same data, the same 147 3D-models with the same
labels, which means that the data is split into 90% training data and 10% valida-
tion data. Apart from that, four sites Bucharest, Romania; San Juan, Puerto Rico;
Cambridge, USA and Maltepe, Turkey are chosen as the test data as is done in
[30].

The combination of a large network architecture and large images results in
the 11 GB GPU memory limit being reached. Therefore, the large 8192x8192
images were split into smaller images of size 512x512 (256x256 meter), resulting
in the training data. By randomly sampling a list of all training data, a batch
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Table 3.1: Labels with their abbreviations and corresponding RGB colors

Name Abbr. Value Color [R,G,B] Color

Undefined U 0 [0, 0, 0]

Building Bu 1 [255, 0, 0]

Vegetation Ve 2 [0, 255, 0]

Water Wa 3 [0, 0, 255]

Road Ro 4 [255, 0, 255]

Vegetated ground VG 5 [255, 255, 0]

Barren ground BG 6 [255, 125, 0]

Man made ground MG 7 [125, 0, 255]

containing a mix of images from different areas models some of the diversity of
the training set which prevents the model from overfitting to a certain geographic
area. To avoid wasting training time on images containing none or just a few
annotated pixels [30] discards images with fewer than 1000 annotated pixels, a
limit that in this system is increased to 3000 to reduce the training time further.
The limit of 3000 annotated pixels is approximately 1.1% of the 512x512 image
and with a resolution of 0.5 m per pixel represents a 750 m² surface coverage.

Annotations

The manual annotations have been conducted on 2D-images from the top view
with the instructions not to have any misclassification in the dataset leading to
annotations not going to the very edge of objects. Labels are made up of eight
different classes, each has a corresponding color as presented in Table 3.1. The
annotated image is simply an RGB-image with the labeled objects drawn with the
corresponding color. In this thesis the dsm is textured with the annotated data, in
essence giving the labels height information which has the unwanted effect that
many facades are not labeled. To cope with this problem all building labels have
been expanded 4.5 m on pixels that are lower than the maximum height of the
building but higher than 6 meters from the dtm representing the ground level.
A few different values were tested and after ocular inspection the values 4.5 and
6 m were chosen since they yielded low misclassification while still providing
many more labeled pixels.

Apart from expanding the building labels, the extraction of labels also in-
volves separating them from the background to ensure that, for instance, a very
blue house would not be confused with the label water [0,0,255]. An example of
the original compared to the enhanced building labels can be seen in Figure 3.4.
Another reason for the removal of the background is that when the mesh is tex-
tured with the labels, the pixels are interpolated over the polygons which is why
multiple shades of the label-colors can be seen in Figure 3.4. To be able to use all
the labeled information, the background was removed and all pixels in the anno-
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tated image were encoded as a one-hot representation, each pixel was labeled as
the label of the nearest color based on the absolute difference over the channels.

Figure 3.4: To the left a building labeled according to the annotation data.
To the right, the same building but with expanded edges and separated from
the background. Both images depict the same area in Chicago, USA.

Another thing to notice is that the facades shown in Figure 3.5 are blurry.
This is due to two things. First, the texture is a fusion of multiple satellite images.
Second, the resolution of 0.5 meters per pixel is true for ground orthogonal to
the camera but steep edges have a lower resolution causing the averaged effect.
In recognition terms this is not necessarily bad as long as this averaged effect is
unique and generalizes well.

Figure 3.5: The figure depicts the facades of buildings in Chicago, USA.
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Pixel in rendered view 

Mesh 

Figure 3.6: Visualization of the small error in projection. The error is the
distance between the two dashed lines. The original pixel is projected to the
outskirts of a pixel in the rendered view. When the pixel is projected to the
mesh it is calculated from the center of the pixel causing an approximation
error that can cause the projection to hit the neighbouring pixel.

Extraction and Projection of Oblique Views

The extraction can be seen as an image being rendered from the 3D-model us-
ing a camera, at infinite distance, as the rendered image is without perspective.
To render the oblique views the camera is tilted with an angle as described in
Section 1.1.1. Each polygon is mapped to the nearest pixel in the rendered view,
which creates a small error visualized in Figure 3.6. This error is visible when
the rendered view is used to project values back to the 3D-model. The pixel that
is projected back to the 3D-model can end up in any of the neighbouring pix-
els around its origin. If the original pixel is next to an edge, the small error is
enough for the projection to miss the edge and the pixel will be projected on the
background. The result of that is a “spray effect” around tall objects with sharp
edges which can be seen in Figure 3.7. This effect is further enhanced by any
misclassification around edges of objects in the oblique views.
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Figure 3.7: Top: Texture image of Dubai. Left: Unskewed confidence of the
building class seen from south-west viewpoint. The contours north-east of
each building is the mentioned “spray effect”. Right: The same unskewed
confidence image but averaged with a 3x3 filter.

To cope with this error every projected image is averaged using a 3x3 filter to
smooth these stray pixels and minimize their impact on the final prediction. The
filter size of 3x3 is chosen since the projected pixel can miss the intended pixel
in any direction thus end up in nine different pixels.

The process of visualizing an oblique view from the top view viewpoint will
hence be called unskew. The process is performed by first projecting the pixels in
the oblique view to the 3D-model using the dsm and then rendering this model
from a top view viewpoint as illustrated in Figure 3.8.

3.1.2 Classifier

Three different approaches to the classifier have been implemented: the naïve ap-
proach, the end-to-end approach and the hybrid approach. All three approaches
are based on the idea to take a 3D model containing RGB and height information
for every polygon, tilt it with a specific angle in a direction and render a view
from this viewpoint. This is done for up to nine viewpoints resulting in multiple
views of the same area. Which angles and how many views are parameters that
have been investigated in this thesis. This RGB-D dataset is sent through a clas-
sifier and then the classified images are projected back onto the 3D-model and
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Figure 3.8: An illustration of the unskew process. An oblique view to the
right is projected to the dsm and then rendered as a top view.

then rendered as a 2D image from the top view viewpoint. All of them are similar
in the sense that they are all based on ResNet50 fcn pretrained on ImageNet.

Network Design

To be able to compare the results of the thesis with the previous classifier at
Vricon presented in [30] the same base network, parameters, loss function and
optimizer have been used. Thus the base network was a fully convolutional
ResNet50, initial learning rate was set to 0.001 and decreased with a factor 10
every 30 epochs, batch size was 11 and Adam was the chosen optimizer. RGB-D
is a four channel input and the pre-trained weights for ResNet50 on ImageNet
is only applicable to a three channel input. Thus, the first three channels, RGB,
will be initialized using the pre-trained weights and the last channel represent-
ing the depth information will use randomly initialized small weights. By using
nine views per image in the data set the training time increased by a factor nine.
Therefore, due to time constraints, the networks in this thesis have only been
trained for 50 epochs instead of 100 epochs as in [30].

Naïve System

The naïve system is based on the idea that one FCN is all that is needed and that
all views can benefit from a general representation of the objects from all views.
The merging is done in the next subsystem. All images in the training set ren-
dered from all nine viewpoints are paired with their corresponding ground truth
image as described in Section 3.1.1, and used to train one fcn. During the test
phase one image per view is classified, resulting in an equal amount of predicted
images. These predictions are still skewed as can be seen in Figure 3.9, and are
passed to the next subsystem for merging which is explained in Section 3.1.3. A
general overview of the naïve system is shown in Figure 3.10.
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Figure 3.9: Figure visualizing how each view is predicted separately, the
input(left) and the prediction(right) both from a south-west viewpoint. The
image a rendered from the Hongkong model.

View
Extraction CNN Unskew Merge

RGB-D Labels Unskewed 

Other views 

Figure 3.10: Naïve system.

End-to-end

Throughout many papers, [2], [6], [17], [21] evaluating different methods using
cnns the importance of end-to-end training is stressed. Hence an end-to-end
system has been developed, largely influenced by the architecture of [17], sum-
marized in Section 2.1. To make an end-to-end network, the projection as well as
the classifier have to be trainable together using all views at the same time. The
output of this system must be a 2D-image representing the classifications seen
from a top view perspective whereas the input must be the same geographic area
seen from different viewpoints.

Views are extracted as explained in the introduction of this chapter resulting
in up to nine RGB-D images. Due to the size of the images, which can be as
large as 8192x8192 pixels, they are divided into patches of size 512x512 to fit
in the memory of the GPU. These patches are then fed through nine separate
cnns, one per view. All cnns are based on the same ResNet50 architecture but
since the views can be categorized into three different categories as explained in
Section 3.1.1 the weights of the cnns corresponding to views in the same category
are shared. Hence, three different cnns are trained instead of nine decreasing the
demand for more trainable parameters. An overview of this system can be seen
in Figure 3.11

Since the input to a single cnn is a 512x512 RGB-D image, the number of



26 3 Method

channels is 4. Thus, the input to the system using all nine views is 9x512x512x4
not considering the mappings used in the projection layer. The output from a
single cnn is a 512x512x8 image where the depth is the number of classes. The
projection mappings consist of a 512x512x2 matrix where the two channels rep-
resent row- and column-index of the pixel if it would be seen from a top view
viewpoint. Therefore, the input to the projection layer is the outputs from all
nine cnns stacked with a projection matrix for every view with the total dimen-
sions of 512x512x90, the depth consisting of all 8 classes and 2 projection ma-
trices for all 9 views. The task of pixel-wise transforming all 8 classes for 72
layers (9 views and 8 classes) from the cnn according to the projection matrix is
computationally expensive.

Since this layer is a non-linear mapping for both the confidence in the forward
pass and the gradient flow in the back-propagation it is not a differentiable oper-
ation which meant that Keras cannot automatically infer the back-propagation of
the layer. Furthermore, since Keras is an API on top of tensorflow, theano and
CNTK it does not provide any way of defining the backpropagation of a layer.
Therefore, the backpropagation layer was built as a custom tensorflow operation
using py_func and then wrapped in a Keras layer. As opposed to the native ten-
sorflow operations built in C++ this solution is very slow, taking approximately
20 minutes for one step. 20 minutes per step results in more than 100 hours per
epoch and thus training a whole model would take longer than the span of the
thesis so the method was therefore rejected.

Hybrid Model

The motivation behind this approach is to use the prior knowledge that the im-
ages can be separated into three different categories with distinct characteristics
as described in Section 3.1.1. In this approach three separate cnns are trained
on the different image categories; one cnn for the top view images, one for the
skewed images with oblique objects and lastly one for the skewed images with
straight objects as illustrated in Figure 3.12. During the training phase they are
isolated from each other and then during the test phase each view will be pre-
dicted separately but the merger can be performed in exactly the same way.

One problem with this approach is that the already few training images are
even fewer when splitting up the data. Each FCN has approximately 11000 im-
ages for training.

3.1.3 Multiview Merge

To answer the question of how the views should be merged, two different merge
strategies have been implemented. Since multiple pixels in the oblique view cor-
respond to the same pixel in the top view, both strategies aim to take advantage
of this fact. In the first strategy every view is predicted separately and then pro-
jected onto the 3D-model where overlapping pixels are summed. The class of a
pixel in the top view is then selected by choosing the class with the most votes.
Hence this strategy will be denoted votes. An illustration of this can be seen in
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Figure 3.11: End-to-end system. RGB views together with depth are ex-
tracted from the 3D-mesh and evaluated through separate CNNs. The con-
fidences are unskewed using the precalculated mappings, where confidence
mapped to the same pixel is summarized. cnns colored with the same color
represent shared weights due to the same image category.
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Figure 3.12: Hybrid model. Rendered RGB views together with depth are ex-
tracted from the 3D-mesh and evaluated through three separate CNNs, one
per image category. The classified images are then unskewed and merged.

Figure 3.13. The figure shows an image from south-west viewpoint of buildings
in Hongkong being predicted. The predicted image accounts for the votes per
pixel from the south-west view. The votes are then projected onto the 3D-model
and then unskewed resulting in one greyscale image per class where the intensity
of a pixel represents the number of votes per class. These unskewed images are
summed with the corresponding images of the other views, resulting in a total of
8 images, containing the accumulated votes from all views per class. In the final
step, every pixel is assigned the label with the most votes.

Other views

+

Figure 3.13: A figure explaining how the merge strategy called votes works
by showing the generated images when predicting a small subset of the
Hongkong 3D-model.

The second strategy is very similar but instead of only looking at the predic-
tions of each view the confidence for every class and view is used in the fusion.
The confidence is extracted from the model prior to the last sigmoid function.
The sigmoid function squashes the values into the range [0, 1] where the sum of
the values adds up to 1. This tends to make the highest score of the predicted
class close to 1 regardless of the actual confidence of the prediction. Hence the



3.1 System Overview 29

confidence is extracted for every class and view and are projected onto the 3D-
mesh where overlapping pixels are summed. The class of a pixel in the top view
is then selected by choosing the class with highest confidence summed over all
views. This merge strategy will be denoted conf, short for confidence.

Multiplier

Since the top view, due to less occlusion has a better view over low classes such
as water and roads, a set of multipliers, or weights, are used in the merger. For
instance, oblique views frequently mistake dark shadows for water, hence all
oblique views received a multiplier of 0.2. However, since water is a low and
flat class, if every view votes water the pixel will get 8 · 0.2 oblique votes and one
top view vote resulting in 2.6 votes, no matter how confident the classifier is. To
counter this issue, the top view received a multiplier of 4. Exactly which weights
are used is presented in table Table 3.2.

Table 3.2: List of multipliers used in the merging process

Weight
Class name Top view Oblique views
Undefined 0 0
Vegetated ground 1 1
Building 0.4 1
Vegetation 1 4.5
Water 4 0.2
Road 4 0.5
Barren 3 0.3
Mandmade ground 1 1

ANN

Since the merging procedure is a matter of optimizing a set of parameters it is
ideal for a fully connected artificial neural network. Thus, instead of using a
merge strategy based on multipliers an ann is implemented. The training data
consists of the confidence images generated by the fcn for all images in the train-
ing set. As ground truth the same labeled image as for the top view is used. So for
every labeled pixel in the ground truth images, a set of 63 features, containing
the confidence of that pixel for every class and view, are used as features. The
number of output nodes is 7 since there are 7 classes in total, excluding the un-
defined class. The designed network is two layers deep with the hidden layers
designed as presented in Table 3.3. The training set is split into 60% training
and 40% validation data and optimized using sgd with momentum. The learn-
ing rate was set to 0.001 and momentum 0.9. During the prediction phase the
network replaces the merge subsystem taking the confidence image per view and
class as input, outputting a single classified image as can be seen in Figure 3.14.
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However, due to the extra time it takes to first create all the training data by
predicting every image with the fcn and then training the ann to fit this dataset
it was only done once during this thesis project. This merge strategy will be
denoted ann.

Table 3.3: ANN

Layer name Number of neu-
rons

Input 63
Hidden1 126
Hidden2 100
Out 7

Other views

+ ANN

Figure 3.14: A figure explaining how the merge strategy called ann works
by showing the generated images when predicting a small subset of the
Hongkong 3D-model. Each view is predicted, then the confidence images
per class are unskewed and fed to the ann which will combine the images
and output the final prediction.
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3.2 Experiments

To answer the research questions regarding how many views are needed and how
they should be arranged a number of experiments were tested and a number of
networks were trained. Due to time constraints, all arrangements, angles and
number of views could not be tested. Hence, during the initial phase of the
project some small experiments were carried out to extract a smaller set of pa-
rameters to be tested. The investigated parameters are presented in the table 3.4
summing up to a total of 64 different configurations if all combinations are to be
tested.

The training time for the naïve model was approximately 150 h. With 64 con-
figurations the estimated minimum total training time is 9600 GPU-hours or 400
full GPU-days. Thus the number of experiments must be limited. A baseline
configuration was constructed and one parameter at a time were altered. This
approach limits the number of configurations to 8 with an estimated total train-
ing time of 1200 GPU-hours or 50 GPU-days. The tested configurations are pre-
sented in Table 3.5. For every network the two different merge strategies votes
and conf were tested. Furthermore the merge strategy ann was tested only for
net A-Baseline due to time constraints. When configuring a model with only
one view, the naïve model and the hybrid model becomes equivalent, hence net
G-1View does not have a specified model. The hybrid net consists of three sepa-
rately trained networks (one per category), including net G-1View, summarized
in net H-9View-Hybrid. Net G-1View can also be evaluated as a single view net-
work with only top view images.

Table 3.4: The parameters and the values to be tested

Parameter Value Description

Angle 45 °, 63 °
Angle of the camera view, where
0 ° is from above.

Top view With, Without
If the top view should be in-
cluded or not.

Depth With, Without
If dsm should be an input chan-
nel to the cnn or not.

Number of views 1, 2, 5, 8, 9
The number of views including
the top view.

Model architecture Naïve, Hybrid
Which model architecture to
use.

3.3 Evaluation

The scores will be evaluated using the precision, recall and F1-score as well as
accuracy. To calculate these metrics a confusion matrix is constructed using the
predicted results and the ground truth. Every entry nij denotes the number of
pixels annotated with label i that were predicted as label j. Hence, the false
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Table 3.5: The different configurations to be tested. Net A being the baseline
configuration.

Id Angle Top view Depth # of views Model
A-Baseline 45 ° With With 9 Naïve
B-Angle63 63 ° With With 9 Naïve
C-NoTop 45 ° Without With 8 Naïve
D-NoDSM 45 ° With Without 9 Naïve
E-5View 45 ° With With 5 Naïve
F-2View 45 ° With With 2 Naïve
G-1View 45 ° With With 1 -
H-9View-Hybrid 45 ° With With 9 Hybrid

negative (FN ) of class x is when the correct label is x but the pixel is predicted
as another class. False positive (FP ) of class x on the other hand is when the
pixel is predicted as class x but the label is y. True negative (T N ) of class x is
when the correct label is y and the pixel is predicted as a class z , x. Lastly, true
positive (T P ) of x is when the pixel is predicted correctly as class x. Precision
can be explained as the fraction of the number of relevant instances out of all the
retrieved instances, given by Equation 3.1. Recall can be explained as the fraction
of how many relevant instances are retrieved out of all relevant instances, given
by Equation 3.2. F1-score is the harmonic mean of precision and recall, given by
Equation 3.3.

precisioni =
#T P

#T P + #FP
=

nii∑
c nci

(3.1)

recalli =
#T P

#T P + #FN
=

nii∑
j nij

(3.2)

F1i =
2 · precisioni · recalli
precisioni + recalli

(3.3)

Apart from the class specific scores, the intuitive measurement of overall ac-
curacy is used, given by Equation 3.4. The overall accuracy can be seen as the
fraction of the sum of all true positives in all classes and the total number of
annotated pixels.

accuracy =
∑
i nii∑

i
∑
j nij

(3.4)

In addition to evaluating using evaluation metrics, the predicted images will
also be examined using visual inspection. However, to show predictions of all
test set images using every network and every merge strategy would flood the
whole report with 4 · (8 · 2 + 1) = 68 images. Thus, the images are provided in
Chapter C and the result contains chosen features.
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This chapter presents and discusses the results of the experiments. The first part
presents the quantitative results based on the evaluation metrics. The second
part presents and discusses the findings of the qualitative evaluation. Finally, a
section discussing the method is presented.

4.1 Quantitative Results

This section presents the quantitative results of the thesis based on the metrics
presented in Section 3.3. To be able to compare the results from this thesis with
the results presented in the MSc thesis by Carl Sundelius [30], both classifiers
have to use the same information as input. However, Sundelius did not evaluate
any classifier using solely RGB-D. Hence the results of this thesis will be com-
pared with two of the trained networks from Sundelius: net A and net C. Net A
is a ResNet50 classifier trained on 2D orthorectified RGB-images as input. Net C
is also a ResNet50 and, apart from the 2D orthorectified RGB-images, it is also
using depth information represented in a dsm as well as vegetation index infor-
mation represented in a ndvi image, as input. Net A and C from [30] will be
denoted I-RGB-Comp and J-RGB-VI-D-Comp respectively in this chapter. Both
networks have been trained on the same data set as this thesis for 100 epochs.

The complete set of results including F1-score, precision, recall and accuracy
calculated both overall and per site are presented in Appendix A. A summary of
the overall accuracy per network and site is listed in Table 4.1. Table 4.1 shows
that all networks merged using the votes merge strategy outperforms their cor-
responding counterpart using the merge strategy conf. This becomes even more
obvious when the result is sorted based on average accuracy as in Table 4.2. An-
other finding is that the vast majority of the networks with the votes merge strat-
egy shows improved results as opposed to the comparative net I (I-RGB-Comp).
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Table 4.1: Accuracy per site and model. The merge column (M) states which
merge strategy has been used in the the network where v represent the one
vote per pixel merge votes, c represent merge strategy conf and a represent
merge strategy ann. To further understand each network check Table 3.5.

Net M Acc(Tot) San Juan Bucharest Maltepe Cambridge
A-Baseline v 0.8726 0.8447 0.8312 0.9488 0.9519
A-Baseline c 0.8245 0.8356 0.7427 0.9144 0.9304
A-Baseline a 0.8670 0.8690 0.7976 0.9557 0.9583
B-Angle63 v 0.8066 0.8917 0.6990 0.9489 0.8298
B-Angle63 c 0.7999 0.9001 0.6734 0.9535 0.8365
C-NoTop v 0.8510 0.9410 0.7521 0.9394 0.8850
C-NoTop c 0.8064 0.9079 0.6807 0.9287 0.8606
D-NoDSM v 0.8623 0.8342 0.8260 0.9384 0.9425
D-NoDSM c 0.7833 0.7660 0.6980 0.9046 0.9147
E-5View v 0.8292 0.8340 0.7490 0.9604 0.9114
E-5View c 0.8063 0.8125 0.7144 0.9609 0.8965
F-2View v 0.9089 0.8682 0.9164 0.9445 0.9244
F-2View c 0.7797 0.6766 0.8139 0.8331 0.8108
G-1View - 0.8392 0.8173 0.8190 0.9559 0.8346
H-9View-Hybrid v 0.8772 0.9071 0.8352 0.9567 0.8744
H-9View-Hybrid c 0.8422 0.9406 0.7296 0.9254 0.8982
I-RGB-Comp - 0.8452 0.8760 0.7437 0.9548 0.9498
J-RGB-VI-D-Comp - 0.9054 0.9160 0.8472 0.9811 0.9665

Furthermore net F-2View shows a higher accuracy than the comparative net J-
RGB-VI-D-Comp with the ndvi channel, which has been shown to improve re-
sults greatly.

In Table 4.3 the overall F1-score per class evaluated on the test set is presented.
From the table it is clear that the multiview approach is better or equal, compared
to the two comparative networks I-RGB-Comp and J-RGB.VI-D-Comp, when it
comes to the classes building (Bu), vegetation (Ve) and water (Wa). Net J-RGB-
VI-D-Comp which uses ndvi outperforms the other networks on the remaining
classes. The multiview approach struggles with the classes barren ground (BG)
and man made ground (MG), compared to both comparative networks.

4.2 Results Analysis

In this section, the results from the quantitative evaluation and findings from the
qualitative evaluation are discussed, with respect to the investigated parameters.

4.2.1 Camera Angle

It is clear from Table 4.1 that among the tested angles the best one for the task
is 45◦. The models using 63◦ camera angle are performing among the worst of
all networks. Comparing the two networks A-Baseline and B-Angle63, the only
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Table 4.2: Models sorted by average accuracy.

Net Merge Acc(Tot)
F-2View votes 0.9089
J-RGB-VI-D-Comp - 0.9054
H-9View-Hybrid votes 0.8772
A-Baseline votes 0.8726
A-Baseline ann 0.8670
D-NoDSM votes 0.8623
C-NoTop votes 0.8510
I-RGB-Comp - 0.8452
H-9View-Hybrid conf 0.8422
G-1View - 0.8392
E-5View votes 0.8292
A-Baseline conf 0.8245
B-Angle63 votes 0.8066
C-NoTop conf 0.8064
E-5View conf 0.8063
B-Angle63 conf 0.7999
D-NoDSM conf 0.7833
F-2View conf 0.7797

Table 4.3: Accuracy and F1 per class for the whole test set. The merge col-
umn (M) states which merge strategy has been used in the the network where
v represent the one vote per pixel merge votes, c represent merge strategy
conf and a represent merge strategy ann.

Net M Acc Bu Ve Wa Ro VG BG MG
A v 0.8726 0.9544 0.8165 0.9859 0.8849 0.8501 0.6756 0.7912
A c 0.8245 0.9468 0.5619 0.9641 0.7642 0.8025 0.6870 0.7679
A a 0.8670 0.9641 0.7633 0.9767 0.8989 0.8334 0.6396 0.8318
B v 0.8066 0.9328 0.6235 0.9470 0.9404 0.7263 0.4451 0.8581
B c 0.7999 0.9299 0.4960 0.9623 0.9329 0.7169 0.4763 0.8557
C v 0.8510 0.9279 0.8848 0.9904 0.8969 0.7866 0.2358 0.8964
C c 0.8064 0.9124 0.6036 0.9864 0.8677 0.7381 0.2906 0.8831
D v 0.8623 0.9002 0.6747 0.9796 0.9469 0.8197 0.8122 0.8139
D c 0.7833 0.8932 0.4647 0.8442 0.6591 0.7957 0.7736 0.8020
E v 0.8292 0.8588 0.9645 0.9873 0.9435 0.7901 0.1303 0.7285
E c 0.8063 0.8581 0.8420 0.9892 0.9429 0.7608 0.1295 0.7261
F v 0.9089 0.9685 0.9364 0.9869 0.9248 0.8966 0.7228 0.8291
F c 0.7797 0.4885 0.8404 0.9126 0.5516 0.8823 0.8248 0.6918
G - 0.8392 0.8720 0.9326 0.9459 0.8524 0.8105 0.5948 0.7223
H v 0.8772 0.9199 0.8828 0.9642 0.9023 0.8267 0.6757 0.8700
H c 0.8422 0.9427 0.5823 0.9451 0.7988 0.7883 0.7672 0.8929
I - 0.8452 0.9497 0.7371 0.9285 0.9539 0.6990 0.8775 0.9141
J - 0.9054 0.9525 0.5438 0.9984 0.9760 0.9760 0.9655 0.9425
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difference is the camera angle, net A-Baseline and B-Angle63 uses a camera an-
gle of 45◦ and 63◦ respectively. However, when comparing these networks the
average accuracy of net A-Baseline is 87.26% and net B-Angle63 is 80.66%. This
is likely due to the original satellite images being taken at less than 45◦ angle.
Both net A-Baseline and B-Angle63 are naïve models so in the training data both
oblique and top view images are used. Thus, another contributing factor is that
45◦ images may generalize better with the top view than the 63◦ images.

4.2.2 DSM

Thedsm does not provide the expected performance improvement. Net D-NoDSM
withoutdsm achieves only 1.03% lower accuracy than the baseline net A-Baseline.
This suggests that the network does not make full use of this added informa-
tion. The reason is likely because the RGB channels are initiated with pre trained
weights and the dsm channel is randomly initialized. To counter this issue one
could either train the model longer and hope that the model will learn to use the
dsm, or try to initialize the weights for the dsm channel in a more efficient way.
One example of this can be seen in net N of Sundelius MSc thesis work [30].

When comparing the multiview network D-NoDSM with the comparative net-
work I-RGB-Comp it is clear that the multiview method, using 9 views, provides
an accuracy improvement of 1.71%. Furthermore, when considering that net G-
1View underperformed in comparison to I-RGB-Comp, despite having the DSM
as added information, makes it even more impressive that net D-NoDSM scored
such a high result.

4.2.3 Top View

Network C-NoTop is not using any top view and scored an average accuracy of
85.10% using votes merge strategy. This score can be compared with the score
of network D-NoDSM, which is not using the dsm channel, at 86.23%. Based on
these results it is clear that the top view adds more information than the dsm.

Another surprising result is that net C-NoTop achieved the highest accuracy
amongst all networks on San Juan. This can be partially attributed to the lack
of tall buildings in San Juan, resulting in less or no occlusion for the oblique
views. However, this does not explain why adding the top view would reduce
the accuracy. Another contributing factor is that San Juan is located close to the
equator, thus being evenly illuminated, combined with the lack of tall buildings,
which makes it lack any significant shadow side that would lower the quality of
the mesh.

4.2.4 Number of Views

From the results it is hard to draw any conclusion to answer how many views are
necessary. In Table 4.2 the best performing network (net F-2View) is only using
2 views whereas the network trained on 5 views (net E-5View) is significantly
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worse. Furthermore, both the baseline and hybrid nets, using 9 views, are better
than net E-5View but worse than net F-2View.

There are several possible explanations for this. Firstly, it might be due to
the way the labeled data has been expanded from 2D to 3D making the test set
less difficult. In that case training a model using only the top view should also
reach a higher score than the comparative networks. However, as can be seen in
Table 4.2 net G-1View, trained on only the top view, is significantly less accurate
than net F-2View and is surpassed by the comparative network trained on only
RGB images, net I-RGB-Comp.

Secondly, since there are many parameters when training a fcn such as learn-
ing rate, batch size and number of epochs it is possible that they are better tuned
for this specific problem.

Thirdly, a satellite image rendered with a 45◦ angle does not look remarkably
different from the top view image which means that by using one more view the
number of annotated pixels in the training data is almost doubled. The training
data statistics is provided in Appendix B, Table B.1. Hence, using more views
would result in even more training data and thus yield an even higher score.
However, it could be the case that the small differences between the oblique im-
ages and the top view images are enhanced if the majority of the training data is
oblique. Thus, the multiview approach can be seen as a complex data augmenta-
tion strategy that slightly alters the labels and therefore loses its purpose if too
many of them are used.

Lastly, all sites in the test set are located in the northern hemisphere which
means that the shadows will face north, resulting a lower quality mesh on the
north side of objects. Net F-2view is designed using the top view together with
a view from south west and have therefore trained on higher quality images, re-
sulting in a better accuracy. To test this theory, a new network, net L-2View, was
trained in the same manner as net F-2View but instead of using the south west
view it was using the north east viewpoint. The results, found in Table 4.4, clearly
show that the images from north contain less information.

Table 4.4: Comparison between the two 2 view models where net F-2View
has the top view and south west and L-2View has the top view and north
east.

Net Views Merge Acc(Tot)
F-2View Top view and SW votes 0.9089
L-2View Top view and NE votes 0.8302

As can be seen in Figure 4.1, when looking at the forest area, the distinction be-
tween vegetation and vegetated ground is much better in net F-2View compared
to net A-Baseline. Net A-Baseline is even predicting some pixels in the forest as
water whereas net F-2View is highly accurate.
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Figure 4.1: Top: A textured image over Bucharest, Romania. Middle: The
same image classified using net A-Baseline. Bottom: The same image clas-
sified using net F-2View.
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Table 4.5: The execution time of different merge strategies using net A-
Baseline on the same image and on the same computer.

Merge strategy Execution time [min]
votes 14.9
conf 25.0
ann 1.6

4.2.5 Merge Strategy

Based on Table 4.2 it is clear that the merge strategy votes is better than conf. The
reason is not completely clear, but there are several possible explanations. Firstly,
the confidence per class used in conf is not normalized over the different views
which means that if one view outputs higher values altogether, it would simply
have a larger influence on the final class. However, since in all models except
net H-9View-Hybrid the different views are predicted using the same network
the difference in between should be small. Secondly, by skipping the softmax
operation, the second most likely class together with a multiplier could remove
the information of which label was considered most likely, and the order of the
labels could be more informative than the actual confidence. This theory is sup-
ported when looking at the F1-score of the classes vegetation (Ve) and vegetated
ground (VG) in Table 4.3. The F1-scores of both classes Ve and VG are lower in
all experiments when using the conf merge strategy compared to the votes strat-
egy. Lastly, the handcrafted multipliers could be completely wrong for the conf
merge strategy or overfitting the test set for the votes merge strategy.

The merge strategy ann is proving to be promising. However, it does not out-
perform votes. When looking at the quantitative results the ann-merge strategy
seems to be slightly less accurate than the votes strategy. However, when eval-
uating the produced models qualitatively the ann has the upper hand. Mainly
because it seems to expand buildings slightly and thus include more of the facade
as can be seen in Figure 4.2. It also does seems to improve the edges of objects,
such as the houses around squares. However, generally it seems to promote the
building class too much, thus any uncertainties are usually set to building. Al-
though, training an ann takes a long time, it is rewarded with the advantage of a
drastically reduced execution time compared with the other merge strategies, as
is shown in Table 4.5.
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Figure 4.2: In the left column Rio de Janeiro, Brazil and the right column
Linköping, Sweden. The first row presents the RGB-images. In the sec-
ond row these images are classified using the votes merge strategy, followed
by ann in the last row. All classified images are classified with network A-
Baseline.

4.2.6 Hybrid Model

Quantitatively there is no major difference between the baseline model and the
hybrid model. The hybrid model performs slightly worse on the building class
but is better at roads and man made ground. ResNet50 could be a large enough
network to generalize well for the different views and therefore there is not much
to gain from separating the models. Since the hybrid model splits the training
data into three categories, the training data per model is reduced. The model
only handling the top view images therefore gets one ninth of the total training
data, which, due to the 3000 annotated pixel threshold, is less than the amount
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of training data used by [30].
Qualitatively, the hybrid model promotes the building class heavily causing

the road class to disappear and therefore dense urban areas are less accurate, as
seen in Figure 4.3, left. However, in areas with dense forest it generally performs
better as can be seen in Figure 4.3, right.

Figure 4.3: In the left column Boston, USA and in the right San Juan, Puerto
Rico. The first row shows the textured images that are classified using net-
work A-Baseline in the second row, and the hybrid network H-9View-Hybrid
in the last row. Both are using merge strategy votes.

4.2.7 Mountain Areas

Even though the Vricon’s SOTA classifier outperforms the classifiers in this thesis
there are some special cases where oblique views can be of value. One such area
where the Vricon’s current classifier struggles is in the mountain areas outside
Los Angeles, USA, where there are stones looking very similar to houses, espe-
cially from a top view perspective. They are rectangular and placed in clusters
similar to neighbourhoods. However by tilting the view it is more clear that the
objects are stones and not buildings. As seen in Figure 4.4 the oblique classifier
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has significantly lower missclassification on these objects. Another significant dif-
ference is that a majority of the vegetation class has been classified as vegetated
ground and barren instead. This is not necessarily wrong since it does not seem to
be forest with tall trees but more likely a group of taller bushes. The distinction
between vegetation and vegetated ground is not always clear to make.

Figure 4.4: Top: An image of the mountain areas north of Los Angeles. Left:
Classified using Vricon SOTA classifier. Right: Classified using multiview
approach with net A-Baseline.

4.2.8 Parks on Buildings

There are a few special cases where classifying objects using the top view is nearly
impossible. One such example is parks built on top of houses. Using a top view
together with dsm, the classifier sees a park located higher than its surroundings.
However, these buildings are usually very large and if they are larger than the
receptive field the classifier sees a park located on a hill. Thus, it is very difficult
to get these particular cases classified as buildings. Although, by using a mul-
tiview approach, the task becomes simpler. At least the facades of the building
can be classified correctly and thus, these special cases can be handled in post
processing. One such example can be seen in Figure 4.5.

4.2.9 Facades

As seen in Figure 4.2 you can see labels from classes that are usually on the
ground are floating up on the facades. Even though the texture looks like road,
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Figure 4.5: A park on a roof in China. The classifier is net A-Baseline,
merged with ann.

Figure 4.6: Training data containing bad labels of roads climbing on walls.
The worst examples are from areas with tall buildings where the 3D-mesh is
far from ideal.

one would assume that the classifier could deduce, based on the dsm, that roads
are not that steep. However, the training data does contain some examples of
road labels on facades such as shown in Figure 4.6. The reason why the training
data looks like that is that the satellite does not get any good views down in be-
tween tall buildings so the 3D-reconstruction cannot differentiate the two shapes
from each other. This leads to buildings growing into each other as can be seen
in Figure 4.7. When going through a small subset of the training data, approxi-
mately 10% of the image were judged to have a negative impact on the training.
However, due to time constraints it was not possible to review all images and
clean the data. Furthermore, if the dataset is altered the comparison with [30] is
unfair.

4.3 Method Discussion

In this section the method of this thesis is discussed.



44 4 Experiments

Figure 4.7: Example where the 3D-mesh of two tall buildings blends to-
gether.

4.3.1 Data Labelling

The training data is a potential source for many errors. One error has been dis-
cussed in Section 4.2.9, related to the training data being placed on the facades
of buildings. This problem causes the model to learn that other classes than
building can be placed on walls as well which makes all classes harder to learn.
Another error with the labelling is that, due to the interpolation when texturing
a model with the annotations, it is not lossless as explained in Section 3.1.1. This
is most pronounced when it comes to thin labels such as small roads which there-
fore become even thinner. Thinner roads mean less training data and possibly
that training data for very thin roads disappear leading to a loss of details. How-
ever, since all training data images containing less than 3000 annotated pixels
are discarded, it is likely that thin roads would have disappeared either way.

The data consists of 147 sparsely labeled images. As was pointed out by [30],
an increase of training data would improve the results significantly. Especially
dense labeling would improve the detection of object boundaries and eliminate
the need for expanding buildings. Vricon have got more densely annotated train-
ing data, but any results using a different dataset would not be comparable with
[30].

4.3.2 Test Set

As can be seen in Table 4.6, the annotations in the test set are fairly evenly dis-
tributed per classes. Furthermore, they correspond fairly well to the distribution
of the training set, as can be seen in Table B.1. However, 42.7% of the test set’s
annotated pixels are from Bucharest, Romania.
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Table 4.6: Number of annotated pixels per site and class for all 45◦ views
and the top view combined in the test set.

Site
Class

Total Bu Ve Wa Ro VG BG MG

San juan 19,974,486 2,660,954 1,954,195 4,817,799 634,140 4,508,638 246,963 5,151,797
Bucharest 32,526,703 5,544,749 5,000,617 2,954,988 1,142,713 8,708,775 7,160,512 2,014,349
Maltepe 9,481,678 938,756 264,127 5,605,279 860,889 1,153,097 158,909 500,621

Cambridge 14,146,015, 2,765,699 1,243,103 3,711,735 1,636,395 2,011,876 363,162 2,414,045
Total 76,128,882 11,910,158 8,462,042 17,089,801 4,274,137 16,382,386 7,929,546 10,080,812

Total % 100 15.6 11.1 22.4 5.6 21.5 10.4 13.2

In Table 4.7 it is clear that the classification accuracy of Bucharest highly cor-
relates with the total accuracy. Specifically there are two areas in Bucharest that
have proven to be very difficult to classify. One of these sections consists of a
dense forest and the other is an area of gravel, both of them visible in Figure 4.1.

Table 4.7: Accuracy table sorted on accuracy of Bucharest

Net Merge Acc(Tot) Bucharest
F-2View votes 0.9089 0.9164
J-RGB-VI-D-Comp - 0.9054 0.8472
H-9View-Hybrid votes 0.8772 0.8352
A-Baseline votes 0.8726 0.8312
D-NoDSM votes 0.8623 0.8260
G-1View - 0.8392 0.8190
F-2View conf 0.7797 0.8139
A-Baseline ann 0.8670 0.7976
C-NoTop votes 0.8510 0.7521
E-5View votes 0.8292 0.7490
I-RGB-Comp - 0.8452 0.7437
A-Baseline conf 0.8245 0.7427
H-9View-Hybrid conf 0.8422 0.7296
E-5View conf 0.8063 0.7144
B-Angle63 votes 0.8066 0.6990
D-NoDSM conf 0.7833 0.6980
C-NoTop conf 0.8064 0.6807
B-Angle63 conf 0.7999 0.6734

Furthermore, all images in the test set come from the northern hemisphere,
where the sun is shining from the south, which can favour the classifiers using
views from the south. On the other hand, the vast majority of humanity lives on
the northern hemisphere and cities in the southern hemisphere such as Rio de
Janeiro, Brazil are close enough to the equator so that issues with shadows are
small. Hence, it might not be a huge problem.

4.3.3 Training Time

Due to the large amount of evaluated parameters the training time had to be lim-
ited. Should the networks have been trained for longer, 100 epochs per model
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instead of 50 epochs per model the result might have been improved. How-
ever, with the chosen network parameters the networks seldom improved after
epoch 40 so to make use of more training time the parameters would have to be
tweaked.



5
Conclusion

This thesis work presents a method to classify a 3D-model by extracting mul-
tiple 2D views, classifying them separately and then merging them all together,
thereby making use of the information from the facades and edges of objects. The
method was evaluated quantitatively and qualitatively. The overall conclusion is
that the method performs well and provides an increased accuracy. Following is
the answers to the questions asked in Section 1.2.

The best merge strategy based on accuracy was votes, allowing every view one
vote per pixel before the merge. The merge strategy ann using an ann came at
a close second however with an exceptionally shorter execution time, although
combined with a much longer training time.

The model achieving the highest score of 90.89% on the test set was using
two views: the top view and the south-west view. However, using all nine views
also yields a significant increase in accuracy compared to the network using only
one view. The best camera arrangement was therefore the two view arrangement
using the top view and south-west view, yielding a 7.87% increase in accuracy as
opposed to the two view network using the top view and the north view. This
also answers the question if any view is better than the other, to which the clear
answer is yes. The southern views are much better than the others due to the
significantly higher quality of the mesh in both training and test data.

Splitting the training data in different categories as was done in the hybrid
strategy did not provide any significant improvement to the classification.

The answer to the final question of whether the multiview classifier is better
than a single view classifier is yes. Almost all multiview networks perform better
than the single view network (net G) when using merge strategy votes or ann. Fur-
thermore, when comparing the multiview network D-NoDSM to the single view
network I-RGB-Comp from [30], both RGB-only networks, network D-NoDSM
has 1.71% increase in accuracy which further supports the answer.

47
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5.1 Future Works

The thesis has provided a proof of concept that it is possible to use a multiview ap-
proach to semantic segmentation in a 3D environment, to improve the accuracy.
To increase the accuracy there are several improvements that can be done.

Firstly, improving the data set labels by getting rid of climbing roads as well
as adding some more tall buildings to the data set, would greatly improve the
classifier performance on facades.

Secondly, improving the data set to make it work better for the multiview
system could provide an increased performance. Due to the differences between
roof and facade it would be interesting to predict them as two different classes,
as was done by [22]. However, due to time constraints and an attempt to keep the
results comparable with [30], this was never tested. It would also be interesting
to cluster the training data with regards to the shadows, so that the views facing a
darker facade are trained separately from the views facing a bright facade. As an
initial step this could simply be done using the direction since the vast majority
of the worlds cities are located on the northern hemisphere.

Thirdly, the “spray effect” could be removed by tightening the edges of the
classification. This could be done by training the model for longer and by us-
ing better training data. Furthermore, a conditional-random-field can be imple-
mented, either as a post-processing step or as a part of the network, which already
has proven to improve edges, and are used by the majority of the SOTA semantic
segmentation classifiers [2]. To reduce the spray effect further, a feature could
be implemented that prevents the oblique views from classifying pixels that cor-
respond to a polygon that points away from the camera angle. This information
could be retrieved when the views are extracted by calculating their surface nor-
mal.

Lastly, by adding the image modalities that are used for the current single
view classifier, such asndvi, to the multiview classifier the performance improve-
ment could be made more significant.
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A
Quantitative Results

A.1 Total

Table A.1: Accuracy and F1 per class for the whole test set

Net M Acc Bu Ve Wa Ro VG BG MG
A v 0.8726 0.9544 0.8165 0.9859 0.8849 0.8501 0.6756 0.7912
A c 0.8245 0.9468 0.5619 0.9641 0.7642 0.8025 0.6870 0.7679
A a 0.8670 0.9641 0.7633 0.9767 0.8989 0.8334 0.6396 0.8318
B v 0.8066 0.9328 0.6235 0.9470 0.9404 0.7263 0.4451 0.8581
B c 0.7999 0.9299 0.4960 0.9623 0.9329 0.7169 0.4763 0.8557
C v 0.8510 0.9279 0.8848 0.9904 0.8969 0.7866 0.2358 0.8964
C c 0.8064 0.9124 0.6036 0.9864 0.8677 0.7381 0.2906 0.8831
D v 0.8623 0.9002 0.6747 0.9796 0.9469 0.8197 0.8122 0.8139
D c 0.7833 0.8932 0.4647 0.8442 0.6591 0.7957 0.7736 0.802
E v 0.8292 0.8588 0.9645 0.9873 0.9435 0.7901 0.1303 0.7285
E c 0.8063 0.8581 0.8420 0.9892 0.9429 0.7608 0.1295 0.7261
F v 0.9089 0.9685 0.9364 0.9869 0.9248 0.8966 0.7228 0.8291
F c 0.7797 0.4885 0.8404 0.9126 0.5516 0.8823 0.8248 0.6918
G - 0.8392 0.8720 0.9326 0.9459 0.8524 0.8105 0.5948 0.7223
H v 0.8772 0.9199 0.8828 0.9642 0.9023 0.8267 0.6757 0.8700
H c 0.8422 0.9427 0.5823 0.9451 0.7988 0.7883 0.7672 0.8929
I - 0.8452 0.9497 0.7371 0.9285 0.9539 0.6990 0.8775 0.9141
J - 0.9054 0.9525 0.5438 0.9984 0.9760 0.9760 0.9655 0.9425
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Table A.2: Accuracy and precision per class for the whole test set

Net M Acc Bu Ve Wa Ro VG BG MG
A v 0.8726 0.9370 0.9418 0.9953 0.8341 0.7466 0.7640 0.9384
A c 0.8245 0.9247 0.9518 0.9892 0.7328 0.6746 0.7598 0.8871
A a 0.8670 0.9486 0.9584 0.9570 0.8631 0.7217 0.7906 0.9374
B v 0.8066 0.9256 0.8630 0.9942 0.9348 0.5762 0.8606 0.9228
B c 0.7999 0.9130 0.9397 0.9950 0.9343 0.5617 0.8518 0.9294
C v 0.8510 0.9520 0.9650 0.9999 0.9175 0.6498 0.7892 0.8875
C c 0.8064 0.9585 0.9826 0.9836 0.8681 0.5855 0.6740 0.8872
D v 0.8623 0.8658 0.9017 0.9741 0.9287 0.7136 0.9147 0.9143
D c 0.7833 0.8457 0.8455 0.9493 0.5505 0.6766 0.7671 0.9105
E v 0.8292 0.7896 0.9786 0.9786 0.9232 0.6658 0.5351 0.8913
E c 0.8063 0.7870 0.9864 0.9819 0.9266 0.6224 0.4716 0.8927
F v 0.9089 0.9691 0.9276 0.9984 0.8965 0.8221 0.7834 0.9405
F c 0.7797 0.9909 0.8098 0.8623 0.3833 0.9201 0.7326 0.8829
G - 0.8392 0.8352 0.9916 0.9250 0.7805 0.7280 0.8473 0.8341
H v 0.8772 0.9356 0.9219 0.9607 0.8740 0.7398 0.9647 0.8742
H c 0.8422 0.9397 0.9658 0.9668 0.7223 0.6641 0.9557 0.9188
I - 0.8760 0.7921 0.9972 0.9750 0.8773 0.7448 0.4602 0.9972
J - 0.9160 0.8136 0.9964 1.0000 0.9758 0.8018 0.9916 0.9945

Table A.3: Accuracy and recall per class for the whole test set

Net M Acc Bu Ve Wa Ro VG BG MG
A v 0.8726 0.9725 0.7206 0.9971 0.9423 0.9869 0.6055 0.6839
A c 0.8245 0.9700 0.3986 0.9912 0.7984 0.9903 0.6269 0.6769
A a 0.8670 0.9800 0.6342 0.9971 0.9378 0.9859 0.5371 0.7477
B v 0.8066 0.9402 0.4880 0.9041 0.9461 0.9819 0.3002 0.8019
B c 0.7999 0.9475 0.3369 0.9317 0.9315 0.9906 0.3305 0.7929
C v 0.8510 0.9050 0.8168 0.9810 0.8773 0.9963 0.1386 0.9056
C c 0.8064 0.8704 0.4356 0.9893 0.8673 0.9982 0.1852 0.8791
D v 0.8623 0.9375 0.5391 0.9852 0.9659 0.9629 0.7304 0.7334
D c 0.7833 0.9463 0.3204 0.7600 0.8209 0.9657 0.7801 0.7166
E v 0.8292 0.9414 0.9508 0.9961 0.9648 0.9714 0.0742 0.6161
E c 0.8063 0.9434 0.7345 0.9965 0.9599 0.9783 0.0751 0.6119
F v 0.9089 0.9678 0.9453 0.9756 0.9550 0.9858 0.6709 0.7412
F c 0.7797 0.3242 0.8733 0.9692 0.9832 0.8476 0.9435 0.5687
G - 0.8392 0.9122 0.8803 0.9679 0.9388 0.9141 0.4582 0.6369
H v 0.8772 0.9048 0.8470 0.9677 0.9324 0.9367 0.5199 0.8658
H c 0.8422 0.9457 0.4168 0.9243 0.8934 0.9697 0.6407 0.8685
I - 0.8760 0.9979 0.3802 0.9825 0.9971 0.9770 0.3759 0.8361
J - 0.9160 0.9995 0.5560 0.9971 0.9842 0.9999 0.2545 0.8955
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A.2 San Juan

Table A.4: The results of San Juan, Accuracy and F1 per class

Net M Acc Bu Ve Wa Ro VG BG MG
A v 0.8447 0.8973 0.9276 0.9969 0.6243 0.9511 0.1307 0.6585
A c 0.8354 0.8902 0.9088 0.9943 0.5949 0.9426 0.1403 0.6483
A a 0.8690 0.9047 0.9406 0.9985 0.6707 0.9504 0.1400 0.7340
B v 0.8917 0.8852 0.8987 0.9758 0.9169 0.9059 0.2267 0.8281
B c 0.9001 0.8796 0.9450 0.9958 0.9195 0.9146 0.2195 0.8211
C v 0.9410 0.9706 0.8971 0.9908 0.8001 0.9379 0.3755 0.9433
C c 0.9079 0.9732 0.7288 0.9956 0.7538 0.8922 0.4273 0.9191
D v 0.8342 0.7500 0.7611 0.9904 0.8249 0.8802 0.2995 0.7368
D c 0.7660 0.7532 0.7161 0.8562 0.6102 0.8769 0.1516 0.7189
E v 0.8340 0.6863 0.9490 0.9994 0.9449 0.9543 0.2619 0.5960
E c 0.8125 0.6852 0.8412 0.9997 0.9485 0.9244 0.2300 0.5829
F v 0.8682 0.9623 0.9029 0.9713 0.7827 0.9364 0.0912 0.7641
F c 0.6766 0.3822 0.7287 0.9009 0.3767 0.8896 0.138 0.5627
G - 0.8173 0.7403 0.9408 0.9939 0.6492 0.9330 0.0341 0.5922
H v 0.9068 0.8984 0.8591 0.9831 0.7925 0.9191 0.1612 0.8952
H c 0.9410 0.9263 0.9607 0.9988 0.8103 0.9590 0.4799 0.9131
I - 0.8760 0.8831 0.5506 0.9787 0.8453 0.9334 0.4138 0.9096
J - 0.9160 0.8970 0.7137 0.9986 0.8900 0.9800 0.4050 0.9424

Table A.5: The results of San Juan, Accuracy and precision per class

Net M Acc Bu Ve Wa Ro VG BG MG
A v 0.8447 0.8226 0.9189 0.9999 0.4644 0.9359 0.0784 0.9774
A c 0.8354 0.8133 0.9388 0.9967 0.4423 0.9150 0.0837 0.9737
A a 0.8690 0.8374 0.9126 0.9992 0.5174 0.9456 0.0878 0.9745
B v 0.8917 0.8016 0.837 1.0 0.8849 0.8513 0.2023 0.9907
B c 0.9001 0.7921 0.9471 0.9998 0.8854 0.8539 0.1807 0.9898
C v 0.9410 0.9592 0.9393 1.0000 0.6934 0.8896 0.6673 0.9864
C c 0.9079 0.9672 0.9810 0.9992 0.6140 0.8085 0.4098 0.9887
D v 0.8342 0.6301 0.8568 0.9951 0.7181 0.8155 0.2809 0.9455
D c 0.7660 0.6291 0.8709 0.9707 0.4801 0.8069 0.0924 0.9519
E v 0.8340 0.5240 0.9604 1.0000 0.9063 0.9283 0.1943 0.9868
E c 0.8125 0.5225 0.9846 0.9998 0.9198 0.8659 0.1601 0.9815
F v 0.8682 0.9329 0.8345 0.9998 0.6442 0.9138 0.0547 0.9989
F c 0.6766 0.973 0.5734 0.9079 0.2325 0.9632 0.078 0.9635
G - 0.8173 0.6172 0.9833 1.0000 0.4971 0.8809 0.0243 0.9129
H v 0.9068 0.8626 0.7960 1.0000 0.6702 0.9065 0.3389 0.9654
H c 0.9410 0.8938 0.9455 0.9993 0.6876 0.9466 0.5515 0.9786
I - 0.8760 0.7921 0.9972 0.9750 0.8773 0.7448 0.4602 0.9972
J - 0.9160 0.8136 0.9964 1.0000 0.9758 0.8018 0.9916 0.9945
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Table A.6: The results of San Juan, Accuracy and recall per class

Net M Acc Bu Ve Wa Ro VG BG MG
A v 0.8447 0.9870 0.9366 0.9940 0.9520 0.9669 0.3921 0.4965
A c 0.8354 0.9832 0.8807 0.9919 0.9083 0.9719 0.4332 0.4859
A a 0.8690 0.9836 0.9703 0.9978 0.9533 0.9552 0.3456 0.5888
B v 0.8917 0.9882 0.9702 0.9527 0.9514 0.9680 0.2579 0.7113
B c 0.9001 0.9889 0.9429 0.9918 0.9563 0.9846 0.2796 0.7016
C v 0.9410 0.9822 0.8586 0.9817 0.9457 0.9919 0.2612 0.9039
C c 0.9079 0.9793 0.5798 0.9921 0.9761 0.9952 0.4464 0.8586
D v 0.8342 0.9262 0.6846 0.9857 0.9690 0.9561 0.3208 0.6036
D c 0.7660 0.9381 0.6080 0.7659 0.8372 0.9603 0.4232 0.5776
E v 0.8340 0.9943 0.9379 0.9988 0.9869 0.9819 0.4016 0.4270
E c 0.8125 0.9948 0.7343 0.9995 0.9790 0.9913 0.4079 0.4145
F v 0.8682 0.9937 0.9835 0.9443 0.9969 0.9602 0.2732 0.6186
F c 0.6766 0.2378 0.9995 0.8941 0.9919 0.8264 0.5983 0.3973
G - 0.8173 0.9248 0.9019 0.9878 0.9354 0.9917 0.0574 0.4383
H v 0.9068 0.9373 0.9331 0.9668 0.9695 0.9321 0.1057 0.8345
H c 0.9410 0.9613 0.9765 0.9984 0.9862 0.9717 0.4248 0.8558
I - 0.8760 0.9979 0.3802 0.9825 0.9971 0.9770 0.3759 0.8361
J - 0.9160 0.9995 0.5560 0.9971 0.9842 0.9999 0.2545 0.8955

A.3 Bucharest

Table A.7: The results of Bucharest, Accuracy and F1 per class

Net M Acc Bu Ve Wa Ro VG BG MG
A v 0.8312 0.9846 0.7232 0.9479 0.9611 0.7869 0.7360 0.8878
A c 0.7427 0.9789 0.1274 0.8424 0.8138 0.7154 0.7490 0.8801
A a 0.7976 0.9926 0.5867 0.8870 0.9683 0.7578 0.6850 0.9237
B v 0.6990 0.9664 0.3356 0.9898 0.9479 0.6522 0.4180 0.8982
B c 0.6734 0.9580 0.0162 0.9901 0.9280 0.6340 0.4514 0.8850
C v 0.7521 0.9617 0.8839 0.9896 0.9164 0.6968 0.1716 0.9254
C c 0.6807 0.9407 0.4734 0.9949 0.9375 0.6426 0.2247 0.8969
D v 0.8206 0.9751 0.5145 0.9413 0.9662 0.7646 0.8498 0.8679
D c 0.6980 0.9701 0.0669 0.1703 0.4983 0.7229 0.8624 0.8590
E v 0.7490 0.9580 0.9917 0.9411 0.9539 0.6872 0.0000 0.8389
E c 0.7144 0.9516 0.8621 0.9498 0.9459 0.6605 0.0000 0.8361
F v 0.9164 0.9773 0.9822 0.9969 0.9765 0.8844 0.8222 0.8781
F c 0.8139 0.4614 0.9383 0.7939 0.4499 0.9224 0.9549 0.7492
G - 0.8190 0.9566 0.9845 0.8153 0.9048 0.7380 0.6470 0.8431
H v 0.8352 0.9769 0.8903 0.8946 0.9485 0.7622 0.6929 0.9249
H c 0.7296 0.9617 0.2405 0.7282 0.6432 0.7094 0.7708 0.8898
I - 0.7437 0.9703 0.6962 0.5565 0.9764 0.5018 0.9271 0.9210
J - 0.8472 0.9765 0.1578 0.9965 0.9873 0.7889 0.9968 0.9266
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Table A.8: The results of Bucharest, Accuracy and precision per class

Net M Acc Bu Ve Wa Ro VG BG MG
A v 0.8312 0.9821 0.9674 0.9095 0.9582 0.6488 0.9466 0.9914
A c 0.7427 0.9763 0.9207 0.8363 0.7128 0.5569 0.9438 0.9826
A a 0.7976 0.9933 0.9849 0.7972 0.9688 0.6104 0.9606 0.9852
B v 0.6990 0.9683 0.8526 0.9996 0.9538 0.4847 0.9485 0.9501
B c 0.6734 0.9527 0.4291 0.9965 0.9331 0.4641 0.9529 0.9451
C v 0.7521 0.9547 0.9824 0.9996 0.9923 0.5351 0.8218 0.9642
C c 0.6807 0.9632 0.9868 0.9960 0.9463 0.4734 0.7628 0.9209
D v 0.8206 0.9740 0.9128 0.9094 0.9661 0.6323 0.9511 0.9790
D c 0.6980 0.9654 0.7569 0.4551 0.3383 0.5774 0.9238 0.9702
E v 0.7490 0.9276 0.9886 0.8902 0.9292 0.5360 0.0000 0.9956
E c 0.7144 0.9244 0.9855 0.9054 0.9175 0.5023 0.0000 0.9871
F v 0.9164 0.9826 0.9869 0.995 0.9712 0.7934 0.9671 0.9556
F c 0.8139 0.9923 0.9692 0.6583 0.2907 0.9753 0.9263 0.8562
G - 0.8190 0.9365 0.9971 0.6889 0.8674 0.6556 0.9880 0.9492
H v 0.8352 0.9625 0.9830 0.8140 0.9590 0.6509 0.9864 0.9879
H c 0.7296 0.9562 0.9916 0.9343 0.4929 0.5539 0.9731 0.9443
I - 0.7437 0.9435 0.9970 0.3856 0.9838 0.5771 0.9619 0.9830
J - 0.8472 0.9554 0.9693 0.9936 0.9898 0.6514 0.9987 0.9977

Table A.9: The results of Bucharest, Accuracy and recall per class

Net M Acc Bu Ve Wa Ro VG BG MG
A v 0.8312 0.9870 0.5774 0.9896 0.9639 0.9998 0.6020 0.8038
A c 0.7427 0.9816 0.0684 0.8486 0.9483 1.0000 0.6209 0.7971
A a 0.7976 0.9918 0.4178 0.9996 0.9678 0.9990 0.5322 0.8695
B v 0.6990 0.9645 0.2089 0.9802 0.9421 0.9964 0.2681 0.8516
B c 0.6734 0.9634 0.0082 0.9838 0.9231 0.9999 0.2957 0.8322
C v 0.7521 0.9689 0.8033 0.9797 0.8513 0.9988 0.0958 0.8897
C c 0.6807 0.9193 0.3114 0.9938 0.9288 1.0000 0.1318 0.8742
D v 0.8206 0.9763 0.3582 0.9756 0.9664 0.9669 0.7681 0.7795
D c 0.6980 0.9748 0.0350 0.1048 0.9456 0.9663 0.8087 0.7707
E v 0.7490 0.9904 0.9947 0.9981 0.9799 0.9571 0.0000 0.7247
E c 0.7144 0.9804 0.7661 0.9988 0.9761 0.9645 0.0000 0.7251
F v 0.9164 0.9721 0.9776 0.9989 0.9819 0.9990 0.7150 0.8122
F c 0.8139 0.3006 0.9093 1.0000 0.9943 0.8750 0.9853 0.6659
G - 0.8190 0.9775 0.9721 0.9985 0.9455 0.8441 0.4810 0.7583
H v 0.8352 0.9918 0.8136 0.9929 0.9382 0.9193 0.5340 0.8695
H c 0.7296 0.9672 0.1369 0.5966 0.9255 0.9862 0.6381 0.8412
I - 0.7437 0.9985 0.5349 0.9996 0.9691 0.4438 0.8948 0.8664
J - 0.8472 0.9985 0.0859 0.9995 0.9849 0.9999 0.9950 0.8650
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A.4 Maltepe

Table A.10: The results of Maltepe, Accuracy and F1 per class

Net M Acc Bu Ve Wa Ro VG BG MG
A v 0.9488 0.9371 0.9003 0.9997 0.9437 0.8896 0.8057 0.6986
A c 0.9144 0.9254 0.9686 0.9906 0.6987 0.9065 0.7843 0.5598
A a 0.9557 0.9577 0.9882 0.9997 0.9420 0.9040 0.7903 0.7142
B v 0.9489 0.9590 0.9048 0.9917 0.9879 0.8452 0.7236 0.7606
B c 0.9535 0.9492 0.9703 0.9932 0.9746 0.8709 0.7845 0.7556
C v 0.9394 0.9181 0.8752 0.9989 0.9172 0.8846 0.7259 0.6812
C c 0.9287 0.9118 0.8749 0.9870 0.8490 0.8906 0.7659 0.6847
D v 0.9384 0.9372 0.9184 0.9875 0.9852 0.8437 0.3641 0.7297
D c 0.9046 0.8759 0.8561 0.9712 0.8283 0.8902 0.4877 0.6627
E v 0.9604 0.9315 0.9648 0.9991 0.9783 0.9148 0.8771 0.7195
E c 0.9609 0.9302 0.9943 0.9990 0.9700 0.9180 0.8872 0.7220
F v 0.9445 0.9594 0.8065 0.9915 0.961 0.9 0.7142 0.6852
F c 0.8331 0.4498 0.8863 0.953 0.7518 0.6038 0.7068 0.6204
G - 0.9559 0.9183 0.9523 0.9983 0.9849 0.9056 0.8438 0.6699
H v 0.9567 0.9385 0.9029 0.9985 0.9776 0.8940 0.8524 0.7447
H c 0.9254 0.9160 0.9772 0.9720 0.9211 0.8142 0.8817 0.6890
I - 0.8760 0.8831 0.5506 0.9787 0.9334 0.8453 0.4138 0.9096
J - 0.9160 0.8970 0.7137 0.9986 0.9800 0.8900 0.4050 0.9424

Table A.11: The results of Maltepe, Accuracy and precision per class

Net M Acc Bu Ve Wa Ro VG BG MG
A v 0.9488 0.9357 0.8238 0.9999 0.9941 0.8381 0.9060 0.7527
A c 0.9144 0.9128 0.9504 0.9819 0.9842 0.8478 0.8021 0.5038
A a 0.9557 0.9610 0.9806 0.9999 0.9961 0.8362 0.9381 0.7416
B v 0.9489 0.9629 0.8580 0.9844 0.9922 0.7959 0.9220 0.9262
B c 0.9535 0.9367 0.9591 0.9877 0.9875 0.8175 0.9123 0.9209
C v 0.9394 0.9112 0.9208 1.0000 0.9986 0.8002 0.9048 0.6999
C c 0.9287 0.8959 0.9867 0.9751 0.9939 0.8066 0.8359 0.7477
D v 0.9384 0.9319 0.8554 0.9760 0.9959 0.7950 0.9293 0.8590
D c 0.9046 0.8137 0.7511 0.9695 0.9893 0.8591 0.4416 0.7594
E v 0.9604 0.9278 0.9390 0.9992 0.9949 0.8533 0.9716 0.8285
E c 0.9609 0.9153 0.9966 0.9993 0.9934 0.8546 0.9638 0.8318
F v 0.9445 0.9642 0.6773 0.9993 0.9513 0.8415 0.7764 0.8842
F c 0.8331 0.9886 0.8356 0.9103 0.6037 0.8127 0.5473 0.8599
G - 0.9559 0.8598 0.9514 0.9990 0.9868 0.8445 0.9841 0.9254
H v 0.9567 0.9293 0.9005 0.9993 0.9887 0.8285 0.9786 0.8632
H c 0.9254 0.8916 0.9848 0.9465 0.9869 0.8327 0.9079 0.8130
I - 0.9548 0.8687 0.9308 0.9892 0.9930 0.8589 0.9434 0.9149
J - 0.9811 0.8136 0.9964 1.0000 0.9758 0.8018 0.9916 0.9945
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Table A.12: The results of Maltepe, Accuracy and recall per class

Net M Acc Bu Ve Wa Ro VG BG MG
A v 0.9488 0.9385 0.9923 0.9995 0.8983 0.9479 0.7253 0.6518
A c 0.9144 0.9383 0.9876 0.9995 0.5415 0.9739 0.7672 0.6298
A a 0.9557 0.9545 0.9959 0.9994 0.8935 0.9837 0.6828 0.6888
B v 0.9489 0.9552 0.9569 0.9992 0.9836 0.9011 0.5954 0.6452
B c 0.9535 0.9622 0.9818 0.9989 0.9621 0.9317 0.6881 0.6406
C v 0.9394 0.9250 0.8339 0.9979 0.8480 0.9890 0.6061 0.6634
C c 0.9287 0.9283 0.7859 0.9991 0.7410 0.9942 0.7067 0.6315
D v 0.9384 0.9425 0.9914 0.9992 0.9747 0.8986 0.2264 0.6343
D c 0.9046 0.9485 0.9952 0.9729 0.7123 0.9236 0.5445 0.5879
E v 0.9604 0.9352 0.9921 0.9991 0.9623 0.9860 0.7994 0.6358
E c 0.9609 0.9456 0.9919 0.9987 0.9477 0.9914 0.8219 0.6378
F v 0.9445 0.9546 0.9967 0.9837 0.9709 0.9673 0.6612 0.5593
F c 0.8331 0.2911 0.9435 1.0000 0.9962 0.4804 0.9978 0.4852
G - 0.9559 0.9853 0.9532 0.9976 0.9831 0.9762 0.7384 0.5249
H v 0.9567 0.9479 0.9054 0.9976 0.9668 0.9707 0.7550 0.6548
H c 0.9254 0.9418 0.9697 0.9988 0.8635 0.7965 0.8570 0.5979
I - 0.9548 0.9987 0.9994 0.9991 0.9614 0.9445 0.7244 0.6187
J - 0.9811 0.9588 0.9986 0.9999 0.9796 0.9920 0.7730 0.8991

A.5 Cambridge

Table A.13: The results of Cambridge, Accuracy and F1 per class

Net M Acc Bu Ve Wa Ro VG BG MG
A v 0.9519 0.9637 0.9088 0.9828 0.9651 0.9297 0.8460 0.9400
A c 0.9304 0.9536 0.8636 0.9828 0.8712 0.9186 0.8649 0.9145
A a 0.9583 0.9745 0.9148 0.9944 0.9624 0.9401 0.7862 0.9439
B v 0.8298 0.9090 0.7949 0.7804 0.9173 0.7096 0.8407 0.8957
B c 0.8365 0.9231 0.6483 0.8326 0.9181 0.7042 0.8719 0.9102
C v 0.8850 0.8082 0.8699 0.9775 0.9221 0.8956 0.6100 0.8400
C c 0.8606 0.7778 0.7442 0.9670 0.8879 0.8617 0.5959 0.8517
D v 0.9425 0.9245 0.9289 0.9855 0.9717 0.9448 0.7238 0.9140
D c 0.9147 0.9213 0.8344 0.9719 0.8588 0.9403 0.6405 0.9187
E v 0.9114 0.8807 0.8730 0.9928 0.9153 0.9287 0.8292 0.8368
E c 0.8965 0.8936 0.7033 0.9938 0.9229 0.8706 0.8351 0.8471
F v 0.9244 0.9609 0.8460 0.9919 0.9413 0.8667 0.2736 0.9232
F c 0.8108 0.6347 0.6617 0.9821 0.7129 0.8474 0.4762 0.8498
G - 0.8346 0.8451 0.6340 0.9326 0.8573 0.8105 0.2801 0.8213
H v 0.8683 0.8075 0.8936 0.9497 0.8805 0.8955 0.5443 0.8147
H c 0.8982 0.9317 0.6391 0.9754 0.9075 0.8429 0.8293 0.8993
I - 0.9498 0.9778 0.9869 0.9709 0.9275 0.9942 0.4012 0.9593
J - 0.9665 0.9788 0.9948 0.9973 0.9628 0.9538 0.6793 0.9492
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Table A.14: The results of Cambridge, Accuracy and precision per class

Net M Acc Bu Ve Wa Ro VG BG MG
A v 0.9519 0.9859 0.9572 0.9988 0.9837 0.8687 0.9849 0.9028
A c 0.9304 0.9610 0.9895 0.9823 0.9775 0.8495 0.9684 0.8538
A a 0.9583 0.9863 0.9924 0.9982 0.9927 0.8869 0.9583 0.9026
B v 0.8298 0.9882 0.9465 0.9996 0.9100 0.5500 0.9939 0.8199
B c 0.8365 0.9814 0.9839 1.0000 0.9272 0.5434 0.9947 0.8440
C v 0.8850 0.9553 0.9560 0.9998 0.9619 0.8110 0.6891 0.7334
C c 0.8606 0.9676 0.9753 0.9667 0.9330 0.7570 0.5437 0.7486
D v 0.9425 0.9835 0.9602 0.9999 0.9846 0.8954 0.8600 0.8490
D c 0.9147 0.9449 0.8661 0.9889 0.9546 0.8874 0.6336 0.8550
E v 0.9114 0.9827 0.9784 0.9993 0.8874 0.8669 0.9212 0.7726
E c 0.8965 0.9794 0.9903 1.0000 0.9009 0.7709 0.9353 0.7845
F v 0.9244 0.9834 0.9816 0.9983 0.9790 0.7659 0.9352 0.8715
F c 0.8108 0.9986 0.9444 0.9685 0.5659 0.7354 0.5822 0.8362
G - 0.8346 0.9701 0.9941 0.9998 0.8113 0.6814 1.0000 0.7094
H v 0.8683 0.9721 0.9761 0.9998 0.8699 0.8112 0.8025 0.6970
H c 0.8982 0.9767 0.9979 0.9733 0.9787 0.7285 1.0000 0.8267
I - 0.9498 0.9734 0.9973 0.9687 0.9141 0.9969 0.3288 0.9779
J - 0.9665 0.9923 0.9904 0.9998 0.9737 0.9290 1.0000 0.9117

Table A.15: The results of Cambridge, Accuracy and recall per class

Net M Acc Bu Ve Wa Ro VG BG MG
A v 0.9519 0.9424 0.8651 0.9674 0.9472 1.0000 0.7414 0.9803
A c 0.9304 0.9463 0.7660 0.9832 0.7858 1.0000 0.7814 0.9844
A a 0.9583 0.9630 0.8485 0.9907 0.9339 1.0000 0.6665 0.9893
B v 0.8298 0.8416 0.6851 0.6400 0.9247 0.9998 0.7284 0.9870
B c 0.8365 0.8715 0.4834 0.7132 0.9092 0.9998 0.7760 0.9876
C v 0.8850 0.7003 0.7980 0.9562 0.8854 1.0000 0.5472 0.9830
C c 0.8606 0.6502 0.6017 0.9674 0.8470 1.0000 0.6591 0.9877
D v 0.9425 0.8721 0.8996 0.9715 0.9591 0.9999 0.6248 0.9897
D c 0.9147 0.8989 0.8050 0.9555 0.7806 1.0000 0.6476 0.9927
E v 0.9114 0.7978 0.7881 0.9865 0.9449 1.0000 0.7540 0.9127
E c 0.8965 0.8216 0.5452 0.9877 0.9461 1.0000 0.7543 0.9204
F v 0.9244 0.9394 0.7432 0.9856 0.9064 0.9980 0.1602 0.9814
F c 0.8108 0.4652 0.5092 0.9960 0.9630 0.9998 0.4028 0.8639
G - 0.8346 0.7486 0.4654 0.8739 0.9088 1.0000 0.1629 0.9751
H v 0.8683 0.6905 0.8238 0.9044 0.8914 0.9994 0.4118 0.9802
H c 0.8982 0.8906 0.4701 0.9775 0.8459 1.0000 0.7084 0.9859
I - 0.9498 0.9822 0.9768 0.9730 0.9412 0.9914 0.5148 0.9413
J - 0.9665 0.9655 0.9993 0.9949 0.9521 0.9800 0.5144 0.9899
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(a) Net A-Baseline, votes (b) Net B-Angle63, votes

(c) Net C-NoTop, votes (d) Net D-NoDSM, votes

(e) Net E-5View, votes (f) Net F-2View, votes

Figure C.1: Prediction USA Cambridge



C.1 Cambridge 63

(g) Net G, votes (h) Net H-9View-Hybrid, votes

(i) Net A-Baseline, ann (j) Net A-Baseline, conf

(k) Net B-Angle63, conf (l) Net C-NoTop, conf

Figure C.1: Prediction Cambridge, USA
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(m) Net D-NoDSM, conf (n) Net E-5View, conf

(o) Net F-2View, conf (p) Net H-9View-Hybrid, conf
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(a) Net A-Baseline, votes (b) Net B-Angle63, votes

(c) Net C-NoTop, votes (d) Net D-NoDSM, votes

(e) Net E-5View, votes (f) Net F-2View, votes

Figure C.1: Prediction Bucharest, Romania
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(g) Net G, votes (h) Net H-9View-Hybrid, votes

(i) Net A-Baseline, ann (j) Net A-Baseline, conf

(k) Net B-Angle63, conf (l) Net C-NoTop, conf

Figure C.1: Prediction Bucharest, Romania
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(m) Net D-NoDSM, conf (n) Net E-5View, conf

(o) Net F-2View, conf (p) Net H-9View-Hybrid, conf
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(a) Net A-Baseline, votes (b) Net B-Angle63, votes

(c) Net C-NoTop, votes (d) Net D-NoDSM, votes

(e) Net E-5View, votes (f) Net F-2View, votes

Figure C.1: Prediction San Juan, Puerto Rico
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(g) Net G, votes (h) Net H-9View-Hybrid, votes

(i) Net A-Baseline, ann (j) Net A-Baseline, conf

(k) Net B-Angle63, conf (l) Net C-NoTop, conf

Figure C.1: Prediction San Juan, Puerto Rico
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(m) Net D-NoDSM, conf (n) Net E-5View, conf

(o) Net F-2View, conf (p) Net H-9View-Hybrid, conf
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(a) Net A-Baseline, votes (b) Net B-Angle63, votes

(c) Net C-NoTop, votes (d) Net D-NoDSM, votes

(e) Net E-5View, votes (f) Net F-2View, votes

Figure C.1: Prediction Maltepe, Turkey
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(g) Net G, votes (h) Net H-9View-Hybrid, votes

(i) Net A-Baseline, ann (j) Net A-Baseline, conf

(k) Net B-Angle63, conf (l) Net C-NoTop, conf

Figure C.1: Prediction Maltepe, Turkey
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(m) Net D-NoDSM, conf (n) Net E-5View, conf

(o) Net F-2View, conf (p) Net H-9View-Hybrid, conf
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