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Abstract

Regression testing is the process of testing software to make sure changes to
the software will not change the functionality. With growing test suites the
need to prioritize arises. This thesis explores how to weigh factors such as the
number of fails detected, days since latest test case execution, and coverage.
The prioritization is done over multiple test systems, software branches, and
over many test sessions where the software can change in-between. With data
provided by an industrial partner, we evaluate different ways to prioritize. The
developed mathematical model could not cope with the size of the problem,
whereas a simulated annealing approach based on said model proved highly
successful. We also found that prioritizing test cases related to recent code
changes was effective.
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Sammanfattning

Regressionstestning är processen att testa mjukvara för att säkerställa att änd-
ringar av mjukvaran inte kommer att ändra funktionaliteten. Med växande test-
sviter uppstår behovet av att prioritera. Det här examensarbetet undersöker
hur man väger faktorer som antalet upptäckta underkända testfall, dagar sedan
testfallen senast kördes och täckning. Prioriteringen görs över flera testsystem,
mjukvarugrenar och över många testsessioner där mjukvaran kan ändras där-
emellan. Med data från en industriell partner utvärderar vi olika sätt att pri-
oritera. Den utvecklade matematiska modellen kunde inte hantera problemets
storlek, medan en simulerad kylningsmetod baserad på denna modell visade sig
vara mycket framgångsrik. Vi fann också att prioritering enligt ändringar som
gjorts i mjukvaran var effetivt.
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testfallsprioritering, kontinuerlig integration, simulerad kylning, matema-
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Nomenclature

APFD Average Percentage of Faults-Detection
APFDC Cost-Cognizant Weighted Average Percentage of Faults Detected
APSC Average Percentage of Statement Coverage
APTU Average Percentage of Time Used
CI Continuous Integration
HW Hardware
ID Information Distance
ILP Integer Linear Programming
LP Linear Programming
MIP Mixed Integer Programming
NCD Normalized Compression Distance
NID Normalized Information Distance
RT Regression Testing
SA Simulated Annealing
SBSE Search-Based Software Engineering
SW Software
TCP Test Case Prioritization problem
TCPCI Test Case Prioritization Problem in Continuous Interaction
TSDm Test Set Diameter
TW Testware
WeOS Westermo Operating System
Westermo Westermo Network Technologies AB
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Chapter 1

Introduction

The software (SW) industry is very widespread due to the number of use cases
and regularly updated thanks to agile development processes. Continuous inte-
gration (CI) is the process of continuously adding code to the current project.
The SW then needs to be tested to find out if the new changes broke the pre-
viously working parts. Testing to determine whether the program regressed is
called regression testing (RT). RT plays an important role in ensuring that cus-
tomers receive working products and that during development, bugs are found
early. There are many ways to perform RT and many factors to consider. Test-
ing could be done on the hardware (HW) that is supposed to run the SW or the
HW could be simulated. Testing could also be done independently of the HW.
For example, a phone application can be tested on physical phones or a com-
puter. Test suites can take hours or days to run, and with developers changing
the SW all the time the problem arises how to test the SW when there is not
enough time between updates for all test cases.

1.1 Purpose

The thesis has been performed as an industry-academia collaboration between
Westermo Network Technologies AB (Westermo) and Linköping University (LiU).
Westermo specializes in the development of industrial data communication equip-
ment for domains with high demands on robustness and availability, such as
train, oil and gas, maritime, and water treatment. This means that SW for those
products also requires a great deal of robustness and thus Westermo needs to
test the SW on the physical systems in addition to their simulated HW testing.

To facilitate the testing, a test framework has been developed at Westermo
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2 Chapter 1. Introduction

and maintained over several years to configure test systems and execute test
cases. As explained in Strandberg et al. [34], this framework allows for both
manual and automated testing, and in combination it yields a broad basis of
regression tests on multiple hardware platforms. There are several physical test
systems, each containing 4 to 25 devices. Each device runs the Westermo Oper-
ating System (WeOS). WeOS is a large piece of software based on GNU/Linux.
WeOS is developed in multiple code branches so that new features can be im-
plemented in isolation. When a feature is done, it will then be merged to the
development branch. This allows many branches to be in active development
and when the SW on a specific branch is updated, it needs to be tested to make
sure that the performance has not regressed. From now on, SW will include the
idea of multiple branches.

The SW is continuously updated and so is the testware (TW). This leads to
many combinations of SW, TW, and systems to be tested. Each test case also
takes some time to perform, from 12 seconds to 37 minutes, with an average of
3 minutes. Since Westermo performs their testing during the night, there is a
time constraint, and the total duration of all test cases now exceeds a full night.
Thus it is of importance to select which test cases are to be performed during
each night. A test case can also cause problems with the test system and render
it unusable for the remainder of the night, and thus the most important test
cases need to be prioritized and executed first.

The study that is to be performed has been derived from the loosely formu-
lated question: “Can mathematical optimization be used to improve the results
of Westermo’s regression tests?”

1.2 Problem Formulation

We study the test case prioritization problem (TCP). In layman terms, TCP is:
Given a test suite T , the problem is to find the best permutation of test cases
PT according to some function f . (See Definition 2.3 for details.) That is to
say, the problem is to find the “best” test suite T ′ according to a merit function
f . For example, if f counts how many test cases that are preceded by a test
case with a shorter execution time, then the best test suite T ′ with respect to
f would simply be the test cases sorted by execution time.

The function f can depend on many factors, such as code coverage, test
case diversification, how many test cases there are to be performed, execution
time/cost for each test case, time restrictions, the importance of each test case,
and if the test case has recently been run.

We will try to develop a function that acts as a proxy for well-known met-
rics, such as the percentage of fails detected and Average Percentage of Faults-
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Detection (APFD). This is because the effectiveness of a test suite is unknown
before it is executed. How the value of f correlates to the diversity, coverage,
and detection rate of test suites is something that Westermo would like to learn.
Westermo provides data and as such, the second problem for this project is to
find a “good” function f for the test case prioritization problem, that applies to
Westermo’s operations.

1.2.1 Scope
This thesis aims to answer the following research questions.

RQ1: How could one formulate a mathematical optimization model for West-
ermo’s regression testing? What are a mathematical model’s strong points
and weaknesses in regression testing?

RQ2: How are different factors such as “time since latest run”, coverage or fail
detection rate affected by different prioritizations? Is it possible to capture
many factors with one prioritization?

Exploring regression testing is a broad task, and we strive to avoid exhaus-
tively exploring AI, ML, Search-Based Software Engineering, although some
similarities will exist due to the nature of the work. With almost any method
restricted to a single data set, we need to be aware of over-fitting, a central
concept in AI.

We will strive to use single-objective mixed integer programming (MIP)
to solve the test case prioritization problem in continuous integration environ-
ments. This contrasts with some other integer programming approaches and of
work on Pareto fronts for static TCP. According to Lima and Vergilio [24], if
the TCP is handled in a CI environment it is called the test case prioritization
problem in continuous interaction (TCPCI). In TCPCI, the TCP is solved when
the SW is updated. No integer programming approaches have been proposed
for TCPCI. There is thus a knowledge gap to fill, in contrast to just develop a
different integer linear program (ILP).

In their field covering survey, Yoo och Harman [38] found that that the
current research is lacking in some areas. They note that there are few available
data sets and that there needs to be a technology transfer from academia to
industry. This report will address those issues by using a new data set and
collaborating with Westermo.

Currently Westermo is only prioritizing test cases within smaller suites –
no coordination over test systems or SW branches has been made [34]. This
separation of concerns will be looked at, as one of the goals of this thesis is to
explore a coordinated TCP.
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Westermo will not give any indication of whether or not a particular test
case in itself is “important” or not. This factor will thus not be considered.

For this thesis, the test cases are also so-called black-boxes, that is, we do not
know how the test case works, just the result. We are also not given the coverage
of the test case; for example, which lines of code are tested, which is a common
metric in the literature. We are instead provided what system and branch that
is being tested and when something in the black-box has changed. This is given
as keywords in the test cases’ names and acts as a proxy for coverage.

Comparisons between prioritizations and metrics are an important part of
this project. However, the proposed model cannot be compared to everything.
This is mainly due to time constraints and scope. Thus, a limited number of
different models will be considered for comparisons with the proposed model.

1.3 Method

Regression testing and TCP have become an active research field in the last
few decades, in part due to agile development strategies. This has led to many
different techniques that aim to solve in principle the same problem. However,
not all testing is equal. Some differences are the constraints; is there a time
constraint or just a maximum number of test cases to be executed? This is a
single question, but there are many such questions and thus a thorough literature
study is needed. We will use Yoo and Harman [38] as the starting point.

After relevant literature is found, the problem remains to develop an MIP
model with the best bits. This model needs to be compared with other pri-
oritizations to see if it is any good. Comparisons with the following would be
preferred, in descending order: random prioritization, different kinds of greedy
heuristics, Westermo’s current prioritization, and other methods the literature
provides. As we will see, the mathematical model was deemed too slow, and so
instead we implemented simulated annealing based on the model.

1.4 About the Data

Westermo has provided old test data from a period when no prioritization was
needed as all test cases could be run each night. The data consists of about 500
days worth of test data. Each night multiple test suites are run, where a suite is
a series of test cases on the same system and the same branch. There are about
5000 nightly suites in the data set. Note that, since this thesis will prioritize
over SW branches and test systems, only one test suite will be generated per
night. This can be seen as a “meta-suite” containing multiple “system suites.”
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From now on when we reference the creation of a nightly suite, we refer to the
“meta-suite.” For each test case executed, the following information is saved:
which parameters were used, execution time, and the result of the test case
(pass/fail/other). The data also contains information on when the SW and
TW were changed. The following factors for prioritization can thus be used:
estimated time for a test case, expected failure rate of a test case, how changes
between software and testware interact, and the coverage and diversity of test
cases.

A small note on linguistics; the SW have different faults but the test cases
fail. A failing test case needs to be examined so that the fault in the SW can
be corrected. To phrase it another way, developers introduce faults in the SW
that can make a test case fail. The data set only reports fails, and so will this
thesis unless referring to words of other authors.

From the date set, we let the first roughly 300 days be our training set,
where we will run our model, look at the result, tweak the parameters, and run
again and again. In our test set, from which we report our results, there are
200 nights worth of data. Of those 200 nights, 10 have no scheduled test cases.
The mean is 665 test cases, the minimum is 201, and the maximum is 846.

Depending on which branch and system, the same test case might yield
different verdicts. In this data set there is a 6% chance for any test case having
non-consistent verdicts over different systems and branches.

A flaky test case is a test case that, without changes in the SW, HW, TW or
input, yields different outcomes. An example of a flaky test case is a temperature
sensor that will yield different results if the HW has run a long time or just
started, see Strandberg et al. [33] for details. About 2% of the test cases in the
data set are flaky. The data set does not include when the HW was changed,
although that certainly attributes to some amount of flakiness.

In the data set there is one stable branch and one development branch.
There is also dates for when the development branch was changed into the
stable branch, that is to say when there was a new release. The two active
branches in the data set is in sharp contrast to the almost 60 branches in use
today [32].





Chapter 2

Review of Related Literature
and General Theory

This thesis looks at two areas of research, mathematical optimization and re-
gression testing. In this chapter we look at regression testing as a whole and
also at sub-areas that are interesting for this work.

2.1 Regression Testing

According to Yoo and Harman [38], one of the earliest papers on RT was pub-
lished in 1977 by Fischer [10]. The area saw increased attention during the turn
of the millennium and is now very active. In the field of RT, there exist three
main problems [38], as given below.

Definition 2.1 (Test Suite Minimization Problem). Given: A test suite, T , a
set of test requirements r1, ..., rn, that must be satisfied to provide the desired
“adequate” testing of the program, and subsets of T , T1, . . . , Tn, one associated
with each ri such that any one of the test cases tj belonging to Ti can be used
to achieve requirement ri. Problem: Find a representative set, T ′, of test cases
from T that satisfies all ri.

The test suite minimization problem seeks to minimize the number of test
cases needed to cover everything to be tested. This can, for the sake of opti-
mization, be formulated as a set covering problem. We will not consider test
suite minimization since Westermo test different functionalities and since they
want everything to work, they do not have “unnecessary tests.”

Felding, 2022. 7



8 Chapter 2. Review of Related Literature and General Theory

Definition 2.2 (Test Case Selection Problem). Given: The program, P , the
modified version of P , P ′, and a test suite, T . Problem: Find a subset of T , T ′,
with which to test P ′.

Test suite minimization seeks to eliminate redundant test cases. On the
other hand, test case selection aims to select relevant test cases to the changes
between the previous and the current version of the SW. This can be exempli-
fied by considering three test cases: A, B, and C. A tests requirement a, B
tests requirement b, and C test requirements a and b. The suite is minimized
by {A,B} or {C}. To test P ′ we should choose {A,B} or {C} if no further
information is given. If we know that b has changed then {B} or {C} should
be chosen. If all test cases have the same runtime {B} would be preferred as it
is only one test case whereas {C} is two test cases.

An example of test case selection can be found in [19], where Microsoft’s
test selection is investigated. They select a test case if the cost of running and
inspecting the result is lower than the cost of fixing an eventual fault.

Definition 2.3 (Test Case Prioritization problem). Given: A test suite, T , a
set of permutations on T , PT , and a permutation value function, f : PT → R.
Problem: To find T ′ ∈ PT : ∀T ′′ ∈ PT where T ′ 6= T ′′ and f(T ′) ≥ f(T ′′).

TCP tries to find the ideal ordering of the test cases so as to maximize some
metric and be beneficial, even if the testing is aborted during the run. Yoo and
Harman [38] say that test suites being halted during a run was considered for
the first time in 1997. However, it was Harold [17] and Rohermel et al. [30] that
generalized the approach. If a test suite is halted or a test case leaves the system
unusable afterwards, it is easy to conclude that important test cases need to be
prioritized early.

It can be noted that there exist hybrid methods that, for example, both select
and prioritize a test suite. We will, however, only focus on TCP in this work.
Our proposed model to prioritize the test cases will have a penalty associated
with the test cases that are not expected to run within the time budget. As such,
there are some similarities between hybrid methods and our proposed model.

2.2 Techniques Used in TCP

For solving TCP various techniques have been proposed; Khatibsyarbini et
al. [21] mention neural networks, greedy heuristics, genetic algorithms, Bayesian
networks, and ant colony optimization; Yoo and Harman [38] mention meta-
heuristics, hill-climbing algorithms, weighted sums, ILP, and multiobjective
mathematical optimization.
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Many techniques rank test cases according to their coverage [38]. The cov-
erage of a test case is what the test case actually tests. The coverage can be
on different levels, ranging from statements to the name of the test case. Finer
granularity requires extensive tracking of function calls, whereas the name of
the test cases is less exact and only gives an indication that some test cases are
related.

The prioritization can be done in many ways, the simplest is the (additional)
greedy approach [38]. In such a prioritization the first test case will be the one
with the best value, the second test case has the second best value, and so forth.
If the values of the test cases are their coverages, then using the standard greedy
approach will sort the test cases by how much each test case covers. This will
lead to test cases with small coverages being placed later in the prioritization.
As such, it is possible that the test cases that are run before the time is up have
the same, large coverage, leaving many niche and different test cases untested.
A workaround is using the additional greedy approach. This method works
as follows: the first test case is the one that has the highest coverage, the
second test case is the test case that has the highest coverage when overlap with
previous test cases are excluded, and so on until all unprioritized test cases will
have nothing to add, and then the running count is reset.

Greedy prioritizations are very fast and are, for some types of prioritization,
very good [38]. Yoo and Harman note that they work well for coverage-based
models since they are a kind of set covering problem.

Another concept that can be used to differentiate test cases is their diversity.
Two test cases are diverse if the distance between them, with respect to some
metric, is large and similar if the distance is small. The diversity metric can for
example use the coverage. Mondal et al. [27] note that diversity and coverage
may seem correlated but that is not always the case. They then use a multi-
objective approach that optimizes with respect to diversity and coverage with
great effect. Haghighatkhah [13] found that TCP based on diversity works well
with a greedy additional heuristic. This result holds both when the next test
case in the suite has the highest pairwise diversity and when the next test case
is the one that increases the overall diversification of the suite.

Thomas et al. [36] use topic models of linguistic data, that is, identifier
names, comments, and string literals for each test case to prioritize test cases.
This stems from the idea that similarly named test cases ought to test the same
thing. Using a greedy heuristic, the next test case they add to the prioritization
queue is the test case with the largest Manhattan distance to the already pri-
oritized test cases. Their technique outperforms standard techniques and has
comparative results with history-based approaches.
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2.3 Evaluation of a Test Suite
The outcome of a test case is unknown before the suite is run. Thus, the test
cases need to be prioritized with respect to some metric. Some are coverage,
the likeliness of fail, human importance of each test case, business importance
of each test case [15], time since latest evaluation, diversity, and interaction
testing [38].

Strandberg et al. [34] implemented and evaluated the suite builder that is in
use at Westermo. The suite builder was evaluated by looking at the expected
runtimes of suites, user feedback regarding decrease in manual work, examina-
tion of systematically ignored test cases, and failure distribution.

If the goal of the test suite is to detect fails, then a proxy metric is needed.
The proxy metric is a metric that, hopefully, will correlate with fail finding
capability. Note that not all test suites focus on fail detection, sometimes the
focus lies on prioritizing test cases that have not been run for a long time. Such
a prioritization will try to maximize the time-since-run metric. The outcome of
such suites is that the oldest test cases are run; exactly what was wanted!

Various methods for evaluating a prioritized test suite exists. In their survey,
Heleno et al. [6] identified: APFD, the cost-cognizant weighted average percent-
age of faults detected (APFDC), relative position, and Average Percentage of
Statement Coverage (APSC). Additionally, Khatibsyarbin et al. [21] identified
in their survey the evaluation metrics coverage effectiveness and execution time.
The most common evaluation technique is APFD and the second most common
is APFDC [6, 21].

Introduced by Rothermel et al. [31], the APFD metric can be seen as the
area under the curve of a test case versus the number of faults detected graph.

Definition 2.4 (Average Percentage of Fault-Detection). Given a test suite T
with n test cases, and the set F of m faults revealed by T . For ordering T ′ let
TFi be the order of the first test case that reveals fault i. The AFPD for T ′ is
then

AFPD = 1−
∑m

i=1 TFi

nm
+

1

2n
. (2.1)

The addition of 1
2n will make the graph appear as a piecewise linear figure,

instead of a bar chart. The metric is illustrated in Figure 2.1. We can also see
that this metric allows a test case to find multiple faults. This is a flexibility of
the metric not needed for this thesis, as in the data set a test case will yield one
verdict.

One is not bound to the faults detected, we will of course use fails detected.
Metrics for coverage can also be constructed. A special version is when state-
ments are used and then APSC is achieved. This reasoning can be used to
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Figure 2.1: Some possible APFD plots for different suites with two test cases
that pass and three that fail.
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construct any APxx metric that would be of interest.
Based on the APFD, APFDC takes into account the cost and importance of

test cases [8]. This metric gives higher weight to test cases deemed severe and
decrease the weight for expensive test cases. When both test case costs and fault
severities are identical, the formula reduces to the formula for APFD. Elbaum
et al. [8] used a greedy heuristics based on severity

cost to achieve good results.

Definition 2.5 (Cost-Cognizant Weighted Average Percentage of Faults De-
tected). Let T be a test suite containing n test cases with costs c1, c2, . . . , cn.
Let F be a set of m faults revealed by T , and let f1, f2, . . . , fm be the severities
of those faults. Let TFi be the first test case in an ordering T ′ of T that reveals
fault i.

APFDC =

∑m
i=1

(
fi ×

(∑n
j=TFi

cj − 1
2cTFi

))
∑n

i=1 ci ×
∑m

i=1 fi
(2.2)

Hemmati [18] claims that with a given metric between test cases, it is com-
mon to choose the average distance between all test cases to maximize. So,
given a pairwise diversity metric, such as Jaccard distance, we can construct a
diversity metric. Azizi and Do [3] claim that the most common similarity metric
for TCP is the Jaccard distance.

Definition 2.6 (Jaccard Distance). Given two sets A and B. We define the
Jaccard distance between them as:

J(A,B) = 1− |A ∩B|
|A ∪B|

. (2.3)

The Jaccard distance goes from 0 to 1, with 0 meaning identical and 1 meaning
different in all aspects. So two test cases are similar if the distance is small and
on the contrary, a suite is diverse if the mean distance between the test cases
is large. We will let A and B be two test cases and their elements will be the
identifiers of the test case. The identifiers used are branch, system, and test
areas.

For some TCPs, it is of importance how soon the suite is created and thus
the time of creating the suite can be used as a metric. It is important for
Westermo that the test suite for the night is created quickly to allow more time
for testing. However, the focus of this thesis will lie on maximizing the number
of fails detected rather than minimizing the time needed for creating the suite.
But time is a factor to be considered.

Another diversity metric not explored, due to the significantly higher com-
puting complexity, is the Test Set Diameter (TSDm) proposed by Feldt et al. [9].
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TSDm is Cohen and Vitányi’s [5] normalized compression distance (NCD). This
is based on the Kolmogorov complexity of a string of symbols. The conditional
Kolmogorov complexity of x given y, K(x|y), is the length of the shortest pro-
gram that outputs x given the input y. This yields the information distance
(ID) between two elements x and y, ID(x, y) = max{K(x|y),K(y|x)}. The
ID is a universal measure of similarity in the sense that if any other admis-
sible metric can detect similarities between x and y, then so will ID. If this
were to be normalized, the normalized information distance (NID) is achieved.
NID = max{K(x|y),K(y|x)}/max{K(x),K(y)}. Since the Kolmogorov com-
plexity is generally expensive to calculate, it can often be approximated by the
size of the compressed string. The evaluation of NCD is the order of O(2N ).
However, using a greedy algorithm approximates NCD and is of the complexity
O(N2).

Definition 2.7 (Normalized Compression Distance/Test Set Diameter). Given
a multi-set X of strings.

NCD1 =
C(X)−minx∈X{C(x)}
maxx∈X {C(X \ {x})}

(2.4)

NCD = max

{
NCD1(X),max

Y⊂X
{NCD(Y )}

}
(2.5)

where C(X) is the length of compressing the strings in X after concatenating
them in some specific order. Ordering by length and alphabet is proposed.

Another metric, that is not used in this thesis, is the relative position. The
idea behind the relative position is how many test cases of the suite detect a
particular fault. This yields a value for each test case in the suite, that is often
presented as a box plot.

2.4 Integer Programming in Regression Testing
Mirab et al. [26] propose a multi-objective integer programming technique for
size-constrained regression test case selection and then apply a greedy priori-
tization to the selected test cases. They need to select L test cases from N
possible and want to maximize coverage over two different coverage objectives,
which are weighted in the objective function. To solve the problem in a quick
way, the linear programming (LP) relaxation is formulated and solved for dif-
ferent values of L. These solutions are then rounded to find a solution to the
ILP problem and the best is chosen. This is then repeated for different weights
on the two objectives to construct the Pareto front. They report good findings
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using the APFD metric and the number of fails detected. The technique is fast
since they only solve LP relaxations.

Zhang et al. [39] use an ILP approach for the time-aware test case selection
problem. An extra round of test selection is also applied if there are no test
cases that would increase coverage but there is time left. A total and an ad-
ditional coverage model are then used for the prioritization. They report good
findings using the APFD metric, especially when the time budget is tight. Their
approach is not fast.

Hao et al. [14] propose a model that maximizes coverage and how early each
statement is covered. Their model is quite simple and only used as reference to
what the optimal prioritization will be. They find that it may not be worth-
while to pursue optimality in test case prioritization by taking coverage as an
intermediate goal. They report their findings using APFD, APSC, and APMC.
Since the model is only used as a reference and not as a practical tool, there are
no accounts of its planning time.

Fu et al. [11] proposed an ILP for solving TCP. They approximate the es-
timated risk of each test case before solving the model. The model prioritizes
the test cases with high risk sooner, but if a test case do not provide additional
coverage, its value is decreased and prioritized lower. They report good findings
using the APFD metric. There is no mention of the duration of the planning
time.

The models proposed by Hao et al. [14] and Fu et al. [11] share some simi-
larities. The first is the use of ordering variables:

xij =

{
1 if the j-th test case in T ′ is ti
0 otherwise

yjk =

{
1 if the first j test cases in T ′ covers stk
0 otherwise

They also have common constraints to connect the ordering of the test cases
with the coverage order. For the objective function, Hao et al. [14] sum over
yjk whereas Fu et al. [11] have something more complicated and associated
constraints to capture the decreasing benefit of covering the same statement
multiple times.

2.5 Regression Testing and Continuous
Integration

In continuous integration, updates happen constantly and the developers would
like their added features to be tested quickly. Test cases are often scheduled
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during the night when no change to the SW is likely to happen. Every second
spent on finding the optimal test suite is a second that can not be used for test-
ing. It then comes naturally that different techniques have appeared, both with
respect to speed and with the knowledge that a missed test case will hopefully
be run in the next session. There were no mathematical optimization methods
for CI that could be found with Google Scholar or IEEE Xplore.

A recent survey by Lima and Vergilio [24] states that the area of RT in
CI is very new, with most studies published after 2016. Most of the studies
use a history-based approach. The vast majority of developed techniques are
evaluated by comparison with other techniques. The most common evaluation
metrics are time for executing the prioritization method or the test suite, and
APFD/APFDC.

Lima and Vergilo [24] note that few studies address the following CI testing
problems and characteristics: flaky tests, parallel execution of test cases, test
case volatility, that is, test cases are added or removed during the life cycle of
the SW, and multiple commits for a test case.

Haghighatkhah [13] found that using historical data is very effective. How-
ever, when no previous data exists or is limited, it is a good idea to spread out
the test cases, that is, test an as diverse suite as possible. Later, when there is
historical data, move to incorporate it, but the test suite should still be diverse
so that multiple test cases will not find the same fault.

Liang et al. [23] use a lightweight technique that updates the prioritizing
whenever changes to the SW is commited. The test cases related to the com-
mit are then sorted by whether they have recently failed and when they were
executed. Their simple approach gives good results and introduces the idea of
a non-static prioritization queue.

Busjaeger and Xie [4] use machine learning with the following features: code
coverage, text path similarity, text content similarity, failure history, and test
case age. To compute the text similarities, they extract words from the file
system path and textual content of changed files via a simple textual diff. They
report that their approach “significantly outperforms existing individual tech-
niques.” They use AFPD and average precision, that “provides insight on how
many nonrelevant items are ranked in front of relevant ones on average,” as
metrics. They also find flaky test cases in their data.

Qu et al. [29] studied what happens when the execution of a test suite is
spread over multiple machines. From a given prioritization, they split the ex-
ecution of the suite over multiple test systems. They also propose a metric,
APFDp, to cope with the parallelism. Since they only partition the suite over
multiple systems, their metric cannot take into account if the same fault is found
by the same test case on different systems. They also note that the absolute
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metric of their APFDp metric is not so insightful and proposes the metric

M =
A−Aw

Ao −Aw
, (2.6)

where A, Aw, and Ao are the APFDp values for a given test suite, the worst
suite, and the optimal test suite, respectively.



Chapter 3

Metrics and Optimization
Models

In this chapter, we present all metrics to be used in this work. Note that some of
these metrics are intersystem and some are intrasystem. That is, some metrics
look at the whole suite and some metrics will give a value for each system (that
will then be averaged). As an example, if in one night we find 0 out of 1 fail
on system A and 19 out of 19 fails on system B, then we have found 50% of
possible fails per system and 95% of possible fails in total.

We also propose a MIP model for maximizing each metric, if possible. The
proposed MIP will only be given information that is considered relevant, for
example, for the fail count MIP we will only consider fail-rate as a factor.

We also introduce our proposed mathematical model which tries to aggregate
all metrics into one, to hopefully capture as many factors of TCP as possible.

3.1 Metrics

3.1.1 Fail Count and Percentage

The most fundamental metric is the number of fails detected. This can be
counted and it can be the percentage of fails detected of all possible. This
will give rise to a knapsack problem since we want the most likely test cases
appearing in the suite, but we are limited by the time. See Holmberg [20] for
details on the knapsack problem. This in itself is not a prioritization problem
but a selection problem! We want to select the test cases that will fail. The
prioritization can then be created by ordering the selected test cases by cost.

Felding, 2022. 17
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We use the average number of fails per system, average percent of fails per
system, and average percent of fails in total as metrics. We want to maximize
each of these metrics. We count each fail as being different and describe the fail
maximization intrasystem as a knapsack problem.

Variables:

xij =

{
1 if test case i is selected to be run at system j
0 otherwise

yi = the highest fail-rate for test case i.

Parameters:

fij = fail-rate of test case i at system j

tij = runtime for test case i at system j

Tj = time budget for system j.

Fail maximization, intrasystem:

[ M1a ] maximize
∑
i

∑
j

fijxij (3.1a)

subject to
∑
i

tijxij ≤ Tj ∀j (3.1b)

xij ∈ {0, 1} ∀i, j. (3.1c)

If we were to see all fails a test case discovers as the same, regardless of
system, then we would need a different model. We now want to select the test
case and system combination with the highest fail-rate.

Fail maximization, intersystem

[ M1b ] maximize
∑
i

yi (3.2a)

subject to
∑
i

tijxij ≤ Tj ∀j (3.2b)

yi = max
j
{fijxij} ∀i (3.2c)

xij ∈ {0, 1} ∀i, j (3.2d)
yij ≥ 0 ∀i (3.2e)
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To get a linear model, constraint (3.2c) needs to be rewritten. We add
a binary variable zij and a constant M that is large enough to enforce the
constraint:

zij =

{
1 if test case i on system j has the highest fail-rate
0 otherwise

and

yi ≤ fijxij +M(1− zij) ∀i, j (3.3a)
yi ≥ fijxij −M(1− zij) ∀i, j (3.3b)∑

i

zij = 1 ∀j (3.3c)

zij ∈ {0, 1} ∀i, j. (3.3d)

3.1.2 Age

The test cases are not equally important, but there is still a point to make sure
that every test case is run. A metric to measure this is the mean of the number
of days since the latest execution. We report the mean number of days since
the execution of the test cases in the suite per system and the mean number of
days since the execution of the test cases that were executed per system. We
want to minimize the first one and maximize the latter.

The model for optimizing these metrics would preferably be a selection like
[M1a] and sorting, but instead of fail-rate we would use days since execution.

3.1.3 Coverage

This metric measures how many of the possible areas that are covered by the
run test cases. We report the average coverage per system and want to maxi-
mize this metric. Drawing inspiration from Hao et al. [14] we formulate a model
for coverage maximization.

Variables:

xik =

{
1 if test case i is in place k
0 otherwise

ykl =

{
1 if the first k test cases covers al
0 otherwise.
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Parameters:

A = the number of areas

cil =

{
1 if test case i covers al
0 otherwise

N = the number of test cases.

Coverage maximization, intrasystem:

[ M2 ] maximize
N∑

k=1

A∑
l=1

ykl (3.4a)

subject to
N∑
i=1

xik = 1 1 ≤ k ≤ N (3.4b)

N∑
k=1

xik = 1 1 ≤ i ≤ N (3.4c)

N∑
i=1

cilxi1 = y1l 1 ≤ l ≤ A (3.4d)

ykl ≥
N∑
i=1

cilxik 2 ≤ k ≤ N, 1 ≤ l ≤ A (3.4e)

ykl ≥ yk−1,l 2 ≤ k ≤ N, 1 ≤ l ≤ A (3.4f)
N∑
i=1

cilxik + yk−1,l ≥ yk,l 2 ≤ k ≤ N, 1 ≤ l ≤ A (3.4g)

xik ∈ {0, 1} ∀i, j (3.4h)
ykl ∈ {0, 1} ∀k, l. (3.4i)

Constraint (3.4a) ensures that we will cover each area once. Constraint (3.4b)
and (3.4c) ensure that the test cases will be properly ordered. Constraints (3.4d)–
(3.4g) link the test cases’ coverage with the ykl variable. Constraint (3.4d) is a
special case for the first test case in the prioritization.

This model will prioritize the test cases according to their coverage. Note
that prioritization does not take into account the duration of the test cases, just
that the test cases that cover the most areas are first. The interested reader can
easily extend this model to be an intersystem model.
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3.1.4 Diversity

Using the mean Jaccard distance between all run test cases, we get an intersys-
tem metric. This metric will use the system, branch, and areas as elements that
can differ between test cases. We want to maximize the diversity.

The mean of the distances between test cases was chosen because test set
diameter of the entire suite was deemed to be too slow for this work. For the
reason the Jaccard distance was chosen instead of any other pairwise metric,
because of its simplicity to add new factors that will affect the diversity.

To formulate a model to maximize diversity is a great exercise but in the end
meaningless. The test cases in our data set belong to one of the two branches.
This means that with three test cases in a suite, there will be some common ele-
ments between the test cases and thus will the diversity decrease. Consequently,
to achieve the optimal diversity, we plan only two test cases.

3.1.5 APFD

APFD is an intrasystem metric that measures how early in a suite fault-revealing
test cases, that is test cases that fails, are placed. As APFD uses the ordering
of the test cases, it is only applicable to a single system. We report the system
mean APFD and we want to maximize this metric. The test cases are simply
sorted by their fail-rate to maximize APFD.

3.1.6 APFDC

APFDC, like APFD, is an intrasystem metric that measures how early in a suite
fault-reveling test cases, are placed. This metric takes into account the runtime
as cost and will thus give higher value to suites that place short test cases before
long test cases, if the result is the same. We report the system mean APFDC
and we want to maximize this metric.

There are many ways of formulating a scheduling problem. Khowala [22]
looked at four different formulations and we choose the one that seems to fit
our problem size the best.

Variables:

xi = completion time of test case i in the prioritization

yik =

{
1 if the test case i precedes test case k
0 otherwise.
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Parameters:

fij = fail-rate of test case i

tij = runtime for test case i.

APFDC maximization, intrasystem:

[ M3 ] minimize
∑
i

fixi (3.5a)

subject to xi ≥ ti ∀i (3.5b)
xi + ti ≤ xk +M(1− yik) ∀i, i < k (3.5c)
xk + ti ≤ xi +Myik ∀i, i < k (3.5d)
xi ≥ 0 ∀i (3.5e)
yik ∈ {0, 1} ∀i, k. (3.5f)

The objective function (3.5a) ensures that a test case with higher fail-rate
will be placed earlier and test cases that are longer will be placed later. Con-
straints (3.5b), (3.5c), and (3.5d) control the ordering of the test cases, so that
a test case needs to be finished before the next can be run. This is of course
only in the prioritization stage, when the suite is actually run, we only consider
the prioritization as a queue.

3.1.7 APTU

To address the issue of fault detection over parallel heterogeneous systems, we
propose a metric based on APFD. This new metric, Average Percentage of Time
Used (APTU), cares about the start time of a fail finding test case, regardless
of system. We want to maximize this metric.

APTU = 1−
∑m

i=1 end timei × pi
total time× P

+
1

2× total time
(3.6)

Here m is the fails, pi is the probability that test case i will find a fail on a
random system, and P is the sum of probabilities pi.

To maximize this metric, we follow model (3.5) to ensure the ordering of test
cases. We also need to extend the model to multiple systems.
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Variables:

xij = completion time of test case i on system j

yijk =

{
1 if the test case i precedes test case k on system j
0 otherwise

zi =
the lowest value of completion time ×
fail-rate for all system for test case i.

Parameters:

fij = fail-rate of test case i

tij = runtime for test case i.

APTU maximization, intersystem:

[ M4 ] minimize
∑
i

zi (3.7a)

subject to xij ≥ tij ∀i, j (3.7b)
xij + tkj ≤ xkj +M(1− yijk) ∀i, j, i < k (3.7c)
xkj + tij ≤ xij +Myijk ∀i, j, i < k (3.7d)
zi = min

j
{fijxij} ∀i (3.7e)

xij ≥ 0 ∀i, j (3.7f)
yijk ∈ {0, 1} ∀i, j, k (3.7g)
zi ≥ 0 ∀i. (3.7h)

The difference between [M3] and [M4] is the addition of constraint (3.7e),
that takes the minimum value across the systems. For a single system this model
is the same as (3.5). To enforce the minimization constraint, constraint (3.7e),
we follow a similar procedure as with the maximization constraint from [M1b]:

wij =

{
1 if test case i on system j has the highest fail-rate
0 otherwise
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zi ≤ fijxij +M(1− wij) ∀i, j (3.8a)
zi ≥ fijxij −M(1− wij) ∀i, j (3.8b)∑

j

wij = 1 ∀i (3.8c)

wij ∈ {0, 1} ∀i, j. (3.8d)

3.2 Proposed Model and h-met

We now propose a mathematical optimization model for the TCP. The model
will give each test case multiple costs and we want to minimize the sum of these
costs. This means that a test case with a large cost will in some sense be deemed
important and the model want therefore to place the said test case early.

We introduce a cost for the test case regardless of system to capture the idea
that the test cases will hopefully be run on at least one system that night. This
cost will be multiplied by the end time of when it is run regardless of system.

ci = (days_last_run) / (days_last_fail)× ((mods)+ 1) (3.9)

Here mods is the number of modifications associated with all areas covered by
that test case since the latest execution.

From earlier we have the cost for a test case on a specific system. This will
hopefully ensure that within a single system, the order of the test cases will go
from short, high fail-rate cases to long, low fail-rate. This cost is then multiplied
by the test case’s predicted end time so that the order is accounted for in the
objective function. To ensure that a test case that passes its first run will be
scheduled again we also set the minimum fail-rate of a test case to be 0.1%.

cij = max(fij , 0.001) / tij (3.10)

Lastly, each test case is given a cost for not being run on that system.

dij = (days_last_run)j / (days_last_fail)j × ((mods)+ 1)× Tj (3.11)
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Variables:

xij = completion time of test case i on system j

yijk =

{
1 if the test case i precedes test case k on system j
0 otherwise

zi =
the lowest value of completion time ×
fail-rate for all system for test case i

uij =

{
1 if test case i is expected to be run on system j
0 otherwise.

Parameters:

fij = fail-rate of test case i

tij = runtime for test case i

Tj = time budget for system j

ci = cost for running test case i on any system
cij = cost for running test case i on system j

dij = penalty cost for not running test case i on system j

Proposed model:

[ M5 ] minimize
∑
i

cizi +
∑
i,j

cijxij + dijuij (3.12a)

subject to xij ≥ tij ∀i, j (3.12b)
xij + tkj ≤ xkj +M(1− yijk) ∀i, j, i < k (3.12c)
xkj + tij ≤ xij +Myijk ∀i, j, i < k (3.12d)
zi = min

j
{xij} ∀i (3.12e)

xij ≤ Tj +Muij ∀i, j (3.12f)
xij ≥ 0 ∀i, j (3.12g)
yijk ∈ {0, 1} ∀i, j, k (3.12h)
zi ≥ 0 ∀i (3.12i)
uij ∈ {0, 1} ∀i, j. (3.12j)

(3.12k)

Our proposed model expands on [M4] by factoring in multiple costs in the
objective function and by penalizing the test cases that will not be run. Con-
straint (3.12f) detects if a test case is unable to fit into the time budget and
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which causes a penalty. We use the value of objective function (3.12a) as an
additional metric for comparisons of prioritizations. We call this metric h-met,
our heuristic metric.

3.3 Simulated Annealing

The proposed model contains a large number of variables and constraints. This
combined with the fact that constraints with big-M constants yield poor LP
relaxations make the model hard to solve, and some would say impossible for
real data sets. We thus consider a meta-heuristic.

The problem of finding a valid test suite is simple; just schedule the test
cases in any order. Furthermore, we see that from a given suite it is trivial to
get to a new suite; just swap the order of at least two test cases on the same
system. These insights lead us to try simulated annealing (SA), see Algorithm 1
for pseudo code. Perejo et al. [28] discuss alternative meta-heuristics to SA
such as hill-climbing, tabu search, variable neighbourhood search, evolutionary
algorithms, and many more.

Mansour et al. [25] tested several different test case selection algorithms
including SA. Because of their objective function, they gain high coverage with a
low number of test cases, that is, they maximized for coverage. They recommend
SA over other algorithms when the test cases have different costs.

The SA concept comes from annealing in metallurgy where a metal is heated
above its recrystallization temperature and then slowly cooled so that the crys-
talline structure is preserved. SA starts with a solution and performs small
random changes to it. The changes are chosen from the neighbourhood of the
working solution. If the new solution is better then the original, then it is saved,
but if it is worse, it will still be chosen, with some probability. This probability
depends on a temperature function that decreases with time. This means that
really poor changes can only be seen in the beginning of the process and in the
end only positive changes will be accepted. The process will then settle to a
solution. For more details, see for example Talbi [35].

We evaluate two different SA configurations. The first is the random ap-
proach, SA-r. With a random start, its neighbourhood consists of all test suites
where all test cases are in the same order except two in the same system, that
is we move to a neighbour by swapping two test cases in the same system. SA-r
will use starting temperature 106 and ending temperature 10−9. The second
approach, SA-c, warm starts with the cost prioritization since it approximates
the system-wide cost cij well. This in an attempt to improve a fairly good
starting solution quite fast. SA-cs will use starting temperature 104 and ending
temperature 10−8. We test both SA-r and SA-c with 104 and 105 iterations,
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Algorithm 1 Simulated Annealing

s_cur ← get_prio()
cur_val← eval(s_cur)
best_sol← s_cur
best_val← cur_val
temp← get_temp()
for i ≤ iter_max do

s_new ← get_rand_neighbour(s_cur)
new_val← eval(s_new)
if accept(new_val, cur_val, temp) then

s_cur ← s_new
cur_val← new_val
if cur_val ≤ best_val then

best_sol← s_cur
best_val← cur_val

end if
end if
temp← update(temp, i)

end for
return best_sol
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called short and long. We thus have four different SA prioritizations, called SA-
rs, SA-rl, SA-cs, and SA-cl. An exponential temperature update is used due to
the difference in magnitude between the starting and ending temperatures. The
starting and ending temperatures were chosen through empirical testing. More
precisely we tested SA-rs and SA-cs on the training set with different starting
and ending temperatures of 10−10, 10−9, . . . , 109, 1010.

Both approaches use exp(−(diff / temp)) as probability functions. This func-
tion is quite common as it ranges from 0 to 1 for positive differences in objective
values between the current solution and the new solution. That is to say we
always accept a better solution then our current and probabilistically reject
worse solutions. We also see that more iterations lead to a higher temperature
and thus lower probabilities later in the run. The probability for rejection also
increases as the new solution gets worse.

3.4 TCP as Search-Based Software Engineering
In an attempt to bridge the different terminologies in different scientific domains,
we here rephrase TCP as search-based software engineering (SBSE). We follow
Harman and Jones’s [16] criterion to formulate TCP so that we could apply
SBSE. The three parts needed for a SBSE is:

• a representation of the problem which is amenable to symbolic manipula-
tion,

• a fitness function (defined in terms of this representation), and

• a set of manipulation operators.

We represent the test suite as a 2d-array. The elements are test case tuples,
each column represents a system, and each row represents the order of test
cases at a particular system. The test case tuples contain costs for the test case,
estimated runtime, test case number, and associated system.

The fitness function that we use is objective function (3.12a). From the
array, we have the order of the test cases, runtimes, and costs, so it is easy to
compute.

The manipulation operators are changing place of the elements in the same
row. We will be able to change any two elements in the same row or adjacent
elements.
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Method

To be able to use the prioritizations, they of course need to be implemented.
After the implementation they need to be evaluated by metrics so a comparison
can be made. In this chapter we look at the details of the implementation and
all metrics used.

4.1 Implementation

The implementation was roughly 2000 lines of code written in Python 3 [37].
The optimization solver was the commercial solver Gurobi [12] with the Python
API.

An overview of the program is shown in Figure 4.1. First, the program
reads the data with the modification history for the previous day and execution
history for the coming night. A prioritization is then created. Test cases that
are viable for being in the prioritization are those that Westermo would have
run that night or unused results. A test case’s result is considered unused if the
test case has not been run or updated. Following the prioritization stage, the
execution stage comes. The test cases are run system-wise until that system’s
time budget is used. The test cases that are run on each system will have their
execution histories updated and their results for that particular system will be
considered used. After that follows the evaluation stage where the values of
each metric are calculated and saved. The night is now over and the process
iterates.

Note that the results are loaded so that we know which test cases can be
prioritized and the results are only used in the evaluation stage and never in
the prioritization stage, except when we “cheat” to have the ideal and worst

Felding, 2022. 29
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Start

Input choice of prioritization and time budget

Read data for the coming night

Prioritize the test cases

Execute the prioritization and evaluate

Nights left? Update evaluation history

Stop

Yes

No

Figure 4.1: Flow chart for the implementation of the main program
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possible prioritizations. Moreover, note that only test cases that are run have
their execution history updated.

We assume that the order of the test cases does not matter. We also only
consider test cases where the result is pass or fail, that is, where the test case
worked as planned. This is relevant since Westermo also provided data for
invalid test cases. A test case is marked as invalid if, for example the test case
crashed or the testing was aborted during that particular test case.

The data set includes one development branch and one stable branch. The
branches both receive code changes. In addition, the stable branch is sometimes
updated with the SW from the development branch. This is to say that WeOS
had a new version released. When this happens we also transfer the execution
history from the development branch’s test cases to the stable branch.

Since the systems differ, their execution histories will be handled separately.
This also helps when the number of test systems increase. Hence, for each test
case we have two branches and multiple systems to deal with. To handle the
branches, we model each test case as two separate test cases, one per branch.
The system variations are dealt within each test case. This distinction is mainly
of importance in our proposed mathematical model that will create prioritiza-
tions, as we assume that all fails within the same test case on different systems
will be the same fail. Fails on a different branch or on different test cases will
be considered different.

Some of the test cases in the data set have parameters in order to test
different aspects of the SW. Each test case and parameter combination will
create a new test case. So, instead of the test case A and parameters P1 and
P2 we will have two test cases, A− P1 and A− P2.

The data that is used for prioritization is:

• the historic mean fail-rate from the execution history with regard to sys-
tem,

• the historic mean execution time from the execution history with regard
to system,

• number of modifications to areas associated with the test case since the
last run regardless of system,

• days since the last run regardless of system, and with regard to system,
and

• number of days since the last fail regardless of system, and with regard to
system.

The prioritizations that rely on randomness were run five times, and the
average is used for the comparison.
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Arcuri and Fraser [2] have some suggestions regarding the use of a training
set and a testing set. They mention that 90% of the data should used for
training, whereas this thesis uses closer to 60%. They also propose to use
parameter choosing techniques, however that is beyond the scope of this thesis.
Additionally, they suggest to randomly sample the training and test data from
the data. This was not done so as to mimic the real world; we can not see
into the future but can only use our already collected data. For example, we
update the estimated fail-rate of a run test case after a night, which we assume
is correlated more to the nights that lie close and not all nights.

Arcuri and Briand [1] recommend to rerun the simulations several times and
report p-value, minimum, maximum and variance. However, due to resource
limitations for this thesis, we ran the random-based simulations five times and
report in more general terms on our findings.

Westermo always scheduled all test cases, but all test cases could not be
run every night. We will use a time budget of 50000 seconds, which is almost
14 hours, for each system. This budget is enough for 95% of the nights and
excludes some extreme values that would skew the time budget. The budget is
representative of the testing starting at 6 PM and being done at 8 AM.

The results were gathered using different prioritizations and different time
budgets. The budgets used were 5%, 25%, 50%, and 100% of 50000.

4.2 Prioritizations

In this section we introduce the different prioritizations that we use for compar-
isons. A prioritization is how the test cases are ordered in each nightly suite.
There are many ways of ordering the test cases, so in this thesis we have selected
nine different prioritizations to capture all elements of suite creation.

4.2.1 Random

Quite simply, what would the result be if the test cases were prioritized ran-
domly. This prioritization is used in many studies [38].

4.2.2 Ideal

We strive to find fails early and would prefer to have them as early as possible.
We define the Ideal Fail Finding (Ideal) prioritization as, system wise, sorted by
if the test case will find a fail and then also by runtime. All fails are then found
early and efficiently. This prioritization will “cheat” and look at the coming
results so this will act as a best case scenario.
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4.2.3 Worst
With respect to fail finding capability, the worst case would be if all fails were
at the end of the prioritization. We thus define the Worst Fail Finding (Worst)
prioritization as such. It will like the ideal prioritization also, “cheat” and will
act as a worst case comparison.

4.2.4 Fail-rate
Given the execution history of the test cases, we can calculate the fail-rate of
the test cases. We implement this prioritization as it is quite intuitive that a
test case that usually fails will also fail the coming night.

4.2.5 Age
To avoid a test case not being run, we can prioritize the test cases according to
their latest execution. That is to say, we prioritize test cases with old results.

4.2.6 Latest Failure
If a test case recently went fail, then the idea that it will fail in the coming run
is reasonable. In this prioritization, the test cases are sorted by the number of
days since the latest failure. By design, this prioritization will be unaware of
failures of test cases that were not executed, to emulate the industrial context.

4.2.7 Modification
The data contains information on when the SW associated with the areas were
modified and how many times. The areas that receive more commits likely have
more man-hours devoted to them and may thus be seen as “important.” We thus
want to test the areas that are changed frequently. This is because new bugs
will hopefully be caught faster. The test cases are prioritized according to how
many modifications they have since the latest execution. This prioritization is
similar to the test case selection problem.

4.2.8 Cost
Inspired by Elbaum et al. [8] and their heuristic of severity

cost we propose a cost
associated with each test case. This data set does not include the severity or
cost of the test cases, so we will use fail-rate

execution time . Our budget is time and with
the goal to find fails, a high fail-rate is severe. Thus a prioritization with respect
to this new cost can be created.
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4.2.9 Coverage
Using the area words we can use an additional greedy heuristic which aims to
maximize coverage. This means that the first test case in the prioritization will
be the one that covers the largest number of areas. The second test case will
be the one that covers the most area together with the first test case, and so
on until no test case covers any new area. Then the area coverage will be reset
and we start again. This prioritization ensures that subsequent test cases cover
different areas and, hopefully, much functionality. As tie-breaker the fail-rate is
used.
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Results

We now present our results. All values of the metrics are presented in tables
with a select few also featured in figures. We also look at the computation time
for the prioritizations and for the comparison stage we use performance profiles.
Due to the many combination of prioritization and metric and time budget, only
a subset of all plots available are featured in this chapter.

5.1 Abbreviations
The simulated annealing prioritizations will always be called be the abbreviated
form SA-rs, SA-rl, SA-cs, and SA-cl. They may also be grouped as SA-r, SA-c
or SA. How the other prioritizations are abbreviated can be seen in Table 5.1.

The metrics APFD, APFDC, APTU, and h-met will always be referred by

Prioritization Abbreviation
Ideal prioritization ideal
Worst prioritization worst

Random prioritization rdm
Fail-rate prioritization f.r.
Age prioritization age

Recent fail prioritization rec.f
Modification prioritization mod

Cost prioritization cost
Coverage prioritization cov

Table 5.1: Prioritizations and their abbreviations

Felding, 2022. 35
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Metric Abbreviation
Number of found fails # f

System mean of found fails % fs
Total mean of found fails % ft

System mean of age of the executed test cases # d e
System mean of age of all test cases # d t

Coverage cov
Diversity div

Table 5.2: Metrics and their abbreviations

their abbreviations. How the other metrics are abbreviated can be seen in
Table 5.2.

5.2 Comparison of Metrics

This section presents the results from the different prioritizations. We present
the results in Tables 5.3 – 5.6. We also present in Figures 5.1 – 5.4 how the
metrics change over the course of the 200 days for a single prioritization and
with different time budgets. Figures 5.5 and 5.6 show how big difference the
prioritizations really make by comparing the same prioritization and time budget
for different prioritizations.

Figures 5.5 and 5.6 show how the average number of days since execution
changes over time, with a time-budget of 5%. These are the most noteworthy
figures as they clearly show that some prioritizations “forget” test cases, and
thus the average increases greatly.

In Tables 5.3 – 5.6 follows the average value for all nights, for each com-
bination of prioritization, metric and time. The most favourable value is in
bold face. We do not mark ideal or worst as we want to direct the reader to
prioritizations that do not have the ability to see in the future.

In Table 5.3 we see that the h-met value for cost prioritization is lower than
SA-cs, even though SA-cs starts from the cost prioritization and seeks a lower
h-met value. This contradiction arises due to the fact that the cost values in
h-met will be different depending on how the test cases were run. This will be
most prominent with a low time budget. We also see that SA-rl is the best in
many metrics.

In Table 5.5 we see that SA-rl has the highest value in some metrics. Recent
fail and modification prioritization are also the best in some metrics. Further-
more note that modification prioritization gives the lowest h-met.
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(a) Legend, how much of the time budget
used

(b) Number of fails detected for random
prioritization

(c) Fraction of fails found per system for
random prioritization

(d) Fraction of fails found total for random
prioritization

(e) APFD for random prioritization (f) APFDC for random prioritization

Figure 5.1: Five metric values for random prioritization and legend
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(a) APTU for random prioritization

(b) Number of days since execution for the
executed test cases for random prioritiza-
tion

(c) Number of days since execution for all
test cases for random prioritization (d) Coverage for random prioritization

(e) Diversity for random prioritization
(f) Heuristic metric for random prioritiza-
tion

Figure 5.2: Six metric values for random prioritization
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(a) Legend, how much of the time budget
used

(b) Number of fails detected for SA-rl pri-
oritization

(c) Fraction of fails found per system for
SA-rl prioritization

(d) Fraction of fails found total for SA-rl
prioritization

(e) APFD for SA-rl prioritization (f) APFDC for SA-rl prioritization

Figure 5.3: Five metric values for SA-rl prioritization and legend
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(a) APTU for SA-rl prioritization
(b) Number of days since execution for the
executed test cases for SA-rl prioritization

(c) Number of days since execution for all
test cases for SA-rl prioritization (d) Coverage for SA-rl prioritization

(e) Diversity for SA-rl prioritization (f) Heuristic metric for SA-rl prioritization

Figure 5.4: Six metric values for SA-rl prioritization
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(a) Random (b) Worst

(c) Ideal (d) Fail-rate

(e) Age (f) Recent fail

(g) Modification

Figure 5.5: Number of days since execution of the entire suite with 5% time
budget
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(a) Cost (b) Coverage

(c) SA-rl (d) SA-cs

(e) SA-rs (f) SA-cl

Figure 5.6: Number of days since execution of the entire suite with 5% time
budget
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In Table 5.6 we see that SA-rl snags some top metrics. Recent fail and
modification prioritization are also the best in some metrics. Recent fail prior-
itization is the best in all APxx metrics, indicating the best prioritization for
finding fails, however modification prioritization finds most fails and SA-rl finds
the highest share of fails.

In total, we can see that coverage prioritization is always the best for maxi-
mizing the coverage metric. We can also see that age prioritization will always
have the lowest mean number of days since execution.

We also note that h-met seems to decrease as the time budget increases. This
is due to the fact that more test cases are expected to run each night and thus
fewer test cases will be penalized. We also note that modification prioritization
achieves good marks in said metric.

The diversity metric decreases slightly with increased time budget, likely
due the test cases being somewhat similar. The difference in diversity between
prioritizations is small and no conclusion can be drawn from this metric, except
that it is poor. Interestingly, the worst prioritization is the prioritization with
the highest diversity followed by recent fail prioritization.

We can also see that APFD and APFDC seem to decrease as the time budget
increases, whereas APTU often increases.

As expected, age prioritization has the lowest total age of test cases. Random
prioritization has the second lowest age of executed test cases, with SA coming
next. For the age of the executed test cases the age prioritization is the best for
a low time budget, but is not the best when the budget increases.

We can see that ideal is the prioritization that has the best coverage. In
contrast, coverage prioritization is weak at finding fails. This seems to mean
that fail-rate implies coverage but not the other way!

5.3 Computation Time

In this section, we look at how the computation time of each prioritization
differs. The computation time presented is only the time of the creation of the
suite; in Figure 4.1 it is the stage “Prioritize the test cases.”

We can see in Table 5.7 that SA is significantly slower than the other priori-
tizations and quite obviously more iterations take longer. Ideal, worst, fail-rate,
age, recent fail, modification, and cost prioritization are all implemented as
various sorting methods, and their difference in time are mostly due to the
implementations’ data structures. Coverage prioritization needs a lot of time
because the suite is built iterativly with a search for the best candidate in be-
tween. The implementation is not optimized but will nevertheless be slower
than sorting.
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PRIO time (s)
ideal 0.00351
worst 0.00346
rdm 0.00199
f.r. 0.00322
age 0.00201
rec.f 0.000846
mod 0.000432
cost 0.000476
cov 1.09

SA-cs & SA-rs 14.6
SA-rl & SA-cl 97.3

Table 5.7: Average computation time per night for the planning phase of each
prioritization

5.4 Performance Profiles

The result tables do not provide a good overview of which prioritizations are
good across all metrics and which that are poor. We will therefore use perfor-
mance profiles as defined by Dolan and Moré [7]. It measures how many of all
measurements that are within a factor f from the best attained measurement.
We consider all values from Tables 5.3–5.6 and also the computation times from
Table 5.7.

From Figures 5.7–5.9 we clearly see that the ideal prioritization is the best in
about half of the metrics. This comes from the fact that the ideal prioritization
is the best in 6 out of 11 metrics, by design. There is also a sharp rise early
among the prioritizations, due to the small differences in the diversity metric.

For more understanding of performance profiles, we can see in Figure 5.8
that modification prioritization is within a factor of about 10 from all values.
This factor comes from Table 5.6, where modification prioritization has a h-met
value of 10.2, compared to the best of 1.03.

From the performance profiles, and Table 5.8 we learn that modification
prioritization is the prioritization that first reaches 100%, that is, the prioriti-
zation that is in some sense the least worst and thus the overall best. We also
see that age prioritization is good. Third is the ideal prioritization and even
though it quickly finds fails, it does not take into account all factors of TCP
to be considered the best. Cost prioritization is the fourth best, just beating
random prioritization.

Since our model uses modification, days since execution and fail, and cost
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Figure 5.7: Performance profiles for some prioritization

Figure 5.8: Performance profiles for some prioritization
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Figure 5.9: Performance profiles for some prioritization

PRIO largest factor second largest factor
mod 9.92 8.33
age 17.6 11.0
ideal 24.9 11.2
cost 38.4 24.6
rdm 39.6 11.7
fr 42.2 32.9

rec.f 109 9.37
worst 1300 1120
cov 2520 48.4
SA-rs 33800 7.56
SA-cs 33800 37.3
SA-rl 225000 6.03
SA-cl 225000 32.9

Table 5.8: Largest factor f from performance profile
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as factors we might think that SA will also be good, since some of its parts
are great. So if we remove the SA biggest weakness, time, by considering the
second largest factor of the performance profiles, we see in Table 5.8 that SA-rl
and SA-rs both rise to the top. SA-cs and SA-cl are still at the end, indicating
that SA-c will not be the best. We can also see that the worst prioritization is
finally the worst.





Chapter 6

Discussion

What are the strengths and weaknesses of the prioritizations and the proposed
model? This chapter looks at the limitations and weaknesses of this thesis and
what possible paths there are in the future.

6.1 About the Results

In the following section, some of the more interesting prioritizations are dis-
cussed

The random prioritization is second worst at finding fails, only better than
coverage prioritization. Random prioritization has good coverage and does not
let any test case get to old. This result comes from the fact that it is random!
All test cases are treated equally, which means that fail-finding test cases will
not be run more often than test cases that pass, as the results show.

Modification prioritization is good since more changes increase the chance
for bugs to slip in. All areas are updated so no test case is forgotten. This
is good for programmers since it decreases turn-around time on the area they
focus on. For finding fails, the prioritization is above average and sometimes
even the best. Its low h-met score can be explained by the fact that h-met is
heavily influenced by modifications.

Age prioritization is good since it is fast and does not forget any test cases,
and thus tests the test cases regularly. It also yields a good coverage. Its h-
met value is not bad since the metric is heavily influenced by age of the test
cases. The age prioritization has poor performance in the actual fail finding.
As expected it prioritized older test cases early and thus have great values for
the age metrics. To our surprise, it is however not the best for maximizing the
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test cases age among the ones executed for larger time budgets.
Using the areas as a basis for a greedy additional coverage prioritization is

the worst thing possible, unless we want to maximize coverage. This seems to
indicate that the areas are not correlated to finding fails. We also note the lack
of randomness in the method leads to some test cases always being missed, and
thus worsening the methods usefulness.

SA-r performed favorably, in part because the prioritization with the low-
est h-met, modification prioritization, performed well. This is however not the
whole truth! It seems as the other parts of the model correlated with prioriti-
zations age, fail-rate, and cost, worked in great unison to make SA-r the best
performing prioritization, excluding computation time.

SA-c does not perform well and when compared to SA-r it can only be
described as useless. This is explained by the neighbourhood being too small,
that is, it is hard for SA-c to change the suite as each iteration only changes two
adjacent test cases. This thesis can not answer whether this neighbourhood is
too small in general or only for this particular starting configuration. We can
however conclude that using this method to improve the cost prioritization did
mostly time yield a better h-met but a worse suite overall.

6.2 Advantages and Disadvantages of the
Proposed Model

The proposed mathematical model has one main problem, it is unable to solve
a model of realistic size. The SA approach tries to emulate the model and thus
also minimizes h-met. SA yields great results in comparison with the other
prioritizations, indicating that the objective function captures many important
aspects of TCP! Even though SA aims to minimize h-met, modification prioriti-
zation come out on top twice. This indicates that the optimum is not found by
SA, and not even the best found solution. As such using SA comes at the cost
of loosing optimality of the model. Compared to other prioritizations, SA is
sluggish, but it is considerable faster than mathematical optimization and with
this problem size still practical.

An advantage with SA is that the number of iterations can be tuned to
match Westermo’s preferred computation time. This is great since we saw that
SA-rl is better than SA-rs. We could reach an even better result with twice the
iterations, thus twice the time. The rewards are diminishing, but more time
will yield a better result, with regard to h-met and hopefully the other metrics
as well.

The model’s objective function has the ability to be changed to the develop-
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ers preferences. Close to a SW release, more focus might be on older test cases so
that all functionality is actually tested, and between releases more focus might
be on modifications to decrease turn-around.

6.3 Limitations

To evaluate diversity, the mean Jaccard distance between the test cases was
chosen as metric. This metric did not yield any great insights and can thus be
ruled out as a viable approach. If Jaccard as a whole is to be discarded or just
this implementation is not clear. If other features were chosen, another result
may appear. It is also possible that the use of Westermo’s areas is a too coarse
basis for diversity. A possible approach for a good diversity metric is to use
TSDm as presented in Definition 2.7. This metric is however computationally
intensive so this thesis looked at other alternatives. However, with this data set
TSDm would also rely on the area words as a basis which might be unsuitable.

A weakness of the proposed model is that coverage is not accounted for.
This is because it was deemed hard for the model to take it into account and to
be solved to optimality. The mathematical model was however discarded due to
the model being to computationally intractable. SA is not as limited to the use
of a linear objective function, and further work might explore the possibility to
incorporate more factors into the objective function.

The use of mean for the expected runtime and fail-rate for the test cases
might be unsuitable. A possible approach is to use a weighted average so that
newer data is more influential.

We also note the lack of randomness in some prioritizations. Coverage pri-
oritization suffers from this as the greedy additional method only looks at the
test areas during a single prioritization and not on coverage over many nights.
The fail-rate, recent fail, and cost prioritizations would also benefit from added
randomness. If, for example, a test case is long and passes the first time it is
run, it will not likely be run again. This issue was not addressed because we
wanted to compare the raw prioritizations, but is vitally important to consider
when a prioritization is implemented.

It would be interesting to see how the performance profiles look for each
time budget and for fail detection and APxx. To limit the scope of the thesis,
this was not done. We did however find the overall performance profiles of the
prioritizations.

We do not explicitly consider the flakyness of the test cases. We do, however,
know if a test case is more prone to failure since we have the execution history.
This will hopefully help classify that particular test case as more prone to failure
and then we have a reason to prioritize it higher and more often, given that the
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prioritization use fail-rate.
On a similar note, in this work, a test case that always fails is deemed

the most important in many metrics and for many prioritizations. If we are
confident that a test case will fail, running that test case does not give us any
new information. Thus, a limitation of this work is that information gained
from an executed test case is not considered.

6.4 Future Work

This thesis did not research how the results from the proposed model change
with different cost parameters. Tuning of the model is left to future explorers,
but note that the model weights can be tuned indefinitely. The parameters
also depend on the data used and the developer’s priorities. It would also be
interesting to know more about different estimates of the fail-rate and execution
time of the test cases. For example, giving more weight to new results instead
of using the mean like this work.

To help the proposed model we used SA, a meta-heuristic. There are other
methods that are worth exploring that are not meta-heuristics. Some direc-
tions that would likely yield fruit are decomposition methods and Lagrangian
relaxation.

The SA-c approach should be tested with a larger neighbourhood and SA-r
should be tested with a smaller neighbourhood. If that would be looked at,
better conclusions about warm starts and the preferred neighbourhood could
be drawn.

It would be of interest to compare Westermo’s current prioritization with the
prioritizations explored in this thesis to see how big the gap is between academia
and industry. On a similar note, how would the developers at Westermo feel
about using SA or modification prioritization in their daily (nightly) testing?
Would they trust that an outside prioritization will be fair and would they
understand why their code changes were not tested a particular night?

With SA-rs taking about 15 seconds to prioritize a night, it would be pos-
sible to include a human planner in the loop. The human could look at the
complete suite and make changes in the prioritization or change costs and do
another prioritization. Such a solution would possibly lead to a bias, but a more
appreciated prioritizer among the developers.

This thesis suffer from a change of scope. The literature study was mainly
focused on mathematical optimization and not on SA or all other prioritizations.
This thesis would benefit from being in a meta-study.

The literature on multisystem heterogeneous TCP and multiday TCP was
found to be lacking and would benefit from more studies. As such, there were
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no comparable data sets to be found to compare the results with.
Our own metric APTU is often slightly higher than APFD and APFDC on

this data set. If there is a statistical significant difference is left to another
researcher to ponder.

6.5 Threats to Validity
Like most empirical studies, the presented study has threats to validity. One
threat would be that the prioritization involving randomness was run only five
times. This weakness is diminished by the fact that we then take the average
over 200 nights.

Some of the deterministic approaches are threatened by the fact that the
runs of the first nights highly determine the test cases to run the remaining
nights. This is more a weakness of the prioritizations than the study, but steps
could have been made to minimize this effect, such as letting the first ten nights
be randomly prioritized to give the test cases some history.

The biggest threat would be that there is no truly comparable data set.
There are likely similarities with this thesis and the established research, but
a true comparison will most likely be impossible due to the nature of the test
areas.





Chapter 7

Conclusion

This final chapter will try to summarise what we have learned and give guidelines
for how to use the results.

7.1 Answer RQ

RQ1: How could one formulate a mathematical optimization model for West-
ermo’s regression testing? What are a mathematical model’s strong points
and weaknesses in regression testing?

The mathematical optimization model that was developed could not solve
Westermo’s regression testing problem due to its size. The weakness is
thus that it is too computationally expensive. A SA approach using the
model’s objective function proved highly effective, but is slow compared
to the other prioritizations. However, it is quick enough and is a viable
option for practical applications.

RQ2: How are different factors such as “time since latest run”, coverage or fail
detection rate affected by different prioritizations? Is it possible to capture
many factors with one prioritization?

We could see that fail-rate, “time since latest run” and coverage was highly
dependent on the prioritization used. This is important to consider when
the time budget is low. Our metric for diversity did not vary enough for
us to be able to draw conclusion regarding the prioritizations’ effect on
diversity.
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7.2 Implications for Practitioners

The use of mathematical optimization proved futile due to the size of the prob-
lem, with the straightforward model proposed in this thesis. However, the act
of modelling the problem gave rise to a method that proved to be the best. As
such it is recommended for practitioners to try new techniques and to let new
people look at old problems for new viewpoints.

This thesis focuses very much on the comparison of prioritizations against
each other. It is unclear what factors are the most important when prioritizing
and we thus looked to compare them using performance profiles. If another way
of comparison was used, another prioritization might be considered the best.
As such there is no way of quantifying which prioritization might be the best.
We could see that some simpler prioritizations were the best in some metric but
fared poorly in others, as such we recommend to incorporate many factors in a
prioritization.

We were surprised to see how well a modification prioritization worked with
regards to all metrics. In hindsight it is not so surprising as all areas were
changed and more changes might be correlated with more faults being intro-
duced. Test cases with higher fail-rate should also be looked further into since
a test case that frequently fails gives little insight, but it is the act of changing
verdict that is important.

The greatest strength of the data set provided byWestermo is that it includes
all testing done at Westermo during a certain period. During this period of time
there was no need for a prioritization tool as all test cases could be run every
night. This differs from today when all test cases can not be run and test cases
need to be prioritized. As such, current data is not as complete in terms of
test case run rate. This means that the need for a good prioritization tool is
inversely correlated with the availability of data. This is a problem when the
search for a new tool requires a fair comparison on the same data, preferably
the practitioner’s current data.

7.3 In Summary

On this data set, we see that modification prioritization is the overall best
choice. If the user can spend time on planning, SA-r is the preferred choice.
These prioritizations fared best in comparison with other metrics on a subset of
all possible metrics. We could also see that other prioritizations sometimes had
different advantages. Random prioritization’s strength is that it is undiscrim-
inating and thus the test cases’ age is low, at the cost of not seeing the faults
in our test cases. A prioritization needs to be tailored to the user’s preferences,
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where SA-r and modification prioritization would be great as a starting point.
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