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Populärvetenskaplig sammanfattning

Gruvindustrin står inför en omställning från manuellt styrda fordon till
autonoma system där mobila maskiner blir del av en industriell process.
Förändringen drivs av en ständig önskan för effektivare, säkrare, och mer
miljövänliga metoder. En konsekvens blir att operatören hamnar allt läng-
re från maskinen, vilket möjliggör en säkrare arbetsmiljö och minskade
kostnader i form av exempelvis ventilation. Men det medför också att
den viktigaste sensorn när det kommer till att avgöra vad maskinen gör,
försvinner. Bristen på information som uppstår när operatören inte längre
är närvarande måste ersättas, vilket blivit tydligt exempelvis genom de
enorma resurser som läggs på att utveckla självkörande bilars förmåga
att uppfatta sin omgivning. Här behandlas istället hur maskinens interna
skick kan övervakas, det vill säga hur mätsignaler kan användas för att
detektera hur gruvmaskinens olika delsystem slitits eller skadats.

Gruvindustrin präglas av relativt små serier av maskiner, och kundan-
passningar är vanligt. Detta är en direkt följd av de geologiska förutsätt-
ningarna, där malmkroppars olika utseende resulterar i att ingen gruva
är den andra lik. Från ett övervakningsperspektiv innebär sådana varia-
tioner problem, eftersom slutsatser gällande en modell inte nödvändigtvis
stämmer för en annan. Samtidigt är sådan information är viktig, dels för
att kunna underhålla maskinerna i lagom grad, dels för att kunna styra
användningen för att minimera slitage.

Två applikationer studeras. Den första är gruvtruckar, vars ramar slits
mycket långsamt genom sprickbildning och utmattning. Sådana felmoder
är svåra att hantera med datadrivna metoder, eftersom insamling av data
tar väldigt långt tid. En metod att angripa problemet, är att använda da-
tadrivna modeller som beskriver belastningen, och sedan använda kända
fysikaliska samband för att koppla belastningen mot slitage.

Den andra applikationen som behandlats är tillståndsövervakning för
hydrauliska borrmaskiner. Borrmaskinen är ett särskilt besvärligt fall att
övervaka, eftersom kraftiga vibrationer medför stora begränsningar för
vad som går att mäta. Än mer komplicerat blir det av att vågutbredning
i hydrauloljan gör systemet känsligt för små skillnader mellan maskiner.
Bland bidragen finns metoder för att klassificera fel i borrmaskinen som
tar hänsyn till detta. En enda robust sensor, som dessutom kan placeras
utanför borrmaskinen, visas tillräckligt för att detektera ett antal olika
fel med hjälp av datadriven tidsserieklassificering.
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Abstract

The global mining industry is currently facing a huge transition from man-
ually operated individual vehicles, to autonomous vehicles being part of an
industrial process-like environment. The change is driven by the never ending
need for efficient, safe, and environmentally friendly operations. One inten-
tional consequence is an increased distance between the operator, and the
machine being operated. This enables safer working environments and re-
duced cost for ventilation and other supporting systems in a mine, but it
also results in the loss of the systems most important sensor. The transition
from manual to autonomous operation requires this gap to be filled from a
system awareness perspective, which lately has become evident with the large
resources that car manufacturers use to develop self-driving cars. This thesis
also targets system awareness, but of the internal kind. By this we mean
knowing the condition of the machine and its capabilities. The operator is
the most important sensor also for internal condition, and if no operator is
present on the machine, this gap needs to be filled.

The mining industry is categorized by small series and significant cus-
tomization of machinery. This is a direct result of the geological prerequisites,
where differently shaped ore bodies cause large differences in mine layout and
mining methods. This thesis explores how methods estimating the health of
mining vehicles can be used in this setting, by utilizing sensor signals to make
assessments of the current vehicle condition and tasks.

The resulting health information can be used both to aid in tasks such
as maintenance planning, but also as an important input to decision making
for the planning system, i.e. how to run the vehicle for minimum wear and
damage, while maintaining other mission objectives.

Two applications are studied. Mine trucks have slow degradation modes,
such as crack propagation and fatigue, that are difficult to handle with data
driven approaches since data collection requires significant amounts of time.
A contribution in this thesis, is a method to utilize short term measurement
data together with data driven methods to obtain the loads of a vehicle, and
then to use physics based approaches to estimate the actual damage.

The second application considers monitoring faults in hydraulic rock drills
using online measurements during operation. The rock drill is a specifically
difficult case, since severe vibration levels limits the locations and types of
sensors that can be used. The main contribution is a method to handle
individual differences when classifying internal faults using a single pressure
sensor on the hydraulic supply line. A complicating factor is the large influence
of wave propagation, causing different individuals to show different behavior.
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Chapter 1

Introduction & Motivation

The global mining industry is currently facing a huge transition from
manually operated individual vehicles, to autonomous, or increasingly
automated, vehicles being part of an industrial process-like environment.
Combined with the never ending strive for more efficient systems, this
results in complex vehicles with numerous subsystems and parts. Any of
these parts and systems might fail, and such failures will inevitably affect
the productivity of the system, and the entire mining operation.

The increased complexity from automization also offers an opportu-
nity. Automated mining machinery have more advanced sensors, increased
computing power and availability of telematics. This technology can in
many cases be used for different types of condition monitoring and predic-
tive maintenance, hence mitigating the risks. This thesis aim to investigate
how such solutions are best used, with focus on the special environment
of mining equipment and given the special needs of automation.

1.1 Autonomous vehicles

The most important condition sensor for a mobile mining machine today,
is the operator. The operator often notices leaks, changes in vibrations,
events not occurring and lack of supply media. The operator is also the
main sensor when it comes to situational awareness, an enabler for most
autonomous systems as discussed in Reichard (2004).

As mining operations go deeper, more remote, and take larger environ-
mental responsibility, the operators are preferably located further away
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2 Chapter 1 Introduction & Motivation

from the machines. This enables cost reduction through less ventilation,
less safety concerns to make a mine suitable for humans, and less trav-
eling to remote sites. But as the operators leave the immediate vicinity
of the machines, situational awareness is lost. This is the same problem
as for autonomous cars, where enormous resources are spent trying to
replace the driver with lidars, radars, cameras and massive computing
capabilities.

Situational awareness is often assumed synonymous with external sit-
uational awareness, i.e., to know your surroundings and to be able to
anticipate what other agents in the system will do. The internal situa-
tional awareness is however as important to realize a fully autonomous
system. What point is there to know your surroundings, if your own health
condition will prevent mission success? The internal situation awareness
also suffers as the operator is moved further from the machines.

The condition of a mining vehicle is heavily influenced by how the
vehicle is operated and by the environment around it, and this creates a
need for individualized monitoring. The machine condition influence an
autonomous system on multiple levels. During planning of a mission, not
only the current health, but also the capabilities of the machine given
the current health must be known to select a feasible plan. Determining
such capabilities is not an easy task, and remain an unsolved problem
(Angulo Bahón et al., 2007). A worn machine might not have the same
performance, speed, battery capacity, or ability to handle high load etc.
In an industrial setting, completing the mission is normally not the only
target. Moving a rock from point A to B should not only be performed, but
it should be done as effectively as possible. This puts further demands
on the mission planner, where the machine health should not only be
taken into account to allow the mission to be completed, but the mission
planner should also balance the cost for deterioration of the machine with
the gain from production to maximize overall profit. Allowing time for
maintenance is another crucial task for the mission planner that needs to
be addressed.

During mission execution, the health state of the machine will act
as a monitor of unforeseen events. Sudden damage on the machine by
external factors could limit performance, and may require the mission
planner to re-evaluate the effectiveness of the plan.

The system becomes even more complicated as multiple machines,
with different health states, can be chosen for the same mission. Should
truck A with a Remaining Useful Life (RUL) of two days really be used
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for a critical mission in the mine, or is it better to wait for truck B with
RUL of 1 month to be available? And should the rock drill be operated
for an extra hour, despite a damaging condition, to enable other benefits
for the combined mining process? Risk assessment becomes an important
task as the vehicle health state is taken into account. An example of this,
applied on battery management, is shown in (Berenz et al., 2012).

Many such considerations require answers for a fully automated pro-
cess to be possible, and are being researched in a wide range of appli-
cations. The enabler for internal system awareness, is the ability to use
sensor data efficiently to find possible problems ahead of time. For the min-
ing application, a number of conditions exist that complicates condition
monitoring. Such complications are described in the following section.

1.2 Condition monitoring in a mining application

Some features of mining put special requirements on condition monitoring
solutions compared to, for example, common road vehicles. The vast
majority of vehicles in the world are designed for use either on roads or
on open surfaces, such as fields or construction sites. Such environments
are very similar around the world. Roads are roughly the same sizes,
and hence the vehicles designed for roads can be manufactured in huge
series with hundreds of thousand of units. This matters from a monitoring
perspective.

For the mining industry, the picture is quite different. A mine is
designed around its ore body, which in turn is shaped from geological
processes millions of years back. As a result, no two mine sites look the
same. Figure 1.1 shows an example layout of an underground mine, where
the infrastructure is a direct result of the existing ore body. For a mine to
be profitable, the ore needs to be extracted in a cost efficient way, and this
typically means removing as little unnecessary material as possible. This
becomes increasingly important as mines tend to go deeper and deeper
as the shallow ore deposits in the world depletes. Other parameters such
as rock quality and rock pressure due to depth also puts limitations on
the sizes and shapes of the drifts and tunnels in the mine.

The implications from a prognostics perspective are that the vehicles
in mines around the world come in a large variety of sizes, shapes, and
customization levels. Tunnel cross sections vary, and typically one wants
vehicles as large as possible to maximize productivity, but obviously still
having room in the tunnels. The mining methods also vary, depending
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variety of highly specialized vehicles. This in turn results in small series of
each particular vehicle type, which affects the opportunities for prognostic
applications.



1.3 Research questions 5

on if the ore body is flat, steep, large, or small. Figure 1.2 shows a small
subset from the large variety of vehicles operating in mines around the
world. Even for vehicles doing the exact same task, such as drilling a hole
or moving material, there are many varieties such as extra low vehicles,
extra narrow vehicles, etc.

Ever changing environmental laws and different technological levels of
different customers results in even more varieties and customization of the
machines. Hence mining machines are made in small series, with a high
customization level compared to for example the automotive industry.
Many mining vehicles also have a long life span, and can face multiple
rebuilds and upgrades before reaching their economical end of life. This
naturally has an implication regarding the types of methods for measuring
and predicting condition that are suitable, and also on the economics, i.e.,
how many vehicles will share the burden of developing such solution.

A number of imminent changes in the mining world could potentially
affect the need for prognostic solution, and hence justify development
despite small series. One such change is automation, where internal system
awareness becomes a necessity and not only a mean to reduce maintenance
costs. A second change is the drive towards a service based cost model,
where equipment manufacturers sell the service performed rather than
the equipment performing it. With such a setup, the need for monitoring
increases since the usage needs to be connected to the costs charged to
the customer.

1.3 Research questions

This thesis targets a number of fundamental problems related to condition
monitoring. The questions are approached from the application of mining
equipment, but are likely common in a large number of other fields due
to their generality.

First, how to handle an application where the failure modes of a ma-
chine develops very slowly, on a timescale similar to the life of the entire
product generation? This is a fundamental problem of using supervised
learning in condition monitoring, since failure data is required for training
models and must be available before the condition monitoring system
becomes useful. One could argue that monitoring so slow faults is unim-
portant, but the target here is to capture the effect of usage. That is, if
continuous feedback is given on how damage accumulates the usage can
be adapted to minimize such damage, making such data an important
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Figure 1.2: Examples of different mining machinery for drilling, loading,
hauling, reinforcing, concrete spraying, etc, together with multiple sizes
and types to accommodate for the different needs of different mine sites.
Asset: Epiroc
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input to the autonomous control system. Such ideas are applicable to for
example vehicle frames, which deteriorate at different rates depending on
how a vehicle is used. A combined approach is used in this work, where
short term data is used to create a model describing stress, and a physics
based model handles the slow developing damage process.

Second, how to handle the high level of customization and small se-
ries of machines? For model based approaches of condition monitoring, it
means few individuals will share the cost of creating models making many
methods infeasible. For data driven approaches the many variants gener-
ate large demands on training data, and collecting data from sufficiently
many variants and types of machines quickly becomes infeasible. This
problem is common in mining in general, but is specifically clear when
looking at operational measurements for hydraulic rock drills. For this
application, the internal wave propagation cause pressure signatures to
behave almost chaotically, limiting the transfer-ability of trained models
to other machines. To tackle this problem, an interesting approach to use
No-fault data to calibrate models for specific individuals are investigated.

Discussed throughout the thesis is also the fundamental question
whether physics based or data driven models are the best option for
the different problems. Different methods for extracting, selecting, and
generating features are investigated, as well as methods to reduce the
need to collect failure data from large numbers of variants.

By answering these research questions, a small but needed step is
taken towards mining machines in charge of their own internal system
awareness.





Chapter 2

Background

This chapter describes some necessary background on important topics
and terms used in the thesis. First some words on maintenance philoso-
phies and prognostics, which are areas in which condition monitoring is
to be utilized to be of benefit to the customers. Then follows some back-
ground on rain flow counting and accumulated damage that can be useful
to follow the contents of the first two papers. Last is a section on time
series classification, which provides some details on the used methods,
but also some pointers to the broader classes of methods available.

2.1 Maintenance philosophies

One way to characterize the field of maintenance is to separate it into
three areas. The most fundamental is reactive maintenance, where faults
are fixed as they happen or are discovered, also known as break down
maintenance. This can be a good option for failures not causing consid-
erable production loss or damage, like a light bulb. It is however a poor
option for most components given its unpredictability, causing sudden
loss of functionality and unplanned stops.

Preventive maintenance on the other hand, is when parts are ex-
changed based on some parameter other than failure, such as running
hours of the machine. A classical example is the change of the timing belt
in a car engine at set intervals. The benefits include a reduced number of
unplanned stops, i.e., reduced risk of failure and secondary damage, and
reduced degradation of certain components. The downsides however, is

9



10 Chapter 2 Background

a large, potentially unnecessary, cost for parts and labor, since different
individual machines do not deteriorate at the same rate. This philosophy
often results in unnecessary servicing due to the conservative intervals
set by worst case scenarios, especially when different usage has a large
influence on the machine condition.

Condition based and/or predictive maintenance is maintenance based
on some measurable parameter on the individual machine. Ideally one
can measure some degradation parameter, and then change the parts
necessary at the most convenient time right before a failure. In this way
minimum maintenance resources can be used without compromising the
reliability of the system. A good review on such methods can be found
in (Jardine et al., 2006). Predictive maintenance is closely related to the
field of prognostics, which will be further described below.

2.2 Prognostics

The field of prognostics is defined as "Analysis of the symptoms of faults
to predict future condition and residual life within design parameters" by
the standard (ISO, 2015).

To illustrate fundamental concepts, consider Figure 2.1. The End Of
Life, or tEOL, is defined as the time when the damage passes a threshold.
This threshold is set so that the asset is no longer deemed useful, but still
hasn’t reached actual failure. The Estimated Time To Failure, ETTF, is
the time from the point of prediction, tpred, until the estimated failure
time. The Remaining Useful Life, RUL, is the time between tpred and the
tEOL. The prognostics problem is to estimate when tEOL occurs, to allow
for suitable actions to avoid reaching an actual failure. The prognostics
problem is twofold. First, the current damage state needs to be estimated,
which is typically done using some sensory input. This is simultaneously
the way to gain knowledge how certain usage connects to generated
damage on the asset. Second, once at time tpred, one needs to decide on
how the damage will evolve. Following the latest damage rate according
to A or the long term trend B are two options, generating two quite
different predictions of RUL. The second part is largely dependent on the
predicted use of the machine.

Prognostics relies on some measured signal from the asset, together
with a model relating said signal to a deterioration process. There are
many ways to develop such models, but in principle they can be di-
vided into three groups: experience based, physics based, and data driven
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Figure 2.1: The Remaining Useful Life, RUL, is the time from the time
of prediction to the End Of Life, EOL, as set by a conservative damage
threshold. The Estimated Time To Failure, ETTF, is the time until the
failure is predicted to occur. A and B shows two possible estimates for
tEOL based on the short- and longterm trend of damage respectively.

approaches, (Liao and Köttig, 2014). To complicate the nomenclature
slightly, the physics based approaches are often called model based, but
since models in a wider sense are used in all the approaches the term
physics based is used when referring to models created from first order
principles. Also combinations of the three groups are possible (Liao and
Köttig, 2014).

2.2.1 Experience based approaches

The experience based approaches are typically generated by gathering the
accumulated knowledge among experts in the field into a set of if-then-
else statements. Figure 2.2 shows such an approach, where an inspection
combined with experience leads to a possible corrective action.

Experience based approaches can be an efficient way to transfer knowl-
edge to a larger group of people, but relies heavily on the existence of
experts within the area. The main benefits and drawbacks are listed
below.

+ The rules are typically easy to understand.

+ The process is logical from a human point of view.

− There is a risk of a combinatorial explosion for complex systems,
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Start

Inspect asset

Vibration > threshold Typically fails within a week,
replace when convenient

No issue with asset,
wait one week

False

True

Figure 2.2: An example of a simple expert system, formalizing experience
about machine condition with relation to some examined variable.

making the approach complicated even though the individual rules
are easy to understand.

− It requires experts with deep system knowledge.

2.2.2 Physics based approaches

Physics based approaches are based on first order principles, and use
the underlying physics to explain both the operation and the various
degradation processes of a system. Benefits and drawbacks are listed
below.

+ The models can be designed during the product development, though
the assets might be required for parameter tuning.

+ The models incorporate physical understanding.

+ The models can be transferred between similar assets, possibly re-
quiring new parameter tuning.

− The approach requires accurate physical models of (fast) dynamics.

− Detailed knowledge and models of (slow) degradation are needed.
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− Mainly anticipated, and thus modeled, failure modes are handled.
Detecting anomalies can however be done also with model based
approaches.

− Model development is often hard, time consuming and thus expen-
sive, if even possible.

− The computational burden can be high, for example when finite
element modeling (FEM) or computational fluid dynamics (CFD)
are used.

The physics based approaches easily become complicated, as exempli-
fied by Daigle et al. (2012) where a small system including a pump and a
motor are monitored using a physics based approach. Even for this small
system, the knowledge required is substantial.

An example similar to the work in this thesis is presented by Luo et al.
(2008), who describes a model based approach where fatigue estimating
techniques are combined with first order models for a suspension system.

2.2.3 Data-driven approaches

Data driven models relieve the need for physical understanding, by using
measurement data to find the relationships between measurable signals
and damage. A good review on data driven statistical approaches is given
by Si et al. (2011). Benefits and drawbacks are listed below.

+ There is no need for physical models of degradation and dynamics.

+ The approach can find failure modes not anticipated while mod-
elling.

+ The available techniques are not specific to a certain domain, i.e.,
the methods can be transfered to different applications. However
for each new case the parameters need to be re-learned.

− Data from an operational vehicle is required. Model development
can only be done after the vehicle is built and used.

− A lot of data is typically required, and also run-to-failure data,
which is often expensive and in some cases dangerous to obtain.
Some exceptions to this drawback exist, such as anomaly detection.
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− The approach suffers from the fact that errors are rare events, lead-
ing to extremely unbalanced data sets, which are hard to learn
from.

− The learned relations rarely take account of causality, i.e., directed
relations between problems and symptoms.

One example of a data-driven approach from mining machinery is
given by Laukka et al. (2016), who uses four accelerometers to monitor
the front axle on a load-haul-dump machine. Similar to many mobile
applications, the lack of a base-level operating point makes it difficult to
isolate vibrations caused by axle deterioration from process vibrations.

2.3 Rain flow counting and accumulated damage

This section gives a brief background to the connection between stress
cycles and fatigue, i.e., the deterioration process used to connect short
term measurement signals to long term damage in a material.

When applying a stress σ, a force per area, to a material, it is stretched
causing a strain ϵ. The strain is a unit less quantity describing the relative
change of length, typically expressed in mm/m. Applying a too large
stress causes the material to fail instantly, and this stress limit is called
the ultimate tensile stress, σut. Metallic materials can however fail also
for stress levels smaller than σut, given that the stress is varying over
time. This is commonly known as fatigue, and is due to crack initiation
and subsequent crack growth within the material as it is stretched and
compressed repeatedly.

The common method to characterize how resistant a material is to
fatigue, is to apply a constant amplitude stress oscillation to a sample in
a controlled laboratory environment, and to measure the number of cycles
the sample withstands before failing. This is done for a large number of
samples at different stress levels, and the results are typically presented
as a Stress (S)-Cycle (N), SN, or Wöhler’s curve, as seen in Figure 2.3. A
more thorough description can be found in (Klesnil and Lukác, 1992). The
SN-curve describes how many stress cycles a material can withstand at a
given stress amplitude. For a typical elastic region of a metallic material,
the SN-curve can be approximated as a straight line when plotted in a
log-log diagram.

When the material is later on used in a product, such as a mining
vehicle, the load rarely consist of constant amplitude stress but rather a
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Figure 2.3: A typical SN-curve for steel, describing the relation between
number of cycles the material can endure at different stress level.

stochastic change of loads of varying amplitudes. Rain flow counting was
introduced by Matsuishi and Endo (1968) to account for such load time
series. The rain flow counting algorithm is named from a comparison by
the original author to the way water drops travel on a Japanese pagoda
roof. What the algorithm does is to count all different stress-relief cycles,
present in the time series. The example in Figure 2.4 shows both how the
rain flow cycles occur, and how this corresponds to stress-relief cycles in
the material.

The rain flow analogy is described as follows. First tilt Figure 2.4
90 degrees clockwise, and imagine the time-stress curve as a pagoda
roof, allowing water drops to flow downwards along the different parts
of the roof, illustrated by dashed lines. Let a new flow start at every
local maximum and minimum point starting from the top. Let each flow
continue until one of the following conditions occurs:

– It passes an opposing larger maximum (or smaller minimum). This
is exemplified by the flow originating at B. As the water falls off
peak C, the flow stops since the magnitude of peak D is larger than
peak C.

– It reaches a previous flow falling from above, like the flow originating
from C, stopping at B’

– It falls below the roof, like the flows originating from A and D.

The resulting cycles from the rain flow between AD, BC, CB’, DE,
corresponds to the different stress-relief cycles seen on the right hand side
of Figure 2.4. The cycles are finally combined into the complete hysteresis
loops A-D-E and B-C-B’.
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Figure 2.4: An illustration of the rain flow counting algorithm in a stress-
time plot (left) and the corresponding stress-relief cycles in the material
shown as the relation between stress σ and strain ϵ (right).

The SN-curve summarizes the experimental results for how many
cycles a material can tolerate before failure. An important observation
for the use in this thesis, is how large amplitude cycles dominate the
damage, since the slope on the SN-curve for steel typically shows a cubic
relation between stress range and damage. This corresponds to a slope
b = −3 in Figure 2.3. A small error in estimating a large stress range can
thus have a larger implication on the final damage, than a large error for
smaller stress ranges.

A damage model is used to summarize the damage caused by the dif-
ferent stress cycles. The most widely used damage model is the Palmgren-
Miner model, (Palmgren, 1924), where each cycle contributes a damage
calculated from the SN-curve. The damage D for all cycles is given by

D =
N∑
i=1

1
SN(σi)

(2.1)

where σi is the stress amplitude for cycle i and SN(σi) is the number of
cycles the material can tolerate at stress amplitude σi. In other words,
if the material is subject to one cycle with an amplitude where it can
endure for example 1000 cycles, it has consumed 1/1000’s of its fatigue
life. The contributions from all N cycles are summed to the accumulated
damage D.
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There exists a number of alternative methods to rain flow counting.
Most notable are the frequency based methods, who links the Power Spec-
tral Density (PSD) of a stress-time signal directly to fatigue damage. Such
methods are typically derived from the rain flow counting method, and
often contain a number of parameters of empirical origin. Most common
is the Dirlik method, (Dirlik, 1985). When the time history is available,
the Rain Flow Count is the most common method, and hence it is used
throughout this thesis.

2.4 Time series classification

The result of any data collection process over time is typically some
form of ordered data. The data can be uni-variate, such as the output
of many industrial sensors for pressure and temperature, but it can also
be multivariate, as in the case of a video stream. Such data, where the
important property is that order of values matter, are typically called time
series, as is often used also for data not strictly collected as a function of
time.

The need to categorize and classify time series have resulted in a
large research field commonly referred to as Time Series Classification
(TSC). A recent review (Faouzi, 2022) categorizes the different methods
in the following way: Distance-based (Abanda et al., 2019), Shapelet-
based, Kernel methods (Badiane et al., 2018), Tree-based (Deng et al.,
2013), Dictionary-based (Lin et al., 2003), Imaging (Hatami et al., 2018),
Random convolutions (Dempster et al., 2020), Ensemble models (Lines
et al., 2018), and finally methods based on neural networks and deep
learning. This section provides a brief description of the methods used in
this thesis, while the other methods are left with the references above as
starting points for the interested reader.

2.4.1 Distance-based time series classification

Distance based methods compare the distance between an unknown sam-
ple to a set of reference time series, and classifies the sample as hav-
ing the same class as the most similar reference. The difficulty lies in
which distance metric to use, to capture the similarity of interest. A
common distance-based method is the One-Nearest-Neighbour Dynamic-
Time-Warping algorithm (Sakoe and Chiba, 1978).

Dynamic Time Warping is a method to measure distance between two
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Figure 2.5: The cost matrix shows pairwise distance between each possible
combination of the two time series. For example a path matching the two
peaks would result in low cost, as shown by the arrows. Not matching
the peaks would make the warping path pass through the dark areas thus
inflicting higher cost.

discrete time series x(g), g ∈ {1, . . . ,m} and y(h), h ∈ {1, . . . , n}, while
allowing some flexibility when it comes to synchronization of different
features in the time series. The starting point is calculation of pairwise
difference between all possible combinations of the values in the two time
series. This results in a cost matrix as seen in Figure 2.5, where each
field is shaded according to the euclidean distance between x and y. The
target is to find a so called Warping path:

W = (p1,q1), . . . , (pα,qα), . . . , (pk,qk) (2.2)

i.e., a connecting path consisting pairs of indices from index vectors (p
and q, from the lower left to the upper right corner of this matrix. The
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path is subject to some conditions, namely only steps upwards, rightwards
or up-rightwards are allowed. Iterating those three steps in all possible
combinations results in the accumulated cost matrix as seen in Figure 2.6.
From this figure it becomes clear that there is a minimum path through
the matrix connecting the two corner points. This path can be found by
solving the optimization problem:

DTW (x,y) = min
p,q

√√√√ k∑
α=1

(x(pα) − y(qα))2 (2.3)

subject to the boundary conditions

(p1,q1) = (1, 1), (pk,qk) = (m,n) (2.4)

and the local step condition where for each position (α, β), the succeeding
possible position is either of

(α+ 1, β), (α, β + 1), (α+ 1, β + 1). (2.5)

The DTW distance between two time series is thus the sum of all the
pairwise distances that lies on the warping path through the cost matrix
in Figure 2.5. In practice, the optimization problem is solved using a
dynamic programming algorithm, thus avoiding the need to evaluate the
full matrix.
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Figure 2.6: The accumulated cost matrix is obtained by starting from the
lower left corner in the matrix in Figure 2.5 and performing the three
allowed steps up, right, or up-right, while calculating the minimum to
reach each position. A clear minimum cost is seen connecting the two
opposing corners. Some code from (Ellis, 2003) was helpful in generating
this figure.
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Figure 2.7: The most discriminating subsection from training data, a
Shapelet, is compared to unknown samples using a distance measure.
Using the training data a suitable threshold of how similar such Shapelet
should be to different classes is found, enabling correct classification. In
this example the Class NF is sufficiently similar to the Shapelet.

2.4.2 Shapelet-based time series classification

Shapelet based classifiers (Ye and Keogh, 2009) hold some similarities
to distance based classifiers, in that they too measure distance between
a time series and a reference. The difference lies within what part of
the time series is used. For distance based classifiers, a global distance
metric for the entire time series is typically used. For Shapelets, the goal is
instead to find the most discriminating sub-sequences, and classification
is then done by evaluating distance to such sub-sequences. Figure 2.7
show an example of two time series with different distance to a shapelet
identified to be discriminating between the two classes. First a distance
function is used to measure how similar the shown Shapelet is to the
time series. Then a decision tree with this distance as a splitting rule is
used, for example asking does the sample have a subsection with distance
less than 3.23 from the Shapelet?. If yes, the sample is classified as Class
NF. By using multiple Shapelets, and a larger tree, several classes can be
distinguished.
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The benefits of this method is claimed to be both robustness against
partly faulty data, since only small parts of the time series are used for
classification, but also increased interpret-ability, since the automatic
discovery of what discriminates different classes can be inspected by
experts. The discovery of Shapelets was originally done using brute force,
i.e., using all possible Shapelets from the training data set, and then
using information gain to prune among the alternatives. Later research
has proposed multiple alternative methods, such as Learning Time-Series
Shapelets (Grabocka et al., 2014), Efficient learning of Shapelets (Hou
et al., 2016), Genetic Discovery of Shapelets (Vandewiele et al., 2021) and
Ultra-fast Shapelets (Wistuba et al., 2015).

2.4.3 Inception Time

Neural networks and deep learning is considered state of the art in many
machine learning applications. For time series classification, the progress
has been somewhat slower than for example within the image classification
field. This thesis does not intend to give a complete background to neural
networks in time series classification, but focuses on a recent work called
InceptionTime by Ismail Fawaz et al. (2020), which is used in one of the
included papers. For more background on neural networks in time series
classification, a review article (Ismail Fawaz et al., 2019) is referred.

Inception time is a neural network structure aspiring to become for
time series classification what AlexNet (Krizhevsky et al., 2012) became
for image classification, i.e., a turning point after which most new state-
of-the-art models where based on neural networks. Inception time uses a
block common in image classification networks called an inception module
(Szegedy et al., 2015). The inception module applies multiple filters to the
time series as seen in Figure 2.8, allowing the network to extract relevant
features on different time scales. The full structure of the network is
seen in Figure 2.9, where multiple inception modules are stacked. The
complete inceptionTime classifier is an ensemble of five such networks, to
reduce the impact of local minima caused by the random initialization of
weights.
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Figure 2.8: The inception module as used in inceptionTime (Ismail Fawaz
et al., 2020). The input, a possibly multivariate time series, is first reduced
in dimension by a bottleneck layer. The result is passed through a number
of convolution filters of different lengths, enabling extraction of features on
multiple timescales. The output, now a multivariate time series, is passed
on to the next inception module. Image reproduced with permission of
the rights holder, Springer.

Figure 2.9: The structure of the inception time network (Ismail Fawaz
et al., 2020). Multiple inception modules are stacked. The network is
finalized by two fully connected layers, resulting in an output of probability
for each possible class. Image reproduced with permission of the rights
holder, Springer.





Chapter 3

Applications & Data

The foundation of a data driven approach to a problem is naturally the
underlying data. This section describes the two applications where data
was collected, the mine truck and the rock drill. It also describes details
for the collected data. The data set from the mine truck was available
from a previous project and could thus not be modified to fit this work.
The data set from the rock drill was collected as a part of this thesis,
and the measurements could be tailored to accommodate the research
requirements. The rock drill data set is made public for the benefit of the
research community.

3.1 The Mine Truck

A mine truck, as seen in Figure 3.1, is a haulage vehicle common in both
surface and underground mines. It is similar to a truck such as seen on a
road or a dumper common at construction sites. The underground mine
truck is typically more compact and robust compared to its surface cousins,
and also comes in a large variety of sizes and shaped to accomodate mining
needs. Depending on the mining method, the tasks of mine trucks differ.
In some mines, the mine trucks are the main transport of ore, all the way
from the bottom of the mine to the surface. In such mines, one cycle from
loading to unloading and driving back can last for hours. In other mines,
the mine truck is primarily used for transporting material short distances
between a producing stope as seen in Figure 1.1 and some ore pass or
crusher. Some other equipment such as a train or skip (mine elevator) is

25
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Figure 3.1: A mine truck in an underground environment. Asset: Epiroc.

then used to transport the ore to the surface. In some particular cases, the
transport of material is even downhill due to either a high location of the
ore body, or the use of left over materials to back fill a mine for stability.
Whether the machine travels uphill or downhill, for minutes or hours, and
with few or many changes of load, naturally effects the durability of the
vehicle, enhancing the need for individualized monitoring. For a given
mine however, there is often some possibility to predict the usage of the
mine truck, since the mining method rarely change. This can have positive
implications when considering prognostics, since the uncertainty about
usage can be reduced and a better prediction can be made. Table 3.1
gives a brief summary of the properties of the studied vehicle.

The research related to the mine truck is concentrated on the vehicle
frame for a number of reasons. The frame is the main component of the
vehicle, and frame damage is a key indicator to how the machine is used.
It is also the component that limits the overall life of the machine to
a large extent, since other components are commonly exchanged during
the vehicles life cycle. Once the frame is beyond repair however, the
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machine is considered to have reached its end of life. The frame is also
a good example for the difficulties of available prognostic approaches,
incorporating both large finite element models (FEM), but also long
degradation times making data-driven approaches difficult.

Physics based approaches often involve large, computationally inten-
sive models. A typical finite element model can take hours to evaluate
on specialized computation hardware. This is typically not feasible, or at
least not cost effective, for use on data from many individual machines.
Simpler models with less fidelity and shorter computational times are
required.

Vehicle deterioration is typically a very slow process. Using pure data
driven approaches require good operational data, and typically also run-
to-failure data under real operating conditions. Taking as an example
the vehicle frame, with a designed life of up to 30,000 hours, the process
of collecting data thus becomes infeasible. Given the intention to deliver
a prognostic solution together with a newly developed vehicle, a data
driven approach learning from failure data is not a viable option unless
data can be obtained quickly. The slow deterioration process is particu-
larly problematic for long duration vehicle components, that share little
between generations and vehicle models, such as frames.

The approach here is instead to use data for generating a model of
the stress in the frame, and to then use a physics based approach for
the damage prediction. In this way, we can utilize the data from either a
prototype or a simulation model and obtain models describing wear early,
already in the prototyping stage. This is crucial if the rate of deterioration
is to be used as input to the decisions how to operate the machine.

3.1.1 Mine truck measurements and data

Papers I, II and III shares data from a large measurement project per-
formed at a number of mine sites. The main objective of the measurement
project is to verify the finite element analysis (FEA) that is used to design
the strength and fatigue properties of the vehicle frame during develop-
ment.

The main query of the measurement project is whether the fatigue
calculations performed and the distribution of loads corresponds to the
real fatigue and load distributions in a live field application. To do so,
a large number of strain gauges and accelerometers, typically too costly
and fragile for reliable use in operation, are mounted on two prototype
machines. After some calibration procedures in a test mine, the machines
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including measurement systems are sent to two different mine sites for
use in real mine production.

To verify system performance also other parameters, not directly
linked to the fatigue investigation, are monitored. This includes all data
available on the vehicle CAN-BUS system which includes data such as
payload, engine data, gear box speeds, suspension lengths, operator in-
puts, control outputs, and various temperatures. Worth mentioning is that
none of the available signals are present for reasons linked to condition
monitoring or prognostics.

Measuring strain requires carefully assembled sensors, firmly attached
to the metal surface of interest. This is typically done by cleaning the
measurement object down to the metallic clean surface, and then to glue
a strain gage to the surface. The gage needs to be protected from the
environment, given its sensitivity to moisture and mechanical abuse. This
is also true for the cabling from the sensor to the data acquisition unit.
One such installation is shown in Figure 3.2 (d). The installation process
makes the strain measurements tedious and expensive. Accelerometers
as seen in Figure 3.2 (c) are less sensitive to both abuse and moisture.
Good metallic contact is however necessary to avoid damping between
the measurement object and the sensor, especially for high bandwidth
measurements. Figure 3.2 and Table 3.2 summarizes the equipment and
vehicle used in the measurement project.

The data set consists of three parts, collected in different parts of
the world. One part is collected during controlled tests in a defined test
area, and contains known individual runs such as running with load on a
predefined test track. The other two parts are from different operational
mines, where the machines are used in normal production. Figure 3.3
shows an example of some measured signals during one load-haul-dump
cycle at site 1. Table 3.3 summarizes the available data from all sites.
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Table 3.1: Basic data for the MT65. Source: (Epiroc, 2018a)

Property Value
Load capacity 65,000 kg
Dumping time 13 s
Approximate weight 46,300 kg
Power rating 567 kW
Length 11,021 mm
Height 2,985 mm
Width 3,500 mm

Table 3.2: Measurement equipment used

Hardware Use
NI cRIO 9104 FPGA, connecting the different DAQ units
NI cRIO 9014 Realtime controller
DAQ NI 9239 Data acquisition for velocity and pressure
DAQ NI 9236 Data acquisition for strain gauges
DAQ NI 9234 Data acquisition for accelerometers
KYOWA KFG-5-350-C1 Strain gauge type used
PCB M356B08 Accelerometer type used
Kvaser Memorator CAN datalogger

Table 3.3: Available data from the mine truck measurements.

Test track Site 1 Site 2
Number of load cycles - 775 190
Calendar time 2w 4mo, 17d 2mo, 14d
Total time 7h 442h 238h
Hauling time - 130h 116h
Driving empty time - 102h 83h
Sampling rate 2kHz 500Hz 500Hz
Number of strain signals 25 25 25
Number of non-strain signals 20 20 20
Size 2.8GB 89GB 68GB
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Figure 3.2: A summarizing picture of the measurement showing: The
vehicle including all strain gauge positions (shown with an arrow in the
measured direction), the measurement system (a), one of many identical
strain gauges (b), the accelerometers used (c), a typical strain gauge
installation (d), and the CAN logger (e).
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Figure 3.3: An example of operational data as measured on the mine
truck during one load cycle. First the mine truck is driving without load.
At around t = 300 s loading begins, and three distinct steps are seen in
the load sensor as a wheel loader drops its load into the mine truck’s box.
Driving with load starts at t = 750 s, and finally unloading is a brief
event around t = 1400.
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Figure 3.4: Different models of hydraulic top hammer rock drills, ranging
from 6 to 40 kW output power and hole sizes from 28 to 180 mm. Asset:
Epiroc.

3.2 The Rock Drill

The percussive rock drill, as seen in various models in Figure 3.4, is a
particular piece of equipment, quite different from other machines. To
understand the important features of a rock drill, some basic knowledge
of rock mechanics and drilling are required and follows below. More in-
depth background on drilling methods and mining can be found in (Atlas
Copco, 2014) and (Atlas Copco, 2021).

The most commonly used method to fracture brittle materials such
as rock and concrete is through overloading the materials compressive
strength. This can be done by pressing a piece of metal hard against
a rock surface, until the rock surface fails. This is done by rotational
drill rigs, which apply static feed forces of up to 600 kN. Naturally, such
machine needs sufficient mass to be able to generate sufficient trust. For
large surface holes in hard rock, this is the most common method of
drilling.

When drilling smaller holes, a number of limitations become evident.
The buckling load of the drill steel limits the feed force, and demands on
mobility and maneuverability of drill rigs limit their mass. To accommo-
date such needs, while still generating the forces requires to fracture rock,
rock drills are used. Instead of statically applying the required force, a
brief impulse is generated by hitting the drill steel with a movable piston.
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Figure 3.5: The principle of percussive drilling has not changed since the
19th century. A stress wave is generated by impact of a hammer, and the
drill rod is rotated between each blow. Asset: Epiroc.

This impact gives rise to a stress wave, traveling through the drill steel
at the speed of sound, and generating the required force when arriving
at the rock surface.

Mechanized Percussive rock drilling has its origins in a fully manual
process as seen in Figure 3.5 where a drill rod is hit by a sledge hammer,
generating a stress wave which in turn crushes rock. Between each impact,
the drill rod is rotated to allow fresh rock under the drill bit at the end
of the rod, and debris is removed from the hole. The modern rock drill
is pneumatic or hydraulic, and all systems required: percussion, rotation,
and flushing, are integrated in a single piece of machinery. Performance
has also come a long way since the manual process, and a state of the art
rock drill can drill holes at speeds up to 6 m/min in hard rock.

The rock drill needs to be firmly pressed towards to rock for efficient
delivery of the stress wave energy. This is done by a drill rig, which may
look very different depending on the application it is utilized. Examples
of many types of machines, including drill rigs, are seen in Figure 1.2. The
drill rig also positions the rock drill, and supplies pressurized hydraulic
oil, flushing air or water, and lubrication oil mist.

An undesired side effect of the impact mechanism in a percussive
rock drill, is the large amount of vibrations generated in the machine.
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Such vibrations can efficiently destroy many electrical components and
wiring, and pose severe limitations for addition of sensors close to the
rock drill. Current deployed systems therefore have no sensors attached
directly to the rock drills. Many commercially available sensors are rated
for either long term vibrations of moderate levels, or short term peaks of
high intensity. Unfortunately, in rock drilling the high acceleration peaks
occur many times every second repeated for thousands of hours.

The type of rock drill used in this thesis, the COP MD20, is seen in
Figure 3.6. Table 3.4 gives a brief summary of the properties. This type
of rock drill is intended for underground drifter drilling, which means
drilling large numbers of roughly fairly small 5m long horizontal holes in
a pattern covering the tunnel cross section.

Table 3.4: Basic data for the COP MD20. Source: (Epiroc, 2018b)

Property Value
Hole range 33 - 64 mm
Impact power 20 kW
Impact frequency 80 Hz
Flow rate 75-92 l/min
Weight 186 kg
Length 915 mm
Height 238 mm
Width 254 mm

3.2.1 Rock drill measurement and data

Despite the vibration environment, some types of sensors can still be
used in a lab environment. Such sensors, measuring hydraulic pressure,
are used in the fault-induced data set used for papers V, VI and VII in
this thesis. The lab facilities mimics a drill rig, with all necessary supply
and positioning systems contained in a test cell as seen in Figure 3.6.
A combined control and measurement system allows for automatic test
sequences, where hydraulic pressure and flow supplied to the rock drill
can be altered using pre-determined settings. By doing so, large amounts
of data can be collected with a small amount of manual work. Also
measurements are handled automatically during such sequences, and time
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Figure 3.6: A rock drill mounted in the type of test cell used to collect
data with induced faults. All vital parts of a drill rig are present to
enable full power drilling in rock materials or hydraulic energy absorbers,
while allowing high resolution measurements difficult to achieve in a field
application.

synchronized files containing all measurements are generated. The test
setup has a number of permanently installed sensor sampled at 100 Hz,
such as temperatures, feed force and flow levels. More important for this
work are however the 50 kHz signals available through custom sensors
that are chosen depending on the tests to be performed.

A summary of the generated data set follows. Data was collected as
10 s sequences, with different parameters, settings and faults introduced
between the runs. Figure 3.7 gives an example of how some different
measured pressure signals look during three impact cycles. The percussion
pressure is the main supply pressure measured at the inlet of the rockdrill,
damper pressure is the pressure measured in the inlet champer of the
damper, and pressure above piston is the alternating pressure acting on
the rear side of the percussion piston, which cause the piston to move.
For a detailed description of the rock drill impact cycle, see Paper VI.

Table 3.5 lists statistics of the available dataset. A part of this data is
made publicly available, and a detailed description of this subset of data
is found in Paper VII.
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Figure 3.7: An example of pressure data from the rock drill measurements.
The figure shows data from three different pressure sensors during three
impact cycles.

Table 3.5: Summary of the dataset for COP MD20

Property Value
Number of manual variations 75
Automated runs per variation 16
Total number of 10 s runs 1214
Sampling rate 50 kHz
Number of sensors @ 50 kHz 7
Number of sensors @ 100 Hz 33
Total size 36 GB



Chapter 4

Contributions & Outlook

The contributions in this thesis connects to the previously described
research questions in Section 1.3, which highlighted the two different but
also similar applications targeted: The mine truck and the rock drill. From
a maintenance perspective both applications, like most applications in a
mining setting and many other fields, are categorized by small series and
difficulty to obtain representative fault data of sufficient quantity.

For the mine trucks, a difficulty targeted is the slow development of
certain faults. Long life is of course a benefit for the product, but for
a data driven prognostics solution it offers challenges, since faulty data
takes a long time to collect. The contribution is a combined approach
where relatively small amounts of data and no actual fault data is used
to generate a model that, combined with a physics based approach, can
predict the damage in the frame of the vehicle. This is shown in Paper I
and Paper II. The described damage measure can also be used as an
input to a road condition monitor. Paper IV shows a system combining
localization and road condition measurements, albeit not generated in
the same way as in Paper I with accumulated damage.

Paper II also show how different segments, or driving modes, affect
the damage accumulation, and Paper III presents a method to find these
driving modes with a minimum amount of sensor input. At the time,
Time Series Classification was not yet a large part of the thesis, but in
retrospect Paper III provides a clear link to the methods used to tackle
the problems found for the rock drills.

Paper V targets a new application, rock drills, but continues on the
path of having very few available sensors. Similarly to the mine truck,
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representative fault data is difficult to obtain. In Paper VI fault data
becomes even more scarse, since individual differences between machines
are introduced. The work on data driven Time Series Classification from
Paper III and Paper V is extended to cover a larger field of available
algorithms, and Paper VI presents some new ideas on how to use refer-
ence data to mitigate the issues of small amounts of fault data by using a
no-fault reference case to calibrate the models. Such methods can hope-
fully make a difference for future fault diagnostics, and to further boost
such research suitable data is made publicly available. This data is the
contribution of Paper VII.

The separate contributions for the individual papers are summarized
below. Unless explicitly stated otherwise, the author has contributed with
the majority of research work, presentation, and analysis work.

4.1 Contributions

Paper I: Data driven modeling and estimation of accumulated
damage in mining vehicles using on-board sensors
by Erik Jakobsson, Erik Frisk, Robert Pettersson, and Mattias Krysander.
presented at Annual Conference of the Prognostics and Health Manage-
ment Society, St. Petersburg, Florida, USA, 2017.

The main contribution of this paper is the result that input from
general purpose sensors such as accelerometers, gyroscopes, and pressure
sensors combined with a linear model is sufficient for estimating accumu-
lated damage on a mining vehicle. We further show a number of signal
selection techniques to reduce the amount of input signals, and to find
at what location strain can be estimated from the given sensors. A final
contribution is the results that accumulated damage can be used as a
road monitoring system.

Paper II: Fatigue Damage Monitoring for Mining Vehicles using
Data Driven Models
by Erik Jakobsson, Erik Frisk, Mattias Krysander, and Robert Pettersson.
International Journal of Prognostics and Health Management (IJPHM),
2019.

This paper continues the work from Paper I, but changes the scope to
include only the standard sensors on the vehicle. Contributions include
that a model-free approach is insufficient to capture the accumulated



4.1 Contributions 39

0 5 10 15 20 25 30 35
Time [hours]

0

0.5

1
A

cc
um

ul
at

ed
 d

am
ag

e 
[-

]
10-4

Figure 4.1: Using the model, clear differences can be seen in operator
behavior. Between hours 5 to 15 a much larger rate of damage accumula-
tion is seen, compared to the operator during the working shift between
hours 15 to 25.

damage, but that a low order linear model can recreate most of the
dynamics found in the stress signal. The different driving tasks of the
vehicle are further explored, and different models for different modes of
operations are shown to be required. The benefit of the results can be
seen in Figure 4.1, which shows the calculated accumulated damage while
unloading the truck. A clear difference is seen in the rate of change, as
highlighted by cross and circle sections. The time intervals correspond
well to working shifts changes, and the model thus give direct insights on
differences between operators.

Paper III: Automated Usage Characterization of Mining
Vehicles For Life Time Prediction
by Erik Jakobsson, Erik Frisk, Mattias Krysander, and Robert Pettersson.
presented at IFAC World Congress, Berlin, Germany, 2020.

In this paper, the idea of characterizing the tasks of the vehicle is
brought further. Instead of focusing on the high-end computerized vehi-
cles, the aim is to create a monitoring system for the simplest machines,
i.e., machines with almost no sensors. Contributions include how well
systems used for Human Activity Recognition work for detecting vehicle
tasks. In particular a system using a single accelerometer together with
a convolutional neural network, that is trained to recognize acceleration
patterns during different tasks is presented. We further show that our
approach is able to distinguish 5 different classes with 96% accuracy on



40 Chapter 4 Contributions & Outlook

a balanced test set.

Paper IV: A System for Underground Road Condition
Monitoring
by Max Åstrand, Erik Jakobsson, Martin Lindfors, and John Svensson.
International Journal of Mining Science and Technology, 2019.

This paper presents a combination of systems, where localization,
road monitoring and mine planning are integrated. It is shown that an
underground vehicle can be localized using readily available sensors such
as Inertial Measurement Units and Wifi access point signal strength. With
a known position, road condition data can be delivered to the central
planning system and enable low-invasive re-planning procedures to allow
for road maintenance work to be performed.

This work was conducted as a joint project between several companies
and universities in the WASP project. The contributions made by the
author covers the road monitoring section, the modeling and simulation
of the quarter car, and the Power Spectral Density estimations, but not
the localization nor the planning.

Paper V: Fault Identification in Hydraulic Rock Drills from
Indirect Measurement During Operation
by Erik Jakobsson, Erik Frisk, Mattias Krysander, and Robert Petters-
son. presented at 6th IFAC Workshop on Mining, Mineral and Metal
Processing, Nancy, France, 2021

In this work a hydraulic rock drill is instrumented with a target to
perform fault classification from a low number of sensors. The contri-
butions include how to design robust features, and also how to perform
classification in such systems when no hand-crafted features are available.
Figure 4.2 shows how one-nearest-neighbor dynamic time warping can
distinguish most classes well. An important comment is that training and
test is performed using the same machine and test setup, thus limiting
the applicability to a deployed system.

Paper VI: Time Series Fault Classification for Wave Propagation
Systems with Sparse Fault Data
by Erik Jakobsson, Erik Frisk, Mattias Krysander, and Robert Pettersson.
submitted to a journal
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Figure 4.2: Classification results using one-nearest-neighbor dynamic time
warping, while only using one individual rock drill setup.

Table 4.1: Despite a performance reduction when training/testing on the
same individual, the relative features δts offer a significant improvement
compare to time series features when used on different individuals.

Measured quantity Same Different
1NN-DTW, time series 92% 35%
InceptionTime, time series 99% 34%
1NN-DTW, δts 71% 52%
InceptionTime, δts 89% 62%

This work extends Paper V, by introducing significant individual
differences between data used for training and evaluation. Doing so causes
the performance for methods used in Paper V to drop drastically, and
none of the evaluated state-of-the-art methods performs adequately. To
mitigate the performance drop, this paper presents a method to utilize
relative features describing the difference from a No-fault reference case
rather than an absolute time series from the fault. Figure 4.3 shows
how similar time series from different classes are, but also how individual
changes affect the data. To notice the slight delay of the pressure dip at t
= 9 s for the faulty cases (subscript A) compared to No-fault (subscript
NF) is difficult.

Using the method improvements are made compared to state-of-the-
art time series classification algorithms. Table 4.1 shows the reduced
accuracy as different individuals are used for training and test. The table
also shows the improvements as relative features are introduced. For
InceptionTime, using δts features results in twice as high classification
accuracy.
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Figure 4.3: No-fault data (subscript NF) and fault data (subscript A)
from two different individuals (superscript 1,2). The individual differ-
ences prevents the classifier to see the similarities within the same class.
By using a relative feature compared to the NF cases, performance is
improved.

Paper VII: A Dataset for Fault Classification in Rock Drills, a
Fast Oscillating Hydraulic System
by Erik Jakobsson, Erik Frisk, Mattias Krysander, and Robert Pettersson.
submitted to a conference

This work describes the collection and properties of a data set contain-
ing high frequency measurements from a hydraulic rock drill. The data
includes numerous induced faults, and also different individual differences,
making Time Series Classification a challenging task. The contribution
is the data itself, and in particular to provide data where individual dif-
ferences play an important part as mentioned in Paper VI. Industrially
relevant data is helpful to lead the research community in useful direc-
tions. The data is also used for the Prognostics and Health Management
Society’s annual data challenge.
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Other Publications by the Author

Additional publications by the author include a Licentiate Thesis and a
number of patents.

• Erik Jakobsson. Data-driven Condition Monitoring in Mining vehi-
cles. Linköping Studies in Science and Technology, Licentiate Thesis
No. 1856, Department of Electrical Engineering, Linköping Univer-
sity, 2019. Published in partial fulfillment of the Doctor’s degree.

• Martin Persson, Erik Jakobsson. Method and system for diagnos-
ing an accumulator in a hydraulic circuit. Patent published as
SE2050667A1; WO2021251862A1. Applicant Epiroc Rock Drills
AB. Publication date 2021-12-16.

• Robert Pettersson, Erik Jakobsson. Method and system for con-
trolling a mining and/or construction machine. Patent published
as AU2020288080A1; SE1950660A1; WO2020246933A1. Applicant
Epiroc Rock Drills AB. Publication date 2020-12-10.

4.2 Outlook

From the perspective of the system provider, i.e., the company building
machines to be shipped together with a prognostic solution, a number
of difficulties remain. Especially in the case where data driven condition
monitoring and prognostics are to be used as inputs to an autonomous
system mission planner.

The first problem is the time aspect of model development. The prog-
nostic model is preferably ready when the product is ready. For supervised
data driven approaches this is a contradiction, since they also need the
product to generate the data, which is difficult to combine especially for
slow developing faults. Three possible solutions are seen by the author.
Either there is a simulation model good enough to generate the data
needed, though one can then argue why we would need the data-driven
approach at all. Or, there is some effective way to transfer learned models
from similar products, and only needing a tiny bit of data from the newly
developed vehicle. Finally, one can imagine some sort of hybrid model,
where a data-driven approach is combined with physics based models in
such a way that the system learns how to use physics based degradation
knowledge.
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For physics based approaches, one can argue that the time and work
it takes to create the physics based model prohibits the possibility to
ship a prognostics solution together with the product, but at least no
fundamental contradiction is present. This leads up to the second issue,
especially considering the mining application, namely cost.

The second problem is the cost of prognostic solutions. A prognostic
solution must be cheap enough to be worth while. In the mining setting,
this is a serious problem since many prognostics methods target one
particular type of machine. Given the small series and high customization
in mining, few vehicles of each type will share the burden of developing
a customized prognostics solution.

A mining vehicle, though highly specialized, typically consists of a
large number of standard components and subsystems such as hydraulic
pumps, engines, gearboxes, batteries, hoses, drive trains, etc. A reasonable
solution could be that each such subsystem manufacturer delivers prog-
nostic solutions that are easily integrated in the overall system. In this
way the number of units sharing the development cost can be increased
substantially.

From a methods perspective, an interesting direction to build further
upon is the use of reference measurements and calibration to specific
models and variations of machines. If similar faults give rise to similar
changes from a baseline, such methods could be extend not only to dif-
ferent individual of the same type of machines, but to larger classes such
as rock drills, or mine truck frames, or even machines from different man-
ufacturers. To use a No-fault baseline from a specific individual is an
opportunity specific to fault detection and classification, since machines
are supposed to be fault free when new. Paper VI shows some initial steps
useful in the rock drill application. These are however only scratching the
surface when it comes to machine learning methods that could be useful
to learn a difference from a baseline. Parallels can be drawn to the fields
of both anomaly detection and transfer learning.

In anomaly detection, the typical case is to have a continuous data
stream, where abnormal events should be detected. This differs from the
rock drill case of having different individuals, where the problem is not
to see that a change has occurred, but rather to learn what differences
that are important to be able to classify the fault. The most important
property is that these differences should be invariant to different indi-
viduals, and in the extension also to different machine types. Possible
paths towards this goal could involve Siamese networks (Chicco, 2021),
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which are designed to learn similarities to references rather than special
patterns. Such structures could be combined with classification networks,
and provide a unified approach to anomaly detection, classification and
transfer between models.

This leaves a number of research areas particularly interesting to make
prognostics fly in the mining industry, and also generally across many
industries:

– Integration of multiple subsystems, each with their own prognostic
solutions, in a cost efficient way.

– Research on classification based on learning differences from a base-
line, where models and data can be re-used to quickly and cheaply
create prognostic solutions for future vehicles.

– Research on the unique components not available in other industries,
nor from sub-suppliers. Such components include frames, breakers,
and rock drills.

– Reduced order models, where some of the downsides of physics based
models such as Finite Element Models are removed by simplifying
the models.

The prognostics field is still immature in many aspects, and especially
so for the mining industry. So far several initiatives using data driven
methods have aimed at various general health measures, health scores etc.
It is however the author’s belief that such short cuts to system health
will be very general in their predictions, and for that reason of limited
use to the customers. A well working prognostics solutions will require
targeting small subsystems and individual components and faults, and so
far the cost to do so has been justifiable only for the most critical assets.
Through continued research, and increased demand for automation, the
hope is mobile machinery is next in line.
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