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Abstract

Workforce scheduling is widely used within most industries. A well outlined and efficient schedule gives
cost savings, such as reduced number of overtime hours, increases overall utilization, and facilitates
meeting demands. A large and complex schedule, for example, scheduling of a health care workforce,
needs to consider many parameters when constructed; it is essential to account for all critical con-
straints regarding who can dispense a particular medicine, laws restricting the health care system, et
cetera. This thesis evaluates two different methods for implementing a workforce scheduling system
for one of Link6ping’s most well-known restaurants and bars for students, using mixed integer pro-
gramming and heuristics.

Flamman Pub & Disco recruits new employees prior to every semester. Usually, the workforce consists
of around 100 employees, and the vast majority of them work either in the bar or in the kitchen.
Historically, the scheduling process has been handled manually using Excel. This does, however, take
up much time for the operations manager, something considered frowned upon. Therefore, this thesis
suggests an automated scheme for future scheduling processes. Because Flamman is a student orga-
nization, they do not hold the capital to invest in expensive licensed optimization software. However,
literature studies have shown that heuristics such as large neighbourhood search can generate sufficient
performance, and therefore the investigation of free-of-charge software using a heuristic approach is
conducted. The constructed framework uses a mixed integer programming model, which also lays the
cornerstone for the two heuristics: a reverse constructive heuristic and a large neighbourhood search.

The results retrieved from the analysis prove that a heuristic can be a helpful tool for upcoming
recruitment periods. There are, however, recommended areas for improvement regarding the current
state of the heuristic.

Keywords: Workforce scheduling, Mixed integer programming, Large neighbourhood search, Heuris-
tics, Constructive heuristic
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Nomenclature

AMPL A Mathematical Programming Language
LNS  Large Neighbourhood Search
LP Linear Programming

MIP  Mixed Integer Programming

VLNS Very Large Neighbourhood Search
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1. Introduction

The following chapter describes the background for this thesis, followed by the purpose it needs to
fulfil. Lastly, a problem description is covered in order to clarify the issues that need to be addressed.

1.1 Background

There are many areas and industries where optimization techniques are applicable in scheduling pro-
cesses, from supply chains to transportation and scheduling of workforces. In the last decades, a
progressive development of literature within scheduling theory has emerged. In the 90s, a larger num-
ber of texts and books were published. Parker’s (1995) book about deterministic scheduling theory
describes various scheduling problems, their applications, and how they can be solved. Parker high-
lights everything from simple machine- and flowshop problems to cyclic staff planning. The topic of
this thesis is more related to the latter, as it contains workforce scheduling.

Flamman Pub & Disco! is one of Linkdping’s largest and oldest pubs and restaurants for students.
Flamman’s workforce consists of around 100 students and a hired security force, that work a few nights
every week. Flamman’s staffing is dependent on students, and its opening hours correlates with the
semesters at the university. Its business exclusively addresses students and the entire workforce con-
sists of students. Despite many students leaving for the summer months, Flamman is also arranging
summer pubs for those who choose to spend their summer in Linképing.

Due to Flamman being a student organization, the staff turnover rate is high. Ahead of every semester,
spring and fall, a recruitment period is open where large parts of the staff members are replaced. This
causes an unnecessary workload for the operations manager to handle and results in a workforce
schedule that is not optimized regarding all demands and preferences.

1.2 Purpose

This thesis aims to create a workforce scheduling framework for Flamman that can be used prior to
every new semester. It will save the operations manager at Flamman a lot of working hours and
hopefully also give a more desirable schedule for the workers.

IFrom here on forward referred to as Flamman.
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1.3 Problem description

Flamman’s workforce consists of around 100 people. In order to attain a structured workforce, the
staff are separated into bar staff and kitchen staff. Around 60-70% of the staff work shifts at the bar
and 20-30% work in the kitchen. Flamman is usually open three nights a week during the semester,
in Wednesdays, Fridays, and Saturdays. Food and drinks are served in a pub atmosphere during
Wednesdays, where guests usually sit at their tables. Occasionally, there are musical performances
or stand-up and quizzes organized. Fridays and Saturdays generally commence with a three-course
dinner party with guest attendance of up to 80 people in the largest sitting area and 30 people in
the smallest sitting area. When the dinner is over, the sitting areas are cleared out in order for the
staff to prepare for the upcoming nightclub event. In addition to the traditional opening hours, there
might be special occasions where the management has decided to arrange supplementary events, such
as brunches, pubs, or other commitments requested by student organizations. The bar and kitchen
workforces are treated separately in the scheduling process.

There are three types of shifts for kitchen staff, one during each of the nights the restaurant is open.
Wednesdays usually demand an increased workforce due to the uncertainty of the number of guests,
and because of this the meal preparations are hard to predict beforehand. On the contrary, week-
end dinners are preordered, which simplifies the planning and preparations, implicating fewer workers
needed. The kitchen closes before the nightclub opens, and no staff is required at this point.

The shifts for the bar staff can also be divided into three types: Wednesdays, early dinner party shift
and late nightclub shift during the weekends. During Wednesdays and early weekend shifts, the bar
staff either serve drinks at the bar or cater food to the guests. When the nightclub opens, guest
attendance increases significantly, requiring an augmented workforce. Typically, around 11 workers
are necessary for a late shift.

Prior to every semester, new employees are hired, both in the kitchen and the bar. Some shifts are
more stressful than others, increasing the risk of lack of experience becoming a bottleneck. In order
to have a good workflow, it is paramount to have a good distribution of experienced staff and new
staff. The exception is during the staff party, where only the new staff are preferred. Furthermore, it is
preferable to have equal numbers of females and males on every shift, to maintain a good atmosphere.
There are, however, some exceptions for a few special events, where only females attend, which require
male waiters and bartenders, and vice versa for male-only events.

Every employee usually needs to do nine shifts independently if they work in the kitchen or in the
bar. Some of the shifts are, according to the staff, more desirable to work, for example early shifts
and Wednesdays for bar staff. Therefore the different types of shifts should be evenly distributed.
The management at Flamman also wants a spread between the shifts for each employee during the
semester. An employee should not work several shifts in a row, especially not if they are on the same
day. A spread of shifts during the semester and some minimal number of shifts between every em-
ployee’s consecutive shifts is therefore desirable.

When signing up for work at Flamman, students fill in a form and specify shifts they cannot work.
The operations manager decides the number of shifts each person can choose not to work, to avoid
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dissonance arising between available shifts. A too-large number will, of course, restrict the possibility
to find a feasible schedule. The operations manager can easily modify the form manually to extract
some dates to fix the problem in case of errors. Lastly, every employee can request to work with
another person/persons, regardless if they are new or experienced staff. This only applies to the bar
and kitchen staff separately since the two schedules are treated as such and there is no significant
interaction between the two workforces during a shift. A finished schedule should satisfy the afore-
mentioned constraints, and should from a fairness perspective have high emphasis on reducing extra
shifts for each employee.

Figure 1.1 displays a manually created bar schedule from the spring semester of 2021. The schedule
is adapted to the prevailing pandemic and has different shift types than those described in this thesis.
However, a regular schedule will have a similar design. Due to the size of the schedule, only the first
24 workers from march to may are shown.

PASK | skidresa | VALBORG P-fest UK
20-mars 26-mars '27-mars O2-apr ~ 03-apr O0apr  10-apr 16-apr 17-apr 23-apr 24-apr 28-apr 20-apr 30-apr Ol-maj  O7maj OB-maj ' 4maj 16-maj ~2i-maj 22-maj
Namn Lérdag Fredag Lordag Stingt Stingt Fredag Lordag Stingt Stingt Fredag Lordag Onsdag Torsdag Stingt Lordag Fredag Lordag Fredag Lordag stingt Lordag
Person 1 PUB B Spec
Person 2 PUB
Person 3

Person 4 PUB

Person 5 PUB
Person 6
Person 7
Person 8
Person 9
Person 10
Person 11
Person 12
Person 13 PUB
Person 14
Person 15 pub
Person 16 | PUB B
person 17 [ rue

Person 18 B

Person 19 pub PUB
Person 20

PUB

PUB

PUB

Im

PUB
PUB

@

PUB

Spec
Person 21
Person 22 PUB

Person 23 PUB

PUB

PUB

Person 24

Figure 1.1: Manually created bar schedule from the spring semester of 2021. The black boxes represent
shifts the person cannot work. PUB and B indicates if the person should work a pub shift (specially
adapted shift during the pandemic) or bar shift, respectively. Spec indicates a special assignment.



2. Method

This chapter brings up the techniques used for solving the optimization model. Section 2.1 focuses on
solving the model using a mixed integer programming solver. Section 2.2 describes heuristics used for
solving the problem without a specific solver.

2.1 Mixed integer programming

Mathematical modelling and Mixed Integer Programming (MIP) models are commonly reoccurring
areas within many applications. Section 2.1.1 provides a brief introduction to mathematical modelling,
and Section 2.1.2 branches out and describes the concept of MIP.

2.1.1 Introduction to mathematical modelling

Mathematical models have numerous applications and can be used for translating real-life problems
into mathematical language, and there are many areas where it is helpful to interpret problems by
mathematical models to make decisions. Some areas where mathematical models are used are: finan-
cial valuation, purchasing decisions, logistics, and scheduling of workers at a company. A mathematical
model helps to describe requirements and tailor a problem from the assumptions made. Mathematical
modelling has been around for hundreds of years but has increased in usage in the last decades, mainly
due to the growing computer power that can handle the complexity of larger models (Marion et al.,
2008). Even though computers can handle large amounts of data, many conditions can be hard to
translate and include in a model; hence relaxations and simplifications need to be made to describe
and formulate a reasonable model.

A common deterministic approach for solving optimization problems is Linear Programming (LP).
LP problems are described by continuous variables and linear functions and aim to find the optimal
solution by maximizing or minimizing a linear objective function. The constraints describe which
possible variable values can be attained as solutions. The previously mentioned objective function
then determines the optimal solution/solutions to the problem, if it/they exist.

2.1.2 MIP model

As an extension to the LP model, which only contains continuous variables, binary variables are
introduced. For example,
{1 weA
xr =

0 wé¢ A
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where w is some event happening, and A is the set of certain outcomes from an event. If the attributes
of the new variables are introduced in a model with the same characteristics as an LP model, we obtain
a mixed integer programming model of the form

maxz = ¢l x
Ax <b
x>0
z, €{0,1}, k=1,....M

where
ailp a2 aim by
. by
T a21
c :(01 Co CM)7 A= , b= .
b
an1 . oo QGNM N

Here, A is the coefficient matrix associated with the decision variables x, ¢ is the objective function
coefficients for =, and b is the right-hand side constraint coefficients.

Valickaa et al. (2018) state that algorithms used for solving MIP problems, for example branch-and-cut,
have some advantages such as:

« Obtain provably enhanced solutions compared to other optimization techniques

« Provide a bound on solution quality when the algorithm is terminated prior to reaching a global
optimum

2.2 Heuristics

This section starts with an introduction to heuristics, followed by a constructive heuristic aiming
to create a feasible solution to the problem under consideration. Lastly, Section 2.2.3 describes a
Large Neighbourhood Search (LNS), which is a technique used for iterating between different feasible
solutions.

2.2.1 Introduction to heuristics

The term heuristic originates from the Greek language and means to discover. It is an established term
used in many operations research techniques. A heuristic tends to reduce the complexity of solving a
complicated problem by simplifying the procedures of doing so. Whereas the MIP method can produce
higher quality results, a heuristic can find acceptable results with limited resources (Evans et al., 1981).

Heuristics can be used not only to find a feasible solution but also to iterate between feasible solutions
in order to, at a higher level, meet the quality requirements it needs to fulfil. An exact optimization
algorithm is fundamentally the preferred method of choice but it can be time-consuming and is therefore
not always be the best option. Some of the advantages a heuristic provides are:
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» There exist numerous heuristics which are easy to tailor to specific needs
« Offers quick and non-computationally demanding solutions
« Easy to implement and to make minor adjustments

« Does not take up too much computer power

Although there are a lot of advantages with heuristics, there are some downsides to the concept as
well. For example:

« Does not guarantee an optimal solution
« Hard to decide if the received solution is the best choice

» Not robust to additional variables or constraints, which might demand a reconfiguration of the
heuristic

There are applications in which a heuristic outperforms an exact optimization algorithm when consid-
ering the trade-off between solution quality and computing time needed. Therefore, the ambition of
what needs to be achieved is a crucial parameter to consider when choosing between a heuristic and
an exact optimization algorithm. A problem that needs an exact or near-to-perfection result should
prioritize an exact optimization algorithm if the necessary time and resources are available. Otherwise,
a heuristic is preferred. There are also possibilities to combine an exact optimization algorithm with
an heuristic as a complementary option when searching for a preferred outcome.

2.2.2 Constructive heuristic

A constructive heuristic can be used as a first step in a search for a desired solution by creating a
feasible solution. The requirement for starting a search with, for example, LNS is to have a feasible
solution. Lundgren et al. (2010) describe the concept of constructive heuristics as methods where a
feasible solution is successively built from “nothing” by adding components to the solution.

There is a broad range of different constructive heuristics with multiple usage areas. Righini (2021)
describes the classical definition for combinatorial optimization problems and breaks down the algo-
rithm in a few steps by iteratively updating a solution z(*), which defines a subset of a ground set X’:
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1. Start from an empty solution: z(©) = 0.
2. For each iteration ¢, select an element i(Y) € X among the admissible elements.
3. Insert i® in the current solution x(® : z(*1 ;= () y {i(B)},

4. Go back to step 2 until a feasible solution is found.

In this thesis, an reversed strategy is used. Instead of successively adding elements and building a
solution from nothing, elements are removed while maintaining feasibility.

2.2.3 Large neighbourhood search

The metaheuristic Large Neighbourhood Search belongs to the family of heuristics called Very Large
Neighbourhood Search (VLNS). The concept of VLNS involves finding an improved solution while
searching a broad area of feasible solutions. Pisinger and Ropke (2010) state that VLNS restrict solu-
tions to subsets that can be iterated efficiently. When referring to LNS, it is often implicitly defined
as the metaheuristic of VLNS where the aim is to destroy and repair an incumbent solution.

The LNS method separates into two functions. One destroys parts of the incumbent solution, and
one repairs and build up a new feasible solution. When destroying the incumbent solution, stochastic
characteristics are often applied to generate new search areas and evade the possibility of getting stuck.
The algorithm can be customized to tailor specific requirements. When the repair function is applied,
it can either move forward and save the received solution, if it is an improvement, or if the function
is incapable of locating a new feasible solution, it returns an arbitrary feasible solution to prevent the
algorithm from getting tangled up in a local optimum. By having the algorithm tolerate degraded
solutions, there is a bigger chance of avoiding getting stuck. The current best feasible solution can still
be conserved when iterating through possible solutions. Algorithm 1 shows a pseudo-code for the LNS.

The algorithm takes in a feasible solution, x, and iterates by finding new solutions. The variable & saves
the current best solution and returns it if no better solution is found. The operator d(-) represents the
destroy-function that breaks down the current solution and makes it infeasible. The operator () then
repairs it, and if the solution is rebuilt and feasible, it is saved. Operator b(-) represents the objective
function that, in this case, is to be minimized. If the received solution is better than Z, it is updated,
and the algorithm is one step closer to reaching the global optimum.



Villwock, 2021.

CHAPTER 2. METHOD

Algorithm 1: Large Neighbourhood Search

input: = — feasible solution
T+
while stop criterion not met do
' <+ r(d(z));
if 2’ is feasible then
T a';
if b(2') < b(Z) then
‘ T+ x;
end
end
end
return Z;
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3. Mathematical modelling

This chapter describes the mathematical model used for solving our workforce scheduling problem.
First, the sets, parameters, and variables are defined. Then the objective function followed by the
constraints are presented.

3.1 Indices and sets

The following indices and sets are used to facilitate the construction of the mathematical model.

P Set of staff

S Set of shifts

M Set of male staff

F Set of female staff

& Set of experienced staff

B Set of indices for the intervals in O

Q. Subset of shifts, k € B

T Set of shifts of type ¢ =1,2,3

S; Set of special shifts of type i =1,2,3

A; Set of friends that employee ¢ wants to work with

An example of the different shift types in the sets 7; for a bar schedule is 1: Wednesdays, 2: early
shifts, 3: late shifts. To be able to have a spread between the shifts an employee works, the sets B and
Q). are introduced. The set B represents the indices for the subsets/intervals in Q, and is defined as
B={1,..., LMI:LJ }, where M is the total number of shifts and L adjusts the size of each interval,
implying that 2L + 1 is the number of possible shifts in each interval. The set B are used to derive the
overlapping intervals Oy, k € BB, which are defined as follows:

Q. ={Lk-1)+1<j<L(k+1)}, kebB,

where L is assigned the same value as previously mentioned. To clarify for the reader, the graph below
shows how the shifts, j, can be split into intervals Qy, k € B. In this graph, B = {1, 2, 3}, is the set of
indices for each interval Q. The number of shifts is M = 8, which implies that, in this case, L = 2.
As later seen in Constraint (3.9), each interval is restricted to contain only two shifts.

11
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Q3 n L] ] |

Notice that every shift may not be included in any of the subsets 9, depending on the total number
of shifts.

3.2 Parameters

The following parameters are used in the mathematical model.
N Number of staff
M Number of shifts to be staffed

G Minimum number of idle shifts between worked shifts

d? Minimum number of shifts for employee ¢

d; Minimum number of staff on shift j

di’ Minimum number of male staff on shift j

dﬁ- Minimum number of female staff on shift j

d; Minimum number of experienced staff on shift j

aij 1 if employee ¢ can work shift j, 0 otherwise

« Weight parameter in the objective function to penalize extra staff on any shift

15} Weight parameter in the objective function to penalize extra shifts for any employee

3.3 Variables

This section defines the binary decision variables followed by the continuous auxiliary variables used
in the mathematical model.

The binary decision variables used in the model are introduced to represent if an employee works a

certain shift and if an employee works with another employee. The binary variables are:

1 if employee ¢ works shift j
Tis —
Y 0 otherwise,

1 if employee ¢ works with preferred employee & on shift j
Wik =
ik 0 otherwise.

In addition to the binary variables, the following continuous auxiliary variables are defined:

12
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z Largest number of extra staff on a shift

v Largest number of extra shifts for an employee

Continuous auxiliary variable are also introduced to enable the construction of the constraints. These
variables are used to represent the number of redundant staff and shifts, and should in a best case
scenario equal zero. These variables are:

Yj Number of extra staff on shift j
w; Number of extra shifts for employee ¢

3.4 Optimization model

The following mathematical model is developed to be used in the exact optimization algorithm and
the heuristic, and thereby to solve the scheduling problem.

minZ:az-i-ﬂv-i-ZZ:rij—ZZZwijk (3.1)

icP jes i€EP jES keA;
Zaijscij = dj + Yy, jes (32)
icP
Z aijrij = di +wi, ieP (3.4)
jes
w; < v, iepP (3.5)
Z Tij > d;n, jes (36)
ieM
>y = d, jes (3.7)
i€F
sz‘j > d5, jeS (3.8)
ic€
> a <2, ieP, kehB (3.9)
JEQk
G
> @ijrg <1, ieP, jeS:j<M-G (3.10)
g=0

13
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o wy = d/2), ieP (3.11)
jesi<| ¥
Yo = [dY)2], ieP (3.12)
jesi=| 4 |
> @iy > [db/4, ieP, 1=1,23 (3.13)
JET
> a =0, jes (3.14)
ieM
inj =0, JES: (3.15)
i€F
inj =0, JjESs (3.16)
ic€
Wijk < Ty, 1e€P, je8, keA (3.17)
Wijk < Tij, 1e€P, jeS, keA (3.18)
Zij < i, ieP, jeS§ (3.19)
zij, wijr € {0,1}, 1e€P, jeS8, keA (3.20)
z,0>0 (3.21)
y; >0, jes (3.22)
w; >0, ieP (3.23)

The priorities of the objective function depend on the weight parameters o and 8. The first term,
including «, emphasizes reducing the number of extra staff on each shift. The second term, containing
B, reduces the number of extra shifts for each employee and should, with respect to the model’s fair-
ness, be more prioritized than the first term, that is, 5 > « should hold. The goal is to minimize both
of these terms, but it can be hard to achieve depending on the number of shifts and staff available.
The third term is the sum of all employees’ shifts, and the fourth can be considered as a reward for
fulfilling the wishes of friends working together.

Constraints (3.2)—(3.3) take into consideration the number of staff required for each shift. If there are
additional workers on a shift j, then y; is increased. Constraint (3.3) assigns the maximal value out
of these to z, which is penalized in the objective function. Constraints (3.4)—(3.5) work analogously,
but penalize the number of maximal extra shifts for a worker.

Constraints (3.6)—(3.8) are the requirements of having enough males, females, and experienced staff on
each shift i € S, respectively. Constraint (3.9) makes sure that a single employee’s shifts are distributed
among different semester intervals and not accumulated in, for example, a few weeks. Constraint (3.10)
requires that a worker does not work twice within G shifts in a row. Constraints (3.11)—(3.12) dis-
tribute the shifts for a worker ¢ approximately equally among the first and second part of the semester.
Constraint (3.13) distributes the shifts for an employee approximately equal among the shift types
T1, T2, and T3. Constraints (3.14)—(3.16) enforce the requirements for special shifts — for example,

14
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shifts consisting of only females. Constraints (3.17)—(3.18) allow w;ji to be 1 if two friends work to-
gether, which, as previously mentioned, is rewarded in the objective function. Constraint (3.19) forces
x;; to be 0 if a worker ¢ cannot work shift j. Lastly, (3.20)—(3.23) define the variables.

15



4. Implementation

This chapter describes the implementations of the different methods: exact optimization using mixed
integer programming and heuristics using an reverse constructive algorithm and large neighbourhood
search.

4.1 Workflow

Figure 4.1 describes the workflow for identifying and structuring the mathematical model. It starts
with the problem, as described by the operations manager at Flamman. Assumptions are made to
generate a fair workforce schedule. For example, the operations manager could require equally dis-
tributed shifts over the whole semester. This assumption was modelled by discretizing and splitting
the semester into intervals, where each employee should not work more than two shifts in such an
interval.

P st ~ Y Son w w ae ~ P e v e et ~ e el o ~ , ~
\ \ \ \ \
( | ( | ( | ( | ( I
| | | | | | | | | |
! I | ! ! I | ! ! |
Problem | ' . i ' | Variables & '
| .. | — ! Assumptions | — | Relaxations | — | i | — | Create model |
| description | | | | i Constraints | | |
I I | I I I | I I I
I I | I I I I | I I
| i | | | i I I | i
\ / \ / \ / \ / \ /
b e N 7 N 7 N 7 N 7

Figure 4.1: Workflow chart

Relaxations of some desired features were necessary to obtain a feasible solution. For example, the
desire to have an exact number of employees on a specific shift was converted from a hard constraint,
thereby necessary to fulfill, to a soft constraint and allowed to deviate from an exact number. The
model can then be created after defining variables and constraints.

4.2 Data preprocessing

The operations manager at Flamman uses an Excel sheet to map the correct number of staff for each
shift and set up the demands for each employee. In order to reduce workload and automize the pre-

16
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processing of data, a script is implemented. The programming language used for this implementation
is Python 2.7.16. The packages used for both reading and writing from this Excel sheet to the script in
Python is openpyxl (Gazoni and Clark, 2021). Table 4.1 presents the data that needs to be determined

and inserted into the Excel file.

Table 4.1: Parameters specified in Excel

Parameters Meaning Domain Datatype
N Total number of staff 7+ Integer
M Total number of shifts Z* Integer
Employee Name of employee ¢ - String

Shift Index number for each shift j Z+\ {0} Integer
Worker demand Minimum number of shifts for employee i /A Integer
Shift demand Minimum number of staff for shift j 7+ Integer
Males demand Minimum number of males on shift j Z* Integer
Females demand Minimum number of females for shift j A Integer
Experience demand | Minimum number of experienced staff for shift j 7* Integer
Shift type Categorizes each shift j with type I 1€{1,2,3} | Integer
Can work If employee ¢ can work shift j {0,1} Binary

Work with friends If employee i wants to work with employee k {0,1} Binary

Consecutive Minimum number of shifts between an employee’s shifts /s Integer

Note that the parameters N and M need to be chosen carefully in order to avoid restricting the model
substantially, or even prohibit the existence of a feasible solution. The same applies for the shifts an
employee cannot work — for example, this number could be restricted to ten shifts per semester. It
is crucial to make sure that all persons do not fill in the same dates they cannot work, in order to be
able to meet the demand for that specific shift.

The data used in the heuristics are saved in matrices in order to execute the algorithms efficiently.
After retrieving the desired solution, it is transmitted to the Excel sheet using the same package.

The data is further linked to the program used for the MIP model. Since the heuristic is imple-
mented in Python, the data is not converted into any special format. The program used for the MIP
model retrieves the input-data from a .dat file; for this purpose, the 0S package is used to create and
write to that specific file. Further information is given in Section 4.3.

4.3 Mixed integer programming

The mathematical model described in Chapter 3 is implemented using the algebraic modelling language
AMPL, which simplifies the translation of the model to a solver compared to many other languages
due to its algebraic advantages (AMPL, 2022). The solver used for the model is IBM:s optimization
software package CPLEX. The solver is based on the simplex algorithm, primal-dual logarithmic bar-
rier algorithm, and a sifting algorithm, and can execute efficiently (IBM, 2021).

The preprocessed data is linked from an Excel sheet via the abovementioned script in Python to
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structure and store the data in a .dat file. After the compilation is complete, the optimal solution is
saved in a .res file and converted back to the Excel sheet Flamman uses for presenting its schedule.

4.4 Heuristic

The heuristic can be divided into two parts; one to obtain a good starting solution and one used for
iterating between feasible solutions. The first method is called a reverse constructive heuristic and is
only used to obtain a better starting solution in the second part of the heuristic — large neighbourhood
search. A flow chart for the heuristic is presented in Figure 4.2.

Create a new New best

Create a start Save

solution

feasible solution solution
solution found?

Reverse
constructive
heuristic

Yes

.

erminate?

Figure 4.2: Flow chart for the heuristic

Solutions to our workforce scheduling problem, both feasible and infeasible, are represented by a
matrix A, which contains one column per shift and one row per employee. Hence, the matrix A is of
size N x M, where N is the total number of staff and M is the total number of shifts, as previously
described in Table 4.1.

4.4.1 Reverse constructive heuristic

As mentioned in Section 2.2.2, constructive heuristics have a broad range of applications. In this thesis
we implement a method where a good starting solution is obtained from an infeasible solution, taking
into consideration most of the constraints. A constructive heuristic builds a solution from “nothing”,
whereas our heuristic breaks down an infeasible solution and it is therefore referred to as a reverse con-
structive heuristic. In Algorithm 2, A is the abovementioned matrix with elements a;;, where indices
i and j correspond to the row and column, respectively. For simplicity, a; refers to column j of A.
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Initially, all elements are assigned the value one, a;; = 1, which means that the entire staff works all
shifts. Obviously, this is impossible since every employee has specified some shifts they cannot work.
First, these shifts are all assigned zero values, a;; = 0, implying that they cannot work. The algorithm
can then iterate for a specific period of time or until the termination criterion is met. All constraints in
the mathematical model from Section 3.4 are considered except Constraint (3.13), which ensures that
the entire staff work enough of each shift type; this constraint was excluded due to implementation
error.

Algorithm 2: Reverse constructive heuristic

input: A — infeasible solution
J={1,...,m}
J=0;
J
while termination criterion not met do
k < rand(J);
ay, < flak);
if a), is feasible then
ax — CL;;
J=J\{k}
J=0uU{k};

end

end
return A;

Set J is the unsearched columns of A from which random columns, k, are drawn by the function
rand(-). Further, f(-) specifies the function that assigns zeros to random elements of a column. If a
feasible solution for column k is found, it is assigned to the new column ay, and the random column
is added to the set J , which describes the already-searched columns. By iterating this method until
the termination criterion is met, for example, J = (), a feasible matrix A can be obtained. The initial
matrix and an example of a resulting matrix is shown below,

1

11 10 0

1 1 1 0 1 0
A= A=

Do 11 0

1 1 1 0 1 1

4.4.2 Large neighbourhood search

By implementing a large neighbourhood search, better solutions can be located. The algorithm will
iterate from solutions generated from the reverse constructive heuristic described in Section 4.4.1.

The most desirable (and fair) solution is to have an equal number of shifts for every employee, and the
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implemented heuristic is constructed to strive to meet this requirement by minimizing the number of
extra shifts for each employee. It is likely that there still are redundant staff on some shifts, but this is
inevitable if the number of shifts and employees available do not add up. The LNS randomly chooses
a column and extracts the elements according to the figure below,

1]o --.
. 0lol1 ---
0

Here again, a one entry corresponds to an employee being assigned to that specific shift. The high-
lighted column is then destroyed and rebuilt until the constraints from Section 3.4 are fulfilled. This
operation can be described as

1 0
0 1
0 T(ﬁg)) 1
1 0

The destroy-function, d(-), breaks down the column by assigning “0” to all elements, thereby creating
an infeasible solution. The repair-function, r(-), repairs the column in the following steps.

1.
2.

A A o

Create the set J, containing staff with least number of extra shifts.
Randomly choose an employee ¢ from set 7.

Check if all constraints from Section 3.4 are fulfilled, if employee ¢ is assigned.
If Step 3 is fulfilled — assign employee ¢ to the shift.

If a feasible solution is found, return the solution to the LNS.

Remove employee ¢ from set J and go to Step 2.
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If set J in Step 6 is empty (J = 0), a new set J of employees is generated. Step 3 requires the
following constraints to be fulfilled.

« The person can work.
+ Enough males/females on the shift.
« Enough experienced employees.

« The person do not work consecutive shifts.

The procedure is repeated until a feasible solution is found. In case of rebuilding to feasibility is
impossible, the new column is discarded and the old column is returned. The objective function value
is calculated after a new column is obtained, potentially updating the current best solution. Notice
that the algorithm does not consider if two persons wish to work together. This is, however, taken into
consideration in the objective function. A similar consideration applies to the distribution of different
types of shifts by an additional term in the objective function. In the ideal world, the number of extra
shifts for an employee and redundant staff on a single shift is minimized.

The generated column is saved regardless of its improvement on the overall objective value, as long as
it is feasible. Therefore it cannot be discarded in favour of the current better solution. This prevents
the heuristic from getting stuck in a local optima. By putting the newly generated column back in the
matrix A, we obtain the new solution

=
= = O ‘
=)

An alternative approach to the described algorithm was later implemented for better computational
performance. In this, the approach is the converse, by minimizing the number of workers on each shift.
The procedure works analogously with the previous, but randomizes and operates on rows rather than
on columns. The LNS algorithm can potentially circumvent getting tangled in local optima by alter-
nating between rows and columns when breaking down and repairing them.
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5. Results

This chapter brings up the results from using mixed integer programming and heuristics.

5.1 Overview

The hardware used for implementation and generation of the results is specified in Table 5.1. Note
that the computer used is relatively new and quite strong compared to many basic models on the
market (2021). The run time for the algorithms might therefore not prevail when using a less powerful
machine.

Table 5.1: Technical specifications of hardware

Computer MacBook Air (M1, 2020)

(O} macOS Big Sur (Version 11.6)
Processor  8-core Apple M1 (16-core neural engine)
Memory 16 GB RAM

5.2 Problem instances

The model and the methods are tested on five problem instances to receive an accurate representation
of the performance. Table 5.2 specifies these instances. They are split into two different categories:
Kitchen and Bar. The bar scheduling requires more information, thus generating a larger data set and
longer run time. Parameters o and § are the aforementioned penalties in the mathematical model in
Chapter 3.

Table 5.2: Problem instances

Problem | Schedule type | Number of workers | Number of shifts | « I6]
Instance 1 Kitchen 19 50 5 | 10 000
Instance 2 Kitchen 22 51 5 | 10 000
Instance 3 Bar 64 82 5 | 10 000
Instance 4 Bar 69 81 5 | 10 000
Instance 5 Bar 63 82 5 | 10 000

Table 5.3 shows the total demand of worked shifts over the semester and the number of staff available
during the semester. A negative difference indicates that more shifts than workers are available over
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the whole semester, implicating that some workers are obligated to exceed their nominal number of
shifts. The instances used as test data are retrieved from Flamman’s previous schedules.

Table 5.3: Total demand for shifts and staff available

Problem | Total shifts available for staff | Total demand for shifts | Difference
Instance 1 154 159 -5
Instance 2 198 167 31
Instance 3 540 588 -48
Instance 4 610 596 14
Instance 5 539 588 -49

5.3 Mixed integer programming

Table 5.4 contains the results for the five problem instances. The instances and corresponding parame-
ter values are presented in Section 5.2. In Table 5.4, f* is the retrieved optimal objective value, z* and
v* are the maximal number of extra staff on any shift and extra shifts for any employee, respectively.
The execution time is the run time for the solver CPLEX to find the optimal solution. Note that the
run time threshold is set to one hour. The gap describes the relative deviation between the optimistic
bound and the objective value of the best found solution, in percent.

Table 5.4: Results using AMPL/CPLEX

Problem f* z* | v* | Execution time | Searched nodes | Gap
Instance 1 | 10 143 | 0 1 0.6 sec 0 0.0%
Instance 2 152 110 25.2 sec 4 521 0.0%
Instance 3 | 10436 | 1 | 1 1 hour 73 416 0.13%
Instance 4 | 10345 | 1 | 1 1 hour 31176 0.04%
Instance 5 | 10392 | 1 | 1 1 hour 6 760 0.27%

Table 5.5 shows the optimal schedule received from AMPL/CPLEX for Instance 1. Due to the size of
the complete schedule, only the first ten employees and shifts are presented. Here, a “1” corresponds
to if an employee is scheduled on a specific shift. The number of extra staff on shifts are here all zeros
and are therefore excluded from the table.
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Table 5.5: Schedule for problem Instance 1 using AMPL/CPLEX

Worker\ Shift
Person 1
Person 2
Person 3
Person 4
Person 5
Person 6
Person 7
Person 8
Person 9
Person 10
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5.4 Heuristics

The heuristics and their implementations are very much dependent on each other, which affects the
testing and evaluation. The reverse constructive heuristic is a necessary first step in locating feasible
solutions. However, it will not generate acceptable overall results, since the technique is only beneficial
for finding a possible starting point for the large neighbourhood search. The results for the two methods
are presented below.

5.4.1 Reverse constructive heuristic

The reverse constructive heuristic is used for computing a good starting point, and not to reach an
optimum, but it assists the performance of the LNS. The reverse constructive heuristic was executed
for 5 seconds for each problem instance, preceding the LNS. The reverse constructive heuristic was,
however, also evaluated separately over different time spans for Instances 3 and 4. The results are
presented in Table 5.6. The reason for having a time limit is because if the heuristic removes an
employee from a specific shift, then it cannot assign that employee to the shift again, which might
cause the heuristic to keep on searching for employees to dismiss and thereby get stuck. Analogously
with the mathematical model in Chapter 3, z is the maximal number of extra staff on any shift, and
v is the maximal number of extra shifts for any employee.
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Table 5.6: Performance of the reverse constructive heuristic

Problem z v | Execution time
Instance 3 | 20 | 24 1 sec
Instance 3 | 20 | 21 5 sec
Instance 3 | 20 | 20 10 sec
Instance 3 | 20 | 19 30 sec
Instance 3 | 20 | 19 60 sec
Instance 4 | 24 | 25 1 sec
Instance 4 | 22 | 25 5 sec
Instance 4 | 22 | 24 10 sec
Instance 4 | 21 | 24 30 sec
Instance 4 | 21 | 24 60 sec

5.4.2 Large neighbourhood search

Contrary to the deterministic solution found when using the MIP model with CPLEX as solver, the
LNS algorithm randomly generates multiple feasible solutions. To avoid getting tangled up in local
optima, the algorithm does not necessarily improve the solution in each iteration. However, the solu-
tion with the best objective function value is always saved to represent the best schedule.

The algorithm is run on various problem instances of different sizes, arising from bar and kitchen
schedules over different semesters. The number of employees and shifts tend to differ between the
two types of schedules. Furthermore, a bar or kitchen schedule can also deviate in the number of
employees and shifts between semesters. The LNS heuristic is not deterministic, and the mean over
ten independent observations with the same data, where the best objective value can differ between
each observation, is therefore used to evaluate the solution quality. This increases the likelihood that
the mean values are accurate and do not deviate from the overall solution quality. Since the algorithm
is not deterministic, the algorithm can get stuck or have difficulty finding an improved solution for a
single observation. On the contrary, there are a single observation where the algorithm manages to it-
erate more smoothly than usual and finds new solutions quicker, thereby surpassing the expected value.

The mean is calculated using Python’s package numpy with the function numpy.mean. Tables 5.7 and
5.8 contain the algorithm’s performance over 1 000 and 10 000 iterations, respectively. Here, f* rep-
resents the best average value received in the objective function, z* the average number of extra staff
on any shift, and v* the average number of extra shifts for any employee.

Table 5.7: Mean value for problem instances over 10 observations with 1 000 iterations

Problem f* z* | v* | Execution time (per observation)
Instance 1 | 15157 | 0 | 1.5 ~ 8.4 sec
Instance 2 190 1 0 ~ 14.8 sec
Instance 3 | 20 566 | 0 2 ~ 18.6 sec
Instance 4 | 8 576 1 108 ~ 28.4 sec
Instance 5 | 30 553 | 0 3 ~ 23.9 sec
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Table 5.8: Mean value for problem instances over 10 observations with 10 000 iterations

Problem f*

z* | v* | Execution time (per observation)
Instance 1 | 10 156 | 0 1 ~ 34.5 sec
Instance 2 187 1 0 ~ 1 min 44.9 sec
Instance 3 | 10 558 | 0 1 ~ 3 min 19.8 sec
Instance 4 568 1 0 ~ 2 min 59.1 sec
Instance 5 | 11556 | 0 | 1.1 ~ 3 min 24.7 sec

The execution time increases with the complexity of the problem but the LNS finds feasible solutions
in a fairly short amount of time. Larger problem instances take just over three minutes in general.
Figures 5.1-5.2 show the iteration process over 10 000 iterations for Instances 1 and 3, respectively,
with the best objective value computed at a certain iteration on the y-axis. Circles represent when a
better average solution is found in an iteration.
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Figure 5.1: Problem Instance 1 (kitchen): the algorithm is executed 10 times (observations) over 10 000
iterations, with the mean of all observations calculated at each iteration
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Figure 5.2: Problem Instance 3 (bar): the algorithm is executed 10 times (observations) over 10 000
iterations, with the mean of all observations calculated at each iteration

As observed in the figures, the LNS heuristic quickly finds new, better solutions during the first thou-
sands of iterations. The algorithm thereafter tends to struggle to find better solutions. Figures 5.3-5.4
display the graphs for the same instances as above, but with only 1 000 iterations. The corresponding
final results are presented in Table 5.7. For the smaller schedule type (kitchen), the heuristic is tailing
off after approximately 200 iterations, while it takes 5-10 times more iterations to tail off for the larger
schedule (bar). Corresponding graphs for the remaining instances are found in the appendix. For the
smaller problems, Instances 1 and 2, better solutions are found faster than for Instances 3 to 5. All
instances have a higher value of v* than if they were evaluated over an even larger time span (compared
with 10 000 iterations).

27



Villwock, 2021.

175000

Large Neighborhood Search

CHAPTER 5. RESULTS

150000

125000

100000

Objective function

75000
Q
50000 (r’;

25000

~©- New best solution

______ 15157

Figure 5.3: Problem Instance 1 (kitchen): the algorithm is executed 10 times
iterations, with the mean of all observations calculated at each iteration
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Figure 5.4: Problem Instance 3 (bar): the algorithm is executed 10 times (observations) over 1 000
iterations, with the mean of all observations calculated at each iteration

A more profound analysis of the performance is found in Table 5.9, where Instances 1 and 3 are exam-
ined using various number of maximal iterations. Besides replicated data from preceding tables and
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figures, supplementary computations have been made. We here study how quickly the LNS algorithm

can find adequate solutions, by running it for differently many iterations'.

Table 5.9: Results for different instances and runs. A single run is when the algorithm has been
executed once, whereas the mean over 10 observations indicates the mean values obtained when it is
executed 10 times on the same instance

Problem f* z* | v* | Execution time (per observation) | Iterations Type
Instance 1 | 10 156 | 0 1 39.9 sec 10 000 Single observation
Instance 1 | 15157 | 0 | 1.5 ~ 8.4 sec 1 000 Mean (10 observations)
Instance 1 | 10157 | 0 | 1 ~ 23.6 sec 5 000 Mean (10 observations)
Instance 1 | 10156 | 0 | 1 ~ 34.5 sec 10 000 | Mean (10 observations)
Instance 1 | 10 154 | 0 1 10 min 180 421 Single observation
Instance 3 | 10 564 | 0 1 3 min 10 sec 10 000 Single observation
Instance 3 | 20566 | 0 | 2 ~ 18.6 sec 1 000 Mean (10 observations)
Instance 3 | 10563 | 0 | 1 ~ 1 min 33.4 sec 5 000 Mean (10 observations)
Instance 3 | 10 558 | 0 1 ~ 3 min 19.8 sec 10 000 Mean (10 observations)
Instance 3 | 10 566 | 0 1 10 min 26 455 Single observation

To gain a better understanding of the algorithm’s convergence, Figures 5.5 and 5.6 show the decrease
in objective value as the number of iterations increases. The algorithm is here executed for 10 minutes,
independently of the number of iterations. As before, the circle displays the iteration where a better
solution is found. The LNS algorithm iterates just over 26 000 times for the larger problem (bar),
while it manages 180 000 iterations the smaller problem instance (kitchen). For both instances, a
solution that is very close to exact optimality was found after almost half the iterations. The final
improvements are not substantial for either of the instances.

IThis time for a single observation.
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Figure 5.5: Problem Instance 1 (kitchen): one run of 10 minutes
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Figure 5.6: Problem Instance 3 (bar): one run of 10 minutes

Figure 5.7 shows the best objective value for a single run on Instance 1 when using 10 000 iterations,
with the properties specified in Table 5.2. As the figure indicates, the final best solution is found
after about 5 600 iterations, with the value f* = 10 156. Figure 5.8 displays the same type of graph
as Figure 5.7, but for Instance 3, which is a large problem instance (bar) and therefore contains
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significantly more data.

found in the appendix.
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Graphs with a maximum of 5 000 iterations for Instances 1 and 3 can be
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Figure 5.7: Problem Instance 1 (kitchen): one run of 10 000 iterations
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Figure 5.8: Problem Instance 3 (bar): one run of 10 000 iterations
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As observed in Table 5.4, the MIP model finds better objective values. However, acceptable solutions
are found relatively fast by using the LNS algorithm. A more comprehensive comparison between the
MIP and the LNS is presented in Chapter 6.
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6. Discussion

The following chapter contains a discussion about the results presented in Chapter 5, and the perfor-
mance of the mixed integer programming and heuristics. We also discuss further work and improve-
ments.

6.1 Mixed integer programming

The MIP model was executed on both bar and kitchen schedules. As expected, the model could gen-
erate accurate results for both types of schedules. One observation is that an optimal solution often
includes extra shifts for employees and redundant staff on shifts. However, this is something that can
be expected since the number of staff and their shifts available often deviate from an exact number of
shifts.

From Section 5.3 it is observed that the MIP model does not comprehensively manage to remove all
extra shifts for the staff. This is due to the fact that there are not enough staff for all shifts, as indicated
in Table 5.3. For Instance 4, there are enough staff available to cover all shifts, but the constraints
make it impossible to reduce every extra shift. Although not included in this thesis, a quick additional
analysis indicated that the number of extra shifts can be removed by relaxing Constraint (3.13), which
distributes different shift types evenly for an employee. Other constraints naturally also affect the set
of feasible solutions, but the aforementioned constraint has significant consequences on the possible
solutions of the model.

The MIP model handles the smaller problem instances very quickly. For problem Instance 1, the solver
managed to find the optimal solution through the pre-solving process only, that is before initiating
the branch-and-cut method. As soon as a problem contains more input data, the complexity increases
rapidly, implying a substantially longer execution time. The solver was interrupted after one hour
for all bar schedules, which are much more difficult since they contain more staff and shifts than the
kitchen schedules. AMPL/CPLEX provides the option of presetting a gap threshold value in which
the algorithm terminates if reached, that is if the solver is close-enough to the optimal solution, but
such settings were discarded.

Overall, the MIP solver has satisfying performance with considerable accuracy in finding optimal
solutions. However, the licenses for AMPL and CPLEX are expensive. Depending on the importance
of obtaining such solutions, a free-of-charge software using heuristics may be a method of choice.

33



Villwock, 2021. CHAPTER 6. DISCUSSION

6.2 Heuristics

The following sections provide a discussion of the results retrieved from the reverse constructive heuris-
tic in Section 5.4.1 and the LNS in Section 5.4.2.

6.2.1 Reverse constructive heuristic

As mentioned in Section 5.4.1, the heuristic was executed for § seconds which was sufficient to obtain
adequate performance. The run time for the heuristic was also extended for some runs, presented in
Section 5.4.1, but this did not, however, improve the overall performance, hence the shorter time span
was chosen. The algorithm cannot reassign staff to other shifts, but only remove an employee from a
shift, which might be an explanation of why the results do not improve over a longer time span.

The reverse constructive heuristic worked well for both the bar and the kitchen schedules. The main
task is to remove unnecessary staff from shifts to create a good starting solution, which it handles well
after only 510 seconds. However, it could be executed over a longer time span to remove even more
staff, thus creating an improved initial starting point. The benefit of obtaining such a solution will not
affect the performance of the LNS algorithm much and was therefore discarded.

The reverse constructive heuristic does take all constraints into consideration. Hence, this heuristic
helps to obtain a less infeasible solution, but it will not make the solution entirely feasible with respect
to the model. The algorithm does not handle the consecutive constraint, which says that employees
should not work consecutive shifts. This constraint will, however, be handled in the LNS heuristic.

6.2.2 Large neighbourhood search

The heuristic large neighbourhood search performs well after a reasonably short time in terms of
finding a “good enough” solution. For most instances, the heuristic minimizes the extra shifts for each
employee, v*, relatively fast. Except for the need to obtain a feasible solution, the importance of
minimizing v* is most critical from a fairness point of view. The reason for not being able to minimize
the variable, v*, to zero depends on the shift demand and the staff available. In a perfect situation,
the number of staff on each shift and the number of shifts for each employee would match, potentially
resulting in!
vt =2"=0.

It can be seen from the objective function that most emphasis is on minimizing the maximal extra
shifts for a single employee, and this is proven to be handled well by the LNS heuristic after a certain
number of iterations.

From the results presented in the graphs, it can be seen that each iteration takes longer if the size of
the data set is increased. Comparing Instance 1 with Instance 3, one iteration generally takes more
than two times longer for the latter. This can be considered highly logical because the number of

LOther constraints might prevent this from being a possibility.

34



Villwock, 2021. CHAPTER 6. DISCUSSION

staff is more than tripled while the number of shifts almost doubles. This increases the number of pos-
sible combinations of shifts and employees, and each computation then becomes more time-consuming.

In most instances, the number of extra staff for each shift is minimized completely, meaning, z* = 0.
Even though much emphasis is not put on the variable z, the algorithm tends to handle this goal very
well in the objective function. There is no necessity to put much higher weight on this variable since
it is minimized to zero in almost all instances.

One adjustment made in the implementation of the large neighbourhood search is that the hard Con-
straint (3.13) is relaxed and converted into a soft constraint, which rewards the objective function
if fulfilled. This paves the way for finding a better solution since, as discussed in Section 6.1, Con-
straint (3.13) prevents the model from reducing the number of extra shifts for all employees. Thus,
including the constraint gives a significant setback in finding the optimal solution. With the relaxed
constraint, the heuristic can minimize the number of extra shifts for an employee in problem Instance 4,
which was not possible for the MIP model. With respect to this construction, the heuristic will have
a bigger problem finding new and improved solutions after a while. The heuristic manages to handle
the major necessities in finding a good solution but does not seem to find the optimal value.

6.3 Method comparison

In regards to finding the optimal solution, the mixed integer programming model outperforms the large
neighbourhood search. The MIP model also takes more constraints into consideration. Table 5.4 shows
that the objective function value is lower in all instances (except for Instance 4) when compared to the
results in Tables 5.7 and 5.8. This is not surprising since the MIP model finds the actual best value,
while the LNS algorithm iterates between multiple feasible solutions to eventually reach an objective
value close to the one of the MIP model. Since Constraint (3.13) is relaxed for the LNS; it is surprising
that the algorithm does not provide a better solution, since it has a larger set of feasible solutions.
Since this is not the case, the construction of the LNS algorithm has some flaws, at least for the time
spans tested.

The major difference in the objective value between the two methods is that the MIP model is superior
in rewarding the objective function when friends work together. As observed, the objective function
value can differ by approximately 200 for larger instances. However, the MIP model is not as superior
for smaller instances (Instances 1 and 2). The stochastic characteristics of the LNS heuristic does not
seem to handle this reward term well since a significant increase in iterations would be needed before
many friends work together. In order to make this possible, the heuristic would demand substantially
more time to find better solutions. Further improvements to the LNS heuristic are discussed in the
next section.

Both approaches are quite fast in terms of finding reasonable solutions quickly, but the LNS manages
this faster than the MIP model. After a while, the LNS has more trouble finding new, improved
solutions, while the MIP model can accomplish that. However, the MIP model was interrupted before
it found the best solution, which indicates that it also struggles after a while.
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6.4 Further work

This section is focusing on the large neighbourhood search, since several parts of this approach needs
improvements. First and foremost, the algorithm should consider Constraint (3.13), which as pre-
viously mentioned is relaxed. A consequence of the current setup of the algorithm caused trouble
in the implementation of this constraint, as the algorithm had trouble finding feasible solutions in a
reasonable time. With the current implementation of the heuristic, changing the construction was not
something that much emphasis was put on. It would require a lot of work and changes in the current
implementation before these changes could be made. This emanates from the fact that the current
implementation of the algorithm still has a hard time finding improved solutions after a while, even
with the relaxed constraint.

In order to implement Constraint (3.13) in the algorithm, a reconstruction of the current implementa-
tion is necessary. This could be achieved in several ways. One is that the destroy and repair functions
handle several rows or columns at once. This would provide the opportunity to iterate faster between
different solutions. Furthermore, a hybrid alternative is to alternate between either one or multiple
rows or columns in the destroy and repair functions. It would also be interesting to investigate other
heuristics that could perform better than a large neighbourhood search.

The first actual implementation of the schedule at Flamman was during the fall of 2021 using the
MIP model, since the heuristic was still under construction. The schedule performed well and even
too well in some sense. Feedback from the operations manager was that staff who prefer to work
together would, in most cases, work all shifts together. This created some bias among the employees,
and therefore there is a request from the operations manager that staff can only work a maximal
number of shifts together. This problem does not significantly concern the LNS algorithm’s current
implementation, since it is not as good as the MIP model when rewarding the objective function if
friends work together. It is, however, easily adjustable in the mathematical model.
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7. Conclusion

This chapter presents the findings and conclusions using mixed integer programming and heuristic.

The current state of the approaches leads to the conclusion that mixed integer programming out-
performs the accuracy of large neighbourhood search, as expected from Chapter 2. However, an
improved LNS algorithm could decrease the gap in performance between the approaches. The LNS
can find a reasonable solution faster, but after a while has more trouble finding improved solutions.

One of the most critical aspects of choosing between the approaches depends on the intention of its use.
The incentive of choosing a heuristic method is that it can be implemented with open-source software
and is, therefore, free of charge. If accuracy is pinpointed as a decisive criterion, then an investment
in licenses for AMPL and CPLEX is preferred.

Flamman Pub & Disco’s goal for using a scheduling system is to reduce the workload for the operations
manager. A scheduling system is just a tool for assisting the operations manager in constructing the
schedule, and additional demands not included in the mathematical model may arise from employees,
forcing the operations manager to manually make minor changes in the schedule. It is therefore not
critical to, for example, have an exact number of staff on each shift. The operations manager could
easily remove a shift for an employee, if too many have been scheduled. The more expensive, yet
more accurate approach, mixed integer programming using AMPL and CPLEX, is thereby discarded
in favour of the theoretically inferior method, large neighbourhood search.
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Appendix
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-5~ New best solution
200000 Q
175000
150000 i
&
£ 125000 a8
S v
£ 2
v 8
£ 100000 QL!
) ]
° T
75000 @
8
&
¢
50000
)
Q
<@
25000 EQS
00 o RO - — S e e L 10157
0 1000 2000 3000 4000
Kerations

Figure 1: Problem Instance 1 (kitchen): The algorithm is executed 10 times (observations) over 5 000
iterations, with the mean of all observations calculated at each iteration
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Figure 2: Problem Instance 2 (kitchen): The algorithm is executed 10 times (observations) over 1 000
iterations, with the mean of all observations calculated at each iteration
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Figure 3: Problem Instance 2 (kitchen): The algorithm is executed 10 times (observations) over 10
000 iterations, with the mean of all observations calculated at each iteration

II



Villwock, 2021.

APPENDIX .

Large Neighborhood Search
250000 o -5~ New best solution
9
:
200000 B
g
a
a
q
£ 150000 ?é
S
8
g
4
3
100000
50000 e
S
R -
DO, - - - - < —
0

10563

1000

Iterations

3000

4000 5000

APPENDIX

Figure 4: Problem Instance 3 (bar): The algorithm is executed 10 times (observations) over 5 000
iterations, with the mean of all observations calculated at each iteration
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Figure 5: Problem Instance 4 (bar): The algorithm is executed 10 times (observations) over 1 000
iterations, with the mean of all observations calculated at each iteration
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Figure 6: Problem Instance 4 (bar): The algorithm is executed 10 times (observations) over 10 000

iterations, with the mean of all observations calculated at each iteration

Large Neighborhood Search

250000

200000

150000

Objective function

100000

50000

Qo

My -

- New best solution

.y 30553

400
Iterations

1000

Figure 7: Problem Instance 5 (bar): The algorithm is executed 10 times (observations) over 1 000

iterations, with the mean of all observations calculated at each iteration

v



Villwock, 2021. APPENDIX . APPENDIX

Large Neighborhood Search

- New best solution
200000 Q
g
a
175000 %
5]
g
150000 é
5 125000
g |
g o)
F §
©
£ 100000
g A
5
38
75000 %
50000 @
A
S
-
25000 camy G,
Q- - COOTOAO- BB~ - - -0
@ o < Y R - 11556
OG-0
0 2000 4000 6000 8000 10000
terations

Figure 8: Problem Instance 5 (bar): The algorithm is executed 10 times (observations) over 10 000
iterations, with the mean of all observations calculated at each iteration
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