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Abstract

For larger instances of multi-objective optimisation problems, the exact Pareto frontier
can be both difficult and time-consuming to calculate. There is a wide range of methods to
find feasible solutions to such problems, but techniques for finding good optimistic bounds
to compare the feasible solutions with are missing. In this study, we investigate the use of
Lagrangian relaxation to create optimistic bounds to bi-objective optimisation problems
with complicating side constraints. The aim is to develop an effective method to produce
optimistic bounds that are closer to the Pareto frontier than the commonly used linear
programming bounds.

In order to use Lagrangian relaxation on the bi-objective problem, the objectives are
combined using the weighted sum method. A Lagrangian dual function is then con-
structed by relaxing the complicating constraints and the subgradient method is used to
optimise the dual problem in order to find an optimistic solution. By solving the single-
objective problem for multiple weights, an optimistic bound to the Pareto frontier can be
constructed. The subgradient method also includes a heuristic to find feasible solutions.
The feasible solutions found by the heuristic form a pessimistic bound to the frontier.

The method has been implemented and tested on several instances of a capacitated
facility location problem with cost and CO2 emission as objectives. The results indicate
that, by using Lagrangian relaxation, an optimistic bound close to the Pareto frontier can
be found in a relatively short time. The heuristic used also manages to produce good
pessimistic bounds, and hence the Pareto frontier can be tightly enclosed. The optimistic
bounds found by Lagrangian relaxation are better and more consistent along the Pareto
frontier than the bounds found by linear programming.

Keywords:
Lagrangian relaxation, bi-objective optimisation, Pareto frontier, heuristics, discrete opti-
misation
URL for electronic version:
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1 Introduction

In this chapter the motivation and aim of the project is described.

1.1 Motivation

Today, with the environmental issues the world is facing, bi-objective optimisation is more
and more used to consider cost and environmental impact at the same time. For bi-objective
problems it is typically difficult to find the exact Pareto frontier, and there is a lack of tech-
niques to produce good optimistic bounds to the Pareto frontiers. Without a good optimistic
bound, feasible solutions found are difficult to evaluate. They can be compared to each other,
but there is a high uncertainty in how good they actually are compared to points on the Pareto
frontier. In this project a new method for finding optimistic bounds is investigated.

1.2 Aim

The aim of this work is to investigate how Lagrangian relaxation can be used as a tool for
discrete multi-objective optimisation. More specific, Lagrangian relaxation will be used to
find an optimistic bound to the Pareto frontier for bi-objective discrete optimisation problems
where the exact Pareto frontier is difficult to calculate. The goal is to develop an efficient
method that can produce optimistic bounds closer to the Pareto frontier than the optimistic
bounds created by the commonly used linear programming relaxation. A heuristic will also
be used to find feasible solutions and the quality of the pessimistic bound formed by these
feasible solutions is evaluated.

1.3 Research questions

The following questions will be investigated in this report.

• How good optimistic bounds to the Pareto frontier can be found?

• How much better optimistic bounds can be found by using Lagrangian relaxation in-
stead of linear programming relaxation?

• How good pessimistic bounds to the frontier can be found?

1



1.4. Delimitations

1.4 Delimitations

• The study is limited to solving capacitated facility location problems with cost and en-
vironmental impact as objectives.

• The study is limited to comparing optimistic bounds found by Lagrangian relaxation
and linear programming relaxation.
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2 Previous Research

One common way to solve bi-objective problems is to combine the two objectives as a sum,
using weights w and 1 ´ w where 0 ď w ď 1. In this way, a single-objective problem is con-
structed, and the optimal solution to this problem gives one point on the Pareto-frontier for
the original bi-objective problem. However, there are some shortcomings with this method
[8]. The two major issues are that this method can not find points on non-convex parts of the
Pareto frontier and that the method usually does not result in points evenly distributed along
the Pareto frontier. Different versions of the weighted sum method have been developed to
prevent these drawbacks. One example is the "Adaptive weighted sum method" [10]; with
this method, it is possible to find solutions at non-convex parts of the Pareto frontier. The
method starts by finding some points on the Pareto frontier by the original weighted sum
method. Thereafter, it adapts to the solutions found to approximate the Pareto frontier.

In a survey from 2009 by Farahani et al. [15], recent research in bi-objective optimisation
was reviewed. Minimising cost was usually one of the objectives and maximising coverage
was most frequent as the conflicting objective. Today, it is more common that the objective
which is in conflict with the cost objective is environmental impact [2, 5, 14]. A large variety
of solution methods and heuristics for bi-objective problems are also reviewed in the survey
[15].

In recent research, many different methods and models are used to solve bi-objective op-
timisation problems. Zhang et al. [5], propose a mixed-integer nonlinear optimisation model
for finding a good ratio between total cost and environmental impact when designing sup-
ply chains for assembly manufacturing. In [2], Palacio et al. solve the problem of finding
the best location of container depots with respect to cost and environmental impact by us-
ing the ϵ-constraint method, which is a method that uses one of the objectives as primary
and the other one as a constraint. The problem is then solved repeatedly with the bound for
the constraint changed towards its single-objective optimal value. With this method, a weak
Pareto optimal solution is always found [2]. In [12], Gadegaard et al. use a version of the
ϵ-constraint method to solve discrete cost-bottleneck location problems. In both [2] and [12]
the ϵ-constraint method leads to good results. In [2] they even find solutions better in respect
to both cost and environmental impact compared to the currently open container depots.

Evolutionary algorithms are also commonly used to solve bi-objective optimisation prob-
lems. In [3], Teran-Somohano and Smith address the problem of locating facilities such as
airports, power plants and stadiums by using an evolutionary algorithm. Especially, two
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case studies are performed. One medium size problem about locating fire stations and one
large size problem about finding the best location for waste transfer stations. The proposed
algorithm managed to find non-dominated solutions for both problems in a reasonable time
and the locations of the fire stations found did not differ much from the current locations in
the real world [3]. In [7], Cantú et al. solve the problem of designing sustainable hydrogen
supply chains, considering cost and environmental impact by using a matheuristic. The pro-
posed solution strategy consists of solving a bi-level optimisation problem, where the upper
level problem is a discrete problem solved with a multi-objective evolutionary algorithm and
the lower level problem is continuous and solved by a linear programming solver [7]. The
solutions found by this method are compared to the points on the Pareto frontier found by
using the ϵ-constraint method. The proposed method seems to be less computationally ex-
pensive than the ϵ-constraint method and explores parts of the Pareto frontier that may be
missed by the ϵ-constraint method [7].

In [1], Jamalian and Salahi develop new models for single-source and multi-source ca-
pacitated facility location problems with cost and efficiency as objectives. These models are
simpler than previously used models. The LP metric method, which is a way to reformulate
the bi-objective problem to a single-objective problem, is used to solve two problem instances.
The results show that the new models are more reliable than previously used models [1]. The
LP metric method is also used by Gholipour et al. [14] to solve the bi-objective problem of
minimising cost and environmental impact when planning supply chains.

4



3 Theory

The method used in this project consist of two main parts, Lagrangian relaxation and the sub-
gradient method, both explained in this chapter. Lagrangian relaxation is a commonly used
technique for finding optimistic bounds to single-objective optimisation problems where
some constraints are difficult to satisfy. The subgradient method is an iterative method used
to find an optimal solution to the dual problem constructed by Lagrangian relaxation. In-
cluded in this chapter is also a description of a measurement used to compare optimistic
bounds and an explanation of dominance, which is a crucial concept within multi-objective
optimisation.

3.1 Dominance

An important concept in multi-objective optimisation is dominance. A feasible solution, x1,
to a multi-objective minimisation problem is dominated if there exists another feasible solu-
tion, x2, for which the values of the two objectives are less than or equal to the objective values
for x1 and at least one of the objective values takes a lower value for x2 than for x1. If it is a
maximisation problem, the objective values for x2, instead have to be greater than or equal to
the objective values for x1. A solution that is not dominated is called non-dominated. In Fig-
ure 3.1 an example with two objectives is illustrated. Assume that the value of one objective
is shown on the x-axis, the value of the other objective is represented on the y-axis and that
the problem being solved is a minimisation problem. Then, the feasible solutions represented
by dots are dominated by the other four feasible solutions, represented by crosses.

Considering the set of all feasible solutions to an optimisation problem, the subset consist-
ing of all the non-dominated solutions is called the Pareto frontier. This subset consists of all
solutions that can be considered to be optimal to the multi-objective optimisation problem.
Assuming that the dots and crosses in Figure 3.1 correspond the set of all feasible solutions
to a minimisation problem, the subset consisting of the four crosses form the Pareto frontier.
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3.2. Lagrangian relaxation

Figure 3.1: Example of dominance. The dots are dominated while the crosses are non-
dominated.

3.2 Lagrangian relaxation

Assume we want to solve the problem

z = min
x

f (x)

g(x) ď 0

x P X,

but the constraints g(x) ď 0 are hard to satisfy. Then, these constraints can be relaxed using
Lagrangian multipliers u ě 0. These multipliers can be seen as dual variables and the dual
problem can be formulated as

max
uě0

h(u)

where
h(u) = min

x
f (x) + utg(x)

x P X.

The following theorem from Lundgren et al. [11], proves that the solution to the dual problem
always gives an optimistic bound to the optimal value.

Theorem. Assume that x˚ is the optimal solution to z = minxPX f (x) with constraints g(x) ď 0.
Then

h(u) = min
xPX

( f (x) + utg(x)) ď f (x˚), @u ě 0.

Proof. Let x̂ be a feasible point. Then h(u) = minxPX( f (x) + utg(x)) ď f (x̂) + utg(x̂) ď f (x̂)
since utg(x) ď 0 (u ě 0 and g(x̂) ď 0) for feasible solutions. This is true for all feasible
solutions and therefore it is true for x˚ as well.

Lagrangian relaxation for bi-objective problems

Throughout this project, bi-objective optimisation problems on the form

Z1 = min
x

( f1(x), f2(x))

g(x) ď 0

x P X

6



3.3. The subgradient method

are investigated. Here, x is a vector and X is a set of binary vectors. The constraints g(x) ď 0
are assumed to be hard to satisfy. In cases where f1(x) and f2(x) take their minimal values at
different x P X, there does not exist an optimal solution to the problem above. Instead there is
a Pareto frontier of optimal solutions. For all problems considered in this project, the Pareto
frontiers are difficult to find and Lagrangian relaxation is therefore used to find an optimistic
bound to the frontier.

To be able to use Lagrangian relaxation, we rewrite the bi-objective problem as an op-
timisation problem with only one objective function. To do so, weights w and 1 ´ w, where
0 ď w ď 1, are used to specify the importance of minimising f1 versus f2. The single-objective
problem is then

Z2 = min
x

(1 ´ w) f1(x) + w f2(x)

g(x) ď 0

x P X.

Next, we construct the dual problem, where the constraints g(x) ď 0 are dualized using
Lagrangian multipliers u ě 0. The dual problem is

Z3 = max
uě0

min
xPX

(1 ´ w) f1(x) + w f2(x) + utg(x)

For a given weight w the dual problem will be solved using the subgradient optimisation
method. The solution to the dual problem is an optimistic bound to Z2 and specifies a line in
the ( f1, f2) space giving a linear optimistic bound to the Pareto frontier. By solving the dual
problem for different weights and combine the resulting linear optimistic bounds, a piecewise
linear optimistic bound to the Pareto frontier can be constructed.

3.3 The subgradient method

The Lagrangian dual function for a discrete problem is not differentiable in every point, in-
stead it is a piecewise linear function. Every primal feasible solution x̂ defines a hyperplane
in the dual space since the value of the dual function for a fixed primal solution depends only
on the dual variable. Considering that the dual function is defined as minxPX( f (x) + utg(x))
the dual function in a certain point is equal to the hyperplane taking the lowest value.

Since the dual function is not everywhere differentiable, it is not possible to use the gra-
dient when optimising maxuě0 h(u). Instead, we use something called the subgradient as
search direction. Lundgren et al. [11] defines a subgradient as follows.

Definition. The vector γ̂ is a subgradient to the dual function h(u) in û if

h(u) ď h(û) + γ̂(u ´ û), @u ě 0.

By this definition, the subgradient can be seen to give a linear approximation of h(u). If h(u) is
differentiable in û the subgradient will be equal to the gradient. If h(u) is not differentiable in
the point, there is more than one subgradient to the dual function. The linear approximation
interpretation of the subgradient motivates its use as a search direction when optimising
maxuě0 h(u), but one has to be careful since, unlike the gradient, there is no guarantee that
the subgradient is an ascent direction.

When using the subgradient for optimising the dual function the following theorem from
[11] is helpful.

Theorem. The vector γ̂ = g(x̂) is a subgradient to the dual function h(u) in the point û if x̂ is an
optimal solution to

h(û) = min
xPX

f (x) + ûtg(x).
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3.4. Integrated relative deviation

Proof.
h(u) ď f (x̂) + utg(x̂) = f (x̂) + utg(x̂) + ûtg(x̂) ´ ûtg(x̂) =

h(û) + utg(x̂) ´ ûtg(x̂) = h(û) + (u ´ û)tg(x̂),

which according to the definition of a subgradient proves that g(x̂) is a subgradient.

Supported by this theorem, the solution to h(û) = minxPX f (x) + utg(x) can be used to
calculate the search direction when optimising maxuě0 h(u). To assure that a dual optimal
solution is going to be reached we have to be careful when choosing step length. According
to Lundgren et al. [11], choosing the step length t(k) so that t(k) Ñ 0 and

řk
i=1 t(k) Ñ 8 is in

theory enough to guarantee that an optimum is eventually reached asymtotically. A common
step length to use is t = λ

UBD´hw(u)
|s|2

where λ P (0, 2) and |s| is the norm of the subgradient.

3.4 Integrated relative deviation

A common method to calculate the quality of an optimistic bound, LBD, to a single-objective
minimisation problem is to use the relative deviation,

z˚ ´ LBD
LBD

,

where z˚ is the optimal value to the problem. This gives a relative measurement for the
quality of the optimistic bound.

For use in bi-objective optimisation, we have developed this further. For every weight w,
the quality of an optimistic bound LBD(w) of the optimal value z˚(w), can be calculated in
the same way as above. When these are combined we have the measurement

ş1
0(z

˚(w) ´ LBD(w)) dw
ş1

0 LBD(w) dw
.

We call this the integrated relative deviation and it can be interpreted as the area between
the lower bound LBD(w) and the optimal value z˚(w) divided by the area under the lower
bound. Later on, the parameter w ÐÝ [0, 1] will be discretised into a set of N values,
w0, ..., wn´1, and thus this integral is also discretised. To assure that the approximate mea-
surement found by discretising the integral is not smaller than the exact measurement, the
lowest value for LDB and the biggest value for z˚ is chosen for each interval. The final mea-
surement is therefore

řN´2
n=0 (max(z˚(wn), z˚(wn+1)) ´ min(LBD(wn), LBD(wn+1)))(wn+1 ´ wn)

řN´2
n=0 min(LBD(wn), LBD(wn+1))(wn+1 ´ wn)

.

To be able to calculate the integrated relative deviation for the linear programming and La-
grangian lower bounds, we solve each problem instance exactly, with the same weights as
used for linear programming and Lagrangian relaxation, to find the value of z˚(w).
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4 Problem Description

In this chapter the problem instances used in the project are presented and the construction
of the Lagrangian relaxed problem is gone through step by step. The problem instances were
constructed by Harris et al. [9] for an article about evolutionary heuristics.

4.1 Problem formulation

The bi-objective optimisation problem considered is a capacitated facility location problem
where minimisation of cost and CO2 emission are the two objectives. The goal is to determine
which facilities to open to minimise cost and CO2 emission at the same time as the customer
demand is satisfied. The notation used in the formulation of the model is:

I set of depots,

J set of stores,

dj demand of store j P J,

c1
ij cost for satisfying demand dj by depot i P I,

c2
ij CO2 emission from transportation when satisfying demand dj by depot i,

f 1
i fixed cost for opening depot i,

f 2
i CO2 emission from gas and electricity consumption when running depot i,

qi product capacity of depot i,

ni customer capacity of depot i.

Binary decision variables used are:

xij equal to 1 if depot i deliver products to store j and 0 otherwise,

yi equal to 1 if depot i is used and 0 otherwise.

9



4.2. Weighted problem and Lagrangian relaxation

The bi-objective function being minimised is

Z = min
x,y

(
ÿ

i

f 1
i yi +

ÿ

i

ÿ

j

c1
ijxij,

ÿ

i

f 2
i yi +

ÿ

i

ÿ

j

c2
ijxij),

where the first part of the objective is the cost and the second part is the CO2 emission.
The constraints are:

ÿ

i

xij = 1, @j (4.1)

xij ď yi, @i, j (4.2)
ÿ

j

djxij ď qi, @i (4.3)

ÿ

j

xij ď ni, @i (4.4)

xij P t0, 1u, @i, j (4.5)

yi P t0, 1u, @i. (4.6)

Constraint (4.1) makes sure that every customer uses exactly one depot and constraint (4.2)
ensures that customers are only served by open depots. Constraint (4.3) ensures that the ca-
pacity of each depot can satisfy the demand of the customers assigned to that depot, and (4.4)
guarantees that the capacity constraints for number of assigned customers is not violated. The
last two constraints, (4.5) and (4.6), specify the binary decision variables.

4.2 Weighted problem and Lagrangian relaxation

The bi-objective function being minimised is rewritten as a single objective using the
weighted sum method. The objective function becomes

Z = min
x,y

(1 ´ w)(
ÿ

i

f 1
i yi +

ÿ

i

ÿ

j

c1
ijxij) + w(

ÿ

i

f 2
i yi +

ÿ

i

ÿ

j

c2
ijxij),

where w P [0, 1]. For every value of w the solution to the single-objective optimisation prob-
lem gives a point on the Pareto frontier to the original bi-objective problem.

For this facility location problem the constraint (4.1) is difficult to satisfy. In other words,
it is difficult to make sure that every customer is served by exactly one depot. Therefore, this
constraint is relaxed using Lagrangian relaxation. It is also favourable to relax this constraint
since it is possible to combine it with the other constraints to strengthen the relaxed problem,
as we will soon explain.

The dual problem is then
h˚

w(u) = max
u

hw(u),

where
hw(u) = min

x,y
(1 ´ w)(

ÿ

i

f 1
i yi +

ÿ

i

ÿ

j

c1
ijxij)+

w(
ÿ

i

f 2
i yi +

ÿ

i

ÿ

j

c2
ijxij) +

ÿ

j

uj(1 ´
ÿ

i

xij)

subject to (4.2) – (4.6), and

u = (u1, u2, u3, ...).

Further, hw(u) can be simplified to

10



4.2. Weighted problem and Lagrangian relaxation

hw(u) =
ÿ

j

uj + min
x,y

ÿ

i

((1 ´ w)( f 1
i yi +

ÿ

j

c1
ijxij) + w( f 2

i yi +
ÿ

j

c2
ijxij) ´

ÿ

j

ujxij)

=
ÿ

j

uj + min
x,y

ÿ

i

f 3
i (xi., yi),

where
f 3
i (xi., yi) = (1 ´ w)( f 1

i yi +
ÿ

j

c1
ijxij) + w( f 2

i yi +
ÿ

j

c2
ijxij) ´

ÿ

j

ujxij.

If yi = 0, then xij = 0, @j, due to constraint (4.2) and consequently f 3
i (xi., 0) = 0. If yi = 1 we

get
f 3
i (xi., 1) = vi = min

xi.
(1 ´ w)( f 1

i +
ÿ

j

c1
ijxij) + w( f 2

i +
ÿ

j

c2
ijxij) ´

ÿ

j

ujxij

subject to (4.3) – (4.5) for one depot i .

In conclusion, since yi P t0, 1u, we can write f 3
i (xi., yi) = viyi, and

hw(u) =
ÿ

j

uj + min
y

ÿ

i

viyi

subject to (4.2) and (4.6).

In this way, it is possible to find an optimal value for hw(u) by solving two minimisation
problems. First we optimise which stores to connect to each depot if it is used, and then we
solve the second minimisation problem to decide which depots to actually use.

The constraints for the Lagrangian relaxed problem are (4.2)– (4.6). Constraints (4.2) and
(4.3) can be combined to constraints

ÿ

j

djxij ď qiyi, @i. (4.7)

Constraint (4.7) is equivalent to (4.2) and (4.3). A consequence of constraint (4.7) is the con-
straint

ÿ

i

ÿ

j

djxij ď
ÿ

i

qiyi, (4.8)

which together with constraint (4.1) can be simplified to the constraint

ÿ

j

dj ď
ÿ

i

qiyi. ðñ r
ÿ

j

dj/q)s ď
ÿ

i

yi. (4.9)

Here, the equivalence is true only if the production capacities are the same for all depots,
(qi = q), which they are in the problem instances used in this project. Since constraint (4.1)
is used for the Lagrangian relaxation and constraint (4.9) is an implication from constraints
(4.1) and (4.2), the derived constraint brings new information to the Lagrangian problem, and
thus strengthens the relaxation.

In the same way, constraint (4.4) can be combined with (4.2) to

ÿ

i

ÿ

j

xij ď
ÿ

i

niyi, (4.10)

which together with constraint (4.1) can be rewritten to

ÿ

j

1 ď
ÿ

i

niyi ðñ |J| ď
ÿ

i

niyi ðñ r|J|/ns ď
ÿ

i

yi. (4.11)
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4.3. The problem instances

Here the last equivalence is true only if the customer capacity is the same for all depots,
(ni = n), which they are in the problem instances used in this project.

Further, (4.9) and (4.11) can be combined to the final constraint

max(r
ÿ

j

dj/q)s, r|J|/ns) ď
ÿ

i

yi. (4.12)

To summarise, constraints (4.3) and (4.4) are used when solving minxi .(1 ´ w)( f 1
i +

ř

j c1
ijxij) + w( f 2

i +
ř

j c2
ijxij) ´

ř

j ujxij for each depot i, in order to decide which stores j to
connect to each depot if it is used, while constraint (4.12) is used when solving miny

ř

i viyi
to decide which depots to actually open.

4.3 The problem instances

In this study, ten problem instances, constructed by Harris et al. [9], are considered. In all
the problems, there are 10 depots, and the number of stores are 2000, 4000, 6000, 8000 or
10000. For each number of stores, there are two problem instances with different capacity
ratio. The capacity ratio specifies how large the total capacity of all depots is compared to the
total demand from the stores. The capacity ratios used are 4 and 8.

Some of the data regarding CO2 emissions provided by [9] had a very high accuracy (11
decimals). To improve the computational time, these values were rounded to only two dec-
imals. This has a minimal effect on the results since the values are in the order of 103. Also
worth noting is that the fixed cost for opening a depot is significantly larger than the CO2
emission from running the depot. The ratio between the fixed cost and the CO2 emissions is
24.4 for all the data sets. The fixed cost for opening a depot in the problem instances is de-
pendent of the capacity of the depot. For all data sets this fixed cost ratio is 1.25. The data sets
are named on the form set1_nrDepots_nrStores_capacityRatio_fixedCostRatio. For example,
the first problem instance is named set1_10_2000_r4.0_fc1.25 which means that there are 10
depots, 2000 stores, a capacity ratio of 4 and a fixed cost ratio of 1.25. The names and numbers
of all the problem instances can be seen in Table 4.1. In the rest of the report, the numbers of
the instances will be used instead of the full names.

Table 4.1: Name and number of all the problem instances.

Instance number Name

1 set1_10_2000_r40_fc125

2 set1_10_2000_r80_fc125

3 set1_10_4000_r40_fc125

4 set1_10_4000_r80_fc125

5 set1_10_6000_r40_fc125

6 set1_10_6000_r80_fc125

7 set1_10_8000_r40_fc125

8 set1_10_8000_r80_fc125

9 set1_10_10000_r40_fc125

10 set1_10_2000_r40_fc125
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5 Implementation

For every problem instance, we use N = 101 different, equally distributed, weights w between
0 and 1 to combine the two objectives. For each of these weights, the Lagrangian dual func-
tion is optimised using the subgradient method. The solutions to all of these optimisation
problems are then combined into an optimistic bound for the Pareto frontier as explained in
Section 3.2. All feasible solutions found by the heuristic in the subgradient method are also
stored and the non-dominated solutions are sorted out to construct the pessimistic bound.

For the same weights, the linear programming relaxation of the problem is solved to con-
struct another optimistic bound to the Pareto frontier. For every weight, the solution to the
linear programming relaxation defines a linear optimistic bound for the Pareto frontier and
together, these lines form a piecewise linear bound like the one constructed by Lagrangian
relaxation.

The implementation is made using Python 3.9 [13] and Gurobi 9.5.1 [6]. An overview of
the implementation is shown in Figure 5.1.

5.1 Implementation of the subgradient method

Our implementation of the subgradient method takes a weight wn, an initial upper bound,
UBD, and a vector u with Lagrangian multipliers as input. The vector u contains the values
of the Lagrangian multipliers found with the subgradient method for the previous weight,
wn´1. The value of wn goes from zero to one, in equidistant steps. For the first weight an
initial starting value is chosen for u. The reason for using the previously found u is that this
vector is close to optimal for the weight wn´1 and therefore it is also a good guess for an
optimal u when using wn, since wn´1 and wn are very close.

The initial upper bound is also reused from the previous weight. The program starts with
putting all weight on the cost objective ( f1) and since this objective is significantly larger, be-
cause of the large fixed cost as mentioned in Section 4.3, an upper bound to the problem with
weight wn´1 will also be an upper bound for wn. Even if less weight means less focus on min-
imising the cost objective, the large ratio between the objectives in these problem instances
causes the optimal value of min(1 ´ wn) f1 + wn f2 to decrease when wn increases. Therefore,
the best found UBD for wn´1 can be used as the first UBD for wn.
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5.1. Implementation of the subgradient method

wn = n
100

n = 0

Solve for vi

Solve for hw(u)

Update LBD

k=K or UBD´LBD
LBD ď ϵSave LBD

n ď 100?

Update u

Run heuristic

Save feasible

Update UBD
wn,u,UBD, k = 0

vi

satisfied

n= n + 1

u, UBD

not satisfied

k= k + 1, u, UBD, LBD

Figure 5.1: Overview of the implementation.

The first step of the algorithm is to initialise the parameters used in the subgradient
method that are not given by input. The initial values for these parameters were found by
some preliminary testing and their values are displayed in Table 5.1.

Table 5.1: Initial values for parameters in the subgradient method.

Parameter Initial Value Description

LBD ´8 Lower bound to maxuě0 h(u)

K 100 Maximum times to update u

ϵ 0.0001 Stopping criterion

λ 1.5 Constant used for step length

p 10 Decide when to bisect λ

Parameters below are only initiated for w = 0

UBD 1000000000 Upper bound to maxuě0 h(u)

uj 500 Lagrangian multiplier for store j

The minimisation problem hw(u) = minx(1 ´ wn) f1(x) + wn f2(x) + utg(x) is solved in
two steps as explained in Section 4.2. This corresponds to the steps “Solve for vi” and “Solve
for hw(u)” in the overview in Figure 5.1. A solution, including which depots to open, how
to connect the stores and a value for hw(u) is returned. When checking for feasibility, Gurobi
allows a certain tolerance in order to account for possible round-off errors. The given value
of hw(u) may therefore not be a lower bound to the original problem. To assure that hw(u) is
a lower bound, the lower bound of the solution in Gurobi is instead used.
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5.2. Heuristic

In the implementation, the subgradient method always stores a lower bound (LBD) to
maxuě0 hw(u). LBD is initially ´8 and every time a value for hw(u) is calculated this value
is compared to the stored LBD. If the value of hw(u) is larger than the current LBD, the lower
bound is set equal to the value of hw(u).

The next step is to check the stopping criteria. The method has two criteria for stop-
ping. The first one is |(UBD ´ LBD)/LBD| ď ϵ, where ϵ is chosen as a small positive value.
This means that if the criterion is fulfilled, the method has found a solution to maxuě0 hw(u)
that is close enough according to our chosen ϵ. The second stopping criterion, is to check
if the program has been running for K iterations (u has been updated K times). If either
one of these conditions are satisfied, the program returns the LBD, UBD and the current u,
and moves on to the next weight, wn+1, where it starts by initialising the parameters again.
Otherwise, the program calculates the subgradient from the solution found when optimising
hw(u) = minx(1 ´ wn) f1(x) + wn f2(x) + utg(x). Since it is constraint (4.1) that is being re-
laxed, gj(x) = 1 ´

ř

i xij, and the subgradient is sj = 1 ´
ř

i xij for all stores j. If the norm of
the subgradient is zero, the solution found is feasible and the program breaks. Otherwise, it
updates u in the subgradient direction.

However, before we can update u in the chosen direction, we have to choose a step length.
In our implementation we use t = λ

UBD´hw(u)
|s|2

as step length. Here λ P (0, 2) , |s| is the norm

of the subgradient and hw(u) = minx(1 ´ wn) f1(x) + wn f2(x) + utg(x) for the current u and
wn. The parameter λ is initialised in the first step of the method, but if the lower bound has
not increased when u has been updated p times, λ is divided by two to decrease the step
length. When the step length t has been calculated it is time to calculate the new Lagrangian
multipliers unew

j = max(0, uj + tsj) for all stores j, where the maximum operator is used to
fulfil the condition that u ě 0.

Before finding the value of hw(unew), a heuristic, explained in Section 5.2, is used to find
a feasible solution from the solution found by Lagrangian relaxation. If a feasible solution is
found, the value of (1 ´ wn) f1(x) + wn f2(x) given by this solution can be used as an upper
bound for hw(u). This upper bound is then compared to the UBD stored by the program and
the lowest value of the two is stored as UBD. The feasible solutions are also stored as points
( f1, f2), in two global lists sorted on whether they are dominated by any other found feasible
point or not. These same lists are used and updated through all the different weights w.

The last step is to check when LBD was last updated to decide if to bisect λ or not. There-
after the program starts over again by solving hw(u) = minx(1 ´ wn) f1(x)+wn f2(x)+utg(x)
using the updated u. The program runs until any of the stopping conditions are satisfied and
then it returns LBD and UBD to be used for wn+1, and also a u to be used for the next weight.

5.2 Heuristic

The heuristic used in the subgradient method takes an infeasible solution as input and tries to
turn it into a feasible solution. The heuristic also take a cost matrix as input. In this matrix, the
combined cost and CO2 emission, (1 ´ wn)c1

ij + wnc2
ij, for connecting a store to a depot using

the current weight wn can be found for every combination of depots and stores. In this way,
the combined costs only have to be calculated once for every weight, even if the heuristic is
used several times. Since the infeasible solutions from the subgradient method will satisfy all
constraints except the constraints being Lagrangian relaxed, the heuristic only has to change
the infeasible solution to satisfy these constraints too. In this case, the constraints not satisfied
by the input solution are (4.1), so the heuristic needs to adjust the infeasible solution so that
every store is connected to exactly one depot. In Figure 5.2 the steps of the heuristic can be
seen. In the following paragraphs, the steps are explained in more detail.

Step 1: Find all stores that are not linked to exactly one depot. These stores are sorted into
two groups. One group with stores receiving deliveries from several depots and one group
of stores that do not receive deliveries from any store.
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5.3. Calculating points on the Pareto frontier

1. Find stores not served by exactly one depot Break if ě 30% are missing depots

2. Remove all but the cheapest depot for stores with multiple depots

3. Find open depots for stores without depot Break if no feasible option

4. Close depots without stores

Figure 5.2: Overview of the heuristic

If more than 30% of the total number of stores are missing a depot, the heuristic will stop
and do not return any solution. This choice is made to speed up the program, since adding a
lot of stores to depots requires a lot of time. Further, the feasible solutions created when more
than 30% of the total number of stores are missing a depot in the infeasible solution are not
likely to be close to optimal since the adding of stores to depots is partly random and thus,
these feasible points are of no interest. The heuristic mainly breaks at this condition in the
beginning of the subgradient method before the value of u is becoming close to optimal.

Step 2: Remove depots from stores with multiple depots. Since constraints (4.3) and (4.4)
are satisfied, we can be sure that all the depots delivering to a specific store can individually
satisfy the demand of that store. Therefore, only cost and CO2 emission is considered when
deciding which depot to keep. The depot having the cheapest weighted cost according to
this cost matrix is kept and the other depots are removed from delivering to that store. No
fixed costs for the depots are considered since the depots removed are still be open and may
deliver to other stores.

Step 3: Find open depots for the stores that do not receive any deliveries. First, the order
of the stores is randomised so that the order is different every time the heuristic runs. This
is made to get a diversity of feasible solutions. Thereafter, the store is added to the depot
with the lowest cost according to the cost matrix and constraints (4.3) and (4.4) are checked.
If these constraints are still satisfied we move on to the next store. If they are not, the store
is instead added to the second cheapest depot and the constraints are checked again. This
continues until a depot with enough capacity is found or until every open depot have been
tried. If no depot with enough capacity is found the heuristic fails and it does not return any
solution.

Step 4: The last step before the heuristic returns a solution is to go through the depots
and close any depot that do not have any stores connected. Thereafter, the feasible solution
is returned.

5.3 Calculating points on the Pareto frontier

To be able to compare the pessimistic bound found by the heuristic, actual points on the
Pareto frontier are calculated using Cplex [4]. First the problem is solved with only cost as
objective and then with only CO2 as objective. This gives a range for the two objectives.
The solution found when optimising cost gives a lower bound for the cost objective and an
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5.3. Calculating points on the Pareto frontier

upper bound for the CO2 objective and the other way around. When searching for other
Pareto optimal solutions, the cost objective is used as objective and the objective for CO2
emission is used as a constraint. This is called the ϵ-constraint method. The bound for the
constraint is initially set to the lower bound of that objective and then for every time the
problem is solved, the bound for the constraint is increased until the upper bound is reached.
The number of Pareto points found depend on the step length of which the bound for the
constraint is increased. In our implementation, 501 equally distributed steps between the
minimum and the maximum value for the CO2 objective were used.

17



6 Results

The algorithm explained in the previous chapter was run for all the problem instances. In
this chapter, the results are presented and for some instances studied in detail.

6.1 Results for problem instances with 2000 stores

In Figure 6.1, the fronts and points corresponding to feasible solutions found for problem
instance 1 are displayed. The blue line represents the linear programming bound, the green
line represents the Lagrangian bound, the red points are Pareto points and the blue points
represents the objective values for feasible solutions found by the heuristic. Be aware that the
scale of the axes are different with a factor of 10, due to the huge difference in size between
the two objectives.

It can be noticed that the feasible solutions are divided into eight cost-levels and that there
are Pareto points in the three lowest levels. These cost-levels consist of feasible solutions with
a certain number of open depots. The first level contains solutions with three depots, the
second level contains solutions with four open depots and so on.

Another thing worth to notice in Figure 6.1, is that the lower part of the Lagrangian bound,
where focus lies on minimising cost, is much closer to the feasible points than the lower part
of the linear programming bound. This can also be noticed in Figure 6.2, where the optimal
solution and the solution to the linear programming relaxation is compared for every value
weight w. Since we start by putting all weight on the cost objective, solutions with small
weights constructs the lower part of the frontiers and solutions with high weights construct
the upper part of the frontier. The graph makes it very clear that the linear programming
bound is close to optimal only for weights close to 1 while the Lagrangian bound is so close
to the optimal values for all weights that it can not be visualised.
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6.1. Results for problem instances with 2000 stores

Figure 6.1: Fronts and feasible points for problem instance 1. The blue line represents the
linear programming bound, the green line represents the Lagrangian bound, the red points
are Pareto points and the blue points represent the objective values for feasible solutions
found by the heuristic.

Figure 6.2: Value of (1 ´ w) f1 + w f2 for linear programming relaxation in blue and the op-
timal solutions in red when solving problem instance 1. The solutions to the Lagrangian
relaxation are very close to the optimal values.

On the upper part of the frontier, where focus lies on minimising CO2 emissions, both
optimistic bounds are close to the optimal values, but the linear programming bound is better
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6.1. Results for problem instances with 2000 stores

than the Lagrangian bound, as we can see in Figure 6.3. In theory, the Lagrangian bound is
always at least as good as the linear programming bound when the Lagrangian dual problem
is solved exactly [11].The linear programming bound is sometimes stronger here because the
Lagrangian dual function is not being optimised exactly.

Figure 6.3: Zoomed-in image on the two upper clusters of Pareto points for problem instance
1. Here, the linear programming bound in blue is closer to the Pareto frontier than the La-
grangian bound in green.

The variation in open depots between a Pareto optimal solution and a linear programming
relaxation solution is also an interesting result. For w = 0, the optimal solution has open
depots y = [0, 0, 0, 1, 0, 0, 1, 1, 0, 0] and for the linear programming relaxation the solution
is y = [0, 0, 0, 0, 0.4, 0, 0, 0.2, 0.4, 0]. For w = 1 both the optimal solution and the linear
programming solution have open depots y = [0, 0, 0, 1, 1, 0, 1, 1, 1, 0].

In Figure 6.4, the run times for different parts of the subgradient method for problem
instance 1 are presented. We can observe that the major part of the run time comes from
optimising depots individually.

Figure 6.4: Run time for two iterations in the subgradient method for problem instance 1.
Notice that the time for optimising each depot individually is the major part of the time used.
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6.1. Results for problem instances with 2000 stores

In Figure 6.5 the frontiers found for problem instance 2 are shown. Here, the Pareto points
are only divided into two different cost levels and the points corresponding to feasible solu-
tions are divided into nine cost levels (not all shown in the image) and not eight as for prob-
lem instance 1. This is due to the capacity ratio, since a higher capacity ratio allows for fewer
open depots, and thus only two open depots are needed to satisfy the capacity constraints for
the instances with a capacity ratio of eight.

It is a general trend for all the problem instances that the instances with a capacity ratio
of four have Pareto points divided into three cost-levels while the problem instances with a
capacity ratio of eight have Pareto points on only the two lowest cost levels. Another general
trend for all the instances is that the linear programming bound is closer to the feasible points
on the upper part of the frontier but it is a very poor bound to the lower part of the frontier.

In the upper most image in Figure 6.6, we can see that the Lagrangian bound is very close
to the lower part of the Pareto frontier for problem instance 2 and that a lot of non-dominated
feasible points have been found.

To examine how many Pareto optimal points there are for every problem instance, the ϵ-
constrain method was not only used with 501 steps. For problem instance 1 and 2 the method
was also run with several thousand steps. Then, 1688 and 4508 different Pareto points, respec-
tively, were found and it took 36.5 and 21.9 hours,respectively, to find these. Hence, there
seem to be several thousand Pareto optimal points for each problem instance. The difference
in number of Pareto points found can be observed in Figure 6.6.

Figure 6.5: Frontiers for problem instance 2. The blue line represents the linear programming
bound, the green line represents the Lagrangian bound, the red points are Pareto points and
the blue points represent the objective values for feasible solutions found by the heuristic.
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6.2. Summary of results for all problem instances

Figure 6.6: Zoomed-in images on the lowest cluster of Pareto points for problem instance 2.
The red points are Pareto points and the crosses are non-dominated solutions found by the
heuristic. In the uppermost image, the Pareto points displayed were found using 501 steps in
the ϵ-constraint method with CO2 as objective. In the lowermost image the displayed Pareto
points were found using step length 10 inside the clusters of Pareto points found when using
501 steps.

6.2 Summary of results for all problem instances

In Tables 6.1–6.4 the results for all problem instances are presented, including run times,
number of found feasible solutions, number of iterations run in the subgradient method,
and the integrated relative deviation. The feasible solutions found include generated Pareto
optimal solutions, non-dominated and dominated feasible solutions found by the heuristic.
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6.2. Summary of results for all problem instances

As can be seen in Tables 6.1 and 6.3, the run time and found feasible solutions vary a lot
between different problem instances. In Table 6.4 we can observe that the integrated relative
deviation for both the Lagrangian and the linear programming bound is consistent for all the
problem instances.

Table 6.1: Run times for all the instances including time to find the Pareto points, the linear
programming bound and the Lagrangian bound. For the Lagrangian bound the run times
are included both in seconds and relative to the run time for the linear programming for the
same instance, hence the unit ˆ LP.

Problem
instance

Pareto
points
(s)

LP-
relaxation
(s)

Lagrangian
relaxation
(s)

Lagrangian
relaxation
(ˆ LP)

1 3343 510 3066 6

2 4077 412 360 0.9

3 21187 1038 1432 1.4

4 24804 858 1774 2

5 28399 1625 7478 4.6

6 44369 1267 1581 1.2

7 71755 3480 1849 0.5

8 61000 2195 7286 3.3

9 84375 4468 7719 1.7

10 66888 2609 2084 0.8

Table 6.2: Number of iterations used in the subgradient method. Total is the sum of iterations
used for all weights, median is the median of iterations used for each weight and max itera-
tions reached is the number of times the subgradient method stopped at k = 100.

Problem instance Total Median Max iterations reached

1 7648 100 57

2 1110 11 2

3 1996 13 4

4 2678 13 11

5 7708 100 66

6 1718 12 6

7 1308 10 4

8 5249 22 44

9 4384 35 15

10 1374 12 1
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6.3. Illustration of feasible points

Table 6.3: Number of feasible solutions found. Non-dominated and dominated solutions are
found by the heuristic and the Pareto optimal solutions are found by using the ϵ-constraint
method.

Problem
instance

Non-
dominated
solutions

Dominated
solutions

Pareto
solutions

1 121 4644 78

2 21 118 112

3 25 1569 193

4 78 683 55

5 73 5442 95

6 74 568 71

7 99 228 274

8 348 2662 84

9 111 2399 142

10 32 127 29

Table 6.4: Integrated relative deviation for all problem instances and both optimistic bounds.
Removed LP-gap is how much of the linear programming gap that is removed when using
Lagrangian relaxation instead.

Problem
instance

Lagrangian
bound

Linear
programming
bound

Removed
LP-gap (%)

1 0.0144 0.4510 96.8

2 0.0150 0.4054 96.2

3 0.0141 0.4842 97.1

4 0.0144 0.4137 96.5

5 0.0152 0.5043 97.0

6 0.0144 0.4299 96.7

7 0.0142 0.4814 97.1

8 0.0150 0.4434 96.6

9 0.0143 0.5174 97.2

10 0.0145 0.4515 96.8

6.3 Illustration of feasible points

In Figure 6.7, three points and the frontiers for problem instance 3 are displayed. These points
represent the solutions illustrated in Figures 6.8–6.10. In these illustrations, each triangle
represents a possible location of a depot and the points represent locations of stores. If a
triangle is black, that depot is not used. The colour of a store is determined by the depot it is
connected to. The solution in Figure 6.8 is a non-dominated feasible solution with three open
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6.3. Illustration of feasible points

depots found by the heuristic. It corresponds to point number 1 in Figure 6.7. In this solution,
stores generally get deliveries from the closest open depot. In Figure 6.9, the dominated
solution corresponding to point 2 is shown. Here, there are three open depots as well, but a lot
of stores in the upper right part of the area get deliveries from the dark blue depot in the lower
right corner. This does not seem like an effective solution and explains the increased CO2
emissions compared to feasible solution number 1. Finally, Figure 6.10 shows the solution
corresponding to the non-dominated feasible solution 3 in Figure 6.7. This solution has five
open depots and every store is served by an open depot close to the store.

Figure 6.7: The optimistic bounds and three points in red correspond to the solutions shown
in Figures 6.8–6.10, for problem instance 3.

Figure 6.8: A non-dominated feasible solution to problem instance 3, with three open depots.
The solution corresponds to point number 1 in Figure 6.7. Possible depots are represented
by triangles and the dots represent stores. The colour of each store is determined by which
depot it is connected to.
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6.3. Illustration of feasible points

Figure 6.9: A dominated solution to problem instance 3, with three open depots. The solution
corresponds to point number 2 in Figure 6.7. Possible depots are represented by triangles
and the dots represent stores. The colour of each store is determined by which depot it is
connected to.

Figure 6.10: A non-dominated solution to problem instance 3, with five open depots. The
solution corresponds to point number 3 in Figure 6.7. Possible depots are represented by
triangles and the dots represent stores. The colour of each store is determined by which
depot it is connected to.
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7 Discussion

The numerical results presented in the previous chapter are very promising and indicates
that Lagrangian relaxation can produce good optimistic bounds to multi-objective optimisa-
tion problems. The results also prove that the heuristic used succeeds with creating good
pessimistic bounds, since the non-dominated solutions found are very close to the Pareto
optimal solutions.

7.1 Run time

Initially, the time used by the heuristic dominated the total run time of the algorithm. By
re-using values from cost calculations, we could decrease the amount of computations that
needed to be made inside the heuristic and thus reduce the run time significantly. Now, the
major part of the time, for one iteration in the subgradient method, is used to optimise each
depot individually as presented in Figure 6.4.

In Table 6.1 we can see that the run time for the algorithm varies a lot. The number
of depots and stores in the problem instances affect the run time as well as if the capacity
ratio is 4 or 8, but mainly, the time needed depend on the number of iterations used in the
subgradient method for every weight. In Table 6.2, we can see that instances 7 and 10 use
nearly the same number of total iterations in the subgradient method, and when comparing
the run time in Table 6.1, these instances are also close in run time. Instance 10 takes a bit
longer to solve probably because this instance contains more stores than instance 7.

If comparing the results in Table 6.1 and Table 6.2, we can also observe that the instances
taking the longest time to run also use a large number of iterations in the subgradient method.
Instances 1 and 5 even use the maximum number of iterations in the subgradient method for
more than 50 of the total 101 weights. Table 6.3 shows that these instances are also the ones
where most feasible solutions are found, since the heuristic is used one time in each iteration
of the subgradient method.

One explanation for the huge difference in number of iterations used in the subgradient
method could be that the duality gap can not always be closed and thus the stopping condi-
tion UBD´LBD

LBD ď ϵ may not be satisfied even for the optimal solution to the dual problem, if
ϵ is small. However, this is just a guess and something that could be investigated further.

The use of the stopping condition and the other parameters in the subgradient method are
both an advantage and a disadvantage. The stopping condition makes it possible to decide
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how close bound we want to produce, but at the same time it makes the subgradient method
more complicated than linear programming since the parameters have to be tuned to fit the
specific problem.

In Table 6.1, it can also be observed that our proposed algorithm is much more efficient
than using the ϵ-constraint method. The linear programming relaxation is for most instances
faster, but both the Lagrangian relaxation and the linear programming relaxation are for most
instances relatively quick compared to the ϵ-constraint method.

7.2 Lagrangian bound versus linear programming bound

As has been presented in the results, linear programming gives a very close bound to the
Pareto frontier on the upper part but it is an inadequate bound on the lower part. This is due
to the high fixed costs for opening depots. When the combined problem is constructed with
the major weight on the cost objective, the linear programming solution is a solution where
the variables for open depots do not have the value 1. Instead they have values between 0
and 1, and the sum of the values for all open depots is smaller than the number of depots that
have to be open in the discrete problem, to satisfy the demand of the customers. As in the
example presented in the results, for problem instance 1 and w = 0 the linear programming
relaxation finds a solution where the total sum of open depots is 1 while the optimal solution
to the discrete problem has 3 open depots. In this way, the fixed cost for opening depots
is decreased compared to the discrete solution and therefore the linear programming bound
is here far away from the Pareto points. The effect of this can also be noticed in Figure 6.2
where there is a huge difference between the optimal solution and the linear programming
solution for w = 0. When the weight is instead put on the CO2 objective, focus is on opening
depots to reduce CO2 emission from transports until the emissions from keeping depots open
exceed the reduction of emission from shorter transports. With more open depots, there is
also enough capacity to connect every store to exactly one, and also nearby, depot. Therefore,
the linear programming solutions are infact discrete feasible solutions, and hence the Pareto
frontier and the linear programming bound coincide on the upper part.

The Lagrangian bound is clearly more accurate on the lower part of the frontier than the
linear programming bound, since the solution to the Lagrangian relaxation has to be discrete
and thus at least three depots must be open to satisfy the capacity constraints. On the upper
part of the frontier, the linear programming bound is better. However, the Lagrangian bound
can be forced to be as good as the linear programming bound here as well by choosing a
smaller ϵ as stopping criterion and allowing more iterations. One also has to be remember
that we use the lower bound of the solution found by Gurobi when constructing the La-
grangian bound and thus, the bound might be a bit weaker than if the optimisation of the
Lagrangian relaxed problem was solved exactly. Nonetheless, this should have a minimal
impact. Moreover, both the optimistic bounds could be improved on the upper part of the
frontier by using more weight values close to 1 and thus get a smaller distance in between
these weights. Due to the imbalanced objectives, the focus lies on minimising cost and not
CO2 emission for most of the weights and by increasing the number of weights where CO2
emission is prioritised, the upper parts of the bounds can be improved.

In Table 6.4, we can clearly see that the Lagrangian bound is in total much better than
the linear programming bound for all problem instances. The results also show that the
Lagrangian bound is equally good for all instances. Moreover, the Lagrangian bound is a
more consistent bound than the linear programming bound since the difference between the
Lagrangian bound and the optimal value is relatively consistent for all weights, compared to
the linear programming bound which is not very consistent as can be observed in Figure 6.2.
In conclusion, Lagrangian relaxation creates a bound that is about equally good along the
whole Pareto frontier while the quality of linear programming bound can vary a lot along the
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frontier depending on how much the relaxation of the binary restrictions affect the solution
for every weight.

7.3 The heuristic and feasible solutions found

As can be seen in Figure 6.1, the heuristic finds a wide range of feasible solutions. Further, in
the uppermost image in Figure 6.6 we can observe that the heuristic finds feasible solutions
corresponding to points very close to the Pareto frontier and that some of the non-dominated
points found even are Pareto optimal. Consequently, the large amount of non-dominated
feasible solutions found form a good pessimistic bound to the Pareto frontier. In Figure 6.6
it can also be noticed that some of the non-dominated solutions found by the heuristic are
not dominated even by the found Pareto points, which indicates that there exists more Pareto
points than found by the initial ϵ-constraint approach. Therefore, we wanted to investigate
how many Pareto points that actually exists. The lowermost image in Figure 6.6, shows that
plenty of Pareto points were found when taking smaller steps in the ϵ-constraint method.
The clusters of Pareto points are solutions with certain depots open and the points inside a
cluster have different stores connected to the open depots. By connecting one store to another
depot, a new Pareto point could possibly be found which explains the large amount of Pareto
points.

The use of a heuristic is clearly an advantage for problems where a heuristic can be easily
constructed since this also gives a pessimistic bound compared to using linear programming
which only gives an optimistic bound. However, as discussed in Section 7.1, the heuristic can
also cause long run times for the algorithm.

7.4 Results compared to previous results

The evolutionary algorithm used by Harris et al. in [9] focuses on finding optimal combina-
tions of depots to open and thereafter they add stores to the chosen depots. With this ap-
proach, they find non-dominated solutions on the same cost levels as we find Pareto points
on using the ϵ-constraint method, but they only find between 4 and 10 non-dominated solu-
tions in total for every problem instance, which is very little compared to our heuristic that
finds over 20 for each instance, as can be seen in Table 6.3. We have also proved that a large
number of Pareto points can be found to each of these instances. We probably find more solu-
tions since we investigate solutions where the same depots are open but stores are connected
differently. As discussed in Section 7.3, the large number of Pareto points is due to the large
quantity of possible ways to connect stores to open depots.

The run time for the algorithm used in [9] and our method are similar. The biggest differ-
ence is that the evolutionary algorithm is much faster on the instances with a capacity ratio
of 4 while the run time for the subgradient method do not seem to be effected by different
capacity ratios.

The biggest advantage of using Lagrangian relaxation and the subgradient method com-
pared to the evolutionary algorithm is that we get both an optimistic bound and a pessimistic
bound to the Pareto frontier. Since the evolutionary algorithm does not produce an optimistic
bound the quality of the feasible solutions found are hard to evaluate.
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8 Conclusion

In this report, the use of Lagrangian relaxation for producing optimistic bounds to multi-
objective optimisation problems has been investigated. An algorithm using Lagrangian relax-
ation and the subgradient method has been implemented and tested on several bi-objective
facility location problem instances and the optimistic bounds created by Lagrangian relax-
ation have been compared to bounds created by linear programming relaxation.

The results presented in Chapter 6 imply that Lagrangian relaxation and the subgradient
method can produce a better and more consistent optimistic bound than linear programming.
The heuristic used also manages to find a large number of feasible solutions that are Pareto
optimal or close to being Pareto optimal, and thus the heuristic produces a good pessimistic
bound to the frontier. Together, the optimistic and pessimistic bounds give a very good esti-
mate of the Pareto frontier, that can not be achieved by linear programming.

In conclusion, Lagrangian relaxation can, together with the subgradient method, effi-
ciently produce better optimistic bounds than linear programming relaxation and it also
gives a pessimistic bound that encloses the Pareto frontier. However, linear programming
is a simpler approach and it does not require any heuristic or tuning of parameters, and may
therefore be preferred for problems where it is difficult to construct an efficient heuristic or
the need of having a good optimistic bound is not large enough.

8.1 The work in a wider context

With CO2 taxes and an increased customer awareness, reducing negative environmental im-
pact has become more important for companies. Moreover, using our resources more effi-
ciently benefits us all. It is clearly stated by several research articles, such as [5] and [2], that
in many situations, a reduction of the environmental impact is possible without a significant
increased cost. In [2], there are even solutions found that are better considering both objec-
tives compared to the real world solution to the problem. Consequently, companies would
benefit from using multi-objective optimisation when planning. But, to be able to evaluate
solutions found by the large variety of existing algorithms for multi-objective optimisation,
good optimistic bounds are important. Without good optimistic bounds, we can not know
if a found non-dominated solution is close to Pareto optimality or if there may be solutions
that are much better considering environmental impact and that are, at least, not much more
expensive.
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8.2. Future work

The algorithm presented here could also be applied to multi-objective problems in other
areas and hence, it could facilitate optimisation in many different contexts.

8.2 Future work

For future work, the algorithm developed in this report could be tested on other bi-objective
facility location instances and other types of multi-objective optimisation problems. This is
of interest especially, since the imbalanced size of the two objectives and the large fixed costs
for opening depots in the problem instances used caused some issues in our study.

Further, the varying performance of the subgradient method could be studied more in
detail. More specific, it could be investigated why the subgradient method has problems
finding a lower bound that satisfies the stopping criterion for some instances while it con-
verges quickly for others.

Finally, different heuristics could be tested and compared and other methods for solving
the Lagrangian dual problem could be tried.
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