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POPULÄRVETENSKAPLIG SAMMANFATTNING 

I många industriella sammanhang fnns stora mängder data att tillgå. Dessa data är dock ofta 
inkompletta, och strategier behövs för kunna nyttja data på bästa sätt när de används för predik-
tion. Mycket forskning har fortgått för att hantera saknade data i responsvariabeln, den variabel 
som ska predikteras, medan mindre forskning inriktats på saknade värden i kovariater, variab-
lerna som används för att prediktera responsvariabeln. Ännu mindre forskning har fokuserat 
på så kallade censurerade data. Censurerade data är ett specialfall av saknade data där data är 
partiellt observerat, men som inte kan observeras fullt då exempelvis värden under en specifk 
tröskel inte går att mäta. Detta är vanligt i exempelvis signaldata, där mottagaren av signalen 
har en undre gräns för hörbarhet. 

I denna avhandling bidrar vi till forskning för censurerade kovariater i prediktionsmodeller ge-
nom att introducera strategier som är snabbare och kan hantera mer komplexa beroenden i data 
än befntliga metoder. Vi angriper problemet från fertalet vinklar, och detta arbete presenterar 
metoder för att både kunna prediktera data, återställa de censurerade värdena och parametrar 
från datagenereringsprocessen med god precision. 

Vi ställer olika traditionella metoder mot varandra och utvärderar hur enkla metoder för att 
ersätta, så kallat imputera, censurerade värden påverkar osäkerheten i prediktioner och presen-
terar alternativ till att ta specifka beslut under stor osäkerhet. Vi visar att det kan vara en fördel 
att vid tung censurering inte imputera alla censurerade värden och på så sätt åstadkomma kor-
tare beräkningstider. Vi presenterar hur man kan använda beroenden mellan kovariater för att 
åstadkomma mer effektiva beräkningar och mer precisa imputationer. Slutligen visar vi hur 
man kan ändra antaganden för sannolikhetsfördelningarna för censorerad data för att kunna 
imputera med bättre precision. Vi gör detta med en metod som är snabb, fexibel för komplexa 
data och som kan generera skattningar på osäkerhet. 
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ABSTRACT 

While access to data steadily increases, not all data are straight-forward to use for prediction. 
Censored data are common in several industrial scenarios, and typically arise when there are 
some limitations to measuring equipment such as for instance concentration measuring equip-
ment in chemistry or signal receivers in signal processing. 

In this thesis, we take several angles to censored covariate data for prediction problem. We ex-
plore the impact on both covariates and the response when the censored covariates are imputed. 
We consider linear approaches as well as non-linear approaches, and we explore how both fre-
quentist models as well as Bayesian models perform with censored covariate data. While the 
focus is using the imputed covariate data for prediction, we also investigate model parameter 
inference and uncertainty inferred by the imputations. 

We use real, censored covariate telecommunications data for prediction with some of the most 
commonly used prediction models and evaluate the performance when single imputations are 
made. We propose a selective multiple imputation approach which is suitable for high dimen-
sional data that perform well with heavy censoring. We take a Bayesian linear regression ap-
proach leveraging information from auxiliary variables using multivariate regression and intro-
duce multivariate draws from conditional distributions to update censored values in the covari-
ates. We fnally offer a bridge between the fexibility of Neural Networks and the probabilistic 
nature of Bayesian methods by taking a Variational Autoencoder approach and introducing 
Zero-Infated Truncated Gaussian likelihoods for the covariates to better ft the censored distri-
butions. 
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1 Introduction 

1.1 Background 

While there is a wealth of regression methods, not all data are straightforward to use in re-
gression models. Data might for instance not be complete due to various reasons. If the missing 
data mechanism does not depend on the missing values, the data are said to be missing at random 
(MAR). If, in addition to being missing at random, data are also observed at random, the data 
are said to be missing completely at random (MCAR). If the data are neither MCAR nor MAR, the 
data are said to be missing not at random (MNAR). In MNAR (and some MAR) cases, there might 
be an intuitive reason behind the missing data. While the MCAR case may be more straight-
forward to handle, the cases when the data are missing due to some factor offer the possibility 
to take this factor into account in the modeling process. 

The term censored data is used when the data are only partially observed, and they can be viewed 
as a special case of MNAR data. They differ from the typical missing data scenario as the cen-
sored values are usually observed as the detection limit, while missing data in the traditional 
sense are not reported at all [12]. A comparison of censored data compared to data missing at 
random are given in Fig. 1.1. 

For a simple example, imagine you live in Boden, Sweden. It is January, and you want to go 
skiing. To dress properly for skiing, you need to know what temperature it is outside. 

Unfortunately, you only have a hot scale thermometer and you note that the thermometer show 
the lowest possible value, 0˝ C. You go outside and attempt to make a snow ball, but your ball 
keeps falling apart. 

This simple example can be directly described as a censored data scenario. The measuring 
equipment used, the thermometer, lacks the ability to measure freezing temperatures. Therefore, 
the only data one can observe is the lowest detectable value by the thermometer. 
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Figure 1.1: A visualization in two dimensions of missing data in a more 
traditional sense (left) and data where the variable y has a lower limit of 
detection (right). The values of y which are lower than the threshold (the 
dashed line) are reported as the value of the threshold. 

This is also an example of a scenario where there are other factors which can possibly help 
restore the true temperature, or, at least give an indication of a reasonable interval. If there is 
snow falling, does it seem heavy and wet or light? Did the bucket of water on the porch freeze 
over night? These factors can be used for inference to give a reasonable approximation of the 
true temperature. 

This type of data censoring arise in numerous applications. In surveys it is common that respon-
dents skip questions or they may not respond at all [15]. In medical studies for development of 
medication, subjects may decease or quit the study before it is complete [28]. In chemistry or 
bio-applications, the true value may not be possible to observe due to insensitive or inaccurate 
measuring equipment [16, 24, 27]. In signal processing, the signals may become undetectable 
below a certain limit or may be undetectable due to interference issues from other signals [29], 
[8]. 

1.2 Motivation 

In the simple example with the thermometer for the previous section, do you trust your ther-
mometer and dress according to the reported 0˝ C? Intuitively, considering it is January and 
your plan was to go outside skiing, most people would infer other factors than the temperature 
reported by the thermometer. The fact that you failed to make a snowball for instance, indicates 
that the temperature is likely below 0˝ C. In this scenario, it is obvious that ignoring the limita-
tions of your thermometer is not only ignorant but may be dangerous. Imagine that the actual 
temperature is in fact ´37˝ C while you dressed for 0˝ C; the frost bite is inevitable should you 
not turn around at the door. 

Ignoring the censoring in data may in some applications be dangerous, and their impact on 
model parameter estimation and predictions should therefore not be marginalized. While cen-
sored data in regression models have been researched, most research has been directed towards 
censoring in the response variable. Most research concerning censored covariates are limited to 
few covariates, small data or when not all covariates are subject to censoring. While censored 
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1.3. Thesis outline 

data are partially observed, they are a special case of missing data and therefore the approaches 
for handling missing data in general and censored data are closely related. 

Maximum likelihood approaches are common for handling missing and censored data in both 
the response variable and covariates [9, 2, 13, 30]. Tobit models [37] were originally intro-
duced to handle censored linear responses, however, the fundamental idea of zero-infation 
can also be used under other distributional assumptions such as in Poisson regression [20]. The 
Expectation-Maximization algorithm [7] may be used for both the general missing data case and 
the censored data case. In [14] a maximum likelihood approach for the single censored covariate 
case is presented. Linear regression is used to obtain maximum likelihood estimates for right 
and left censored data in [23], and the method can handle censoring in both the response and the 
covariates. [22] presents a more general approach than ordinary linear regression which instead 
uses generalized linear models suitable for the case when potentially all covariates are subject 
to censoring. 

Multiple imputation is in several papers presented as a fast option for imputing censored val-
ues in covariates. Lee et. al [21] present a multiple imputation approach suitable for handling 
heavily censored data covariates subject to lower limits of detection. A generalized linear model 
with the Metropolis-Hastings algorithm for value imputation is presented in [3]. The work does 
however not extend to making predictions for unseen data. 

Bayesian approaches such as Bayesian generalized linear models are also common when mod-
eling missing and censored data [25, 10, 6, 31]. In [39], a Bayesian linear model for censored 
covariates leveraging information from auxiliary variables is presented. The censored values 
are updated univariately and does not perform well for heavy censoring. Wu et. al [38] present 
a Bayesian linear model able to handle several types of censored data. The approach is however 
sensitive to the choice of prior distribution. 

Existing methods are limited to only handle one or only a few covariates, and many methods are 
not applicable when all covariates are subject to censoring. The feld also lacks fast and scalable 
solutions for Bayesian methods with censored covariates, which can otherwise offer inference 
on the uncertainty in model parameters, imputed data and the response. More research also 
needs to be directed towards arbitrary censoring situations such as interference scenarios, and 
towards methods for data with heavy censoring. 

1.3 Thesis outline 

The frst part of this thesis will give an introduction to regression, and give an overview of some 
commonly used regression models. In the frst part we will also introduce prediction methods 
for censored data and fnally present our contribution to the area. In the second part of this 
thesis, the produced papers will be given. 

1.4 Summary of papers 

Paper I 

Svahn, C., Sysoev, O., Cirkic, M., Gunnarsson, F. & Berglund, J. (2019). "Inter-Frequency Ra-
dio Signal Quality Prediction for Handover, Evaluated in 3GPP LTE". 2019 IEEE 89th Vehicular 
Technology Conference, pp. 1-5. 

Abstract 
Radio resource management in cellular networks is typically based on device measurements 
reported to the serving base station. Frequent measuring of signal quality on available frequen-
cies would allow for highly reliable networks and optimal connection at all times. However, 
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1. INTRODUCTION 

these measurements are associated with costs, such as dedicated device time for performing 
measurements when the device will be unavailable for communication. To reduce the costs, 
we consider predictions of inter-frequency radio quality measurements that are useful to assess 
potential inter-frequency handover decisions. In this contribution, we have considered mea-
surements from a live 3GPP LTE network. We demonstrate that straightforward applications of 
the most commonly used machine learning models are unable to provide high accuracy predic-
tions. Instead, we propose a novel approach with a duo-threshold for high accuracy decision 
recommendations. Our approach leads to class specifc prediction accuracies as high as 92% and 
95%, still drastically reducing the need for inter-frequency measurements. 

Contributions 
The problem was formulated together by the Ericsson representatives, Fredrik and Mirsad, me 
and Oleg. Joel helped with the understanding of data. The duo-threshold approach was for-
mulated by Oleg and me together, while the idea was presented by Oleg. I wrote the code, 
and performed the experiments, which were designed together with Oleg. The manuscript was 
mainly written by me, and Oleg edited. 

Paper II 

Svahn, C., Sysoev, O. (2022)."Selective Imputation of Covariates in High Dimensional Censored 
Data". Journal of Computational and Graphical Statistics. 

Abstract 
Effcient modeling of censored data, that is, data which are restricted by some detection limit 
or truncation, is important for many applications. Ignoring the censoring can be problematic as 
valuable information may be missing and restoration of these censored values may signifcantly 
improve the quality of models. There are many scenarios where one may encounter censored 
data: survival data, interval-censored data or data with a lower limit of detection. Strategies to 
handle censored data are plenty, however, little effort has been made to handle censored data of 
high dimension. In this article, we present a selective multiple imputation approach for predic-
tive modeling when a larger number of covariates are subject to censoring. Our method allows 
for iterative, subject-wise selection of covariates to impute in order to achieve a fast and accu-
rate predictive model. The algorithm furthermore selects values for imputation which are likely 
to provide important information if imputed. In contrast to previously proposed methods, our 
approach is fully nonparametric and therefore, very fexible. We demonstrate that, in compari-
son to previous work, our model achieves faster execution and often comparable accuracy in a 
simulated example as well as predicting signal strength in radio network data. 

Contributions 
I found the paper by Bernhardt et. al which is used as a foundation for this paper. The idea to 
choose which values to impute was brainstormed together, as was the distance measure fnally 
used. I wrote the basis of the code, and Oleg came with ideas for solutions to problems with or 
optimization of the code. We designed the experiments together, while I carried them out. The 
manuscript was mainly writted by me, and Oleg and Mattias edited. 

Paper III 

Svahn, C., Villani, M. (2022). "Bayesian Prediction with Covariates Subject to Detection Limits". 
Preprint submitted to journal. 

Abstract 
Missing values in covariates due to censoring by signal interference or lack of sensitivity in the 
measuring devices are common in industrial problems. We pro- pose a full Bayesian solution 
to the prediction problem with an effcient Markov Chain Monte Carlo (MCMC) algorithm that 
updates all the censored covariate values jointly in a random scan Gibbs sampler. We show that 
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1.4. Summary of papers 

the joint updating of missing covariate values can be at least two orders of magnitude more 
effcient than univariate updating. This increased effciency is shown to be crucial for quickly 
learning the missing covariate values and their uncertainty in a real-time decision making con-
text, in particular when there is substantial correlation in the posterior for the missing values. 
The approach is evaluated on simulated data and on data from the telecom sector. Our results 
show that the proposed Bayesian imputation gives substantially more accurate predictions than 
naïve imputation, and that the use of auxiliary variables in the imputation gives additional pre-
dictive power. 

Contributions 
Since I started my PhD I wanted to do something Bayesian, and while I knew how to impute 
missing values in a Bayesian model when they were missing at random, the idea to use Botev’s 
algorithm for multivariate draws was Mattias’ idea. I found and used the paper on using auxil-
iary variables as a reference in paper II, which was incorporated in our model in paper III. With 
the guidance of Mattias, I did all new derivations except for the Lemma, which was done by 
Mattias. I wrote the code, and Mattias made small adjustments. We together designed experi-
ments which I carried out. I wrote most of the manuscript and Mattias edited. 

Paper IV 

Svahn, C., Sysoev, O. (2022). "Handling Censored Covariates using Variational Autoencoders". 
Preprint submitted to conference 

Abstract 
For safety critical scenarios when faulty predictions or decisions can have crucial consequences, 
reliable methods and accurate data is of the essence. In industrial settings such as signal pro-
cessing, handling censored data in the covariates remains an issue as ignoring them or imputing 
them with lack of precision may create a ripple effect causing inaccurate or uncertain predic-
tions. In this paper, we provide a fast, reliable Variational Autoencoder framework which can 
handle covariate censoring in high dimensional data. We show that we can obtain at least as 
high precision in the response as existing methods as well as impute the missing covariates ac-
curately while providing uncertainty estimations for the missing values and the predictions. We 
moreover show that the method is fast, and more robust to initial imputations and noise than 
existing models. 

Contributions 
Oleg proposed to study Zero-Infated Truncated distributions for Variational Autoencoders, and 
we then together developed the resulting model in Paper IV. It was natural to use a truncated 
distribution since we used it in paper II. I implemented the code and and wrote the manuscript, 
and Oleg edited. We together designed experiments, which I then implemented and carried out. 
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2 Regression methods 

This chapter will give a foundation to regression. 

Let X = (x1, . . . , xp) be a set of variables indexed by i = 1, . . . , n observations and j = 1, . . . , p 
covariates which can be used for prediction of a response variable y. 

Thus, we have that this relationship, for some function f (¨) and some random noise ε, 

y = f (X) + ε. 

2.1 GLMs 

An appropriate form of the function f (X) can be found in many ways. Linear regression, for 
which f (X) is a linear combination of the covariates, is 

y = βJ X + ε, 

where β = (β0, . . . , βp) is a vector of coeffcients and ε „ N (0, 1) is independent noise. The 
optimal model can be found in several ways, however, is usually found with ordinary least 
squares estimation (OLS). For OLS estimation, the objective function to minimize is 

n
ÿ J L = (yi ´ β̂ xi)

2, 
i=1 

where β̂ is an estimate of the true β, found as 

β̂ = (XJ X) ´1XJy. 

Predictions can then be made by 
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2. REGRESSION METHODS 

J 
ŷ = β̂ X, 

In traditional linear regression, we assume that the response y is Gaussian. While being a rel-
atively simple and limited representation, linear reregression is an appropriate foundation for 
building more complex models. Generalized linear models (GLM), a popular generalization of 
the linear regression model, instead assumes the response to come from the exponential family 
of distributions. 

The parameter estimates of traditional GLMs are usually found iteratively using maximum like-
lihood methods such as iteratively reweighted least squares or Newton’s method [12]. 

2.2 Neural Networks 

Neural networks have come to be widely popular due to their ability to model complex data 
with high precision. When invented in the 70s the interest for the models were modest, however, 
with the booming growth in hardware capacity, they now take a lot of focus when modeling 
large, complex data. 

As LMs and GLMs, Neural Networks make use of linear combinations of the input set X, how-
ever, creates such combinations in several steps, thus, in each layer creating suitable inputs to 
the next layer. In each layer, an activation function is applied. A simple Neural Network frst 
creates a set of linear combinations a as 

a = βJ X, 

and then feeds a as an input to the function 

y = ωJh(a), 

where h(¨) is a non-linear, differentiable activation function. A commonly used activation func-
tion is the Rectifer Linear Unit (ReLu), which is 

h(a) = max(0, a). 

The ReLU carries many advantages, such as being computationally effcient and producing 
sparse coeffcients [19]. 

Neural Networks can be extended into several hidden layers which can have different shapes, 
numbers of nodes and different activation functions. The multi-layer architecture gives fexi-
bility to the model, as consecutive layers can construct complex features which has potential to 
ft data which would otherwise be diffcult to model. The downside of this type of modeling, 
however, is that intuitive interpretation of model coeffcients is usually lost and it may therefore 
be diffcult to evaluate how reasonable the single value output of a traditional Neural Network 
is. 

Neural Networks are commonly trained by fnding the gradient of the objective function and 
then updating the parameters of the network using for instance stochastic gradient descent. The 
objective function may take various forms, however, for a regression problem it is often suitable 
to use the mean squared error to minimize the error between the ftted values and the observed 
response [12]. 

2.3 Bayesian regression 

In Bayesian inference, the evidence from observed data and some prior information is weighted 
together. In mathematical terms, we take a prior distribution and evidence from data to form a 
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2.3. Bayesian regression 

OutputInput Hidden

Figure 2.1: The achitecture of a traditional Neural Network. 

posterior distribution. For some parameter θ and some data y, we frst fnd the joint distribution 
as 

p(θ, y) = p(θ) ̈  p(y|θ). 

To achieve the posterior distribution for θ conditioned on y, we simple use Bayes theorem 

p(y|θ) ̈  p(θ)
p(θ|y) = . 

p(y) 

However, since p(y) does not depend on θ, the parameter which we wish to make inference on, 
we instead use the unnormalized posterior density 

p(θ|y) 9 p(y|θ) ̈  p(θ), 

since it is proportional to the actual posterior density. 

Recall that for an ordinary linear regression model, we have that 

y = βJ X + ε, 

where ε „ N (0, 1) are independent errors. To perform Bayesian regression, we need to make 
inference on the unklown parameters β0, β̃ and σ2. We assume some prior form for each param-
eter and then derive the posterior distributions for each parameter. 

There are several options for the choice of prior for the parameters. To achieve posteriors easy 
to derive, some conjugate priors, joint or independent, is for instance suitable. A prior is conju-
gate for the likelihood distribution if the posterior distribution belong to the same distributional 
family as the prior distribution, such as for instance the exponential family. Conjugate priors 
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2. REGRESSION METHODS 

are therefore convenient to use in Bayesian modeling, as the posterior will follow a known dis-
tribution. 

For a simple alternative to a conjugate prior one can use a noninformative prior, which in contrast 
to a proper prior is not specifed in a probabilistic form, however, is simpler to specify, and will 
also result in a convenient posterior distribution. 

In order to make inference on the parameters in a Bayesian regression model, we wish to draw 
samples from the joint posterior distribution of the parameters. 

Let θ = (θ1, . . . , θm) be a vector of parameters in a Bayesian regression model, and we wish to 
draw samples from the joint posterior distribution of θ. As this is usually a computationally 
heavy process, inference is made using some approximation method, such as Gibbs sampling, 
which is a Markov chain Monte Carlo approach. In Gibbs sampling, instead of drawing sam-
ples from the joint posterior, we iteratively simulate consecutive samples from the conditional 
distributions, i.e p(θ1|θ2, θ3, . . . , θm), p(θ2|θ1, θ3 . . . , θm), and so on, producing a Markov chain. 
Simulating from the conditional distributions is easier, and iteratively drawing consecutive sam-
ples from each conditional distribution has been shown to stabilize to the joint posterior when 
the number of iterations of the process is large enough [11]. 

2.4 Variational Autoencoders 

Variational Autoencoders (VAE) are an extension to traditional Neural Networks which also 
takes advantage of the probabilistic nature of Bayesian methods. 
An Autoencoder (AE) is a Neural Network which takes the covariates as input, encode them 
into a latent representation, and fnally decodes them and outputs the reconstructed inputs. 
This procedure can be used to construct a more dense representation of data (the latent layer 
nodes), or to train a model which can reconstruct covariates and also output a response. 

Assume that the covariates X and the response y are related to an unobserved variable set Z. The 
objective function of an Autoencoder is the reconstruction error given the latent representation: 

L = 
1 
(X̂ ´ X)2, 

n 

where X̂ is the reconstructed covariate matrix X. 

A Variational Autoencoder also uses the covariates as output as well as the input, however, 
the latent representation and the output are modeled by distributions instead of being fxed 
parameters, as in the non-Variational Autoencoder. 

For a set of parameters θ and a prior pθ(Z), the relationship between Z and X can be modeled 
as pθ(X|Z), and the relationship between Z and y can be modeled as pθ(y|Z). The true poste-
rior pθ(Z|X) is intractable in Neural Networks with non-linear hidden layers and is therefore 
approximated by a distribution qϕ (Z|X) with parameters ϕ. The distributions in question are 
restricted to belong to a family of distributions, usually Gaussian. 

Assuming a Gaussian prior pθ(Z) and Gaussian marginal likelihoods pθ(xi), the latent layer 
constructs the parameters µZ and σZ of the Gaussian approximation of the true posterior, 
qϕ(Z|X), instead of a single scalar. These distributions are then used to construct random rep-
resentations of the latent variables which are then decoded. The decoded inputs and the (op-
tional) additional outputs are also parameters of distributions rather than scalars. An overview 
of a multi-task VAE network structure with Gaussian priors/likelihoods is presented in Fig. 2.2. 
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2.5. Random Forests 
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Figure 2.2: The structure of a multi-task VAE. The network outputs the 
parameters of the distributions set for the reconstructed covariates and the 
response. The latent layer constructs the parameters of the distributions for 
each latent representation of the covariates. 

The network is trained by iteratively optimizing the so called variational lower bound: 
� � � � � � 

L = ´DKL qϕ (zi|xi)||pθ(zi) + E log pθ(xi|zi) + E log pθ(yi|zi) (2.1) 
qϕ (zi|xi ) qϕ (zi|xi ) 

The frst term in Eq. 2.1 is the KL divergence of the approximate posterior zi to the prior of 
zi , and the second and third terms are the expected values of the covariate and the response 
distributions respectively given the approximate distributions [17]. Note that since we wish 
to make predictions for test data, we ignore conditioning on yi in the approximation of the 
posterior of zi . 

The model is usually trained using some stochastic gradient algorithm, such as Adam [18] to 
compute the optimal parameters. Adam approximates the true gradients with empirical means 
from small samples (mini-batches). 

2.5 Random Forests 

Decision trees are consisted of iteratively partitioning the covariate space by simple conditions. 
The response in a regression tree is a constant for each region, or node. For m = 1, . . . , M regions, 
the prediction for each region cm is the majority vote of each node, as 

M
ÿ

f̂ (X) = cmItX P Rmu. (2.2) 
m=1 
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2. REGRESSION METHODS 

The split point is automatically decided by some user defned criterion. For regression trees, 
minimizing the sum of squares is a common choice. Thus, for the frst split into regions R1 and 
R2, we choose the splitting covariate j with split point s which satisfes 

� �
ÿ ÿ

min min (yi ´ c1)
2 + min (yi ´ c2)

2 . 
j,s c1 c2 

xiPR1(j,s) xiPR2(j,s) 

The resulting regions are then continuously split in the same manner, until some end criteria is 
met. The tree can be grown until for instance a certain tree depth is satisfed, a minimum size in 
each node is met or the gain of splitting is under some threshold. A node which is not split is 
called a terminal node, and is used to make predictions of new data [4]. A visual example of the 
splitting process is visualized in Fig. 2.3. 

1

2

3

4

5

x1

x2

Figure 2.3: The structure of a decision tree given a data space. The data space 
is split iteratively in the order blue, green, red, purple and fnally yellow. 

The idea behind Random Forests [5] is to use bootstrap aggregation, bagging, to grow a number 
of decision trees from different samples of a dataset and then average the result. Bagging is 
an inference method which samples with replacement from the training data, creating a num-
ber of bootstrap samples. Each sample is then used for ftting a model, and the results are then 
averaged. This process is especially useful for models which suffer from high variance, and av-
eraging gives a less noisy result. Decision trees are high variance models, and therefore Random 
Forest use bagging to achieve a better estimate. Let B be the number of bootstrap samples to 
be drawn and mmin the minimum size of each terminal node. The overall process for ftting a 
Random Forest model then follows Alg. 1. 
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2.5. Random Forests 

Algorithm 1: Random Forests 
for b = 1 to B do 

draw a bootstrap sample from the training data 
for all nodes do 

while msize > mmin do 
randomly select a subset k covariates 
fnd the best split among the k covariates 
split the node 

end 
end 
output the resulting bth tree as Tb 

end 
output the ensemble of trees tTbu1 

B . 

The bagging estimate is then 
B

ÿ

f̂bag(X) = 
1 

f̂b(X),
B 

b=1 

where f̂b(X) for each sample is found as in Eq. 2.2 from each Tb. 
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3 Regression methods for 
censored data 

3.1 Regression methods for missing data 

The approaches to handle missing data vary depending on the nature of the missingness. For 
simplicity, let y be a vector of n data points indexed by i = 1, . . . , n. For a general notation, let I 
be an inclusion indicator of the same size as the data y. Then each Ii indicates whether the data 
point yi is missing or observed. The dependence between Ii and the data can then be separated 
into the three major types of missingness; MCAR, MAR, and MNAR. 

Let ϕ be a parameter vector governing the missing data. When data are MNAR, the inclusion 
parameter depends on ymis and yobs. If the data are MAR, Ii does not depend on ymis, thus 

(3.1)p(I|yobs, ymis, ϕ) = p(I|yobs, ϕ). 

If the data are MCAR, then Eq. (3.1) reduces to 

p(I|yobs, ymis, ϕ) = p(I|yobs, ϕ) = p(I|ϕ). (3.2) 

A common approach to handle missing data is to simply drop the observations with missing 
values (complete case estimation). While this results in training the model on complete data, this 
approach is not effcient for data where the missing values substitute a signifcant part of data. 
Usually, model parameters cannot be estimated when missing values are present, and therefore, 
it is not an option to simply ignore them. In such cases, imputation is suitable. Depending 
on what dependence there is between the missing and the observed values, single imputation 
techniques may be to input the mean of the missing variable, or fnd similar observations in 
regards to other available variables and then fnding a suitable imputation given the similar 
cases (conditional mean imputation) [12]. Imputation by averaging is for instance the default 
strategy in Random Forests [5]. It is clear, however, that these types of simple approaches are 
likely to skew the data, especially for data with many missing values, and the imputed set 
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3. REGRESSION METHODS FOR CENSORED DATA 

may therefore be problematic to use for prediction. Therefore, when data are not missing at 
random, the mechanism of the missingness ought to be considered when imputing or modeling 
to enhance precision and avoid skewing data in greater extent. 

Maximum likelihood estimation of the missing values, such as the Expectation-Maximization 
algorithm (EM) [7] are commonly used. The goal of EM is to iteratively fnd maximum likeli-
hood estimates of parameters, when they otherwise cannot be found directly due to for instance 
missing data. The algorithm takes starting values for some unknown values or parameters, 
uses them to estimate other unknowns, and keeps iterating the process until the unknown val-
ues converges to some stationary points. It has been shown that the derivative of the maximum 
likelihood equations are 0, or close to 0, when the process converges, indicating a local maxi-
mum or saddle point. 

Multiple imputation methods are a category of more sophisticated strategies than single impu-
tation which may be used in both traditional and Bayesian settings. In contrast to single impu-
tation, the foundation of multiple imputation is to create several imputed data sets, and then 
pooling the data sets. The beneft of multiple imputed sets is that it better captures uncertainty 
in the imputations than to impute a single set [12], [11]. 

In Bayesian models, the missing data are treated as parameters in the model. Recall that in a 
Bayesian model, the parameter vector to make inference on is θ = (θ1, . . . , θm). When missing � � 

(1) (nmis)data are present, the parameter vector can be written as γ = θ, ϕ, y . A prior mis, . . . , ymis 

can then be specifed for each of the missing values, and they can then be updated using Gibbs 
sampling, like any other parameter. The conditional distributions may however be specifed dif-
ferently depending on the nature of the missing data and on the method chosen for imputation 
[11]. 

3.2 Regression methods for censored data in the response 

This section will give a brief overview of standard methods to handle censored data in the 
response. As it is, however, outside of scope for this thesis they will not be described in detail. 

When data are MAR or MCAR, we normally do not have any information about the mechanism 
of missingness which can aid modeling or prediction. When data are censored, the missingness 
mechanism depends on the value of the true missing value, and therefore it is clear that data are 
not missing nor observed at random. The most common occurrence of censored data is found 
in the response variable. They are, for the response variable, common in for instance survival 
time studies, where objects may not have failed or died at the end of the study, thus leaving data 
censored [32]. 

While addressing the cause of the missing values when modeling may result in more complex 
models more diffcult to defne, the dependence also comes with the possibility to take advan-
tage of what is known about the missing values. For data with a lower limit of detection, we 
for instance know that if a value is censored, the true value falls below some lower threshold. 
This knowledge can then be incorporated in the model. Single imputation approaches for cen-
sored response variables consist of for instance imputing the censored values with the limit of 
detection, or the mean between the detection limit and the most extreme possible value outside 
the detection range, if it is known. While censored scenarios offer more information about the 
interval for the true value than for MCAR, the performance of such simple techniques is limited, 
especially for heavily censored data [11]. 

A standard strategy for dealing with censored data in the response is the Tobit model, presented 
by Tobin [37]. It is a maximum likelihood approach which was originally introduced as a limi-
tation to regression models in economic applications where a continuous linear function is not 
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3.3. Regression methods for censored data in the covariates 

Figure 3.1: An example of a Truncated Gaussian distribution. 

a suitable option for the response variable. One can, for instance, not have a negative income, 
therefore the Tobit model was introduced to limit the linear function at 0. The idea behind the 
method is to modify the likelihood function of an ordinary linear model to better refect the 
properties of censored data, as the least square estimator of the linear model is biased when 
data are censored. The inclusion indicator is for a Tobit model with a lower limit of detection yL 
defned as 

# 
0, if yi ď yLI(yi) = 
1, if yi ą yL. 

The Tobit model then takes the truncated Gaussian distribution, and alters it to incorporate the 
censored part of the distribution using the inclusion indicator. Then the model uses maximum 
likelihood estimation in contrast to least squares estimation. An example of a truncated Gaus-
sian distribution is visualized in Fig. 3.1. 

3.3 Regression methods for censored data in the covariates 

For data with censored covariates, we take the censored covariate data matrix Xmis and note that 
there may be observed and missing values within a single observation. Therefore, I becomes a 
matrix, and for the lower limit of detection case it can be defned as 

# 
0, if xij ď xLij I(xij) = 
1, if xij ą xLij , 

where xLij may be a lower limit of detection governing all data, an observation specifc or a 
covariate specifc lower limit of detection. 

For data with censored covariates, complete case estimation, i.e. dropping observations which 
has at least one censored value, is often not a suitable option, especially if there are several co-
variates subject to censoring. It is therefore suitable to model the censored values in a more 
sophisticated manner. The approaches currently available are, however, usually limited in per-
formance. Many approaches can handle one single censored covariate or only small n. It is 
moreover common to require complete cases for imputation or parameter inference, and the 
feld lacks approaches suitable for heavily censored data. 

If in the modeling process the decision is made to make fxed value imputations such as im-
puting them with the lower limit of detection, extra attention needs to be paid to the output 
and the possible skew in data introduced by the censored value imputations. We make a small 
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3. REGRESSION METHODS FOR CENSORED DATA 

contribution to this feld in Paper I, where we incorporate a prediction option for model outputs 
deemed to be too uncertain to properly predict. 

Maximum likelihood methods for dealing with censored covariates are known to lead to consis-
tent and effcient parameter estimates [3], and is common to use with generalized linear models. 
While the Tobit model was initially introduced to handle censored responses, the concept can 
be applied also for censored covariates, such as for instance in [23]. While maximum likelihood 
approaches extend to cases with several censored covariates present [22], [26] and can therefore 
be considered scalable in theory, they are usually computationally heavy and therefore have 
limited scaling potential in practice. 

Multiple imputation for censored covariates have also been studied previously. Non-linear 
models may be useful for complex data where linear models lacks fexibility. Random Forest 
models are fexible and can be ft to data of arbitrary distributions, however, there is no full 
solution for modeling censored covariates in Random Forests without implementing a separate 
imputation step. A common approach is to use multiple imputation with for instance rejection 
sampling to sample from the truncated distribution outside the limit of detection [3]. As in other 
multiple imputation approaches, this process is iterated a certain number of times and then the 
resulting data sets with imputed values are pooled together to form one fnal imputed set. For 
large p and n, this process is however computationally heavy, and for a large portion of cen-
sored values, the risk of skewing data increases if all censored values are imputed. We make 
a contribution to this feld in Paper II, where we select and iteratively impute only a subset of 
values to impute. 

As for many other censored data models, one approach to restoring the censored values in 
Bayesian modeling is to use truncated distributions. For example, in a linear regression model 
where it is reasonable to assume a Gaussian likelihood for the covariates, conjugate priors to 
achieve a Gaussian posterior for the censored values can be taken. Then the knowledge about 
the censoring mechanism of data can be taken into account by using a Truncated Gaussian poste-
rior instead of the complete Gaussian posterior. Another possibility is to incorporate some other 
observed, auxiliary variables to model the missing X using multivariate regression [39]. The ex-
isting methods in this area are limited to univariate sampling for updating the missing values. 
While it may be reasonable to assume independence between observations, it may not always 
be reasonable to ignore possible dependence between covariates. We make a contribution to 
this feld in Paper III, where we use multivariate, conditional distributions for the updates of 
the missing values to speed-up execution time and elevate update precision. 

Autoencoders are a powerful strategy to compress and restore covariate values. This approach 
not only offers restoration of missing covariate values, it by default restores all covariate val-
ues, making it easy to evaluate the performance. In addition, the model is straight-forward to 
incorporate a response variable y, which then gives a complete solution for restoring missing 
values in the covariates and making predictions of a separate response variable. The Variational 
Autoencoders are especially useful for censored data as their probabilistic nature allows for un-
certainty estimation of both covariates and response. The VAE feld however lacks adapted 
likelihood functions to model censored covariates properly, and the standard distributional as-
sumptions are often inadequate. We make a contribution to this feld in Paper IV, where we use 
Zero-Infated Truncated Gaussian distributions for modeling the covariates in order to better ft 
the censored distributions. 
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4 Signal strength in 
wireless networks 

Signal processing is an area where censored data are common, due to the very nature of signals. 
The wireless telecommunications network is built on a number of signal frequency bands. As 
the wavelength of the frequency bands differ, their abilities to travel certain distances or through 
obstructed areas vary. At each geographical location, there are usually several frequencies avail-
able for connection. When users travel in the geographical area, the signal conditions change. 
The network needs to constantly keep track of what frequency can give the user the optimal 
experience, and making decisions to maintain performance [1]. While there are many factors to 
consider when making such decisions, we are in this thesis focused on the signal strength and 
measures related thereto. 

While signals are subject to detection limits, they may also experience disturbance, causing ad-
ditional issues in data collection, modeling and prediction. Imagine carrying out a conversation 
with another person, in a normal conversation volume, in an otherwise empty room. While the 
surroundings are quiet, it is easy to hear what the other person is saying. Now imagine that a 
third person enters the room, and starts talking in parallel with the other person. If the third 
person whispers, you may be bothered by the other person speaking, however, while the person 
speaks in a lower volume, you can still hear the person you are speaking to. As the third person 
speaks louder, it will be increasingly more diffcult to separate the two sources of sound. If the 
third person starts yelling close to your ear, you may not hear anything the frst person is saying. 

This is a typical example of interference, and telecommunications signals experience the same 
issue. When observing a radio signal and there is another signal that is stronger, the frst signal 
may not be possible to detect, even if it is above the usual lower limit of detection. Thus, signals 
are subject to a drowning effect. A visual example of this type of censoring is shown in Fig. 4.2. 

This type of drowning effect pose an interesting censoring problem. It is complex in its nature, 
however, since the censored values depend on both the censored value itself as well as the 
observed values, there is additional information to incorporate in models to aid imputation and 
prediction. This application area is well suited for researching censored data models since the 
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4. SIGNAL STRENGTH IN WIRELESS NETWORKS 

Figure 4.1: A simple example of a telecommunications network base sta-
tion transmitting signals on three different frequencies with different wave 
lengths. The picture illustrates penetration properties of different wave 
lengths. 
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Figure 4.2: An example of interference in signals. Where the signals are 
strong, weaker signals are drowned. The reported value is instead the lower 
limit of detection. 

interference problems extend to all types of signals, and signal processing in general is of great 
importance to autonomous systems due to the use of various sensors in such systems. 

This thesis considers telecommunications signals in a prediction setting where the goal is to 
determine whether the network should opt the connected user equipment to switch frequencies, 
to perform a handover. By training the network to make handover decisions autonomously, the 
signaling overhead can be greatly reduced. We investigate possible angles to tackle this problem 
when the data are heavily censored and of high dimension. 
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5 Conclusion 

5.1 Summary of contributions 

In this thesis, we have approached the censored covariate data issue from a wide range of angles. 
In Paper I, we have evaluated real network data with a simple form of imputation. In this paper 
we create a foundation for the following papers by investigating what common approaches may 
be suitable for modeling this type of data and by creating a baseline. 

As an alternative to the fxed value imputation in Paper I, we in Paper II test predictive perfor-
mance of a multiple imputation strategy. We focus on speed-up and prioritizing missing values 
which are deemed to be of the greatest importance in prediction. We use rejection sampling 
from a truncated normal distribution as a foundation for the multiple imputation. To enable a 
more fexible method in terms of distributional assumptions, we model the mean of the trun-
cated distribution using Random Forest, giving a non-linear mean. In Paper I we showed that 
Random Forests suits the application area of signal strength data, as the patterns in data are 
usually complex and the purely linear methods struggle to produce suitable predictions. 

While the predictive performance is important, Paper II lack ability to predict new data. For a 
Bayesian approach to the problem, we present paper III, where we use a Gibbs sampler to up-
date the missing values and to test new data. When updating, we condition the missing values 
in each observation on the observed values, thus, using the correlation within each observation 
to enhance accuracy in the updated values. To speed-up the method, we use Botev’s algorithm 
to update the missing values simultaneously for each observation. Moreover, we use Random 
Scan to only update the missing values a fraction of the time while showing that we can retain 
effciency by doing so. While not covered in the paper, as each observation is updated inde-
pendently, it is straight forward to update each observation in parallel. While we show that our 
approach relies on Gaussian covariates to produce accurate updates, the linear model that we 
use can be replaced by splines to offer more fexibility to the model. 
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5. CONCLUSION 

The Bayesian approach in Paper III works well under appropriate distributional assumptions, 
however, the linear model presented is restrictive for complex data and the Gibbs sampler is 
computationally heavy. To retain the probabilistic nature of Bayesian methods while offering 
more fexibility to model complex data and opening up for large scale computations, we present 
Paper IV. We use a Variational Autoencoder to model the censored covariate data. The latent 
representation that is constructed is benefcial in several ways. Primarily, it offers the possibility 
to simultaneously model all covariates as well as a predictive variable. Furthermore, the latent 
representation can be stored and used for other purposes such as visualization or predicting 
other data. This method scales linearly with the number of observations in data and is only 
marginally affected by increasing the number of variables. The execution time is furthermore 
not affected by the number of missing values, and is therefore a good option for heavily censored 
data. 

5.2 Future research 

In this section, we give directions for possible future work. 

In this thesis, we have taken a very controlled approach to model the interference. We have 
assumed that the threshold for when a radio signal is drowned depends on stronger signals, 
however, that the interval between the strong signal and the weaker signal is drowned out if 
the weaker signal falls below a fxed range from the stronger signal. It would be interesting 
to take a more general approach this, by allowing the span from the high signal to the lower 
detection limit to be dynamic. This would be interesting, since this threshold is likely to vary 
between measuring equipment as well as the type and frequency of the signal. This would make 
the models more fexible to treat other types of signals without necessarily knowing the exact 
nature of the interference. In Bayesian regression modeling, this could be done by treating the 
span as an unknown parameter, making inference on it like any other parameter. In the VAE, it 
could be added to the loss function and optimized over along with the other parameters. 

While the selective imputation approach in Paper II perform well for training data, the approach 
lacks the ability to handle unseen data, since the imputations of the censored values depend on 
the response. It would therefore be of interest to explore the potential to incorporate such an 
option. 

Paper III has potential to be improved in several ways. We update all missing values in this 
paper, while we in Paper II have shown that it might be benefcial to evaluate the importance 
of imputing each value. This has the potential of speeding up the Gibbs sampler additionally, 
and if there are few observed values in an observation, the conditional dependence may carry 
little information for the multivariate imputation and thereby risk updating the data with low 
certainty in the imputations. Another way to enhance this process is to adhere to the fact that 
as observations are independent, the updating of each observation can be done in parallel. This 
will likely have a positive impact on the execution time. We furthermore showed in this paper 
that if the data fails the Gaussian assumption, the linear model is too restrictive to properly 
ft the data. It would therefore be benefcial to explore non-linear models, such as for instance 
splines. 

While we have tried a Variational approach in Paper IV, it might be interesting to see if it is 
possible to model these type of data using other Variational Inference approaches, as they carry 
benefts from being fast and probabilistic. 
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