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On the Relationship Between Iterated Statistical
Linearization and Quasi–Newton Methods

Anton Kullberg, Martin A. Skoglund, Isaac Skog, Senior Member, IEEE,
and Gustaf Hendeby, Senior Member, IEEE.

Abstract—This letter investigates relationships between iter-
ated filtering algorithms based on statistical linearization, such
as the iterated unscented Kalman filter (IUKF), and filtering
algorithms based on quasi–Newton (QN) methods, such as the QN
iterated extended Kalman filter (QN–IEKF). Firstly, it is shown
that the IUKF and the iterated posterior linearization filter (IPLF)
can be viewed as QN algorithms, by finding a Hessian correction
in the QN–IEKF such that the IPLF iterate updates are identical
to that of the QN–IEKF. Secondly, it is shown that the IPLF/IUKF
update can be rewritten such that it is approximately identical
to the QN–IEKF, albeit for an additional correction term. This
enables a richer understanding of the properties of iterated
filtering algorithms based on statistical linearization.

Index Terms—Nonlinear filtering, Statistical linearization,
Quasi–Newton

I. INTRODUCTION

STATE estimation in discrete–time state–space models with
additive Gaussian noise, i.e., models such as

xk+1 = f(xk) +wk wk
i.i.d.∼ N (0,Q) (1a)

yk = h(xk) + ek ek
i.i.d.∼ N (0,R) (1b)

has been studied extensively for decades. Here,
xk, yk, wk, ek are the state, measurement, process
noise, and measurement noise, respectively. The filtering
problem is then to compute the marginal distributions
p(xk|y1:k), given a sequence of measurements y1:k. In the
case f and h are linear functions, this is analytically tractable
and the solution is given by the Kalman filter, which is the
optimal estimator in the mean–squared error sense [1]. For
nonlinear state–space models, analytical solutions generally
do not exist and approximate inference techniques have been
developed for these cases. The extended Kalman filter (EKF),
introduced alongside the original Kalman filter, was a simple
way of extending the Kalman filter to the nonlinear case [1].
The original EKF linearizes the dynamical model f and the
measurement model h at the current state estimate using a
first–order Taylor expansion and then applies the standard
Kalman filter updates. Since the EKF was developed, it has
been identified that this choice of linearization point may be
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suboptimal. This has lead to the development of the iterated
extended Kalman filter (IEKF) [2]–[4]. This is a family of
approximate inference techniques that attempt to find a better
linearization point for the measurement model, which boils
down to iterating the measurement update a number of times.
This family of inference techniques include the line–search
IEKF, quasi–Newton (QN) IEKF (QN–IEKF) etc., which are
commonly referred to as damped IEKFs [5].

Alongside the development of the IEKF, other strategies
for nonlinear filtering were developed to circumvent the need
for analytical linearization. Particularly, the unscented Kalman
filter (UKF) was developed as a competitive alternative to the
EKF [6], [7]. The UKF is essentially based on deterministically
sampling the prior and propagating a set of “sigma points”
through the nonlinear function, whereafter an approximate
Gaussian distribution can be constructed based on the trans-
formed points. This is done in both the time update, as well as
the measurement update. The UKF has since been shown to be
equivalent to statistically linearizing the nonlinear models and
then applying the standard Kalman recursions [8]. Therefore,
both the UKF and other deterministically sampled sigma–point
methods can be interpreted as linearization–based nonlinear
filtering algorithms. Similarly to the EKF, the UKF has also
been extended to the iterated UKF (IUKF) [9].

Recently, another strategy for linearization–based filtering
was introduced as yet another alternative to the EKF and
the sigma–point based filters, namely the iterated posterior
linearization filter (IPLF) [10]. The IPLF is based on the idea of
linearizing around the posterior p(xk|y1:k). As the posterior
is not available, the IPLF constructs an approximate posterior
qi(xk|y1:k) and then iterates the measurement update, each
time performing statistical linearization around the current
approximate posterior qi(xk|y1:k). Similarly to the IEKF, the
IPLF has been shown to diverge for some particular problems
[9], which has led to the development of damped versions of
the IPLF [11].

To gain a deeper understanding of the properties of the
iterated statistical linearization filters, such as the IUKF and
IPLF, we seek to connect this family of methods to classical
QN methods, such as the QN–IEKF. To that end, we firstly
find a Hessian correction in the QN–IEKF such that the iterate
updates are identical to that of the IPLF, thereby showing
that the IPLF, IUKF and other iterated statistical linearization
based filters may be viewed as QN methods. Secondly, as
the necessary Hessian correction has a complicated form, we
show that the IPLF/IUKF can be rewritten in such a way that
an approximate QN structure appears without the need for
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a complicated Hessian correction. However, this secondary
correspondence is only approximate as it requires an additional
correction term, which nonetheless is fully interpretable.

II. PRELIMINARIES

Mathematical preliminaries are restated here for complete-
ness.

A. Statistical Linearization

Given a nonlinear model

z = g(x),

we wish to find an affine representation

g(x) ≈ Ax+ b+ η, (2)

with η ∼ N (η;0,Ω). In this affine representation, there are
three free parameters, A,b, and Ω. Statistical linearization
finds these parameters by linearizing w.r.t. a distribution p(x).
Practically, one may think of this as constructing an affine
function that best fits a number of samples of p(x) transformed
through g(x). Assuming that p(x) = N (x; x̂,P), statistical
linearization selects the affine parameters as

A = Ψ⊤P−1, b = z̄−Ax̂ (3a)

Ω = Φ−APA⊤, z̄ = E[g(x)] (3b)

Ψ = E[(x− x̂)(g(x)− z̄)⊤] (3c)

Φ = E[(g(x)− z̄)(g(x)− z̄)⊤], (3d)

where the expectations are taken w.r.t. p(x). The major differ-
ence from analytical linearization is that Ω ̸= 0, which implies
that the error in the linearization is captured. Typically, the
expectations in (3) are not analytically tractable and thus,
practically, one often resorts to some numerical integration
technique.

B. Quasi–Newton Optimization

A general nonlinear least–squares minimization problem is
given by

x̂ = argmin
x

V (x), V (x) =
1

2
r(x)⊤r(x). (4)

One particular family of methods for solving these problems,
is the Newton family. This family of methods essentially finds
the minimizing argument of (4) by starting at an initial guess
x0 and iterating

xi+1 = xi − (∇2V (xi))
−1∇V (xi). (5)

Here, ∇2V (xi) and ∇V (xi) are the Hessian and the gradient
of V evaluated at (xi), respectively. Note that convergence
of the iterates typically benefit from step–size correction, see
e.g., [12]. For nonlinear least–squares problems, the gradient
and Hessian are given by

∇V (x) = J⊤(x)r(x), J(x) =
dr(s)

ds

∣∣∣∣
s=x

(6a)

∇2V (x) = J⊤(x)J(x) +

nr∑
i=1

[r(x)]i∇2[r(x)]i (6b)

where [r(x)]i is the ith component of r(x) and nr is the
dimension of r(x). As the Hessian of the cost function can be
computationally expensive to evaluate, approximate versions
of Newton’s method have been developed. In particular, the
Gauss–Newton method approximates the Hessian as

∇2V (x) ≈ J(x)⊤J(x), (7)

thus only requiring first–order information. As such, it is a
Quasi–Newton (QN) method since it operates as a Newton
method with an approximate Hessian. This approximation may
be bad far from the optimum, which may affect convergence.
A remedy is to either approximate the Hessian directly in some
other way, or by introducing a correction term to the Gauss–
Newton approximate Hessian as

∇2V (x) ≈ J(x)⊤J(x) +T, (8)

where T is supposed to capture second–order information and
can be chosen in a variety of ways, see [12] for an overview.

C. Quasi–Newton IEKF

The cost function for the general IEKF is of the form (4)
with [5]

r(x) =

[
R−1/2(yk − h(x))

P
−1/2
k|k−1(x̂k|k−1 − x)

]
. (9)

Hence, the Jacobian J(x) is given by

J(x) = −

[
R−1/2H(x)

P
−1/2
k|k−1

]
, where H(x) =

dh(s)

ds

∣∣∣∣
s=x

. (10)

Now, using (5) and (8), the QN–IEKF iterate update is given
by [5]

xi+1 = x̂+Kq
i (yk − hi −Hix̃i)− Sq

iTix̃i (11a)

Pi+1 = P−PH⊤
i (HiPH⊤

i +R)−1HiP (11b)

Sq
i ≜

(
H⊤

i R
−1
i Hi +P−1 +Ti

)−1
(11c)

Kq
i ≜ Sq

iH
⊤
i R

−1, (11d)

with simplified notation x̃i = x̂ − xi, hi = h(xi), Hi =
H(xi), and P = Pk|k−1. Further, Ti is the current Hessian
correction which can be chosen freely, see [5].

D. Iterated Posterior Linearization Filter

The IPLF was initially developed through minimizing the
Kullback–Leibler (KL) divergence between the true marginal
posterior p(xk|y1:k) and an approximation q(xk|y1:k), i.e.,

q(xk|y1:k) = min
q

DKL (p∥q) , (12)

where

DKL (p∥q) =
∫

p(xk|y1:k) log
p(xk|y1:k)

q(xk|y1:k)
dxk.

In particular, the divergence is used to find an “optimal”
affine approximation of the observation model, subsequently
used as the “surrogate” measurement model. However, as the
objective (12) is not analytically tractable, and also requires
access to the true posterior p(xk|y1:k), the IPLF approximately
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minimizes this by starting at some initial approximate posterior
q0(xk|y1:k). The approximate posterior is then iteratively
refined until a stopping condition is met. Essentially, the
recursions are similar to an IEKF using a statistically linearized
model. By adapting the notation of [13], the iterate update of
the IPLF can be written as

xIPLF
i+1 = x̂+Ki(yk − hi −Hix̃i) (13a)

Pi+1 = P−KiSiK
⊤
i (13b)

Ki ≜ PiH
⊤
i Si (13c)

Si ≜
(
HiPiH

⊤
i +R+Ωi

)−1
, (13d)

where Ωi, hi and Hi are found through statistical lineariza-
tion of h. Note that hi = b + Ax̂ and Hi = A, see Sec-
tion II-A. The iterates are initialized as xi = x̂, Pi = P and
the updates are then iterated until the approximate posterior
qi(xk|y1:k) does not significantly change, as measured by

DKL(qi+1∥qi).

Note that by choosing the covariance update (13b) as
Pi+1 = P until the last iteration, the IUKF presented in [9]
is obtained. We will now consider two relationships between
the IPLF update (13a) and the QN–IEKF update (11a).

III. EXACT QUASI–NEWTON

Next, we show that the IPLF can be viewed as an exact QN
method, i.e., that it corresponds to QN with a particular choice
of Hessian correction Ti. More precisely, we find a Hessian
correction Ti such that the QN–IEKF update (11a) is equal to
the IPLF update (13a).

First, let ϵi ≜ yk − hi −Hix̃i. Now, setting (11a) equal to
(13a) yields

Kq
i ϵi − Sq

iTix̃i = Kiϵi ⇐⇒
Sq
iH

⊤
i R

−1ϵi − Sq
iTix̃i = Kiϵi ⇐⇒

H⊤
i R

−1ϵi −Tix̃i = (Sq
i )

−1Kiϵi ⇐⇒
H⊤

i R
−1ϵi −Tix̃i = (H⊤

i R
−1Hi +P−1 +Ti)Kiϵi ⇐⇒

(H⊤
i R

−1−
(
H⊤

i R
−1Hi+P−1

)
Ki)︸ ︷︷ ︸

(∗)

ϵi = Ti(x̃i+Kiϵi).

Now, note that (∗) can be written as

(∗) = (H⊤
i R

−1 −
(
H⊤

i R
−1Hi +P−1

)
Ki)

= (H⊤
i R

−1 −H⊤
i R

−1HiPiH
⊤
i Si −P−1PiH

⊤
i Si)

= (H⊤
i R

−1
(
S−1
i −HiPiH

⊤
i

)
Si −P−1PiH

⊤
i Si)

= (H⊤
i R

−1(R+Ωi)Si −P−1PiH
⊤
i Si)

= (H⊤
i Si +H⊤

i R
−1ΩiSi −P−1PiH

⊤
i Si)

= (H⊤
i R

−1Ωi +
(
I−P−1Pi

)
H⊤

i )Si.

Thus, we have

Ti(x̃i+Kiϵi) = (H⊤
i R

−1Ωi +
(
I−P−1Pi

)
H⊤

i )Siϵi.

Letting

si ≜ x̃i +Kiϵi = xIPLF
i+1 − xi (14a)

pi ≜ (H⊤
i R

−1Ωi +
(
I−P−1Pi

)
H⊤

i )Siϵi, (14b)

we have
Tisi = pi. (15)

which is similar to the secant equation, see e.g. [12, p. 24].
Hence, we can follow a similar reasoning and procedure to
find a solution. That is, we impose that Ti be symmetric and
that it is “close” to Ti−1, in some sense. Thus, we find Ti by
minimizing

min
T

∥T−Ti−1∥W

subject to T = T⊤, Tsi = pi.
(16)

Here, ∥A∥W = ∥W1/2AW1/2∥ and W is a nonsingular
symmetric matrix. Now, let si,pi be in Rn. Then, [14,
Theorem 7.3] states that for any c ∈ Rn such that c⊤si > 0
and Wc = W−1si, the solution to (16) is given by

Ti = Ti−1 +
(pi −Ti−1si)c

⊤ + c(pi −Ti−1si)
⊤

c⊤si

− (pi −Ti−1si)
⊤si

(c⊤si)2
cc⊤. (17)

In particular, we choose c = si which guarantees c⊤si =
s⊤i si > 0 as long as si ̸= 0. Note that the case si = 0 is
not of interest, as this means that xi+1 = xi and hence, fixed
point convergence has been reached. The resulting recursion
(17) is generally known as the Powell symmetric Broyden
(PSB) update [14, p. 70]. However, even though the structure
is the same as PSB, the definition of pi is not. Thus, with
these particular definitions, (17) does not correspond exactly
to PSB.

Note that we may also follow the typical derivation of the
Davidon–Fletcher–Powell (DFP) update [12] by imposing that
Ti be positive definite. However, this results in the condition
s⊤i pi > 0, which generally is not the case nor is it trivial to
guarantee.

Note that even though the derivation here focuses on the
IPLF, a similar relationship holds for the ICKF, IUKF, and other
iterated sigma–point filters as well. Regardless, this shows that
iterated filtering algorithms based on statistical linearization
can be viewed as QN methods with a particular choice of
Hessian correction Ti. Further, we can view the captured lin-
earization error Ω as a correction of the Hessian approximation
in order to account for lost second order information. This
follows as a direct consequence of our interpretation of the
algorithms as QN methods, which themselves seek to account
for lost second order information, through, e.g., (8). Next, we
interpret the Hessian correction (17) by considering the special
case of the IUKF and ICKF, which simplifies (14b).

A. IUKF/ ICKF interpretation

The IUKF [9] essentially performs the updates (13a), but
keeps Pi+1 = P fixed until the last iteration. In this case,
(14b) simplifies to

pi = H⊤
i R

−1ΩiSiϵi. (18)

Henceforth, we assume that si is constant and given, such that
we can interpret the correction (17) only in terms of changes in
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(18). Inspecting the components of (18), it is “weighted” with
R−1ΩiSi. Hence, with decreasing measurement uncertainty
R, the Hessian correction grows “larger”, as the measurement
model is more precise. Similarly, as the linearization error
Ωi grows, the Hessian correction also increases, which makes
sense as it indicates that the measurement function h is highly
nonlinear and the Hessian approximation (7) is most likely
poor and needs more correction. Also, note that if Ωi = 0,
i.e., if the model is completely linear at the current iterate, the
Hessian is only corrected according to the iterate difference
si. Lastly, as the innovation covariance S−1

i decreases, the
correction grows, essentially also indicating that the measure-
ment carries a lot of information that can be exploited. This
interpretation should approximately hold for the IPLF as well,
as usually P−1Pi ≈ I. However, a detailed analysis of the
exact behavior of the IPLF is non–trivial, as Hi,Ωi and Si all
depend on the previous iterate Pi.

IV. APPROXIMATE QUASI–NEWTON

As an alternative to the exact view in Section III, we can
also view the IPLF as an approximate QN method. Essentially,
it boils down to modifying (13a) such that it approximately
takes the form (11a).

Start with (13d) and write

Si =
(
HiPiH

⊤
i +R+Ωi

)−1
= (R+Ωi)

−1
(
I−

Hi(H
⊤
i (R+Ωi)

−1Hi +P−1
i )−1H⊤

i (R+Ωi)
−1

)
.

Now, note that

(H⊤
i (R+Ωi)

−1Hi +P−1
i )−1

= (H⊤
i R

−1Hi+P−1
i −H⊤

i R
−1(R−1+Ω−1

i )−1R−1Hi)
−1

= (H⊤
i R

−1Hi +P−1
i + T̃i)

−1 ≜ S̃q
i ,

with

T̃i ≜ −H⊤
i R

−1(R−1 +Ω−1
i )−1R−1Hi

= −H⊤
i

(
R−1 − (R+Ωi)

−1
)
Hi.

Plugging this into (13c) yields

PiH
⊤
i

(
I− (R+Ωi)

−1HiS̃
q
iH

⊤
i

)
(R+Ωi)

−1

= Pi

(
(S̃q

i )
−1 −H⊤

i (R+Ωi)
−1Hi

)
S̃q
iH

⊤
i (R+Ωi)

−1

= S̃q
iH

⊤
i (R+Ωi)

−1

= S̃q
iH

⊤
i R

−1︸ ︷︷ ︸
≜K̃q

i

−S̃q
iH

⊤
i R

−1(R−1 +Ω−1
i )−1R−1.

Hence, with ϵi = yk −hi −Hix̃i, the iterate update becomes

xi+1 = x̂+ K̃q
i ϵi − S̃q

iH
⊤
i R

−1(R−1 +Ω−1
i )−1R−1ϵi

= x̂+ K̃q
i ϵi − S̃q

i

T̃i︷ ︸︸ ︷
(−H⊤

i R
−1(R−1 +Ω−1

i )−1R−1Hi) x̃i

− S̃q
iH

⊤
i R

−1(R−1 +Ω−1
i )−1R−1(yk − hi)

= x̂+K̃q
i ϵi−S̃q

i T̃ix̃i−S̃q
iH

⊤
i (R

−1 − (R+Ωi)
−1)(yk − hi)︸ ︷︷ ︸

≜∆i

.

Hence, the IPLF can be interpreted as performing modified
Quasi-Newton with a specific choice of Hessian correction Ti

and an additional correction term in the iterate update. The
additional term ∆i can be viewed as a correction of the iterate
based on a 0th order Taylor expansion of the measurement
model at the current iterate xi. The step is further weighted
by R−1− (R+Ωi)

−1, which can be interpreted as a measure
of how close to linear the model is. Particularly, with Ωi = 0,
the model is completely linear at the current iterate xi, and
∆i and T̃i thus collapse to 0. This is, of course, completely
natural, as the Hessian of a linear model is identically 0. This
means that there is no additional information to extract from
the curvature of the measurement model at, and around, the
current iterate xi. Further, the iterate update collapses to that
of the standard Kalman filter, a desirable property of nonlinear
filters applied to linear models.

On the other hand, if the model is highly nonlinear, such
that Ωi is much larger than R, the weighting becomes
R−1 − (R+Ωi)

−1 ≈ R−1 which yields

T̃i = −H⊤
i R

−1Hi, ∆i = S̃q
iH

⊤
i R

−1(yk − hi).

The terms in the iterate update related to T̃i and ∆i become

− S̃q
i (−H⊤

i R
−1Hi)x̃i − S̃q

iH
⊤
i R

−1(yk − hi)

= −S̃q
iH

⊤
i R

−1(yk − hi −Hix̃i) = −K̃q
i ϵi.

Hence, the iterate update collapses to xi+1 = x̂ which
means that when the model is highly nonlinear, the IPLF
(and the IUKF/ICKF) will essentially avoid updating the it-
erate. This is reasonable, as it means that an approximate
linear (affine) model is not an appropriate choice. This also
means that iterated filters based on statistical linearization are
automatically “cautious” in highly nonlinear regions of the
measurement model, a feature not present in the standard
IEKF for instance. In particular, away from the limiting cases,
these algorithms still adapt the step length depending on how
well the approximate linear (affine) model approximates the
true model. Further, this means that there is already a built–
in Hessian correction in the statistically linearized filters and
any QN versions thereof should take this into account when
designing their respective Hessian approximations.

V. CONCLUSION

In this letter, we have shown that iterated filtering algorithms
based on statistical linearization, such as the IUKF and the
IPLF, can be interpreted as QN methods with a particular choice
of Hessian correction. Through this connection, we hope to
enable a richer understanding of the properties of the IUKF,
IPLF, and other iterated sigma–point filters. In particular, it
allows us to view the use of statistical linearization in iterated
filters as an adaptation of the Hessian approximation to ac-
count for lost second order information, a direct consequence
of the interpretation as QN methods. This interpretation can
and should be exploited when designing damped versions of
iterated statistically linearized filters. The correspondence may
also prove useful in determining the convergence differences
between the IUKF and IPLF as they differ only slightly from
one another.
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“Damped Posterior Linearization Filter,” IEEE Signal Processing Let-
ters, vol. 25, no. 4, pp. 536–540, Apr. 2018.

[12] J. Nocedal and S. Wright, Numerical Optimization (Springer Series in
Operations Research and Financial Engineering), 2nd ed. Springer,
Jul. 2006.
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