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POPULÄRVETENSKAPLIG SAMMANFATTNING

Idag använder vi våra mobiltelefoner och datorer för fler och fler aktiviteter, på arbetet
och på fritiden. Tillämpningarna blir mer och mer kraftfulla, och som följd, komplexa. Vi
förväntar oss att kunna utföra vilka komplicerade beräkningar som helst, lagra all data man
vill och köra alla möjliga analyser. Allt detta ska kunna göras dygnet runt. Molntjänster
möjliggör detta utan att behöva tänka på vilken dator som behöver skaffas och administre-
ras. Detta innebär en obegränsad tillgång till alla resurser man kan tänka sig behöva. För
att detta ska fungera finns det i molninfrastrukturen många datorer samlade på ett fåtal
platser som ska tillhandahålla tjänster till användare från ett ganska stort geografiskt om-
råde. Denna modell har visat sig vara framgångsrik för vissa tillämpningar men har också
begränsningar.

Ett exempel på en sådan begränsning är att alla “smarta” prylar bidrar till enorma mängder
data som ska skickas genom nätverksinfrastrukturen. Denna infrastruktur har en begränsad
kapacitet och är svår att utöka. Samtidigt, i och med att fler och fler vardagliga (eller
samhällsviktiga) tjänster flyttar till molnet, blir vi mer beroende av att molntjänsterna
alltid är i drift. Som svar på detta har det uppkommit en ny infrastrukturmodell där molnet
kompletteras av ytterligare mindre datorkomponenter som placeras nära slutanvändaren,
i det som kallas för edge. Detta kan översättas på svenska som kantdatorsystem, för att
datorer ligger på utkanten av nätverket.

Det behövs resurshanteringsmetoder och tekniker som är anpassade till dessa nya enheter
och tillämpningarna som de möjliggör. Tre olika aspekter av resurshantering behöver fun-
gera på ett tillfredställande sätt för att kunna leverera det som kantdatorsystemet utlovar.
Det första är att man behöver förstå resursbehovet. Hur skiljer sig kantdatorsystemens ap-
plikationer från andra applikationer och vad kräver de för resurser? Sedan behöver man en
högpresterande resurstillförsel. Hur ser man till att nödvändiga resurser finns där och då de
behövs? Till sist så behöver man värna om de resurser vi har och inte använda mer än vad
som krävs. Hur ska resurshanteringsmetoder och tekniker för kantdatorsystem ta hänsyn
till detta?

I denna avhandling studeras resurser för kantdatorsystem utifrån dessa tre aspekter, med
fokus på att uppnå ett resursmedvetet kantdatorsystem. Metoder och verktyg tillhandahålls
för att samla in data från existerande applikationer och skapa realistiska applikationsmo-
deller. Detta är viktigt då modellerna som beskrivs i litteraturen kan skilja sig kraftigt från
verkligheten. I avhandlingen föreslås två olika ramverk för att orkestrera kantdatorsyste-
men. För att åstadkomma detta bryter man ner resurshanteringen till mindre delar som tar
hand om mer specifika uppgifter. Avhandlingen studerar två av dessa komponenter närma-
re: den som ser till att kantdatorsystems resurser är tillgängliga på rätt plats i rätt tid och
den som väljer i vilka datorer en förfrågan ska hanteras. För den förstnämnda så föreslås
två innovativa koncept, nämligen mobila enheter som kan förflyttas för att följa behovet
och reservenheter som inte alltid är aktiverade men som kan användas om de är lediga
och ett behov uppstår. I båda fallen är målet att undvika att överdimensionera resurserna,
vilket skulle betyda utrustning som inte används det mesta av tiden. Förfråganhantering-
en optimerar komplexa tjänster baserad på olika sätt att mäta energi. Resursmedvetenhet
innebär också att reflektera över det rådande sättet att utöva resurshantering. Därför sam-
manställer avhandlingen hållbarhetsrelaterade utmaningar och hur de hanteras idag. Sedan
argumenteras det för att våga sluta huvudsakligen fokusera på effektivitet och istället börja
inrikta sig på tillräcklighet, en hållbar strategi där man fokuserar på att begränsa resursan-
vändningen till bara det som är nödvändigt. Avhandlingen sammanställer fyra verktyg för
att lättare övergå till ett sådant tänkesätt.
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ABSTRACT

More and more services are moving to the cloud, attracted by the promise of unlimited
resources that are accessible anytime, and are managed by someone else. However, host-
ing every type of service in large cloud datacenters is not possible or suitable, as some
emerging applications have stringent latency or privacy requirements, while also handling
huge amounts of data. Therefore, in recent years, a new paradigm has been proposed to
address the needs of these applications: the edge computing paradigm. Resources provided
at the edge (e.g., for computation and communication) are constrained, hence resource
management is of crucial importance.

The incoming load to the edge infrastructure varies both in time and space. Managing
the edge infrastructure so that the appropriate resources are available at the required time
and location is called orchestrating. This is especially challenging in case of sudden load
spikes and when the orchestration impact itself has to be limited. This thesis enables edge
computing orchestration with increased resource-awareness by contributing with methods,
techniques, and concepts for edge resource management. First, it proposes methods to bet-
ter understand the edge resource demand. Second, it provides solutions on the supply side
for orchestrating edge resources with different characteristics in order to serve edge applica-
tions with satisfactory quality of service. Finally, the thesis includes a critical perspective
on the paradigm, by considering sustainability challenges.

To understand the demand patterns, the thesis presents a methodology for categorizing the
large variety of use cases that are proposed in the literature as potential applications for edge
computing. The thesis also proposes methods for characterizing and modeling applications,
as well as for gathering traces from real applications and analyzing them. These different
approaches are applied to a prototype from a typical edge application domain: Mixed
Reality. The important insight here is that application descriptions or models that are not
based on a real application may not be giving an accurate picture of the load. This can
drive incorrect decisions about what should be done on the supply side and thus waste
resources.

Regarding resource supply, the thesis proposes two orchestration frameworks for managing
edge resources and successfully dealing with load spikes while avoiding over-provisioning.
The first one utilizes mobile edge devices while the second leverages the concept of spare
devices. Then, focusing on the request placement part of orchestration, the thesis formalizes
it in the case of applications structured as chains of functions (so-called microservices) as
an instance of the Traveling Purchaser Problem and solves it using Integer Linear Program-
ming. Two different energy metrics influencing request placement decisions are proposed
and evaluated.

Finally, the thesis explores further resource awareness. Sustainability challenges that should
be highlighted more within edge computing are collected. Among those related to resource
use, the strategy of sufficiency is promoted as a way forward. It involves aiming at only using
the needed resources (no more, no less) with a goal of reducing resource usage. Different
tools to adopt it are proposed and their use demonstrated through a case study.

This work has been supported by the Swedish National Graduate School of Computer Science
(CUGS).
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Chapter

1
Introduction

When new computing technologies or paradigms are introduced, the usual
rhetoric is about “more”: more computational power or bandwidth will be
available, more data can be analyzed, higher speed will be delivered, more
functionalities will be released, etc... For example, the cloud computing
paradigm is often thought of as providing infinite resources (i.e. the extreme
of “more”), so that the cloud user does not have to think about resource
limitations [11]. Indeed, the prevalence of computing in our daily lives has
been steadily increasing since the invention of computers, and more and more
domains are being “smartified” with the advent of Internet of Things (IoT),
leading to a tremendous amount of data that must be analyzed [154].

In recent years, the edge computing paradigm [148, 155], which involves
bringing computational power closer to the user, has been introduced. Edge
computing is regarded as an enabler for, for example, (ultra-)low network de-
lay [61], high responsiveness [148, 155], handling of huge data volumes without
burdening the core network [61, 148], energy savings [61, 155], and increasing
privacy [148, 155, 61].

However, this paradigm also means a steep increase in the number of, for
example, infrastructure devices (the ones on which the edge computations
are performed plus the ones needed to interconnect these devices). Moreover,
this increase becomes ever more dramatic as the number of locations equipped
with computational devices increases, spreading over ever larger geographical
areas. This creates a complex infrastructure that needs to be managed, or, to
use another word, orchestrated.

The edge computing paradigm, despite proposing solutions to some of the
shortcomings of cloud computing, is still based in the “always more” mind-
set. Although the idea is not new [113], researchers from various disciplines
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1. Introduction

are increasingly expressing concerns about the need to move away from this
mindset in order to move towards a sustainable future with decent living con-
ditions for all [76, 128, 151]. One key element of doing this is to reconsider
resource usage. In edge computing, two types of resources are considered: the
ones that are provided (e.g., computation, communication or storage) and the
ones that are consumed (e.g., energy or raw materials for building the edge
devices). These are interconnected, but depending on the problem the focus
may be more on one or the other. Orchestration techniques need to account
for both with a wider perspective than is currently done, thereby benefiting
from becoming more resource-aware.

1.1 Preliminaries

Edge computing is quite a recent paradigm, which was emerging at the start
of this thesis project, in 2017. Since then, it has been evolving, although the
fundamental concept is still the same. This section describes the origins of
the paradigm as well as its main idea. Then, it briefly presents the current
state of research in the area of edge computing resource management.

1.1.1 Origins
IT systems exhibit a trend of alternating between centralization and decen-
tralization [51]. Cloud computing, the dominant paradigm in the last decade
and a half, is an example of a heavily centralized paradigm. In cloud com-
puting, a few large, remote datacenters containing a large number of servers
offer computation or storage services to users spread all around the world. In
addition to these datacenters, a networking infrastructure connects the cloud
users to the cloud services. In combination, these elements make up the cloud
infrastructure.

This paradigm has been widely adopted, as it offers flexible access to a far
greater level of computing power than what is available at the end devices.
As a result, more and more applications and users have been moving to the
cloud, thus increasing network traffic to a point where it is unclear whether
the traditional cloud infrastructure can handle it [150]. Furthermore, some
emerging applications have requirements that the cloud is not able to satisfy,
for example, with regards to ultra-low (sub millisecond) latency. Indeed, even
if it has decreased in recent years, the round-trip communication latency to
the cloud is still on the order of tens of milliseconds [33]. Therefore, there
has been a push to develop solutions to reduce network load and enable lower
response times [155].

At the same time, the IoT is becoming more and more pervasive and the
number of connected devices continues to steadily increase year after year.
According to the Ericsson mobility reports [47, 49], the number of connected
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IoT devices has increased from 7 to 15.7 billion between 2017 and 2023. Simi-
larly, the number of connected smartphones increased from 4.4 to 6.97 during
the same period. The trend is that the increase will continue in the com-
ing decade. Thus, a large variety of devices (temperature sensors, cameras,
fridges, watches, lights, etc.) is now producing data all the time. Handling
this tremendous amount of data is not an easy task, and using cloud com-
puting is not the obvious solution. This is primarily due to the network load
that it would create, but also because of growing privacy concerns and energy
constraints [155].

The edge computing paradigm has thus been developed in order to en-
able the connection of these new devices and the services and applications
that come with them, as a complement to cloud computing. By creating an
intermediate layer that is able to provide computation and storage in closer
proximity to the end users, part of the data coming from the end user devices
can be handled locally. This enables lower core network load, lower latency
and increased privacy [148, 61].

1.1.2 Concept
Edge resources are spatially distributed over all of the locations where a user
might be found and edge services should be provided. The edge resources are
network nodes forming an intermediate layer between the end user devices
and the traditional cloud, as shown on Figure 1.1. The edge resources can
be used to provide the actual service but also for providing edge connectivity
itself. In this thesis we mainly focus on managing the resources for providing
edge services.

This main concept has been articulated, with slight variations, by a num-
ber of actors from both industry and academia1. This has resulted in several
terms that are used in published works, for example: mobile cloud comput-
ing [55], fog computing [21], edge computing [148], mobile edge computing
(now multi-access edge computing) [140], path computing [117], mobile edge
cloud [95], follow-me cloud [168], multi-tier cloud federations [196], distributed
clouds [46], mist computing [135], and osmotic computing [187]. What all of
these have in common is that they incorporate an extra layer of devices some-
where between the end devices and the cloud devices, with the goal of bringing
computation resources closer to the end user. It is outside the scope of this
thesis to discuss the reasons for the different terminologies. In this thesis, we
use the term edge computing to denote this concept.

1For example, telecommunication companies have investigated how this could be com-
bined with their access networks, which are also located between the user devices and the
core network.
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Cloud

Edge

End user 
devices

Figure 1.1: The edge: an intermediate layer.

1.1.3 Current State
Compared to when this thesis project started, edge computing is now an es-
tablished field of research, even though the actual deployments are still in the
early phase. Indeed, the research interest in edge computing has increased
by around 69% between 2015-2020 [103]. Resource management is one (ma-
jor) research direction, together with, for example, architecture definition and
security.

In the meantime, the arguments that were originally put forward as jus-
tifying the need for edge computing have been re-assessed, especially in the
light of the development of cloud infrastructure. Since the number of data-
centers has increased, this has led to a lower communication time to reach
one of them [184]. However, despite this, Varghese et al. [184] confirm that
latency, bandwidth, proliferation2, sustainability, privacy and sovereignty are
still relevant arguments for conducting edge computing research.

More and more, edge computing is envisioned as a part of the so-called
computing continuum. It is a way to propose cloud and edge computing
together, in the same ecosystem providing computing as a utility, but with

2That is, the high number of devices involved which poses specific challenges especially
regarding security.
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different characteristics. Considering the ecosystem as a whole brings new
opportunities but also specific challenges [43].

Among other focus areas such as edge architecture definition and edge
deployment [95] or edge security [140], edge resource management is a broad
research area, according to our survey work [176]. It is attracting more and
more attention in edge computing research. In particular, resource optimiza-
tion has been highlighted as an open issue [4]. This is driven by the constrained
nature of the resources provided at the edge. One important part of resource
optimization for the edge provider part is to decide on different placements:
where to place the different edge devices, where to place the different ap-
plication software (when relevant) and where to place the execution of user
requests.

1.2 Motivation

In this thesis, we want to challenge the “always more” mindset in the context of
edge computing. Instead, we want to move towards a “good enough” approach
where the needs are questioned and analyzed, and the resources in the edge
infrastructure are carefully planned and used to avoid over-provisioning and
to minimize the need to produce more devices. In other words, we want to
consider sufficiency.

To achieve this, we first need to understand the resource demand that is
coming to the edge, that is, what do the end user requests look like with
regards to, for example, time arrival patterns, geographical patterns, com-
putation and communication intensity, etc. Having a detailed picture of it
is the first step to be able to question whether this demand is really needed
and what could be possible trade-offs. Then, we need to look on the opposite
side, the supply side, and study how the edge infrastructure is provisioned
and used. The aim is to avoid over-provisioning (i.e., extra resources are
provisioned) and more generally under-utilization (i.e., when resources are
used very little), which wastes resources that the edge consumes (e.g., energy,
among others). Finally, resource awareness can be thought of as having differ-
ent levels, taking inspiration from the learning levels from Bateson [15]. We
need to reflect upon the whole paradigm and especially upon its impact on
resource use, with a wide perspective, from the higher levels as well. Hence,
edge resource management can be represented as a coin. The two main sides
correspond to resource demand and resource supply. They are connected by
the common need of considering resource awareness. For each of these three
resource-related sides, this thesis focuses on addressing problems related to
resource consumption levels.
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1.3 Problem Formulation

The objective of this thesis is to provide concepts, methods and techniques for
designing and deploying an edge computing infrastructure which takes into
account the need to be careful about the level of resource consumption while
delivering a good enough service. This is what we call a resource-aware edge.

With this objective in mind, we contribute to enabling a resource-aware
edge by answering the following research questions:

• [RQ1] How can edge computing workloads be analyzed to understand
their specific characteristics and model the associated resource demand?

• [RQ2] How can the edge infrastructure be managed to avoid over-
provisioning while keeping a satisfactory quality of service?

• [RQ3] How can user requests be optimally placed at the edge in an
energy-aware manner?

• [RQ4] How can edge resource management be performed at higher levels
of resource awareness?

1.3.1 Scope
These research questions will be studied within the scope described below.

Regarding the resource demand side (RQ1), the focus is on studying avail-
able open-source applications. This is for practical reasons, as it is infeasible
to instrument the code of a proprietary application in order to gather the
relevant metrics.

For the resource supply side (RQ2 and RQ3), this thesis focuses on dis-
tributed techniques as such techniques are both more resilient (i.e., preventing
infrastructure unavailability due to a single point of failure) as well as pro-
viding opportunities for lower levels of resource consumption. Moreover, we
focus primarily on a single-layer edge (as depicted in Figure 1.1).

Finally, for the higher levels of resource-awareness considered (RQ4), this
thesis focuses on handling load spikes and energy for level II and sufficiency
for level III.

1.4 Contributions

The contributions of this thesis are as follows:

1. A workload characterization and modeling approach for edge
applications. Together with an analysis of the characteristics of edge
workloads, we have developed a characterization approach focusing on
how to gain insights into the relevant characteristics of a given edge
application. Then, the proposed modeling approach makes it possible
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to transform these insights into relevant models that can be used in
contexts where the use of real data is complicated or not possible. We
apply the proposed approach to different relevant edge use cases. In
particular, a Mixed Reality application prototype is used to create an
application and a statistical workload model.

2. Two orchestration frameworks leveraging mobile or spare edge
devices to handle dynamic load changes in an elastic way. We
propose innovative methods for handling dynamic load changes through
the definition of the concepts of mobile or spare edge devices. Each
method relies on a proposed model, a mobility model for the mobile edge
device, and a cost model for the spare edge device. We implement these
methods into two orchestration frameworks, named ORCH and VioLinn.
These manage the edge infrastructure when considering a combination
of a request placement problem, an edge device provisioning problem,
and, in the case of the second framework, a service placement problem.
Substantial evaluations on both simulation and testbed platforms have
been conducted.

3. A formalization of the request placement problem focusing on
energy consumption. We present the request placement problem
when dealing with microservices and formalize it as a traveling pur-
chaser problem. Moreover, when solving this problem optimally using
integer linear programming, we propose a comparison of two energy
consumption metrics (overall and marginal energy) leading to different
placement strategies.

4. An analysis of edge computing from a sufficiency perspective.
We present concepts and tools to perform edge resource management at
the highest level (in the sense of Bateson [15, 164]) of resource aware-
ness. First, we formalize a set of unsustainable patterns using a pattern
model to present the sustainability issues identified using a focus group.
Here, sustainability is considered in a broad sense to capture a variety
of relevant issues. We then present the sufficiency strategy, why it is
needed and the challenges associated with shifting towards it. Finally,
we propose tools to transition to sufficiency and apply them to an edge
use case.

1.5 Research Method

Computer science is interesting with regards to research methods as it
has been influenced by empirical, mathematical and engineering research
paradigms [194]. As Wegner wrote: “The computer scientist should be a ‘uni-
versalist’, having the enquiring mind of the empirical scientist, the modelling
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and abstraction ability of the mathematician, and the tool building and im-
plementation ability of the engineer” [194]. Different definitions of computer
science thus reflect these different traditions [41, 194], and many different
methods are applicable based on the actual problem considered [70]. In this
thesis, various methods are therefore used to answer the different research
questions.

The research project that led to this thesis started by performing a survey
of resource management in edge computing [176]. This descriptive research
highlighted areas in need of more work, some of which are the focus of this
thesis.

RQ1, RQ2, and RQ3, are answered using quantitative research, that is,
research that looks into measuring one or more interesting variables in some
numerical way in order to verify or falsify hypotheses [70, 89]. To answer
RQ1, we examine several existing applications in order to characterize and
model the workloads they create, which corresponds to performing descriptive
research [89, 70]. The answers to RQ2 and RQ3 are derived from experiments
(conducted in a testbed, through simulations or numerical analysis) validating
the methods and techniques proposed as building blocks for orchestrating an
edge system. This type of research is called experimental research [89, 70].

RQ4, which is of a different nature, is answered using a mix of quantita-
tive and qualitative research, that is, research that focuses on examining and
understanding the different dimensions of a complex phenomenon, in order
to formulate theories or hypotheses [89, 70]. Identifying edge-specific sus-
tainability challenges is performed using qualitative research only, through
an exploratory study [70], where a focus group of selected experts is used
to gain insights. The edge sufficiency toolkit that we then present includes
both quantitative and qualitative tools. Finally, the solutions to the formal-
ized request placement problem are evaluated quantitatively with regards to
different energy consumption metrics.
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1.6 List of Publications

The following publications are appended to this introductory section:

Article I Klervie Toczé, Johan Lindqvist, and Simin Nadjm-Tehrani,
Characterization and Modeling of an Edge Computing
Mixed Reality Workload, Journal of Cloud Computing, vol.
9, no. 46, Springer, 2020. DOI: 10.1186/s13677-020-00190-x

Individual contributions: Klervie proposed the idea of the
paper, formulated the method, performed the analysis and ex-
periments, and wrote the majority of the paper. Johan de-
veloped the application used and contributed to revising the
paper. Simin was involved in method discussions and in revis-
ing the paper.

Article II Klervie Toczé, Norbert Schmitt, Ulf Kargén, Atakan Aral,
and Ivona Brandic, Edge Workload Trace Gathering and
Analysis for Benchmarking, in Proceedings of the IEEE In-
ternational Conference on Fog and Edge Computing (ICFEC),
IEEE, 2022. DOI: 10.1109/ICFEC54809.2022.00012

Individual contributions: Klervie and Norbert performed
the use case characterization, elaborated on the method and
performed the data gathering and analysis. Klervie did this for
two different use cases, Norbert did one. Klervie lead the work
and wrote the majority of the paper. Norbert wrote about his
use case. Ulf developed the tool used for the analysis and wrote
about it. Atakan contributed to the writing of some sections
and to revising the paper. Ivona contributed to revising the
paper.

Article III Klervie Toczé and Simin Nadjm-Tehrani, ORCH: Dis-
tributed Orchestration Framework using Mobile Edge
Devices, in Proceedings of the IEEE International Confer-
ence on Fog and Edge Computing (ICFEC), IEEE, 2019. DOI:
10.1109/CFEC.2019.8733152

Individual contributions: Klervie proposed the main idea of
the paper, performed the implementation and evaluation and
most of the writing. Klervie and Simin discussed the framing of
the framework and some of the algorithms used. Simin helped
with revising the paper.
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Article IV Klervie Toczé, Ali J. Fahs, Guillaume Pierre, and Simin
Nadjm-Tehrani, VioLinn: Proximity-Aware Edge
Placement with Dynamic and Elastic Resource Pro-
visioning, in ACM Transactions on Internet of Things,
ACM, 2023. DOI: 10.1145/3573125

Individual contributions: Klervie, Ali and Guillaume
proposed the main idea of the paper. Klervie proposed
a first version of the framework and its content, which
was discussed with Ali and Guillaume. Ali performed the
testbed implementation and the scalability analysis, and
wrote about them. Klervie and Ali worked on the simula-
tor implementation. Ali performed the testbed experiments
and Klervie the simulator ones. Klervie wrote the majority
of the paper and Ali, Guillaume and Simin helped revising
it.

Article V Klervie Toczé, Maël Madon, Muriel Garcia, and Patricia
Lago, The Dark Side of Cloud and Edge Comput-
ing: An Exploratory Study, in Workshop on Com-
puting within Limits (LIMITS ’22), PubPub, 2022. DOI:
10.21428/bf6fb269.9422c084

Individual contributions: The whole group proposed
the initial paper idea and discussed the method. Klervie
suggested adding a study on edge computing. Klervie led
the study and the writing processes. All authors were in-
volved in performing the data gathering and analysis and
contributed to the writing and revising of the paper.

Scope: This article includes two scenarios: a cloud com-
puting scenario and an edge computing scenario. Only the
edge computing scenario is within the scope of this thesis.

Article VI Klervie Toczé and Simin Nadjm-Tehrani, The Neces-
sary Shift: Toward a Sufficient Edge Comput-
ing, in IEEE Pervasive Computing, IEEE, 2024. DOI:
10.1109/MPRV.2024.3386337

Individual contributions: Klervie proposed the main
idea of the paper. Klervie created the toolkit and per-
formed the case study. Klervie wrote the paper and Simin
helped with revising it.

10



1.7. Thesis Outline

Article VII Klervie Toczé and Simin Nadjm-Tehrani, Energy-
aware Distributed Microservice Request Place-
ment at the Edge. In manuscript. DOI:
10.48550/arXiv.2408.13748

Individual contributions: Klervie proposed the main
idea of the paper. Klervie formalized the optimization
problem and performed the evaluation. Klervie wrote the
paper and Simin helped revise it.

The following publications produced while conducting the thesis work com-
plement the included articles:

• Klervie Toczé and Simin Nadjm-Tehrani, Where Resources meet at
the Edge, in Proceedings of IEEE International Workshop on Secure
and Resource-Efficient Edge Computing, held in conjunction with CIT,
IEEE, 2017. DOI: 10.1109/CIT.2017.60

• Klervie Toczé and Simin Nadjm-Tehrani, A Taxonomy for Man-
agement and Optimization of Multiple Resources in Edge
Computing, Wireless Communications and Mobile Computing, Wiley-
Hindawi, 2018. DOI: 10.1155/2018/7476201

• Klervie Toczé, Norbert Schmitt, Ivona Brandic, Atakan Aral, and Simin
Nadjm-Tehrani, Towards Edge Benchmarking: A Methodology
for Characterizing Edge Workloads, in Proceedings of the IEEE
International Workshops on Foundations and Applications of Self* Sys-
tems (FAS*W), IEEE, 2019. DOI: 10.1109/FAS-W.2019.00030

• Klervie Toczé, Johan Lindqvist, and Simin Nadjm-Tehrani, Perfor-
mance Study of Mixed Reality for Edge Computing, in Proceed-
ings of the IEEE/ACM International Conference on Utility and Cloud
Computing (UCC), ACM, 2019. DOI: 10.1145/3344341.3368816 Win-
ner of the best paper award.

This thesis is building upon the following Licentiate thesis:

• Klervie Toczé, Latency-aware Resource Management at the
Edge, Licentiate thesis No. 1871, Linköping University, 2020.

1.7 Thesis Outline

This thesis is composed of an introduction with six chapters, followed by
seven appended articles. The remainder of the introductory part is organized
as follows:

Chapter 2 - Background provides the necessary background for the
rest of the thesis. In particular, the particularities of the edge computing
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paradigm are described and the use case that is used in parts of the thesis
(Mixed Reality) is introduced.

Chapter 3 - Related works presents a review of other works done in
the areas touched upon in the thesis and a description of how our work relates
to them.

Chapter 4 - Contributions presents the contributions of the thesis with
regard to different resource awareness levels.

Chapter 5 - Discussion discusses the thesis as a whole.
Chapter 6 - Conclusions and future work concludes the thesis and

describes future research directions.
Finally, Figure 1.2 illustrates how the different articles can be mapped to

the different edge resource management sides introduced in Section 1.2, to the
research questions presented in Section 1.3 and to the contributions described
in Section 1.4.
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Figure 1.2: Thesis map.

13





Chapter

2
Background

This chapter provides the background required to understand the context of
this thesis, as well as the concepts and techniques used. Section 2.1 presents
an overview of the edge computing paradigm. We first discuss the need for
this paradigm and present how it is organized. Then we examine the various
use cases for edge computing. Finally, we focus on the resource dimension of
edge computing, and especially on the concept of orchestration that is used
throughout the thesis. Section 2.2 then describes techniques and methods
that were used in the appended articles. There we also present the Bateson
levels of learning that inspired the framing used in Chapter 4.

2.1 Edge Computing

As described in Section 1.1, edge computing is a relatively new paradigm
which was developed to enable new use cases and alleviate some shortcomings
of cloud computing. In this section, we first present arguments for and against
the need for the edge computing paradigm. Then we detail which architectures
are considered. We also present background on resource management and edge
orchestration and describe use cases for the edge paradigm.

2.1.1 A Necessary Paradigm?
As mentioned in Section 1.1.3, the need for research on edge computing was
first motivated by four primary benefits that the development of this paradigm
would provide. These were: 1) highly responsive services, 2) increased scala-
bility, 3) privacy enforcement, and 4) mitigation of cloud failures [148, 155].
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Since the initial idea of edge computing is now more than a decade old and
the technology landscape has evolved a great deal in the meantime, the need
for edge computing as it was originally conceived has come into question [123,
184]. In particular, Varghese et al. [184] point to the fact that there are
now many more datacenters, and as such the computing infrastructure is far
more spread out. At the same time, advances in fiber optic technologies have
increased data transmission speeds. Noghabi et al. [123] look at a number of
existing deployments and find that the main motivation has in practice shifted
from a latency focus to a bandwidth and reliability focus.

Some studies [33, 115] have measured client-to-cloud latency. They found
that in many countries it’s possible to access the cloud with a round-trip time
of less than 20 ms and in most countries, less than 100 ms is possible. They
therefore argue that this level of latency is now good enough for all applica-
tions (even latency-critical ones). According to this view, edge computing is
thus not required to solve latency issues. These studies, however, have short-
comings, as described by Varghese et al. [184]. First, they only consider the
networking latency and not the computing latency that occurs when execut-
ing the application. Reliable service provision requires that both metrics be
considered when computing total application latency. Also, cloud reachabil-
ity studies typically assume a configuration where the end device has a wired
connection to the network (i.e., a home or office environment). However, in
edge scenarios, the end device is often a mobile device. In such cases, the
access network latency also has to be considered, and recent measurements in
early deployments of 5G show a network latency (i.e., half of the round trip
time) of, on average, 21.8ms [199]. Finally, studies by Corneo et al. put for-
ward the average latency measurement but Varghese et al. demonstrate that
the latency distribution is significant. For applications requiring a guarantee
on latency, looking only at average latency is not satisfactory, the tail latency
should also be taken into account. The cloud results on this metric are not at
the levels mentioned above and a worldwide latency under 10 ms cannot be
guaranteed [184].

2.1.2 Architectures
An edge computing system can be organized in different ways. In this section,
we explore the relationship between the edge computing paradigm and other
closely related paradigms, the types of devices that are involved, and how
they are organized into different architectures.

A Part of the Compute Continuum and of Telecommunication
Networks

The edge computing paradigm is not thought to be a standalone paradigm,
rather it integrates and completes existing paradigms (and the corresponding
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infrastructure and computing models). As such, it is a part of a continuum,
wherein workloads may be served either by the end user’s device, at the edge,
or in the cloud, depending on their characteristics and requirements.

In an effort to clearly define the differences between cloud, edge, and fog
computing, De Donno et al. [37] refer to the Cloud-to-Things continuum.
For them, taking into consideration the definition of the OpenFog consortium,
the concept of fog computing refers to such a continuum encompassing cloud
computing, edge computing, and IoT.

In a recent work, the research group of the Standard Performance Evalu-
ation Corporation (SPEC-RG) proposes a reference architecture for the com-
pute continuum [79], arguing that computing models such as edge computing,
fog computing and multi-access edge computing should be considered in a
unified way rather than separately, especially from a deployment perspective.
They divide the compute continuum into three parts: endpoint, edge, and
cloud.

The terminology is still not completely fixed, but there is a convergence
towards considering the three main layers, which are end devices, edge devices,
and cloud devices, as interconnected parts of the same continuum.

The edge computing paradigm is also part of 5G telecommunication
networks through the concept of multi-access edge computing (MEC)
as standardized by the European Telecommunications Standards Institute
(ETSI) [50]. It is also considered to be an enabler for future 6G networks [206].

Devices Involved

An important dimension of edge computing concerns the variety of devices
that are involved in the paradigm. This variety includes, among other factors,
differences in size (from e.g., temperature sensors to server racks), compu-
tational power (e.g., Raspberry Pis or high-end GPUs), mobility capacities
(whether the devices are mobile or not and their operating speed), types of
ownership (e.g., are they privately owned, part of a worldwide infrastructure,
etc.), and the environment in which they are located (e.g., are they isolated
or in a datacenter).

We identify three main types of devices involved, based on the part of
the continuum they belong to. Here we focus on devices that can be used
to perform computations, in particular at the edge and cloud layers, but
these layers also include additional devices that are used solely to support
networking infrastructure (e.g., routers or switches).

End devices are devices found in the end layer. They are often IoT
devices, used by the end user. These are typically resource constrained and
can be mobile or stationary. Commonly used examples of end devices are:
smartphones, videosurveillance cameras, sensors, smart glasses, etc. These
devices all produce data that needs to be processed [61]. They are connected
to edge devices using wireless or wired connections.
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Edge devices are computing devices belonging to the edge layer. Com-
puting edge devices can be used to perform a required service, but may
also serve edge resource management purposes, such as orchestration. These
edge devices have heterogeneous capacities but are typically less resource con-
strained than end devices and more resource constrained than cloud devices.
They can be mobile or stationary and can be solely or opportunistically used
for edge computing purposes. Commonly used examples of edge devices in-
clude: Raspberry Pis, unmanned aerial vehicles (UAVs), datacenter-grade
servers, etc. They are connected to other edge devices using wireless or wired
connections and some of them are connected to cloud devices using wired
connections.

Cloud devices are computing devices that appear in the cloud layer. As
with the edge layer, they can be used to directly perform a service or for
resource management tasks. These devices are resource abundant and are
often considered to offer seemingly infinite resources. They typically high-end
servers gathered in datacenters and are stationary.

Architecture Categories

When focusing on how to organize the edge part of the continuum, there are
several alternatives, which are referred to here as architecture categories.

The most prominent from the start is what we call the edge server archi-
tecture [176]. In this architecture, every edge node handles requests coming
from a given geographical area, taking care of both the computation for the
application service and the resource management. The edge nodes can be
connected to other edge nodes and to the cloud if necessary. Figure 2.1 illus-
trates this architecture category. In the literature, such edge nodes are named
for example cloudlets [147, 57], micro data centers [1, 156], nano data centers
[183] or local cloud [114]. It is still a commonly used architecture category,
and it is partially distributed [6].

Another architecture category decouples the application service computa-
tions from the resource management computations, which are performed on
different devices. This architecture category is illustrated in Figure 2.2 and
encompasses different variants. One of them (Figure 2.2a) considers that the
purely computational nodes (with green background in the figure) are located
at the end user’s premises and that the resource management nodes (with
blue background in the figure) serve several of these premises [6]. Another
variant (2.2b) is that both these nodes are in the network, with the resource
management node coordinating several compute nodes. Solutions using this
variant are named, for example, fog colonies with a control node [159], ve-
hicular clouds with a cluster head [9], and local clouds with a local resource
coordinator [122].
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Figure 2.1: Edge server architecture category.
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(b) Variant B: Edge resource manage-
ment and compute.

Figure 2.2: Coordinator architecture category.
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As the edge computing paradigm developed, its architecture grew more
complex, for example, by the addition of sub-layers within the edge layer [79]
or by further leveraging the concept of clusters of devices [103].

2.1.3 Use Cases
To illustrate concretely how edge computing can be used, the literature puts
different use cases forward. The applications creating these use cases span
different fields and have different models which are presented in this section.

Application Domains

Edge computing applications are envisioned or have been developed in a wide
range of fields. According to the literature, these fields include smart agri-
culture [130], augmented reality [110, 14, 4, 119], disaster recovery [149],
connected vehicles [110, 14, 21, 4], smart city [130, 119], healthcare [4, 119],
and several others (e.g. [32, 55, 100]). Table 2.1 shows application examples
sorted by the areas in which they are applied.

In this thesis, one use case we include is Mixed Reality (MR). MR is an
umbrella term for all technologies mixing virtual elements and real elements in
a scene (such as e.g., augmented reality). In a MR application, virtual objects
are integrated into the real world and the user is able to interact with them.
Such an application requires using considerable amounts of sensor data, as
well as a lot of complex calculations (e.g., determining the location of the end
device in 3D and enabling interaction with both real and virtual objects) to be
done in real-time (in order to avoid motion sickness or experience of a delay,
which makes the technology unusable). Those requirements limit the kind of
device that can run MR applications and impact the remaining charge for the
MR device’s battery. Thus, MR applications are good candidates for being
moved to the edge, where more powerful devices can take care of the heavy
computation. However, the applications should still be responsive enough to
maintain quality of service.

Indeed, even early on, MR use cases have been described as a “killer app”
for edge computing [31]. For a good quality of experience, the MR frames
should be displayed within 20 ms (of which around 13 ms are used by the
display technology, leaving around 7 ms for transmitting and creating the
MR frame) [33], which is not possible to achieve using cloud computing [184].
Another aspect of the use case concerns privacy, as what is analyzed may
contain private or sensitive images connected to the user. Therefore, there is
an incentive to keep this data close to the user, at the edge. The relevance
of MR use cases for edge computing has not decreased over the years, and
MR applications are regularly cited as an important driving force behind edge
computing, especially as the market share of such applications is expected to
be substantial in the coming years [115]. Moreover, achieving a low enough
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Area Applications Articles

Healthcare
Medical cyber-physical systems [68]

Connected health [205]

Video

Video analytics [203, 202]

Video surveillance [20, 190,
205]

Video on Demand [183]

Face recognition [7]

Agricultural scouting [22]

IoT

Crowd-sensing [10]

Sense-Process-Actuate applica-
tion

[159]

Smart bell [7]

Gaming Electroencephalography (EEG)
tractor beam game

[20]

Transportation
Connected vehicles/Internet of
Vehicles

[114, 9,
191]

Data Stream Processing for traf-
fic knowledge

[197]

Content
management

User profiling [66]

Generic

Computation/Communication
intensive

[139]

Delay-sensitive/Delay-tolerant [19]

Event-driven [105]

Table 2.1: Examples of edge computing applications.
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latency for this application is currently still a challenge [115]. Finally, MR use
cases are included in the MEC use case examples put forward by the ETSI
standardization organization [82] and MR services over 5G are one of the
examples given for emerging markets in the 2022 Ericsson mobility report [48].

Models

There are different application models that can be used in edge computing.
One common model is monolithic applications, where the application logic is
gathered in, for example, a container or a virtual machine. These applications
can then serve requests coming from the user. The MR-Leo prototype stud-
ied in this thesis is an example of a monolithic application. The monolithic
application model is also commonly used in cloud computing. However, it
has a number of drawbacks, for example, that the different components of the
application are tightly coupled with each other, making it harder to adopt
new technology for a subcomponent and less scalable. This model is also less
adapted to the pay-for-use business models that are gaining popularity.

To address these drawbacks, the serverless computing paradigm proposes
to decompose applications using the microservice model, wherein the service
is a succession of chained functions that are used as building blocks and can
be reused by different applications. Initially developed for use in cloud com-
puting, this model is also applicable to edge computing [198]. It is put forward
as a particularly good way of handling bursty workloads [12].

2.1.4 Resource Management
In order to better understand the work done in this thesis, this section presents
concepts associated with resource management in more detail.

Resource Types

When looking at edge computing resource management, the first step is to
analyze what resource types are of interest in this particular context. One
reason to use edge computing is to reduce the response time, which can be
done if computation and communication resources are provided and used ade-
quately. Storage as a resource is also a concern, since using local storage may
benefit security or timeliness. A less obvious resource type is data (e.g., avail-
ability of sensors) that provides local benefits to an application (e.g., use of
cameras or location sensors). Next, energy as a resource is clearly influenced
by the amount of computation, communication, storage, and data capturing
that occurs. Finally, some works consider resources in a generic way, using
abstract terms such as “Virtual Resource Value” [1, 2] or just as unit-less
elements in a model.

The most common combination of resource types studied is computational
and communication resources together. Computational resources can be ad-

22



2.1. Edge Computing

dressed at a physical level, for example, discussing CPU cycles [192], Millions
of Instructions per Second (MIPS) [156], or number of processors per cloudlet
[139]. It can also be addressed at a conceptual level by considering different
computing resources based on the average number of tasks completed per
unit of time [203], or by the use of virtual machines (VMs) [171] or containers
[202] as resource elements. For communication resources, bandwidth [96, 20],
communication power [170], or a delay term impacting the task completion
time [203, 156] are considered.

When taking a broader perspective, other resources such as the rare metals
used for building the edge devices or the human resources involved in design-
ing, implementing, and maintaining edge systems should also be taken into
consideration.

Placement

There are three types of placement problems at the edge:

• The task/request placement problem

• The service placement problem

• The edge device placement problem

The first type has to do with deciding where input from the end user will
be handled. Regarding terminology, this input can be seen as a task or a
request. In the appended articles, we use the term task when the service is
using the monolithic model and the term request when the service is using the
microservice model. Moreover, a task can be considered either as containing
both the input and the necessary logic, or only the input, with the necessary
logic being provided through service instances deployed in the edge system.

In the case where the service logic is deployed at the edge, for a given period
of time, only a subset of the edge devices provides the required environment
to run a service (i.e. the service instances). This avoids reserving resources
for a service which is not being used by users in this area at the moment.
The service placement problem consists of determining this subset after every
major load change such that the incoming load is served with as high QoS as
possible.

The last type is about deciding where the edge devices, that is, the physical
hardware, should be located. This placement problem can be seen as an offline
infrastructure planning problem in the case of stationary edge devices but can
also become an online dynamic allocation problem in the case of mobile edge
devices.

Orchestration

The different placement problems are not isolated problems. In order for an
edge system to function, solving these problems, as well as other parts such as
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load prediction, edge device provisioning, etc. should be done in a coordinated
manner. This is what is called edge orchestration, which is, as presented by
Costa et al. [34], the concept of “[managing] computational resources, dealing
with heterogeneity, device mobility and connection uncertainty, to provide
services to the customers while achieving Service Level Agreement (SLA) and
Quality of Service (QoS) requirements”.

2.2 Theoretical Background

This section briefly presents selected methods, concepts, and models that
were used in this thesis project. More detailed descriptions can be found in
the appended articles.

2.2.1 Statistical Tools for Modeling
Distribution fitting (or probability distribution fitting) consists of finding a
probability distribution whose shape fits the data to be fitted. This data
should represent several measurements of a given variable phenomenon. The
aim of the fitting is to be able to predict the probability or occurrence fre-
quency of the given value of the phenomenon.

The Kolmogorov-Smirnov (KS) test is a statistical nonparametric method
used to determine whether a series of data follows a certain probability dis-
tribution (one-sample KS test) or if two data samples come from the same
probability distribution (two-sample KS test). It quantifies the distance be-
tween the distributions.

The Pearson’s chi-squared test is a statistical p-value test to evaluate the
likeliness that a difference between sets of data happened by chance. It can
be used to perform different types of comparisons, including goodness of fit.
In this case, the test is used to determine whether an observed frequency
distribution differs from a theoretical distribution.

A quantile-quantile plot is a graphical way of comparing two probability
distributions. It plots the quantiles of the two distributions against each other,
meaning that a point (x,y) corresponds to a given quantile of the second
distribution (y) and the same quantile of the first distribution (x). If the two
distributions are similar, the points should be close to the identity line y=x.

2.2.2 Focus Groups
The focus group method is an empirical research approach that obtains qual-
itative insights and feedback from a group of practitioners [87].

A focus group has a carefully organized and interactive discussion on a
defined topic. The group consists of between 3 and 12 participants and of
a moderator who guides the discussion. The participants have expertise re-
lated to the chosen topic [87]. When the topic is emotionally charged, a
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smaller group size is preferred, as a higher level of participant involvement is
expected [116]. The moderator ensures that the discussion stays focused by
following predefined questions. A session typically lasts for 2 to 3 hours [87].

This method is a cost-efficient and fast way to get valuable informa-
tion [195]. It also enables a deep exploration of the reasons behind the
thoughts of the participants [87]. However, similar to other qualitative meth-
ods, it may be difficult to generalize the results and the output may be subject
to biases coming from group dynamics [87].

2.2.3 Patterns
The pattern concept and approach originate from a book written by Christo-
pher Alexander [8] about the constructed environment. In their work, they
introduced the basic pattern idea, presenting 253 patterns (all following the
same format) for building beautiful and convivial structures. Since then, the
pattern approach has been adopted in a large range of other fields. One of
these fields is software design, in which a pattern is described as follows: “at
the core of [...] patterns is a solution to a problem in a context” [58].

In the last decade, the user experience (UX) field also developed its own
concept of dark patterns, which has been attracting increasing attention.
Harry Brignull first coined the term [24] and describes it as “tricks used in
websites and apps that make you do things that you didn’t mean to, like
buying or signing up for something” [23]. They are “anti-patterns” according
to the book by Alexander [8], where patterns represent goals to strive for.
Examples of common dark patterns are: when it is very easy to subscribe
to a service but very hard to unsubscribe, or when the user feels guilty for
declining a proposition due to how the different options are presented. Since
the introduction of the term, dark patterns have been analyzed in more depth,
in both industry and research [39, 67, 111].

2.2.4 Traveling Salesperson/Purchaser Problem
The Traveling Salesperson Problem (TSP) is a well-known NP-hard problem.
It is about finding the shortest possible route for visiting a list of cities, where
each city is visited exactly once and the start and end cities are the same.

The Traveling Purchaser Problem (TPP) [108] is a generalization of the
TSP. In a TPP, there are different marketplaces (instead of cities) that sell a
given set of items at a given price. The problem for a purchaser that has a
given list of items to buy is to find the route between the marketplaces that
minimizes both the cost of travel and purchase.
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2.2.5 The Bateson Levels of Learning
Gregory Bateson proposes that learning can be seen as happening at five
different levels [15]. These correspond to a hierarchic classification of the
types of error that can be corrected by the learning processes. Each level is
connected to the previous one. These levels have then been used as a basis
for several other works, including the one by Sterling [164] on transformative
learning and sustainability, which we use here to further illustrate and describe
the theory of learning levels.

At Level 0, the simplest level, learning happens through specificity of
response, that is, a given stimulus leads to the same response, which may
be right or wrong. At this level, there is no correction by trial and error [15].
This level can be seen as acting consequently, which is a pre-requisite for the
next levels.

At Level I, learning corresponds to the change in the choice made upon
a given set of alternatives. If there is an error in the choice that is made,
it is corrected by selecting another alternative within the set. That is, it is
a change in specificity of response [15]. This is described by Sterling as a
first-order change and labelled as “Doing things better” but without looking
at the assumption or values behind the way of acting. It is therefore focusing
on effectiveness or efficiency and is conformative [164].

At Level II, learning is a corrective change in the set of alternatives in which
the choice can be made. That is, it is a change in the process of level I [15].
Sterling labels it as “Doing better things” and describes it as questioning the
assumptions, purposes, and values of our ways of acting. This second-order
change is therefore reformative and leads to changing assumptions [164].

At Level III, learning is a corrective change in the system of sets of alterna-
tives. That is, it is a change in the process of Level II [15]. Sterling describes
it as a paradigm change, examining our ways of thinking and perceiving the
world in order to change them. He labels it as “Seeing things differently” and
he considers it to be transformative [164].

Level IV is described as a change in the process of Level III but Bateson
does not give many details about this level, noting that it “probably does not
occur in any adult living organism on this earth” [15]. This can be seen as
the evolutionary process which is creating individuals capable of performing
learning at levels I to III.
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Chapter

3
Related Works

The work presented in this thesis covers a large span of areas, looking into
both resource demand and supply as well as focusing on how to lower the
resource impact of edge computing to improve its sustainability. Therefore,
the related works also come from a wide variety of venues and communities.
This diversity is great for fostering creativity in finding solutions to problems
and opening new ways of thinking. This was the starting point for this thesis
work, which has led to interesting and sometimes surprising results.

This chapter first examines works dealing with understanding resource
demand, including works considering MR as a use case. Then we present
works dealing with the management of the resource supply and, in particular,
with edge placement, edge device provisioning, and edge orchestration. After
that, we describe works considering the resource impact of edge computing,
focusing on energy as a resource. This also connects to sustainability efforts
in the field of edge computing and includes how sufficiency is considered in
related domains.

3.1 Understanding the Resource Demand

When developing a resource-aware edge, it is important to have a deep under-
standing of the type of applications that will use the edge infrastructure and
the workloads that they will create. This thesis contributes to this objective
by proposing a method for workload characterization and modeling and ap-
plying it to a MR use case. In this section, related works dealing with these
subjects are presented.

27



3. Related Works

3.1.1 Workload Characterization
Workloads can be put into different categories based on their characteristics
and the perspective adopted. According to Le Duc et al. [42] such categories
include sequential or non-sequential/random, computation-intensive, data-
intensive, or memory-sensitive. Moreover, they also pinpoint the fact that
the resource demand will differ depending on the workload, both in terms of
the types of resources that are required but also how much of these resources
are needed. This confirms the need to develop methods for obtaining a more
precise picture of the edge resource demand.

Some earlier attempts to characterize applications have been made within
the cloud computing paradigm. Shen et al. [153] performed a statistical char-
acterization of business-critical workloads. They used three different statisti-
cal instruments, namely basic statistics, correlations and time-pattern anal-
ysis. Talluri et al. [169] propose a characterization of real workload traces
from Big Data applications. They performed statistical analysis of the data
and studied different elements such as long-term trends, the impact of file
types, and clustering. The method used in this thesis reuses some statisti-
cal tools from the work above, as they give relevant insights about workload
characteristics.

Works on benchmarking can be useful for getting access to applications,
and potentially their characterization, as benchmark users need information
about the workload tested. In the field of edge computing, benchmarking is
still at an early stage and there is a reported lack of workload data coming
from real edge applications [85, 185]. In their survey of edge performance
benchmarking, Varghese et al. [185] highlight two of the surveyed benchmarks
for the workloads they use: DeFog[112] and EdgeBench [36].

In DeFog, McChesney et al. [112], describe application characteristics in
broad terms such as “bandwidth/computational intensive” or “latency criti-
cal”. This is, however, not detailed enough to be able to model these workloads
or get deep insights about them. In EdgeBench, Das et al. [36] do not give
characteristics for the applications used, only a text description.

Looking at recent edge benchmarking efforts, Pfandzelter and
Bermbach [132] include three services as their workloads. The services
have parameters that can be adjusted, but there is no attempt to further
characterize them. Similarly, Naman et al. [120] include machine learning
datasets and models that can be used as input to their benchmark and a
short text description but these are not further characterized. Therefore,
the workloads from these two benchmarks would need to be analyzed, for
example, using the characterization method proposed in this thesis, in order
to get in-depth information about their characteristics.

An interesting effort is the OpenRTiST by George et al. [62]. It is an open-
source application that they characterize as compute-intensive, bandwidth-
hungry, and latency-sensitive. They promote it as a way to generate work-
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loads for benchmarks. They provide data about the latency characteristics
of the application. Since it is open-source, it should be possible to further
characterize it using the methods proposed in this thesis.

Some benchmarks mostly focus on cloud applications but also include
workload(s) using edge, like the microservice benchmark DeathStarBench
from Gan et al. [59]. Out of 6 open-source applications, they propose one
drone swarm coordination service where some of the services are run on the
drones, at the edge. In their work, only results regarding tail latency are
presented for the six applications. Tail latency is the latency of the slow-
est instances of the service. This is not enough to properly characterize a
workload.

The study and development of simulators is another research area that re-
quires tools and methods for characterizing applications. Indeed, simulators
need to include some workload. For example, Sonmez et al. [161] present three
applications (including an MR application) to be run in their EdgeCloudSim
simulator. These are mostly described in broad terms such as “high/small” for
the CPU resources required and the amount of data transferred. Apart from
the upload/download data sizes for the MR application, which are derived
based on a chosen image/text metadata size, the origins of the other numerical
data are not explicitly reported. In the recent iFogSim2 simulator [103], three
different edge microservice applications are provided as case studies: an audio
translation service, one for cardiovascular health monitoring, and one enabling
crowd-sensed data collection. The simulator implementation includes numer-
ical data about, for example, the computational and communication intensity
of the different applications modules, taken from the literature. In the Perf-
Sim simulator [65], focusing on microservices, the workload is synthetic and
generated using the sfc-stress tool.

Finally, Kolosov et al. [85] discuss thoroughly the current lack of compre-
hensive data sets for edge computing. They provide a list of attributes that
will be needed in the long term in those data sets and propose the concept of
workload composition for creating comprehensive data sets based on the par-
tial ones that are currently available. This further emphasizes how important
it is to leverage the few existing available applications and characterize them
in order to understand the edge resource demand.

In this thesis, we provide methods for categorizing and characterizing ap-
plications based on open-source applications and collected data traces. These
can be seen as the first steps towards the creation of a benchmark. Moreover,
to participate in the effort of creating datasets, we provide the traces obtained
for three applications under an open-source license.

3.1.2 Workload Modeling
A great deal of the research in edge resource management uses simulation or
analytical tools [176, 129], which require a model or a trace of the application

29



3. Related Works

under consideration instead of an implementation of the application. There-
fore, after having gathered application data, analyzed it and characterized a
given application, the next step is to model it.

Mukherjee et al. [118] summarize different mathematical models used for
capturing, for example, latency in edge computing in earlier works [77, 88].
Such models are useful, but they also have limitations. Since they are generic,
they do not capture the specificity of different application types, for example,
they include assumptions such as the idea that task arrivals always follow
a Poisson process. This is a questionable assumption in certain cases - for
example, in the case of MR. Moreover, they do not provide numerical values
based on empirical measurements.

Other works build their analytical models on data coming from applica-
tion profiling, such as Zhang et al. [204], who study the resource demand of
the collocated encoding for MR using three metrics (CPU utilization, GPU
utilization, and network transmission). However, their study presents only
numerical data averaged over 90 seconds, which can hide variations in the
resource demand that are relevant to model.

There has also been some effort to model real edge or cloud workload
coming from Google, Facebook, Netflix, and Wikimedia [42].

Regarding simulators, the workload generator provided with the imple-
mentation of EdgeCloudSim [161] generates tasks according to a Poisson ar-
rival process by default, and although other generation models are possible.
they have to be implemented. Each task has a data size and a length that are
generated according to an exponential distribution by default. In the case of
the iFogSim2 simulator [103], the applications are described using a directed
acyclic graph connecting the different application modules and defining how
often requests are sent between the different modules. The different modules
have resource requirements in terms of computation (CPU length in MI and
RAM) and communication. These are fixed for a given application. In Perf-
Sim [65], the different services in the service chain can be categorized as CPU
intensive, memory intensive or storage intensive. The actual intensity can be
changed and the amount of data transmitted between the services is also part
of the model.

Another approach is to train machine learning models on the collected
data, as was recently performed by Taheri et al. [167] for microservices. The
models can then be used to predict the resource usage of the edge devices.
Out of the three models tested, the one using Support Vector Machine with
a polynomial kernel achieved the most accurate prediction.

However, the models currently in use for edge applications are frequently
not based on real applications but are derived from how the authors think such
an application would behave. The reality can be quite different, as shown in
Articles I and II. To remedy to this and create realistic workload models, this
thesis proposes a methodical generation of workload models, similar to earlier
works in the field of cloud computing.
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3.1.3 Application Focus: Mixed Reality
The main use case chosen for several of the works included in this thesis is
MR. This choice was made because MR (or variants of it such as AR, VR, or
xAR) was described early-on as a killer application for edge computing [31],
and is still put forward as a typical edge use case, as described in Section
2.1.3.

As MR is such a representative use case for edge computing, there is a need
for open-source MR applications. The MR-Leo prototype was one of the early
ones. More recently, George et al. [62] released OpenRTist, an interactive MR
application that performs a real-time transformation of a live video feed and
is designed specifically for the edge. This is a computationally intense task,
which also creates a high network load both coming to and from the edge.

There is therefore an increasing body of work that considers edge comput-
ing as an enabler for MR applications. Reviews of such works can be found
in articles by Salman et al. [144] and Cao et al. [27].

Edge computing has been demonstrated as capable of offering an MR
service at a lower latency than the cloud in various settings. For example,
Chen et al. [31] studied prototypes for seven different wearable cognitive
assistance applications, all of which are assumed to be running on smart
glasses. They compared running the application at the edge and in the cloud,
and found that offloading to the cloud almost always added 100 to 200 ms
latency compared to offloading to the edge. Another example is WebAR,
in which a browser is used to provide an AR solution. Qiao et al. [136]
evaluated the performance of a WebAR implementation that showed lower
latency when run at the edge compared to when running in the cloud. In
their best-performing use case, the latency went down by around one third
(90 ms in the cloud versus 64 ms at the edge).

Different works focus on different parts of an MR service to improve the
MR experience supported by edge computing. For example, Ren et al. [138]
propose a framework called Edge AR X5 which uses 5G networks to de-
liver a WebAR service. This framework focuses on a multi-user experience
and includes algorithms for improving communication planning in the case of
multiple users, selecting the video key frames in a motion-aware fashion and
leveraging the computing resources of nearby mobile devices using a device-
to-device technique.

Xu et al. [201] specifically studied the offloading of MR application re-
quests to an edge computing infrastructure. They argue that this offloading
is subject to uncertainties in both the amount of resources the request will
demand and how beneficial the offloading will be for the service provider.
Guaranteed good responsiveness in such conditions is challenging. To address
this problem, they formulated a reward maximization problem and solved it
optimally for a small-scale, non-preemptive case. They proposed an approx-
imation algorithm for larger scales and an online algorithm using the Multi-
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Armed Bandits technique for maximizing the reward when requests can be
preempted.

Kong et al. [86] also focus on offloading, concentrating on accuracy. The
various tasks that compose MR applications all benefit from being offloaded
to the edge, where deep neural network algorithms process frames with high
accuracy. However, it is not possible to offload all tasks and stay within the
stringent interframe deadline. As the frequency of offloading a given task
will influence the overall accuracy differently, they devised AccuMO, a two-
level control feedback loop that leverages the predicted accuracy to make
the offloading decisions. Their open-source implementation demonstrates an
accuracy improvement of, on average, 7%-14% compared to a baseline using
a weighted round-robin method.

One of the key elements for well-performing MR using the edge is the
quality of the communication between the end device and the rendering server,
as described in Article I. Vergados et al. [186] propose an adaptation algorithm
leveraging fuzzy logic within the TCP transport to adapt the video stream bit
rate based on the network conditions. This allows the available bandwidth
to be better utilized while limiting packet loss rates. Similarly, Wang and
Xie [189] propose the Explorer system to mitigate the issues in object detection
caused by the variation in the quality of the wireless link to the edge server.
Another approach is taken by Chen et al. [30, 29]. They choose to reduce the
bandwidth requirements by using pixel similarity level to enable reuse of the
background of a given scene between frames.

Regarding more specifically the modeling of MR applications, Elawady
et al. [45] describe in detail the MR pipeline and propose a domain model
for MR applications. This domain model represents the MR application at
a conceptual level. As a part of Explorer, Wang and Xie [189] propose an-
alytical models of offloading and computation latency. These equations are
then used to evaluate the object detection staleness. Very recently, Mallik
et al. [107] proposed a performance analysis modeling framework including
analytical models for end-to-end latency, energy consumption, and age-of-
information (a new performance metric when control or environmental infor-
mation is required) analyses. These models complement the one proposed in
this thesis as they consider different abstraction levels.

3.2 Managing the Resource Supply

The role of the edge infrastructure, then, is to address the resource demand.
As the edge resource demand comes from various applications and is dis-
tributed both spatially and in time, handling it efficiently is not a straight-
forward task. This thesis contributes to this process by proposing two or-
chestration frameworks with innovative solutions for edge device provisioning
and algorithms for dealing with placement and provisioning problems. In this

32



3.2. Managing the Resource Supply

section, related works dealing with placement, edge device provisioning, and
orchestration are presented.

3.2.1 Placement
As introduced in Section 2.1.4, the thesis proposes solutions to the
task/request and edge device placement problems. In this section, we present
other approaches for tackling these two problems.

Task and Request Placement

Placing tasks or requests is an essential part of edge resource management
and there is a large body of work tackling this problem. Our survey [176]
reviewed early works in this area and was followed by several other review
articles [25, 104, 99, 157, 160, 13]. Some of them focus on specific methods,
such as the work by Singh et al. [157] reviewing meta-heuristic methods.

Many works presented in these surveys formulate the task or request place-
ment problem as an optimization problem, solved using, for example, ap-
proximation techniques [125, 28], dynamic or constraint programming [193,
7], fuzzy logic [106], game theory [97], meta-heuristics such as genetic algo-
rithms [158, 83], artificial bee colonies [83], or heuristics [156, 17, 75]. Some
works directly propose heuristics, without formalizing an optimization prob-
lem first [163, 197].

The majority of the works assume that the placement is done by a central
entity. However, centralized approaches may not be perfectly suited to the
inherently distributive nature of edge computing. Therefore, it is interesting
to consider fully distributed task placement, that is, where each edge device
is responsible for placing the tasks it receives. This is the case in, for exam-
ple, the work of Fahs and Pierre [52], where the placement balances the need
for executing on a latency-wise close edge device and for keeping a balanced
load in the edge infrastructure. Schneider et al. [152] developed a distributed
placement solution using deep reinforcement learning (DRL) which only re-
quires local knowledge of the state of the system. It therefore scales well and
outperforms a centralized similar DRL approach by serving, on average, 60%
more requests. A distributed heuristic algorithm is proposed by Xu et al. [200]
to improve how deep neural network (DNN) inference can be performed at
the edge. Because using such models is computationally heavy, one solution
is to split the model into smaller parts that are executed on different edge
devices.

Some works tackle the task or request placement problem as part of a
joint problem. For example, it is common to associate the request placement
problem with the service placement problem, especially when considering mi-
croservices. This is the case of the works by Garcia-Saavedra et al. [60] and
Hu et al. [75]. Some works consider more than two problems simultaneously.
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For example, Liu et al. [97] assume that five different decisions have to be
jointly taken when a task arrives at the edge: 1) select a base station, 2)
select an edge server, 3) allocate bandwidth for communication, 4) allocate
computing resource, and 5) decide on the clock frequency of the edge servers.

We now describe in more detail a selection of recent approaches to task
or request placement problems. We start with two works, considering the
placement of tasks that originate from an application using the monolithic
model.

Li [91] proposes and analyzes different heuristic algorithms for placing in-
dependent tasks into a device-edge-cloud continuum consisting of one device
in each layer. The focus is on achieving the lowest overall completion time
for a set of tasks (also called the makespan). The analysis of the different
heuristic variants showed that being able to add a prediction of the near fu-
ture increased performance and that better performance was achieved when
assigning communication-intensive tasks to the end device to avoid commu-
nication latency, while assigning computation-intensive tasks to the edge and
cloud devices to reduce processing times. An extension of the study to mul-
tiple edge and cloud servers confirms that being able to look into the near
future improves performance [92].

Lu et al. [98] study the placement of tasks within an edge datacenter com-
posed of different edge servers co-located with a base station. They model
the placement problem using game theory and the public goods model. The
idea is to promote the collaboration of the edge server to ensure a balanced
load in the datacenter. To perform the placement, they used an improvement
of the smooth weighted round-robin algorithm. The results showed that run-
ning this algorithm took fewer computing resources (CPU and RAM) and less
time to process a given number of requests than classical and state-of-the-art
heuristics.

We continue with two works studying the placement of requests to mi-
croservices.

Mao et al. [109] study the placement of such requests with the objective
of jointly minimizing the server operation cost (which is in the interest of
the edge provider) and the completion time (which is in the interest of the
user). They propose a solution using a meta-heuristic based on Ant Colony
Optimization (ACO), including two acceleration mechanisms. However, this
approach is still too slow when near real-time placement is required. For
such scenarios, they propose an online learning framework inspired by how
machine learning algorithms function with a slow training phase and a fast
testing phase and based on their ACO algorithm.

Russo Russo et al. [142] propose a microservice request placement strategy
which is composed of two levels. The first level is a simple heuristic algorithm
that places every incoming request according to a probability distribution for
the different placement options (on the current device, on a cloud device, on
a neighboring edge device or discarding the request). The second level is op-
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timizing the probabilities used in the first level at regular time intervals. The
optimization is performed using linear programming considering monetary
cost constraints and resource availability constraints.

We finish with INVAR, proposed by Wang et al. [188]. It is an algorithm
for task placement that avoids edge performance inversion, which is when the
edge performs worse than the cloud latency-wise due to queuing delays caused
by resource constraints. INVAR is based on queuing theory and optimization
techniques. It takes as input the workload distribution, user location, dat-
acenter topology and datacenter resource constraints, and optimizes for the
lowest cost based on completion time constraints. In real-world scenarios,
INVAR yields at least 11% shorter mean completion time compared to when
always placing tasks on the closest edge server.

Recently, some relevant approaches connected to task or request placement
have been presented. One approach, EdgeTuner [71] consists of dynamically
changing the scheduling algorithm based on the current workload. They argue
that different algorithms are preferable for different types of workloads. An-
other approach, EdgeTimer [72] proposes a solution to decide when to update
placement decisions at different levels. Indeed, as some placement methods
are costly in terms of execution time, it may be beneficial not to run them for
every incoming request.

In this thesis, we study task or request placement when it is fully dis-
tributed, that is, each edge device is responsible for placing the requests it
receives. Moreover, in Article VII we consider the more complex case where
the request is using the microservice model and has to go through a chain of
functions to be served. Depending on the study, we use either heuristics or
optimization tools to solve the problem.

Edge Device Placement

To be able to place a task or a request, it is also necessary to have an available
edge device at the required location. Therefore, edge devices also need to be
placed.

A few works consider the placement of stationary devices, for example,
the works by De Maio and Brandic [38] or Li et al. [94]. To the best of our
knowledge, no work has studied the specific problem of placing spare devices.

Regarding mobile edge devices, there are more and more efforts considering
them. In one early work, Plachy et al. [133] showed that mobile (in that
particular case flying) base stations are beneficial for increasing the data rate
a user can obtain.

There is an increasing body of work regarding the use of UAVs within
the edge computing paradigm. In this section, we focus on works considering
UAVs as a part of the edge infrastructure, and not on those where UAVs are
using the edge infrastructure.
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Indeed, it is possible to integrate UAVs as edge devices, as shown by a
few works which have studied the feasibility of controlling UAVs with an edge
computing system. For example, Damigos et al. [35] tested controlling UAVs
with the control system running at the edge using 5G. They showed that the
latency of such a system is a lot lower than the maximum acceptable level
for the considered missions, with a mean round trip time of around 30 ms.
Moreover, UAVs can also be used as remote radio heads, as in the work by
Pliatsios et al. [134], who study how to optimally place them.

The following works consider an edge computing scenario where UAVs act
as edge servers, also called UAV-assisted edge computing.

Zhou et al. [207] study where to perform service caching in such scenarios.
Indeed, the limited storage space on UAVs does not allow caching of all the
services on all UAVs. Moreover, caching implies communication overhead to,
for example, the cloud. They formulate this problem as an optimization prob-
lem. They solve it using an algorithm which optimally decides on offloading
a task to the cloud or a UAV, on the association of each end device with a
UAV and on the UAV trajectory for every time slot. Additionally, a decision
regarding which services to cache on each UAV is taken periodically after a
given number of slots.

He et al. [73] formulate a joint optimization problem including whether
to offload a given task to a UAV or not, how many resources to allocate to
each task within the server, and where to place the UAV. The objective is
to maximize the quality of experience of the users (defined as a combination
of task completion time and energy consumption of the user device) served
by the UAV under its energy consumption constraint due to limited battery
capacity. A per-slot version of this problem is solved with a two-stage method
using game theory and convex optimization.

Sun et al. [166] jointly optimize the decision to offload a task to the edge or
execute it on the end device, the amount of computational resources allocated
on an edge server to a given task, and the trajectory of the UAVs used as
edge servers. They consider two time scales: a smaller one where the offload-
ing and resource allocation decisions take place and a larger one where the
UAV trajectory is decided. This is similar to the how the ORCH framework
proposed in this thesis functions.

In this thesis, we propose in Article III the use of mobile edge devices as
a way to deal with load spikes that happen at different times and locations.

3.2.2 Edge Device Provisioning
To deal with a load spike, an edge system can first use, for example, au-
toscaling to scale up the number of service instances running on the available
resources. However, it may happen that the load spike is too high to be
handled by the currently available resources. In this case, edge device pro-
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visioning can be used, to temporarily add edge devices (and the associated
resources) to handle the load spike.

Provisioning the edge system with enough resources to be able to handle
any load spike, as is traditionally done in cellular networks [44], is not a rel-
evant alternative. Indeed, this would lead to a very low resource utilization,
which should be avoided, in particular from a sufficiency perspective. Simi-
larly, one possible solution could be to rent cloud devices when necessary (as
e.g., suggested by Li et al. [90]). However, this is not a viable solution for
latency-sensitive applications.

The extra resources should therefore be found elsewhere. One possibility
is to rent nearby resources from another edge infrastructure provider. Indeed,
Foukas and Radunovic [56] study how much the edge devices running vRAN
functions are utilized and conclude that these resources are underutilized most
of the time (more than 50% of the CPU cycles are not used), hence leaving
room for sharing the resources with other workloads (either from the vRAN
or application-level workloads). They present Concordia, a Linux userspace
deadline scheduling framework for the vRAN, which first predicts how many
CPU cores are going to be needed to handle the vRAN load within its deadline.
The prediction is done using machine learning techniques. Then, based on the
prediction, the scheduler component allocates cores to the vRAN tasks and
releases the rest for other types of workloads. With this system/framework,
up to 70% of the idle CPU cycles could instead be used for handling other
workloads. Edge infrastructure providers sharing their computational devices
happens in so-called edge federations [181].

To enable this renting, Narayana et al. [121] present a cost model for
renting edge resources. It includes a cost for renting a resource and for fetching
the service. Their stochastic study is limited to one edge device and one cloud
device and assumes that any load can be served.

In some cases, like in a gaming use case where the users’ Sega consoles are
used as edge devices [74], the platform can also rent resources from currently
inactive users in order to process requests originating from nearby active users.

Another alternative for finding spare resources is to use idle computing
resources from (high-end) IoT devices, which are becoming increasingly pow-
erful. For example, Kim et al. [84] propose a task scheduling scheme where
edge and IoT devices collaborate to serve the tasks coming to the edge, while
ensuring that local IoT tasks are not impacted.

In this thesis, we include edge device provisioning using spare resources as
a part of edge orchestration. We assume that spare resources are available,
which, according to the literature, is the case. In order to decide when to
include them and which one(s) to include, as well as when to remove them,
we propose a cost model and associated provisioning algorithms.
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3.2.3 Orchestration Frameworks
To provide an edge service, the components taking care of placement and pro-
visioning presented in the two previous subsections need to interact with each
other, as well as with a range of additional components. As mentioned ear-
lier, coordinating all these components with a goal of choosing and managing
multiple resources, services or systems is called orchestration [34, 146].

Our conception of orchestration in this thesis is in line with the ETSI
standard for Multi-access Edge Computing (MEC) [50]. In the presented
generic reference architecture, two different levels are presented: the MEC
system level and the MEC host level.

The MEC system level corresponds to our area orchestration. At this
level, the Multi-access Edge Orchestrator (MEO), which is equivalent to our
area orchestrator, is responsible for the following: 1) maintaining an overall
view of the MEC system (i.e., of the system topology, which MEC hosts
are deployed, the available resources and the available MEC services), 2)
selecting MEC hosts for application instantiation based on different appli-
cation requirements, and 3) deciding and triggering application instantia-
tion/termination/relocation. Additionally, the MEO also has the very prac-
tical responsibility of ensuring that application packages are authentic and
that their integrity is respected.

The MEC host level corresponds to our edge orchestration. At this level,
the MEC platform manager is responsible for managing the application life
cycle, informing the MEO about relevant application events, and providing
element management functions. It also deals with the application rules and
requirements, which is equivalent to task/request placement.

One small difference is that we place resource management (capacity es-
timator) on the host level, while MEC places it on the system level, meaning
that this component is distributed in our case.

In recent years, several edge orchestration frameworks have been proposed.
The surveys by Ullah et al. [182] and Costa et al. [34] review these works. In
the rest of this section, we present a selection of these frameworks.

HYDRA [80] is a proof-of-concept of a fully distributed location-aware
orchestrator. It scales up to 20 000 nodes, thus providing an alternative design
with edge computing in mind, to the centralized Kubernetes orchestrator.

COSMOS [127] is an orchestration framework focusing on offloading re-
quests about points of interest. The implementation is deployed in a square
and uses network function virtualization. All requests are handled by a central
entity that decides on where/if to handle them.

Russo Russo et al. [141] extend Serverledge, a framework for scheduling and
executing the functions that compose an application in architectures spanning
over the edge and the cloud in a decentralized way. The extension focuses on
function offloading (e.g., in case of overload) and migration. The latter enables
the transfer of a function after its execution has started.
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Struhár et al. [165] propose the Hierarchical Resource Orchestration frame-
work to mitigate the fact that traditional container-based virtualization is not
designed for real-time requirements such as timing predictability. It consists
of two phases. First, a static offline one that uses optimization methods such
as integer linear programming or satisfiability modulo theory to decide on an
initial deployment and dimensioning of the containers in the system. Then, a
dynamic online phase is in charge of adaptively re-dimensioning the real-time
containers based on, for example, workload changes. The feasibility of the
framework is demonstrated through a Linux implementation.

In this thesis, we propose two orchestration frameworks: the ORCH frame-
work (Article III) considers task and edge device placement, leveraging the
concept of mobile edge devices. The VioLinn framework (Article IV) consid-
ers task, service and edge device placement, leveraging the concept of spare
edge devices as a way to provision extra edge devices when needed. Both
of them perform task placement in a decentralized way, whereas service and
edge device placement are performed centrally within a given orchestration
area.

3.3 Considering Edge Resource Impact

To orchestrate a resource-aware edge, one needs to look at the impact of edge
computing on resource use. In this section, we first go through what has
already been achieved within the paradigm, which is mostly focused on the
impact on energy use. Then, we present works tackling sufficiency in other
areas, as we propose this as a way for the edge to be more resource-aware.

3.3.1 Focusing on Energy
Beyond a strong focus on performance, edge computing research often focuses
on energy. This is, however, approached from different angles. We describe
some of them in the rest of this section.

First, there is a need to be able to accurately estimate or measure the
energy consumption of edge systems. This is shown by Patel et al. [129], who
survey the different models that are used in the literature to represent Cloud-
Edge systems. They find that many works do not consider a specific energy
model, although many include energy as an optimization objective. Patel et al.
advocate for the need to have more comprehensive green models, with “green”
meaning an emphasis on the modeling of renewable energy systems and their
particularities. They introduce an initial high-level model for energy-aware
continuum systems and identify and discuss research gaps. One of the existing
models is the one by Ahvar et al. [6]. They propose an energy model that
encompasses the total energy consumption of different types of computing
facilities (including e.g., cooling systems), as well as the energy consumption
of the telecommunication network. Both parts of the model use a combination
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of a static and a dynamic model to estimate energy consumption. Other works
look at the energy consumption of specific systems. For example, Hadjur et
al. [69] study the energy consumption of precision beekeeping systems using
machine learning techniques.

Another angle is to consider the use of renewable energy sources. Li et
al. [93] propose an energy management framework to power the edge infras-
tructure using distributed renewable energy sources. They leverage a schedul-
ing strategy that differentiates applications based on their deadline sensitivity
to deal with the variability in renewable energy supply. They have imple-
mented their framework in a prototype system. Perin et al. [131] consider
that edge servers can be powered both by the power grid and renewable en-
ergy sources. They have devised a service placement technique wherein they
optimize for using as much energy from renewable energy sources as possi-
ble. Moreover, they also use consolidation to reduce the number of active
servers. Gnibga et al. [64] study different strategies for job execution within
edge datacenters and how they can influence the use of locally generated re-
newable energy and lower the need for brown energy. The different strategies
are load consolidation, performance degradation and offloading to a suitable
neighboring edge datacenter. Their results showed that consolidation is the
most effective way to save energy and increase the share of renewable energy
use.

When considering energy consumption, different works may vary in what
is included into this metric. For example, in their work optimizing energy con-
sumption, Fang et al. [54] consider energy consumption only from the angle
of saving battery time for battery-constrained end devices. This means that
the energy consumption of the edge devices is ignored, as it is connected to the
grid. Similarly, Li [91, 92] only considers energy consumption from the end
device perspective, neglecting edge devices (or cloud devices). He proposes
heuristics to do both task placement and power allocation (i.e., determine the
computation speed of the end device and the communication speed between
the end and the edge device to increase or decrease power consumption).

In some works, energy consumption is considered through its monetary
cost. This is the case in the works by Liu et al. [97] and Khoshkholghi et
al. [83]. Liu et al. [97] formulate an optimization problem minimizing task
completion time subject to energy cost constraints. They include a decision
variable for deciding on the clock frequency of the edge servers, as this will in-
fluence both the execution time of the task and the energy consumption of the
server in opposite directions (a higher clock frequency reduces execution time
and increases energy consumption and therefore energy costs). Khoshkholghi
et al. [83] study the placement of service function chains with the joint objec-
tive of minimizing deployment cost and end to end latency. The deployment
cost is a monetary cost that includes power consumption and software license
costs for the edge nodes, as well as bandwidth costs.
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Other works design energy-efficient techniques, reducing the amount of
energy consumed to achieve a certain output. Irtija et al. [78] design energy-
efficient task placement and mobile edge device placement algorithms in a
scenario where energy-constrained IoT devices use energy-constrained mobile
edge devices for performing machine learning tasks. In addition to the en-
ergy constraints, the IoT devices have completion time constraints and some
flexibility in task accuracy. The task placement part is formulated using sat-
isfaction games and solved using distributed learning, while the mobile edge
placement part is solved using reinforcement learning. Wang et al. [191] re-
view energy-efficient techniques used for internet of vehicles use cases. They
categorize them according to five perspectives: communication, computation,
traffic management, energy management for electric vehicles, and energy har-
vesting.

When putting forward arguments for motivating edge computing research,
Varghese et al. [184] include electricity consumption of the edge infrastructure
in their sustainability argument. They mention that a lot of energy is required
for transmitting data over networks and that edge computing, by favoring lo-
cal processing of the data, contributes to lowering this energy demand. This
electricity consumption is moreover associated with a carbon footprint. Re-
garding this related aspect, Ramprasad et al [137] estimate the footprint of
IoT applications running at the edge or in the cloud. They use system dynam-
ics modeling and conclude that the CO2 emissions are mostly coming from the
radio access network and the wide-area network (i.e., the base stations and
the network links to the cloud). They conclude that running applications at
the edge therefore has a large potential for reducing the applications’ carbon
footprint, which is in line with what Varghese et al. mention.

Energy is also a focus in the related fields of IoT and cloud computing.
Abbas et al. [3] present and analyze the different energy-saving solutions pro-
posed by the 3GPP standards for cellular IoT, that is, for networks where the
IoT devices are connected to a cellular network, either 2G, 3G, 4G or 5G. The
presented solutions all target energy-efficiency, that is, being able to achieve
connectivity with a lower amount of energy (although they do mention that
the number of devices is going to increase, so the total energy consumption will
likely not go down). The solutions are from the end devices’ perspective, with
the main objective being to extend the devices’ battery life. Hence, the tech-
niques are about setting the best values for inactivity timers, spending as much
time as possible in the new power saving mode and carefully choosing how
often to transmit, as more energy is spent when connecting to the network.
In the area of cloud computing, Ostapenco et al. [124] present a framework
to be able to model, evaluate and manage different types of environmental
leverages for the purpose of reducing the energy impact of cloud datacenters.
The different leverages are categorized as technological (e.g., dynamic voltage
and frequency scaling, workload migration) or logistical (e.g., equipment de-
ployment and decommissioning). Finally, energy management and renewable
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energy sources are part of the topics covered by Gill and Buyya [63] in their
survey of research about sustainability in the cloud computing paradigm.

In this thesis, we focus on energy consumption in Article VII, considering
the consumption of the edge infrastructure according to two different met-
rics. Moreover, we optimize energy consumption with completion time as a
constraint and not the opposite, contrary to many related works.

3.3.2 The Sufficiency Perspective
Sustainability research in the past decades has been concerned with investi-
gating three high-level strategies: consistency, efficiency and sufficiency [145].
Consistency aims at improving how things are done by, for example, bringing
industrial production cycles closer to natural cycles. Efficiency is about ob-
taining more of a service with fewer resources. Finally, sufficiency is focusing
on reducing the absolute level of resource consumption while still maintaining
or improving living conditions for all. Current efforts for achieving sustain-
ability often focus mainly on consistency and efficiency and do not consider
sufficiency [145]. This is true for edge computing. However, it has been con-
sidered in other domains. In this section, we present sufficiency efforts in
various fields and disciplines.

Sufficiency in itself is not a new notion, although more and more works are
considering it. As early as 1993, Wolfgang Sachs presented four “Ds” sum-
marizing sufficiency: 1) Decelerate (going slower and less far), 2) De-clutter
(accumulate fewer things), 3) Decentralize (choosing local and regional), and
4) Decommercialization (leaving less room for the market in your life) [143].
He also discussed the relationship between efficiency and sufficiency, which
he describes as “[A]n efficiency revolution remains blind to directions if it is
not accompanied by a sufficiency revolution” [143].

In a recent literature review, Jungell-Michelsson and Heikkurinen [81] an-
alyzed the concept of sufficiency with a focus on economics. They highlight
that sufficiency has a core assumption of “enoughness” (what we call good
enough in the thesis) and that it can be seen as both a means and an end
when transitioning towards sustainability.

The relationship between sufficiency and the ability to conduct business
is an interesting topic, as the two can appear as incompatible. Beyeler and
Jaeger-Erben [18] studied the business practices of 14 pioneer companies that
have rethought how to do business when including sufficiency. They highlight
that essential characteristics are care, patience and learning competences.
However, they note that the ambivalence between sufficiency and traditional
growth-oriented ideas persists.

The concept of digital sufficiency has been explored by Santarius et
al. [145], considering IT as a whole. In their work, they first define the
concept of digital sufficiency : “as any strategy aimed at directly or indi-
rectly decreasing the absolute level of resource and energy demand from the
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production or application of ICT” [145]. Then, they split it into four differ-
ent dimensions: hardware sufficiency, software sufficiency, user sufficiency,
and economic sufficiency. For each dimension, they describe challenges and
example policies. The same group has recently issued a report advocating
for a “Digital Reset” [40], that is, fundamentally redirecting digital technolo-
gies towards sustainability. In this report, sufficiency is one of the targets of
technology-led innovations, together with circularity.

In the related cloud computing paradigm, Madon and Lago [102] explored
digital sufficiency in the context of flexible work enabled by cloud computing.
They asked industry practitioners about what they perceived as necessary in
their use of cloud-enabled flexible work in order to characterize a “sufficient”
cloud usage for flexible work. Regarding cloud datacenters, Madon [101] de-
fines and characterizes sufficiency behaviors that datacenters users can adopt.
They involve, for example, degrading the task in space (i.e., requiring fewer
computing resources for the same execution time) or in time (i.e., using the
same amount of computing resources during less time). These behaviors can
contribute to better use of intermittent energy sources, for example in the
case of a datacenter powered by renewable energy sources.

In this thesis, we explore sufficiency within edge computing, starting from
where we stand as researchers on edge resource management. To the best of
our knowledge, there is no other work considering both sufficiency and edge
computing.
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Chapter

4
Contributions

This thesis deals with resource-awareness in the context of edge computing.
According to the Oxford Languages dictionary, awareness is the “knowledge
or perception of a situation or fact”. This knowledge or perception can happen
at different levels. In this chapter, inspired by the work of Bateson on learning
levels [15] and their labels by Sterling [164], we present the contributions of
this thesis according to three different levels of resource-awareness: doing
edge resource management better, doing better edge resource management,
and seeing edge resource management differently.

Figure 4.1 illustrates these three levels and their content, and their rela-
tionship to the appended articles (the circles numbered with Roman numbers).

4.1 Doing Edge Resource Management Better

This first level of resource-awareness is the “common” one: it is about im-
proving what we are already doing.

The thesis contributes at this level of resource-awareness on the resource
demand side. This part of the work is motivated by the need to have an accu-
rate picture of the incoming edge workload, and thus, the resource demand.
This is necessary to provide resource management methods and techniques
that are adapted to the actual resource demand, providing tailored solutions
based on the specific characteristics of the demand. Although this is a clear
need, there is a lack of data and tools to actually get this picture.

In the thesis, we contribute to getting this picture by providing methods
and tools to go from a description of use cases to application models and
traces. This process is broken down into three steps corresponding to the
next three subsections and illustrated in Figure 4.2. First, workload classes
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Figure 4.1: Connecting the contributions presented according to the resource-
awareness levels to the appended articles.

are defined in order to categorize the various edge use cases. Then, focusing
on a single use case and given that an implementation of it is accessible, this
use case is characterized, modeled, and used to generate traces.

4.1.1 Defining Workload Classes
An overview of the first step is shown in Figure 4.3. The workflow part is
generic while the inputs and outputs shown are specific to the study conducted
in this thesis.

Edge computing is promoted for a large variety of use cases. Therefore,
the workload class definition workflow starts by identifying the scope of the
classes that are to be defined, that is, the purposes for which the workloads
to be classified will be used. Next, the relevant characteristics for which it is
interesting to gather workload data for the considered scope are defined. After
this, use case descriptions are analyzed with regards to the characteristics
defined. Finally, workload classes are defined based on the analysis.

In this thesis, the class scope is the following: workloads that can be
used for evaluating edge algorithms or techniques, such as orchestration or
placement algorithms. By looking at the description in the literature of 24
edge use cases, we analyze and characterize each of them according to six
characteristics:

• Computation resource demand

• Communication resource demand
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Figure 4.2: The process for getting an accurate picture of the resource de-
mand.

• Storage resource demand

• Latency requirement

• Arrival type

• Interarrival time.

For each characteristic, two nominal classes are defined, for example, high/low
or short/long.

Based on this characterization, four high-level workload classes (H/H, H/L,
L/H, L/L) are defined based on the possible combinations of the nominal
classes for the computation and communication resource demand character-
istics. These are chosen as they are required in all use cases and put forward
in the literature.

4.1.2 Characterizing and Modeling Applications
In order to acquire knowledge about the resource demand of existing edge
applications, we present an empirically-driven characterization and modeling
workflow which can be applied to a chosen application. This corresponds to
the bottom left step of the process presented in Figure 4.2.
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Figure 4.3: Overview of the workload classes definition step.

This workflow is illustrated in Figure 4.4. It takes as inputs the applica-
tion code and load indicators, that is, what characteristics of the workload
are interesting to study for the specific application area. The workflow is
performed in three steps:

1. Application understanding: Defining the task or tasks that are to
be computed at the edge.

2. Application instrumentation and data collection: Getting data
for the desired load indicators.

3. Statistical analysis: Visualizing and analyzing the obtained data to
create a model.

The outputs of the workflow consist of two models: an application model and
a statistical workload model.

The workflow is applied to MR-Leo to obtain an application model and
a statistical workload model. MR-Leo is our reconfigurable open-source1,2

MR framework [174]. It is used as a vehicle to study resource utilization and
quality of service for a time-critical mobile application that would have to rely
on the edge to be widely deployed.

The models obtained from the workflow can serve as the basis for evalua-
tions of edge algorithms within simulation or analytical studies.

1https://gitlab.liu.se/ida-rtslab/public-code/2019_mrleo_client
2https://gitlab.liu.se/ida-rtslab/public-code/2019_mrleo_server
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Figure 4.4: Overview of the application characterization and modeling step.
Adapted from [173].

4.1.3 Gathering Workload Traces
When studying a given application to get an accurate picture of the workload
it creates, an alternative to creating models is to gather workload traces. This
is the bottom-right step of the process from Figure 4.2. Similarly to models,
workload traces are used in, for example, simulation studies for evaluating
different resource management approaches.

An overview of the workload trace gathering method is shown in Figure
4.5. It also consists of three steps:

1. Define what an application task is

2. Measure the task data

3. Create the workload trace.

The output is a workload trace file.
This method is preceded by research on available open-source applications.

In this thesis, we focus on finding a representative edge application for each
of the workload classes defined in Section 4.1.1. The workflow from Figure
4.5 should then be applied to each of the selected applications.

In this thesis, the method is applied to collect and analyze traces from
three openly available applications that are representative of different work-
load classes:

• H/H: MR-Leo (Mixed Reality)

• L/H: Aeneas (Forced alignment)
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Figure 4.5: Overview of the workload trace gathering step.

• L/L: Julius (Speech recognition).

There was no available open-source application for the fourth workload class
(H/L).

The collected traces3 and the instruction counting tool used, named In-
scount4, are provided via an open-source license.

4.1.4 Analysis
In this step, the models and workload traces obtained are analyzed and dis-
cussed. In particular, they are compared to the descriptions and models
found in the literature. Our analysis identified mismatches between what
was described in the literature and what was observed from real applications,
showing the usefulness of empirically-based models and traces.

The workload model obtained for the MR application is compared to one
used in a recent work [162] and we find that the workload based on MR-Leo
exhibits very different characteristics from those assumed in that published
work. In particular, the task arrival pattern is very different, with the MR-
Leo model having a fixed inter-arrival time between tasks while the theoretical
model used by Sonmez et al. [162] has varying inter-arrival times. Moreover,
the distribution used to generate the computational demand of tasks has very
different shapes for the two models, as shown in Figure 4.6. These and other
differences lead to our evaluation of the same placement algorithm being very
different based on the workload used. For example, the same simulation setup

3https://doi.org/10.5281/zenodo.3974220
4https://gitlab.liu.se/ulfka17/inscount
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Figure 4.6: Density function of the number of instructions per task.

leads to 73 times more tasks generated with the MR-Leo model, which has an
important impact on the time to run the simulations, and on key performance
metrics such as the percentage of failed tasks.

Similarly, discrepancies are detected between the literature descriptions
and the traces obtained for the three considered applications. For example,
the traces gathered from the applications selected for having a low compu-
tation resource demand (Aeneas and Julius) showed a higher computational
intensity (number of instructions per input byte) than the ones gathered from
the application selected for having a high computation resource demand (MR-
Leo). Moreover, the communication and computation resource demands var-
ied greatly depending on the input data for all three applications. Thus, it is
more pertinent to put a combination of an application and a given set of input
data in a given workload class, as opposed to only identifying the application.

4.1.5 Summary
The methods and associated tools described contribute to obtaining a better
(i.e., more accurate) picture of the edge workload. This in turn enables better
evaluation of resource management techniques, or in other words, doing edge
resource management better, at the first level of resource awareness.

4.2 Doing Better Edge Resource Management

This second level of resource-awareness goes a bit further than the previous
one. It addresses the question of “what we are already doing” in the follow-
ing way: are there better ways of doing it? How can we do edge resource
management differently to improve from a resource perspective?

The thesis contributes to this level of resource-awareness on the resource
supply side. We look into how edge resources are orchestrated and work
towards novel ways of doing it. The work questions two aspects: the type of
edge devices and the energy metric considered.
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Figure 4.7: Overview of the ORCH framework [178].

4.2.1 Orchestrating with Different Types of Edge Devices
For handling temporary load spikes that vary in geographical location and
time, this thesis looks into two different concepts for edge devices: mobile and
spare edge devices.

Mobile Edge Devices

We study how mobile edge devices can follow the load to help stationary edge
devices handle load spikes within the deadline requirements.

This concept is included in the ORCH framework. Illustrated in Figure
4.7, this framework considers two placement problems occurring in the edge
infrastructure.

First, the task placement problem, which deals with where to execute
an incoming task: on the edge device it is coming to (the nearest one), on
another edge device, or in the cloud. This is a fully distributed decision. It is
performed by the three blue components at the top of Figure 4.7. The task
characterizer identifies characteristics of the incoming tasks, and the capacity
estimator estimates the available capacity of the neighboring edge devices.
Both are used by the task placer, which decides on which edge device will
execute the task.

The second problem is mobile edge device placement. It is about where to
place the mobile edges devices in order to achieve the best quality of service.
The two green components at the bottom of Figure 4.7 take care of this. The
load change detector observes the area load and detects load changes, upon
which the mobile edge placer decides where the mobile edge devices should be
moved to.
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The five different components composing the framework are populated
using an initial set of deadline-aware heuristic algorithms. In particular, the
task placement algorithm is a closest-first heuristic, where task categories
having more stringent deadline requirements are placed in priority on the
receiving device, and if not on a neighboring one. Mobile edge resources are
also reserved for such tasks. Moreover, the mobile edge placement heuristic
associates the areas that are predicted to have the highest load with the mobile
edge devices, while minimizing the need to move them unless necessary.

The ORCH framework is implemented in the EdgeCloudSim simulator
[161]. The ORCH strategy (associating deadline-aware task placement and
mobile edge placement) is compared to one alternative for task placement
and three alternatives for edge mobility. The alternative for task placement
is a First Fit strategy. The alternatives for edge mobility include one without
mobility, one with a perfect follow-up of the load and one where the edge
devices move according to a pre-defined schedule.

The results demonstrate the usefulness of using mobile edge devices for
handling load spikes while retaining a good quality of service (measured as
tasks finishing before their deadline).

Spare Edge Devices

The second concept is the one of spare edge devices. It corresponds to an
edge device that is dynamically added to the edge infrastructure when de-
mand requires it, and released when not needed anymore. When not part of
the edge infrastructure, the device is used for other purposes. This avoids
overprovisioning.

This concept is included in the VioLinn framework. Illustrated in Figure
4.8, this framework considers all three placement problems (depicted as blue
strings) occurring in the edge infrastructure introduced in Section 2.1.4. It
thus considers one more than the ORCH framework, as described below.

The task placement problem is considered in a similar manner as in ORCH.
This string comprises a task characterizer, which analyzes the incoming task
and characterizes it according to what is important for the orchestration sys-
tem; and a task placer, which decides on which device should execute the
incoming task based on its characteristics.

The mobile edge device placement problem from ORCH is reworked to
consider other edge device provisioning strategies, namely spare edge devices.
It then becomes an edge device provisioning problem. The first component
of this string, the edge device broker, is in charge of defining the contracting
terms under which the spare devices can be included (e.g., what Service Level
Agreement is required). The second component, the edge device provisioner,
decides when it is necessary to add/remove a spare device and which one to
select.
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Figure 4.8: Overview of the VioLinn framework. Adapted from [172].

Additionally, a third problem is considered, which is about placing service
replicas on the edge devices, that is, the software elements that are necessary
for providing a given service. By not running a given service on all edge de-
vices, resources can be spared. The two components of the service placement
string, the service placer and the autoscaler, determine the devices on which
the service instances should be deployed (the placer part) as well as how many
of them are necessary for serving the incoming load (the autoscaler part).

Over the three strings is the monitoring bow, which keeps track of the
attributes needed by the string components. Here, each edge device keeps
track of the latency between itself and the other edge devices, while placement
QoS and cost are calculated at the system level.

The different components described above, except the ones from the edge
device provisioning string, are populated using proximity-aware heuristic al-
gorithms used in the Voilà stack [53]. They ensure that the latency-sensitive
tasks are handled close to the end user. For the edge device provisioner com-
ponent, a cost model and three spare device selection algorithms with different
cost/performance trade-offs are proposed. The alternatives are the following:

• QoSOnly: Focuses on QoS only and ignores costs.

• QoSMinCost: Selects the placement that provides the minimum cost at
which the QoS is satisfactory.

• QoSFitness: Selects the best placement, that is, the one with the highest
fitness if the QoS requirements are satisfied. Fitness is defined as a
trade-off function between QoS and costs.
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An extensive evaluation of the QoS-cost trade-offs in a physical
Kubernetes-based testbed completed with scalability studies in a Python sim-
ulator are performed.

The results demonstrate the benefit of using spare devices for handling
localized load spikes without needing to overprovision the edge infrastructure.

Summary

The ORCH and VioLinn frameworks share some common characteristics, such
as two-level orchestration with distributed task placement. They are both
populated with algorithms focusing on latency as a crucial performance cri-
teria. However, they also present some differences, the most important one
being the type of devices used to handle load spikes. Table 4.1 presents a
comparison of the two frameworks. A tick (✓) indicates that the element in
the left column is addressed/available for the corresponding framework.

ORCH VioLinn

Task/request placement
problem

✓ ✓

Service placement prob-
lem

✓

Edge device placement
problem

✓ ✓

Edge provisioning ✓

Mobile edge devices ✓

Handles load spikes with Mobile edge devices Spare edge devices

Simulator implementation ✓ ✓

Testbed implementation ✓

Edge infrastructure load
monitoring metric

predicted # tasks
within each

geographical sub-area

% slow tasks

Table 4.1: Comparison of the ORCH and VioLinn frameworks.

55



4. Contributions

4.2.2 Considering Different Energy Metrics
Focusing on the task placement problem, this thesis investigates how optimiz-
ing for different energy metrics influences the placement decision, highlighting
the need to carefully choose which energy metric is considered.

We investigate decentralized request placement (DRP) for services using
the microservice architecture. We formulate the DRP problem as an instance
of a traveling purchaser problem and propose solving it using integer lin-
ear programming. The optimization problem minimizes energy consumption
while respecting latency requirements. It therefore puts the emphasis on re-
source awareness (taken as the energy consumption) rather than performance
(taken as the latency).

We study two ways of considering the energy consumption: the total and
the marginal energy consumption. The total energy consumption is, as the
name hints, the total energy consumed by a request, including both comput-
ing energy on the edge devices and transmission energy between them. The
marginal energy consumption has a different focus and highlights the (energy)
cost of adding a new, previously unused, edge device to the placement solu-
tion, compared to using one that is already being used, that is, promoting
load consolidation.

A comparison of the solution obtained when using the two different en-
ergy metrics in the optimization objective shows that the placement decision
is indeed influenced by the choice of the energy metric. Optimizing for overall
energy leads to placement decisions that leverage an increased request comple-
tion time, due to the utilization of edge devices that have interesting energy
characteristics but are located further away. On the contrary, optimizing for
marginal energy favors placement decisions that perform load consolidation.

4.2.3 Summary
The concepts, frameworks, and metrics described in this section contribute to
using edge resources in novel ways. First, they avoid handling variations in
demand by simply increasing the supply (which is the traditional way). They
also highlight the need for thinking through what we want to improve when
considering energy. This is about using edge resources in different and better
ways from a resource perspective, or in other words, doing better edge resource
management , at the second level of resource awareness.

4.3 Seeing Edge Resource Management Differently

This third level of resource-awareness deeply questions edge resource manage-
ment. It is about questioning its essence: we are doing edge resource manage-
ment, but why? Is it really what we should be doing? Here we want to take
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a big step back and consider viewpoints that are broader than technological
problem-solving.

The thesis contributes to this level of resource awareness in two directions.
First, we broadly explore the notion of sustainability connected to the edge
computing paradigm. Then, we focus on the sufficiency concept, including
why and how it should be adopted within edge computing.

4.3.1 Identifying Unsustainable Patterns
We explore the edge computing paradigm through a sustainability lens in
order to highlight sustainability shortcomings and specific challenges. This is
achieved by asking experts-in-the-field through a focus group.

To capture the experts’ input, a pattern model is defined. The Pattern
Model is made of six components and is illustrated in Figure 4.9. Each pattern
embodies a sustainability shortcoming that is described by the pattern intent,
using a formulation wherein each intent starts with a verb that ends in “ing”.
In order to assess the extent to which this goal is achieved, the pattern intent
is accompanied by an intent measure. The participants are the actors that are
involved in or affected by the pattern. The pattern happens through the use
of a specific artifact and the feature is the attribute of this artifact that leads
to the sustainability shortcoming when used in a certain context. Figure 4.9
contains an example pattern in blue: E13, named Efficiency trap.

This model is used to build a catalog of unsustainable patterns for the edge
computing paradigm. This catalog is supplemented by the identification in the
literature of preliminary countermeasures and a discussion about takeaways
in order to make this paradigm more sustainable.

4.3.2 Advocating for Sufficiency
This thesis then further considers one of the identified countermeasures to the
unsustainable pattern E13: Efficiency trap, namely the concept of sufficiency.
The sufficiency mindset, that is, aiming at reducing absolute resource impact
and defining a good enough service level is indeed especially needed in the
edge computing paradigm. In particular, we advocate for going beyond the
current efficiency focus.

The following five challenges for shifting to this mindset are identified:

1. Getting a comprehensive picture of resource use

2. Taking responsibility

3. Reducing the absolute resource use

4. Defining appropriate levels of production and consumption

5. Daring to face the issue and start acting.
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Figure 4.9: The pattern model from [175] (with a pattern example in blue
text).

We propose a first version of an edge sufficiency toolkit, composed of four
tools, as a helper for shifting towards a sufficiency mindset. It is composed of
the following tools:

• A checklist containing five main statements acting as to-be-thought-of
items

• A metric set for comparing solutions from a sufficiency perspective

• The resource use acknowledgment, a statement to be included in works
to promote the reporting of resource use

• A travel guide, consisting of recommendations for coping while going
down the sufficiency path.

The use of the toolkit is illustrated in a case study.

4.3.3 Summary
The patterns and toolkit presented in this section enable a different view of
the edge computing paradigm in general, and of edge resource management
in particular. This alternative view questions the paradigm itself. In other
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words, it enables seeing edge resource management differently, at the third
level of resource awareness.
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Chapter

5
Discussion

Each of the appended articles discusses its own particular contribution, re-
sults, and limitations. In this chapter, the thesis is discussed as a whole.

5.1 Scope, Focus, and Limitations

As mentioned at the beginning of Chapter 4, to be aware of something means
to know about it. Therefore, to be able to achieve resource-aware orches-
tration, one needs to obtain knowledge about the resources involved in the
orchestration process. This means knowing about available resources, and how
to manage and provide them efficiently, but also knowing which resources are
needed and how and when they are needed. Therefore, the thesis uses a broad
scope to look at resources, and includes studies on both resource supply and
resource demand. Focusing on only a subset of these topics would give an
incomplete and/or inaccurate picture, which can lead to research efforts, for
example on the supply side, being irrelevant. This is illustrated in Article I,
where we compare the model used in a related work providing a solution on
the resource supply side to the one obtained from our prototype and show
how the differences influence the evaluation results of a placement algorithm.

Orchestration is a complex process that is usually divided into smaller
ones. This thesis focuses especially on a few of them and proposes innovative
solutions for mobile and spare edge device provisioning, as well as microservice
request placement. These were selected based on their importance in the
orchestration process and on the research state of the art when the study was
performed. It was also necessary to focus on specific components to study the
specific impacts of the proposed solution.
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Moreover, we have identified many unsustainable patterns for the edge
computing paradigm but chose to limit our further investigations to suffi-
ciency, one of the identified countermeasures. This choice was made as this
strategy had been completely ignored in previous works on edge computing
and had the potential for a large impact.

We have found a shortage of available open-source edge applications that
could be used for studying resource demand. Hence, we have applied our
method to a limited subset of applications, creating a risk that it may not be
possible to use it generally. However, this risk is mitigated by the fact that
we were able to apply our method to three different applications with success.

The results obtained by applying the characterization and categorization
methods using the provided tool have provided relevant insights regarding,
for example, communication and computation resource use. However, one
may argue that they do not give a comprehensive picture of resource use,
as for example, energy use is not included. There are two reasons for this.
First, energy use is correlated to what needs to be transmitted and computed,
hence to communication and computation use. Secondly, the actual energy
use is going to be dependent on the specific edge infrastructure used (e.g., if
the edge devices are energy-efficient ones, or how far away the edge device is
located from the end user), not on the demand coming from the application.
In our work, we strive to provide application resource demand data that is
independent of the edge infrastructure used. This is so that this data can be
used in evaluations considering a wide range of infrastructures. For example,
different placement solutions using different edge devices for execution can be
compared, using energy models for the edge devices considered, as performed
in Article VII.

5.2 Use Case Relevance

In this thesis, we use an MR application as a use case in Articles I, II, and
VII. In Articles I and II, an MR application prototype is categorized and
characterized using the proposed methods. In Article VII, the MR pipeline
is used to illustrate a microservice chain. Using MR as a use case is relevant
from several perspectives which are detailed here.

First, why use MR as a use case and not XR, which is a more general term?
This is because the challenges of MR and VR (which is what is added when
considering XR) are intrinsically different. In VR, there are no considerations
about how to deal with the real environment, as it is completely absent and
replaced by a virtual environment. We consider that it is very relevant for
the edge context to be able to provide technologies that enhance reality while
still maintaining access to it. This enables context-aware features, which are
of interest for edge applications.
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The MR use case is also very interesting from a sufficiency point of view,
as it is a good illustration of the challenges and complexity of applying this
thinking to resource demand. Firstly, it is relevant to specifically consider the
topics of MR and sufficiency, as MR applications (together with virtual reality
topics such as the Metaverse) are named as significant contributors to resource
and energy demands if their use becomes widespread [40]. There is, therefore,
a need to reflect on this use case from a resource-awareness perspective.

If we have to conduct a discussion about MR and sufficiency, one question
could be “Do we really need MR in a sufficient future?”. This question is likely
to trigger intensive debates, which makes it an interesting use case to study
from this perspective. One important part in this debate is what we use MR
for. Indeed, the use case covers a wide range of scenarios where the sufficiency
perspective is more or less present and where strong market interests are
involved. Examples of such purposes range from purely recreational use (e.g.,
Pokémon Go and similar games) to aiding surgeries1. Using MR enables
people to experience, for example, what a future building would look like
(e.g., for collecting citizen feedback) or a far-away ecosystem2 (e.g., to show
climate change effects).

The fourth challenge described in Article VI (Defining appropriate levels
of production and consumption) is therefore going to be particularly hard to
achieve in the case of MR. Since the use cases are connected to different kind
of needs, for different types of end users, having a fair discussion around what
type of needs should be given priority for the access of (limited) resources is a
complex task. Moreover, who should participate in such a discussion is also a
sensitive question. A necessary prerequisite for such a discussion is to have an
accurate picture of the resource demand of MR, which the thesis contributes
to.

5.3 Reproducibility

Reproducibility (or rather the lack of it) within computer science and espe-
cially edge computing and related fields is an issue [126]. In addition to being
a good research practice, easy reproducibility is a way to use our resources
(e.g., human and energy) in an effective way, not having to spend unneces-
sary time in reproducing others’ work to be able to compare to them. This is
discussed in Article VI. Along the course of the thesis, we have witnessed an
increased awareness about the importance of reproducibility, illustrated, for
example, by the creation of artifact tracks at conferences where badges are
accorded to articles based on the availability of, for example, the code or the

1https://www.hopkinsmedicine.org/news/articles/2021/02/
johns-hopkins-performs-its-first-augmented-reality-surgeries-in-patients

2https://www.ericsson.com/en/cases/2022/ar-planet-experience
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data use, its ease of reuse and the possibility to reproduce the results by a
third-party.

For the work contained in this thesis, we have striven to ease reproducibil-
ity of our work by releasing the code used for realizing the experiments with an
open-source license, along with, in some cases, additional material that would
be useful for reproducing the results such as result files and graph scripts.
Where this material can be found is indicated in the corresponding appended
article.

5.4 Sustainability Dimension

In recent years, extreme events demonstrating the extent of climate change
have, among other things, contributed to sustainability being increasingly
discussed in a wide variety of contexts. Interestingly, sustainability is put
forward as one of the arguments justifying the need for edge computing [184].
The reasoning presented is that transmitting data across networks is costly
and that the cost is proportional to the distance the data has to travel. There-
fore, computing at the edge should be good as network traffic is reduced com-
pared to the cloud. However, it is actually not that clear whether edge com-
puting can actually contribute to reducing the energy consumption needed for
processing and transmitting data. It should be noted that Varghese et al. con-
sider a narrow definition of sustainability, limited to electricity consumption
and the associated carbon footprint.

On the contrary, the first definition of sustainability (or rather of sustain-
able development), from a report by the World Commission on Environment
and Development published in 1987 and commonly named the Brundtland
report [26], is very broad. It defines sustainable development as “a develop-
ment that meets the needs of the present without compromising the ability of
future generations to meet their own needs” [26]. Following this first attempt
at a definition, several frameworks have been designed to describe sustainabil-
ity. One of them is the UN Sustainable Development Goals3. These include
environmental, social and economic dimensions, acknowledging that sustain-
ability encompasses more than “saving the planet” by greening our ways of
living.

The UN Sustainable Development Goals are often used by companies or
other institutions to show how they work towards sustainability4. If we apply
a similar approach to this thesis, we argue that it contributes to SDG 11
“Sustainable Cities and Communities” and 12 “Responsible Consumption and
Production” whose illustrations are shown in Figure 5.1. The contribution to
SDG 11 happens by way of the thesis advancing the edge computing paradigm.

3https://sdgs.un.org/goals
4See for example for Linköping university https://liu.se/en/research-area/

liu-sustainability
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Figure 5.1: UN Sustainable Development Goals for this thesis.

It is based on edge computing being an enabler for privacy-preserving access
to a wide range of applications, including applications specifically targeting
sustainability as their purpose, such as water quality management or MR for
citizen involvement. Moreover, edge computing is a way to maintain access to
services that are critical for society in case of disruptions to access to the cloud.
The contribution to SDG 12 happens by way of the thesis’ focus on resource
awareness. A fundamental guiding principle of this work is concern about
being careful with the use of resources, by carefully defining the need in order
to adapt the supply and enabling ways to supply resources without having to
resort to overprovisioning (which is the opposite of responsible consumption).
Moreover, the shift to sufficiency thinking is along the lines of the SDG 12,
and can even be considered as going further.

The sustainability dimension of this thesis can therefore be found in the
common concern of being resource-aware and only using the resources that
are necessary. On top of this, when working at the third level of resource-
awareness, emphasis was put on the need for more sustainability thinking
in edge computing research, with more works specifically oriented towards
it. One may argue that the contributions of the thesis at this level are not
the deepest technically speaking. To this criticism, we answer that they are
nonetheless important contributions that are needed as a first step towards
the development of technically-oriented solutions.

5.5 Thoughts on Working with Sustainability

While working with the sustainability dimension of this thesis, we particularly
touch upon the myth of technology being value-neutral [76, 16]. This is the
idea that technology (in the case of the thesis mostly software technology) is
neutral in itself, and that only the way it is used can be said to have moral
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value. One implication of this is the belief that a given technology (let’s take
a random example: edge computing orchestration) is in itself neither good
nor bad, but rather it is the way it is used that can, for example, lead to
unwanted effects such as increased energy use and pollution or discrimination
against different groups of citizens.

This is, of course, not true, as we (to be understood as “all humans”)
cannot be completely objective and external to the topics that we work with.
What we choose to work on (or not work on), how we perform the work and
what we write about the results is unavoidably biased and influenced by our
worldview. Therefore, we cannot pretend that we (as researchers or scientists)
have no responsibility in what is done with our work5.

This is particularly interesting to reflect on when confronting oneself with
our current predicaments and the state of the world. There is a dire need
to transform our societies towards more sustainable ones. What, then, is the
role that one can have? Putting the question away with arguments such as
“What I do is only pure science so the sustainability question is not relevant
for me” is denying the responsibility that we all carry.

Realizing the above - that what we work on is likely to be contributing
to, for example, environmental issues - is going through a rough path where
previous certainties are wiped out to leave space for the unknown, deep ques-
tioning, and challenging emotions. Overcoming these difficulties to reorient
one’s work may feel too overwhelming, but it is possible. This thesis includes
one such ongoing reorientation.

5Note that it does not mean that we have full responsibility either.
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6
Conclusions and Future
Work

This chapter ends the thesis by providing a general conclusion and answers to
the research questions based on the work we have performed. Additionally,
possible directions for future research are presented and discussed.

6.1 Conclusions

Edge computing is a rapidly evolving field. At the start of this thesis project,
in 2017, it was basically only a concept, which was attracting more and more
attention. Today, in 2024, when this thesis is being written, commercial
deployments are live and, although still not widespread, edge computing is
becoming a reality.

This brings many challenges. For example, there are technological chal-
lenges to making edge computing systems work practically, with relevant
techniques, good performance, and a cost that the infrastructure operators
are ready to accept. To achieve this, it is of critical importance to understand
the resource demand coming to the edge. The edge workload is very diverse,
and thus edge computing systems benefit from efforts at categorization and
characterization. At the same time, our world is experiencing a challenging
period where sustainability thinking, including careful use of resources such as
energy, is becoming increasingly important. Therefore, while the edge com-
puting paradigm is still being deployed, it is vital to start reflecting on its
impact on our planet and society. We know from experience that it is hard
to change a model once it is in place, so it is better to be proactive while still
in the design or deployment phase.

The thesis contributes to new knowledge regarding resources used at the
edge and how to orchestrate them. We perform this at different levels of
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resource-awareness. In particular, the thesis looked into: analyzing resource
demand, proposing techniques for an efficient and well-performing resource
supply, in particular in the case of load spikes, and considering critically the
current way of thinking about edge resource management.

Edge orchestration is a singular field of research for several reasons. First,
it happens on the resource supply side but requires a deep understanding of
resource demand to be relevant. Also, it encompasses many components, thus
requiring work not only on the components themselves, but also on the prob-
lems associated with coordinating the components with each other. Finally,
it is often possible to leverage techniques from other fields of study, but these
have to be carefully tailored to the specific characteristics of edge computing.
The thesis work explores these different aspects of edge orchestration research.

The new concepts, algorithms and methods developed in the thesis con-
tribute to optimizing the edge orchestration process so that it can achieve the
expected quality of service, with a lower resource impact than is currently
achievable. The proposed models and gathered traces make it possible to test
edge orchestration strategies with a relevant and representative load, so that
no resources are wasted on a wrong idea about which load edge orchestration
should take care of. These contributions are strong under the assumption that
current performance standards should be kept, and that the current applica-
tions create a load that must be taken care of, without questioning it. They
also assume, in the background, that the edge infrastructure will continue to
grow, and are concerned about controlling this growth. In some sense, the
resources are thus considered infinite, or at least unconstrained in the larger
perspective, even if they are thought of as limited at a given location and
point in time.

This is a first step towards a resource-aware edge, but this is, to a large
extent, ignoring both the current reality and the future situation. Resources
are finite and it is thus infeasible to serve an ever-increasing resource demand,
especially if performance requirements are also increasing. In particular, en-
ergy is already, and increasingly, a fought-over resource. In this context of
increasing resource scarcity, resource management at the edge needs poli-
cies, algorithms and techniques for, for example, handling situations where
resource availability is degraded, and for reducing the resources needed at the
edge. Moreover, the “right” for workloads to be served at the edge should
be questioned. Research on how to perform this questioning and who should
participate in it should involve expertise beyond the field of edge computing
and put the interest of the global citizen at the center.

A main takeaway from the thesis work is that incorporating sufficiency
is primarily a mindset challenge rather than a technological challenge. In-
deed, working with the higher levels of resource awareness (and especially the
highest) can be unsettling, as they usually require a way of working and think-
ing that differs greatly from what one is used to. However, resource-aware
efforts are needed at all levels. Striving for the highest level of resource aware-

68



6.1. Conclusions

ness (which is necessary) should, therefore, not be at the cost of abandoned
resource-aware efforts at other levels.

Finally, it is actually necessary to critically question the whole edge com-
puting paradigm with regards to its impact on resource usage and to sustain-
ability concerns, in the light of our current predicaments. This is maybe an
unconventional way of concluding a thesis on edge computing, but what we
choose to study and what solutions we propose does have an impact and we
cannot close our eyes to our role in the current environmental crisis. The
answer to this questioning could be that we need more edge computing, less
edge computing, or a radically different kind of edge computing. In any case,
the question has to be asked in order to try to provide a livable environment
for future generations.

Answers to the Research Questions
Based on the work presented in this thesis, the research questions can be
answered as follows:

[RQ1] How can edge computing workloads be analyzed to understand their
specific characteristics and model the associated resource demand? The first
step to understanding the workload created by an application is to determine
what a task is for this application, that is, what is sent to the edge, and its
characteristics with regards to resource demand and timing. Then, when the
source code of the application is available, it can be instrumented and run
to get data about these characteristics. This thesis provides tools to help
with this data gathering. Finally, the gathered data can be used as input to
statistical methods to analyze it and create models.

[RQ2] How can the edge infrastructure be managed to avoid over-
provisioning while keeping a satisfactory quality of service? Achieving sat-
isfactory quality of service for the resource level that is required most of the
time should be achieved by appropriate dimensioning of the infrastructure.
However, the edge computing workload exhibits temporary load spikes that
vary in time and geographical location and require extra resources on top of
this resource level. As these spikes are temporary, over-provisioning the in-
frastructure by adding more of the same type of resources is wasteful. Instead,
alternative types of edge devices such as mobile or spare ones have been shown
to contribute to a satisfactory handling of these load spikes.

[RQ3] How can user requests be optimally placed at the edge in an energy-
aware manner? The microservice model enables fine-grained placement of
user requests to the edge device that is most appropriate for a given part of
the service. The optimal placement can then be considered as an instance of
the traveling purchaser problem. Moreover, putting the emphasis on energy
requires definition of a minimum performance requirement and considering
this as a constraint, with the optimization objective being solely about energy
consumption. Finally, the optimal placement of user requests is going to be
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dependent on the actual energy metric used for optimization. Different energy
metrics will lead to different placement strategies (e.g., load consolidation),
hence it is necessary to reflect carefully upon the target one hopes to achieve
and which energy metric to select.

[RQ4] How can edge resource management be performed at higher levels of
resource awareness? Resource awareness can happen at three different levels.
From the first level (“Doing edge resource management better”), which is in
line with a traditional vision of improving what exists, the higher levels are
achieved by taking a step back and reflecting deeper on how and why edge
resource management is done. The key is to question current practices and
this is usually an uncomfortable process. Edge resource management can be
performed at the second level (“Doing better edge resource management”)
by providing innovative types of edge devices that can be provisioned, as
well as different energy metrics. Regarding the third level (“Seeing edge re-
source management differently”), possible ways are to collect sustainability
challenges and propose sufficiency as a strategy to be used to re-frame our
thinking about edge computing resource management.

6.2 Future Work

Edge computing is a young and very active area of research. It is also a very
broad one and, in this thesis, we have focused on specific parts of it. There are
many possible future directions of research, and the following list describes
some of them.

In the thesis, a limited number of applications was studied, while the
variety of existing and envisioned edge use cases is large [180, 5]. In order
to be able to perform characterization and modeling for the broad range of
envisioned edge applications using the proposed methods, more applications
have to be created and made available. Then, these can be used to gather
data in order to get a more comprehensive picture of edge workloads.

In our work, we have proposed two different ways of handling load spikes
without over-provisioning the edge infrastructure: mobile and spare edge de-
vices. Further studies should be conducted to refine how such devices should
integrate into the edge infrastructure and what possible business models might
be compatible with such integration. As deployments using these types of
devices are starting to appear, in-field studies should also be conducted to
quantify the benefits of such approaches in real-world scenarios and discover
potential inefficiencies.

The algorithms populating the ORCH and VioLinn frameworks are one
possibility. Other types of algorithms could be studied to investigate which
ones are best suited to different scenarios. In particular, one promising direc-
tion of research is to look into load prediction algorithms (e.g., using machine
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learning techniques) in order to anticipate load spikes instead of reacting to
them.

Orchestrating the edge is a complex process involving many components.
This thesis focuses especially on a subset of those, i.e., edge device provision-
ing and request placement. One possible direction for future research is to
investigate the other components with a focus on resource awareness. When
performing research of this type, all resource-awareness levels should be con-
sidered, to enlarge the type of solutions proposed.

Part of the thesis focuses on the concept of sufficiency and how we can
transition to more sufficiency thinking. As this sustainability strategy is still
not very well researched, there are plenty of opportunities to consider it in
a large variety of areas, in edge computing or beyond. Indeed, the growth
focus and “always-more” mindset is not only present within edge computing.
Moreover, both technical and non-technical ways (e.g., policies) of including
sufficiency should be researched.

However, the thesis identified several additional unsustainable aspects of
edge computing, and formalized them into unsustainable patterns. It is advis-
able to research these as well, to address the associated issues. The identified
problematic patterns are extremely varied, enabling consideration of other
sustainability strategies as well, based on which one is best suited to address
a given aspect of the problem.
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