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Abstract

This thesis focuses on the potential of the application of different machine learn-
ing (ML) models to solve a specific combinatorial optimization problem, the
Edge User Allocation Problem (EUAP). When using neural networks, retaining
the constraints often found in optimization problems can be challenging. In this
thesis, we use a Quadratic Unconstrained Binary Optimization (QUBO) for-
mulation, which moves constraints to the objective function and allows easier
application of neural network models. To support this exploration, a problem
generator was developed that is able to create multiple QUBO instances with
different characteristics. Various Neural Network (NN) architectures are ex-
plored, including Long Short-Term Memory networks (LSTM). This model is
trained using supervised learning and cross validation with truth labels obtained
from Gurobi, a state-of-the-art optimization solver. The LSTM-based model
achieved a validation accuracy of 73%, but required post-processing to ensure
that the constraints of the EUAP were not violated. Additionally, the feasibil-
ity of a transformer inspired model trained with reinforcement learning (RL)
is investigated. However, the approach of a transformer inspired model proved
to be challenging. In conclusion, the findings suggest that ML-based methods,
particularly those using LSTM networks, show promise for solving the EUAP.
However, further refinement and exploration of the novel transformer inspired
architecture is necessary in order to obtain better results.
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Abbreviations

CPU = Central Processing Unit
EUAP = Edge User Allocation Problem

FC = Fully Connected
GAT = Graph Attention Network
GNN = Graph Neural Network
ILP = Integer Linear Programming

Leaky ReLU = Leaky Rectified Linear Unit
LSTM = Long-Term-Short-Memory
MHA = Multi-Headed Attention

NN = Neural Network
NNG = Nearest Neighbour Graph

Ptr-Nets = Pointer Netwroks
ReLu = Rectified Linear Unit

RL = Reinforcement Learning
TSP = Traveling Salesman Problem
VRP = Vechicle Routing Problem
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Chapter 1

Introduction

Edge servers are powerful computers that aim to accommodate various demands,
such as CPU and memory, from users [12]. The difference from traditional server
architecture is that edge servers are placed at a location geographically close to
the users [12]. This is exactly what “edge” stands for in edge computing, the
ability to process data closer to the user. This ability results in faster compu-
tations, more storage and better scalability. As the number of mobile-devices
continues to increase at a high rate to date, utilizing edge computing systems is
becoming increasingly crucial. This approach has also gained significant trac-
tion across various domains such as in telecommunications, where the rapid
allocation of users to servers within a tight time horizon is critical.

When users want to connect to such an edge, an optimization problem arises.
Namely, how to best accommodate all the requests of the users, while at the same
time reducing the number of servers that are active. This dilemma is captured
by the Edge User Allocation Problem (EUAP) which describes the optimal
assignment of users to servers while respecting constraints such as maximum
capacity of servers, user demand and server reach. There are several reasons as
to why the EUAP is complex, one of them being users located in the coverage
areas of multiple servers, therefore resulting in users being able to be allocated to
several servers. Thus, solutions to the EUAP must account for these intricacies
while being able to provide a solution faster than traditional optimization solvers
are able to do today.

Tarasova, 2024. 1



2 Chapter 1. Introduction

1.1 Background
Combinatorial optimization problems are ubiquitous in daily life. They arise
in areas such as telecommunications, scheduling and route planning. Conse-
quently, a wide array of solvers have been developed. Nonetheless , they often
come with several drawbacks such as the requirement for algorithmic problem
engineering, inadequate scalability to larger problem sizes, and the provision of
only near-optimal solutions using approximate algorithms. As modern combina-
torial optimization problems grow in complexity, there is an increasing urgency
to solve medium to large-scale problems swiftly and effectively.

Neural Networks (NN) present an interesting alternative for solving com-
binatorial optimization problems due to their ability to learn from data and
generalize to unseen instances. Additionally, NN based models only need to
be trained once, which can be time consuming, but are then able to provide
solutions fast. While traditional solvers often rely on handcrafted heuristics,
or extensive problem specific tuning, NN learn to recognize patterns and un-
derlying structures. This ability potentially allows NNs to offer solutions that
are more flexible and scalable, compared to traditional solvers that might need
redesigning for different instances of the same problem. Additionally, architec-
tures such as Long Short-Term Memory (LSTM) and transformers have shown
significant success in the capability of capturing relationships between parts of
a sequence that are far apart, which is an ability that may be of importance
for many optimization problems. Moreover, NN are better at taking advantage
of parallel processing capabilities of modern hardware, compared to traditional
solvers. This both speeds up the computation, but more importantly allows
processing of larger datasets.

1.2 Objective
The objective of this thesis is to explore and evaluate the potential of various
ML approaches for solving a combinatorial optimization problem, the EUAP.
As there is a difficulty in encoding constraints in NN based models, the problem
needs to be reformulated in a way where the constraints are removed. In order
to further explore this path, there needs to be a problem generator, that can
generate a diverse set of data for model training and testing. There also needs
to be reference solutions available for training data, if a supervised learning
approach is to be used. The objectives are as follows.

1. The first objective is to generate a set of diverse problem instances for
the EUAP that would reflect real-world scenarios. This step would also
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include exploration of values of penalty parameters.

2. The second objective of this thesis is to investigate the effectiveness of ML
approaches for solving the EUAP.

1.3 Limitations
One limitation regarding the generation of problem instances is retrieving the
data for the demands of the users. This data could be researched in order to
get at better understanding of what would be a proper reflection of real-world
scenarios, but this is out of the scope for this thesis. Instead, requirements data
generated for a similar problem will be used [14]. Another limitation is that the
capacity and demand of servers and users are assumed to be homogeneous or
heterogeneous, and not dynamic (changing capacities over time).

1.4 Outline of Report
This report aims to generate instances of the EUAP as well as explore how
different machine learning techniques could be applied to it. The primary fo-
cus is initially on the transformer architecture but subsequently shifts to an
LSTM-architecture, which is a simpler model, due to challenges encountered
with the transformer architecture. Chapter 2 introduces the EUAP, detailing its
key properties, and explains an alternative formulation for easier application of
transformer techniques. Chapter 3 explores how NN have been applied to other
optimization problems in previous research, highlighting relevant approaches.
It also contains theory behind the transformer architecture, LSTM-architecture
and model training processes. Chapter 4 explains how parameters in the EUAP
are chosen, how datasets are generated and how the machine learning architec-
tures are designed and implemented. Lastly, Chapter 4 presents the results and
Chapter 6 provides a discussion of the findings.





Chapter 2

Problem Statement

In this chapter, the edge user allocation problem is introduced.

2.1 The Edge User Allocation Problem
The EUAP describes the problem of optimally assigning users to servers. The
goal is to use as few servers as possible and serve as many users as possible while
ensuring that the demand assigned to each server does not exceed its capacity.
The coverage of the server will also be considered, meaning that a users location
must be within the server’s coverage area to be assigned to that server.

Mathematically, the total number of users and servers in the problem will
be represented by Nu and Ns. The parameters wk

j and Ck
i will denote de-

mand/capacity of type k of user j/server i, respectively. Here, the dimension
k = 1, 2 will be associated with CPU or memory demand/capacity. Addition-
ally, dji represents the distance from user j to server i, while cov(i) represents
the coverage of server i. Lastly, there are two binary variables, xji that is set
to one if user j is allocated to server i and yi that is set to one if server i is
active. Using the information above, the bi-objective EUAP to be solved can
be mathematically formulated as below [9].

maximize
Nu∑
j=1

Ns∑
i=1

xji (2.1)

minimize
Ns∑
i=1

yi (2.2)

Tarasova, 2024. 5



6 Chapter 2. Problem Statement

subject to,

Nu∑
j=1

wk
j xji ≤ Ck

i yi ∀i,∀k (2.3)

djixji ≤ cov(i) ∀i,∀j (2.4)

Ns∑
i=1

xji ≤ 1 ∀j (2.5)

xji, yi ∈ {0, 1} ∀i,∀j (2.6)

The objective consists of two parts, the first part (2.1) maximizes the num-
ber of assigned users j, the second part (2.2) minimizes the number of active
servers i. Index k represents the element in the vector it is referring to, that
is w1

j represents CPU demand of user j and C2
i represents memory capacity of

server i. Looking at the capacity constraints (2.3), each server i has a capacity
Ck

i , which shall not be exceeded by the number of users resource requirements
wk

j assigned to server i. Therefore, both Ck
i and wk

j are vectors of length 2,
containing [CPU, MEM] capacity and demand, respectively. In order for the
constraint not to be violated, all elements of the vector must be satisfied by
the servers capacity. An example of this is that the demand vector [3, 2] will
be fulfilled by capacity vector [20, 10], but demand vector [5, 11] will not, due
to that 11 ̸≤ 10. Each user j is also associated with a distance dij to server i,
determined by the geographical context. This implies that every user must fall
within the coverage range of the server, cov(i), to which they are assigned, de-
picted by constraint (2.4). The last constraint (2.5) implies that each user j
should only be assigned to a maximum of one server i.

Upon further analysis of the coverage constraint (2.4), it becomes evident
that the constraint renders certain combinations of xji infeasible, indicating that
user j lies outside the coverage area of server i. As a result, the bi-objective
optimization model can be simplified by removing the coverage constraint (2.4)
and adjusting the summations over only feasible sets. Let I represent the set
containing all servers and let J be the set of all users. Furthermore, let Ji be
the set of users that can be served by a specific server i, according to (2.4),
and let K be the set of different demands/capacities. Using these new sets, the
problem can be simplified as follows.

maximize
∑
i∈I

∑
j∈Ji

xji (2.7)
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minimize
∑
i∈I

yi (2.8)

subject to,

∑
j∈Ji

wk
j

Ck
i

xji ≤ yi i ∈ I, k ∈ K (2.9)

∑
i∈I

xji ≤ 1 j ∈ J (2.10)

xji ∈ {0, 1} i ∈ I, j ∈ Ji (2.11)

yi ∈ {0, 1} i ∈ I (2.12)

As mentioned earlier, this simplified formulation removes the coverage con-
straint. In the objective function, we maximize the number of users that can
be served (2.7) while minimizing over all servers (2.8). The capacity constraint
(2.9) is modified to sum only over feasible users for each server, dividing the de-
mand by the capacity to ensure a value between 0 and 1. Finally, the allocation
constraint (2.10) remains unchanged.

The problem described above can be reformulated as a single objective
Quadratic Unconstrained Binary Optimization (QUBO) problem. This is ac-
complished by firstly adding the objective functions together. Since we aim to
minimize the overall function and (2.7) represents a maximization task, a neg-
ative sign is introduced in front of (2.7). Since (2.8) already is a minimization
task, it is unchanged. To balance the importance of maximizing assigned users
and minimizing active servers, two objective coefficients are introduced, γa and
γb, for each of the objectives. The values of these coefficients determine the
model’s prioritization between assigning as many users as possible and activat-
ing as few servers as possible.

After combining the objective functions, the constraints are also incorpo-
rated in the objective. As the constraints should not be violated, they are
rewritten such that the right-hand side equals zero, with slack variables lj for
(2.10) and mik for the capacity constraint (2.9). The variable lj is binary, but
mik needs to take on any integer value between 0 and Ck

i , and thus is binarized,
that is, rewritten as a sum of binary variables. Each constraint is then squared
and multiplied with a penalty parameter λ1 and λ2 to further amplify the error
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if a constraint is violated. These parameters ensure that even slight constraint
violations will result in a significant increase in the objective function.

P = −γa
∑
i∈I

∑
j∈Ji

xji + γb
∑
i∈I

yi + λ1

2∑
k=1

(
∑
i∈I

((
∑
j∈Ji

wk
j

Ck
i

xji) +mik − yi)
2)

+λ2

∑
j∈J

((
∑
i∈I

xji) + lj − 1)2

(2.13)

which is equal to the quadratic form P = xTQx (2.14)

where

• x = {xji, yi, lj ,mik : ∀j ∈ J,∀i ∈ I, ∀k ∈ K}

• xji ∈ {0, 1}, yi ∈ {0, 1}, lj ∈ {0, 1}

• mik = 1/2∗
∑R−1

p=0 2−pmik[p] ∈ [0, 1] where R is the desired resolution and
mik[p] is a binary variable indicating if whether the p’th binary bit of the
variable mik is active or not

This reformulation of the problem is necessary in order to construct the
QUBO-matrix Q as seen in equation (2.14) [4, 10] . The purpose of this matrix
is to encode both the objective function and the constraints into a matrix format,
which will later be used as an input to the constructed solver. The matrix Q is
upper triangular and contains the coefficients in front of every quadratic term.
Given that all decision variables in x are binary, it is important to highlight
that the square of any binary variable equals itself, that is, x2

ji = xji. This
property applies universally to all decision variables during the construction of
the QUBO-matrix.

2.2 Problem Parameters
Tuning the penalty parameters is critical for obtaining good solutions. This im-
portance is highlighted in the following small-scale Example 2.1. Here, two solu-
tions are compared, one obtained with poorly tuned parameters (Solution 2.1),
and the other with well tuned parameters (Solution 2.2). This comparison ex-
emplifies the significance of parameter tuning in achieving desirable solutions.

Example 2.1 Consider the small instance of an EUAP represented in Fig-
ure 2.1. In this instance, we have two users and one server, where only user
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2 is inside the coverage area of server 1. For simplicity, in this example, we
assume that the demand wj and capacity Ci are one dimensional. Server 1 is
able to serve user 2 because the server’s capacity of 5, C1 = 5, is greater or equal
to user 2’s demand of 5, w2 = 5. Therefore, the solution should be that server 1
is active, user 2 is allocated to server 1 and user 1 is not allocated. This means
that y1 = x21 = 1 and x11 = 0.

Figure 2.1: Example of a minimalistic EUAP instance

Solution 2.1 Studying the problem instance depicted in Figure 2.1 we conclude
that only x21 satisfies equation (2.4), setting x11 = 0 directly. Using equation
(2.14) and setting γa = γb = λ1 = λ2 = 1, we get that the objective value can be
described as follows.

P = −1 ∗ x21 + 1 ∗ y1 + 1 ∗ (x21 + l2 − 1)2 + 1 ∗ (5x21 + m1 − 5y1)
2 =/

x2
21 = x21, y

2
1 = y1, l

2
2 = l2,m

2
1 = m1

/
= 23x21+26y1+2x21l2−l2+10x21m1−

50x21y1 +m1 − 10m1y1 + 1

or in matrix form: P =
[
x21 y1 l2 m1

] 
23 −50 2 10
0 26 0 −10
0 0 −1 0
0 0 0 1



x21

y1
l2
m1

 with

the constant term, or the offset = 1

The solution that minimizes the objective function according to the coefficients
in Q is l2 = 1 and x21 = y1 = m1 = 0 (x11 = 0 from earlier). This is not the
solution we want, remember that we want to activate server 1 and assign user 2
to server 1.
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Solution 2.2 By using the same method as described in Solution 2.1 but setting
γa = 10, γb = λ1 = λ2 = 1, the objective value will be modified as follows.

P = −10 ∗ x21 + 1 ∗ y1 + 1 ∗ (x21 + l2 − 1)2 + 1 ∗ (5x21 + m1 − 5y1)
2 =/

x2
21 = x21, y

2
1 = y1, l

2
2 = l2,m

2
1 = m1

/
= 14x21+26y1+2x21l2−l2+10x21m1−

50x21y1 +m1 − 10m1y1 + 1

or in matrix form: P =
[
x21 y1 l2 m1

] 
14 −50 2 10
0 26 0 −10
0 0 −1 0
0 0 0 1



x21

y1
l2
m1

 with

offset = 1

The solution that minimizes the objective function according to the new coef-
ficients in Q will be x21 = y1 = 1 and m1 = l2 = 0 (x11 = 0 from earlier). This
is the desired solution!

Both constraints (2.9) and (2.10) are equally important to receive a good
solution. Therefore λ1 should be equal to λ2, because otherwise one constraint
would be considered more important to be fulfilled than the other, which is
not wanted in this case. Therefore λ = λ1 = λ2 is set and λ should be much
greater than (−γa

∑
i∈I

∑
j∈J xji + γb

∑
i∈I yi) for the penalty to be effective.

If it would not fulfill this, solutions could be generated that do not fulfill the
constraints. When considering the penalty parameters γa and γb, they will be
normalized with the number of users and number of servers, respectively. Oth-
erwise, what is considered “good" parameters values will vary greatly between
problem instances, as the value of the sum of allocation and the sum of servers
will dictate what parameters should be used. Actual values of the parameters
will be found after testing multiple configurations of parameters on different
problem instances of a specific type. The conclusions are summarized as:

1. λ = λ1 = λ2

2. λ≫ (−γa
∑Ns

i=1

∑
j∈Ji

xji + γb
∑Ns

i=1 yi)

How the specific values of the parameters are derived for each problem in-
stance is described later in the methodology and results chapters.

2.3 Instance Properties
This section explains the method used to generate good QUBO instances. Ad-
ditionally, how the geographical locations of users and servers are obtained is
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illustrated, as well as the process of establishing varied instances. The dataset
used is the “EUA Datasets” [8]. In particular, the user and server dataset for the
Melbourne central business district (CBD) is used, which has 125 servers and
815 users. The data that is obtained is the latitude and longitude coordinates
of each user and server. With this information, the geographical settings can be
created of each problem instance. The input will be different instances of the
EUAP converted to a QUBO-matrix using the PyQUBO library [13]. The size
of the problem instances will be adjusted while experimenting with:

1. ratio of servers to users

2. degree of heterogeneity in servers recourse capacity

3. degree of heterogeneity in user resource demands

Point 1 involves the ability to adjust what ratio of servers to users is more
relevant in a real-world scenario, and modifying the proportion of servers to
users accordingly. Point 2 addresses the need of being able to control variations
in server resource capacities, which may range from homogeneous (uniform ca-
pacities across servers) to heterogeneous (varying capacities). Similarly, Point 3
deals with the ability to adjust resource demands among users. This includes
scenarios where user demands remain static or dynamically change over time.

When constructing a problem instance with several servers there might be
areas where the coverage area’s of multiple servers overlap. Having users in those
areas makes the problem more complex because these users can be assigned to
multiple servers. Without any users in such coverage areas, the problem becomes
much simpler, as each server will serve as many users as it has capacity for,
for the users within its coverage. Thus, it is important to generate problem
instances that have users in overlapping coverage areas.





Chapter 3

Neural Networks

In this chapter, various designs and training algorithms for solving combina-
torial optimization problems on graphs are presented. Additionally, relevant
theory behind the chosen NN architectures are presented, as well as theory
about training models.

3.1 NN Architectures for Optimization Problems

There has been several approaches made of how to solve combinatorial opti-
mization problems using NN. Vinyals et al. [18] introduced an innovative new
architecture they called Pointer Networks (Ptr-Nets). Their architecture is used
to tackle problems where the output sequence length is variable and depends
on the input length. Unlike traditional sequence-to-sequence models that have
fixed output dictionary sizes, Ptr-Nets employ a neural attention mechanism
that acts as a “pointer” to select elements from the input sequence as out-
puts. They show that their architecture can effectively approximate solutions
to geometric problems such as finding planar convex hulls, computing Delauny
triangulations and the planar TSP. Their results also show that their model is
able to generalize well beyond the lengths of the training instances.

In recent years, Long Short-Term Memory (LSTM) networks have also been
successfully applied to a variety of combinatorial optimization problems. LSTMs
are good at handling sequential data and capturing long-range dependencies.
In the paper “Sequence to Sequence Learning with Neural Networks” by Ilya
Sutskever et al. [16], they introduce a method that leverages this ability of an
LSTM. Their method involves using one LSTM to encode the input sequence

Tarasova, 2024. 13



14 Chapter 3. Neural Networks

into a fixed-dimensional vector, which is then decoded by another LSTM to
generate the output sequence. Their approach demonstrates significant im-
provements in performance metrics such as BLEU scores, which measure the
accuracy of machine translations. These LSTM models were trained using su-
pervised learning and showed good performance with a BLEU score of 34.81,
surpassing the phrase-based SMT baseline.

In the exploration of neural networks for solving combinatorial optimization
problems, Hazan et al. [6] also explored a novel approach that consists of Self-
Organizing Maps together with Spinking Neural Networks. They write more
about this in their paper “Unsupervised Learning with Self-Organizing Spiking
Neural Networks”. Their architecture helped neurons to self-organise into clus-
ters, resulting in that these clusters became specialized. Their results showed
that their architecture successfully completed classification tasks while using
fewer training samples than traditional deep learning models. Their results
are significant since the models ability to self-organise is relevant for problems
requiring fast decision-making and low computational overhead. These are tech-
niques that could potentially be applied to further enhance the performance and
quality of a solver based on NN.

3.2 Transformer-Based Solvers

The use of Neural Networks, let alone transformer architecture, in the purpose
of solving optimization problems is even newer. To date, there is only a handful
of studies on this topic. However, these studies showcase promising alterna-
tives that can learn optimal allocation strategies from data, that could lead to
great advancements. This approach started in 2017 with the introduction of the
transformer architecture in the paper “Attention Is All You Need” by Vaswani
et al. [17] and this paper greatly impacted the world of machine learning, as this
architecture was revolutionary. The model is called a transformer model and
consists of an encoder-decoder architecture together with an attention mecha-
nism that allows the model to focus on relevant parts of the input sequence.
The primary strength of the transformer is that it is flexible and can deal with
various problem sizes and complexities.

Compared to an LSTM architecture, the transformer architecture offers sev-
eral advantages. One of these is that transformers are able to process input
sequences in parallel, which not only reduces training time compared to LSTMs
but also makes them better suited for large scale problems. Additionally, the
self-attention allows for direct connections between any two pair of nodes in a



3.3. Training NN 15

sequence, meaning it can effectively capture long-range dependencies. Moreover,
the self-attention learning approach allows the model to learn these dependen-
cies from data, without relying heavily on handcrafted heuristics. Because it
learns directly from data, having good training data is crucial for a solver to be
effective and generalize well. The other advantage of using a transformer based
solver is that it only needs training once, if diverse training data is used, to later
generate good solutions fast. There might also not be any need for companies to
have a budget for licenses for expensive optimization solvers, if neural network
alternatives can be designed, trained and deployed in this way.

In the study “Attention, learn to solve routing problems!” by Wouter Kool
et al. [7] a framework is introduced that utilizes the transformer architecture
together with attention which they apply to the traveling salesman problem
(TSP) and the vehicle routing problem (VRP). Their encoding process takes a
fully connected graph as input, where each node has the coordinates as the fea-
tures. These coordinates are projected onto higher dimensions and then passed
through a multi-headed attention (MHA) layer. This allows the model to pay
attention to node interactions. After passing through the Feed Foward (FF)
layer, an aggregated node embedding is computed that captures the overall in-
formation and structure from the graph.

After completing the encoding process, a sequential decoder is employed.
The decoder uses information from the graph embedding, the embedding from
the last selected node and the embedding from the first node to produce an
output. The decoder also incorporates an attention mechanism to obtain an
embedding that is aware of the context. Their decoder outputs probabilities for
which node will be selected next in the tour by utilizing an additional single-
head attention mechanism. Their approach to use an architecture inspired by
neural networks shows significant improvements compared to previous NN ap-
proaches. Their results show that they are able to obtain near-optimal solutions
for TSP instances for up to 100 nodes. It can be concluded that this type model
demonstrates potential and would be interesting to explore further.

3.3 Training NN

This section contains theory about training algorithms for NN models.
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3.3.1 Supervised Learning

As was mentioned earlier, Vinyals et al. [18] used a Ptr-Nets architecture to
tackle problems where the output sequence length is variable and depends on
the input. They demonstrated the effectiveness of Ptr-Nets in learning approx-
imate solutions to these computationally intensive problems solely from using
supervised learning on training data. Notably, their supervised learning results
showed that Ptr-Nets could achieve near-perfect area coverage on the convex
hull problem and learn a TSP solver for small instances (n ≤ 50).

3.3.2 Reinforcement Learning

In the paper [7], discussed in the previous section, the proposed model is trained
with the REINFORCE method and a greedy rollout baseline. This method al-
lows the model to learn the effectiveness of the sampled solution by computing
the cost (tour length). If a new sampled solution has a shorter tour length, the
model is informed about the quality of the solution. The model then reinforces
the decisions that lead to the computation of the solution.

Another approach for using Reinforcement Learning (RL) for training is
proposed in the paper “Neural Combinatorial Optimization with Reinforcement
Learning” by Bello et al. [2]. They used RL together with policy gradient
methods to train a recurrent neural network. They did this for the TSP, where
the objective is to minimize the tour length. The reward in RL was similarly
based on the negative tour length, which acts as a guide to generated shorter
routes. Their results showed better performance using RL compared to super-
vised learning, tested on unseen problem instances. Additionally, the authors
also showed similar results when applying the technique on other NP-hard prob-
lems such as the knapsack problem.

In the paper “Reinforcement Learning for Solving the Vehicle Routing Prob-
lem” by Nazari et al. [11] the success of RL is also shown . Their study focuses
on applying RL to address the VRP where they propose an approach that trains
a stochastic policy model. This model is capable of generating near-optimal so-
lutions for VRP instances that are sampled from specified distributions. Their
approach also utilizes policy gradient algorithms to optimize the parameters of
a stochastic policy, which outputs a sequence of actions corresponding to vehi-
cle routes. Notably, the study demonstrates superior performance over classical
heuristics such as the Clarke-Wright savings heuristic and Google’s OR-Tools
on medium-sized VRP instances in terms of solution quality. At the same time,
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the solver maintains comparable computation times after training. Further-
more, the framework is shown to be capable of handling complex VRP variants,
including scenarios with split deliveries.

3.3.3 Representing Constraints In NN
Lodi et al. [15] present various difficulties when using NN to solve optimization
problems in the paper “Neural networks for Combinatorial Optimization: A
Review of More Than a Decade of Research”. One of the difficulties they mention
is the challenge of representing constraints. This is due to that NN are designed
to learn from data without any explicit rules. However, optimization problems
often have constraints that can not be violated, to ensure feasibility. Therefore,
using NN as a solver to optimization problems makes it difficult to guarantee
feasibility. They also discuss that there exists methods to better handle the
constraints. However, this can make the model too complex, which can lead to
increased computational complexity and reduce the efficiency of the model.

3.4 Mathematics Behind NN Architectures
In this section, the mathematics and theories behind different NN architecture
blocks are introduced.

3.4.1 Activation Functions
The purpose of an activation function in NN is to introduce non-linearlity to
the model. Without these, NN would be limited to only learning linear relation-
ships. There are different activation functions available. The most commonly
used activation function is the Rectified Linear Unit (ReLU). ReLU activates
neurons only when the input is positive. This both accelerates convergence and
helps mitigate the vanishing gradient problem, which is a common issue in NN
where gradients become extremely small or “vanish”, as they are backpropagated
through layers. The ReLU function is formulated as below.

f(x) = max(0, x)

Another activation function is Leaky Rectified Linear Unit (Leaky ReLU). This
was designed to address the “dying ReLu” problem, where neurons can become
inactive and only output a zero value. The Leaky ReLU function is expressed
as follows.

f(x) =

{
x if x ≥ 0

αx if x < 0.
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The sigmoid function (3.1) is also a commonly used activation function that
maps input to an output range between 0 and 1. This makes the function
especially suitable for binary classification.

σ(x) =
1

1 + e−x
(3.1)

3.4.2 Long Short-Term Memory

A Long Short-Term Memory (LSTM) is a type of Recurrent Neural Network
(RNN), specifically designed to tackle the vanishing gradient problem. It is
designed to capture short term memory than can last thousands of timesteps,
hence the name. This makes it very effective for capturing long-term depen-
dencies in sequential data. The architecture of an LSTM includes a memory
cell ct, which is a storage unit that represents the state at time step t, which is
regulated by three gates: the input gate it, the forget gate ft, and the output
gate ot. These gates are used to control the information flow, in, to and from
the cell. The purpose of the forget gate ft is to determine how much of the cell
state to forget, where the rest will be carried on.

ft = σ(Wf ∗ [ht−1, xt] + bt)

Here, σ is the sigmoid function (3.1), Wf is a weight matrix for the forget gate,
ht−1 is the previous hidden state, xt is the input at time step t and bt is the
bias term. The input gate is used to regulate how much of the new information
from the input xt, should be added to the cell state.

it = σ(Wi ∗ [ht−1, xt] + bi) c̄t = tanh(Wc ∗ [ht−1, xt] + bc)

The matrices Wi, Wc are weight matrices, bi, bc are biases and c̄t is the candidate
cell state. After this, the new cell state is computed by using the old and the
candidate cell states.

ct = ft ⊙ ct−1 + it ⊙ c̄t

Here, ⊙ dentoes element-wise multiplication. Lastly, the output gate determines
the output of the current cell state, as well as how much of the cell state should
be exposed.

ot = σ(Wo ∗ [ht−1, xt] + bo) c̄t = ot ⊙ tanh(ct)

In the equation above, Wo is the weight matrix for the output gate, bo is the bias
and ht is the hidden state at timestep t. This architecture clearly shows how
the current step’s computation depends on the previous step’s outputs, that is
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the sequential nature of an LSTM. The number of neurons in an LSTM layer
determines the dimensionality of the hidden state ht and the cell state ct. Each
neuron in the LSTM playes a role in capturing certain patterns or dependencies
in the input data.

3.4.3 Node Attention Block

In the paper “Edge-Featured Graph Attention Network” by Jun Chen and
Haopeng Chen [3], a method is introduced to compute node attentions while
incorporating edge weights. The input to the block is node features H and edge
features E, and the block outputs a new set of refined node features H ′. Their
proposed block starts with applying linear transformations to both node and
edge features to capture their intrinsic properties. For each node i, attention
weights αij are computed for its neighbours. This attention weight incorporates
information from both node and edge features that the node connects to. The
features of neighbours are concatenated, processed through a weight vector a⃗
and lastly activated using LeakyReLU.

αij =
exp(LeakyReLU(a⃗T [h⃗i|h⃗j |e⃗ij ]))∑

k∈Ni
exp(LeakyReLU(a⃗T [h⃗i|h⃗k|e⃗ik]))

The final node features are calculated by applying the sigmoid function,
which introduces non-linearity.

h′
i = σ(

∑
j∈Ni

αij h⃗j)

3.4.4 Encoder Block

The input to the encoder is a list of node features. These node features are
projected onto a higher dimension through learned linear projection parameters
W x, bx to obtain the new node embeddings hi for each node i.

hi = W xxi + bx

These would then be passed on to the Multi-Headed Attention (MHA) block,
which is depicted in Figure 3.1. The process of MHA starts with extracting the
nodes features hi for each node i. These are projected into the query, key and
value spaces using linear transformations. This helps the model to learn more
complex representations.
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Figure 3.1: The MHA architecture

The query matrix Q contains columns, where each column qi represents a
node in a graph for which attention scores will be computed. A query could
therefore, for example, represent asking which other nodes a specific node is
connected to. In the key matrix K each row ki represents a key vector. In the
graph context, a key could represent a pair of connected nodes (i, j) and store
information about the weight of the edge between them. On the other hand, each
row vi in the value matrix V represents the actual information associated with
each key vector. In the context of a graph, this could be information about the
actual configuration of a node. This can mathematically be represented using
the learnable weight matrices WQ, WK and WV as follows.

qi = WQhi, ki = WKhi, vi = WV hi

After this, the resulting Q, K and V matrices are passed through a scaled
dot product attention mechanism, where the attention scores are computed for
each pair of nodes (i, j). This describes the comparability of the query with



3.4. Mathematics Behind NN Architectures 21

the key of a neighbour. The attention scores are computed by taking the dot
product between the query and key vectors and scaling them.

Since the encoder processes input as batches of problem instances, and the
problem instances are slightly different in length, they are padded with zeros
to the length of the longest problem instance in the batch. In order for the
attention to distinguish between nodes from the QUBO matrix and padding
nodes, a mask M is applied. The mask has values of 1 on the positions of valid
nodes, and a value of 0 on the positions of padding nodes. Their attention scores
eij are set to −∞. In this way, no attention is applied to padding nodes.

eij =

{
qikj√
dk

if Mi = 1 and Mj = 1

−∞ otherwise

Afterwards, the attention weights are computed by applying the softmax
function to the attention scores.

αij = softmax(eij) =
exp(eij)∑
j′ exp(eij′ )

This result is used to weigh the value vector and the weighted sum of values for
each nodes gives the updated node embeddings.

h′
i =

∑
j αijVj

Additionally, all these steps mentioned above are done in parallel and de-
noted by h in Figure 3.1. The parallelism allows each head to analyze different
parts of the input data and capture diverse patterns simultaneously. In the con-
text of a graph, this means that a node can receive different types of messages
from its neighbours.The steps above are therefore repeated H times, for each
head, with different learned weight matrices WQ, WK and WV . The result-
ing embedding is concatenated, combining all the outputs from attention into a
single matrix.

hMHA
i = concat(h(1)

i , h
(2)
i , . . . , h

(H)
i )

Lastly, the concatenated matrix is passed through another linear layer where
the purpose is to project it back to the desired output dimension using another
learnable weight matrix WO.

hout
i = WOhMHA

i

After the MHA mechanism, the resulting embeddings hout
i for each node are

passed through a Feed Forward (FF) layer to compute node-wise projections.
The FF consists of two linear transformations with a ReLU activation function
in between. This can be mathematically represented using the weight matrices
W1 and W2 and biases b1 and b2 as follows.
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FF (hout
i ) = W2(ReLU(W1h

out
i + b1)) + b2

To ensure stability and improve convergence, Batch Normalization (BN) is
applied after both the MHA and FF blocks. Additionally, residual connections
are used to help gradient flow through the network and avoid the vanishing
gradient problem. These connections add the input of a layer to its output
before applying the normalization. First, the output from the MHA block is
added to its input, and then layer normalization is applied.

hMHAnorm
i = BN(hout

i + hi)

Next, the output from the FF is added to its input, and then layer normalization
is applied.

hFFnorm
i = BN(FF(hMHAnorm

i ) + hMHAnorm
i )

The entire process described above (MHA, FF, and BN with residual connec-
tions) is repeated for N layers to allow the encoder to learn increasingly complex
representations of the input data. Each layer builds upon the representations
learned by the previous layer. This process helps the model to capture intricate
patterns and relationships within the input data. After the final output from
the final layer is obtained, an aggregated graph embedding h̄ is computed as
the mean of the final node embeddings. The aggregated graph embedding rep-
resents the overall graph information.

An overview of the encoder part can be seen in Figure 3.2. In the picture,
the input is embedded, which is then passed through the MHA block and a BN
layer. The output is then passed to the FF block and another BN layer. This
sequence of MHA, BN, FF, and BN is repeated N times, as shown, to produce
the final output representation of the encoder.

3.4.5 Training Algorithms

Supervised learning is a method of training a NN architecture. This method
involves using labeled data, that is called ground truth, to train the model. In
this approach, the training dataset (xi, yi)

N
i = 1 consists of input-output pairs,

where each input is associated with a corresponding correct label. The model
learns to map inputs to outputs by minimizing a loss function, which measures
the discrepancy between the predicted outputs and the actual labels. With this
approach, a function f : X → Y is learned, where all learnable weight matri-
ces together with the biases get updated iteratively to reduce the error. After
training, the model should generalize well when making predictions on unseen
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Figure 3.2: The encoder architecture
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data.

When using the supervised learning approach, the choice of loss function
is crucial for an effective training of the model. A loss function that is espe-
cially well suited for classification problems where the output labels are integers,
where different integers represents different classes, is the sparse categorical
cross-entropy loss function. This loss function works by comparing the true
class label with the predicted probability distribution over all labels that are
produced by the NN. As the objective is to minimize the loss, it is equivalent
to maximizing the likelihood of the true class label in the predicted distribution.

To evaluate the performance of ML models, cross-validation is a widely used
technique. Cross-validation involves partitioning the available data into k folds,
where each fold acts as a testing set and the remaining k−1 folds act as training
sets. This process is repeated k times, which results in that each fold is used
as a testing set exactly once. The results from each iteration are then averaged
to provide an overall performance metric. This technique helps in assessing the
model’s ability to generalize to independent data, thereby mitigating the risk of
overfitting. Overfitting occurs when a ML model learns not only the underlying
patterns in the training data but also the noise and random fluctuations. When
a model overfitts to training data, it results in good performance on the training
data but poor performance on unseen data. In Figure 3.3 an example of 3-fold
cross validation can be seen.

Figure 3.3: 3-fold cross validation split of training data

Reinforcement learning is a different training paradigm that enables models
to learn without relying on ground truth. One variant of this approach is the
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REINFORCE algorithm which has a baseline used to reduce variance when es-
timating gradients. The model also incorporates significance testing to update
the model baseline parameters, which ensures an improved performance over
time. Pseudocode for the training algorithm can be viewed in Algorithm 1.

In order to train and update the parameters in the algorithm effectively,
problems are divided into batches. Batches are subsets of the training dataset
that contain a fixed number of problem instances. During each epoch, the algo-
rithm iterates through all batches, and within each batch the model parameters
are updated several times. Each epoch exposes the model to the full range of
problem instances multiple times, which improves learning and generalization.
During each epoch, the model parameters are updated multiple times based on
the solutions sampled in each batch.

Steps per epoch (T ) are the iterations within each batch during an epoch.
Each step involves sampling solutions for the problem instances in the batch,
using the sampled solution to compute the objective value and then update the
model parameters.

After completing all steps in an epoch, the performance of the current model
(θ) is compared with the baseline model (θBL) using a one-sided paired t-test.
If the t-test shows that the current model’s performance is significantly better
(p−value < α), the baseline model parameters (θBL) are updated to the current
model parameters (θ).
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Algorithm 1 REINFORCE
1: Input: number of epochs E, steps per epoch T , batch size B,

significance α
2: Initialization: θ, θBL ← θ
3: for each epoch = 1 . . . E do
4: initialBL = ComputeEnergy(si, RandomSol()) ∀ i ∈ {1, . . . , B}
5: for each step = 1, . . . , T do
6: πi ← SampleSolution(si,mi) ∀i ∈ {1, . . . , B}
7: L(πi)← ComputeEnergy(si, πi) ∀i ∈ {1, . . . , B}
8: if step = 1 then
9: L(πBL

i ) = initialBL
10: end if
11: ∇L ←

∑B
i=1(L(πi)− L(πBL

i ))∇θ log pθ(πi)
12: Θ← Adam(Θ,∇L)
13: L(πBL

i )← L(πi)
14: end for
15: if OneSidedPairedTTest(pθ, pθBL) < α then
16: θBL ← θ
17: end if
18: end for
19: return θBL



Chapter 4

Methodology

This chapter explains how the problem instances are generated, how the archi-
tecture is implemented and how different algorithms are compared.

4.1 Obtaining Reference Solutions

To assess the quality of solutions, there needs to be benchmarks for solutions and
optimal objective values. These will be obtained using the Gurobi software [5].
Gurobi is a state-of-the-art software for solving optimization problems. It is able
to handle various types of optimization problems efficiently. To obtain reference
solutions for the EUAP, two different solvers need to be employed. The first
one should be an Integer Linear Programming (ILP) solver, where the problem
is formulated in its original form. This will allow Gurobi to find the optimal
assignments of users to servers while ensuring that all constraints are satisfied.

The objective should use the same penalty parameters γa and γb as in the
corresponding QUBO matrices. This solution will contain values for the allo-
cation variables xji and the server variables yi but not to the slack variables,
since they do not exist in this problem formulation. The second solver should
be a quadratic solver, which will process inputs from the QUBO model directly.
This solver, will contain solutions to both the allocation variables xji and server
variables yi, but also the slack variables lj and mi.

Tarasova, 2024. 27
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4.2 Generating Problem Instances

This section explains the process for generating QUBO instances and how pa-
rameter values are set. In short, in order to generate a problem instance, one
needs a set of servers and a set of users.

4.2.1 Choosing Servers

The server locations are chosen from the Melbourne CBD dataset and from this,
a Nearest Neighbour Graph (NNG) is constructed, which represents the rela-
tionships between vertices based on their proximity to each other [8, 19]. In the
NNG, each server is represented by a node and one node is randomly chosen and
added to the problem. Afterwards, the node’s k nearest neighbors are added to
the problem. The algorithm will continue to select servers by adding the nearest
neighbors of the newly selected neighbors, until the number of servers requested
in the instance is fulfilled. This method of selecting servers was chosen because
this was proven to be an energy-efficient coverage planning by Yiqun Wu et al.
[20]. Additionally, based on their findings k is set to be equal to 6. This results
in the servers chosen according to a honeycomb like structure in Figure 4.1. The
server in the center is the first randomly chosen server, and the k surrounding
servers are its k nearest neighbors from the NNG. Important to note is that
the locations of the servers do not have the same distance to one another, so if
for example seven servers are chosen, one server in the center and its six near-
est neighbours, their locations will not be a perfect hexagon as in the Figure 4.1.

The capacity for the servers are chosen randomly according to the server
heterogeneity degree. If the heterogeneity degree is 0% then a capacity is chosen
randomly that is used for all servers, and if it is 50% then half of the servers
will have the same capacity and the other half will have a random capacity.
As mentioned earlier, there are two types of capacity, CPU and memory. The
CPU will be randomly chosen from 32, 64, 96, 128 cores and the memory will
be randomly chosen from 4 GB up to 16GB. These capacity values are chosen
after analyzing the demands of the users and setting values such that the total
capacity can be exceeded by the users. The radius of the servers are randomly
chosen between 100m and 200m as this is a real-world reflection of a typical
server radius in a city.

4.2.2 Choosing Users

The users are then chosen from the user dataset such that the number of users
that are requested for a problem instance all fall within the coverage areas of the
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Figure 4.1: The structure of server selection

chosen servers. The CPU and memory resources that a user needs will be taken
from Table 4, Intel PC column, in Sier et al. (2023) [14]. These values and their
ratios between CPU and memory utilization represent a realistic benchmark for
the resources a user might require. Similarly to servers, the demand between
users will be chosen randomly according to the user heterogeneity degree. The
Melbourne CBD data used in this thesis meets the criterion of having users in
overlaps, as there are consistently users within overlapping coverage area. This
is due to the close proximity between server and user locations as well as the
choice of server radius.

4.2.3 Choosing Penalty Parameters

Deriving the values of the penalty parameters λ1 and λ2 was done using con-
clusions from Section 2.2 together with theory from article “Penalty wieghts
in QUBO formulations: Permutation problems” by Ayodele [1]. The method
used is referred to as MOC (Maximum Objective Constraint), which amends
the VLM (Vector Lagrange Multiplier) method. The MOC method is designed
to determine a penalty parameter by considering the maximum impact that a
change in the objective function can have on the function represented by the
constraints. By using the MOC method, the penalty parameters are derived
in a way that balances the influence of the objective and constraint functions,
ensuring that violations of the constraints are appropriately penalized relative
to the changes in the objective function. The formula to obtain the penalty
parameter λ is shown in (4.1) where matrices C and G represent the cost and
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constraint functions presented as N × N matrices. Consequently, the QUBO
matrix is obtained by Q = C +G and C will be diagonal, due to the nature of
the objective.

λ = MOC = max

(
1,

n
max
i=1

W g
i >0

abs
(W c

i

W g
i

))
(4.1)

where

W c =

{
−Ci,i, Ci,i ∀i ∈ [1, N ]

}
(4.2)

and

W g =

{
−Gi,i −

N∑
j=1
j ̸=i

min{Gi,j , 0}, Gi,i +

N∑
j=1
j ̸=i

min{Gi,j , 0} ∀i ∈ [1, N ]

}
(4.3)

4.2.4 Generation Of NN Dataset

A NN dataset is generated with the goal of being used in the future exploration
of NN applications on combinatorial optimization problems. These problems
should be non-trivial and difficult to solve. This means that the total demands
of users that can be assigned to a server should surpass the servers’ capacity, for
both CPU and memory. To ensure this, the selected servers capacity for CPU
and memory is aggregated. Both of these sums are then divided with the min-
imum CPU and memory demand to obtain a number of users that will ensure
the demands to surpass the servers capacity. There should also be a minimum
of 100 users and a minimum of 7 servers, in order for the problems to not be
too small.

Each generated problem folder should have data about users demand and
location, data about servers capacities, radii and locations, as well as the QUBO
matrix and a solution to the ILP version of the problem. The solution to the
QUBO problem will not be provided, as a solution can not be obtained within
the time limit of 15 minutes. This means that the reference solution will contain
values for the allocation and server variables, but not for the slack variables. Two
different cases of the problem will be considered. One will be the standard case,
where the server radii matters, which will be called the centralized case. The
other case will be the decentralized case, where a central server will decide which
user gets allocated to which server. This means that a user can be allocated to
any server in the problem. Following this structure, 15 problems are generated
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each for the centralized and decentralized case, with the number of servers
ranging between 10 to 38.

4.3 Neural Network Architectures

In this section, it is explained how different architectures are constructed using
the blocks and layers from Section 3.4.

4.3.1 LSTM-Based Model

The goal of the model is to predict a server assignment for each user in the
problem. This model only uses the data for users and servers, that is the CPU
and memory demands and capacities. It takes two matrices as the input. The
first one is a matrix containing rows representing user CPU demands concate-
nated with server CPU capacities. The second matrix is similar, but where rows
represent user memory demands concatenated with server memory capacities.
Both matrices are of size N × (1 +M) if we have N users and M servers.

Each input matrix is processed separately but go through identical layers.
Both matrices first pass through an LSTM layer with 128 neurons. The num-
ber of neurons determines the layers dimensionallity, meaning a layer with 128
neurons will output a vector of size 128. This is because LSTMs are good at
capturing sequential dependencies and patterns in the input. After this layer,
each matrix goes through a separate Fully Connected (FC) layer with 256 neu-
rons. This layer helps the model learn higher-level representations of the in-
put. The outputs from the separate FC layers for CPU and memory data are
then concatenated. This results in combining the projected CPU demands and
capacities with the projected memory demands and capacities, for each user.
Essentially, for every user, the combined row now contains the user’s projected
CPU demand, server CPU capacities, user’s projected memory demand, and
server memory capacities.

The concatenated output is then passed through another FC layer with 128
neurons, which dictate the dimensionality of the hidden state and cell state
vectors. This layer further processes the combined information. Following this,
the output goes through a second LSTM layer with 128 neurons. This layer
captures additional sequential information in the data. This layer is important
as it captures important dependencies and patterns in the output. Finally, the
output is passed through a FC layer which projects to the output dimension,
corresponding to the number of servers. This layer produces a vector of proba-
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bilities for each user, indicating the probability of being assigned to each server.
When obtaining a solution, the server with the highest probability will be cho-
sen for that user.

To address scenarios where users remain unassigned, an additional output
neuron is included in the model. This neuron specifically represents the condi-
tion where a user is not assigned to any server. An overview of the architecture
is depicted in Figure 4.2. In the figure, the process above is illustrated, from
the two separate input matrices, what blocks they pass through and how the
output looks like. This model will be trained using supervised learning and
cross validation, to ensure a robust solution.

The proposed model only ensures that the single allocation constraint is not
violated. However, if the LSTM-based model described above is inaccurate, it
can mean that the capacity constraint might be violated. To produce a valid
solution, a post-processing algorithm is designed to ensure that the capacity
constraint is not violated. This is a simple algorithm, that checks for violations,
and tries to reassign users if capacity is left on other servers. It can be viewed
in Algorithm 2.

Algorithm 2 User Reassignment to Resolve Server Capacity Violations
1: Input: Users j, Servers si, Predictions, UserDemands, ServerCapacities
2: Output: Updated Predictions
3: Calculate demands ∀ i in si
4: Check for capacity violations ∀ i in si
5: while there are violations do
6: for each si with a violation do
7: for each j assigned to the server do
8: if another si has available capacity then
9: Reassign j to server si

10: else
11: Mark j as unassigned
12: end if
13: end for
14: end for
15: Update server demands and check for new violations
16: end while
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Figure 4.2: An overwiev of the LSTM-based model
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4.3.2 Transformer-Inspired Model
The main idea for the transformer architecture, was to train a NN model using
the QUBO matrices, so that after training, we would obtain solutions to new un-
seen QUBO instances within seconds. The main idea is depicted in Figure 4.3.
The figure depicts how batches of QUBO instances would be used for training
to tune the model weights. After a model is obtained, this would be used to
obtain a solution to an EUAP by first translating it to the QUBO formulation.

Figure 4.3: Scheme of how to obtain a solution for a QUBO instance

To encode positional information from the QUBO matrix, node features h
could be represented as the diagonal elements from the QUBO matrix. Conse-
quently, the edge weights eij could come from the off-diagonal upper triangular
part of the QUBO matrix. The updated node embeddings would be the input
to the encoder block. From the encoder block, an aggregated graph embedding
h̄ as well as the node embeddings are obtained.

The decoder is the second part of the transformer that generates the output.
The idea behind the proposed decoder block, is to generate the output sequence
sequentially by looking at both the aggregated graph embeddings h̄ from the
encoder and the last generated output. The sequential generation is important,
since for example setting an allocation variable to 1 both affectes the servers
remaining capacity, as well as that the server variable needs to be set to 1. It
is crucial to capture the patterns in this relationship. The proposed decoder
architecture consists of an embedding layer, an LSTM layer, and a fully con-
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nected layer, as seen in Figure 4.4. The entire process ensures that the decoder
leverages both the sequential nature of the input tokens and the structural in-
formation captured by the encoder.

Figure 4.4: Overwiev of the proposed decoder architecture

The process of decoding a token starts with the input to the decoder, which
is the last generated binary output at time step t. The input is converted into
dense vectors using an embedding layer.

xt = Embedding(inputt)

To incorporate the graph embedding h̄ from the encoder, it is concatenated
with the embedded input sequence at each time step t and forms a vector called
context c. This context vector allows the decoder to leverage both the overall
information from the graph and the last embedded output sequence.

ct = [xt, h̄]

Following this, an LSTM layer is applied, that takes as input the context vector
ct and the previous hidden states ht−1 and outputs the next hidden states ht

and the output ot. The hidden state, denoted as ht is a representation of the
current output in the sequence, incorporating information from all previous
outputs. Therefore, the hidden state has accumulated information about the
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entire generated output sequence. The hidden state is updated at each time step,
enabling it to influence the value of the next output in the output sequence.

(ot, ht) = LSTM(ct, ht−1)

The output from the LSTM layer is passed through a fully connected layer to
project the output onto a single dimension, which represents the probability of
the next output.

logitst = Linear(ot)

The logits are then passed through a sigmoid activation function to obtain
probabilities p.

pt = σ(logitst)(ht)

A proposed sequence generation process is shown in Algorithm 3. It starts
with an initial token, which represents the start of the output sequence, and
iteratively generates the next output value. At each time step, the generated
token gen is passed to the decoder together with the graph embedding h̄ and
the previous hidden state ht−1. The decoder then outputs a probability pt for
the next output. A binary value is sampled using the Bernoulli distribution and
the probability pt. After this, the output sequence is updated with the newly
generated binary variable next. The process continues until the maximum tar-
get length TM is reached. If a specific problem instance has a target length Ti

smaller than TM , the process will fill the output with zeros. Since the problem
instances come in batches, all the instances within a batch are processed in par-
allel.
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Algorithm 3 Sequence Generation with LSTM Decoder

INPUT Decoder decoder, Graph Embedding h̄, Instance Target Length Ti,
Maximum Target Length TM , Start Token s
Initialize hidden state ht−1

Initialize generated token gen = s ∀i ∈ {1, . . . , B}
Initialize output sequence out = s ∀i ∈ {1, . . . , B}
for t = 1 to TM do
pt, ht−1 = decoder(gen, ht−1, h̄) ∀i ∈ {1, . . . , B}
next = Bernoulli(pt) ∀i ∈ {1, . . . , B}
if Ti < t ∀i ∈ {1, . . . , B} then
next = 0

end if
out← out+ next ∀i ∈ {1, . . . , B}
gen = next ∀i ∈ {1, . . . , B}

end for
return out

An overview of the encoding-decoding process can be viewed in Example 4.1.
Note that the example lacks positional encoding, which was not implemented.
Additionally, the values of the projection matrices are omitted. These matrices
are initially randomly initialized, therefore lacking meaningful interpretations.
As a result, the specific values of the matrices are not included in this example.

Example 4.1 Consider the same instance of the EUAP as in Example 2.2,
given by the matrix.

Q =


14 −50 2 10
0 26 0 −10
0 0 −1 0
0 0 0 1

where the variables are denoted as
[
x21 y1 l2 m1

]
following the original idea of the input vector consisting of the upper triangular
part of the QUBO matrix, the input feature vector will then be.
xi =

[
14 −50 2 10 26 0 −10 −1 0 1

]
The feature vector will pass through the layers in Figure 3.2 , that is:
→ Embedding → Encoder(MHA,FF,Add&Norm) This process will be re-
peated N times, depending on the number of encoder layers.
After processing through the encoder, an aggregated graph embedding will be
computed as the mean of the node embeddings form the final layer. The dimen-
sionality will depend on how the model is initialized, but let’s assume the graph
embedding is.
h̄ =

[
0.5 −0.2 0.1 0.3

]
The graph embedding will be passed to the decoder. The decoding process will
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begin with a start token, which signals the beginning of the output sequence.
Each of the four binary values in the output will be generated sequentially. As
described in the decoder section, the start token will be embedded, concatenated
with the graph embedding h̄, passed though an LSTM layer and projected. This
process will generate a probability, and from this the first binary value 1 of x21

can be sampled.
Next, the output 1 will be embedded, and the process will be repeated, and the
value 1 of decision variable y1 will be sampled. This will repeat until the whole
solution vector

[
x21 y1 l2 m1

]
=

[
1 1 0 0

]
is sampled.
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Results

In this chapter, the results are presented as well as discussed.

5.1 Values of QUBO Parameters

To start with, the values for γa and γb were examined, as these values need
to be set in order to calculate the penalty coefficient λ. This was done by,
as discussed in Section 2.2, firstly normalizing them, and then testing differ-
ent ratios on problem instances. The ratios that were tested are [γa, γb] =
[5, 1], [4, 1], [3, 1], [2, 1], [1, 1], [1, 2], [1, 3], [1, 4], [1, 5]. Bigger ratios were not inter-
esting as they resulted in the solution either being the trivial zero numbers
solution, or a solution in which all servers were in use. The sum of allocated
users and and the sum of activated servers where collected for each parameter
pair. Our objective is to find penalty parameters that maximize the number of
users allocated while minimizing the active servers. As an example, for smaller
problem instances with 10–30 servers, activating one additional server to allo-
cate four more users is considered to be equally good as a solution that does not
activate the additional server. This is because we aim to simulate QUBO prob-
lems that show the neural network solver that it is most important to maximize
user allocation while keeping the number of active servers low.

5.1.1 Parameters for Non-Centralized Cases

The parameters were tested for a problem with 7 servers and 70 users. The
objective parameters were tested using the Gurobi ILP solver. A snippet of
the tested parameters and their respective numbers of allocated users and used
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Table 5.1: The impact of parameter values on use of servers and allocated users
for a non-centralized case

Configuration Data
param:

allocated users:
used servers:

[1, 1]
31
2

param:
allocated users:
used servers:

[1, 2]
0
0

param:
allocated users:
used servers:

[2, 1]
60
6

param:
allocated users:
used servers:

[3, 1]
60
6

servers are shown in Table 5.1. It can be observed that the parameter con-
figuration [γa, γb] = [1, 2] resulted in the zero solution. Similarly, the zero so-
lution was also obtained for all other tested parameter configurations where
γb > γa. The setting γb = γa resulted in only a small fraction of the total
users to be allocated. The fraction was a bit bigger when γa = 2 and γb = 1.
However, the maximum allocated users were reached with the parameter con-
figurations [γa, γb] = [3, 1]/[4, 1]/[5, 1]. Using these configurations, the largest
fraction of users were allocated while keeping the number of servers down. It can
be discussed if activating 3 more servers is worth the allocation of only 9 more
users, but our agenda is still to allocate as many users as possible, therefore
[γa, γb] = [3, 1] is chosen as the parameter configuration that satisfies our goal,
for the non-centralized cases. Why not all 70 users were allocated is because of
the sampled capacity constraints.

5.1.2 Parameters for Centralized Cases
The case when there is a centralized server was tested on a similar prob-
lem with 7 servers and 70 users. A snippet of the tested parameters and
their respective number of allocated users and used servers are shown in Ta-
ble 5.2. It can be observed that the parameter configuration [γa, γb] = [1, 3]
resulted in the zero solution. Similarly, the zero solution was also obtained
for other parameter configurations where γb > 3 and γa = 1. The config-
uration of [γa, γb] = [1, 2] resulted in a good solution but not the best one.
The maximum allocated users where reached with the parameter configurations
[γa, γb] = [2, 1]/[3, 1]/[4, 1]/[5, 1] where 69 users were allocated and 4 servers



5.1. Values of QUBO Parameters 41

Table 5.2: The impact of parameter values on use of servers and allocated users
for centralized case

Configuration Data
param:

allocated users:
used servers:

[1, 1]
61
3

param:
allocated users:
used servers:

[1, 2]
47
2

param:
allocated users:
used servers:

[1, 3]
0
0

param:
allocated users:
used servers:

[2, 1]
69
4

param:
allocated users:
used servers:

[3, 1]
69
4

where in use. For simplicity, the configuration of [γa, γb] = [3, 1] is chosen as
the parameter configuration that satisfies our goal, for the non-centralized cases.

5.1.3 The Penalty Parameter

After these parameters were set, the value of the penalty parameter λ could be
calculated using equation (4.1). To asses if the calculated penalty parameter is
sufficiently large to penalize infeasible solutions, a problem instance was con-
structed using the QUBO parameters [γa, γb] = [3, 1] which yielded λ = 4096.
This problem instance was then solved using the quadratic Gurobi solver. As
the quadratic Gurobi solver has a worse performance than the ILP solver, partly
due to the size of the QUBO matrix, only a small problem instance could be
solved. The particular instance used in testing had 4 servers and 12 users. The
solution to this instance contained zero illegal solutions, and all users were allo-
cated while only 2 servers were activated. Thus, the equation used to calculate
the penalty parameter λ is deemed appropriate.

5.1.4 Effect of MIPGap on Solution Quality

To generate solutions efficiently using Gurobi, a time limit of 15 minutes was
set for the generation of the NN dataset. It was observed that the model of-
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ten spent considerable effort to prove optimality. To address this, the effect of
adjusting the mipgap parameter when generating a solution was investigated.
The mipgap parameter in Gurobi is used to specify the relative gap between the
best found solution and the best found optimistic bound. The default value of
this parameter is 0.01%. Setting the mipgap parameter to a non-default value
allows the solver to terminate early if the gap is within the set threshold, for
higher values of the threshold.

The trade-off between time to solution and the obtained objective value is
illustrated in Figure 5.1. As seen in the figure, the solution time decreases
rapidly as the mipgap increases from the default parameter to 0.1%. Increasing
the value of mipgap further does not affect solution time, as it remains low.
However, further increases in the mipgap, specifically beyond 0.2%, does affect
the objective value, as it increases significantly. From this, it can be concluded
that there is a trade-off between solution quality and computation time, which
needs to be considered when generating solutions.

Figure 5.1: The effect of mipgap (%) on solution quality

5.2 LSTM-Based Architecture
The architecture described in Section 4.3.1 was trained on 1000 training samples.
These samples where generated using medium sized problem instances consisting
of 100 users and 20 servers, while using all possible combinations of the user
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and server heterogeneity degrees. The time limit for obtaining ground truth
was set to two minutes. The ground truth was then generated using the Gurobi
solver with the mipgap parameter set to 0.2%, to ensure solutions within the set
time limit. The input data is also normalized to improve convergence. During
training, the model uses the Adam optimimzer, a learning rate of 0.001, spatial
cross entropy loss function, three folds and 50 epochs. A validation accuracy
of 73% was achieved. The accuracy is calculated by comparing the predicted
vector of server assignments with the vector of server assignments obtained from
Gurobi. The loss plots and the accuracy plots obtained from the last fold during
training are seen in Figure 5.2. Since the model’s loss function only compares

Figure 5.2: The plot of loss and accuracy during the last fold of training

the predicted server assignment vector to the vector from Gurobi, position by
position, the model makes two kinds of mistakes in its prediction.

1. The model predicts that more servers need to be in use than is actually
needed.

2. The model assigns more users to a server than the server has capacity for.

The second type of error is alarming, as it leads to infeasible solutions (vio-
lation of constraint (2.9)). In order to obtain a solution without any violation
of constraints, a post processing method was designed, which is described in
Algorithm 2. The method reassigns users from a server if a server’s constraint
is exceeded. The method reassigns these users to other servers in the problem,
if they have free capacity. Otherwise, these users are marked as unassigned.

After training, the model was evaluated on 200 new unseen instances with the
same size, and an accuracy of 73% was achieved. The accuracy was calculated in
the same way as the loss function defines it, by comparing the predicted server to
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Table 5.3: Table of predicted solutions compared to solutions from Gurobi

Problem
Instance

Solution (Users, Servers) Objective Value

Ref LSTM Ref LSTM &
Post Pro-
cessing

Difference

100 users,
20 servers

100, 8 100, 9 -2.6 -2.55 1.92%

100 users,
20 servers

100, 5 100, 6 -2.75 -2.7 1.82%

100 users,
20 servers

100, 20 99, 20 -2 -1.97 1.5%

the server assignment obtained from Gurobi. After post processing, the accuracy
is recalculated on these instances, and as expected, the accuracy decreases to a
value of 67%. However, two different solutions might have the same number of
allocated users and activated servers, but have different solution vectors. The
difference might lie in that users are allocated to different servers between the
solutions, and since the accuracy only compares the predicted server id to the
server id obtained from Gurobi, the accuracy score might still be low. Therefore,
to get a more accurate value of how the model performs, the objective value is
computed for each of these evaluation instances, and compared to the objective
value of the ground truth. Out of the 200 evaluation instances, 5% have the
same objective value. The other predictions either contain fewer assigned users
compared to the ground truth, or use one or two extra servers to accommodate
all users. An example of predictions compared to ground truth and the errors
can be seen in Table 5.3.
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Discussion

In this chapter, the results as well as the proposed implementation details are
discussed.

6.1 Generation of QUBO-Instances

While generating problem instances to meet the first objective of the thesis,
valuable insights into the complexities of the EUAP and the reformulation into
QUBO were discovered. The key issue was the binarization of the slack variable
mik, which significantly increased the size of each QUBO instance. This increase
in the size of the matrix led to memory issues when computing the attention
part in the encoder, even for small, trivial instances. This would need further
investigation to see if there are alternative ways to incorporate the constraint
into the QUBO-form without compromising computational efficiency. Despite
these challenges, the instances that were generated are a good representation for
real-world urban scenarios and will be able to benchmark further future research
in this field.

6.2 Transformer-Based Architecture

In this section, the challenges of building a transformer inspired architecture for
the EUAP are explained. Due to time constraints, the proposed transformer
model could not be fully implemented, trained, or analyzed. This was partially
due to not having enough time for the implemetation. However, there may be
other problems with the proposed architecture that are discussed below.

Tarasova, 2024. 45



46 Chapter 6. Discussion

6.2.1 Preprocessing of Input to the Encoder

From the start, there was an idea to use all the upper triangular part of the
QUBO matrix as input nodes, and not utilize an EAT layer. This meant, each
cell qij from the matrix Q would be an input node, with the value of the same cell
as input feature. However, this approach posed two problems. The first one was
due to the binarization of the slack variables in the capacity constraints (2.13).
The resolution for the binarization of the slack variable was set to ⌈log(capi)⌉
and the CPU capacity was quite high, which resulted in a lot of binary variables
per capacity constraint. Consequently, the size of the QUBO greatly increased
and a majority of the QUBO consisted of these slack variables. Later, when the
upper triangular part of the QUBO matrix was converted to nodes, it lead to
memory issues when the matrix multiplication were computed inside the MHA
block, due to the amount of nodes. Additionally, since transformers process the
input all at once, smaller problem sizes in a batch need to be padded to the
maximum problem size in a batch, which results in even more nodes. The second
problem was how to encode the relationships between the nodes. Traditionally,
there is a positional encoding that is added to the node features, before further
processing in the encoder. However, the positional encoder encodes information
about the order of the input nodes, since all inputs are processed in parallel.
In our case, order of input of the nodes themselves does not matter, since for
example node (1, 2) can come both before node (2, 4) or after in the list of input
nodes. The important information is to save the position (i, j) of the node.

To resolve these issues, a preprocessing of the input utilizing a kind of GNN
was used. Using this preprocessing method lowers the needed amount of input
nodes, as the input nodes would be the decision variables themselves, instead
of the nodes of the upper triangular part of the QUBO matrix, which are much
fewer. The best approach seemed to be to use an EAT block, as it would
update the node features with weighted values of the neighbours. In this way,
the information of the edge weight between decision variables would be saved.

6.2.2 Encoder

It was straightforward to use the decoder on QUBO matrices. In order to handle
inputs of varying lengths, additional zeros were padded to match the maximum
length input. These inputs were extended with zeros. However, when computing
the attention scores, these zero values may not be confused with actual zero
values. To solve this, masking seemed to be the most reasonable approach. The
mask would be of the same size as the input, with a value of 1 indicating a
non-padding node on that index, and a value of 0 indicating a padding node,
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meaning no attention should be payed to it.

6.2.3 Decoder

The decoder posed the most challenges out of all steps. It is required to pay
attention to several aspects, in order to be advanced enough to learn how deci-
sion variables interacted with each other. For example, it should pay attention
to information gathered from already generated outputs. If an allocation vari-
able is set to 1, the corresponding server variable should be set to 1 because a
user has been assigned to this server. Additionally, the decoder needs to keep
track of the capacity of servers, as if users are assigned to it, the server has
less capacity left. The proposed decoder model might be to simple, as it uses
an aggregated graph embedding without retaining information from the actual
node embeddings. This may not be sufficient to capture the relationships be-
tween decision variables and learn their interactions. To address this issue, it
would be interesting to add a MHA layer between the node embeddings, and
use the output from the MHA in the decoding process. This layer may help
the decoder to better capture the relationships between decision variables and
further improve the results and accuracy of the solver.

6.3 LSTM-Based Architecture

The LSTM-based model proved that NN are a promising approach to explore
for solving the EUAP, as they are able to deliver solutions within seconds after
training. However, there is a challenge in encoding constraints, which aligns
with the findings from the literature study. For future applications, it would be
important to design the model so that it is size invariant to be able to use it for
real-world scenarios.

Additionally, the accuracy metric during training could be improved. Cur-
rently the accuracy compares the predicted server-id with the server-id obtained
from Gurobi, for each user. This can be misleading since two solutions might use
the same amount of servers and accommodate requests from the same amount
of users, but use different servers with different id’s. Using the current accuracy
metric, the accuracy will not be 100% for this example, despite both solutions
being equally good. Refining this metric would provide a more accurate assess-
ment of the model’s performance.
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6.4 Conclusion and Future Work
To summarize, this thesis has explored the possibility of applying various NN
architectures on a combinatorial optimization problem. The EUAP is reformu-
lated into a QUBO problem, and some NN architectures were explored. The
possibility of application using a transformer architecture has been explored and
discussed. To support these explorations, a data generator was also constructed,
where a NN dataset was generated which will be used for further investigation
in the future. In order to apply a transformer inspired model, numerous mod-
ifications needed to be done to the transformer, and batching data during the
training process also posed some difficulties. Therefore, this path was more
complex than initially thought and due to time limits, a full analysis could not
be completed. Despite this, a simpler architecture that makes use of LSTMs
has been implemented and trained. This architecture trained in a supervised
manner, paired with a post-processing model, showed promising results on un-
seen data instances. The results clearly inidcate that applying of NN to solve
combinatorial optimization problems is promising. It also strengthens the re-
sults of the pre-study that discussed that there is no easy solution when using
NN based solvers to not violate constraints. Though, if approached correctly,
the application of NN based solvers might lead to significant advancements in
the future.

As future work, it would be interesting to implement the transformer archi-
tecture and assess the results. To address the memory issue of the input to the
encoder, there are two potential solutions that could be explored. Either, create
an architecture that takes the whole QUBO as input, where the constraints are
represented in the coefficients in the matrix, and apply the EAT layer as as
previously discussed. This would be efficient since all constraints are encoded in
the matrix, and no further alterations need to be done to the transformer archi-
tecture to account for them. Alternatively, it may also be interesting to explore
if it is possible to encode the two constraints in a transformer network, and use
a QUBO consisting of only the objective coefficients. This would significantly
reduce the size of the QUBO, resulting in fewer nodes needed as input in the
transformer, thereby reducing memory usage.
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