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Abstract

Combinatorial assignment problems involving finite resource allocation have tradi-
tionally been studied in static, single-instance settings. This thesis introduces SEQUCA,
a sequential framework that extends a state-of-the-art Utilitarian Combinatorial Assign-
ment (UCA) algorithm to dynamic environments. The framework evaluates social welfare
across simulated time steps, accommodating stochastic task generation and fluctuating
agent availability. Two implementations are compared: a baseline model that reapplies
the UCA algorithm at each step, and a greedy extension that caches and reuses prior re-
sults when applicable. The results show that the greedy extension achieves comparable
utility, with only minor reductions, while significantly improving execution time. Further-
more, the study identifies a performance bottleneck in the UCA algorithm when utility
values across coalitions are identical, which reduces pruning effectiveness and increases
computational cost.
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Introduction

In a business context, resources may include financial capital, physical materials, goods, or
available personnel. Since these resources are finite, their efficient allocation is crucial to max-
imize value. This allocation challenge can be modeled as a combinatorial assignment prob-
lem. This chapter introduces the motivation for this thesis, key research questions, and the
scope of the work. The chapter concludes with a contributions section and a brief overview
of the remaining chapters.

1.1 Motivation

Effective task assignment in organizational settings involves matching tasks with the most
suitable agents, thereby maximizing total value. In some cases, collaborative efforts among
multiple agents can yield greater value than individual assignments, further increasing the
complexity of the allocation. This allocation problem can be modeled as a combinatorial
assignment problem, where the goal is to determine the agent-task pairings that yield the
highest total utility. Although theoretical solutions may identify optimal combinations, real-
world factors — such as the availability of agents — make this optimality difficult to achieve
in practice. This thesis focuses on extending a state-of-the-art Utilitarian Combinatorial As-
signment (UCA) algorithm by integrating a sequential component into it. The aim is to ex-
plore how the algorithm performs in dynamic environments where new tasks arrive over
time and agent availability fluctuates.

1.2 Aim

The aim of this thesis is to introduce a temporal (sequential) extension to an existing UCA
algorithm, which enables it to operate in dynamic scheduling environments. This framework
simulates scenarios where tasks emerge over time and agent availability changes dynami-
cally. Two main strategies are evaluated.

(1) : Reapplying the UCA algorithm at each time-step

(2) : Caching of previous assignments to minimize recomputation



1.3. Research questions

This comparison enables an evaluation of the trade-off between computational efficiency and
utility performance.

1.3 Research questions

e How does the state-of-the-art UCA algorithm perform when adapted to a sequential
implementation?

* To what extent does caching of prior partial solutions improve computational efficiency
and utility compared to reapplying the UCA algorithm at each time step?

* How does imposing a limit on coalition size affect the behavior and performance of the

sequential implementation?

1.4 Delimitation

To maintain computational feasibility, the number of agents and tasks will be limited. Due
to the exponential growth of possible combinations, only heuristic approximations will be
used rather than exhaustive searches. The simulation of incoming tasks will be based on a
pseudo-random number generator (specifically, the Mersenne Twister). Each task will require
a uniform time duration for completion, and the number of tasks introduced per time step
will remain constant.

1.5 Contributions

This thesis presents a novel sequential extension to a state-of-the-art UCA algorithm that
integrates considerations for time and dynamic agent availability. In addition, it introduces a
driver system designed to systematically run experiments across varying configurations (e.g.,
the number of agents or tasks) and to log utility values over time for a comparative analysis.

1.6 Structure of the Report

The structure of the thesis is as follows:
Chapter 2 provides theoretical background and discusses related work

Chapter 3 describes the state-of-the-art UCA algorithm as well as the system model and
methodology behind the sequential framework

Chapter 4 presents the experimental results

Chapter 5 discusses the results from Chapter 4 and outlines potential avenues for future
work

Chapter 6 concludes the thesis



Background and Related Work

This chapter provides the theoretical and technical background necessary to understand the
topics explored in this thesis. It begins by introducing the algorithmic and mathematical
foundations leading up to the implementation of the Utilitarian Combinatorial Assignment
algorithm. The latter part of the chapter discusses relevant related work in the field.

21 Combinatorial Optimization

In mathematical optimization, combinatorial optimization refers to the process of selecting
the best solution from a finite set of feasible options. More formally, given a finite set of
decision variables, the objective is to find a combination that maximizes (or minimizes) a
given objective function [1}{10].

Let the decision variable vector be:

T = (X1, Xn)

The objective function is denoted as:
f(x)

In this thesis, the focus is on the maximization problem, expressed as:
max f (%)
X

Prominent problems in this domain include the Knapsack Problem and Job Scheduling,
which are classic examples in computer science.

Decision Problem

A decision problem is a yes/no question as regards whether a specific condition holds for a
given input. Such problems play a critical role in complexity theory, particularly in defining
classes such as IP (problems solvable in polynomial time) and INIP (problems verifiable in
polynomial time).



2.2. Utilitarian Combinatorial Assignment (UCA)

Bit Mask

A bit mask is a binary sequence that is used to represent and manipulate sets, where each bit
corresponds to a specific state or decision. Bitwise operations on such masks offer efficient
ways to represent subsets or enable quick computations, especially in optimization problems.

P and NP

Determining whether a problem can be solved efficiently is central to computational theory,
which has been extensively researched during the past several decades [6| (12 |5, 7]. If a
problem belongs to the class IP, it is solvable in polynomial time. If it is in INIP, its solution
can be verified in polynomial time, although finding it may take longer.

IP < NIP

This inclusion means that any problem in IP is also INIP, though it remains unresolved
whether IP = INIP.

Search Space vs. Problem Space

The search space is the set of all possible solutions that could potentially solve a given prob-
lem. It is considered finite, although it can become very large in some cases. In contrast, the
problem space consists only of feasible solutions, meaning only states that satisfy the specific
constraints of a problem. Efficient algorithms often rely on pruning irrelevant parts of the
search space to improve performance.

Branch-and-Bound (B&B)

Branch-and-Bound is a search algorithm that systematically explores subsets of the solution
space by building a tree. Branches are eliminated (pruned) if they are guaranteed to not yield
better results than the current best solutions.

Best-first Branch-and-bound (BFB&B)

Best-First Branch-and-Bound improves on B&B by prioritizing the most promising nodes
first, exploring the search tree in a way that often leads to quicker convergence to an optimal
solution.

Dynamic Programming (DP)

Dynamic programming solves problems by breaking them into subproblems, solving each
problem only once, and storing their results. Unlike B&B, which may explore different paths,
DP ensures efficiency via memoization or tabulation. A classic example is the Knapsack
Problem [14].

2.2 Utilitarian Combinatorial Assignment (UCA)

The core of this thesis revolves around the use of the state-of-the-art utilitarian combinatorial
assignment algorithm. Like in combinatorial optimization of maximizing or minimizing a
single value, the UCA focuses on allocating resources across several agents to maximize the
total utility.

Formally, the UCA problem is defined as follows:

Input:

* A finite set of indivisible items N = {1, ..., n}



2.2. Utilitarian Combinatorial Assignment (UCA)

e Asetofagents M = {1,...,m}

* A social welfare function ® : [[y; — R which assigns a real-valued utility to each
possible allocation configuration

Output:

* A combinatorial assignment C = (Bjy, ..., Bj;) where each B; < N is the bundle assigned
to agent i

The objective is to find the assignment C that maximizes the total utility, defined by the social
welfare function ®. In the utilitarian setting, the function ® is additively separable between
agents and takes the form:

®(C) = ®(By, ..., Bu) = >, v(B;,i)
i=1

where v : 2N x M — R is a valuation function that assigns a utility value to each agent to
receive a particular bundle of items. This utilitarian formulation assumes that agents express
cardinal preferences over combinations of items and that the goal is to maximize total societal
welfare rather than satisfy individual fairness criteria (such as envy-freeness). This makes
UCA particularly suitable for domains where efficiency is prioritized over equity.

Applications
The UCA is applicable to a variety of real-world problems, such as:

Multi-agent task allocation, where tasks (items) must be assigned to agents (e.g. robots,
workers, salespeople) to maximize efficiency.

Combinatorial auctions, where bidders value bundles of items and the goal is to deter-
mine the allocation that maximizes the auctioneer’s total revenue [15} 9].

The multiple traveling salesperson problem, where cities must be divided among
agents in a way that optimizes a global travel-related goal [2].

These domains often exhibit exponential search spaces due to the number of possible bundle
combinations, which requires advanced algorithmic strategies — such as pruning, dynamic
programming, and heuristics — to obtain optimal or near-optimal solutions efficiently.

Set Partitioning

The Set Partitioning Problem involves dividing a set into disjoint, non-empty subsets whose
union reconstructs the original set. A helpful analogy is a jigsaw puzzle, where each piece is
unique, and combining all pieces correctly reveals the full picture.

Formally, given a finite set S, a partitioning P = {S1, Sy, ..., Si.} satisfies:

* V5,€85,5; # @ : There exists no empty subset
e VS, Sj eSi#jSin Sj = @& : The subsets are pairwise disjoint
e [J';S; = S: The union of all subsets returns the original set

Although standard set partitioning problems require all elements to be assigned, this thesis
allows the optional assignment — agents to remain unassigned if it increases the overall
utility. Thus, only the disjointness and coverage properties are relevant, and empty subsets
are permitted. There exist many algorithms for partitioning a set, where various NP-complete
problems based on set partitioning can be effectively solved using the inclusion-exclusion
principle [3].
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Integer Partitioning

An integer partition expresses a natural number n € IN as the sum of positive integers, where
the order of the sum is irrelevant.

4=1+4+3=2+2=14+1+2=1+1+1+1

Integer partitions play a crucial role in number theory, combinatorics, and optimization.

Multiset Permutation

Unlike sets, a multiset permits repeated elements. The number of distinct permutations of a
multiset M = {x1, X, ..., X, } where some elements repeat is given by:

P(M) = n!

ml!xm2!><~--xmk!

Here, m; is the frequency of each distinct element in the multiset, and n = |M|. This is useful
in modeling indistinguishable assignments in task allocation or bundle valuation problems.

Zero-inclusive Integer Partitioning

The zero-inclusive integer partitioning extends classical integer partitioning to non-negative
integers, allowing zero to be a part of the sum. This is essential in the UCA algorithm’s search
space generation, where certain bundles (or agents) may receive no items (or tasks).
Formally, for a given y € N, a multiset {x1, ..., x,} € Zx satisfies: .1 ; x;

For example, {1,2,3,4} and {0,0,0,1,2,3,4} are both valid zero-inclusive partitions for the
value 10.

Game Theory

Game theory formalizes rational decision-making among interacting agents. Each agent’s
decision may influence the utility of others, making it particularly relevant in multi-agent
systems, economics, and social dynamics.

Coalition Structure Generation (CSG)

In multi-agent systems, coalitions are groups of agents collaborating for a common goal. The
CSG problem is to find the optimal partitioning of a coalition that maximizes the social wel-
fare of the entire system [13} 4, 16]]. This concept is incorporated directly into the UCA frame-
work, where combinations of agents and tasks are evaluated based on their collective benefit.

Social Welfare Function

A social welfare function evaluates the collective utility based on individual preferences.
Though widely used in economics and decision theory, choosing the appropriate definition
of "value" or "utility" depends on context and trade-offs between efficiency and fairness.

Utilitarian Welfare

This model seeks to maximize the total utility across all agents:

n
Vurr = ) Ui
i=1

Although efficient, this model can lead to unfair outcomes, favoring those with higher utility
at the cost of others.
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Egalitarian Welfare

This approach focuses on improving the welfare of the worst-off individual:
Vega = min(uy, uy, ..., Uy )

It promotes fairness but may sacrifice overall efficiency.

Nash Welfare

A compromise between efficiency and fairness, Nash welfare is defined as the product of
individual utilities:

n
VNasH = H U
i=1
This formulation penalizes zero-utility assignments and tends to avoid extreme inequality
while still favoring high total welfare.

Data Modeling and Synthetic Generation

In modeling real-world or synthetic task allocation, it is crucial to simulate realistic data dis-
tributions.

¢ Poisson Distribution: Useful for modeling the number of events per time-step, where
task generation is independent and stochastic. The distribution is defined by the pa-
rameter A, the expected rate.

¢ Uniform Probability Distribution (UPD): Ensure equal likelihood for each task type or
quantity when drawing from a finite set. This distribution ensures unbiased synthetic
data for fair evaluation.

Sequential Modeling

Sequential modeling captures the temporal dynamics of a system — essential in tasks such as
scheduling, reinforcement learning, or dynamic allocation. By preserving the chronological
order of events, it reflects the way agents interact with evolving task streams.

2.3 Related Work

In the published doctoral thesis by Préantare, a rigorous analysis found an improved algo-
rithm that could guarantee solutions for any combinatorial optimization algorithm that re-
quired maximizing the value [[11]. It was specifically targeted and designed with the intention
of finding solutions for extensive utilitarian combinatorial assignment problems that could
return optimal results in an efficient manner. Moreover, the algorithm, when benchmarked,
turned out to outperform many alternatives, including industry-grade solvers such as the
CPLEX created and developed by IBM. The author further attempts to apply the algorithm
for the general case to the real world by introducing general-purpose heuristics and Monte
Carlo techniques, combined with synthetic data sets to prove that high-quality solutions can
still be achieved despite the problem having large-scale inputs. Ultimately, the algorithm’s
usage and application in the real world is demonstrated by its utilization in the game Europa
Universalis IV, a popular strategy game with millions of sales. It is integrated into the system
by assisting the players in delegating resources and allocating troops to tactical spots, jug-
gling between many variables in mind when deciding the best alternative, hence showcasing
the efficiency of the algorithm when handling complex decision-making interactions.

In another published work by Elkind et. al. claim to be one of the first to show that there
exists a convergence between allocation of (static) indivisible chores to agents, which have a

7
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certain imposed budget constraint of how much disutility they can handle, in a field where
allocations of goods to agents under the same conditions are more common to research [8].
It stems from the envy-free item allocation problem of distributing a set of indivisible items
to all participating agents to the best extent of being "fair" as possible, but with the twist of
allocating undesirable chores instead. In a household consisting of members with varying
resources (e.g., free time), the paper provides different models for chore allocation pertaining
to envy-free removal of up to one chore (EF1), up to two chores (EF2) and even removal of
up to any amount of chores (EFX). It provides an implementation of an EFX algorithm, intro-
duces polynomial-time algorithms for EF2, while for EF1 further efficient ways to compute
special cases have been established, based on a greedy algorithm focused on the items that
are the most dense first. The key note of importance is, however, the establishment of corre-
spondence between allocation of goods and chores, as seemingly the same adaption of EFX
algorithm for goods can be used on the chores problem under certain, but not all, instances.
Respectively, the greedy densest-item-first algorithm achieves similar results, meaning the
same type of algorithm can be implemented for both goods and chore allocation so that fair-
ness is achieved.



System Model and Method

This chapter outlines the methodology and implementation framework used in this thesis.
It begins with an overview of the state-of-the-art utilitarian combinatorial assignment algo-
rithm — referred to here as PUCA — followed by a detailed explanation of its extension into a
sequential framework, termed SEQUCA. The sequential framework is divided into two main
parts: (1) the test case generation and rationale behind the selection of key variables, and (2)
the sequential implementation, including any modifications or optimizations.

3.1 State-of-the-art Utilitarian Combinatorial Assignment Algorithm
(PUCA)

The core static allocation algorithm employed in this thesis is based on a state-of-the-art util-
itarian combinatorial assignment framework, hereafter referred to as PUCA (Prantare-UCA)
[11]. PUCA operates in three major stages, leveraging a Multiset Permutation strategy. This
algorithm is primarily built on precomputed search spaces and an optimized Branch-and-
Bound structure.

Multiset Permutation (MP)

Partitioning: To reduce computation complexity, PUCA begins by generating zero-inclusive
integer partitions that are used to define the feasible search space. The three main partition
sets are:

o I7 : The set of all integer partition of # containing up to m elements

o Z : The set of all integer partition of n with sizes exactly m (with zero-inclusive ele-
ments).

o IP}? : The set of all multiset permutations of Z};.

Example (n = 3,m = 3)
I3 = {{3},{2,1},{1,1,1}}
73 = {{3,0,0},{2,1,0},{1,1,1}}
P3 = {{3,0,0},{0,3,0},{0,0,3},{2,1,0},{2,0,1},{0,2,1},{1,1,1}}

9



3.1. State-of-the-art Utilitarian Combinatorial Assignment Algorithm (PUCA)

Since P} grows rapidly with increasing , fixed-size batches are introduced to reduce mem-
ory usage and facilitate faster, on-demand evaluation.

Computing the Bounds: The main algorithm will check the comparisons between the
upper and lower bounds of each bundle. Therefore, it is first necessary to compute what
the value bounds are within the multiset permutation P}}. For the value bounds, certain
definitions must be made:

B, ={X< N:[X|=p}

where B, represents the set of all bundles of size p. Additional expressions for how each
bound is calculated are represented by

¢ The lowest value of any bundle of size p for alternative i € M:
Min(p,i) = min{v(B,i) : B€ By}

¢ The average value of any bundle with size p for alternative i € M:

L1 .
Avg(p,i) = EZ{U(B,Z) :Be By}

¢ The highest value of any bundle with size p for alternative i € M:
Max(p,i) = max{v(B,i) : B € By}

The upper and lower bounds can now be defined using the above expressions. For a multiset
permutation P = (p1,..., pm) € P}, the greatest feasible solution in our subspace will be
determined as the sums

m
Ip= 2 Avg(Pi/ Z)
i=1
and
m
up = Z Max(p;,i)
i=1
For complete proof, examine the source mentioned at the beginning of this section.

Searching: This process makes use of the best-first branch-and-bound technique to prune
alternatives for a faster search process. Here are where the upper and lower bounds become
relevant for comparison when deciding which part of the search space to prune. A search
space is partially pruned if it has an upper bound that is lower than or equal to

1. the best feasible solution value currently computed, or
2. the highest lower bound of all subspaces
Ultimately, the overall search process can be described in multiple stages:

Integer-Partition Level Search:
First, the initial search space is constructed with BFB&B in mind:

1. The search space is represented by computing the aforementioned Min(p, i), Avg(p,i),
and Max(p, i) with their respective integer-partitions.

2. Generation, sorting, and pruning of zero-inclusive subsets that have size m of integer
partition n occurs. Each subset (batch), X € Z}, is passed to the multiset permutation
level search. Continue to iterate through Z] until all elements have been covered or
pruned.

10



3.1. State-of-the-art Utilitarian Combinatorial Assignment Algorithm (PUCA)

Multiset Permutation Level Search:
The previous batch X of the integer partition level search part is now ready for the multiset
permutation processing via BFB&B:

1. Generation of a fixed number of multiset permutations x < X is created until all el-
ements in X have been covered or discarded. The generated permutations are then
pruned and sorted based on their upper and lower bound, creating another batch de-
noted Y < P}

2. V P e Y, search the subspace (via optional efficient search algorithm).

3. Consistently prune X and Y as it finds better feasible solutions.

This covers the underlying main process of the PUCA algorithm. Several optimization tech-
niques involving branch-and-bound as well as dynamic programming have been imple-
mented to make the algorithm run faster. The algorithm which this thesis will extensively
use involves the anytime dynamic programming optimization, referred to as ADP. For sim-
plicity, this will still be referred to as the PUCA algorithm throughout this thesis.

Utility Table

Given a set of agents and tasks, the PUCA algorithm generates utility values for all possible
agent coalitions, represented as bit masks. These values depend on the chosen distribution
method. For a uniform probability distribution with utility values sampled from the interval
(0,1), and assuming three agents, an example utility table for a specific task type could look
as follows:

Task-typei Utility value

000 0.00
001 0.55
010 0.47
011 0.61
100 0.79
101 0.92
110 0.12
111 0.34

Each bit mask corresponds to a specific combination of agents assigned to the task, where a
1 denotes that the agent is assigned and a 0 denotes that it is not. For instance, the bit mask
101 indicates that agent 1 and agent 3 are assigned to the task. In this example, that coalition
yields the highest utility value of 0.92, making it the optimal assignment for this task. When
no agents are assigned to a task (i.e bit mask 000), the utility value is naturally zero, as no
work is performed on the task.

11



3.2. Method for a Sequential Utilitarian Combinatorial Assignment Algorithm (SEQUCA)

3.2 Method for a Sequential Utilitarian Combinatorial Assignment
Algorithm (SEQUCA)

This section presents SEQUCA, a framework and extension of the static PUCA algorithm.
Unlike the single-instance PUCA model, SEQUCA introduces a simulation of time, allowing
tasks and agent availability to evolve dynamically over multiple time-steps. At each time-
step, a full execution of PUCA is conducted, assigning available agents to newly generated
tasks in order to maximize total utility.

3.2.1 Time-Driven Sequential Framework

To simulate a progressing environment, the concept of a time-step is introduced. In SEQUCA,
each time-step represents a complete execution of PUCA using currently available agents
and the active tasks at that step.

Let the system be defined by the following variables:
N ={0,1,...,n} : Set of agents
M ={0,1,...,m} : Set of task-types
Ty : Fixed number of time-steps required to complete any task
T : Number of tasks generated at each time-step
Ciax : Maximum allowed size of agent coalitions for tasks

In particular, Ty, is uniform across all task-types, simplifying agent availability tracking. The
goal of SEQUCA is to assess how different configurations of N, M, T, Ty and Cyyax impact
total utility and computational efficiency.

Test Case Generation and Variable Selection

To evaluate SEQUCA under realistic and diverse conditions, a test case driver is imple-
mented. This driver generates experimental configurations by systematically varying input
parameters:

* Task-types (M): Described as a fixed parameter. The number of task-types exists pri-
marily to emulate real-world diversity (e.g. workers with differing skills).

¢ Task duration (Ty): Configured to represent both rapid and prolonged task executions,
thereby impacting agent availability over time.

¢ Tasks per time-step (T): The minimum is set to 3. Larger values are limited to avoid
excessive computational costs, especially since the runtime of PUCA increases rapidly
with problem size.

e Number of agents (N): Also starts from a baseline of 3 agents, increasing incrementally.
More agents allow for a richer coalition formation, but increase runtime.

e Maximum coalition size (Cyx): Ranges from 1 (no collaboration) to |N| (full collabo-
ration), allowing analysis of how coalition flexibility affects utility.
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3.3. Baseline

3.3 Baseline

The baseline covers the algorithmic procedure for generating tasks, extracting correct data
from the utility table, applying PUCA, and finalizing the utility values.
Task Generation

Each time-step involves the generation of T tasks from the set M, using the Mersenne
Twister (MT199379) random number generator. A "waiting task" is always appended to the
task list to represent idle agent allocation. Importantly, task accumulation is not modeled —
each time-step starts with a fresh set of tasks, regardless of whether tasks from previous steps
were completed.

Agent Availability Tracking

To manage agent availability over time, a vector Ty is maintained:

Tn = {to, ..., tn} : Each entry stores the next time-step when agent i will become avail-
able.

Initially, all values are set to zero. When an agent is assigned to a task at time-step f, they are
marked as unavailable until time-step ¢ + Ty;. Agents remain unavailable across intermediate
time-steps.

Utility Table Construction and Filtering

PUCA relies on precomputed utility tables indexed by bitmask representations of agent coali-
tions. However, PUCA is identity-agnostic — it only considers the number of agents and
tasks, not their specific identities. To ensure accurate utility evaluation, a filtered utility table
is constructed at each time-step:

1. Identify available agents from Ty
2. Generate all subsets (coalitions) of these agents using bit-wise operations
3. Create a temporary utility table restricted to the current agents and task-types

4. Pass this refined table to PUCA for assignment and utility maximization

This process ensures that PUCA only evaluates valid configurations for the current setup of
agents and tasks.

Finalizing the Result

To maintain reproducibility across SEQUCA runs, each full run uses a unique random seed
derived by:

1. Incrementing an integer counter

2. Converting it to a string

3. Hashing the string

4. Taking the modulus of the result with respect to the maximum integer value

Each SEQUCA execution performs 100 time-steps. This full simulation is repeated 100 times,
and the average utility across all runs is computed for evaluation and saved into folders with
their specific settings of variables.

13



3.3. Baseline

Memory Optimization and Caching Extension

As PUCA is computationally intensive — especially with large N, M, or Tz — the SEQUCA
framework incorporates caching to reduce repeated computations.

Max-Heap Caching Strategy

A max-heap data structure stores high-utility mappings from previous PUCA executions.
Before running PUCA at a new time-step, the system:

1. Checks the heap for any previously observed agent-task assignments
2. If a match exists, reuses the cached assignment without invoking PUCA
3. Removes assigned agents and matched tasks from current iteration

This optimization significantly reduces runtime in scenarios with recurring patterns or when
agents/tasks frequently appear in similar configurations.

14



Results

The following chapter consists of a short description providing parameter values for the
given test cases, followed by the results showing the accumulated utility values and the run-
time from the execution of the baseline model and the greedy extension.

4.1 Evaluation method

In the upcoming test cases, the following parameters will be evaluated:

N ={0,1,...,n} : Set of agents
M ={0,1,...,m} : Set of task-types

Ty : Fixed number of time-steps required to complete any task

T: : Number of tasks generated at each time-step

Ciax : Maximum allowed size of agent coalitions for tasks

as argued in Section[3.2.T]

. Range
Variables Min  Max
N 3 16
M 100 100
Ty 1 1
Tg NI [N
C Nl IN|

Table 4.1: The first test case is considering
arange of 3 to 16 agents to analyze, where
task time is one, the amount of tasks is
equal to the size of agents, and the al-
lowed limit for coalitions is maximal
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. Range
Variables Min Max
N 3 20
M 100 100
Ty 3 3
Tg 3 3
C 1 |logs(IN)]

Table 4.2: The second case considering a
range of 3 to 20 agents to analyze, where
both task time and tasks is three, and the
maximal coalition allowed is the rounded
base 2 logarithmic scale of current num-
ber of agents



4.2. Test case #1

4.2 Test case #1

This test case evaluates both the baseline and the greedy extension when the task duration
(Tn) is short and equal to 1, and the number of tasks per time-step (1) is always equal to the
number of available agents. This setup allows us to observe how the algorithm scales with
more agents.

Utility Comparison for Test Case 1

Figure shows the total utility accumulated by both methods after 100 time-steps for 4, 8,
12 and 16 agents. The extension performs slightly worse than the baseline in terms of utility,
but remains within a close range.

4 Agents, 1 Tasktime, 4 Tasks 8 Agents, 1 Tasktime, 8 Tasks
E 700
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400
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100
200
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04 / o] 7
0 20 40 60 80 100 0 20 40 60 80 100
Time-step Time-step
12 Agents, 1 Tasktime, 12 Tasks 16 Agents, 1 Tasktime, 16 Tasks
10004 1400
1200
800 4
1000
600 4
z —— Cunax = 12 (baseline) z 800 —— Crnax =16 (baseline)
] Cmax = 12 (extension) E Cumax = 16 (extension)
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400 4
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200
04 0
0 20 40 60 80 100 0 20 40 60 80 100
Time-step Time-step

Figure 4.1: Comparison of utility scores between baseline and extension — with a task time
of one and as many tasks as there are agents — for 4, 8, 12, and 16 agents plotted for 100
time-steps
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4.2. Test case #1

Runtime Comparison for Test Case #1

Figure illustrates the runtime for both approaches. The greedy extension significantly
reduces computation time, especially as the number of agents increases.

Runtime Comparison (ms) Runtime Comparison (ms)
4 Agents, 1 Tasktime, 4 Tasks 8 Agents, 1 Tasktime, 8 Tasks
14 Baseline Baseline
Extension 120 Extension
12
100
7 10 Z
£ £ 80
g g
H] Z 60
3 6 3
H 2
4 40
2 20
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a4 8
Max Agent Coalition Size Max Agent Coalition Size
Runtime Comparison (ms) Runtime Comparison (ms)
12 Agents, 1 Tasktime, 12 Tasks 16 Agents, 1 Tasktime, 16 Tasks
1750 Baseline 17500 Baseline
Extension Extension
1500 15000
. 1250 __ 12500
£ £
3 1000 3 10000
£ £
5 750 £ 7500
H H
500 5000
250 2500
0 0
Max Agent Coalition Size Max Agent Coalition Size

Figure 4.2: Comparison of runtime between baseline and extension — with a task time of one
and as many tasks as there are agents — for 4, 8, 12, and 16 agents plotted after 100 time-steps

Utility Growth Analysis for Test Case #1

Figure [4.3|shows the relative utility difference between the baseline and the extension.

Utility Difference Utility Difference
4 Agents, 1 Tasktime, 4 Tasks 8 Agents, 1 Tasktime, 8 Tasks
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Figure 4.3: Comparison of utility score growth between baseline and extension —

(baseline—extension ) __ gor 4, 8,12, and 16 agents
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4.2. Test case #1

Detailed Numerical Results for Test Case #1

Tables [4.3|and [4.4] provide the raw data for the utility and runtime used in the plots above.
These show how utility values increase with the number of agents, while runtime differences

between the two methods become more pronounced as the system scales.

Utility

Agents Baseline Extension
3 207.99 196.98
4 292.86 277.73
5 382.33 365.13
6 480.14 456.16
7 558.36 535.35
8 669.37 642.29
9 775.78 749.12
10 867.46 837.44
11 949.45 923.50
12 1041.62 1012.14
13 1137.52 1104.97
14 1253.86 1215.41
15 1343.96 1311.19
16 1435.26 1402.07

Table 4.3: Utility score for baseline and ex-
tension — from 3 to 16 agents for 1 task

time — after 100 iterations

Agents Runtime (ms)
Baseline Extension
3 10 9
4 15 10
5 24 13
6 37 15
7 77 21
8 129 23
9 385 35
10 559 41
11 942 70
12 1760 180
13 2931 159
14 4781 159
15 9821 341
16 17334 505

Table 4.4: Runtime execution for baseline
and extension — from 3 to 16 agents for
one task time — after 100 iterations
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4.3. Test case #2

4.3 Test case #2

In this test case, the task time (T)) is fixed at 3, and the number of tasks generated at each
time-step (1) is also 3. This scenario is designed to simulate longer-duration tasks and in-
troduces a variable coalition limit (Cy;4x) based on a logarithmic function of the number of
agents. This makes the problem more complex and more realistic for multi-agent collabora-
tion.

Utility Performance - Baseline for Test Case #2

Figure@ shows how the utility evolves with increasing coalition sizes (C;4y for the baseline
algorithm. It achieves a higher utility score with larger coalitions.

12 Agents, 3 Tasktime, 3 Tasks 14 Agents, 3 Tasktime, 3 Tasks
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Time-step Time-step
16 Agents, 3 Tasktime, 3 Tasks 18 Agents, 3 Tasktime, 3 Tasks
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200 200
— Crax=1 — Cra=1
2150 Crax=2 2150 Crax=2
E — Crax=3 z — Cromx=
Crax=4 Crnax=4
100 100
50 50
0 0
0 20 40 60 80 100 0 20 40 60 80 100

Time-step Time-step

Figure 4.4: Comparison of utility scores between coalitions for baseline — with tasks and task
time being three — for 12, 14, 16, and 18 agents plotted for 100 time-steps
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4.3. Test case #2

Utility Performance - Extension for Test Case #2

The greedy extension algorithm, seen in Figure follows a trend similar to that of the
baseline, improving with coalition size but slightly underperforming compared to baseline.
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Figure 4.5: Comparison of utility scores between coalitions for extension — with tasks and
task time being three — for 12, 14, 16, and 18 agents plotted for 100 time-steps
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4.3. Test case #2

Relative Utility Difference for Test Case #2

Figure {.6|illustrates the relative utility gap between the two methods for different coalition
limits. The results shows the baseline outgrowing the extension as the coalition size increases.

Utility Difference Utility Difference
12 Agents, 3 Tasktime, 3 Tasks 14 Agents, 3 Tasktime, 3 Tasks
0.10
0.05 4 0.10
98 ol
83 935
QE o0 §§ 0.05
£2 £2
0%F -0.051 ot
E Ec
59
% -0.104 S¢ oo
g g
2q -
3£ 0154 g<
58 58 -0.05
a g a g
~ -0.20 =
-0.10
-0.251
0 20 40 60 80 100 0 20 40 60 80 100
Time-step Time-step
Utility Difference Utility Difference
16 Agents, 3 Tasktime, 3 Tasks 18 Agents, 3 Tasktime, 3 Tasks
0.06 0.06
0.04 0.04
o o
9L o<
= g=
g3 22 0.02
528 0021 83
E~ E~
25 25 0.00 A R
£2 000 g2 2
=1 Do —
ok os 0.02
£9 -0.021 Ze
s §£ —0.04
53 53
& &
S 5044 2 _0.06
0.06 -0.08
0 20 40 60 80 100 0 20 40 60 80 100
Time-step Time-step

Figure 4.6: Difference in utility score growth for tasks and task time being three —

(W) — for 12, 14, 16, and 18 agents, as well coalition limits from one to four
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4.3. Test case #2

Detailed Utility Results for Test Case #2

Tables[4.5|and 4.6 represent the exact utility values in all agent counts and coalition limits for
both algorithms. As the number of agents and the size of the coalition increase, the utility
scores improve for both methods, with diminishing returns at higher scales.

Utility Utility
Agents Cmax1 Cmaxz CmuX3 CmuX4 Agents Cmaxl Cmax2 Cmax3 Cmmq
3 9251 9325 - - 3 90.44  91.58 - -
4 | 12754 126.55 - - 4| 117.82 122.02 - -
5| 151.40 151.18 - - 5| 145.60 147.61 - -
6 | 179.53 18138 179.09 - 6| 167.73 172.69 172.35 -
7 | 203.19 202.80 200.68 - 7| 192913 193.84 190.60 -
8 | 191.22 22358 225.40 - 8| 18214 21335 216.14 -
9 | 18829 233.65 232.07 - 9| 17838 219.19 223.44 -
10 | 189.21 243.07 245.25 - 10 | 17799 224.02 232.78 -
11 | 19426 246.62 253.30 - 11 | 18191 227.16 240.37 -
12 | 191.79 249.88 260.02 261.27 12 | 18345 227.74 24727 249.99
13 | 19044 252.17 265.00 264.14 13 | 18217 22493 253.43 255.36
14 | 194.83 243.66 270.07 272.06 14 | 189.95 220.58 256.72 262.38
15 | 19259 22634 271.74 273.75 15| 185.60 214.90 252.84 263.86
16 | 194.09 22828 273.73 278.06 16 | 185.14 215.68 25846 269.58
17 | 193.59 230.03 273.18 279.52 17 | 18261 21843 25525 269.84
18 | 193.99 227.14 27475 282.64 18 | 18452 21550 256.72 273.76
19 | 194.77 229.39 276.61 283.83 19 | 18742 214.60 252.23 274.81
20 | 19347 229.82 271.17 285.01 20 | 189.68 21591 248.77 274.77
Table 4.5: Utility score for baseline — Table 4.6: Ultility score for extension —

from 3 to 20 agents for task and task time
being 3 — displaying up to four coalitions

after 100 iterations

from 3 to 20 agents for task and task time
being 3 — displaying up to four coalitions
after 100 iterations
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4.3. Test case #2

Detailed Execution Time Results for Test Case #2

Tables [4.7)and [4.§ present the exact execution times for the baseline and the greedy exten-
sion. The baseline show to require significant computation time, especially with larger agent
counts and coalition sizes. The extension shows to follow a similar pattern to baseline in

regards to execution runtime, although faster in some cases.

Agents Runtime (ms)

Cmuxl Cmux2 CmaX3 Cmax4
3 6 6 - -
4 7 7 - -
5 8 9 - -
6 9 14 9 -
7 10 11 11 -
8 10 12 12 -
9 12 13 14 -
10 14 16 18 -
11 18 18 22 -
12 22 20 26 26
13 33 24 32 39
14 52 36 46 66
15 87 55 64 105
16 163 89 84 175
17 307 145 158 257
18 579 275 273 273
19 | 1253 478 501 595
20 | 2353 945 927 1101

Agents Runtime (ms)

Cmuxl Cmux2 CmaX3 CmaX4
3 7 6 - -
4 7 7 - -
5 8 8 - -
6 9 9 9 -
7 10 11 11 -
8 11 12 12 -
9 13 13 13 -
10 13 14 16 -
11 15 17 19 -
12 21 20 23 24
13 27 25 29 42
14 43 32 42 49
15 72 50 58 51
16 133 82 96 157
17 257 138 162 287
18 474 254 222 286
19 841 469 464 664
20 | 1917 954 805 750

Table 4.7: Execution time for baseline —
from 3 to 20 agents for task and task time
being 3 — displaying up to four coalitions
after 100 iterations

Table 4.8: Execution time for extension —
from 3 to 20 agents for task and task time
being 3 — displaying up to four coalitions
after 100 iterations
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Discussion

This chapter begins by analyzing the results presented in Section ] Then it reviews the
methodological choices made during the implementation, considers the broader societal im-
plications of the work, and concludes with suggestions for future research directions.

5.1 Results

In the static setup of the first test case, Section where all agents are available at every
time-step, both the baseline and the extension perform comparably in terms of utility. As
shown in Figure the baseline consistently achieves slightly higher utility — generally
around 3-6% more — than the greedy extension. However, Table 4.4 highlights a significant
difference in execution time. The extension offers substantial computational savings, mak-
ing it a much more efficient alternative when runtime is a critical constraint. In Figure
utility increases with the number of agents. This outcome aligns with expectations, as more
agents lead to a greater number of potential coalitions and combinations, increasing the like-
lihood of identifying high-utility solutions. The same applies when increasing the coalition
size limit: a higher C,,y offers a broader search space, often resulting in higher utility. The
extension follows similar trends, as demonstrated in Table Although the extension often
trails the baseline in terms of utility score, the performance gap remains modest. In particu-
lar, the utility differences tend to grow over longer simulation runs and larger coalition sizes.
Nevertheless, even with a utility difference of up to 10% over 100 time-steps, the extension’s
slightly lower runtime, as seen in Tables [4.5 and justifies its use in many practical sce-
narios. In essence, a relatively small sacrifice in the utility score yields significant efficiency
gains — a trade-off that may be highly acceptable in real-world applications. An interesting
observation is the unexpectedly high runtime when the coalition size is restricted to one. Ini-
tially counterintuitive, this is explained by the structure of PUCA. When C;sy = 1, the utility
table becomes sparse, containing only 7 valid coalitions (one per agent) out of the possible 2".
PUCA's pruning mechanism performs best when the utility table has diverse, high-variance
entries. A sparse table filled mostly with zero values causes more redundant comparisons,
leading to slower execution.
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5.2. Method

5.2 Method

This section reflects on the chosen methodology and addresses concerns about the reliability
and replicability of the results.

As noted in the thesis delimitation, Section task generation at each time-step is ran-
domized. Although a fixed seed is used for the utility table generation, as described in Section
the same is not applied to task generation. This means that the task sets differ between
baseline and extension runs, introducing an inconsistency that may slightly impact fairness
in direct comparisons. To mitigate this, both algorithms were executed multiple times and the
results were averaged to provide stable utility and runtime metrics. Although this averaging
helps address randomness, a future improvement would be to synchronize task generation
across runs. Nevertheless, the results presented here should still be reasonably reproducible
for anyone re-implementing the system under similar assumptions.

5.3 The work in a wider context

The problem of agent-task assignment to maximize utility has a broad application in real-
world domains. In many dynamic systems — such as job scheduling, resource allocation,
and multi-agent coordination — assignments must be recalculated frequently as conditions
evolve. Sectors like transportation, logistics, and distributed computing (e.g. thread schedul-
ing) can particularly benefit from fast and efficient task allocation algorithms. By accounting
for agent availability and historical assignments, frameworks like the one proposed here can
improve responsiveness and resource use. However, these advantages come with risks. As
more powerful assignment methods become accessible, they may also be misused — for in-
stance, to optimize malicious automated systems. Awareness of ethical implications is essen-
tial when deploying such tools in real-world contexts.

5.4 Future work

This thesis has focused on a utilitarian social welfare function to evaluate utility assignment.
Although this approach gives a good general measure of system performance, it is not the
only viable metric. Future work could explore alternative welfare functions, such as egali-
tarian (which emphasizes fairness) or Nash welfare (which balances fairness and efficiency).
As noted earlier, synchronizing task generation across baseline and extension runs would
improve result comparability. This refinement would provide more accurate insight into the
utility trade-offs between algorithms. Finally, the current work explores only a greedy exten-
sion of PUCA. There is rich potential in evaluating more advanced or optimal algorithms be-
yond greedy heuristics. For example, future research could assess how reinforcement learn-
ing, local search, or other metaheuristics might improve utility without incurring excessive
runtime. Incorporating such methods into PUCA’s existing pruning process may also unlock
new performance gains.
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Conclusion

This chapter reveals the research question presented in Section and summarizes the key
findings of this thesis.

How does the state-of-the-art UCA algorithm perform when adapted to a
sequential implementation?

In this thesis, a sequential extension of the state-of-the-art Utilitarian Combinatorial Assign-
ment algorithm was developed, resulting in the framework SEQUCA. This framework in-
cludes both a baseline implementation and a greedy extension, designed to operate across a
simulated time dimension. SEQUCA supports flexible configurations, including varying the
number of agents, the number and type of tasks generated per time-step, the maximum coali-
tion size per task, and dynamic agent availability. Across these settings, SEQUCA maintained
consistent and stable performance, with the baseline model accurately computing high-utility
agent-to-task assignments. The result showed that the utility values increased approximately
linearly over time, confirming the algorithm’s robustness in a sequential context.

To what extent does caching of prior partial solutions improve
computational efficiency and utility compared to reapplying the UCA
algorithm at each time step?

The greedy extension leverages cached results by reusing previously computed assignments
when identical agent-to-task configurations reoccur. In terms of utility, the extension per-
formed comparably to the baseline, with only a small loss — typically in the single-digit
percentage range. However, the most notable improvement came in execution time. The
extension executed significantly faster than the baseline, achieving its results using only a
fraction of the computational time. This demonstrates that trading a small amount of utility
for a substantial gain in efficiency could be a worthwhile compromise.
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How does imposing a limit on coalition size affect the behavior and
performance of the sequential implementation?

Similar trends were observed in the experiments involving coalition size constraints. The
greedy extension again trailed the baseline slightly in utility but outperformed it in runtime.
However, unusual performance degradation was observed when the maximum coalition size
was restricted to one agent. This degradation was traced back to the behavior of the under-
lying PUCA algorithm. When only single-agent coalitions are allowed, most entries in the
utility table are zero, reducing variability. PUCA’s pruning mechanism struggles in such sce-
narios because it relies on differences in utility values to eliminate non-promising branches.
As a result, more comparisons are needed, leading to increased runtime. This finding high-
lights a potential limitation of the algorithm in highly constrained or uniform problem in-
stances.
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Appendix

Test case #1
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Figure 7.1: Comparison of utility scores between baseline and extension — with a task time
of one and as many tasks as there are agents
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