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Abstract

High-level software testing is often complex and highly situational, and there are areas
where conventional methods of automation are simply not feasible. One such potential
area is the post-mortem analysis of failed tests. This thesis explores the feasibility of us-
ing Large Language Models (LLMs) for automating the analysis of simulation-based test-
scenarios within Tacsi, a tactical simulation environment developed by Saab AB. A sys-
tem monickered ScenarioLens was implemented to summarise JSON-encoded recordings
of these scenarios and to generate a conclusive briefing. Extensive experiments evaluated
model size and prompting strategies, validated through a novel method of measuring ac-
curacy tailored to the LLM-generated conclusions. Results demonstrate that LLMs are able
to generalise well to this domain under certain constraints and offer promising avenues for
integrating Al into high-level, domain-specific software testing workflows. Additionally,
the thesis explores the use of multimodal LLMs for the same task, though this approach
showed less potential compared to purely text-based methods.
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Introduction

This chapter outlines the motivation and aim of the thesis, discussing the problem of post-
mortem test analysis and the value of exploring Al-driven solutions. Subsequently, the cho-
sen research questions and delimitations are presented.

1.1 Motivation

Testing has long been a significant issue in software development, as broad as it is challeng-
ing. Being a broad discipline, software testing comes with an array of different areas, each
claiming its own set of problems. The consequences of these problems often boil down to the
same thing: time and resources.

One such problem is the post-mortem analysis of a failed test. When developing software,
it is essential to perform regular testing as new features are added, to confirm that the system
continues to operate as expected. This is typically done by running a batch of test-cases,
validating different aspects of the program. When one of these tests fails, the question arises:
what went wrong?

Before any underlying problems can be fixed, this question must first be answered. The
answer often comes in the form of an error message, but this will be contingent on the en-
vironment in question, both in terms of the quality of the message and whether it is even
present. If an error message does not provide a sufficient explanation, developers must de-
bug the software by tracing the sequence of events that led to the failure. Repeatedly do-
ing this creates a tedious and time-consuming process. Perhaps even more tedious is that
streamlining this process through automation risks being a task far too arduous to reason-
ably implement via conventional methods. In the case of higher-level tests, such as testing
the behaviour of a program, where the testing process is often product-specific, we contend
that new unconventional methods are more than likely necessary. In this thesis, we explore the
use of large language models (LLMs) as a promising alternative, due to their ability to reason
about software behaviour in a more flexible and context-aware manner.

Contemporary Al models showcase an impressive ability to dynamically adapt to differ-
ent problems. Even pre-trained models can be applied on different domains, with one of the
most prominent examples of this being Large Language Models [7]. Large Language Models
(LLMs) are, simply put, an advanced type of language model that specialises in interpreting
and generating natural text. Although they are slowly transcending this definition, as state-



1.2. Aim

of-the-art multimodal LLMs that include image analysis are being released, one as recently
as March [40]. Multimodal or not, one of the most impressive qualities of LLMs is that even
when presented with problems not encapsulated by their training data, they are able to adapt
and perform if provided adequate instructions. Especially for larger models, that is, models
with significantly greater parameter counts. [7][46].

This makes LLMs an undeniably promising prospect for solving a lot of problems, but
while they do succeed in some tasks, they do not succeed universally [20]. Returning to the
problem of testing, it is therefore hard to predict exactly which type of testing- or testing-
adjacent problem they are most suitable to solve. However, it is undeniably worth exploring
because, in some cases, it will offer an opportunity to automate parts of a process previously
not possible. One such opportunity lies within analysing tests post-mortem, an area where
research is currently limited, making it a novel and compelling focus for investigation. The
goal of this thesis is to explore that potential opportunity, by developing and evaluating an
LLM-driven solution, in collaboration with Saab AB (Saab).

Saab is a high-technology company based in Sweden that operates in the defence and
civil security sectors. The company develops highly advanced systems and platforms, most
notably the Gripen fighter aircraft. Saab oversees the entire lifecycle of its products, from
initial design to final integration, encompassing both hardware and software development.
As a result, extensive testing is conducted across multiple domains. One such domain is the
behaviour of its vehicular products within a broader tactical context, supported by a compre-
hensive tactical environment simulation program.

This simulation program, or simply simulator, is called Tacsi (Tactical Simulator), and can
be broadly defined as a three-dimensional environment where different entities, which are
mainly vehicles such as aircraft, boats, and trucks, traverse terrain, performing different ac-
tions and manoeuvres. The simulator runs through scenarios, which are dynamically executed
sequences of events from pre-defined parameters, representing tactical situations. The soft-
ware for the simulator is continuously developed by Saab and when new features are added
or changes are made, this software itself needs to be tested. A central focus of this testing
is the behaviour of entities within specific test-scenarios, which are purpose-built to verify
expected outcomes under defined conditions. If any of these conditions are not met, the test-
scenario is marked as failed. However, the error messages generated during these failures
are often quite hard to untangle, and not conducive to effective debugging.

As mentioned, high-level software testing often demands case-specific solutions, espe-
cially in complex systems, which means the application of an LLM-based solution must, to
some degree, be tailored as well. This principle extends to the solution presented in this
thesis, which accommodate the scenario-based testing of Tacsi.

1.2 Aim

There is plenty of work regarding the use of LLMs for unit testing [36][45][10][4]], but the same
cannot be said for high-level software testing. This is perhaps unsurprising, as high-level
testing is inherently broader and context-dependent in its practical application. Neverthe-
less, that is all the more reason it warrants further investigation. We would argue that there
are subareas of high-level testing — such as the analysis of test outcomes — that can benefit
from the integration of LLMs, much like unit testing has. Focusing specifically on analysis,
situations where a test fails but provides little to no diagnostic information are particularly
interesting. In such cases, the developer often has no choice but to manually investigate the
failure. How this process unfolds will vary between environments but will always be time-
consuming. The aim of this thesis is to investigate how LLMs can be used to alleviate or
completely avoid such processes, relieving developers of the burden of manual inspection by
doing it for them. As a proof-of-concept, a novel LLM-based solution monickered Scenari-
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oLens 3.3/ has been implemented to analyse the results of test-scenarios deployed with Tacsi,
the previously mentioned tactical simulation software at Saab.

Broadly considered, the underlying approach demonstrated by ScenarioLens may be
adapted to any context in which a textual representation of a test-case execution is available,
with additional pre-processing applied as necessary to suit the context in question.

1.3 Research Questions

1. Can LLMs summarise the events of a test simulation correctly?

2. How does model size affect generalisation in summarisation tasks when memory-
constrained quantisation is applied?

3. How do differently sized models perform under various prompting strategies when
summarising test simulations?

4. Can a multimodal LLM accurately summarise the events of a test simulation via image
analysis, and how does its performance compare to that of a purely text-based model?

1.4 Delimitations

Although the problem treated in this thesis is of general interest, the developed solution,
ScenarioLens, is of a more specific nature and may not be applied to other environments out-
of-the-box. The experiments used to validate ScenarioLens are limited by the data provided
by Saab and validated with a novel method therefore, may as such give skewed results
when compared to results from running the same experiments on a broader dataset.

1.5 Terminology

List of definitions.
¢ Tacsi — the simulation software used by Saab to run tactical scenarios.
* ScenarioLens — the solution developed in conjunction with this thesis.
* Scenarios — the simulation scenarios in Tacsi.
* Test-scenarios — pre-defined scenarios with expected behaviour used for testing.

* Recording — a chronological log of a previously executed scenario, capturing the state
of involved entities at each second. Represented textually through JSON serialisation,
it serves as a historical record of entity behaviours and interactions.



Theory

This chapter introduces the background concepts relevant to the problem of manual test
analysis in Saab’s Tacsi environment and presents key concepts necessary for understand-
ing LLMs. It also reviews related work on techniques such as prompt engineering, context
window limitations, and potential strategies to overcome those limitations.

2.1 Background

This section begins by describing the domain-specific problem of manual analysis in the TacSi
testing environment. It then provides a conceptual overview of LLMs and outlines key theo-
retical concepts used throughout the thesis.

The Problem of Manual Analysis in Tacsi

Although briefly addressed in the Introduction |1, a more in-depth description of the problem
is conducive for understanding the contents of this thesis.

As mentioned prior, Saab develops a tactical environment simulation program in-house.
The developers must routinely perform system-level tests on the software to see that the sim-
ulator behaves correctly, and this is done via a batch of test-scenarios. These tests primarily
evaluate the behaviour of entities within the scenarios — verifying, for instance, whether an
entity reaches a specified position at a specified time. If any such condition is not met, the
test in question is marked as failed.

Consequently, the system will return a basic rundown of the failed condition, such as
positional mismatch, but that is the extent of the information readily provided. This is rarely
enough to glean anything useful, essentially only signalling that something is wrong. As a
result, the developers are forced to watch a recording of the scenario in real time to assess
what transpired — an unquestionably time-consuming process. Especially, as a bug often af-
fects multiple test-scenarios resulting in developers watching multiple recordings to achieve
a comprehensive understanding.

To sum up, four different steps can be derived from the testing process:

1. Create new test-scenario and matching unit tests
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2. Execute simulation and, subsequently, unit tests on recording
3. Analyse recording of faulty simulation
4. Debug and resolve the issue in the code

There are multiple parts of this process that have the potential of being more efficient with
the aid of Al solutions, but due to time limitations, the work of this thesis focuses only on Step
3 — if one or multiple unit tests fail, then the recording of the simulation must be analysed
to identify the source of the defective behaviour in the simulation. It was the step that was
deemed to have the greatest time-saving potential for developers and, therefore, the greatest
impact. The overall process and the position of Step 3 within it, is illustrated in Figure

Scenario file Manual
analysis
! -
Tacsi »* Re_cnrdln_g L » Analysis
simulation

Figure 2.1: The simulation and testing pipeline, from scenario file to analysis. This thesis
targets the manual analysis stage (green) to improve efficiency.

The allure of automation in this instance is clear, but implementing it is a non-trivial prob-
lem. The scenarios come in wide variety, ranging widely in terms of behaviour, which down-
stream means the same for the recordings of said scenarios. As such, discerning key events
in a recording is all but a consistent or easily standardised process.

For example, the movement of two entities may simply reflect routine manoeuvrers —
such as testing turning speed or basic navigation. However, when additional elements are
present, such as jamming signals, radio communications, or weapon fire, the same move-
ments could simply be a small part of a more complex interaction or engagement.

This is where the potential of an Al-driven solution emerges, as Al models may have the
range to handle such a dynamic task — models like LLMs. At first glance, it might be confus-
ing why a model specialised in textual input-output would make for a suitable solution when
dealing with something as visual as a recording. However, while these scenario recordings
are rendered as 3D animations within the simulation program, they are stored in a hierarchi-
cal data format which can be converted to structured, human-readable JSON-dictionaries —
thus translating the data into the text domain. For each second in the simulation, the state
of each entity is saved, with information such as its position, orientation, velocity, whether it
has taken damage, and much more, being tracked.

From this perspective, the use of an LLM becomes far more viable, as the model can be
prompted with richly structured textual data rather than raw visual input. However, chal-
lenges with the data remain, as even the smaller scenarios produce recordings of considerable
size — resulting in large volumes of text that the LLM must process. Furthermore, there is no
guarantee that the LLM will be able to draw sensible conclusions from the recordings in the
first place, no matter whether the recordings can be used as input. These issues can be mit-
igated in various ways, such as pre-processing the recording data, using LLM-specific tech-
niques for retaining context, or incorporating a multimodal solution. However, such topics
will be addressed in later sections. For now, the key takeaway is that both the structure of the
JSON-serialised recordings and the strategy for handling them are critical to the effectiveness
of the proposed solution.
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The Transformer

To understand the underlying mechanisms that power LLMs, and why they are able to per-
form so well, one has to understand the Transformer.

The Transformer is a deep neural network model architecture designed for transduction
tasks [42]. It was introduced as a major improvement over earlier transduction models based
on recurrent neural networks (RNN), such as long short-term memory networks, or convo-
lutional neural networks (CNN), which both struggle to handle long-range dependencies.
RNNSs processes an input sequence one element at a time, generating a hidden state at each
position that depends on both the input element and the previous state in the sequence. As
information must propagate sequentially from element to element, the network will struggle
to capture dependencies between two elements as the distance between them grow — a fault
of the network’s sequential structure. CNNSs, as opposed to RNNs, can process all positions
in the input sequence in parallel via convolutional filters. However, the required number of
operations grow as distance between positions increase, making it hard for CNNs to retain
long-range dependencies as well.

The Transformer avoids these issues by instead relying on an attention mechanism, allow-
ing it to draw global dependencies between input-output pairs while also having a constant
number of necessary operations. This property has made it a core component of ground-
breaking language models such as GPT-3 [7].

Tokens

Before a more thorough explanation of the Transformer’s inner workings, it is important to
introduce a term that frequently appears in discussions of language modelling: the token.

A token is, in its broadest sense, a unit of text — in the form of a subword, word, or a
collection of words [37,38].

A sequence of distinct tokens is derived from the raw text through a process called tokeni-
sation [37]]. The specifics of this process may vary significantly depending on the tokeniser —
that performs the tokenisation.

For the purpose of illustration, consider the sentence I like bananas’. A reasonable tokeni-
sation of this sentence could produce the tokens I, ‘like’, ‘bananas’, and perhaps a bigram
such as ‘I like” depending on the tokeniser.

tokenisation is a vital step in language modelling, as it is through tokens that neural net-
works are able to effectively interpret, process, and understand natural text. This applies to
the Transformer as well, and by extension all models that utilise it. In this context, the input is
not only tokenised into different discrete elements, but the process also includes converting
the tokens into numerical representations that can be processed by a model. As this thesis
is concerned with natural language, a token refers to both a piece of text and its numerical
representation of that text.

Attention

In the context of the Transformer, the word attention denotes the previously mentioned atten-
tion mechanism [42], and can be principally described as a function that maps a query vector
along with a key-value vector pair to an output vector. The query, key, and value vectors are
functions of the input data transformed with a set of weights each. The weights are com-
puted by a compatibility function of the query with the corresponding key. The output is a
weighted sum of the values.

For a more formal explanation, based on the implementation of the Transformer, assume
an input sequence represented by a matrix X € R"*¢, where 1 is the number of elements
in the sequence, and d is the dimensionality of each token embedding. Although the query
was previously denoted as a vector, the attention function is practically computed on a set of
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queries simultaneously. As such, the query vectors are packed into a matrix Q, with the keys
and values similarly packed into matrices K and V, computed as linear projections of X:

Q=XxW? K=xwK v=xw"

where WQ, WK, WV e R?*% are learnable parameter matrices (i.e., their weights) and dj
is the dimensionality of the queries and keys.

Intuitively, the query denotes the element currently being "looked at" by the network; the
key represents all the other elements present in the sequence; and the value denotes the result.

The attention function used in the Transformer, scaled dot-product attention, is then de-
fined as:

KT
Attention(Q, K, V) = SoftMax (Q> 1%

Vg

To give a more thorough intuitive understanding of how attention works, how these neu-
ral networks are trained, and, by extension, why they are suitable for language modelling, a
closer look is in order. Assume a case where the training data consists of natural language
sentences, which in the context of the Transformer means that the input X will consist of
tokens along with positional encodings. These tokens are subwords, words, or collections
of words encoded as floating point numbers. There are no pre-trained word embeddings
involved.

Firstly, consider what happens at initialisation. Initially, the weights (W<, WK and W)
are loaded with randomised values. Since the weights are random, when the input X is mul-
tiplied by these matrices, the resulting Q, K, and V will simply be random linear projections
of the inputs. If the input tokens are different, these projections will naturally also be dif-
ferent. At this point, since the projections are random, the relationships between tokens are
essentially nothing but noise.

This means that the early stages of training, the positional encodings are the only con-
sistent source of structure the model can rely on, and will be the dominant factor when the
weights are updated, as the projections themselves contain no meaningful information. How-
ever, as training progresses and the model weights are continuously updated through the
attention function, this begins to change, as patterns between tokens begin to emerge within
the learnt representations. At some point, the weights within Q, K and W also become con-
sistent sources of structure for the model to consider, playing an increasingly important role
in guiding the model’s behaviour alongside the positional encodings. The projections turn
from a collection of noise to a collection of meaningful relationships between tokens. They
will mimic what is represented in the training data, which in this example consists of sen-
tences. However, exactly what these relationships will be cannot be predicted. With that
notion, the relationships could reasonably be identified with patterns such as:

¢ if a token is often used in sequence with another token,
e used in the same semantic context as another token,
e or if a token often appears in the same place in a sequence as another token.

Such patterns are then "layered” on top of one another, allowing for multidimensional depen-
dencies to be drawn between tokens and recorded in the weights during training. Through
this, a general knowledge of concepts such as semantic similarity and contextual dependen-
cies is established within the model, assuming that such concepts can be found within the
training data. In a broader sense, this process not only helps the model understand how
tokens relate to one another in different ways, but also how to utilise them in a versatile,
dynamic manner.

While this example would present differently under a different premise, the underlying
behaviour is what defines the attention mechanism.
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Multi-Head Self-Attention

The Transformer consists of multiple attention layers that are stacked on top of each other
and combined [42]. The attention mechanism used in these layers is called multi-head self-
attention, which essentially is a combination of two key concepts: multi-head attention and self-
attention. While the underlying principles of attention remain consistent with the preceding
explanation, the incorporation of these two components is critical to the architecture.

Self-attention is simply denoting that the same input sequence is used to generate Q, K,
and V, rather than multiple separate sequences for each matrix. This allows the model to
attend to different positions within the same input sequence, drawing dependencies between
them.

Multi-head attention is a more involved mechanism. The key difference from standard
attention lies in parallelisation. Instead of a single attention operation, referred to as an at-
tention head, working on the full dimension of the embedding, there are multiple attention
heads working simultaneously on "slices" of the embedding. Consider a scenario where the
query, key, and value are vectors, with an input embedding of dimensionality d. With single-
head attention, there would be one set of query, key and value vectors, which would share
the same dimensionality of the input embedding. With multi-head attention, there would
instead be 7 instances of attention, where 7 is the number of attention heads, working in par-
allel. Reasonably, n can be assumed to be greater than 1, and functionally less than 4. Each
attention head has its own set of query, key, and value vectors, each with a dimensionality of
d/n; matching a part of the full embedding. After each head performs its attention operation,
they are concatenated to form an output with the full d-dimensionality. A common example
is a network with d = 512 and n = 8, where the dimension within each attention head would
thus be 64, with a final output of 512 dimensions. This structure will allow positions to attend
simultaneously in different subspaces, which both helps maintain long-distance relationships
more effectively and increases the speed of training the network, as multiple GPU threads can
work different attention heads in parallel.

Simply combine these two mechanisms, i.e. have multiple attention heads performing self-
attention, and multi-head self-attention is formed.

Encoder and Decoder

The Transformer, as presented by Vaswani et al. [42], consists of two linked blocks: an encoder
and a decoder. The encoder is responsible for mapping an input sequence of symbol repre-
sentations to a sequence of continuous representations. The decoder, given the continuous
representations, then generates an output sequence of symbols, one element at a time. This
encoder-decoder architecture is shown in Figure

At a more technical level, the encoder is composed of a stack of n identical layers, each
containing two sublayers: a multi-head self-attention module, and a position-wise feed-
forward network. Each pair of sublayers is wrapped with a residual (skip) connection, fol-
lowed by layer normalisation — a normalisation technique introduced by Ba et al. [5]. All
sublayers within the encoder, including the initial embedding layers, will produce outputs of
the same dimensionality.

The decoder block follows a structure similar to the decoder constructed similarly to the
encoder, composed of a stack of N identical layers with two sublayers, along with the skip
connections and layer normalisation. However, a key distinction lies in the first multi-head
self-attention sublayer, which is modified to prevent each position from attending to future
positions — a variant that is referred to as masked multi-head attention. As part of the Trans-
former architecture, the decoder has an additional third sublayer that performs multi-head
attention on the encoder’s output representations. Furthermore, the output embeddings fed
into the decoder are offset by one position which, in tandem with the masked attention, en-
sures that the prediction (i.e. the decoder’s output) at position i can only depend previously
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generated outputs, which are only found at earlier positions than i, making its behaviour
autoregressive.

Output
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Linear

Decoder

Encoder Add & Norm

Feed
Forward
Add & Norm Add & Norm

|
Feed
Forward Attention

Add & Norm Add & Norm
| 1
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encoding
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Figure 2.2: Transformer architecture of an encoder-decoder network

These encoder- and decoder blocks do not necessarily have to appear in conjunction with
each other, and can define their own neural networks. An encoder-only network is concep-
tually straightforward, as it does not rely on any downstream components. As such, it can
be set up exactly as in the Transformer architecture. However, a decoder-only network re-
quires a few modifications, especially with regard to its third sublayer, since it depends on
the output representations from the encoder.

It is worth noting that there is no strictly standardised definition for either encoder- or
decoder-only networks, and as such variations in both structure and usage frequently appear
across different implementations.

For an example of an encoder-only model architecture, consider a network mimicking the
encoder-block in the Transformer, one that simply returns its output embedding as the final
result instead of forwarding it to a decoder-block, as illustrated in Figure
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Output

Encoder

Add & Norm

Feed
Forward

Add & Norm
|

Nx

Multi-Head
Attention

Positional
encoding

Embedding

Input

Figure 2.3: Architecture of encoder-only network

For an example of a decoder-only model architecture, consider a structure similar to the
network constructed by Radford et al. [33]. A noteworthy modification seen here is that the
third sublayer which depends on the encoder has been completely excluded, as illustrated in

Figure2.4]
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Figure 2.4: Architecture of decoder-only network

Large Language Models

A broad definition of language models is that they are computational models with the abil-
ity to interpret and generate human language. Large Language Models (LLMs) are advanced
types of a language model, characteristically trained with a large amount of parameters, mak-
ing them powerful models with great learning capabilities [9]]. In practice, the term LLM most
commonly refers to generative pre-trained transformer (GPT) models, which use a decoder-
only architecture to generate natural text in an autoregressive manner.

A prominent example that exemplifies many defining characteristics of LLMs is GPT-3 [7]],
alandmark language model that defined the modern notion of LLMs and propelled them into
the mainstream. Developed and presented by OpenAl, the GPT-3 paper introduced several
important LLM-related concepts, such as fine-tuning and in-context learning.

Hallucinations

Large Language Models do carry a risk of generating outputs that are completely nonsensical
or, while fluent and coherent, may be factually incorrect or unsupported by the input. This
phenomenon is referred to as hallucinations [22, [32]. Hallucinations can be categorised into
two types [32]:

* Closed-domain hallucinations: when the model is instructed to use only the infor-
mation provided but then generates additional information not present in the given
context.
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¢ Open-domain hallucinations: when the model instead generates false information
about the world that is false and not grounded in any provided context.

An example of closed-domain hallucination is that a model is asked to summarise a piece
of text and generates information that does not exist in the given text. An example of open-
domain hallucination could be that you ask the model "What is the capital of Sweden?" and
it falsely states a city other than Stockholm as the capital.

Inference

The term inference refers to the prediction of outputs, which in the context of generative LLMs
denotes the generation of text. The inference process can be divided into two stages: prefilling
and generation. Putting it simply, pre-filling considers the input, while generation considers
the output.

Inference traces back to the Transformer architecture (Figure — more precisely, to the
decoder block, as it is a decoder-only network which performs the process of inference.

Before proceeding to explain the individual stages in detail, it is important to mention
the Key-Value cache, commonly referred to as the KV cache. As the name suggests, it is a
cache of the Key (K) and Value (V) pairs used in the attention mechanism, as introduced in
Attention Its exact function is to be outlined in the explanation of the generation stage.

During the prefilling stage, the input prompt — tokenised into a sequence of tokens — is
processed in a single pass. The tokens are transformed into Query vectors, from which the
initial Key-Value pairs can be calculated and stored in the KV cache.

During the generation stage, new tokens are generated one at a time. This is an autore-
gressive process, stemming from the decoder-structure, where each new token is dependent
on all previous tokens (meaning the initial input tokens along with any generated ones).
When a new token is generated, its corresponding Key and Value vectors are computed and
appended to the KV cache. The functionality of the KV cache is to avoid redundant compu-
tations, instead of recalculating the attention over the entire sequence at each step, vectors
stored in the KV cache are reused. Consequently, the number of matrix multiplications is
significantly reduced, increasing the speed of inference. However, there is some overhead
remaining; as generation progresses, the Key and Value matrices grow in size, which leads
to the computation of attention for each new token being more and more expensive. Due to
attention being dependent on all previous tokens, the number of floating-point operations
grows quadratically with the length of the generated sequence.

Quantisation and Model Formats

Running neural network models with large numbers of parameters, such as LLMs, is com-
putationally expensive, and as such it is of great interest to reduce the size of these models
while having them retain their as much efficacy as possible. One way to do this is through
quantisation [[16]]. The specifics of the process have varied throughout history, but for LLMs of
today, it denotes the process of compressing the weights, and potentially the activations, of
the underlying neural network to lower-bit representations [29]. This essentially boils down
to reducing the precision of floating-point numbers in order to reduce the complexity of cal-
culations.

Quantised versions of LLMs are a common occurrence, being a major speed-up factor for
inference. A binary file format for models that is built and optimised for the llama.cpp LLM-
inference library [14] is the GGUF format [15], and a major feature of this format is that it can
come in quantised variants. A series of 2- to 6-bit quantisation methods was added to the
library in June 2023 by a user named Kawrakow, who measured the perplexity against the
wikitext dataset of full sized fpl6-versions (standing for floating-point 16, with 16 denoting
the number of bits) of the original Llama series of models [41] against quantised versions
of the same models [23]. According to Kawrakow’s experiments, the perplexity of the 6-bit
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quantised models are within 0.1% of the original 16-bit models, meaning it only saw a very
small hit to its quality after quantisation, despite the notable decrease in model size. There is
a lack of literature to this particular series of quantisation methods (monickered i-quants and
k-quants), despite their wide usage, as the author self-admittedly "don’t like writing papers"”,
thus only posting his findings directly onto GitHub.

Reasoning-based LLMs

There exists a wide variety of different LLMs, and they can differ quite greatly from each
other, down to system-level details. There is one distinction between the types of LLMs that
can be drawn though: Reasoning and Non-Reasoning models.

Examples of non-reasoning models would be Gemini[39]] or OpenAl's GPT-4 model[32]
(along with all the preceding models in the GPT-series), while examples of reasoning models
would include Deepseek-R1[12] or OpenAl’s 01 model [48].

The key difference is that reasoning models are specially trained to perform a chain-of-
thought process to accomplish whatever tasks have been stated in the input, rather than
immediately outputting an answer. This chain-of-thought process is performed during the
generation stage of inference, effectively acting as part of the output. This is interesting be-
haviour, as it is not part of the actual answer, only a line of internal reasoning leading to it.
At the end of this reasoning process, the actual answer is provided.

As a functional example, DeepSeek-R1 and its distilled variants keep this reasoning pro-
cess explicitly inside a <think>-bracket that is also generated during inference.

Interestingly, reasoning models show a greater ability to solve complex problems than
traditional GPT models[48][12]. However, they come with the inherent drawback of a longer
inference time, as more tokens need to be generated during the inference.

In-Context Learning

Many pre-trained language models have a broad set of skills and the ability to recognise
patterns, which they use at inference time to adapt to the desired task. This is called meta-
learning and the inner loop of that process is defined as repeated subtasks embedded within
a single sequence, called in-context learning by Brown et al. [7]. These sequences can occur
in data during pre-training, but can also be used as a cheaper and faster, but notably worse,
alternative to fine-tuning (the process of updating a model’s weights through such sequences)
by including them in the prompt.

A more accurate definition of these subtasks is that they are example pairings of requests
and desired responses, or simply put, input-output pairs. LLMs can then be prompted with
such tasks if desired. Three different ways of handling this process has been formalised into
the terms zero-shot learning, one-shot learning and few-shot learning, with the learning appendix
commonly being excluded.

To illustrate these different styles of prompting, consider the scenario where a user wants
to know what the capital of Sweden is. They want their answer to be:

¢ one word long
e it should start with a capital letter
¢ and it should end with a period

For starters, the input prompt will be split into two different parts: the system prompt and
the user prompt. This distinction is functionally present in some models, with a system and
user role directly trained into the model, whereas others simply use a single role where the
system and user prompt would be concatenated as a joint input, conceivably with a separator
such as a line break. For the following examples, the presence of both roles is assumed.

With the structure of the prompt established, a user prompt formulating the user’s request
can be established:
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2.1. Background

What is the capital of Sweden?

If this alone is sent as the input prompt to the LLM, a reasonable answer would be some-
thing like the following;:

The capital of Sweden is Stockholm!

While this output provides the correct information, it violates the desired behaviour es-
tablished by the user. To amend this, an instruction containing desired behaviour is put in
the system prompt and passed along the user prompt to the model, for each of the styles of
zero-shot, one-shot and few-shot.

Zero-shot means that the textual instruction sent to the model, which in this case de-
notes the system prompt, will be a straightforward natural text explanation of the desired
behaviour, unaccompanied by any examples. The system prompt could thereby be formu-
lated as:

You are an Al-assistant designed to name the capital of countries, and when given a country you will
respond with only that country’s capital, starting with a capital letter and ending with a period.

Which would conceivably, if sent together with the established user prompt, yield the
answer "Stockholm." from the model.

A one-shot approach means that instructions include a single input-output example. A
simple description of the desired behaviour, as seen in the zero-shot prompt, may be accom-
panied as well, but it is not a definitional requirement. Here, the system prompt could be
constructed as:

Given a country you will respond with that country’s capital.
Example:

{User’s prompt} What is the capital of France?
{Al response} Paris.

Applying few-shot learning is very similar to a one-shot approach, with only one sim-
ple change: there has to be more than one input-output example provided. For example, the
system prompt could be constructed as:

Given a country you will respond with that country’s capital.
Example:

{User’s question #1} What is the capital of France?

{Al response #1} Paris.

{User’s question #2} What is the capital of Taiwan?

{Al response #2} Taipei.

In-context learning has been shown to be a powerful tool for increasing accuracy, being
more effective with increasing the number of given examples and using larger models [7]][27].
With enough examples, it is possible to make the model overcome its own semantic bias
and exhibit behaviour not necessarily present in its training, ostensibly retraining the LLM
at run-time. For example, if provided examples with truthfully incorrect answers, it might
"intentionally” lie to the user when given a similar query.

Instruction-tuned models have been shown to be better than base versions of pre-trained
models in learning input-label mappings [47], like the input-output pairs seen in the few-shot
example prompt, and may as such be suitable for applying those in-context learning tech-
niques. However, they also appear to have a stronger adherence to the semantic bias present
in the model [47][27], making instruction-tuned models worse at following instructions not
present in their fine-tuning-related training data.

Returning to the established scenario and the examples of different prompts, it is reason-
able to assume that all three approaches would succeed in providing the expected answer
of "Stockholm.", as it is a relatively benign problem. However, for a more complex situation,
these different approaches would probably yield substantially different results. For example,
if the desired behaviour of the model was to intentionally return the wrong city along with
a sarcastic comment, it is likely that the one- and few-shot approaches would have a greater
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success than the zero-shot approach, as such behaviour often has a small representation in
the training data, making the model require a higher degree of guidance.

Finally, it is worth noting that in-context learning, and LLM-prompting-related techniques
on a whole, is not an exact science. The manner in which an input prompt is best constructed
will vary, not only between problems but also between different models, depending on dif-
fering factors such as its training data, whether it is fine-tuned, how it is fine-tuned. For
example, while few-shot learning has been shown to yield better results than its alternatives,
the authors of the recent DeepSeek-R1 [12] explicitly recommend a zero-shot approach for
their model to perform well.

2.2 Related Work

This section presents research related to the use of LLMs in software testing, with a focus on
prompt engineering, context window constraints, and recent approaches to extend or opti-
mise context usage. These limitations were analysed to support a more informed selection of
models and techniques for the final implementation.

Prompt engineering

When LLMs are given more complex tasks, the results can start to deteriorate if the prompts
are not crafted with strategy and care. Finding an optimal prompt design can be crucial to
obtaining both relevant and accurate results, or to obtain the result in a specific format.

To improve results for generating traffic-related scenarios, Li et al. 2024 [26] created
a framework which utilises ChatGPT with designed prompt engineering, called SeGPT. It
helped ChatGPT, based on real scenarios of car traffic, to be able to create new similar but
different scenarios. This could be used to generate additional test data for automatic driv-
ing that retain diversity and realism. For the study, they adopted four strategies related to
prompt engineering;:

¢ Crafting clear instructions
e.g clarifying specific requirements.

* Providing reference text offers contextual support
e.g including relevant examples or descriptions.

¢ Splitting complex tasks into simpler subtasks
from a general instruction, identify the most relevant subtasks that are needed.

¢ Giving the model enough input context and processing time for complex scenarios
choosing an appropriate prompting strategy from three proposed: Zero-Shot Prompting, Zero-
Shot Chain-Of-Thought, and Chain-Of-Thought.

Ryan et al. [35] evaluate how applying different prompting techniques can affect cover-
age in regression testing. They accomplish this by making their own novel approach called
SymPrompt, which constructs prompts by leveraging various code properties to help LLMs
generate test inputs for complex focal methods. To test a method, the code and its depen-
dencies (e.g. libraries) are used as context, and the prompt then requests test-cases which are
based on the method’s path constraints. SymPrompt offers the LLM contextual support and
divides the all-inclusive request into smaller specified ones for each possible execution path.

By evaluating using CodeGen2 [30]], an LLM with a relatively small parameter space, the
author found that SymPrompt improved the ratio of correct test generations by a factor of 5,
and the relative coverage was enhanced by 26% compared to the baseline case. The results
were even more staggering for GPT-4, a model with a much larger parameter space, for which
SymPrompt increased the coverage by over 50% compared to the baseline case.
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While CodeGen2 probably is more comparable to the type of models that will be evalu-
ated in this thesis, these findings highlight the importance of prompting and context, espe-
cially in the domain of testing.

Limited Size of Context Windows

One of the key parameters of an LLM is its context window — the amount of tokens it is able
to process. Large context windows are desirable for handling long sequence input, such
as books, reports, or codebases [6], as well as for in-context learning with numerous ex-
amples [13]. However, most LLMs are trained on short texts with tokens in the thousands
[34]113)[18][6][8], as the computational complexity is quadratic relative to context length and
due to the fact that it is difficult to find high-quality datasets with longer token sequences.
There are LLMs with larger context windows; however, they are trained with specialised
architecture and are not easily applied to off-the-shelf LLMs [34]. Context windows on pre-
trained LLMs can be extended by fine-tuning on long texts; nonetheless, context windows are
limited to around 128 thousand tokens [13]]. Furthermore, there are models that claim to han-
dle as many as one million tokens, but the actual effective amount has been shown to often be
lower than the proclaimed amount [19]. An evaluation of long-context reasoning by Vodra-
halli et al. [44] investigated ten different state-of-the-art models. Tests were done with context
lengths from two thousand up to 128 thousand, which showed a significant initial drop in
performance already from two thousand to eight thousand tokens, with a continued decline
to 32 thousand tokens on all models. However, after 32 thousand tokens some models did
show stagnation, a flattening of the context-versus-performance curve, where they do seem
to retain some level of capability of handling large contexts. Gemini 1.5 models were also
tested on context up to one million tokens and did retain a similar performance compared to
128 thousand tokens.

Extending Context Window on Pre-Trained LLMs

It is possible to extend context windows on pre-trained LLMs, increasing the amount of to-
kens it can process. Using an approach called LongRoPE, Ding ef al. [13] managed to achieve
a two million context window for LLaMA2 and Mistral via fine-tuning. Without fine-tuning,
it was still possible to extend LLaMA2’s context window from 4 to 32 thousand using non-
uniform positional interpolation, which is an impressive eight times larger than the original
context window size. Notably, this method can be applied to any LLM based on RoPE.

A theoretical analysis and empirical investigation done by Han et al. [18] showed that
using sliding-window attention patterns or RoPE was inadequate solutions for improving
the performance of LLMs on inputs longer than textual segments in their training data. Con-
sequently, LM-Infinite is proposed as a solution. It implements a A-shaped attention mask,
focusing the attention mechanism on the beginning of the sequence and the most recent to-
kens within a predefined window, with a ceiling on distances equivalent to the maximum
relative distance values that the model has been trained on. LM-Infinite does not require
fine-tuning and allows LLMs pre-trained on two thousand- or four thousand-long token seg-
ments to generalise on up to 200 million-long inputs, while retaining perplexity. It was found
to speed up decoding by 2.7 times and improve memory saving by 7.5 times.

Maximizing Potential of Small Context Windows

Alternative techniques have been investigated to find workarounds for small context win-
dows. With only minimal modifications to an off-the-shelf LLM, Ratner et al. [34] imple-
mented a concept called parallel context windows (PCW). A major focus of the study was on
in-context learning, and PCW made it possible to utilise more in-context learning examples,
leading to increased accuracy, especially for tasks with diverse input-output pairings. Tests
on information extraction, utilising in-context learning, also showed improvement using
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PCW. Furthermore, promising results from tests exploring retrieval based question answering
and multi-hop question answering on documents indicates that PCW can be used for a wide
range of tasks requiring long text sequences.

Other studies have looked at an intuitive long-context problem which is summarising
book-length documents. However, the amount of tokens, which can be more than 100 thou-
sand, exceeds the effective context window of most LLMs, and the resulting summaries are
difficult to evaluate, making it challenging. In an attempt to evaluate book summaries, Chang
et al. [8]], identified eight frequent coherence errors in summaries of books, created by GPT-4.
Afterwards, their LLM-based evaluation metric, BookScore, was used to automatically iden-
tify instances of these errors. In order to summarise books exceeding the length of the context
window, they are firstly divided into smaller chunks with a maximum token size matching
the context window of the LLM. Secondly, two different strategies for summarising, hierarchi-
cal merging and incremental updating, are explored.

Hierarchical merging summarises each chunk and then recursively merges all new sum-
maries until a single final summary is left. Three unique prompts are used for:

1. Summarising an input
2. Merging chunk-level summaries
3. Merging summaries with context from previous merged summaries

Incremental updating iterates over each chunk, initialising a global summary with the sum-
mary of the first chunk and then updates the global summary based on the following chunk,
in a sequential manner. If the summary exceeds the context window, then it is compressed
before the following update of the summary with the next chunk. Three unique prompts are
used for:

1. Summarising an input chunk
2. Updating the global summary depending on current chunk
3. Compressing the global summary

Hierarchical merging overarchingly performs best in terms of coherence according to their
tests using different LLMs, where Claude 2 was the best. For all tests, a chunk size of 2048
tokens was used, except for one test with Claude 2 using a chunk size of 88000 tokens. For
hierarchical merging, a much larger chunk size dropped the score slightly. However, in-
cremental updating benefited greatly from a wider context window, as its score increased
significantly from 78.6 with a small chunk size to 90.9.

Although, BookScore [8] is an automatic LLM-based evaluation of coherence, and the
metric itself was compared with human validation, for better scalability. Kim ef al. [24] col-
lected a dataset, called Fables, where they evaluated faithfulness based on human annotators
that analysed claims made by LLM-generated summaries. However, this approach was ex-
pensive and not scalable, but gave more reliable results. Furthermore, their study showed
that there were LLMs, particularly Claude-3-Opus, whose summaries had a high degree of
faithfulness.

In the study different LLMs were tested for generating summaries and when a book could
not fit inside a single chunk, then hierarchical merging was used. Secondly, ChatGPT-4 was
used to extract claims from the summaries. Lastly, the claims were then evaluated by annota-
tors. The best performing model was Claude-3-OPUS, with 90.89% of claims being faithful. It
was using a chunk size of 180 thousand tokens; however, ChatGPT-4 with a small chunk size
of 2048 tokens was reasonably faithful, giving a result of 78.15% faithful claims. Although the
generated claims seemed to be trustworthy, all models had issues with content selection. The
best performing model Claude-3-OPUS was still criticised for omitting key information on
52% of its summaries. ChatGPT-4-Turbo with a chunk size of 100 thousand tokens omitted

17



2.2. Related Work

key information on 80.8% of its summaries, performing worse compared to ChatGPT-4 with
a small chunk size of 2048 tokens omitting key information on 65.4% — showing no clear
correlation between chunk size and an LLMs ability to determine what information is irrele-
vant or not. Another observed correlation was that models with larger chunk sizes that could
handle the entire book’s context size during prompting showed a tendency to overemphasise
its ending. The fact that final tokens are more impactful is something to consider, potentially
increasing the risk of omitting key information from initial tokens.
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Method

This chapter introduces the technical environment in which the experiments were conducted
and the data used. It then presents ScenarioLens, the novel solution developed in this thesis,
followed by an overview of the models and prompting strategies. The experimental design
is subsequently described, including the variables considered, the method for validation of
the results, and the analysis of the potential of multimodal models. Finally, methodological
limitations are discussed to acknowledge potential constraints and guide the interpretation
of findings.

3.1 Technical Environment

To ensure reproducibility and to provide the hardware-related context of the results, it is
worth highlighting that the thesis” development and experimentation is conducted using a
locally hosted environment. A local setup avoids reliance on external APIs or cloud-based
LLM-services, ensuring control over software versions, inference framework, model selec-
tion, and the handling of potentially sensitive data.

The LLMs listed in the thesis are deployed through an LLM-inference engine called /lama-
cpp-python 2], a Python-binding of the llama.cpp library [14]. For multimodal experiments,
another /lama.cpp-based engine called ollama [31] was used, as it provided stronger support
for multimodal LLMs. To create visual representations of scenarios, that is, the images used
to prompt the multimodal LLM, the game engine Godot [17] was used.

The hardware used to execute the experiments was a portable computer running on Win-
dows 10 with the following specifications:

e CPU: Intel Core i9-12950HX (2.30-5.00 GHz)

e GPU: Nvidia RTX A5500 Laptop (16 GB VRAM)
* RAM: 64GB DDR5

* Storage Type: NVMe SSD
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3.2. Data

3.2 Data

The experiments rely on a dataset of scenarios, specifically initialisation files used to start a
simulation, and a recording file containing the events of an executed simulation. These are
scenarios that run in Tacsi and are designed for the explicit purpose of testing the simulator.

The initialisation files contain information about the initial configuration of entities and
their mission. In addition, there is a short description of the scenario. However, these de-
scriptions have been manually added by developers as brief explanations for future devel-
opers and vary in both quality and style. For the solution presented in this report, only the
description is used from the initialisation files and for some scenarios it is non-existent.

The most important files are the recording files. These files consist of information about
an executed scenario, presented in a JSON file format. For every simulated second, the state
of each entity (vehicle, weapons, sensors, etc.) is recorded. This time slot is always at the top
level of the JSON-dictionary in a field called "simTime", which henceforth will be referred
to as the timestamp of a recording in the report. The Listing 1| shows some of the data that a
recording file may contain for a Gripen C aircraft at the timestamp of 6 seconds.

"simTime": 6,

"physicalEntity": [{
"affiliation": "FRIENDLY", "entityTypeFile": "GripenC.ten",
"fullName": "Blue.Entity",

"spatial": {
"position": { "lat": 1.0200188762940485,
"lon": 0.2810133694043991, "alt": 9997.003668470308},

"velocity": {"north": -124.63309938032577, "east": -141.88010309331958,
"down": 1.5147333001949619},

"acceleration": {"north": -22.897316777855202, "east": 22.914644675049225,
"down": -0.24121161378019274},

"orientation": {"psi": 3.5597334140082575, "theta": 0.1236736445298768,
"phi": -1.2978566182958102},

"angularVelocity": {"x": 0.017208484932780266, "y": 0.16752099990844727, "z":

-0.04708769544959068}
b

"damageState": "Alive", "thrust": 74424,

"storeInfoArray": { "storeInfos": [{ "storeType": { "entityKind": 2,

"domain": 1, "countryCode": 225 }, "munitionFile": "BVR.ten", "amount": 2 }] }
Pl
"sensor": [{

"fullName": "Blue.Entity.OperatorVision", "hostId": "Blue.Entity",

"powerOn": true, "detectionRange": 10000, "seekerType": 1, "targetStatus": 1,
"jammingEffect": { "jammingType": "NONE" }
H

Listing 1: Example raw JSON data

3.3 ScenarioLens

ScenarioLens is the primary solution implemented for this report and consists of two main
components: a summarisation and a conclusion block. Each block utilises its own LLM to en-
hance their output. There is also a third lesser component, the expectation block, executed sep-
arately from the summarisation block, providing additional input to the conclusion block.
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The logical connections between the blocks and their subprocesses are demonstrated in the
ScenarioLens system overview 3.1

Scenario
Recording
(JSON data)

Scenario
Initialisation
(XML data)

retrieving scenario
description

LLM query
make conclusions from summaries
(and expected behaviour if present)

Conclusion
of recording
(text)

Figure 3.1: Top-to-bottom system overview of ScenarioLens.
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3.3. ScenarioLens

As we explain the system in more detail, the provided overview will be used as reference,
starting from the top and moving toward the bottom, reflecting the chronological order in
which it executes.

Starting from the top, we receive the initial input, namely the JSON data of a scenario
recording. The first step of the system is to pre-process this data to be more suitable for
LLM-usage. This includes trimming redundant parts of the data, as well as reformatting
the most useful segments into a clearer, model-friendly representation. These segments are
specifically the parts concerned with the spatial information of the entities, and an example
of this reformatting is seen in Figure

{ 1 {
"spatial": { 2 "spatial": {
"position": { 3 "position": {
"lat": 1.0200188762940485, 4 "lat": "58.443 degrees
"lon": 0.2810133694043991, <« latitude",
"alt": 9997.003668470308}, 5 "lon": "16.101 degrees
"velocity": { — longitude",
"north": -124.63309938032577, 6 "alt": "9997 metres"},
"east": -141.88010309331958, 7 "velocity": "188.85 m/s
"down": 1.5147333001949619}, — southwestward (level)",
"acceleration": { 8 "acceleration": "-2.11 m/s? (in the
"north": -22.897316777855202, — entity's direction)",
"east": 22.914644675049225, 9 "orientation": "yaw: 203.96, pitch:
"down": -0.24121161378019274}, « 7.09, roll: -74.36",
"orientation": { 10 "angularVelocity": "is turning
"psi": 3.5597334140082575, — left!"
"theta": 0.1236736445298768, 11 }
"phi": -1.2978566182958102}, 12 }

"angularVelocity": {
"x": 0.017208484932780266,
"y": 0.16752099990844727,
"z": -0.04708769544959068}

Figure 3.2: An example of spatial data, before (left) and after (right) pre-processing

After pre-processing, the recording data is forwarded to the summarisation block, where
the corresponding LLM and prompt are loaded. The block’s task is to produce concise, ob-
jective summaries of the entities’ state at various points in time during the simulation, lever-
aging the LLM to do so. To accomplish this, the recording is divided into chunks for every
timestamp in the recording. Each chunk contains all the data representing a snapshot of the
simulation at that time. These chunks are then processed by the language model one by one,
resulting in a list of textual summaries for each given timestamp.

Before reaching the conclusion stage, the expectation block needs to be executed. This
block serves to provide the conclusion block with some additional semantic context. This is
done by letting an LLM process the developer-written descriptions found inside the relevant
simulation scenario’s initialisation file, which simply describe the overarching events as they
are supposed to occur, to varying degrees of quality. The LLM will reformulate and repurpose
this description to act as an expectation of potential behaviour, one that may or may not
be reflected in the list of summaries. This will not only dissuade hallucinations, but also
ensure consistent formatting across scenario descriptions. The LLM-updated description is
forwarded to the conclusion block upon completion.
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Finally, the conclusion block integrates the outputs from both the summarisation and ex-
pectation blocks. Its LLM analyses the full sequence of summaries, incorporating the expec-
tation description when available, to generate a coherent textual conclusion. The resulting
output provides, to the best of the models” ability, a natural-language account of how the
simulation unfolded as a whole, and is the final product of the ScenarioLens pipeline.

Additional Notes and Justification of the ScenarioLens System Design

The previous section focused on describing the system and its operation, but plenty of detail
was left out. As such, this section serves to highlight additional details and design justifi-
cations, particularly concerning technical considerations and the handling of data for LLM
processing. This is done in the spirit of transparency and to address questions that may have
arisen while reading the previous section.

Recording Pre-Processing

As previously presented, the pre-processing consists of trimming and reformatting, both of
which warrant some additional examination.

The trimming process begins with the JSON-serialised recording data, interpreted as a
dictionary, and mainly consists of removing key—-value pairs deemed redundant or insignifi-
cant, but another important step is rounding floating-point numbers. High-precision values
with many decimals are tokenised into disproportionately large amounts of tokens, increas-
ing inference time significantly. A higher degree of precision is not needed in our case, and as
such all numerical values are rounded to three decimals, significantly reducing the inference
time without compromising interpretability.

Each spatial segment from the data reformatting, illustrated in Figure belongs to a
single entity, representing its spatial state at a timestamp. In their original format, shown on
the left side of the figure, there is little intuition as to how these fields should be interpreted,
as the necessary context is not readily provided. A good rule of thumb is that data which
is difficult for humans to interpret is likely also confusing for an LLM, and on that basis the
fields are transformed to enhance comprehension while maintaining numerically consistent
with the original data.

The extra focus on the spatial segments is because they are of particular note, as for most
scenarios the movement-related behaviour of the entities is the most important part when it
comes to deciphering the overarching events of a recording, making it critical for the LLM
to understand those segments correctly. While no official measurements were made with
respect to this, it was quite clear that this had a positive impact on system performance in
terms of quality.

Summarisation Block

Constructing the summarisation block posed several challenges, primarily due to the size of
the input data. Even after pre-processing, the size of the recordings remain considerable: with
a context window of 8,000 tokens, even the smallest sample (around 10,000 tokens) could
not be handled in a single pass. For more extensive simulations — those involving many
entities or long durations — hundreds of thousands of tokens may be in need of processing.
This limitation influenced the design of the summarisation, particularly with regard to the
splitting procedure.

As described earlier, recordings are divided into timestamp-based chunks. In some cases,
however, the size of a single chunk may exceed the context window, particularly in simula-
tions where many entities are involved. Determining where to split the data within a chunk
is not as straightforward as for the initial recording. Consequently, we opted for a simple
approach: sub-chunks are divided solely based on token count, with the cut-off occurring
when the maximum allowed size is reached. Although this theoretically introduces a risk
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of hallucination, due to the LLM receiving incomplete segments as input potentially com-
pelling it to "complete” the sequence, this issue is ostensibly very rare in practice and has
only been observed in the smallest models. Moreover, cases that require such nested splitting
are themselves relatively uncommon. Still, if one wishes to fully eliminate this risk, the sensi-
ble solution would be to use better hardware and increase the context window of the model,
rather than relying on contrived splitting strategies.

Another important consideration is whether every timestamp needs to be processed by
the LLM. This question is particularly relevant for longer recordings, which tend to require
a considerable amount of inference time. By examining our data, we could see that selective
sampling would be sufficient in many cases, potentially reducing the inference time of the
summarisation block considerably. To illustrate our reasoning, consider a simple example:
timestamp 1 shows a car on a straight road and timestamp 3 shows the same car further along
the road, then it is reasonable to infer that the car has been driving forward at timestamp
2. We do not need to see every intermediate moment to reach this conclusion; as humans,
we can infer connections and fill in gaps. LLMs, in their own way, possess the same ability.
Accordingly, we allow our model to interpolate between data points, processing only a subset
of timestamps — every second, third, or fourth, depending on the size and complexity of
the recording. This substantially reduces execution time, and since we are predominantly
eliminating redundant data, the loss of fidelity is minimal. While the risk of accidentally
missing key information is inherent in this approach, at least theoretically, the deduction
capability of the LLMs’ used appears sufficient to bridge the gaps. Although we are quite
confident in this conclusion, it should be noted that it is drawn purely from experimental
observation, and while it would preferably be strengthened by an empirical evaluation, such
analysis lies beyond the scope of this study.

Expectation Block

The expectation block primarily exists as a way to utilise the pre-existing developer-written
scenario descriptions. The reasoning behind this is simple: if we want our system to perform
optimally, we should make full use of the resources at our disposal. Accordingly, we decided
that these descriptions could be leveraged to provide additional context to the conclusion
block.

A noteworthy aspect of this block is that its output can bias the model in the conclusion
block, potentially allowing it to rely on the provided description rather than the events in the
summaries. This could significantly degrade the quality of the system’s output. In the context
of language models, we may view this as an issue of semantics. LLMs are quite sensitive to
tone, a trait that becomes apparent during use, and has been examined in recent novel works
such as [28] and [43]. From this perspective, we can reasonably expect that if the description
is stated in a matter-of-fact manner, it will influence how the model responds, causing it to
give the description undue weight. Conversely, if the description is phrased to discourage
the LLM from treating it as fact, the model may rely less on the description. Reformulating
the description with an LLM achieves the latter, presenting the content of the description as a
possibility rather than a certainty. This approach ostensibly relieved the risk of hallucinations.

Another positive effect of reformulating the scenario descriptions is that it generalises
them. In their raw form, the descriptions vary widely in length, grammatical quality, and
style. Processing them through an LLM naturally brings them to a more uniform linguistic
quality, making them more consistent as inputs.

In terms of system execution, there are a couple of points worth noting. First, the ex-
pectation block is not strictly required for the system to function, unlike the summarisation
and conclusion blocks. If no description is provided, it is simply omitted from the prompt
in the conclusion block, which then relies solely on the summaries. This is in part why the
expectation block is considered a lesser part of the system. Second, the expectation block
could theoretically run in parallel with the summarisation block, as the two do not share in-
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put, provided that the hardware supports it. In our setup, however, we allocate the entire
GPU to a single model at a time to maximise inference speed, necessitating sequential exe-
cution. Consequently, the expectation block is processed after the summarisation block. A
minor optimisation applied here is that we use the same model for both summarisation and
expectation, eliminating the need to load a new model into memory between blocks.

Conclusion Block

A key design choice in the conclusion block is the use of reasoning LLMs rather than standard
LLMs. Reasoning LLMs, such as DeepSeek, produce higher-quality outputs but require more
inference time due to their chain-of-thought generation process. They are therefore better
suited for processing a single, complex prompt rather than multiple simpler queries. With
the preceding blocks handling less complex tasks, the conclusion block focus on the most
complex task of deriving a conclusion based on a sequential log of the generated summaries
paired with expected behaviour. This is accomplished with a single prompt to its model — an
ideal application for reasoning. While this results in longer inference time for that one query,
the overhead is undoubtedly justified if it improves the quality of the output, as supported
by the literature.

3.4 Models

When choosing which models to use in the experiments, several factors need to be consid-
ered, one such being availability. They must be open-source with a permissive licence, be able
to fit within VRAM limitations, and be supported by the selected LLM inference software.
Furthermore, newer models with high ranking on Chatbot Arena [11]][3] are prioritised.

The models used for the summarisation will be limited to differently sized Gemma 3 mod-
els. The reasons for this are simple: it is new (having been released during the writing of this
thesis), it has highly competitive rankings on Chatbot Arena, it has a permissible licence, and
it is a non-reasoning model. The last point is important, as the summarisation output is pre-
ferred to be fast, and adding a reasoning process adds significant overhead to the inference.
Keeping to a single family of models also makes it easier to compare them against each other,
as there are fewer variables being changed, such as the model architecture. As Gemma 3 is,
as of writing, a recent model, which provides us with an opportunity to test a state-of-the-art
LLM on an area where it has yet to be formally tried in.

The model used for generating conclusions is chosen from a different standpoint than
those used for summarisation. As the output for the conclusion block will be a single detailed
analysis, rather than many brief summaries, some form of levity can be afforded with regard
to inference speed. As such, a reasoning-based model was deemed to be a suitable choice.
Specifically, a distilled variant of the DeepSeek-R1 model has been used.

For all models mentioned, quantised variants in the GGUF format are used. GGUF is a
binary file format for models [15]], designed for optimisation. The quantisations used by the
chosen models range from BF16 (a form of 16-bit quantisation) to Q3 (a form of 3-bit quantisa-
tion), where a higher number of bits is preferable due to its correlation with higher accuracy.
However, for larger models, a lower quantisation was nothing less than a requirement due to
VRAM limitations.

Model Parameters

Due to the existence of a large number of different parameters that can be modified when
loading and calling the models, only the values of the most relevant ones will be mentioned.
For those not mentioned, they will be set as the default values defined in the API documen-
tation of llama-cpp-python [1]. The parameters mentioned here are temperature, top k, top p,
min p and context window.
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The model generation parameters were defined according to the following table:

Model Temperature TopP MinP TopK Context Window
Gemma 2 0.8 0.95 0.05 40 8k
Gemma 3 1.0 0.95 0.05 64 8k
DeepSeek-R1-Distill-Qwen 0.6 0.95 0.05 40 32k

Table 3.1: Parameters for different model families used for experiments.

A full list of the models used in the experiments, each presented with their parameter size
and quantisation-type, is seen in the following table:

Model Parameter Size Quantisation File size Use-case
Gemma 2 9B Q8.0 9.83 GB Validation
Gemma 3 1B BF16 2.01 GB Summarisation
Gemma 3 4B Q8_K_XL 5.17 GB Summarisation
Gemma 3 12B Q8_0 125 GB  Sum. & Conc. & Valid.
Gemma 3 27B Q3_K_S 12.2 GB Summarisation
Gemma 3 (ollama) 27B Q4_K M 17 GB Multimodal
DeepSeek-R1-Distill-Qwen 14B Q5_K_M 10.5 GB Conclusion

Table 3.2: Parameter sizes and quantisation-types for used models.

It is once again worth noting that the Gemma-models are used for the summarisation, and
the distilled DeepSeek model is used for the conclusion.

If the listed quantisations look unfamiliar, the noteworthy parts are the number following
the Q, which denotes the number of bits it was quantised to. To define these shortly, Gemma
3 4B used an 8-bit quantisation method, 12B also used an 8-bit quantisation method, 27B used
a 3-bit quantisation method, and the DeepSeek-R1-Distill-Qwen model used a 5-bit quanti-
sation method. The Gemma 3 1B model was quantised in the floating-point format bfloat16,
making it, put in simple terms, the least quantised model.

3.5 Prompts

To run the experiments, an assortment of prompts have been defined. These follow the pre-
viously defined formats of zero-shot and one-shot prompting. Few-shot prompting has been
excluded due to the daunting size of the input-output examples derived from our data.

For the summarisation block, three prompts are defined 3.3} a simple and straightforward
minimal zero-shot prompt, a more detailed zero-shot prompt, and a one-shot prompt with a
curated input-output example.
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Minimal Zero-Shot

Summarize the current state of the simulated scenario described in the JSON. Write naturally in a few concise sentences.

Zero-Shot

You are an advanced Al assistant that summarizes simulated scenarios provided in JSON format. Write a few objective, well-structured sentences
describing key events and interactions. Track every physical entity and its position. If a weapon (e.g. missile) shares the same position as
a platform—aircraft, vehicle, or vessel—state it is attached and inactive unless explicitly deployed. Platforms list armaments and amount in
storeInfoArray; if an item vanishes from that array but exists independently, infer it launched and its source by prior storage and proximity.
Keep attached and launched weapons distinctly tracked. Note entity positions and how they relate to each other, without confusing position and
velocity. Mention if entities are turning or heading straight. Avoid bullet points; use flowing, natural language.

One-Shot

You are an advanced Al assistant specializing in generating concise, natural language summaries of simulated scenarios provided in JSON
format. Your task is to describe key events and interactions using a few objective, well-structured sentences. Track all entities involved, and infer
relationships based on spatial overlap (e.g., if a missile shares a position with a plane, assume it is attached to or potentially launched from that
plane). Note each entity’s position and interpret possible relationships without confusing position and velocity. Mention whether entities are
actively turning or maintaining a straight path. Avoid using bullet points or lists; express all insights in flowing, natural language.

Example 1 Input:
... a long string of J[SON input data for events at sim time 6 ...

Example 1 Al response:

At the 6-second mark, two GripenC aircraft (Blue.Entity and Blue.Entity_1) are engaged in flight, with Blue.Entity carrying an attached BVR
missile (Blue.Entity.BVR#1). Blue.Entity is flying southwest at a high altitude while turning left, while Blue Entity_1 is flying south and turning
right at a lower altitude. Both pilots have vision sensors active. While the aircraft are in close proximity, Blue.Entity has a higher altitude and
lower altitude than Blue Entity_1, meaning Blue.Entity is positioned northwest of Blue.Entity_1.

Figure 3.3: Summarisation block prompts.

The conclusion block prompts are defined with a similar structure to the summarisation
block prompts a simple minimal zero-shot prompt, a detailed zero-shot prompt, and a one-
shot prompt with an input-output example.

Minimal Zero-Shot

Given a chronological list of event summaries, write a single clear paragraph describing what happened. Use only the facts. Do not add, infer, or
speculate. Describe positions, movements, and changes over time.

Zero-Shot

You are a cutting-edge Al assistant designed to analyze sequences of events and produce accurate, objective summaries. Given a chronological
list of events—each with a short summary—your task is to reconstruct what occurred over the entire timeline. Your response must be a single,
well-structured paragraph written in clear, natural language. Focus strictly on the facts provided: do not invent details, infer motivations, or
make speculative or vague statements. These are simulated, test-case scenarios—not tactical missions—so avoid drawing deeper or strategic
interpretations. Instead, describe what happened in concrete terms, including the positions and movements of objects, and how they interacted
or changed over time.

One-Shot

You are a cutting-edge Al assistant designed to analyze sequences of events and produce accurate, objective summaries. Given a chronological
list of events—each with a short summary—your task is to reconstruct what occurred over the entire timeline. Your response must be a single,
well-structured paragraph written in clear, natural language. Focus strictly on the facts provided: do not invent details, infer motivations, or
make speculative or vague statements. These are simulated, test-case scenarios—not tactical missions—so avoid drawing deeper or strategic
interpretations. Instead, describe what happened in concrete terms, including the positions and movements of objects, and how they interacted
or changed over time.

[Example input]

* Summary of simulation time 2: At the 2-second mark, two GripenC aircraft, Blue.Entity and Blue.Entity_1, are in flight. Blue.Entity, positioned
at a higher altitude of 10003 m and heading westward while turning left, carries an attached and inactive BVR missile (Blue.Entity.BVR#1).
Blue.Entity_1 is flying eastward at a lower altitude of 3056 m and turning right. Both aircraft have their operator vision sensors active, scanning
horizontally. Blue.Entity is located to the northwest of Blue.Entity_1.

* Summary of simulation time 5: ...

[Example Al response]

The simulation involved two friendly GripenC aircraft, designated Blue.Entity and Blue.Entity_1. They were airborne throughout the simulation,
where Blue Entity executed a consistent left turn, while Blue.Entity_1 executed a consistent right turn. They maintained their movement without
engaging each other. They operated at different altitudes throughout the scenario. Blue.Entity flew at higher altitudes, around 10,000 meters,
while Blue.Entity_1 maintained a lower altitude, around 3,000 meters. Blue.Entity was equipped with BVR missiles, but no BVR missile was
launched. Both aircraft had an active radar, IFF systems, active communication channels, and operator vision sensors to scan their surroundings.
The scenario concluded with Blue.Entity flying eastwards, altitude 9,988 m and turning left. Blue.Entity_1 is flying northeastward, altitude 3045
m and turning right. Both aircraft remained undamaged, with all systems functioning normally.

Figure 3.4: Conclusion block prompts.

3.6 Experiment Design
In this section, the structure and design of the experimentation is outlined.

ScenarioLens Experiment Setup

The evaluation of ScenarioLens is performed by creating multiple test-cases and mea-
suring these with a custom-developed validation method. There are multiple independent
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variables that must be considered; fixed variables will be the same for all experiments, while
the variables to be investigated are called factors.

¢ Fixed:

- Technical environment[3.1]
— Recordings of scenarios[3.2]
- Model parameters

¢ Factors:

— Summarization LLM[3.2]

— Summarization Prompt@]
- Conclusion LLM

— Conclusion Prompt[3.4]

The technical environment, the predefined recording dataset and predefined parameters
for each model are the same for every test-case. LLMs are instantiated with a fixed seed of
123456789 for easily reproducible outputs. Factors such as LLMs and prompts are modified
between test-cases to be investigated and compared.

When an experiment is executed, the summarisation of the recordings is the most com-
putationally intensive stage, as it operates on lengthy input data and therefore requires the
most processing time. The summarisation also makes for the larger parts of the output in
terms of context. Therefore, the experiments testing different models and prompts for sum-
marising will be prioritised. This also lends itself well to the testing of the conclusion-part,
as the different outputs of summaries are saved and can then reused, making the process of
experimentation more efficient.

The summarisation block experiments consist of the Gemma 3 models of parameter size
1B, 4B, 12B and 27B, listed in Table each tested against the specified prompts (minimal
zero-shot, zero-shot, and one-shot, in Figure .

These tests investigate what is possible given limited hardware, using the state-of-the-art
Gemma 3 family of models. Models with smaller parameter sizes, which demand drastically
less VRAM, are tested with low quantisation as they are still very feasible to use. However,
for a larger model size of 27 billion parameters, quantisation down to 3 bits is necessary to
avoid running out of video memory, leading to severe performance loss in terms of inference
speed.

The experiments for the conclusions are constructed exactly the same way. The specified
conclusion model3.2)is tested against each specified conclusion prompt[3.4} and each of these
combinations is tested against the summarisation block experiments. Naturally, this results in
a rather large number of combinations, which requires tens of hours spent performing these
experiments.

In the end, every generated conclusion is saved, and this output is validated to determine
the quality of the solution.

ScenarioLens Validation

Given a set of generated conclusions expressed in natural language as the output, this is not
the most straightforward thing to validate, as there are no pre-established methods for this.
As such, a novel validation method has been procured, providing its own form of accuracy
as a metric.

To determine the correctness of the generated conclusions, they must be compared to some
ground truth, which in this thesis can be considered the actual series of events of the simulation
recording from which the conclusion has been derived. Therefore, every recording in the
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dataset was manually viewed and analysed by us to create a set of descriptive claims for each
scenario. Thus, each recording has a number of relevant claims that highlight its true events.

Now, when provided with a conclusion and an extrapolated claim mapping to the under-
lying recording, an LLM can be used to assess whether that claim is reflected within the con-
clusion. This is done for every scenario and all its predefined claims, simplifying the complex
evaluation of a summary into one small subtask, evaluating only one claim at a time. Mea-
surement of the number of claims that are actually reflected or not provides a quantifiable
metric, a dependent variable accuracy.

For example, one of the scenarios of an aircraft flying straight in a westward direction is
described by the following claims:

¢ Blue GripenC (Blue.Entity) is flying west with a constant speed and trajectory.
¢ Blue.Entity carries a payload: a BVR missile.

Simpler scenarios lead to simpler claims, such as the ones mentioned. More complex
scenarios involving multiple entities, turns, and weapon usage lead to more complex claims.
Consequently, these are potentially more difficult for an LLM to evaluate, creating a risk of
false positives and false negatives. Therefore, the validation is performed multiple times with
different models, giving an average accuracy score.

As mentioned, there is no established method for validating the conclusions, but solutions
for validating similar to the one outlined here have been discussed. One of the previously
discussed related works, BookScore [25], also identified the lack of any reliable automatic
metric to evaluate summaries and created an LLM-based evaluation score, which according
to their validation is almost as reliable as human annotators. Their summaries were evaluated
using ChatGPT-4, where a summary and a sentence from that summary were given, to then
identify eight different types of errors.

Multimodal Analysis

Although this report primarily focuses on text-to-text models, the potential of multimodal
LLMs — particularly those capable of processing visual input — is also explored. The mul-
timodal approach is evaluated separately from the standard text-only solution to assess its
distinct advantages. This is done through top-down visual representations of a recording.

The goal is to translate a recording into a single image that illustrates the behaviour of
multiple entities over time, using lines and arrows derived from positional data. For hu-
mans, such a representation is intuitive and easy to interpret. However, the question remains
whether a multimodal LLM can extract a comparable understanding and generate more ac-
curate conclusions when prompted with this type of visual input. This investigation aims to
determine whether visualising the scenario in a single frame can enhance the comprehension
of an LLM compared to purely text-based inputs.

Image Creation

The initial experiment uses Matplotlib [21] due to its ease of use and script-friendly image
generation. However, in order to be as unconstrained as possible with regard to visual tools,
the Godot game engine [17] is also used to create 2D images.

Regardless of tool used, the aim is to create an image showing entities moving, visualised
by a trailing line, over time from a top-down view. For every simulated second and vehicle
entity, the coordinates and 3-dimensional velocities are extracted from the JSON data. It pro-
vides a timeline over the simulation, making it possible to track the movements of a vehicle
over time, drawing a line that follows the trail of positions. Three iterations were executed,
which resulted in three different images. As a first iteration, a simple variant of this image
was constructed, with different line colours and arrows showing the direction of the move-
ments. In the second iteration, the representation was made more realistic in an attempt to
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convey the context of the scenario through the image. This was done by plotting the move-
ments using aircraft textures instead of arrows and using a map as a background. Lastly, the
third iteration prioritised providing the LLM with relevant information as clearly as possible.
The visual representation of the movement of the entities was deemed the most unambiguous
using simple lines and arrows. The number of arrows was reduced to avoid clutter, and the
velocity was represented using both the size of the arrows and explicitly written out, with
ordered indexing. A mesh background together with X- and Y-axes with distance in me-
tres, instead of coordinates, was to improve positional and distance comprehension. Lastly,
an image of a compass was added to aid directional awareness and to provide a directional
north to establish cardinal directions. Thus, providing multiple alternate visual descriptions
of vehicle movements.

Experiment Setup

The problem at hand is relatively straightforward, and the most intuitive way to evaluate the
performance of the models is to directly examine the output it produces in response to specific
text-and-image prompts. If the model demonstrates a coherent understanding of the input,
it suggests that the approach has potential — if not, it is probably missing that particular
quality.

The multimodal experiments are designed with this philosophy in mind. Three pairs of
text-and-image prompts are used, shown in Figure 3.5, where the images are all top-down vi-
sualisations of some recording, and the prompts follow a similar structure with modifications
to fit their respective image. Prompted with a relevant instruction, the model will be asked to
relay the overall movement of entities present in the image, along with other interesting as-
pects of their positioning. From this, it should be clear which adaption of constructed images
is the most apt for the model or if the challenge in itself is potentially unfeasible.

Call 1

Call 2 Call 3

Analyze the movement of two entities on a
map viewed from above, where x-axis shows
longitude, and the y-axis shows latitude. Each
entity’s path is represented by its own distinct
colored line. These lines show positional
movement over time, with the arrows
showing the direction of movement.

In the image, there are three entities:
Blue.Entity (a plane), Blue.Entity.BVR#1 (a
missile equipped by Blue Entity), and
Blue.Entity_1 (another plane).

Describe the movement patterns of each entity
separately, focusing on starting and ending
positions, movement direction, and changes in
direction.

Unit Movements Over Time

— Unit 3lue Entty
Unit: Slue Entiy_1
— Unit 3lue Entty BVRS1

1610 1612 6.4 1616 118
Longituze

Analyze the movement of three entities on a
map viewed from above. The top of the image
is north, the left is west, the bottom is south
and the right is east. Each entity’s path is
represented by distinct colored lines; entities
on the blue team will have a blue nuance,
while the entities on the red team will have a
red nuance. These lines show how they move
over time, and increase in thickness as time
passes. At the tail end of the line (i.e. at their
end positions) is an icon of a plane in the
direction of the entity’s movement.

The blue team has one entity: "Entity"

The red team consists of two entities:
"Entity_1", "Entity_2"

Describe the movement of each entity in the
image, separately, focusing on starting and
ending positions, and the directions they
move as they travel.

Analyze the movement of three entities on a
map viewed from above. The map includes a
compass in the upper left corner, indicating
that north is up, west is left, east is right, and
south is down. Each entity’s path is
represented by distinct colored lines (entities
on the blue team will have a blue nuance, and
the entities on the red team will have a red
nuance). Lines show positional movement
over time, the arrows show direction, and the
size of the arrows indicate velocity (bigger
arrows means higher velocity).

In the scenario depicted in the map, there are
three red entities: Fighter, SurfaceVessel, and
GroundVehicle.

Describe the movement patterns of each entity
separately, focusing on starting and ending
positions, direction, speed changes, pauses, or
changes in direction. Explain any notable
behaviors, such as goal-oriented movement or
direct interactions with other entities.

Figure 3.5: Text-and-image prompts used to query the multimodal LLM.
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3.7 Limitations of methodology

Hardware

Hardware limits the size of models that can be used, potentially having access to more com-
puter power and being able to run greater models would yield better results, both in terms of
speed and accuracy.

LLM response evaluation

Since the evaluation of test-cases is the most trustworthy when dependent on human anal-
ysis, it makes the experiment difficult to scale. This leads to more anecdotal findings for a
solution already tailored to a specific problem.

Visualisation of scenario

Creating a single image representing the positioning and movements of multiple vehicles
(or any type of unit) over time has an inherent scaling issue. Large relative differences in
position between vehicles become at some point impossible to visualise without distorting
the representation. The following extreme example of a large positional difference between
two vehicles reveals the issue:

Two vehicles, one located in Sweden and one in South Africa. Demonstrating the relative distance
between them is possible using X- and Y-axes with large distance scaling (every tick representing 1k
kilometres). However, the local movements of each vehicle moving on the drastically smaller scale of
single-digit number of kilometres will be visually only a dot in the image, lacking all details of turns,
speed, and distance since the movement is relatively miniscule.

It is possible to scale up the local movements, though the X- and Y-axes cannot be scaled to
the positional scale then; instead it would have to be changed to a scale based on the vehicles’
movement distance. Then the trail of the vehicles will be larger and more visible, as well as
positionally closer together. However, the extreme distance between the vehicles will not be
reflected at all, which will corrupt the realistic visualisation.
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Results

This chapter presents the results of the experiments that were executed. Firstly, from the
rigorous testing of ScenarioLens and, afterwards, from the analysis of potential capabilities
of a multimodal solution.

4.1 ScenariolLens

The results are shown in their totality in the Appendix [A] In this section, tables and figures
showcase the results in different respects, often with their accuracies averaged. Examples of
particular interest are also noted.

Summarisation Model Comparison

To visualise the results of the Gemma 3 models, the accuracy averages are listed with respect
to them in a table that shows the model, their parameter size, and their respective quantisa-
tion method, Tablefd.1] All of the corresponding accuracies depend on generating conclusions
with the DeepSeek model.

Sum. LLM Parameter Size Quantisation Average Accuracy

Gemma 3 1B BF16 0.278
Gemma 3 4B Q8_K_XL 0.636
Gemma 3 12B Q8.0 0.635
Gemma 3 27B Q3_K_ S 0.650

Table 4.1: Average accuracy for every parameter size of Gemma 3, used as summarisation
model.

For further insight — since averages can obscure interesting patterns — the number of
times a model emerges as the top performer was counted for every possible combination of
prompts, which is nine. By doing this, it becomes evident that larger models, especially the
largest 27B model, are almost always the preferred choice. More precisely, the 27B model is
the top performer six out of nine times.
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Top Performer Count (Max = 9)

Top Performer Count

Gemma 3-1B Gemma 3 - 4B Gemma 3-12B Gemma 3 - 27B

Param Size

Figure 4.1: Number of times a model was the top performer, with the same prompt combina-
tion. Absolute bottom performance was consistently 1B for every experiment.

Prompt Comparison

Overall results, for first, the summarisation prompts and secondly, the conclusion prompts,
are presented by calculating average accuracies as well as identifying correlations between
prompts and model sizes.

Summarisation Prompt Comparison

The average accuracy with respect to each summary prompt is presented in Table[4.2] Perhaps
it is worth noting here that the averages between the three across all models come out very
similar, with the difference being less than a percentage unit.

Sum. Prompt Average Accuracy
Minimal Zero-Shot 0.554
Zero-Shot 0.547
One-Shot 0.549

Table 4.2: Average accuracy for every summarisation prompt.

To get a better sense of how the different-sized models performed across different
prompts, two different illustrations are provided: one with the parameter size as the x-axis
illustrated in Figure and one with the prompt as the x-axis illustrated in Figure[#.3} Here,
the differences become more apparent, especially with regard to the prompt, where distinct
differences can be seen as unique to different models.
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Figure 4.2: Avg. accuracy as a function of model size for difference choices of prompt.
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Figure 4.3: Avg. accuracy as a function of summarisation prompts for each model pairing.

Conclusion Prompt Comparison

The average accuracy with respect to each conclusion prompt is presented in Table The
averages seen here are quite similar, but there is a greater variation than the averages with

regard to the summarisation prompts.

Conclusion Prompt Average Accuracy
Minimal Zero-Shot 0.570
Zero-Shot 0.532
One-Shot 0.548

Table 4.3: Average accuracy for every conclusion prompt.

A more visually helpful illustration has been provided here as well to compare the results

to model size and prompts in Figure
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Correlation between Conclusion Prompts and Model Pairings
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Figure 4.4: Correlation between conclusion prompts and different model pairings. The accu-
racy is an average of the three experiments with alternative summarisation prompts.

Most Accurate and Inaccurate Combinations

In Table [4.4] the top five best combinations, based on accuracy, are highlighted. The combi-
nations are of summarisation prompt, conclusion prompt, and summarisation model paired
with DeepSeek as the fixed conclusion model. The absolute peak accuracy achieved was
0.721, by using the one-shot summarisation prompt to generate summaries with Gemma 3
27B and then prompt DeepSeek with the minimal zero-shot conclusion prompt.

Sum. Prompt Conclusion Prompt Sum. LLM Conclusion LLM  Accuracy

One-Shot Minimal Zero-Shot ~ Gemma 3 27B DeepSeek 0.721
One-Shot One-Shot Gemma 3 27B DeepSeek 0.713
One-Shot Minimal Zero-Shot ~ Gemma 3 12B DeepSeek 0.699
Zero-Shot One-Shot Gemma 3 27B DeepSeek 0.683
One-Shot Zero-Shot Gemma 3 27B DeepSeek 0.677

Table 4.4: Top five best performing combinations

The five worst combinations are highlighted in Table The absolute lowest resulting
accuracy was 0.153 when one-shot prompts were used for both summarisation and conclusion.
Significantly, all of the combinations with the lowest accuracy used summaries generated by
the smallest Gemma 3 1B model. All three possible combinations of one-shot summarisation
prompt paired with the Gemma 3 1B model are of the four most inaccurate, indicating a very
poor synergy between one-shot prompting and models with limited parameter size.

Sum. Prompt Conclusion Prompt  Sum. LLM  Conclusion LLM  Accuracy

One-Shot One-Shot Gemma 3 1B DeepSeek 0.153
Zero-Shot One-Shot Gemma 3 1B DeepSeek 0.173
One-Shot Minimal Zero-Shot ~ Gemma 3 1B DeepSeek 0.203
One-Shot Zero-Shot Gemma 3 1B DeepSeek 0.223
Zero-Shot Minimal Zero-Shot Gemma 3 1B DeepSeek 0.335

Table 4.5: Bottom five worst performing combinations
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4.2. Multimodal Analysis

4.2 Multimodal Analysis

Three different alternative images were used for three different scenarios, each with a slightly
modified prompt to match the details of the respective scenario representation. Similarly
to the structure of the output generated from Gemma 3, for each experiment, the potential
capability of correctly identifying entities and analysing their respective movements will be
evaluated.

Call 1

Every entity is identified and is correctly labelled with either "Plane" or "Missile", but the line
colour matching is incorrect. According to the output, Blue.Entity has an orange instead of
a blue line, Blue.Entity.BVR#1 was assigned a non-existent purple colour, and Blue.Entity_1
was blue instead of light blue.

Identifying coordinates for the starting and ending positions resulted in inaccurate posi-
tions for all entities. A perhaps acceptable distance from an accurate starting position was
Blue.Entity. BVR#1 with longitude: 16.11°, latitude: 58.45°. However, most have at least
one longitude or latitude that is completely inaccurate. The analysis of how the entities
have moved and potentially turned over time is counter-factual for both Blue.Entity and
Blue.Entity. BVR#1. However, for Blue.Entity_1 the circular movement pattern is correctly
identified.
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4.2. Multimodal Analysis

Call 1 Image & Output

Unit Movements Over Time
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Here’s a breakdown of the movement patterns for each entity based
on the provided image:
1. Blue.Entity (Plane - Orange Line):
¢ Starting Position: Around longitude 16.10 and latitude
58.46.
¢ Movement Direction: Initially moves generally eastward,
curving upwards.
¢ Changes in Direction: The path involves several changes in
direction, starting with a turn to the north-east, then curving
back south-east, and then curving upwards.
¢ Ending Position: Located around longitude 16.14 and
latitude 58.45. This entity is also responsible for launching
the missile BVR#1.
2. Blue.Entity.BVR#1 (Missile - Purple Line):
¢ Starting Position: Launches around longitude 16.11 and
latitude 58.45.
¢ Movement Direction: Travels in a roughly straight line with
a minor curve toward the east-north-east.
¢ Changes in Direction: Its direction remains largely
consistent throughout the trajectory, making it relatively
straight.
¢ Ending Position: The path ends around longitude 16.16 and
latitude 58.42.
3. Blue.Entity_1 (Plane - Blue Line):
¢ Starting Position: The path begins around longitude 16.18
and latitude 58.41.
¢ Movement Direction: The plane executes a curved, almost
circular path, indicating turning maneuvers.
¢ Changes in Direction: The plane continuously changes its
heading while flying a large looping pattern.
¢ Ending Position: Ends almost at the beginning, around
longitude 16.18 and latitude 58.41.
In summary:
¢ Blue Entity likely launched a missile (Blue.Entity.BVR#1)
toward what appears to be a target.
¢ Blue Entity_1 appears to be performing defensive or evasive
maneuvers.
¢ The launch point of Blue.Entity.BVR#1 and final destination
indicate that it may be intercepting an enemy entity not
shown in the figure.

Figure 4.5: Call 1, Figure Image and output. The output text is transcribed as it visually
appeared in markdown-formatting.

Call 2

The entities are correctly identified with both the name and the general colour. However,
establishing starting and ending positions relative to the frame of the image and the cardinal
directions was inaccurate. The blue Entity is correctly described as starting on the western
side and moving east toward the middle, but it did not start "near the bottom edge." The
red entities are given general but accurate starting and ending positions, though Entity_1 is
arguably starting more in the middle than in the top. Furthermore, the direction in which all
three entities fly is arguably close to correct but always unreliable. Entity flies straight east
and the output states that it flew "east-northeast” but it also states that the path curves which
is untrue. For both red aircraft it is correctly stated that they fly in a westward direction but
for both the output also hints at slight turning even though they are flying straight.
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Call 2 Image & Output

Here’s a description of the movement of each entity based on the
provided image:
Entity (Blue Team):

* Starting Position: Appears to start from the western side of
the map, near the bottom edge.

¢ Ending Position: Moves towards the eastern side of the
map, ending near the middle.

* Direction: Primarily moves in a broadly east-northeast
direction. The path curves slightly as it progresses, but the
overall trend is towards the east.

Entity_1 (Red Team):

¢ Starting Position: Starts from the eastern side of the map,
towards the top.

¢ Ending Position: Moves in a generally western direction,
ending towards the center of the map.

¢ Direction: Moves initially in a westerly direction, then
curves slightly toward the southwest as it travels.

Entity_2 (Red Team):

¢ Starting Position: Starts on the eastern side of the map,
roughly in the middle.

¢ Ending Position: Moves towards the west, ending
approximately in the middle of the map.

¢ Direction: Moves primarily westward. The path is
relatively straight.

Figure 4.6: Call 2, Figure Image and output. The output text is transcribed as it visually
appeared in markdown-formatting.

Call 3

The correct naming of entities is reflected in the output, and their respective colours are cor-
rect, although the different shades of red are ignored.

The starting and ending positions are overall terribly inaccurate. Curiously though, the
ending position of SurfaceVessel has a very accurate non-tick y-axis value of 1800 metres.
However, it still has an inaccurate x-axis value of 16000 metre.

The directions of the entities are completely unreliable as well; Fighter is given the exact
opposite of its actual direction, stating that it is initially moving east instead of west and that
it "curved" southward instead of northward. SurfaceVessel is supposedly moving primarily
eastward, in reality it is moving mostly westward. The mention that the path is featuring a
curve is at least correct. GroundVehicle is moving straight north, contrary to the output that
arbitrarily states that it "moves east and south."

For the Fighter it is correctly acknowledged that the velocity is slowing down throughout
its path, but only the initial velocity of 291 m/s is correct after that it hallucinates velocities
that do not even exist in the image. The fact that the velocity of both SurfaceVessel and Ground-
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4.2. Multimodal Analysis

Vehicle is constant is correctly described, but the actual speed of 25 m/s is incorrectly stated
to be 251 m/s.

Call 3 Image & Output
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Here's an analysis of the movement patterns of each red entity based
on the provided map:
1. Fighter (Red)
¢ Starting Position: Approximately (3000m, 26000m)
¢ Ending Position Approximately (15000m, 28000m)
¢ Direction: Generally eastward with a slight curve
southward.
¢ Speed Changes: The velocity changes throughout its path.
It starts with a high velocity of 291m/s, then slows down to
271m/s, then decreases further to 251m/s.
¢ Notable Behaviors: The Fighter demonstrates a
goal-oriented movement, moving eastward to presumably
reach a destination. It appears to be maintaining a
somewhat constant direction throughout its journey.
2. SurfaceVessel (Red)
¢ Starting Position: Approximately (10000m, Om)
¢ Ending Position: Approximately (16000m, 1800m)
¢ Direction: Primarily eastward, but the path features a curve
as it progresses.
¢ Speed Changes: The velocity remains fairly constant
throughout its path at approximately 251m/s.
¢ Notable Behaviors: It's moving in a generally direct line,
suggesting a straightforward objective.
3. GroundVehicle (Red)
¢ Starting Position: Approximately (Om, 27000m)
¢ Ending Position Approximately (15000m, 24000m)
¢ Direction: Moves east and south
¢ Speed Changes: The velocity remains constant throughout
the journey at approximately 251m/s.
* Notable Behaviors: It demonstrates a goal-oriented
movement, moving towards the South East region.
Overall Observations:
¢ All three entities are moving east.
¢ The Fighter appears to be the fastest entity overall.
¢ There are no apparent interactions between the red entities
within the visible range of the map.
It’s important to note that this analysis is based on a single snapshot
of their movement. Further observation over a longer period would
be necessary to understand the full scope of their trajectories and
motivations.

Figure 4.7: Call 3, Figure Image and output. The output text is transcribed as it visually
appeared in markdown-formatting.
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Discussion

We divide the discussion into results, methodology, and the impact of the thesis in a wider
context.

5.1 Results

The accuracy of the ScenarioLens experiments is examined first, with a focus on observed
correlations and potential insights. Secondly, potential pitfalls such as LLM hallucinations are
considered. Finally, the analysis of the potential use of multimodal capabilities is addressed.

ScenarioLens

An injtial examination of model performance, in terms of accuracy, suggests that larger mod-
els have greater potential, since the largest models are consistently the most frequent top
performers across all tests, shown in Figure and are exclusively included in all of the
best performing combinations seen in Table The 27B variant of Gemma 3 was the top
performer in six out of nine cases, while the 12B variant accounted for two of the remaining
three. This trend is further reinforced by the fact that the 27B model appears in four out of
five of the best-performing combinations, with the third best including the 12B model. How-
ever, it is worth noting that the differences in average accuracy between the 27B model and
the smaller 12B and 4B variants, seen in Table are relatively minor. However, there is
a big difference between the smallest model 1B and the 4B model, as the average accuracy
shoots up from 0.278 to 0.636. Although that the smallest model performed the worst was ex-
pected. Evidently, all of the worst possible combinations used summaries generated by the 1B
model, shown in Table In fact, it is not only five specific combinations with abnormally
poor performance, as mentioned earlier; the average accuracy is low for all combinations.
Furthermore, even the best combination for 1B achieved an accuracy of only 0.366, shown in
Table which is still worse than any other combination using any summarisation model
larger than 1B parameters.

An interesting observation is that despite the more aggressive quantisation of the 27B
model, it still outperformed its smaller siblings on all prompts except for minimal zero-shot,
for both summarisation (Figure Figure and conclusion (Figure £.4). The one-shot sum-
marisation prompt showed especially impressive results in this regard. Furthermore, when

40



5.1. Results

compared against the performance of the 12B model, which is closest in size to 27B, this result
suggests that, at least in this case, it is preferable to use a larger model even though it has been
more aggressively quantised. This phenomenon has previously been observed in measure-
ments of perplexity [23], which showed that larger models have a slightly better perplexity
than its preceding model in parameter size, despite having the same physical model size.
Even so, somewhat unintuitively, this trend does not hold across all of our combinations. For
instance, the 27B model performs, with slight margins, worse than the 12B model when the
conclusion block used the minimal zero-shot prompt, seen in Figure[4.4} and it was even worse
than the 4B model as well when the summarisation block used the minimal zero-shot prompt,
seen in Figure This indicates that the main strength of the quantised 27B is, compared
against the smaller models, its ability to better handle longer and more complex prompts.

It is worthy of note that the 1B model performed the best when both the summarisation
and conclusion prompts were minimal zero-shot, suggesting that small models perform better
with less complex prompts. This correlation is perceivable in the five worst combinations,
seen in Table where the one-shot and, subsequently, the zero-shot prompts are the most
prevalent, and it is also evident throughout the whole experiment which is illustrated in
Figure In contrast to the best-performing combinations where the similar dominating
prevalence of the one-shot prompt instead results in peak accuracy, the difference being that
larger models were used, where 27B and 12B seem to improve with more complex prompts,
with the 27B model especially flourishing. However, the two best combinations are one-shot
summarisation prompt paired with either, complexity-wise opposites, minimal zero-shot or
one-shot conclusion prompts. This conundrum, together with the fact that there is no clear
top performer of the conclusion prompts when observing the best combinations in Table
as well as the average performance of each and every one of them being similar in Figure[4.4
may suggest that the summarisation prompt has the greatest impact on the resulting accuracy.

Another interesting observation is that the 4B and 12B models perform with such similar
results, despite the rather large difference in parameter size and the fact that they share the
same level of quantisation. While the 27B model performs better than both, its results are still
within a comparable range, which is unsurprising given it is significantly more quantised. It
remains uncertain whether this gap would widen with less aggressive quantisation applied
to the larger model, but a greater difference could reasonably be expected.

It is important to highlight that the performance of ScenarioLens is, in our opinion, quite
impressive. With no guarantee that the LLMs would be able to sift through the long record-
ing files and successfully decipher anything but noise, it is noteworthy that they are able to
interpret the content of the recordings and come to a sensible conclusion. For some scenarios,
it can even perform to the highest level of expectation.

LLM Hallucinations

Something to consider when analysing the conclusions is that their accuracy depends on the
summaries which are given. If the summarisation block hallucinates and generates untruth-
ful summaries, then it is probable that the conclusion will generate untruthful statements as
well. This is a risk for any prompt, made evident when observing the smaller summarisation
models Gemma 3, with parameter sizes 1B and 4B, prompted with the one-shot prompt[3.3]

For example, in a scenario where only one aircraft, Blue.Entity, exists, the summarisation
block consistently reports two aircraft — Blue.Entity and Blue.Entity_1. The extra entity cor-
responds to the one-shot example provided in the prompt, illustrating how the model can
misattribute information from in-context learning examples to the actual input. While the
information technically exists within the prompt context, this misapplication can be consid-
ered a variant of closed-domain hallucination, arising from context misattribution rather than
missing input. This phenomenon caused hallucinations in the summaries for the scenario
FlyStraight.
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This effect is notably absent in the larger 12B and 27B models, demonstrating that larger
models are better able to distinguish between the in-context example and the actual input.
This behaviour can be attributed to the fact that models with more parameters are generally
less prone to overfitting. Conversely, smaller models, which are less capable of capturing
complex dynamic relationships, may rely more heavily on memorised examples rather than
generalisable patterns to maintain coherent output — essentially, the smaller the model, the
greater the degree of overfitting.

Observing the conclusions, there is a correlation between the untruthful summaries and
misleading conclusions, with the former leading to the latter. For example, in the conclusion
based on summaries from the smallest model, Figure it is stated that "Blue.Entity_1 flies
south, turning right" which seems to be inferred from the Example 1 Al response, Figure
that states similarly "...Blue.Entity_1 is flying south and turning right at a lower altitude."

The simulation begins with two GripenC aircraft, designated Blue.Entity and
Blue.Entity_1, flying in close proximity at a high altitude, both carrying BVR missiles.
Initially, Blue.Entity flies southwest while turning left, and Blue.Entity_1 flies south,
turning right. At 6 seconds, Blue.Entity_1 launches a BVR missile, which Blue.Entity
tracks and responds to by adjusting its flight path. The missile is fired and follows a
straight trajectory, prompting both aircraft to maneuver to evade or intercept it. Sensors
on both aircraft remain active, providing real-time data on their positions and the
missile’s movement. The engagement involves rapid turns, altitude changes, and
strategic adjustments, with both pilots maintaining situational awareness through their
sensors. The simulation concludes with the missile still active, highlighting the dynamic
and evolving nature of the aerial combat scenario.

Figure 5.1: FlyStraight conclusion generated with DeepSeek and based on summaries gener-
ated with Gemma 3 1B instructed by the one-shot prompt

Multimodal

Examining the outputs of the multimodal LLM presented in the solution, the overall perfor-
mance can be characterised as fundamentally unsatisfactory. As applied by us, there is a clear
deficiency in the model’s multimodal capability.

At first glance, the results were surprisingly substandard. The model (Gemma 3 27B with
4-bit quantisation) is state-of-the-art among openly released LLMs, yet it fails to capture a sin-
gle aspect of any entity in any image correctly. It understands enough to identify the type of
information to provide, and formats it appropriately, but any actual details — or even broad
interpretations — are effectively hallucinated. This stands in contrast to our initial expecta-
tions, where we anticipated that the textual approach would struggle to achieve adequate
results, while a vision-based approach would not — as it turns out, the reverse occurred.

However, upon closer examination of the model’s architecture, a possible explanation
emerges. While the model is trained on 27 billion parameters [40], its multimodal capability
relies on a SigLIP encoder, described as a Vision Transformer trained with a variant of the
CLIP loss, with only a meagre 400 million parameters. This is a notably small amount of
parameters, and although vision encoders of this size can perform well on certain tasks, they
will most certainly not be all-encompassing. This may explain why the Gemma 3 model
performs so poorly on the provided images. Another probable factor is that the problem
presented, while seeming pretty simple, is likely highly underrepresented in the training
data. Consolidating this notion with the vision encoder’s low amount of parameters, we can
conclude that there is little to no chance for adequate performance.
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5.2 Method

Further reasoning and potential weaknesses of the methodologies used in this thesis are dis-
cussed below, including the selection of models and prompts, the invention of our validation
method, as well as the approach used for the multimodal experiments.

ScenarioLens Model Selection

The model selection could be further streamlined for a more homogeneous set of results,
and the most straightforward way to do so might be to either run the models at their full
size or apply a single type of quantisation consistently across all models. When parameter
size and quantisation level increase simultaneously, it becomes more difficult to determine
which factor has the greatest impact on the result. This could be selectively investigated
by validating cases with different sizes and quantisation levels, comparing them with the
current results presented in this thesis. On the other hand, it can be argued that there is
some interest in examining how highly quantised LLMs with larger amounts of parameters
perform, especially in comparison to models with similar physical size, as these are much
cheaper in terms of computation and memory than their non-quantised counterparts.

Another noteworthy point is that the summarisation models are limited to the Gemma 3
family. While this makes for a streamlined selection, it also reduces diversity. Including other
non-reasoning models in the experiments would diversify the results and could potentially
lead to some interesting observations.

Regarding the use of Gemma 3 for summarisation, it is worth noting that one of the mod-
els most innovative features is its ability to generalise well on impressively large inputs [40],
reportedly boasting increased efficacy up to context sizes of 128,000 tokens. In contrast, we
deploy the LLM in the solution’s summarisation block with a context window limited to
8196 tokens, which may disadvantage the Gemma 3 models. Ideally, a wider context win-
dow would be defined across all models, possibly leading to improved accuracy. However,
increasing the context size demands a higher amount of video memory, necessitating an up-
grade in hardware.

Using only one model for the conclusion is another area of potential improvement. Test-
ing a non-reasoning model in the conclusion block would enable interesting comparisons.
Furthermore, comparing different reasoning-based models against each other could prove
insightful, particularly since such models have only recently been propelled into the main-
stream.

Casting a focus on the specifics, it may be observed that while both the 4B and 12B vari-
ants of Gemma 3 use the same level of quantisation (8 bits), they use different quantisation
methods. We would contend that such an observation is irrelevant, because at 8-bit quantisa-
tion the models should perform nearly identically, meaning that any discrepancy caused by
this distinction would practically be non-existent. However, if more aggressive quantisation
was applied, there is a non-zero chance that measurable differences would emerge.

Following the line that low levels of quantisation will, together with full-sized versions
of the models, generalise to the same results, it can be argued that Gemma 1B, 4B and 12B
can all be measured on equal footing as far as quantisation is concerned, and any differences
in results should be owed to other factors, such as their parameter size. Nevertheless, a
broader selection of quantisations and perhaps a broader selection of models could make for
potentially interesting observations.

Prompts

As seen in the results, the averages of all prompts would indicate that a minimalistic zero-
shot approach is preferred — but this is not necessarily true. Firstly, the subpar results of the
1B model are not really reflective of how the different prompts affect the larger models, and
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significantly lower the total average accuracy for the zero-shot and one-shot prompts by virtue
of not being able to handle more advanced inputs. Secondly, considering the summarisation
models and prompts, the best overall performing model is the 27B Gemma 3 model using the
one-shot prompt, by a notable margin. With either a lower level of quantisation or a further
increase in parameter size, the more complex one-shot prompt could potentially pull away
further, but without additional measurements we may only speculate.

Furthermore, this observation begs the question of how a more complex few-shot approach
would perform. If the correlation between model size and prompt complexity remains con-
sistent, such an approach could yield very promising results for this problem. However, this
would require a wider context window along with more powerful models. Consequently,
this would require either significantly longer processing times or additional computational
resources, as the demand for video memory would increase considerably.

Other unexplored approaches are of interest as well. Different formulations and variations
of the established prompts could yield different results — for better or worse. There was a
plan for a specialised few-shot prompt, which instead of the standard input-output pairings
would consist solely of outputs. Perhaps inputs could be included as well, but in a much
more abstracted and compact form, keeping the size of the prompt from growing too large. It
would be interesting to see whether such an approach holds any merit, and whether it could
outperform the traditionally designed one-shot prompt. In the end, this idea was not explored
further due to time constraints.

It is worth noting that a few minor grammatical errors were present in the prompts. While
we acknowledge the possibility of some minimal impact, we believe that these errors are
unlikely to have significantly influenced the results —if at all. Unfortunately, these issues were
not identified until after the batch of experiments had commenced, and thus we were unable
to rerun them with corrected prompts. Nonetheless, we consider this a minor limitation,
which we report here in the interest of transparency.

Inventing the Validation

There are quite notable weaknesses with the procured validation method. As the claims
used in the validation are written by us, there is an inescapable risk of bias. This is especially
relevant when working with LLMs, as two differently worded sentences that convey the same
meaning can produce markedly different results solely due to phrasing. Due to the way they
are trained, LLMs are quite good at picking up semantic clues present in the input text, which
in this particular instance might work to our disadvantage. That being said, these problems
were kept in mind when formulating the claims, and we contend that they have been written
using fair and neutral language, with a conscious effort made to ensure consistency across all
scenarios.

It is worth noting that obtaining an accurate measurement of the ScenarioLens output
is a non-trivial task, given that it is a natural-language summary, and the semantic analysis
of such output is itself an artificial intelligence problem. Nevertheless, there are alternative
ways in which accuracy could be assessed — some possibly more robust. Conducting a se-
ries of manual validations and comparing those against the Al-driven validation could help
establish a fairly reliable standard deviation. However, the problem with this is that man-
ual analysis cannot be established as a 100% reliable metric either, simply due to the reason
that it would still be prone to human error. This could be mitigated by having several differ-
ent people validate the same output and utilise that to establish a standard deviation on the
manual validations themselves, which could then be combined with the standard deviation
of the Al-driven validations for a more accurate metric. This ultimately becomes a question
of cost, as validating these outputs manually takes time and hiring people for this process
would either be an expensive or time-consuming process. An alternative is that we perform
the manual validation ourselves, but since the validation was created by us, an inherent bias
is unavoidable, raising the question of whether such validation would even have merit.
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Another way to strengthen the validation is to broaden the scope of the validation pro-
cess. For instance, one could create a set of multiple differently expressed prompts, use them
alongside a variety of models, and then run multiple cross-combinations on the same in-
put. The results could then be compared and aggregated to produce a median or average.
This approach is substantially easier than a full manual analysis, but it would still be a time-
consuming endeavour, and the expectation that it would yield a more definitive measure of
accuracy is based more on intuition than evidence.

That being said, the proposed validation does have its merits. It is a highly specific solu-
tion for a particular type of output, which, compared to having no validation at all, is signif-
icantly more satisfactory. The fact that all output is textual makes it easy for us humans to
read and assess, and the method allows a high degree of control if one wishes to make adjust-
ments. We hope that the transparent presentation of the method may lend it some amount of
credence as well.

Perhaps the most important strength of the validation is that it provides value as a metric.
Many different models and prompts are used in the experiments, and the accuracy score
enables meaningful comparisons between them. While the score might be considered too
weak to make definitive claims about the solutions as a whole, it can still indicate which
factors positively or negatively affect the performance of our system.

Multimodal Experiments

If one wishes to leverage multimodality as part of a solution to the problems presented in
this thesis, there are potential paths forward. One approach could involve applying the mul-
timodal model to a different aspect of the problem, where the input data is better suited to
its multimodal capabilities. However, we did not find a straightforward way to achieve this.
Alternatively, another option is to explore other vision models not considered in this thesis,
which might be better suited to this specific context.

Only a few multimodal experiments were conducted in this thesis and none were con-
nected to the batch of experiments used for the textual ScenarioLens solution. However,
given the poor performance of those initial experiments, there is little justification for further
testing and exploration of this approach. Even if the model were to perform better under con-
ditions similar to those of the textual solution than in the current multimodal experiments —
or even achieve results similar to the other ScenarioLens outcomes — it is unclear whether
any improvement would be due to the vision component or due to the textual component of
the model simply making use of the additional context provided in the summaries.

5.3 The Work in a Wider Context

Reflecting on the ethical and societal dimensions of the work presented in this thesis, the
implications are relatively modest in scope. Nonetheless, there are still aspects worthy of
discussion.

Firstly, the application of LLMs in the context of high-level software testing — and in this
particular case, analysis of simulated test-scenario recordings — introduces certain concerns
around reliability. LLMs are far from infallible, and there is always a risk that these models
generate an output which sounds plausible while being factually incorrect, which may lead
to misinterpretation if taken at face value. In highly sensitive contexts, this risk is particularly
relevant.

However, it is important to note that the system developed in this thesis, ScenarioLens, is
not intended to be a sole source of truth, but rather a support tool for developers. Its purpose
is to ease the burden of manual inspection rather than replace it, and with that in mind, the
risk of over-reliance may be mitigated.

The fact that this work is conducted in collaboration with a defence company naturally
invites questions about the role of Al in military applications, or the morality of developing
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software for the security sector on a whole. While ScenarioLens is strictly scoped for software
validation — and not for any operational or real-time decision-making — their integration
into systems that support tactical operations raises questions of dual use and the potential
for unintended applications. Then again, this is hardly unique to the models or methods
employed here, and this line of argumentation could be applied to any product released in
the open. The fact that this thesis is conducted with Saab does not necessarily imply that it
has more or less potential to be misapplied in ways not intended by their developers.

From a societal standpoint, it could be argued that Al-driven automation in testing may
have downstream effects on labour. The opposing argument would be that it reduces the bur-
den of labour on the developer, allowing them to focus more on other aspects of development,
thus streamlining their workflow. Nonetheless, Al-driven tools such as the one presented in
this thesis are best considered as assistants rather than replacements.

Lastly, the environmental aspect is worthy of mention. Training and deploying LLMs de-
mand a substantial amount of computational power, which in turn leaves a carbon footprint.
Some ways to alleviate this are actually discussed and employed in this thesis, namely, us-
ing smaller or quantised models. Even so, as parameter sizes of competitive LLMs increase,
sustainability is a topic that the field will need to contend with going forward.
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Conclusion

The goal of this thesis has been to implement an LLM-driven system (ScenarioLens) which
can analyse the recording of a simulated scenario and relay its events with a conclusive nar-
ration. We would contend, through the results presented, that the aim has been achieved —
as far as that there is great potential for such a system.

6.1 Answering the Research Questions

Different aspects of this goal have been explored through the stated research questions, Sec-
tion [I.3] and from the results and the discussion preceding this chapter, these questions are
answered.

RQ1

Can LLMSs summarise the events of a test simulation correctly?

The answer to this question is undoubtedly yes, it can indeed summarise the events of
a test simulation correctly, with the caveat that it is not always able to do so. In the best-
performing example, ScenarioLens was able to achieve an accuracy slightly above 70%, which
means that it was, overall, able to find nearly three quarters of all ground truths present in
all scenarios. With the hardware limiting the choice of models, and alternative prompting
strategies yet left unexplored, it is possible that this could score could improve yet using the
same system architecture.

RQ2

How does model size affect generalisation in summarisation tasks when memory- constrained quanti-
sation is applied?

Somewhat predictively, the smallest summarisation model (1B) performed the worst, with
a huge jump in accuracy for the 4B and 12B models, which performed quite similarly to
each other. Next was the larger 27B model, which also had been applied with aggressive
quantisation (down to 3 bits), putting it at nearly the same physical size as the 12B model.
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Even so, the 27B model managed to outperform its smaller siblings, especially on the one-
shot prompt. This would indicate that, in the relevant context, it is preferable to use a model
trained on a larger amount of parameters, even if it requires higher levels of quantisation.

RQ3

How do differently sized models perform under various prompting strategies when summarising test
simulations?

The most obvious correlation seen in the results is that smaller models perform relatively
better on the simpler zero-shot prompts than they do on the one-shot prompt, and contrarily
the opposite can be said for the larger model (which in this case refers to the 27B Gemma 3
model). This is particularly interesting, as it raises the question of how the accuracy would
generalise if this notion was tested further, though such considerations lies beyond the scope
of this thesis.

RQ4

Can a multimodal LLM accurately summarise the events of a test simulation via image analysis, and
how does its performance compare to that of a purely text-based model?

As per the experiments showcased in this thesis, the answer is far from a yes — though
it cannot conclusively be a no either. Because of the way multimodal LLM was applied, and
which multimodal LLM that was applied, there is ostensibly no hope. However, this does not
mean that there is not some alternative use for it, or other vision-models that could be better
applied for the summarisation. What can be said is that it is not as simple a problem as it may
initially seem, and if a multimodal approach wishes to reach the same accuracy as the textual
solution, the subject has to explored further, extensively.
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Appendix: Experiment Result
Table

Summary LLM Conclusion LLM Summary Prompt Conclusion Prompt Accuracy
Gemma 3 1B DS-R1-Dist.-Qwen 14B  Minimal Zero-Shot = Minimal Zero-Shot 0.366
Gemma 3 1B DS-R1-Dist.-Qwen 14B  Minimal Zero-Shot Zero-Shot 0.346
Gemma 3 1B DS-R1-Dist.-Qwen 14B  Minimal Zero-Shot One-Shot 0.349
Gemma 3 1B DS-R1-Dist.-Qwen 14B Zero-Shot Minimal Zero-Shot 0.335
Gemma 3 1B DS-R1-Dist.-Qwen 14B Zero-Shot Zero-Shot 0.356
Gemma 3 1B DS-R1-Dist.-Qwen 14B Zero-Shot One-Shot 0.173
Gemma 3 1B DS-R1-Dist.-Qwen 14B One-Shot Minimal Zero-Shot 0.203
Gemma 3 1B DS-R1-Dist.-Qwen 14B One-Shot Zero-Shot 0.223
Gemma 3 1B DS-R1-Dist.-Qwen 14B One-Shot One-Shot 0.153
Gemma 3 4B DS-R1-Dist.-Qwen 14B  Minimal Zero-Shot = Minimal Zero-Shot 0.657
Gemma 3 4B DS-R1-Dist.-Qwen 14B  Minimal Zero-Shot Zero-Shot 0.586
Gemma 3 4B DS-R1-Dist.-Qwen 14B  Minimal Zero-Shot One-Shot 0.633
Gemma 3 4B DS-R1-Dist.-Qwen 14B Zero-Shot Minimal Zero-Shot 0.655
Gemma 3 4B DS-R1-Dist.-Qwen 14B Zero-Shot Zero-Shot 0.608
Gemma 3 4B DS-R1-Dist.-Qwen 14B Zero-Shot One-Shot 0.659
Gemma 3 4B DS-R1-Dist.-Qwen 14B One-Shot Minimal Zero-Shot 0.673
Gemma 3 4B DS-R1-Dist.-Qwen 14B One-Shot Zero-Shot 0.621
Gemma 3 4B DS-R1-Dist.-Qwen 14B One-Shot One-Shot 0.635
Gemma 3 12B DS-R1-Dist.-Qwen 14B  Minimal Zero-Shot = Minimal Zero-Shot 0.653
Gemma 3 12B DS-R1-Dist.-Qwen 14B  Minimal Zero-Shot Zero-Shot 0.604
Gemma 3 12B DS-R1-Dist.-Qwen 14B  Minimal Zero-Shot One-Shot 0.661
Gemma 3 12B DS-R1-Dist.-Qwen 14B Zero-Shot Minimal Zero-Shot 0.612
Gemma 3 12B DS-R1-Dist.-Qwen 14B Zero-Shot Zero-Shot 0.556
Gemma 3 12B DS-R1-Dist.-Qwen 14B Zero-Shot One-Shot 0.661
Gemma 3 12B DS-R1-Dist.-Qwen 14B One-Shot Minimal Zero-Shot 0.699
Gemma 3 12B DS-R1-Dist.-Qwen 14B One-Shot Zero-Shot 0.627
Gemma 3 12B DS-R1-Dist.-Qwen 14B One-Shot One-Shot 0.639

Table A.1: Parameters for different model families used for experiments.
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Summary LLM Conclusion LLM Summary Prompt Conclusion Prompt Accuracy
Gemma 3 27B DS-R1-Dist.-Qwen 14B  Minimal Zero-Shot = Minimal Zero-Shot 0.604
Gemma 3 27B DS-R1-Dist.-Qwen 14B  Minimal Zero-Shot Zero-Shot 0.580
Gemma 3 27B DS-R1-Dist.-Qwen 14B  Minimal Zero-Shot One-Shot 0.613
Gemma 3 27B DS-R1-Dist.-Qwen 14B Zero-Shot Minimal Zero-Shot 0.657
Gemma 3 27B DS-R1-Dist.-Qwen 14B Zero-Shot Zero-Shot 0.606
Gemma 3 27B DS-R1-Dist.-Qwen 14B Zero-Shot One-Shot 0.683
Gemma 3 27B DS-R1-Dist.-Qwen 14B One-Shot Minimal Zero-Shot 0.721
Gemma 3 27B DS-R1-Dist.-Qwen 14B One-Shot Zero-Shot 0.677
Gemma 3 27B DS-R1-Dist.-Qwen 14B One-Shot One-Shot 0.713

Table A.2: Parameters for different model families used for experiments.
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