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Abstract

This thesis introduces Fidelity Invariance Curriculum Learning (FICL), a general reinforce-
ment learning framework that integrates curriculum learning with multi- delity optimi-
sation to reduce training costs and improve policy generalisation. Building on Teacher-
Student Curriculum Learning (TSCL), FICL incorporates cost-aware task sampling and
leverages both low- and high- delity environments. To evaluate the approach, we con-
struct a quad-rotor drone navigation scenario where an agent must locate and reach a tar-
get using GPS-like, approximate coordinates and visual input. FICL is compared against
two baselines: high- delity TSCL and high- delity non-curriculum learning. Comparisons
use convergence cost, episodic return, and episode termination metrics. Experimental re-
sults show that FICL achieves faster convergence in wall-clock time and maintains policy
performance compared to baselines, while also contributing to more stable training dy-
namics, demonstrating improved sample ef ciency without compromising solution qual-
ity. Results suggest that combining curriculum learning with delity-aware task sampling
provides a promising approach for scalable reinforcement learning in resource-constrained
domains, such as autonomous navigation.
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1 | Introduction

In this thesis, we propose a general, model-free reinforcement learning framework for the
purposes of reducing training cost and producing policies with greater generalisation ability.
We base our framework on the algorithm Teacher-Student Curriculum Learning [26], but in-
troduce the concept of multi- delity and cost-aware rate of learningor our expanded use-case.
To assess the validity of our approach, we construct a quad-rotor drone navigation scenario
in which a reinforcement learning agent has to learn both a drone's navigation dynamics and
how to utilise its camera sensor for successful operation.

1.1 Thesis Overview

This thesis consists of seven chapters.

The Introduction chapter presents the purposes and reasoning behind this thesis. We argue
the existence of a problem and a method with which to alleviate it. Our aims are then con-
cretised into research questions for more effective answering. We end the chapter by clearly
stating our speci ¢ contributions in attempting to solve the problem presented, and the de-
limitations we make in attempting to prove the validity of our approach.

A Theorychapter outlines some prior works on which this thesis stands. We present some
overarching reinforcement learning concepts at the core of the paradigm, and further delve
into a speci c reinforcement learning algorithm used to exemplify our proposed method. To
similar aims, we cover function approximation schemes used and how they might be applied
in reinforcement learning. The fundamentals and extensions of the auxiliary techniques we
aim to merge, curriculum learning and multi- delity optimisation, are presented at the end
of this chapter.

The following chapter, Method aims to give a detailed and reproducible breakdown of
our proposed meta-learning approach. We rst present the initial outline of the proposed
approach, and then divide it into three main sections. The rst section details the construction
of a curriculum when merged with multi- delity, the basics of its design and application. The
second section covers the meta-learning algorithm used for determining the distribution of
tasks served to an inner-loop reinforcement learning agent. This meta-learning algorithm
is a slightly modi ed version of a Teacher-Student Curriculum Learning variant algorithm.
The third and nal section describes the method with which we evaluate the validity of our
proposed approach. This includes metrics used and baselines against which we compare our
method.

The Experimentchapter describes the inner-loop reinforcement learning scenario used to
exemplify application of the proposed approach. This includes practical reasoning for the
scenario used, how the state and action spaces are modelled to conform to the scenario, a
multi- delity curriculum example, and how a popular reinforcement learning algorithm is
applied to the problem. This chapter additionally presents any speci cs of implementation
and the hyperparameters used, both those related to the inner-loop reinforcement learning
algorithm and the meta-learning algorithm.
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A Resultschapter presents the evaluation metrics achieved during the experiment, along
other metrics that might be of interest. Particularly, some internal metrics of the meta-learning
algorithms give insight into its process. Here, metrics are presented without further analysis.

In the Discussionchapter, results which warrant comment and analysis are further exam-
ined. Additionally, we also discuss the shortcomings and bene ts of the proposed method
and compare its theoretical merits to those proven by the experiment. At the end of this chap-
ter, the implications of this thesis and its proposed method are also discussed from an ethical
and societal perspective, to fully explore any implications they might carry.

Lastly, in the chapter Conclusion we conclude the thesis by re-stating some main points
of analysis and explicitly answer our research questions. Additionally, we suggest a few
candidates for future work.

1.2 Motivation

Reinforcement Learning (RL) as a method of learning autonomous navigation policies has
gained popularity in recent years [40] [20] [21]. When it is sometimes simpler to formally
describe the constraints of a problem, than it is to formally describe and directly solve the
problem itself, applying an RL method becomes a lucrative approach as training samples can
be procedurally generated from those constraints. Supervised machine learning methods,
though a more sample ef cient alternative to RL in regard to tuning a parametrised policy,
suffer from scarcity of relevant, labelled data, making supervised methods hard to apply to
problems within niche domains. Still, even when RL methods are good solution candidates,
generating the needed amount of RL training samples can be costly and time-consuming,
requiring many hours of sample generation and policy training even on high-performance
hardware.

To combat these costs, amulti- delity approach to sample generation has been proposed.
Within the context of these methods, delity refers to the faithfulness with which aspects of
sample generation adheres to the properties of the true problem. This might include aspects
such as visual delity of a simulation, i.e. how well a visual representation of an RL agent's
environment adheres to how the human eye or a camera sensor might perceive reality, or
constraint and task complexity, i.e. how closely or to what extent a simulation might approx-
imate or include dynamics of the true problem when generating training samples. The idea
is that, by omitting or approximating aspects of the true problem, we reduce computational
load during sample generation. By then sampling from multiple levels of delity, we can
supplement the resource-wise more expensive training samples from high delity (HF) or
even real-world settings with cheaper, low delity (LF) samples.

We then raise another branch of auxiliary RL techniques, namely Curriculum Learning
(CL). In an attempt to mimic human and animal learning process, CL proposes that learning
of a concept is eased when dif culty gradually increases as more examples are presented to
the learner [8]. The technique has shown to enable better generalisation and is hypothesised
to affect both speed of convergence and, under non-convex criteria, quality of local min-
ima obtained [8]. Additionally, CL enables sparser reward dynamics (due to a lesser need
for helper reward#n long horizon or high complexity tasks) and consequently enables easier
alignment of RL policies with the intended goal. Due to its perceived and proven bene ts,
CL has become a eld of research of its own [29].

An instance of further re nement on CL comes in the form of the meta-learning family of
algorithms Teacher-student Curriculum Learning (TSC[26]. In an attempt to tackle some of
CL's major points of friction (task ordering and task mastery thresholding), these algorithms
utilise an RL agent's (the student's) rate of learningon a speci c task to inform a task sam-
pling algorithm (the teacher) on which task to present to the agent during the next algorithm
iteration.
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In this thesis, we propose to merge multi- delity and curriculum learning through a gen-
eral, TSCL-based framework: Fidelity Invariance Curriculum Learning (FICL)By leveraging
multiple levels of visual delity during sample generation and streamlining task progression
through CL, this proposed method aims to improve computational resource usage by max-
imising learning per wall-clock time-unit through increased sample throughput and sensible
task progression, while also aiming to generalise better across delity variance. To evaluate
the validity of the proposed method, we also build and conduct an experiment in which we
produce a quad-rotor drone navigation policy. In this experiment, a drone is guided by simu-
lated camera sensor and GPS-like, approximate coordinates, making the agent dependent on
the (multiple levels of) visual delity of the environment. By comparing convergence costs
and policy performance of two high delity only baseline methods against the FICL multi-
delity case, we aim to quantify the effectiveness of the proposed method. As baselines, we
employ High Fidelity Teacher-Student Curriculum Learning (HF TSCL) and High Fidelity
non-Curriculum Learning (HF non-CL) approaches.

1.3 Aim

As outlined, this thesis proposes FICL, a framework based on the existing meta-learning al-
gorithm TSCL. By introducing the concepts of multi- delity and cost-aware rate of learningo
TSCL, the framework has two main aims when it comes to affecting the RL training process:
decrease cost of convergence, and increase generalisation ability of produced polices.

To evaluate whether the framework accomplishes these aims, we construct an experiment
(the details of which can be found in chapter 4) in which the FICL method is compared against
HF TSCL and HF non-CL methods as baselines. When comparing these methods, we utilise
the mean episode return, as well as mean frequency and magnitude of early episode termina-
tion as comparison metrics. These metrics in conjunction with any costs required to achieve
them are what we aim to base the usefulness of the framework on.

For the purposes of fair comparisons against the baseline methods, we propose to evaluate
on the hardest, highest delity, target tasksuch that the framework is properly validated. We
believe this provides the most transparent measure whether the included LF and easy tasks
are worthwhile and valid surrogates for most use-cases.

1.4 Research Questions
Per the aims presented in section 1.3, we endeavour to answer the following questions:

1. How is the cost of convergence of the underlying reinforcement learning algorithm
affected by the addition of FICL, as compared to baseline HF TSCL and HF non-CL
approaches?

2. How does applying FICL affect a reinforcement learning policy's converged mean eval-
uation return and episode length metrics, as compared to baseline HF TSCL and HF
non-CL approaches?

By convergenceve refer to the point in time at which the maximum and minimum values
of the mean evaluation return and episode length metrics respectively occur during training.
As these values indicate the RL agent policies with the best performance, from which check-
pointed policy parameters can be gathered for later deployment inference, and after which
further training yields no further signi cant improvement, comparing these points in time in
terms of cost to reacland metric achieveds deemed the most valid approach.
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1.5 Contributions

The main contribution of this thesis is a framework for merging multi- delity optimisation
with curriculum learning. Both of these elds have extensive histories which we base our
work upon. The meta-learning algorithm which we include in the framework, Teacher-
Student Curriculum Learning [26] proposed by Matiisen et al., is adapted for use within the
framework. It is modi ed with a cost term, as seen in equation 3.2. Compare this with the
originally proposed equation 2.16.

In contrast to most other works in the multi- delity domain [12] [9] [32] [16], our pro-
posed framework contains no mechanisms for ensuring under-estimation of the usefulness
of low delity surrogates. Instead, we propose that, for certain deviations of delity, equal
valuation across all levels of delity provides better opportunity to learn a generalised policy
and value function (particularly regarding visual delity or where the highest delity model
used during training is itself an approximation of some true model). Other works show
similar valuation of low delity surrogates [2], but compromise in multi- delity cost saving
bene ts by tting multiple different instances of policy and value functions during sample
generation and training.

Additionally, the experiment outlined in chapter 4 was constructed for the purposes of
this thesis. We claim that this experiment aids in showcasing the applicability of the proposed
method on real-world problems in which RL might see impactful use in the coming years.

1.6 Delimitations

Firstly, we limit our scope of experimentation by not evaluating multiple RL algorithms, as it
is not central to the framework.

Additionally, we do not evaluate multiple approaches to curriculum construction in this
thesis. Thus, we do not evaluate on any differing sets of sub-problems or in what capacity
this would affect the effectiveness of the framework in regard to its outlined aims. Likewise,
we do not evaluate the effects of different granularities of curricula, i.e. the between-subtasks
increases in complexity or delity.

Evaluation is done only on the high delity target task of the single problem setting out-
lined in chapter 4. Thus, evaluation of generalisation is limited to the random factors included
in the target task.

No testing of the effects of variable hardware setups in regard to the effectiveness of the
framework will be performed. Please note that this does not refer to total disregard for any
effects differences in hardware would cause. Comparisons across methods use results that
are gathered on equivalent hardware.
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In this chapter, we present the theory that serves as the foundation on which this thesis
stands. Some works and concepts will directly relate to the method described in chapter
3, to the experimental setup described in chapter 4, or are important milestones in the wider
eld of reinforcement learning and have in some way inspired this work as it exists today. At
the end of this chapter, we additionally list some related works in the Multi-Fidelity Optimi-
sation domain.

2.1 Fundamentals of Reinforcement Learning

Reinforcement Learning (RL) [36] is characterised by learning from a numerical reward sig-
nal, as opposed to learning from labelled data samples, which characterise many other meth-
ods in the machine learning domain. Typically, RL agents are tasked with taking actions
according to their current state over several time steps and pick these actions according to
some learned policy. Without labelled data, an agent must learn to do so without direct
knowledge of which action is optimal, instead relying on the reward signal received from
taking an action. Any evaluation of actions taken in a speci c state relies on an initial trial-
and-error search among available actions, from which the resulting reward signal is used to
assess which action is optimal. Additionally, a reward signal might not be immediate, and
agents need to account for past actions leading to future rewards. This trial-and-error search
and the problem of delayed rewards are hallmarks of reinforcement learning.

2.1.1 Markov Decision Processes

RL aims to solve problems which are typically modelled as Markov Decision Processes
(MDPs) [36], where over a sequence of discrete time steps,t = 0,1, 2, 3,..., an agent relates
to its environment according to some state s P S, from which it can select an action aP A(s),
where Sand A(s) are the sets of possible non-terminal states and sets of possible actiongiven
a certain stateespectively. The action athen affects the agent's state according to the dynam-
ics of the environment, resulting in some new state s!P Sand a potential reward r P R, where
R is the set of possible rewards. In an MDP, dynamics of the environment are modelled as
some transition between states caused by an action. Depending on the dynamics of the en-
vironment, these transitions may or may not be modelled as stochastic. The state transition
and reward signal of the MDP can then be described by some distribution p(skr|s, a), which
again is a property of the environment.
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Figure 2.1: lllustration of an example Markov decision process. At each state (in green) ac-
tions may be taken (in red) that may result in rewards (yellow arrows) depending on the
stochastic outcomes of actions (represented as transition probabilities).

2.1.2 Model-based vs. Model-free Methods

Some RL methods explicitly model MDP state transitions, forming a set of methods known as
model-baseRL [36]. The alternative to this approach then becomes model-fredrkL [36], where
transitions instead are implicitly learned. The two approaches differ mainly in model-based
methods' reliance on planning, whereas model-free methods are mainly concerned with learn-
ing. By utilising a model of the environment, a model-based RL agent can plan ahead before
execution, using old experiences to generate trajectories for training or inference. RL meth-
ods belonging to either of these sets share many similarities, and some may be applied both
as model-basedor model-free.

An example model-based algorithm, AlphaGo [35], is a Goplaying algorithm trained us-
ing various methods of machine learning. This 2016 algorithm utilises visual observations of
the state of a 19x19 Go board as input to a neural network, which then outputs an action in
the form of a Go move. After a set of supervised and RL training phases, a Monte Carlo Tree
Search (MCTS) is applied as a nal phase of the algorithm.

Monte Carlo Tree Search [11] is a Monte Carlo Method [27] evaluation integration into
a tree search algorithm. As the true value (or bene t) of a Go move is unknown, repeated
examples of the move's use and resulting game outcomes may be used to approximate a
value in its stead. By applying the law of large humber&n combination with a large set of
samples, a good approximation can be achieved. It is with this approximate valuation as
a heuristic, in conjunction with a model of how state changes under speci ¢ actions, that
enables effective search over candidate actions via tree search.

In AlphaGo, using the trained policy and value networks, the MCTS is used to simu-
late ahead using promising candidate moves. This search across a simulated space, using
the current board state as a starting point, requires a model of Go to determine intermediate
board states. These intermediate board states can be valuated in terms of “goodness” as an
evaluation metric, and then subsequently be used as nodes in further search. At the end of
simulation and search, a most quali ed move, according to a maximum mean of an evalua-
tion metric across all nodes in a search path, is then nally played. This simulation and search
is what causes AlphaGo to be categorised as a model-based approach.

To convert AlphaGo to an alternative model-free approach, the algorithm may instead
choose a quali ed move according to the Monte Carlo evaluation of the very next move.
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2.1.3 Policy, Value Function & Episodic Return

In place of learning the optimal state-action pair directly from a reward signal, many RL
methods estimate avalue function36] which map states to a notion of how bene cial it is to be

in that speci c state. How bene ciala state is, is then informed by the reward signal. This value
function can then be used to calculate or inform a trained policy, p (a]s) that describes some
probability by which the agent selects its next action. As previously stated, delayed reward
signals is one of the hallmarks of reinforcement learning, and this is typically addressed by
the value function. This becomes more clear using the coming equations 2.1 and 2.2. The
overarching objective of RL is to maximise some reward over the time steps t = 0,1,2,3, ...,
i.e. to maximise the episodic return G This summation is typically weighted by a recurring
factor g such that:

T
G=rw1+ grwot g%rus+ .= gfruer, (2.1)
k=0
where g controls how much we discountfuture rewards. This has the immediate effect of the
agent prioritising rewards achieved sooner rather than later, which provides the agent with
a sense of urgency in completing its task. With this way of computing the episodic reward,
our maximisation objective, we can de ne the value function via the Bellman Equation as:

Vo()= " p(as)’ p(s.risa)lr+ gvp(s)l, (22)
a shr

where vj, is the value function under policy p. Under this recursive de nition and some
terminal state where vp = 0, we can calculate the value of vy (s) for any s P S. As we wish
to train a policy informed by vp, we need a policy p under which vy can be estimated. The
de nition of this initial policy p and how it is updated during training becomes a problem
of balancing the exploitation and exploration of the value function, where exploration often
involves a policy which with some probability selects actions via some stochastic method.

2.1.4 Policy- vs. Value-based Methods

While utilising a value function is a very common approach, direct mapping of state to an
optimal action comes with some benet. Methods which do this are referred to as Policy-
based36]. While the contrastive approach of Value-basednethods [36] can utilise the value
function to attribute across-episode, past, reward signals to states and use this function value
to calculate the optimal state-action pair across a number of discrete actions, as the num-
ber of discrete actions grow or a need for continuous actions emerge, a purely Value-based
method becomes increasingly impractical. The advantage of policy-based methods instead
lie in their ability to generate actions across large action spaces, and/or ability to generate
continuous actions without the need for approximation via discretisation. By using some
function-approximation scheme, a policy-based method can approximate a continuous func-
tion and, for example, output a real numbered action from a normal distribution parame-
terised by the output of our continuous function.

However, a policy-based method that fully discards the value function can suffer from
high variance during gradient estimation, as it optimises directly on an over-episodes non-
storable reward signal. Value-based methods then instead leverage the value function to
reduce the impact of this problem.

Actor-Critic

Actor-critic [36] is a family of reinforcement learning algorithms that aim to leverage the ad-
vantages of policy- and value-based style algorithms by combining the methods. Actor and
critic can then here be used synonymously with policy and value function, respectively. These
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methods merge the properties of continuous actions from actor methods and the reduced
variance in gradient estimation from critic methods at the cost of, depending on implemen-
tation, a larger set of parameters in the case of parameterised policies and value functions.

By optimising both a value function with regard to states and rewards, and including the
value function in the optimisation of the policy, for example via a policy gradient calculated
as:

" #
T
rqla) = Ep, T qlogpa(als)Ap,(sa) | (2:3)
t=0
where we can use the advantage Ap (s, &) given by:
Apy(s,a) = Qpy(s,a) Vp,(st), (2.4)

as an unbiased critic where the state-value function Qp (s, &) is given by:

Qpy(sta) = Ep,[GilSt = s, At = &), (2.5)

compared to the value function:

Vo (st) = Ep, [GilSt = s, (2.6)

we have effectively merged the most advantageous properties of both policy- and value-
based methods into one.

2.2 Proximal Policy Optimisation

Proximal Policy Optimization (PPO) [34] is a policy gradient method developed as a suc-
cessor to Trust Region Policy Optimization (TRPO) [33] in search of practical RL algorithms.
Practical, in this sense, referred to PPO being developed with the main objectives of being
scalable, data ef cient, and robust (to suboptimal hyperparameters as to reduce tuning).
Though TRPO is data ef cient and performant, it is limited by not being compatible with
neural net architectures that fabricate noise (like dropout) or those that require sharing of
parameters (as is sometimes done in actor-critic style algorithms among the policy and value
function approximators).
We can formalise PPO as follows. Letr{(qg) be de ned as the probability ratio:

r(q) = Fm (2.7)
The method then proposes the following main objective:
LeH'P(g) = Er min(re(g) A, clip(ri(a),1 e 1+ e)Ar) , (2.8)
where the clip functionuses1 eand 1+ efor A OandAij O respectively.
The objective to maximise each iteration then becomes:
LEHPVEES(g) = Eq hL?L'F’m) oLy (a) + Czs[pq](st)l : (2.9)

where cl, c2 are coef cients, S an entropy bonus, and L}’F is the squared-error loss given by

(Vo(s) V™92
The entropy bonus, as originally proposed [41], is implemented as:

Slpal(s) =~ Inpglas) (2.10)

a
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A policy gradient implementation which is well suited to recurrent neural networks can
let: .
At= V(s)+ re+ grert ...+ g’ Vs, (2.11)

where T is some time step and usually much shorter than the episode length.
For a generalised choice of T, this becomes:

Ar= i+ (gl )er+ ..t o+ (gl)T Flap 4, (2.12)

where d = ri+ gV(s+1) V(st) (2.13)
With xed length segments of length T, we describe the PPO algorithm by:

Algorithm 1 PPO

for iteration=1,2,.. do
for actor=1,2,...,Ndo
Run policy pg,,, in environment for T time steps
Compute advantage estimates Ay, ..., At
end for
Optimise surrogate L w.r.t. g, with minibatch size M o NT

Goid ® ¢
end for

2.3 Function Approximation in RL

Another important advancement in RL was the introduction of various non-linear function
approximators. As explored as early as 1983, neuron-like approximators were shown to be
effective at solving even dif cult control problems in tandem with RL [6].

For smaller state spaces, one can practically calculate a lookup table for vy (s) for each
state s. For very large state spaces or continuous state spaces, this becomes impractical and
impossible, respectively. Additionally, given the recursive nature of equation 2.2, we would
need to compute the value of each state through a trial-and-error search. To solve this, we
employ various function approximators for p and vp (s). In this context, the function approx-
imators allow the learning of general patternswhere two states that differ only slightly can
produce similar outputs on account of their alikeness. Thus, these allow an RL algorithm to
generalise. Among the types of function approximators, neural nets have become a popular
choice.

Around 2013, the concept of Deep Reinforcement Learning (DRL) becomes highly popu-
lar as Mnih et al. utilise deep Q-learning and convolutional neural networks to enable high
dimensional observations, in the form of images, to effectively be used as state [28]. In 2016,
solving tasks end-to-end from raw pixel inputs was further re ned by enabling actions in the
continuous space, producing Deep Q-networks that performed well in more than 20 simu-
lated physics tasks [25].

DRL is the application of Deep Learning (DL) within the RL domain, where Deep Learn-
ing [23] describes a set of methods and paradigm that enables learning of high abstraction
patterns via multiple layers of non-linear function approximators (often neural nets). By
at each layer learning a more abstract representation of the input, later layers can focus on
learning the most high-level abstractions as irrelevant variance of the raw input data gets ab-
stracted away from at earlier layers. For the purposes of RL, this enables “raw” state vectors
to be used without manual feature engineering (which typically requires domain expertise),
and instead lets the features get learned by low level network layers throughout the RL pro-
cess.
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As the DRL paradigm evolved, LSTMs (among other types of networks) were used in a
partially observable setting to great success in 2019, when agents were taught to play Star-
Craft Il by learning from a mixture of human-played games and a population-based version
of self-play [37], further adding to the types of function approximators and their uses within
RL. Recently, recurrent PPO was used in 2024 to perform search-related tasks for drones us-
ing direct visual perception of the environment, showing high accuracy during experiments
[13].

2.3.1 Convolutional Neural Networks

As previously mentioned, steps towards utilising observations from images could be seen in
2013, in the form of agents learning to play Atari from on-screen pixels via deep reinforce-
ment learning [28]. By utilising Convolutional Neural Networks (ConvNets), agents learned
to perform this task with pro ciency on par with human abilities. In another 2016 example,
success was had training end-to-end perception-to-control systems via adaptation of Con-
vNets guided by reinforcement learning [24].

ConvNets [23] are neural networks designed around four key properties: local connec-
tions, shared weights, pooling, and multiple layers. These four properties make ConvNets
especially apt at processing sets of high-dimensional arrays like images and video, and we
achieve these properties through two main components: sets of kernels (alternatively Iters),
and pooling operations.

Kernels model locality, a property natural to many images, where, for example, neigh-
bouring values in a 2D map are typically highly correlated and thus bene t from being treated
as a sub-motif of the greater picture. By convolving a kernel, a small matrix, with the input
image, we can capture notions of these sub-maotifs via learned weights of the kernel. Any sub-
motifs we wish to detect are additionally typically invariant to their location in the greater
image, and therefore we often wish to apply this feature detection across the whole input.
Consequently, we require one set of weights (proportional to the size of the kernel) for this
one layer of processing. Thus, the concept of locality and invariance to location allows for the
previously mentioned property of shared weights as well. This property also becomes highly
sought-after as we realise that an equivalent fully-connected neural network layer that con-
nects two high-dimensional representations quickly explode in size of its parameters as the
two representations grow in size.

Like in other neural networks, we also apply some non-linear activation function to the
output of the kernel. After applying the activation function, we typically perform a pooling
operation. Pooling operations serve the purpose of merging ne-grained feature sets into
coarser ones that are denser in information and require less computation at later layers of the
network. One such type of pooling is max poolingwhere, for each patch with size larger than
1x1 of a patch-divided feature map, we keep the maximum value and discard the rest. This
reduces the size of the feature map while still allowing for ne-grained feature detection.

The chain of convolution, non-linearity, and pooling are often done multiple times in
width, utilising different kernels for detection of different features, while then stacking these
chains of processing in depth where each level of depth creates further abstraction and re-
duces the size of the input. Eventually, the intermediate representation of the input is of a
size where it can be passed to fully-connected network layers for tasks like classi cation or
regression.

Residual Networks

Residual Networks (ResNets) [19] are a type of convolutional neural network that utilise
additional network connections to let an input or an intermediate representation bypass some
depth of the network in favour of information ow. As neural networks were shown to

perform well as one increased their depth (in accordance with DL techniques) the problem
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of vanishing/exploding gradientsecame apparent. For very deep neural networks, the error
propagation during back-propagation has a tendency to exponentially grow/shrink in early
layers of the network due to chains of multiplication having adverse effects on the calculated
gradient. This was largely xed with the introduction of layer normalization, but instead
exposed further hurdles in the form of the degradation problemit was observed that adding
further depth to a suitably deep model could cause higher training error, and thus not be an
issue of over- tting, as originally one may have thought.

It was shown that introducing residual connection® otherwise plain neural networks both
made optimisation easier and could allow for accuracy gains by addition of additional depth
where the plain networks before had been saturated.

2.4 Curriculum Learning

Curriculum Learning (CL) [8] is an auxiliary RL technique that proposes the use of human-
inspired curricula, where larger problems are broken down into sub-problems and intro-
duced in order of dif culty.

Consider some distribution of training samples Q; . CL proposes that, by ordering a se-
guence of such distributions such that the entropy of these distributions increases monoton-
ically, previously learned concepts at lower levels of entropy may ease learning of further
abstractions. Formally, for two sample distributions Q; and Q) +¢:

H(Qi) H(Qi+e), @i O, (2.14)

where | holds a value between 0 and 1, a lower and upper entropy bound signifying
a local minimum entropy distribution and the target distribution respectively, suggests that
Q) should be ordered before Q ;. in a sequence of distributions. Bengio et al. [8] suggest
de ning a curriculum as such a sequence of distributions, i.e. one that increases withl as per
equation 2.14.

As originally proposed, the technique was shown to enable better generalisation [8] and,
in later works, was shown to also improve the quality of local minima [14] [7] and speed of
convergence [39] as originally hypothesised.

In 2020, multi-agent competition, which one could argue is a kind of asymmetric self-
play, was shown to produce agents who self-constructed curricula by re ning their strategies
against each other [5], further showing the ability of RL to produce interesting emergent
behaviour via alternative methods of curriculum generation.

2.4.1 Reverse Curriculum Generation

Reverse Curriculum Generation [14] is a type of Automatic Curriculum Learning (ACL) [38]
which proposes automatic construction of a curriculum under the assumption that: as start-
ing states are placed further from a goal state, tasks get progressively more dif cult in a corre-
lated manner. In a sparse reward setting, this method of ordering curricula effectively enables
higher mean per-episode rewards at an earlier stage of optimisation by means of reducing the
search space, while making few assumptions regarding an optimal policy. Distance-to-goal as
a simple metric by which to order a curriculum then enables automatic generation of curric-
ula by virtue of being easily tunable. For example, this could be done during task generation
via use of start/goal state location constraints or similar parameters.

2.4.2 Teacher-Student Curriculum Learning

Teacher-Student Curriculum Learning (TSCL) [26], another instance of ACL, is a family of
algorithms designed with the purpose of enabling automated curriculum construction with
regard to task ordering and number of iterations each task is trained on. The TSCL family
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of algorithms are meta-learning algorithms in which the meta-learner, (the teacher) learns a
variate sampling distribution for tasks in a curriculum. These tasks are presented to an inner-
loop RL agent (the student) whose performance on that task then informs the task sampling
distribution at future time steps. As long as the inner-loop RL agent shows improvement on
atask, as compared to previous iterations' performance on that task, the meta-learner adjusts
the distribution as to sample that task more often.

What follows is a formal description of the Window Algorithm variant of TSCL. In this
algorithm, each curriculum C consists of multiple tasks a, of various dif culty. This can be
described by a, PC = (a1, &, ...,an).n = 1,2,...,N where ay is atarget taskthat is designed
to be the hardest task in C, and models the true problem we are trying to solve. Sub-tasks a,
where n N are constructed on a per-experiment basis, designed to be sub-problems of ay.
With the objective of maximising learning and hindering forgetfulness, the following metric
is used to represent the student's ability to make progress in learning a task a at the latest
iteration i:

Qi+1(8=a ri+(1 a)Qi(a), (2.15)

where hyperparameter a determines learning rate and
ri=b |Gl (2.16)

is a meta-reward that consists of a reward scaling coef cient b and a linear regression coef-
cient ¢(a). In the Window Algorithm version of TSCL, the linear regression coef cient c;(a)
is computed on some k last mean episodic returns of a task a, indexed at the TSCL-iteration
i at yhich they occurred. The k-length window of a task acan be described by an ordered

set: (6,,i1),(8,,i2),...(6, ;,ik 1).(8&,.ik) , where the pairs of mean episodic returns e and

iterations i serve as the coordinates on which we do linear regression. Effectively, this means
¢ (a) approximates the agent's rate of improvement on task aover the k previous episodes of
that task. TSCL utilises the absolutevalue of ¢;(a) to also favour sampling of tasks on which
unlearning occurs. This is motivated by the fact that, as a, for n N is designed as a sub-
problem of ay, we do not wish to unlearn any facet of ay.

With the Q-values calculated in 2.15, we sample tasks according to the Q-values' Boltz-
mann distribution. The probability for sampling some task a, in a curriculum C =
[a1, @, ...,an] is thus calculated as:
exp %)

Q(g)’
szleXptiai

P(an|Q) = (2.17)

where the hyperparameter t is some temperature with which we can increase variance in
sampling.

With this, a high-level explanation of the algorithm process becomes (as similarly ex-
plained in the original TSCL proposal):

1. Initialise Qg(a) = 0 for all tasks a, and so sampling becomes uniform.

2. As a student makes progress on sampled tasks, easier tasks with larger Q-values get
sampled more often.

3. Once the student algorithm approaches the maximum reward for a task a, the learn-
ing curve for that task attens, meaning Q;(a) approaches zero as coef cient ¢j(a) ap-
proaches zero. Another slightly harder task now has the highest Q-value and thus gets
sampled more often.

4. As tasks become progressively more dif cult, there is the risk of forgetting previously
learned behaviours. This results in learning curves with negative derivatives, but val-
ues of|ci(a)| i 0 which results in higher sampling probability for tasks which are being
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forgotten. As these tasks then are once again more likely to get sampled, this serves as
a way of combatting forgetfulness.

5. As the student masters all tasks, each learning curve attens, returning to uniform sam-
pling.

2.5 Multi-Fidelity Optimisation

Multi-Fidelity Optimisation [15] refers to a process of optimisation in which an otherwise
expensiveo evaluate objective function can be approximated with, and supplemented by,
a cheapeapproximation with (ideally) little to no negative effect on the quality of the  min-
ima/maximafound. This cheaper-to-evaluate objective can be referred to as a surrogate objec-
tive. As a general term, delity can refer to multiple aspects of the de factaobjective to opti-
mise for. Some examples include: optimistic RC car dynamics [12], simpli ed uid dynamics
[9], approximations of non-linear systems with linear surrogates [32], or usage of partially
converged neural net models [2].

2.5.1 Related Multi- delity Works

The following multi- delity optimisation works are presented as alternatives to our proposed
method. While they differ in being applied solely to multi- delity surrogates, as opposed to
both multi- delity and CL surrogate objectives as per our proposed method, they offer a more
relevant comparison as related work than related CL methods. As our main contribution lies
in re-framing the TSCL algorithm as a multi- delity optimisation method, comparing this
work to alternative multi- delity optimisation works is more apt.

An alternative multi- delity optimisation method is proposed by Cutler et al. [12].
They propose Multi- delity Reinforcement Learning (MFRL), reliant on the “Knows What
It Knows” (KWIK) family of RL algorithms. The method leverages state-action pair uncer-
tainty at various levels of delity, bidirectionally moving up and down through levels when
achieving certainty and uncertainty respectively. This method is shown to effectively transfer
knowledge from LF simulators to real-world application and is used in tandem with model-
based RL methods.

Bhola et al. [9] propose Controlled Transfer Learning (CTL) that utilises a TSCL-similar
learning saturation mechanism that via a ratio of k-sized episode reward sets over the max-
imum of such sets determines delity level saturation. This model-free approach is, as op-
posed to MFRL, not bidirectional and, like MFRL, requires assumptions regarding simulator
ordering by delity level.

Ryou et al. [32] propose the use of Multi-Fidelity Bayesian Optimization (MFBO) for the
purposes of time-optimal quad-rotor re-planning. MFBO, rst proposed by Foumani et al.
[16], leverages Bayesian optimisation with a cost-aware acquisition function, while also em-
ploying mechanisms to ensure biases in LF data sources are mitigated.

Agrawal and McComb [2] utilise MF for the purposes of variance reduction in RL policy
learning, and do so using a non-hierarchical set of simulators at varying delity levels. Their
method introduces a learning process overhead in the form of per- delity-level RL agents
and policies, and uses these agents and policies to determine alignment with a high delity
policy before their source samples' integration into the main policy is issued.
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In this chapter we present the specics of FICL, a generally applicable, model-free,
curriculum-based, multi- delity framework for low-cost sample generation and increased -
delity invariance. Its main contribution is the inclusion of multi- delity to the TSCL Window
algorithm, as well as its resulting expanded use-case.

3.1 Overview of FICL

The FICL framework includes a cost-aware extension of the TSCL Window algorithm with
a multi- delity curriculum. Under the framework, a multi- delity curricula is created via
permutation over levels of dif cultyand levels of delity Levels of dif culty may be designed
in any manner appropriate to the target task one wishes to apply the framework to, but ACL
technigues such asReverse Curriculum Generatiamay be preferred. In this thesis, we utilise
Reverse Curriculum Generation principles for generation of levels of dif culty. Likewise,
levels of delity may be chosen arbitrarily. Both dif culty and delity levels can be non-
hierarchical in nature.

During outer-loop execution, the cost-aware TSCL algorithm initially uniformly samples
tasks of the curriculum, and records the mean of returns achieved during inner-loop training
on the sampled task. This mean return is stored in a task specic, k-length buffer paired
with the iteration index during which the return was achieved. As these buffers Il with
task speci ¢ returns, easy tasks with low cost to samplare more likely to initially have large
returns and get scaled favourably by the low cost to sample. Due to the increased magnitude
of returns this results in, the per-iteration improvements in mean returns should also be larger
as compared to harder and costlier tasks. As per the TSCL window algorithm, as we perform
linear regression over the buffer of gradually increasing returns, the coef cient of the tted
line becomes positive. This, in turn, leads to an increased probability these tasks get sampled
during the following meta-learning iteration.

As tasks become fully learned, improvements in returns gradually approach zero as the
policy converges. This leads to a decreased probability to sample easy and low cost tasks,
and high dif culty and high cost tasks take their place. As the rate of learning of all tasks
approach zero, training has little further effect and we can terminate.

3.2 Curriculum Design

In FICL, individual tasks of the curriculum are differentiated from each other on account of
modelling a certain sub-problem of the target task, in accordance with CL (as described in
section 2.4), and additionally as possessing alevel of delity. Each task in FICL can thus be
described as a classic CL task permuted by multiple levels of delity.

We start by de ning a set of sub-problems and target problem as per classic CL. We can
write these problems as belonging to asetas:p, PP = (p1, p2,--.pPn) N = 1,2,...,.N where N
is the number of sub-problems plus one (for the target problem). As cost-aware TSCL learns
the sampling distribution of these tasks, their ordering within this set is inconsequential, and
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so is the index of the target problem. For our purposes, in this set, each p, is de ned as
modelling a sub-problem or target problem devoid of notions of delity. A sub-problem or
target problem then concerns itself only with problem dif culty, as per described in section
2.4. This set equates to a curriculum as used in TSCL.

We now de ne each level of delity as belongingtoasetas: fn PF= (fy, fs,...,fy),m=
1,2,...M where M is the total number of levels of delity, the highest non-surrogate delity
included. In the same manner that TSCL is unconcerned with a de ned distinction between
sub-problems and target problem, FICL is unconcerned with differentiating between LF and
HF in de nitions, and utilises their respective sampling costs to make a distinction. Thus,

a level of delity fy, is characterised by its sampling cost which we will denote s (fy), for a
discrete time-step i, as costs may change over time.

Finally, we construct the FICL curriculum C such that it consist of multiple tasks, a, ,,
each modelling a sub- or target-problem as well as a level of delity. We can write this as
Apatm PC = ap 8,65yt N = 1,2..N,m= 1,2 .M. As this would indicate,
each taska of the FICL curriculum C is characterised by some level of delity superimposed
on a sub- or target-problem. For conciseness, we may write a, . as am or simply ain the
general case. Likewise,sj(a) may be used to refer to the cost of sampling a general task a at
iteration i, which would otherwise be written as  s(ay, 1,,). Similarly, we will sometimes refer
to the target task (the task with the highest dif culty and delity) simply as Starget:

3.3 Meta-Learning Algorithm

With the end goal of guiding an inner-loop RL agent through learning at low costs, we base
our method on TSCL (see section 2.4.2) but leverage multi- delity environments such that the
meta-learner algorithm, known as the teacheris rewarded for maximising the rate of learning
per iteration cospf the inner-loop RL agent, known as the student as opposed to the rate of
learning per iteratiorof TSCL.

With the same TSCL objectives of maximising learning and hindering forgetfulness, but
also aiming to do so at the lowest cost possible, we utilise the following equations to calculate
the agent's rate of progress in learning a task afor an iteration i:

Qi+1(d=a ri+(1 a)Qia), (3.1)
_ 4y l€(a)l
ri=b NER 3.2)

Here, the addition over TSCL is the cost si(a) of sampling a task a. The linear regression
coef cient ¢(a) is still computed in the same manner as in TSCL, and the usage of the absolute
value of ¢(a) is in FICL motivated by, in addition to the motivation provided by TSCL, the
hypothesised delity invariance gained from being weary of unlearning atask  a, even when
such a task is a task set in an LF environment.

With the Q-values calculated as per 3.1, we sample tasks according to theQ-values' Boltz-
mann distribution, as per TSCL.

With this, a high-level explanation of this variant algorithm's execution ow becomes:

1. Initialise Qo(a) = 0 for all tasks a, and so sampling becomes uniform.

2. As a student makes progress on sampled tasks, easier tasks set in cheaper-to-sample
environments achieve higher Q-values and thus get sampled more often.

3. Once the student algorithm approaches the maximum reward for a task a, the learn-
ing curve for that task attens, meaning Q;(a) approaches zero as coef cient ¢(a) ap-
proaches zero. Another slightly harder task, but with the same delity level as before,
now has the highest Q-value and thus gets sampled more often.
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4. Like TSCL, there is still the risk of forgetting previously learned behaviours. Taking
the absolute value of ¢(a) once again combats this by resulting in higher sampling
probability for tasks which are being forgotten.

5. As the student masters the tasks of a low level of delity, i.e. tasks awith a low cost
s (a), the easiest task of a new and higher level of delity with higher cost now has the
largest Q-value. Consequently, it gets sampled more until learning convergence.

6. As the student masters all tasks at all levels of delity, each learning curve attens and
ri approaches 0 regardless ofs; (@), returning to uniform sampling of all tasks.

3.4 Evaluation

To assess the effectiveness of the FICL approach, we measure convergence cost and the re-
sulting policy performance metrics for comparison with those of an HF TSCL and HF non-CL
approach, respectively. For a fair comparison, we evaluate these metrics on the (HF) target
task only, where evaluation episodes are run at some interval in-between outer-loop training
iterations. This effectively becomes an ablation study, as HF TSCL strips the multi- delity
component of FICL, and the HF non-CL approach strips the curriculum learning component

of TSCL.

For comparisons, we propose measurements of the mean episodic returand mean fraction
of Tmax Over some number of evaluation episodes of a target task aarget. With episodic return
de ned as in equation 2.1, for a set of episodic returns (Gq, Gy, ...,Gw) recorded during an
evaluatory iteration, where W is the total number of evaluation episodes of that iteration, we
let the mean episodic returhe:

w=1 Gw
W

For a second comparative metric that we call mean fraction of fax, that measures early
termination via a goal state, we let a terminatory time-step index belonging to a set of such
indices be Ty P (T1,To,...,Tw) . Tw P N for some set of episodes. Each such episode has
a maximum episode horizon Tmax,, after which the episode always terminates. A natural
constraint of this is that Ty @ Tmax,. The proposed metric is then:

(3.3)

°w  Tw
w=1 Tmax,v
—w

To be considered a useful metric for comparisons across tasks of varying Tmax, these
episode horizons are some time-step indices that are proportional in magnitude to the dis-
tance between start state and goal state of their respective episode.

Collection of the above metrics are made at some interval among iterative steps of the
meta-learning algorithm. For iterations i = 1,2,...l, where | is the horizon of the meta-
learning algorithm, we run one set of evaluation episodes when i (mod E) = 0O for some
interval E.

Once the meta-learning algorithm reaches an iteration index i = I, the training phase is
terminated. Each approach's maximum mean return and minimum mean episode fraction of
Tmax achieved during this period is compared across the ablation candidates. We motivate
comparison of approaches at thesepoints in timewith the ability to utilise the checkpointed
policy parameters that coincide with maximum/minimum evaluation metrics for later de-
ployment inference, and thus being the results of most importance.

The comparative points in time additionally hold a cost to reachwhich will be used for
comparative purposes. Thus, for comparison, there is a need to calculate and measure the
cost of HF TSCL and HF non-CL, even though that cost measurement is never utilised under
those approaches.

(3.4)
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Each evaluatory iteration is proposed to be done under the premises of the target task
aarget. The task agarget used during evaluation should, as covered in section 3.2, denote the
nal and by design most dif cult task in a curriculum.
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In this chapter, we de ne an experimental setting with which to assess our proposed frame-
work. In brief, the experiment scenario encompasses an agent that is tasked with piloting
a simulated quadcopter with intermediate levels of control. It does this with approximate
knowledge of the goal position's GPS-like coordinates, but has to leverage a camera sensor to
visually identify the goal marker and traverse the nal meters within which the approximate
goal coordinates are insuf ciently accurate. The scenario which we construct that motivates
the applicability of the resulting policy is described in 4.1. We then formally describe the
problem in section 4.2.

We detail the curriculum we design in section 4.3, which uses the aforementioned target
task as a foundation and leverages Reverse Curriculum Generation in creation of auxiliary
tasks. We cover this in section 4.3.1. In addition to auxiliary tasks that model target task sub-
problems, the curriculum features multiple instances of those sub-problem tasks contained
within environments of varying delity (as per section 3.1). How these levels of delity differ
is described in section 4.3.2.

Finally, we describe the speci cs of how FICL is applied and of the inner-loop RL algo-
rithm in 4.5, including our chosen values of hyperparameters and their like. The speci cs of
how our evaluation methodology is applied in this example is covered in section 4.6.

4.1 Scenario

A breakdown of the proposed scenario could be laid out as follows. Imagine a quadcopter
drone with cargo capabilities. This type of vehicle has the bene t of easy deployability and
ability to traverse most types of environments, and could do so over short to medium dis-
tances. In case of emergencies and crises in remote locations, without the infrastructure to
support most common ground-based vehicles, a quadcopter drone could transport key de-
liverables on short notice using low amounts of resources.

We construct a scenario in which we model crisis personnel in a hard-to-reach, remote
location. Assume that said crisis personnel are in need of some key deliverable, for example
rst aid supplies, or small hardware. As a rst-responder on-site, the approximate location
of a crisis worker might be known, but their exact position is hard to determine. We aim to
train an autonomous drone navigation policy that could make use of approximate location
coordinates, to then infer the exact location of the worker via camera sensor. Once located,
the policy navigates the drone within proximity of the crisis worker for manual unloading of
the imagined cargo.
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4.2. Problem Formulation

Figure 4.1: Visual representation of the goal Figure 4.2:  Modelled remote location:
marker: a crisis worker wearing Red Cross Forested plains with little in the ways of
vestment. infrastructure.

4.2 Problem Formulation

At the core of the policy to learn lies control of the drone using the action- and state-spaces.
We model the problem such that actions belong to the continuous domain, and provide
intermediate levels of ight control akin to that which human drone pilots could expect.
This could be likened to piloting the drone while aided by low-level control systems such
as proportional-integral-derivative (PID) controllers, self-levelling, and similar systems, but
lower-level control than waypoint based navigation.

42.1 State

The agent's state in the environment is at each time step represented in terms of its relative
distance to its goal's approximate positional coordinates, its pitch and yaw, and camera ob-
servation as RGB matrices.

Figure 4.3: The drone's and world's coordinate Figure 4.4: The drone's and goal's positions vi-
systems visualised. sualised. The vector (syx, Sy,S;) acts as an off-
set added to the goal's position vector.
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We describe a state with the following vector:
2

X1 (Xg  (Xg+ sx))
(Ya (yg+ sy)
z (zg (zg+ s7))

X1 Vx
s= Vy , (4.2)
Z Vg
p
q
\Y,
where X1, vi, and z denote the unit vectors of world space (see gure 4.3 and 4.4),

(Xd, Ya, Zg) the coordinates of the drone, (vy,Vvy,V;) its velocity, p and q its pitch and yaw,
(Xg,Yg Zg) the coordinates of the goal position, (sx, Sy, s;) some randomly generated offsets,
and V a processed, dense representation of the RGB image observed by the camera sensor.
The image processing resulting in V is described in further detail in subsection Perceptiorof
section 4.2.1. Note that all expressions of the state vector are evaluated before the drone can
utilise the values in decision-making. For example, the entry x4 (Xg+ Sx) evaluates to a sin-
gle scalar, and thus the agent is never aware of the true goal coordinate xg4. The per-episode
randomly generated offsets (s, Sy, S;) serve to give the agent approximate knowledge of the
goal's position, useful at distances at which it can not directly perceive the goal marker by
means of the camera sensor. Their approximate nature ensures the agent is still unable to
universally rely on them for navigation. Each coordinate's offset is randomly generated on
the interval [ 30, 3Q.

Figure 4.5: A visual representation of the approximate distance within which the episode
terminates. In this image, the distance between the drone and the goal is approximately 8
units.

A state is considered to be a goal state, by which the agent terminates an episode, if the
distance between the drone and the goal is reduced below a threshold #;. Formally, this can

be described by (xq Xg)2+(ygd VYg)?+(zq 2Zg)? & #y. For future conciseness, we ab-
breviate this distance calculation as a function d;(pg, pg) that calculates said distance between
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the drone's position pg = ( Xq4,Yd, Zq) and the goal's position pg = ( Xg,Yg, Zg) at a time step
indexed by t. In our trials #; = 8. For a visual reference of this distance, see gure 4.5

Perception

Observations of the environment are made via a simulated camera view attached to the
drone. This camera has limited FOV, and thus the observable area is determined by drone
orientation. The images produced by the camera are high-dimensional and thus bene t from
processing that reduces them to a denser representation. The RGB-channelled imagesligrgg
produced by the camera sensor have dimensions of sizes (256, 256, 3, i.e. a height, width,
and three colour-channels. V instead, refers to a denser image representation that is the out-
put of a ResNet (see section 2.3.1) when fedlggg as input. The ResNet is not pre-trained,
and its weights are learned along the other learnable parameters of the RL policy. Thus, the
ResNet needs to learn aV representation from Iggg that aids the rest of the policy network
in solving all tasks a P C. We further detail ResNet and policy/value network architecture in
section 4.5.1

4.2.2 Actions

The drone has six degrees of freedom, being able to move independently or conjunct along
any of the axes of 3D space, and being able to adjust its orientation by means of modifying
its pitch p and yaw g. With these movement abilities, the agent can traverse towards its goal
position, while its orientation dictates the rotation of the drone's local coordinate system in
world space and which observations it can make of the surrounding environment through its
camera.

Figure 4.6: On the left: the relationship between the drone's coordinate system and that of the
world, as dependent on yaw angle g. On the right: how the drone's camera's facing direction
is affected by the pitch angle p.

At each time step, the agent's policy produces an action vector to apply to the drone,
which has the form:

2 3
Xthrust
Ythrust
a= g Z Zthrust 7 » (4.2)
Pr
Or

where each vector scalar is bounded by the interval [ 1, 1]. The drone exercises its traver-
sal abilities over discrete time steps of length Dy, by applying a thrusting force in a direction
and magnitude de ned by the drone's local space unit vectors , V2, and z (see gure 4.3),
along with scalar coordinate components Xnrust: Yihrust: @Nd Zinrust Over the duration of Dy,
and changes its orientation by directly applying some pitch and yaw rotation to its current
orientation via pr and g, over the same D;. The unit vectors of the drone's local space
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4.2. Problem Formulation

and z are dependent on drone orientation with respect to g, i.e. by the yaw heading of the
drone. This means applying a thrust vector [1,0,Q or [0, 1,J moves the drone in different
directions in non-local, world space depending on its yaw orientation ¢, while a thrust vector
[0,0, ] (upwards) would be unaffected, as any changes to pitch p does not affect the local
coordinate system. A summary of this can be seen in gure 4.6.

The effects of these actions manifest as changes in drone positionpos = [ x4, Y4,24] and
orientation or = [0, p, ] according to:

2 3
cos(q) sin(q) O

R= 4sin(g) cogg 09 (4.3)
0 0 1

Rrust = Imax [Xthrusts Yinrust: Zhrust] - R (4.4)

_1 -

Fdrag— E rv CdA (45)

Fail = Rnrust  Fdrag (4.6)
_ Fa

= 4.7)

v=v+a D (4.8)

pos= post v D (4.9

rot = rmax [0, pr, o] (4.10)

or = or+ rot D¢ (4.12)

where R is a rotational matrix from local to world orientation,  Fy,q is drag force, r is air
density, v is drone velocity, Cg4 is drone drag coef cient, A is drone cross-sectional area,lmax a
scalar that represents the drone's max thrust capabilities, mis drone mass, andrmax is a scalar
representing the drone's rotational capabilities.

With R de ned, the relationship between the drone's coordinate system's unit vectors and
those of the world can also be described by the following equation:

2 3
X1

4,5 = z R (4.12)
z

The time over which each action is applied, Dy, is a tunable parameter of the experiment
which affects it in two main ways: the granularity of policy consultation and the theoretical
minimum number of time steps to nish an episode. In another manner, it could be thought
of as a frequency f = 1/ Dy by which the policy is consulted. As the length of the time step
Dy shrinks, the agent will consult the policy more often and thus react to its state more often.
Intuitively, the more dynamic an environment is, the faster an agent might have to react to
it. At each time step, our agent moves according to equations 4.3-4.11, and how much is
partly determined by Dy. For an optimal policy that reaches its goal in @ minimum number of
time steps, D; determines that minimum number. As each time step requires some roughly
equal amount of computation for simulation rendering and policy update regardless of Dy,
fewer time steps theoretically allow us to use less computation. For this experiment, we set
D; = 1/30 and moativate this choice by the fact that, when testing manual control of the drone
under the conditions set by equations 4.3-4.11, precise control becomes dif cult as Dy take on
values larger than 1/30 due to delayed input feedback.

Di(s) [ r(kg/n?) | Cq [ A(M?) | m(kg) | Imax(N) | rmax(rad)
130 | 1204 |08]0202] 1 30 p/2

Table 4.1: Constants utilised in drone dynamics equations
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4.3. Multi-Fidelity Curriculum

Other constants of equations 4.3-4.11 were based on arbitrary example values found in
literature. These other constants along with D; can be found in table 4.1. It should be noted
that though A is not a constant, we have modelled it as such for simplicity's sake.

4.2.3 Rewards

To learn a policy that performs the desired behaviour, as detailed at a high-level in section
4.1, at each time stept we reward an agent according to:

re=9da (d 1(pPa, Pg)

where

f(pa, Pg) =

11
0,

di(Pas Pg)) + 9g f(Pd, Pg),

if d(pg, pg) & #y

otherwise

(4.13)

(4.14)

Here, d:(pg, Pg) is the function de ned in section 4.2.1 that returns the Euclidean distance
between the drone's position py and the goal's position pg at some time stept. gq and gq
are positive reward scalars for the objectives of moving towards the goal and terminating
via the goal, respectively. As per equation 4.14, the reward for terminating via the goal is of
magnitude gg and occurs once the agent reduces the distance between itself and the goal to a
magnitude of #y or less. During all runs of this experiment, gq = 0.0001, andgg = 0.1.

4.3 Multi-Fidelity Curriculum

As per section 3.1, the FICL curriculum consists of permutations over levels of dif culty and
levels of delity. In this experiment, we guide the process of creating levels of dif culty using
the Reverse Curriculum Generation method, and de ne levels of delity such that the cost
associated with sampling from the environments are distributed evenly. We settle on three
levels for both of these categories, resulting in a curriculum of 3 3 = 9 tasks in total.

Index | Mean goal position | Uniform goal variance Fidelity level Mean sampling cost
1 (45,0,0 ([ 59, 15,19,0) LR 0.007
2 (105,0,0Q ([ 59.[ 30,30,0) LR 0.007
3 (235,0,0 ([ 59, 45,49,0) LR 0.007
4 (45,0,0 ([ 59, 15,19,0) LR 0.0156
5 (105,0,0 ([ 59,[ 30,30,0) LR 0.0151
6 (235,0,0 ([ 59.[ 45,49,0) LR 0.0147
7 (45,0,0 ([ 579, 15,19,0) HF 0.0353
8 (105,0,0Q ([ 59, 30,30,0) HF 0.0324
9 (235,0,0 ([ 59.,[ 45,49,0) HF 0.0305

Table 4.2: FICL curriculum speci cs. Goal coordinates are given on the form x,y and z with
drone position pgqatt = 0 as the origin. Variance is uniformly sampled on the spans de ned
individually for each coordinate. The recorded sampling costs have been rounded to the
fourth decimal. For delity level references, see subsection 4.3.2.

We compare the FICL curriculum against the HF TSCL approach. The curriculum for this
approach utilises the same levels of dif culty that the FICL approach does, but only uses the
highest level of delity.
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Index | Mean goal position | Uniform goal variance Fidelity level Mean sampling cost
1 (45,0,0 ([ 5,5,[ 15,19,0) HF 0.0404
2 (105,0,0 ([ 5,9,[ 30,304,0) HF 0.0377
3 (235,0,0 ([ 5,5,[ 45,459,0) HF 0.0351

Table 4.3: HF TSCL curriculum speci cs. Goal coordinates are given on the form x,y and z
with drone position pg att = 0 as the origin. Variance is uniformly sampled on the spans
de ned individually for each coordinate. The recorded sampling costs have been rounded to
the fourth decimal.

In the HF non-CL approach, we train only on the target task. This is equivalent to the
highest dif culty and delity used in both FICL and HF TSCL.

Index | Mean goal position | Uniform goal variance Fidelity level Mean sampling cost

1 (235,0,0 ([ 5,5, 45,45,0) HF 0.0331

Table 4.4: Non-CL task speci cs. Goal coordinates are given on the form x,y and z with
drone position pgq att = 0 as the origin. Variance is uniformly sampled on the spans de ned

individually for each coordinate. The recorded sampling cost has been rounded to the fourth

decimal.

4.3.1 Levels of Dif culty

With task agrget as a reference, we construct the auxiliary tasks as motivated by Reverse Cur-
riculum Generation. Speci cally, we decrement the value of do(pg, Pg) to get two additional
levels of dif culty. We do this in two ways: we reduce the mean distance between the goal
and drone starting locations along the x-axis, but also reduce the variance of the goal starting
position along the y-axis.

Figure 4.7: Easiest dif culty visualised. The Figure 4.8: Hardest dif culty visualised. The
camera is positioned at the drone starting po- goal is positioned roughly 235 units ahead.
sition, with the goal roughly 45 units ahead. Goal marker is circled in red.

For each episode, we apply a time step Tmax at which the episode terminates, regardless
of whether said state is a goal state. The value of Ty is evaluated individually for each
episode based on the value of do(pg, Pg). As do( Py, Pg) grows, so does Tmay. In essence, this
lets us limit the upper bound of time step t to be an appropriate number of time steps needed
to reach a goal state from a start state for a speci ¢ level of dif culty. In this experiment,
Tmax = 6.4 do(pg, Pg), and was a hyperparameter choice determined suitable via testing.
This choice allowed room for the agent to comfortably nish a task before reaching Tmax,
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