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Abstract

Neural rendering methods such as Neural Radiance Fields (NeRF) and 3D Gaussian
Splatting have transformed novel view synthesis, yet their development relies heavily on
standardized datasets for training and evaluation. This thesis addresses the dataset gap by
developing a multi-camera capture system and collecting two neural rendering datasets: a
studio object dataset and a large-scale outdoor heritage site reconstruction.

We designed and implemented an automated capture system using twelve synchro-
nized industrial cameras arranged on a quarter-hemisphere arc with a motorized turntable.
The system captures 432 images per object across 36 rotation positions. Custom software
(7,950 lines: C# WinUI frontend and C++ hardware backend) controls camera synchroniza-
tion, turntable automation, and data organization. The studio dataset contains 15 objects
spanning diverse materials including diffuse, glossy, transparent, and reflective surfaces.

For large-scale capture, we documented Gränsö Castle in Sweden using 5,262 images
from drone and SLR photography. This dataset tests neural rendering scalability on archi-
tectural heritage sites with varying lighting conditions.

We compared traditional photogrammetry (RealityCapture) against neural rendering
methods (Nerfacto, Splatfacto) on both datasets. Results show that Splatfacto outperforms
Nerfacto with average PSNR of 33.27 dB versus 22.07 dB on studio objects. Neural meth-
ods successfully reconstruct challenging materials (glass, metal) where photogrammetry
fails due to feature matching limitations on specular surfaces. For large-scale scenes, pho-
togrammetry remains practical for complete geometric models while neural rendering ex-
cels in bounded high-quality visualization.

The studio dataset and the capture software are released as open-source resources for
the research community.
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1 Introduction

1.1 Background

Walk around any object and you build a mental picture of its shape. Your brain combines
views from different angles into a coherent 3D understanding without conscious effort. This
ability is so natural that we rarely think about it. But teaching computers to do the same thing
turns out to be surprisingly hard, and getting it right has become increasingly important.

The applications are everywhere, even if people do not always notice them. Online shop-
ping sites now show products you can rotate and view from any angle. Real estate listings
include virtual tours where you can look around a room. Film studios blend digital charac-
ters with live footage, which requires knowing exactly where the camera was and what the
3D scene looks like. Google Maps builds 3D city models from street-level photos. Museums
digitize artifacts so researchers worldwide can examine them without traveling. Surveyors
measure buildings and terrain from drone photographs. Each of these relies on the same
underlying problem: reconstructing 3D structure from 2D images.

Two main approaches exist today. Photogrammetry uses traditional computer vision algo-
rithms that have been re�ned over decades. Neural rendering uses machine learning, specif-
ically neural networks, and has developed rapidly since 2020. Both take photographs as
input. Both can produce impressive results. But they work differently, and understanding
those differences matters for anyone creating datasets to develop or test these methods.

Photogrammetry builds 3D models through geometry. The basic idea is to �nd the same
point in multiple photos, �gure out where each camera was positioned, and triangulate the
3D location of that point. Repeat this for thousands or millions of points and you get a de-
tailed model. The process has well-de�ned steps. First, detect distinctive features in each
image: corners, edges, textured regions that look unique enough to identify in other views.
Second, match these features across images to �nd correspondences. Third, use Structure
from Motion to estimate where each camera was when each photo was taken. Finally, com-
pute dense 3D geometry using Multi-View Stereo algorithms. Software packages like Reali-
tyCapture, Metashape, and COLMAP implement these pipelines and can work remarkably
well.

But photogrammetry has fundamental limits tied to how it works. The feature matching
step needs texture. A stone wall with varied patterns gives thousands of matchable points. A
white plastic bottle gives almost none. Shiny surfaces cause different problems: they re�ect

1



1.1. Background

the environment, so the same point on the object looks completely different from different
angles. Glass is worse still. Light passes through it, bends, and the features you detect might
not even correspond to points on the glass surface. These are not software bugs to be �xed.
They are consequences of how the algorithms work.

Neural rendering emerged around 2020 as a fundamentally different approach. Instead
of explicitly computing geometry through feature matching, these methods train neural net-
works to represent scenes directly. The input is still photographs. But rather than extracting
geometric primitives, the network learns to predict what the scene looks like from any view-
point.

Neural Radiance Fields, or NeRF [18], was the paper that started this wave of research.
The core idea sounds almost too simple: represent a scene as a function that maps any 3D
point and viewing direction to a color and density value. A neural network learns this func-
tion from training images. To render a new view, cast rays from the virtual camera through
each pixel, sample points along each ray, query the network for colors and densities, and com-
posite them together. The results surprised many researchers. NeRF could reproduce �ne ge-
ometric detail that photogrammetry missed. More importantly, it handled view-dependent
effects naturally. Re�ections, translucency, subtle color shifts as viewing angle changes. The
network just learns to reproduce what it saw in the training images, without needing explicit
models for these phenomena.

The tradeoff is computational cost. Training a NeRF model takes hours for a single scene,
even on powerful GPUs. Rendering is slow too, because each pixel requires many network
evaluations along its ray. Researchers have worked on faster variants. Instant-NGP, intro-
duced in 2022, used hash-based encodings to speed up training dramatically. But the funda-
mental architecture still involves ray marching and network queries, which limits rendering
speed.

3D Gaussian Splatting [13] arrived in 2023 with a different solution. Instead of an im-
plicit function queried along rays, it uses explicit primitives: 3D Gaussians, which you can
think of as fuzzy colored ellipsoids �oating in space. Start with a sparse point cloud from
structure from motion. Place a Gaussian at each point. Then optimize their positions, shapes,
colors, and opacities to match the training views. The key insight is that these Gaussians
can be rendered extremely fast using rasterization rather than ray marching. The result is
real-time performance, hundreds of frames per second, with quality matching or exceeding
NeRF methods. This makes Gaussian Splatting practical for applications that need interactive
viewing.

All of these methods, photogrammetry and neural rendering alike, need data to work
with. For photogrammetry, input photographs determine whether feature matching suc-
ceeds. For neural rendering, training images are literally what the network learns from. Bad
data produces bad results, and there is no algorithmic �x for insuf�cient or poorly captured
input.

This makes high quality datasets crucial to the research community. Developing new al-
gorithms requires test data to evaluate them on. Comparing methods fairly requires identical
input, so differences in results re�ect differences in the methods rather than differences in the
data. Understanding where methods fail requires datasets that include dif�cult cases. And
since the �eld moves so quickly, with NeRF arriving in 2020, Instant-NGP in 2022, and Gaus-
sian Splatting in 2023, each new generation of methods needs to be tested against previous
ones on standardized benchmarks.

Several datasets have become standard references. DTU [12] provides controlled captures
of small objects with known camera positions and ground-truth geometry from structured
light scanning. It has been widely used for evaluating multi-view stereo algorithms. Tanks
and Temples [15] offers larger outdoor scenes with ground-truth from laser scanning, testing
methods on real-world complexity. More recently, Mip-NeRF 360 [1] introduced unbounded
outdoor scenes speci�cally designed for neural rendering evaluation.
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These datasets have driven progress, but gaps remain. DTU covers only small objects in
controlled conditions. Tanks and Temples has limited variety in materials. Most datasets
focus on scenes where reconstruction is expected to work, which means they tell us where
methods succeed but not where they fail. Few datasets include deliberate failure cases, dif�-
cult materials, or documented capture protocols. And while neural rendering methods have
advanced rapidly, the datasets used to evaluate them often predate the methods themselves.

1.2 Motivation

Given how useful these reconstruction methods are, one might expect a wealth of high-
quality datasets for developing and testing them. The reality is more complicated. Creating
good datasets takes signi�cant effort, and several practical problems remain unsolved.

The �rst problem is quality veri�cation. When someone captures new data, they usually
just run a reconstruction algorithm and see if it looks reasonable. Photogrammetry software
does report useful metrics like reprojection error and alignment success rate, but these num-
bers rarely appear in dataset publications. Without quantitative quality measures, it is hard
to know if poor reconstruction results come from algorithm limitations or from bad input
data.

Second, capturing large outdoor scenes introduces uncontrollable variables. In a studio
you control everything: lighting, background, camera positions. Outside, moving pedestri-
ans and vehicles appear in frames, requiring careful timing or post-processing removal. The
sun's position shifts during multi-hour capture sessions, causing shadows to move and light-
ing intensity to change—morning captures look different from afternoon ones of the same
structure. You probably need both drone footage for overview and ground-level shots for
detail, which means combining different cameras with different characteristics. Weather can
change mid-session. Parts of the scene may be inaccessible. Experienced photogrammetry
practitioners have �gured out solutions to these problems, but the knowledge tends to stay
informal and is not written down in a way that neural rendering researchers can easily �nd.

Third, most datasets avoid hard materials. Benchmark scenes typically feature well-
textured surfaces where reconstruction is expected to succeed. But real objects are often
glossy, transparent, or just plain smooth. A white plastic spray bottle has almost no tex-
ture for feature matching. A glass vase refracts light in complex ways. These failure cases
are actually informative. If we want to understand the limits of current methods, we need
datasets that include things those methods cannot handle.

Fourth, published datasets describe results but not process. Camera placement, lighting
setup, turntable rotation increments, drone �ight patterns. These practical details determine
whether a capture succeeds or fails, but papers usually skip them. Everyone working on new
capture systems ends up solving the same problems independently.

1.3 Aim

This thesis aims to create high-quality multi-view datasets for neural rendering research and
document the practical knowledge needed to produce such datasets. Rather than focusing on
one type of capture, we deliberately chose two very different scenarios to explore the range
of challenges involved.

The �rst scenario is controlled studio capture. Here we can specify everything: camera
positions, lighting, backgrounds, the object itself. This control lets us isolate speci�c factors.
What happens with different materials? How many viewpoints are enough? Does camera
synchronization matter? A studio setup also lets us capture many objects ef�ciently, building
a dataset with variety. We designed a system with twelve industrial cameras arranged in an
arc around a motorized turntable. The object sits at the center while the turntable rotates in
small increments, capturing images at each position. Automating this process required writ-
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ing substantial software, totaling 7,950 lines of code (1,700 C# for the WinUI frontend, 6,250
C++ for the hardware control backend), to synchronize the cameras, control the turntable
motor, and manage the image data.

The second scenario is large-scale outdoor capture, speci�cally Gränsö Castle, a historical
site in southeastern Sweden. Outdoor capture presents the opposite situation: almost nothing
is under our control. The lighting changes as the sun moves and clouds pass. The scene is too
large to photograph from a single position, requiring both drone �ights for aerial coverage
and ground-level photography for facade details. Different cameras with different character-
istics must be combined into a coherent dataset. Parts of the site may be inaccessible. This is
the messy reality that anyone capturing outdoor scenes faces, and the lessons learned apply
broadly.

We validate both datasets by processing them through photogrammetry and neural ren-
dering pipelines. Alignment metrics from RealityCapture, particularly reprojection error and
success rate, provide quantitative evidence of data quality. Running the same data through
different reconstruction methods shows how they compare on identical input.

1.4 Research Questions

This thesis investigates three research questions related to creating datasets for neural ren-
dering.

1. What are the practical challenges of creating multi-view datasets for neural render-
ing?

Studio capture requires uniform backdrops, diffuse lighting, synchronized exposure
across cameras, and manual focus adjustment for each lens. Outdoor capture faces
different problems: the SLR's focus settings were not adjusted during capture, produc-
ing blurry regions at certain distances; the two-hour session at Gränsö Castle caused
noticeable sun and shadow changes; and drone battery limits require multiple �ights
with careful overlap planning.

2. Which dataset characteristics matter most for neural rendering quality?

Image count, camera distribution, resolution, and scene complexity all affect results.
Reprojection error from RealityCapture quanti�es alignment quality. Analyzing which
captures achieve sub-pixel accuracy reveals factors that correlate with successful recon-
structions.

3. Which materials are hardest to capture?

Photogrammetry fails on textureless, re�ective, and transparent surfaces due to feature
matching limitations. The studio dataset includes a white spray bottle and glass vase as
deliberate test cases. Photogrammetry failed on both; 3D Gaussian Splatting succeeded
on both.

1.5 Delimitations

This thesis focuses on static scenes only; moving objects are out of scope. The studio hard-
ware uses Teledyne DALSA cameras with their Sapera SDK, which means the exact setup is
not easy to replicate, though the methods should transfer to other equipment. Neural ren-
dering experiments rely on Nerfstudio implementations (Nerfacto, Splatfacto) without algo-
rithm modi�cations. The outdoor dataset covers a single location captured in autumn. Some
images required downsampling due to GPU memory limits.
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1.6 Contributions

This thesis contributes:

• A studio dataset of 15 objects, each captured with 432 to 720 images from a 12-camera
turntable system. Camera poses come from ArUco marker alignment with sub-pixel
accuracy (mean reprojection error 0.53–0.76 px depending on object).

• An outdoor dataset of Gränsö Castle with 5,207 images from drone and handheld cam-
eras. Photogrammetry aligned 77% of the images successfully.

• Capture software totaling 7,950 lines (1,700 C# for the WinUI frontend, 6,250 C++ for
the hardware control backend) for synchronized multi-camera acquisition, turntable
control, and automated capture sequences.

• Documented capture protocols for both studio and outdoor scenarios, covering camera
placement, lighting, rotation steps, and drone �ight planning.

• Reconstruction results from RealityCapture, Nerfacto, and Splatfacto on the same input
data, showing how different methods handle identical scenes.

1.7 Thesis Structure

Table 1.1: Overview of thesis chapters

Ch. Title Content
2 Theory and Background Photogrammetry fundamentals, NeRF, Gaussian

Splatting, existing datasets
3 Methodology Capture system design, outdoor capture strategy,

evaluation framework
4 Implementation Capture software, camera calibration, data process-

ing pipelines
5 Results Datasets, alignment metrics, reconstruction outputs
6 Discussion Material challenges, practical lessons learned
7 Conclusion Summary, future work
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2 Related Work

Dataset creation for neural rendering builds on several research areas. This chapter examines
the techniques and tools that shaped our approach. We begin with neural rendering methods
including NeRF, 3D Gaussian Splatting, and the Nerfstudio framework used in our experi-
ments. Then we cover multi-view capture systems, camera calibration, and �ducial marker
systems for pose estimation. After that, we review existing datasets and identify gaps in cur-
rent benchmarks. We discuss photogrammetry tools and techniques for handling challenging
materials like re�ective and transparent surfaces. The chapter ends by summarizing how our
work addresses these gaps.

2.1 Neural Rendering Techniques

Neural Radiance Fields

NeRF [18] changed how we represent 3D scenes. Instead of meshes or point clouds, it uses
a neural network to encode the entire scene. The network takes a 3D position x and viewing
direction d as input. It outputs color c and density s at that point. To render an image, NeRF
shoots rays through each pixel and samples points along them. The colors and densities get
combined using volume rendering equations.

The original NeRF had problems though. It couldn't handle different image scales well -
close-ups looked blurry while distant views had aliasing. Mip-NeRF [1] �xed this by reason-
ing about the volume each ray passes through, not just points. Later, Mip-NeRF 360 tackled
unbounded outdoor scenes. The trick was mapping in�nite 3D space to a bounded region
using contraction functions. Zip-NeRF [2] sped things up by mixing neural networks with
hash grids.

Instant-NGP [19] achieved a major speedup by replacing the MLP with a multiresolution
hash encoding. Instead of learning spatial features through network layers, it stores them
directly in a hash table indexed by position. Training dropped from hours to minutes, and
the method can handle scenes of varying complexity by automatically allocating hash table
entries where detail is needed. This made NeRF practical for interactive applications and
rapid experimentation.

But even fast NeRF variants render slowly compared to traditional graphics. Each pixel
requires sampling dozens of points along its ray and querying the representation at each
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point. For real-time applications, this is too slow. This limitation pushed researchers toward
explicit representations that could leverage GPU rasterization.

3D Gaussian Splatting (3DGS)

3D Gaussian Splatting (3DGS) [13] takes a totally different approach. It represents the scene
as millions of 3D Gaussian blobs. Each Gaussian has a position m, a 3x3 covariance matrix
S that controls its shape, an opacity a, and spherical harmonics for color. During rendering,
these Gaussians get projected onto the image plane and blended together. The whole process
runs on the GPU using rasterization, so it hits 30+ FPS even at 1080p resolution.

The speed comes from avoiding ray marching entirely. Instead of sampling hundreds of
points per ray, Gaussian Splatting just sorts the Gaussians by depth and composites them
front-to-back. You can also edit scenes easily - just move or delete some Gaussians. With
NeRF, you'd need to retrain the whole network. Wu et al. [32] even got it working for videos
by adding time as an extra dimension.

Wu et al. [33] surveyed the explosion of work on Gaussian Splatting since 2023. Peo-
ple are compressing the representations, making them editable, and combining them with
diffusion models. The big question is when to use NeRF versus Gaussian Splatting. NeRF
gives smoother surfaces and handles transparency better. Gaussian Splatting runs faster and
is easier to edit. Neither method dominates completely.

Comparative Analysis

Gao et al. [gao2024comparative] tested MVS, NeRF, and 3D Gaussian Splatting on the same
outdoor scenes. Gaussian Splatting trained 10x faster and rendered 100x faster than NeRF.
But when they extracted meshes, NeRF's were cleaner with fewer holes. NeRF also handled
shadows and re�ections better - probably because it models light transport more accurately.
MVS still won for geometric accuracy when given enough images. Each method has clear
strengths: Gaussian Splatting for speed, NeRF for visual quality, MVS for geometric preci-
sion.

Nerfstudio Framework

Nerfstudio [28] provides a modular framework for neural radiance �eld development. Re-
leased at SIGGRAPH 2023 by researchers at Berkeley, it standardizes the training pipeline
and provides implementations of multiple methods under a common interface. This makes
it easier to compare methods fairly and to experiment with different con�gurations.

The framework includes Nerfacto, a method that combines techniques from multiple pa-
pers into a single practical implementation. Nerfacto uses appearance embeddings to handle
exposure variations between training images, proposal networks for ef�cient ray sampling,
and hash encodings similar to Instant-NGP for fast training. These design choices make it
robust across different capture conditions.

Splatfacto is Nerfstudio's implementation of 3D Gaussian Splatting, built on the gsplat li-
brary. It provides the same training interface as Nerfacto, making direct comparison straight-
forward. The implementation supports density-based pruning, adaptive densi�cation, and
optional MCMC re�nement for improved quality. Both Nerfacto and Splatfacto can export
results for visualization in web-based viewers.

Nerfstudio serves as the platform for all experiments in this thesis because it provides
consistent evaluation across methods. Training a scene requires only specifying the data path
and method name. The framework handles camera pose estimation through COLMAP inte-
gration, data loading, training scheduling, and metric computation automatically.
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2.2 Multi-View Capture Systems and Calibration

Camera Calibration Fundamentals

Camera calibration determines the mapping between 3D world coordinates and 2D image
coordinates. The camera model is typically split into intrinsic parameters (focal length, prin-
cipal point, distortion coef�cients) that depend on the camera optics, and extrinsic parameters
(rotation and translation) that describe the camera's position in the world.

Zhang's checkerboard calibration method [40] remains the standard approach for estimat-
ing intrinsics. The method requires capturing 10-20 images of a planar checkerboard pattern
from different angles. The known geometry of the checkerboard, combined with detected
corner positions, provides constraints for solving the camera parameters. The approach is
practical because checkerboard patterns are easy to print and corner detection is robust.

Lens distortion must be modeled to achieve accurate calibration. Radial distortion causes
straight lines to appear curved, particularly near image edges. The distortion is typically
parameterized as:

r1= r(1 + k 1r2 + k 2r4 + k 3r6) (2.1)

where r is the distance from the principal point and k 1, k2, k3 are distortion coef�cients. Tan-
gential distortion, caused by imperfect lens mounting, adds additional parameters but is of-
ten negligible for quality lenses.

For multiple cameras, extrinsic calibration determines how cameras are positioned rela-
tive to each other. Hartley and Zisserman's book [9] covers the mathematical foundations of
multi-view geometry. The eight-point algorithm estimates the fundamental matrix relating
two views, from which relative pose can be extracted. Structure-from-motion pipelines apply
these techniques to estimate camera poses from image correspondences automatically.

Industrial setups require additional precision. Luhmann et al. [17] measured environ-
mental effects on calibration stability, �nding that temperature changes affect focal length
by up to 0.1%. Mechanical stress on lens mounts can shift the principal point. Chromatic
aberration in lower-quality lenses shifts red and blue channels by 2-3 pixels at image edges.
Achieving sub-pixel reprojection accuracy requires modeling these effects and recalibrating
when conditions change.

Industrial Camera Systems

Industrial cameras differ from consumer cameras in ways that matter for multi-view capture.
The most signi�cant difference is the shutter mechanism. Consumer cameras typically use
rolling shutters that expose different rows of pixels at slightly different times. For moving
objects or rapidly changing scenes, this causes geometric distortion. Industrial cameras use
global shutters that expose all pixels simultaneously, eliminating this artifact.

Hardware synchronization allows multiple industrial cameras to capture frames at pre-
cisely the same instant. A trigger signal causes all connected cameras to begin exposure
within microseconds of each other. This temporal coherence is essential for capturing dy-
namic scenes or ensuring consistent lighting conditions across views. Consumer cameras
lack this capability and must rely on software synchronization, which introduces timing jit-
ter.

The Sapera LT SDK [29] provides a comprehensive framework for controlling Teledyne
DALSA cameras. The SDK handles low-level details like direct memory access for high-
throughput image transfer and hardware triggering for synchronization. Support for the
GenICam standard ensures compatibility with cameras from different manufacturers while
maintaining deterministic performance.

Industrial camera systems also provide consistent sensor characteristics across units. Con-
sumer cameras may vary slightly in color response, gain, and noise characteristics even
within the same model. Industrial cameras are typically manufactured to tighter tolerances

8



2.2. Multi-View Capture Systems and Calibration

and can be calibrated more precisely. This simpli�es the task of ensuring consistent image
quality across a multi-camera array.

The disadvantages are cost and complexity. Industrial cameras cost several times more
than consumer equivalents with similar resolution. The SDK requires signi�cant program-
ming effort to use effectively. Lenses, mounting hardware, and cabling add additional ex-
pense. These factors explain why most neural rendering datasets use consumer cameras
despite the technical advantages of industrial equipment.

Multi-View Capture Rigs

Various capture rig designs have been proposed for different applications. Dome-based sys-
tems provide comprehensive coverage but require signi�cant infrastructure. Arc-based de-
signs, as employed in our work, offer a balance between coverage and practicality. The key
considerations include baseline distribution, overlap between views, and mechanical stabil-
ity during capture.

Turntable Capture Systems

Turntable-based capture provides a cost-effective alternative to multi-camera domes for ob-
ject scanning. The object rotates while one or more �xed cameras capture images at regular
angular intervals. This approach requires fewer cameras but takes longer to capture since
images are acquired sequentially rather than simultaneously.

Fan et al. [5] demonstrate that turntable setups can capture hundreds of valid images in
under two minutes, compared to under �fty images with handheld capture in the same time.
The consistent camera-to-object distance and controlled rotation increments produce more
uniform angular sampling than freehand photography.

Fan et al. [6] developed automated view planning for multi-object scanning, optimizing
turntable rotation and camera positioning to ensure complete coverage. Their system places
multiple objects in the capture volume simultaneously, reducing the per-object capture time.

Commercial solutions like the Artec Turntable integrate rotation control with scanning
software, automating the capture sequence entirely. The Arago system combines photogram-
metry with photometric capture, using programmable lighting arrays alongside the turntable
to acquire both geometry and material properties.

Our capture system uses a motorized turntable with twelve �xed cameras arranged in an
arc. This hybrid approach combines the viewpoint diversity of multi-camera systems with
the angular coverage of turntable rotation. A single rotation captures 432 images (12 cameras
× 36 positions), providing dense coverage in approximately two minutes per object.

Fiducial Markers for Pose Estimation

ArUco markers [7] are square binary �ducial patterns designed for robust detection and pose
estimation. Each marker encodes a unique identi�er in its internal pattern, enabling auto-
matic recognition even under partial occlusion. The four corners of each marker provide
point correspondences for computing the marker's 6-DOF pose relative to the camera.

The OpenCV library [21] provides detection and pose estimation functions for ArUco
markers. ChArUco boards combine ArUco markers with a checkerboard pattern, providing
more corner points for improved calibration accuracy. The checkerboard corners can be de-
tected with sub-pixel precision, while the ArUco markers enable automatic identi�cation of
which corners belong to which board.

For multi-camera systems, placing ArUco markers in the capture volume provides a com-
mon reference frame. Each camera independently detects the markers and estimates their
poses. Since all cameras see the same markers, their relative positions can be computed by
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comparing marker poses across views. This approach avoids the need for direct camera-to-
camera feature matching during calibration.

ArUco markers establish ground-truth camera poses in our studio dataset. Markers
placed on the turntable platform are detected in every captured image. The known marker
geometry, combined with detected corner positions, provides camera pose estimates that
serve as initialization for photogrammetry alignment. This produces more reliable poses
than purely image-based alignment, particularly for objects with limited texture.

2.3 Existing Datasets and Benchmarks

DTU Multi-View Stereo Dataset

The DTU dataset [12] established the standard for controlled multi-view stereo evaluation.
The dataset was captured using a robot arm holding a camera that moved to 49 or 64 prede-
�ned positions around each object. This mechanical positioning ensures precise and repeat-
able camera trajectories across all 80 scenes.

Ground truth geometry comes from structured light scanning, providing sub-millimeter
accuracy for quantitative evaluation. The combination of accurate geometry and calibrated
camera poses makes DTU particularly valuable for measuring reconstruction error. Methods
can be compared not just on visual quality but on geometric �delity to the actual surface.

The controlled laboratory conditions ensure consistent lighting and background across all
scenes. However, these same conditions limit generalization to real-world scenarios where
lighting varies, backgrounds are complex, and camera trajectories are less structured. The
objects are also relatively small, �tting on a tabletop, which means the dataset does not test
scalability to larger scenes.

Despite these limitations, DTU remains the most widely used benchmark for multi-view
stereo and neural rendering evaluation. Its reliable ground truth and manageable scale make
it practical for rapid iteration during method development. Many papers report DTU results
even when their primary focus is on larger or more challenging scenes.

Tanks and Temples

Tanks and Temples [15] addresses the limitations of laboratory datasets by providing real-
world scenes captured under natural conditions. The benchmark is divided into two tiers
based on dif�culty.

The intermediate tier includes eight scenes: Family, Francis, Horse, Lighthouse, M60, Pan-
ther, Playground, and Train. These scenes feature a mix of indoor and outdoor environments
with varying complexity. Camera trajectories are unstructured, mimicking how a person
might walk around and photograph a scene of interest. This stands in contrast to the me-
chanical camera positioning of DTU.

The advanced tier presents larger and more challenging scenes: Auditorium, Ballroom,
Courtroom, Museum, Palace, and Temple. These scenes span hundreds of square meters
and include complex occlusions, repetitive structures, and challenging lighting conditions.
Few methods achieve strong results on the advanced tier, making it a useful benchmark for
state-of-the-art evaluation.

Ground truth geometry is obtained through industrial laser scanning with millimeter-
level accuracy. The evaluation protocol computes precision and recall at multiple distance
thresholds, producing F-score curves that characterize reconstruction quality across scales.
This evaluation is more nuanced than single-number metrics because it reveals whether
methods excel at coarse structure or �ne detail.

The unstructured camera trajectories and natural lighting of Tanks and Temples better
represent practical capture scenarios than laboratory datasets. However, the lack of con-
trolled conditions means that factors like motion blur, exposure variation, and transient ob-
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jects may affect some images. These real-world complications are part of what makes the
benchmark challenging and relevant.

BlendedMVS

BlendedMVS [36] takes a different approach by rendering synthetic views from reconstructed
3D models. With 113 scenes and over 17,000 images, it provides the scale necessary for train-
ing deep learning models. The dataset covers diverse scene types including architecture,
sculptures, and small objects. While the synthetic nature ensures perfect ground truth, it may
not fully capture the complexities of real image formation.

Mip-NeRF 360 Dataset

The Mip-NeRF 360 dataset [1] speci�cally targets unbounded outdoor scenes where cameras
orbit around a central point. It contains nine scenes: four indoor and �ve outdoor, with be-
tween 100 and 330 images per scene. Camera poses were estimated using COLMAP. The
dataset has become a standard benchmark for evaluating neural rendering methods on chal-
lenging real-world captures.

The outdoor scenes in Mip-NeRF 360 are particularly challenging due to distant back-
grounds, varying lighting conditions, and complex geometry. Methods must handle content
at multiple scales simultaneously, from nearby objects to distant trees and sky. The dataset
demonstrated that earlier NeRF methods struggled with unbounded scenes, motivating the
development of scene contraction techniques and improved regularization.

Deep Blending Dataset

Deep Blending [10] provides 19 diverse scenes for image-based rendering research. Each
scene includes input images, COLMAP reconstructions, textured meshes from RealityCap-
ture, and re�ned depth maps. The dataset covers both indoor and outdoor environments
with varying complexity.

Unlike datasets focused purely on neural rendering, Deep Blending provides intermediate
reconstruction outputs that researchers can use to study different stages of the reconstruction
pipeline. The inclusion of commercial photogrammetry results alongside structure-from-
motion outputs enables comparison between reconstruction approaches on identical input
data.

ScanNet++ Dataset

ScanNet++ [37] provides high-�delity indoor scene captures using iPhone RGBD sensors
alongside DSLR photography. The dataset addresses the quality gap between convenient mo-
bile capture and professional photography by providing both modalities for the same scenes.

The dataset includes laser scan ground truth and covers over 450 scenes. The combina-
tion of casual mobile capture with high-quality DSLR images makes ScanNet++ valuable for
studying how input quality affects reconstruction results. Models trained on DSLR images
can be evaluated on mobile captures to assess generalization.

Dataset Limitations and Gaps

Several gaps exist in current neural rendering benchmarks: limited scene diversity, lack of
challenging outdoor environments, insuf�cient coverage of different camera trajectories, and
absence of datasets speci�cally designed for comparing NeRF and Gaussian Splatting. Our
work addresses these gaps through the combination of controlled studio captures and large-
scale outdoor reconstruction.
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2.4 Large-Scale Reconstruction and Photogrammetry

Structure-from-Motion Foundations

Structure-from-Motion (SfM) estimates camera poses and sparse 3D structure from un-
ordered image collections. The pipeline typically proceeds through several stages: feature
extraction identi�es distinctive points in each image, feature matching �nds correspondences
between image pairs, and bundle adjustment jointly optimizes camera parameters and 3D
point positions to minimize reprojection error.

COLMAP [25] has become the standard open-source SfM implementation. The pipeline
uses SIFT features for robust matching under viewpoint and lighting changes. Geometric
veri�cation �lters incorrect matches using epipolar constraints. Incremental reconstruction
starts from a well-conditioned image pair and adds cameras one at a time, running bundle
adjustment periodically to maintain accuracy. This approach scales to thousands of images
while achieving sub-pixel reprojection error.

The choice between incremental and global SfM approaches involves tradeoffs. Incre-
mental methods like COLMAP are more robust to outliers and can handle challenging image
collections, but accumulated error may cause drift in large reconstructions. Global methods
solve for all camera poses simultaneously, avoiding drift but requiring more memory and be-
ing more sensitive to outliers. COLMAP includes both approaches and can switch between
them based on dataset characteristics.

Westoby et al. [31] demonstrate the effectiveness of SfM photogrammetry for geoscience
applications, achieving centimeter-level accuracy for terrain mapping at a fraction of the cost
of laser scanning. The accessibility of modern SfM tools has enabled large-scale reconstruc-
tion projects that were previously infeasible. However, SfM alone produces only sparse point
clouds; dense reconstruction requires additional Multi-View Stereo processing.

RealityCapture and Commercial Solutions

RealityCapture represents the state-of-the-art in commercial photogrammetry software. Its
ability to process massive datasets ef�ciently, combine multiple data sources (images, laser
scans, depth maps), and produce high-quality textured meshes makes it particularly suitable
for heritage documentation.

The software's methodology for addressing dif�cult situations—such as vegetation, re-
�ective surfaces, and �uctuating lighting—offers signi�cant insights for the development of
neural rendering datasets. The incorporation of AI-driven functionalities for automatic mask-
ing and alignment enhances the ef�ciency of the reconstruction pipeline.

Heritage and Archaeological Applications

The protection of cultural heritage has propelled advancements in 3D reconstruction. Re-
mondino et al. [24] examine the cutting-edge techniques in high-density image matching for
historical documentation, highlighting the necessity of achieving adequate redundancy and
ensuring uniform quality over extensive areas.

Cultural heritage documentation faces distinctive challenges: variations in scale from ar-
chitectural details to entire structures, weathered surfaces composed of intricate materials,
and the necessity for non-invasive capture techniques. These factors signi�cantly in�uence
our strategy for acquiring Gränsö Castle images.
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2.5 UAV and Drone-Based Capture

Aerial Photogrammetry

Nex and Remondino [20] present an overview of UAV applications in 3D mapping, covered
about access to inaccessible viewpoints, swift coverage of extensive areas, and uniform im-
age quality via planned �ight paths. The incorporation of RTK GPS ensures precise georefer-
encing; however, this is less essential for neural rendering applications that prioritize visual
quality over metric accuracy.

Capture Optimization

James et al. [11] examine the optimization of UAV surveys for Structure from Motion (SfM)
processing, assessing the in�uence of ground control points, �ying trajectories, and picture
overlap on reconstruction quality. Their �ndings indicate that 80% forward overlap and 60%
side overlap achieve an optimal equilibrium between capture duration and reconstruction
thoroughness. In neural rendering applications, increased overlap may enhance the smooth-
ness of visual interpolation.

The selection of �ying patterns considerably in�uences reconstruction quality. Nadir
�ights offer coverage of horizontal surfaces but neglect vertical facades. Oblique angle im-
ages are suitable for capturing building facades, but careful planning of the shooting path is
necessary to ensure suf�cient image overlap. Our approach combines these two strategies
and, if necessary, uses handheld devices for additional shots to capture key details.

2.6 Challenging Materials in 3D Reconstruction

Re�ective and Specular Surfaces

Re�ective surfaces pose fundamental challenges for both photogrammetry and neural ren-
dering. In photogrammetry, feature matching assumes that the same surface point appears
similar across different viewpoints. Specular re�ections violate this assumption: a shiny
metal surface re�ects different parts of the environment from different viewing angles, caus-
ing the same point to look completely different in each image.

Several neural rendering methods have addressed re�ective surfaces speci�cally. NeRO
[16] decomposes scenes into geometry and BRDF components, enabling accurate reconstruc-
tion of re�ective objects from multiview images. The method models surface re�ectance ex-
plicitly rather than baking lighting into the radiance �eld.

For near-perfect mirrors and highly specular surfaces, TraM-NeRF traces re�ections
through the radiance �eld, handling mirror-like objects that would otherwise produce in-
correct geometry. These specialized methods require additional annotations or assumptions
about scene composition.

Transparent and Refractive Objects

Transparent materials like glass present even greater challenges. Light passes through the
surface, bends according to the material's refractive index, and may re�ect partially at the
interface. Features detected through glass may correspond to objects behind the glass rather
than points on the glass surface itself. Standard photogrammetry pipelines produce incorrect
or missing geometry for transparent regions.

REF2-NeRF [14] models scenes containing glass cases by explicitly accounting for both
re�ection and refraction. The method separates view-dependent and view-independent ap-
pearance components, enabling reconstruction of objects inside glass showcases.

NU-NeRF [27] reconstructs nested transparent objects without requiring controlled cap-
ture environments. The two-stage approach �rst estimates outer surface geometry, then re-
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constructs inner surfaces by modeling light transport through the outer layer. This enables
reconstruction of complex arrangements like glass bottles containing liquid.

These methods demonstrate that neural rendering can handle materials that are funda-
mentally incompatible with feature-based photogrammetry. However, they typically require
longer training times and may need method-speci�c parameter tuning.

Textureless Surfaces

Textureless surfaces lack the distinctive features needed for correspondence matching. A
smooth white plastic surface provides no corners, edges, or patterns that feature detectors
can identify. Even if the surface has gradual shading variations, these are often too subtle for
robust matching.

NeRF and Gaussian Splatting handle textureless surfaces better than photogrammetry
because they do not rely on feature matching. Instead, they learn appearance directly from
training images. With suf�cient viewpoints, the optimization can recover smooth surfaces
that would be invisible to feature-based methods. However, reconstructed geometry may be
less accurate without strong texture gradients to constrain the solution.

Polarization for Specular Reduction

Cross-polarization photography offers a hardware-based solution for reducing specular re-
�ections during capture. By placing polarizing �lters on both the light source and camera
lens, oriented perpendicular to each other, specular re�ections can be substantially sup-
pressed while diffuse re�ections pass through.

Cross-polarized photogrammetry provides an effective work�ow for documenting re�ec-
tive objects. Each photograph is captured twice: once with normal lighting and once with
cross-polarization. The polarized images produce cleaner geometry by eliminating specular
highlights that would otherwise confuse feature matching.

The limitation of cross-polarization is that it removes information about surface specular-
ity that may be valuable for material appearance. Some work�ows capture both polarized
and non-polarized images, using the polarized set for geometry reconstruction and the non-
polarized set for texture mapping.

The studio dataset includes experiments with polarization �lters on the transparent glass
vase. While polarization reduced some surface re�ections, it could not address the funda-
mental challenge of refraction. Feature matching still failed because detected features did not
correspond to actual surface points. This motivated the decision to include the glass vase as a
deliberate failure case for photogrammetry while demonstrating that 3D Gaussian Splatting
could handle it successfully.

2.7 Multi-View Stereo Networks

Learning-Based MVS

While our work focuses on neural rendering rather than traditional MVS, understanding
learning-based depth estimation provides valuable context. MVSNet [35] pioneered the use
of deep learning for multi-view stereo, constructing cost volumes in a differentiable man-
ner. This approach has spawned many different variations, each of which addresses speci�c
limitations.

CasMVSNet [8] introduced cascade cost volumes for memory-ef�cient processing of high-
resolution images. The hierarchical approach, re�ning depth estimates at multiple scales,
provides insights applicable to multi-resolution neural rendering approaches.
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Relevance to Neural Rendering

The relationship between MVS and neural rendering is complex. While NeRF and Gaus-
sian Splatting can operate without explicit depth supervision, incorporating geometric priors
from MVS can accelerate convergence and improve quality in sparse-view scenarios. Under-
standing the strengths and limitations of MVS methods informs our dataset design, ensuring
suf�cient coverage for both geometric reconstruction and appearance modeling.

2.8 Evaluation Metrics and Methodologies

Image Quality Metrics

The evaluation of neural rendering methods relies heavily on image quality metrics that com-
pare rendered images against held-out test views.

Peak Signal-to-Noise Ratio (PSNR) measures the ratio between maximum possible signal
power and noise power, computed as:

PSNR = 10 � log10

 
MAX 2

MSE

!

(2.2)

where MAX is the maximum pixel value (255 for 8-bit images) and MSE is the mean squared
error between rendered and ground truth images. Higher PSNR indicates better reconstruc-
tion. However, PSNR correlates poorly with human perception because it treats all pixel
errors equally regardless of their visual importance.

Structural Similarity Index (SSIM) [30] addresses this limitation by comparing local pat-
terns of luminance, contrast, and structure:

SSIM(x, y) =
(2mxmy + c1)(2sxy + c2)
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x + s 2

y + c2)
(2.3)

where m denotes mean, s denotes variance or covariance, and c1, c2 are stabilization con-
stants. SSIM ranges from -1 to 1, with 1 indicating perfect structural similarity. The metric is
more robust to small geometric misalignments than PSNR because it evaluates local structure
rather than exact pixel correspondence.

Learned Perceptual Image Patch Similarity (LPIPS) [39] uses deep network features to
measure perceptual distance. The metric extracts features from multiple layers of a pretrained
network (typically VGG or AlexNet) and computes weighted distances between feature rep-
resentations of the two images. LPIPS shows stronger correlation with human judgments
than both PSNR and SSIM, particularly for images with semantic differences that humans
�nd important but that may not manifest as large pixel errors.

Geometric Evaluation

Beyond image quality, evaluating geometric accuracy requires comparison with ground truth
3D data. The Tanks and Temples benchmark established the F-score as a standard metric,
combining precision and recall of reconstructed geometry at a speci�ed distance threshold.

Precision measures the fraction of reconstructed points that lie within the threshold dis-
tance of any ground truth point. Recall measures the fraction of ground truth points that have
a reconstructed point within the threshold. The F-score is the harmonic mean of precision and
recall:

F-score = 2 �
Precision � Recall

Precision + Recall
(2.4)

Neural rendering methods that don't produce explicit geometry require surface extraction
from the learned representation for evaluation. NeRF models use marching cubes on the
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density �eld to produce meshes. Gaussian Splatting methods can either analyze the positions
of Gaussian centers or apply surface extraction algorithms that �t meshes to the Gaussian
distribution.

Alignment Quality Metrics

Photogrammetry software provides additional metrics for evaluating dataset quality before
neural rendering training begins. Reprojection error measures the average distance between
detected feature points and their predicted positions based on the estimated camera poses
and 3D point locations. Sub-pixel reprojection error (below 1.0 pixel) indicates well-calibrated
cameras and accurate pose estimation.

Alignment rate reports the fraction of input images successfully incorporated into the
reconstruction. Failed alignments may indicate insuf�cient overlap between images, feature-
poor regions, or inconsistent lighting. For our datasets, we report both reprojection error and
alignment rate as indicators of geometric quality.

2.9 Research Gaps and Our Contributions

Through this review of related work, we identify several areas where existing research falls
short and where our work makes contributions.

Gap: Limited Capture Scenario Coverage

Most existing datasets focus on either controlled laboratory captures or unstructured out-
door scenes, but rarely both. The DTU dataset provides controlled conditions but lacks real-
world complexity, while Tanks and Temples offers realistic scenes but without the systematic
capture protocols needed for certain analyses. Researchers studying how methods general-
ize across capture conditions must combine multiple datasets with different characteristics,
making controlled comparison dif�cult.

Our work bridges this gap by developing both a controlled studio system and a large-
scale outdoor dataset using consistent methodology and documentation. The studio dataset
provides the precision needed for detailed analysis of material properties and failure modes.
The outdoor dataset tests scalability and robustness under natural conditions. Together, they
allow researchers to evaluate methods across the full range of practical capture scenarios.

Gap: Missing Material Diversity

Existing benchmark datasets predominantly feature well-textured, diffuse surfaces where re-
construction methods are expected to succeed. Challenging materials like glass, metal, and
smooth plastic are underrepresented. This limits our understanding of where current meth-
ods fail and what improvements are needed.

Our studio dataset deliberately includes objects with diverse surface properties, from
heavily textured pottery to a featureless white spray bottle and a transparent glass vase.
The spray bottle and glass vase are expected failure cases for photogrammetry, included
speci�cally to document method limitations. Comparing how photogrammetry, NeRF, and
Gaussian Splatting handle these challenging materials reveals important differences in their
capabilities.

Gap: Undocumented Capture Processes

Published datasets typically describe what was captured but not how the capture process
evolved. Camera placement strategies, lighting con�gurations, failed attempts, and itera-
tive improvements are rarely documented. Researchers starting new capture projects must
rediscover solutions that others have already found.
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Our work documents the complete capture system evolution, from early manual rotation
experiments to the �nal motorized turntable with synchronized cameras. We describe what
worked, what failed, and why certain design decisions were made. This practical knowl-
edge is often more valuable than the dataset itself for researchers building their own capture
systems.

Gap: Need for Multi-Method Comparison

The rapid development of neural rendering methods creates demand for systematic com-
parison on identical data. Papers often compare methods using different subsets of images,
different preprocessing, or different evaluation protocols. This makes it dif�cult to determine
whether performance differences re�ect method capabilities or experimental variation.

Our datasets are processed through multiple pipelines: RealityCapture for traditional
photogrammetry, Nerfacto for NeRF-based rendering, and Splatfacto for Gaussian Splatting.
Using identical input images for all methods enables direct comparison. The results show
how each approach handles the same scenes, materials, and capture conditions.

Summary

These contributions position our work as a practical resource for the neural rendering com-
munity. Rather than pursuing novel algorithms, we focus on creating high-quality data and
sharing the knowledge gained during the capture process. Good datasets are fundamental
to progress in computer vision, and the effort invested in careful data collection bene�ts the
entire research community.
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3 Methodology

This chapter describes the methods behind creating neural rendering datasets. Two capture
approaches emerged: a controlled studio system for small objects and a drone-based system
for outdoor scenes. The following sections explain the hardware setup, capture protocols,
and data processing pipelines.

3.1 Studio Capture System Design

This section presents our iterative development of a controlled multi-view capture system
designed for high-quality neural rendering datasets. We describe three progressively re�ned
versions of our capture protocol, each addressing speci�c challenges in photogrammetric
reconstruction and neural rendering quality.

System Architecture and Hardware Components

Our studio capture system employs a purpose-built multi-camera rig optimized for dense
view sampling and controlled illumination. The system architecture consists of three pri-
mary components: a twelve-camera arc assembly, a central capture volume with rotational
capability, and a symmetric lighting con�guration within a light-controlled environment. Fig-
ure 3.1 shows the 3D geometric layout of the measurement scene, while Figure 3.2 presents a
photograph of the physical implementation.

Multi-Camera Arc Assembly

The camera array consists of twelve Teledyne industrial cameras (model: [specify model])
mounted along a 90° vertical arc positioned in the XoZ plane. Each camera provides a reso-
lution of 4112×3008 pixels with consistent focal length settings optimized for the capture vol-
ume. The arc assembly features a hybrid construction: a wooden segment forms the curved
mounting surface, while a metal base provides structural stability and repeatable positioning
through precision screw assemblies.

The arc geometry ensures that all cameras converge toward a common center point, pro-
viding dense angular sampling of elevation angles while maintaining a consistent radial dis-
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Figure 3.1: 3D visualization of the measurement scene geometry. Blue spheres represent
the twelve cameras positioned along a 90-degree hemisphere arc, with the dashed cyan line
showing the arc trajectory. The red sphere at the origin marks the focal point where the
turntable is located (shown as gray circular platform labeled "Table with Black Cloth"). Yellow
pyramid wireframes represent four softbox area lights positioned symmetrically around the
capture volume to provide uniform illumination. The coordinate system is displayed at the
origin with X-axis (red, right), Y-axis (green, forward), and Z-axis (blue, up). Grid lines on the
�oor plane provide spatial reference in centimeters. This geometric layout ensures complete
angular coverage and consistent lighting for all captured objects.

tance of approximately 1.4 meters to the capture volume. This con�guration maximizes view
diversity while ensuring uniform image scale across all viewpoints.

Capture Volume and Object Support

The capture volume is centered at the arc's focal point, where objects are positioned on a
rotational support system. Our implementation evolved through three distinct approaches,
as summarized in Table 3.1.

Controlled Illumination Environment

We set up the capture system in a windowless room to eliminate ambient light variation. Four
area lights surround the capture area, with two lights on each side of the camera arc. Each
light is positioned about 1.5 meters from the center at equal distances from the turntable. This
symmetric arrangement provides uniform illumination without harsh shadows or bright re-
�ections that confuse reconstruction algorithms. All lights maintain the same color tempera-
ture (5600K) and intensity throughout the capture session.
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Figure 3.2: Photograph of the physical capture studio from an overhead camera view. The
wooden camera arc with mounted Teledyne cameras is visible on the left, converging toward
the turntable at center. Four softbox area lights illuminate the capture volume. Black cloth
draping provides light control and background isolation.

Table 3.1: Evolution of capture system support mechanisms across three versions

Version Support System Key Features Performance
V1 Manual Support Improvised support struc-

ture; Black cloth back-
ground; Manual rotation

85% success (diffuse);
30% success (specu-
lar); Inconsistent po-
sitioning

V2 Fiducial-Enhanced Circular disc with grid;
ArUco markers (45° tilt);
Manual rotation

95% RC success; 90%
neural rendering; Ro-
bust alignment

V3 Motorized Turntable Bluetooth control; Sub-
degree accuracy; Full
automation

98% success rate;
Consistent sampling;
Temporal stability
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Importance of Lighting Consistency. Photogrammetric reconstruction algorithms rely
on the assumption that corresponding points on the object surface have similar appearance
across different viewpoints. When lighting changes between captures, the same physical
point can appear brighter or darker in different images, violating this fundamental assump-
tion. Such inconsistencies confuse feature matching algorithms, leading to misalignments or
complete reconstruction failures.

Our studio setup addresses lighting consistency in two ways. First, the windowless en-
vironment eliminates time-varying natural light. Outdoor light changes continuously due to
cloud cover, sun position, and atmospheric conditions. Even small variations can cause no-
ticeable brightness differences across an image sequence. By controlling all light sources, we
ensure that each surface point receives identical illumination regardless of when the image
was captured.

Second, the symmetric light placement minimizes view-dependent lighting changes. As
the turntable rotates an object, different surfaces face the cameras. If lights were positioned
asymmetrically, rotating the object would effectively change the lighting direction, causing
the same surface to appear different at different rotation angles. Our symmetric con�guration
ensures that the lighting geometry remains constant relative to the camera viewpoint as the
object rotates.

Despite this careful setup, our studio system still introduces subtle lighting inconsisten-
cies. Manual rotation in Versions 1 and 2 allowed slight variations in turntable position be-
tween captures. These millimeter-scale displacements caused small but measurable changes
in the distance between object surfaces and light sources, resulting in intensity variations of
2-3%. While this seems minor, it proved suf�cient to disrupt COLMAP's feature matching
on objects with low texture. The motorized turntable in Version 3 eliminated this problem
through precise, repeatable positioning.

The diffuse lighting con�guration also helps neural rendering methods learn material
properties instead of speci�c lighting conditions. By avoiding strong directional lights that
create distinct highlights, the captured images better represent the object's intrinsic color
rather than lighting artifacts. This separation of material and illumination simpli�es the
learning task for neural networks.

Iterative Protocol Development and Performance Analysis

We developed the capture protocol through three iterations. Each version solved problems
we found in the previous one. This iterative process helped us understand which system
components affect reconstruction quality and success rates.

Version 1: Baseline Manual Capture Protocol

In the �rst version, we placed objects on improvised supports covered with black cloth and
rotated them manually between captures. This simple setup revealed the main challenges in
multi-view reconstruction. We learned that manual rotation caused inconsistent positioning
and that black backgrounds sometimes confused the reconstruction algorithms.

Version 1 worked well for objects with matte surfaces and unique shapes. Both Real-
ityCapture and Nerfstudio successfully reconstructed these objects about 85% of the time.
However, the system failed with shiny or symmetric objects like glazed vases. These objects
only reconstructed successfully in 30% of cases. The main problem was that specular high-
lights changed position in different views, which confused the feature matching algorithms.
COLMAP in Nerfstudio could not �nd enough matching features between images. Reality-
Capture produced models with holes and incorrect geometry because it mistook re�ections
for actual surface features. About 60% of failures came from poor feature matching, while
40% came from incorrect geometry estimation.
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Figure 3.3: Version 1 setup: Manual support structure with black cloth background and man-
ual object rotation.

Version 2: Fiducial-Enhanced Reconstruction

Version 2 added �ducial markers to solve the alignment problems from Version 1. We placed
objects on a circular disc with printed grid patterns and ArUco markers [21] around the edge.
These markers gave the reconstruction algorithms reliable reference points that did not de-
pend on the object's surface. The high-contrast patterns were easy to detect in all camera
views, providing stable features for camera pose estimation.
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Figure 3.4: Version 2 setup: Circular disc with white grid pattern and ArUco markers posi-
tioned around the perimeter at 45° tilt for reliable detection from all camera viewpoints.

We tilted the markers at 45 degrees so all cameras could see them clearly. This gave the
reconstruction algorithms stable reference points even when the object itself had few de-
tectable features. With these markers, RealityCapture achieved 95% success rate across all
object types. The markers provided reliable points for bundle adjustment, which is the opti-
mization process that re�nes camera poses and 3D structure together.

However, Nerfstudio's COLMAP pipeline still struggled, achieving only 40% success rate.
The problem was not the markers but inconsistent lighting between captures. We solved this
by using RealityCapture to estimate camera poses, then exporting these poses to Nerfstudio
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for neural rendering. This hybrid approach achieved 90% success rate for neural reconstruc-
tion. The work�ow combined RealityCapture's robust pose estimation with Nerfstudio's
advanced rendering capabilities.

Version 3: Automated Precision Capture System

Version 3 added a motorized turntable controlled via Bluetooth. This eliminated the incon-
sistencies from manual rotation and allowed us to test different capture parameters system-
atically. The turntable rotates with sub-degree accuracy, ensuring precise angular spacing
between captures. The automation meant we could capture complete datasets with one but-
ton press, reducing human error and saving time.

The automated system synchronizes camera triggering with turntable rotation. After cap-
turing images from all twelve cameras, the turntable rotates to the next position and the pro-
cess repeats. This ensures even coverage around the object with consistent timing between
captures. The automation also let us experiment with different settings like rotation step size,
exposure time, and lighting intensity.

Version 3 achieved 98% reconstruction success across all object types. The precise, repeat-
able rotation improved geometric accuracy compared to manual rotation. Consistent angular
sampling reduced artifacts in neural rendering, especially for view-dependent effects like
re�ections. The temporal consistency also helped the algorithms better separate material
properties from lighting effects.
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intermediate area lights

Figure 3.5: Rig schematic with two views: (a) side view showing twelve cameras on a 90°
vertical arc rig in the X–Z plane, centered on the turntable; (b) top view showing the turntable
with side lights and area lights positioned between the sides and camera arc.

Capture Software Overview

We developed custom software using C# (WinUI 3 frontend) and C++ (hardware control
backend) to control the twelve cameras and automate the capture process. The software
handles camera synchronization via the Sapera SDK, turntable control via Bluetooth, and
organized data output for reconstruction pipelines. The complete source code is released
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as open-source [22]. Chapter 4 provides detailed technical documentation of the software
architecture, threading model, and build system.

Coordinate System and Calibration

We de�ne the world coordinate system with its origin at the turntable center. The Z-axis
points upward, and the camera arc sits in the XoZ plane. Since cameras are �xed to the arc,
we calibrate their positions once. Object rotation is modeled as pure rotation R z(Dq) around
the vertical Z-axis, which simpli�es the reconstruction process.

To ensure consistency between different software tools, we validate the scale using known
references like the �ducial disc radius or calibration targets. This validation is important
when transferring data between RealityCapture and Nerfstudio, as they may use different
coordinate conventions. We apply scale corrections if needed to maintain metric accuracy.

Camera calibration follows Zhang's method [40] using checkerboard patterns. For intrin-
sic calibration, we capture the checkerboard at various positions and orientations with each
camera. For extrinsic calibration, we place the checkerboard at the turntable center and cap-
ture it from all cameras simultaneously. Bundle adjustment then re�nes both camera poses
and the checkerboard position to minimize reprojection error.

Camera Arrangement Concept

The cameras are positioned on a quarter-hemisphere (90-degree arc) centered on the object.
Figure 3.6 illustrates this spatial arrangement. All cameras are equidistant from the turntable
center, forming an arc in the vertical plane. As the turntable rotates, this con�guration pro-
vides comprehensive angular coverage around the object. While the current implementation
uses twelve cameras, the system design supports any number of cameras arranged along the
arc.

Object

Rotation

Cam 1

Cam N

X

Z

Y

90°

r = 1.4m

Figure 3.6: Hemisphere camera arrangement concept. Multiple cameras (red dots) are posi-
tioned on a 90-degree arc in the vertical XoZ plane, all equidistant (r = 1.4m) from the object
center. The turntable rotates the object around the vertical Z-axis, enabling full 360-degree
coverage. Camera viewing rays converge at the object center. The implementation uses N
cameras distributed evenly along the arc.

Specular Surface Mitigation Through Polarization

Shiny surfaces remain challenging for 3D reconstruction because specular re�ections change
position as the viewpoint moves. This violates the fundamental assumption that surface
points should exhibit consistent appearance across different viewing angles. Beyond the ge-
ometric challenges, specular highlights are particularly problematic in the context of light-
ing inconsistency - even with carefully controlled studio illumination, glossy surfaces create
view-dependent bright spots that appear and disappear as cameras or objects move. These
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Figure 3.7: Automated studio capture pipeline. The software orchestrates synchronized
multi-camera acquisition with motorized rotation. Camera pose estimation is performed sep-
arately using RealityCapture or COLMAP. The system supports any number of connected
cameras, not limited to twelve.
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highlights effectively introduce local lighting variations that confuse feature matching algo-
rithms.

Polarization �ltering addresses both the specular re�ection problem and its contribution
to lighting inconsistency. By selectively removing surface re�ections while preserving sub-
surface scattered light, polarization creates more uniform appearance across viewpoints, ef-
fectively restoring the lighting consistency assumption required for photogrammetric recon-
struction.

Physical Principles of Polarization

Light waves oscillate perpendicular to their direction of travel. Unpolarized light contains
waves vibrating in all perpendicular directions. A polarizing �lter transmits only light waves
oscillating in one speci�c orientation, blocking perpendicular components. Figure 3.8 illus-
trates this �ltering mechanism.

Unpolarized Light

Polarizer
(vertical)

Polarized Light

Only vertical
component

Figure 3.8: Polarization �ltering principle. Unpolarized light contains waves oscillating in
all directions. A polarizing �lter transmits only the component aligned with its orientation
(vertical in this example), blocking perpendicular components.

When light re�ects off a surface, the polarization behavior depends on the re�ection type.
Figure 3.9 illustrates the distinction between surface and subsurface scattering.

Incident Light

Surface

Subsurface

Specular Re�ection
(Polarized, View-dependent)

Diffuse Re�ection
(Unpolarized, View-independent)

Surface
layer

Subsurface
scattering

Blocked by
cross-polarization

Captured

Figure 3.9: Surface versus subsurface scattering. Specular re�ections occur at the surface in-
terface and become polarized, making them view-dependent. Subsurface scattering involves
light penetrating the material, scattering multiple times, and re-emerging unpolarized. Cross-
polarization �ltering blocks surface re�ections while preserving subsurface information.

Specular (surface) re�ections occur when light bounces directly off the air-material inter-
face without penetrating the surface. This re�ection follows Fresnel equations and becomes
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partially or fully polarized, with the polarization direction perpendicular to the plane of inci-
dence. Specular highlights are view-dependent - they move as the camera moves, appearing
as different features in different images. Photogrammetry algorithms struggle with these
moving highlights because they violate appearance consistency.

Diffuse (subsurface) re�ections result from light penetrating the material, scattering mul-
tiple times within the subsurface volume, and re-emerging at the surface. This multiple
scattering randomizes polarization, producing nearly unpolarized light. Diffuse re�ections
are largely view-independent - the same surface point appears similar from different angles,
which is exactly what photogrammetry requires.

Cross-polarization exploits this difference. By placing a linear polarizer on the light source
and a second polarizer (crossed at 90 degrees) on the camera, specular re�ections are blocked
while diffuse re�ections pass through. The light source polarizer creates polarized illumina-
tion. Specular re�ections preserve this polarization, so the crossed camera polarizer blocks
them. Subsurface scattering depolarizes the light, allowing approximately half of it through
the camera polarizer regardless of orientation.

Integration with Downstream Processing

The capture system produces images ready for both photogrammetric and neural render-
ing pipelines. The captured images feed directly into RealityCapture for photogrammetry or
Nerfstudio for neural rendering. Camera calibration was performed separately using stan-
dard checkerboard-based methods.

3.2 Large-Scale Outdoor Capture Methodology

Gränsö Castle Site Overview

Gränsö Castle is a complex site for 3D reconstruction. The area has large height variations
from ground level to tower tops. The architecture includes towers, walls, courtyards, and �ne
decorative details that need different capture strategies. Environmental challenges include
vegetation blocking some views, water causing re�ections, and changing weather affecting
lighting conditions.

Drone Capture Strategy

We captured the outdoor scene using both a DJI drone and handheld SLR cameras. The com-
bined dataset contains 5,207 images total. The drone captured 2,226 images using planned
�ight patterns. The SLR camera captured 2,981 images from ground level. This combination
ensures complete coverage from aerial views down to �ne architectural details.

Flight Planning

Automated �ight planning software designed four types of capture patterns. Nadir �ights
captured top-down views in a grid pattern with 80% overlap between images. Oblique �ights
used a double grid pattern with the camera tilted at different angles to capture building fa-
cades. Orbital �ights �ew circular paths around towers and other key structures at multiple
heights. Facade �ights scanned walls vertically while maintaining consistent distance for
uniform scale.

Image Acquisition Parameters

The drone captured 2,226 images using consistent camera settings to ensure uniform quality.
Low ISO values minimized noise, fast shutter speeds avoided motion blur, and mid-range
apertures provided optimal sharpness. Images were saved in both RAW and JPEG formats
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when possible. The drone's GPS recorded position data for each image to help with georefer-
encing. The image distribution was approximately 40% from nadir �ights, 35% from oblique
�ights, 15% from orbital �ights, and 10% from facade �ights.

Environmental Considerations

We captured images under speci�c weather conditions for best results. The optimal time was
between 10 AM and 2 PM when shadows are shortest, or during overcast days when lighting
is uniform. Wind speed needed to be below 20 km/h to keep the drone stable. We avoided
rain or rapidly changing weather that would create inconsistent lighting. The capture took
place over several days to get variety in lighting conditions while maintaining quality.

Handheld Capture Protocol

Handheld photography �lled gaps that drone capture could not cover. We took detailed
photos of architectural elements like carvings and decorations that needed higher resolu-
tion than aerial shots provide. Interior spaces where drones cannot �y were captured with
handheld cameras. Ground-level perspectives gave human-scale views of the castle. We also
photographed areas hidden by trees or other obstacles from aerial viewpoints.

Equipment and Settings

We captured 2,981 images using professional SLR cameras with full-frame sensors. Two
lenses covered most scenarios: a 24-70mm for general photography and a 16-35mm for wide
interior shots. All images were taken in manual mode to maintain consistent exposure across
image sequences. A polarizing �lter reduced re�ections from windows and water. A tri-
pod ensured sharp images in low light conditions. The images consisted of 45% architectural
details, 30% ground-level coverage, 15% interior spaces, and 10% transition areas between
drone and ground coverage.

Capture Guidelines

1. Maintain 60-80% overlap between consecutive images

2. Capture from multiple heights (eye level, low angle, elevated)

3. Circle important features completely

4. Document transition areas between drone and handheld coverage

5. Include scale references (measured markers) in key areas

3.3 3D Reconstruction and Neural Rendering Pipeline

After capturing images with our studio and outdoor systems, we process them using two
different approaches: traditional photogrammetry with RealityCapture and neural rendering
with Nerfstudio. This section describes our experience using these tools and compares their
results for different types of scenes.

Photogrammetric Reconstruction with RealityCapture

Software Overview and Selection

RealityCapture serves as the primary photogrammetry tool in this work. The software repre-
sents the current state-of-the-art in commercial photogrammetry, offering robust processing
capabilities for datasets ranging from small objects to large-scale architectural sites. Recent
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versions incorporate machine learning for improved feature matching and automatic mask-
ing, addressing many challenges present in earlier photogrammetry software.

The selection of RealityCapture over alternatives like Agisoft Metashape or the open-
source COLMAP pipeline was based on several factors. The software handles large datasets
ef�ciently through intelligent memory management and GPU acceleration. Processing the
5,207-image Gränsö Castle dataset requires substantial computational resources, which Re-
alityCapture manages more effectively than competing solutions. The software provides re-
liable results even with challenging surfaces like re�ective or transparent materials, though
these still require careful handling. Additionally, RealityCapture offers seamless export to
neural rendering frameworks, particularly Nerfstudio, reducing preprocessing overhead.

Photogrammetric Method: Principles and Trade-offs

Photogrammetry reconstructs 3D geometry by triangulating corresponding points observed
across multiple images. The process begins with feature detection, where algorithms like SIFT
or AKAZE identify distinctive points in each image. Feature matching then �nds the same
physical point across different views, establishing correspondences. Structure-from-Motion
(SfM) uses these correspondences to simultaneously estimate camera poses and sparse 3D
structure through bundle adjustment. Finally, Multi-View Stereo (MVS) densi�es the recon-
struction by computing depth maps from the calibrated images. Figure 3.10 illustrates this
pipeline.

Input Images
(multi-view)

Feature Detection
SIFT/AKAZE

Feature Points
(per image)

Feature Matching
(correspondence)

Point Matches
(cross-view)

Structure-from-Motion
Bundle Adjustment

Sparse Point Cloud
+ Camera Poses

Multi-View Stereo
Depth Estimation

Dense Point Cloud

Mesh Reconstruction
Poisson/Delaunay

Textured 3D Mesh

Figure 3.10: Photogrammetric reconstruction pipeline. The process transforms multi-view
images into a textured 3D mesh through feature detection, matching, sparse reconstruction
(SfM), and dense reconstruction (MVS).

The fundamental principle relies on triangulation: when the same physical point is ob-
served from two or more known camera positions, its 3D location can be computed geomet-
rically. Figure 3.11 demonstrates this concept. Multiple rays from different cameras intersect
at the true 3D point location. The accuracy of this triangulation depends on camera baseline
(wider baselines provide better depth accuracy), feature localization precision, and camera
calibration quality.
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Feature point

Camera 1
Camera 2

Baseline

image 1

image 2

Figure 3.11: Triangulation principle in photogrammetry. The same feature point observed in
two images allows 3D position estimation through ray intersection. Wider camera baseline
improves depth accuracy.

This approach offers several advantages. The reconstruction is purely data-driven, requir-
ing no prior knowledge about the scene beyond the input images. The resulting models have
metric accuracy when proper scale references are provided. Photogrammetry handles scenes
of any scale, from millimeter-sized objects to entire buildings, using the same fundamental al-
gorithms. The method produces explicit geometry as triangle meshes, which integrate easily
into existing graphics pipelines and editing tools.

However, photogrammetry has inherent limitations. The method requires textured sur-
faces with suf�cient visual features for matching. Featureless regions like blank walls or uni-
form surfaces provide no correspondences, leading to holes in the reconstruction. Specular
surfaces violate the Lambertian assumption that surface appearance remains constant across
viewpoints. Re�ections move as the camera moves, appearing as different features in each
view and confusing the matching algorithms. Transparent materials pose similar problems,
as they transmit light from behind rather than re�ecting it from their surface.

Lighting consistency is critical for photogrammetric success. Feature matching algorithms
assume that corresponding points have similar brightness and color across views. When
lighting changes between captures, the same point can appear very different, causing match
failures. The controlled studio environment addresses this requirement through symmetric,
constant illumination. The outdoor Gränsö Castle capture required careful timing during
consistent weather conditions to minimize lighting variation.

Alignment Work�ow for Studio Captures

Studio datasets typically contain 432 images (12 cameras × 36 rotation angles). The align-
ment process varies signi�cantly depending on object surface properties. For diffuse objects
with matte surfaces, RealityCapture's automatic alignment succeeds reliably. The uniform,
symmetric lighting ensures consistent appearance across all viewpoints. The systematic cam-
era placement provides good geometric coverage with suf�cient baseline for accurate depth
estimation.

The work�ow for diffuse objects is straightforward: all images are imported, automatic
alignment is executed, and the resulting camera pose estimates are inspected. RealityCap-
ture's visual feedback indicates which images aligned successfully and which failed. Suc-
cessful captures exhibit tight camera position estimates with reprojection errors below 1 pixel.
The software typically aligns all 432 images within 10-15 minutes on standard workstation
hardware.

Specular and transparent objects present substantially greater challenges. Glossy ceramic
vases, for example, produce bright highlights that change position as the viewpoint moves.
The software interprets these moving highlights as different features, leading to incorrect
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matches and alignment failures. Similarly, glass objects transmit light rather than re�ecting
it, providing insuf�cient surface features for matching.

Marker-Based Alignment Strategy

To handle challenging surfaces, the ArUco marker system introduced in Version 2 of the cap-
ture protocol provides reliable reference points that do not depend on object surface proper-
ties. RealityCapture detects the high-contrast marker patterns robustly across all views, even
when the object itself lacks features.

The circular disc supporting the object includes eight ArUco markers [21] positioned
around its perimeter. The disc is tilted at 45 degrees to ensure all cameras can observe multi-
ple markers simultaneously. This geometry is critical - if markers were �at on the turntable,
cameras at low elevation angles would observe them foreshortened or occluded. The tilt
provides good marker visibility across the 90-degree camera arc.

RealityCapture's marker detection executes before general feature matching. The soft-
ware identi�es each marker's unique ID and extracts its corner positions with sub-pixel ac-
curacy. These corners serve as highly reliable tie points for bundle adjustment. Even when
an object has no detectable surface features, the markers provide suf�cient constraints to es-
timate camera poses accurately.

With markers present, the success rate for specular objects increases from 30% (Version
1, no markers) to 95% (Version 2-3, with markers). The markers enable RealityCapture to
establish a consistent coordinate system and resolve camera poses even when object features
are unreliable. This hybrid approach combines the geometric constraints from markers with
whatever object features are detectable, improving both success rate and accuracy.

Control Point Alignment for Failed Cases

Despite using markers, some captures still fail automatic alignment. This typically occurs
with highly re�ective objects like polished metal or glazed ceramics where even marker-
assisted alignment struggles. In these cases, manual control point placement becomes neces-
sary.

Control points are user-speci�ed correspondences between the same physical location in
multiple images. The principle is simple but powerful: by manually identifying where the
same point appears across several views, reliable constraints are provided to the optimization
algorithms, bypassing unreliable automatic feature matching.

The work�ow involves selecting a distinctive location on the object - perhaps a small im-
perfection, a corner, or a point where the object meets the support disc. This exact location
is marked in at least three, preferably four or more, images from different viewpoints. Re-
alityCapture then uses these manually veri�ed correspondences as �xed constraints during
bundle adjustment. The algorithm must �nd camera poses that project the 3D location of
each control point to its marked 2D positions in all images.

Control points work well for failed alignments because they bypass unreliable automatic
feature detection. Even on a featureless or highly specular surface, a human operator can
often identify correspondences that algorithms miss. A small scratch, an edge, or even a
dust particle can serve as a control point if visible in multiple views. The manual effort
is signi�cant - properly marking control points across 432 images requires 30-60 minutes
depending on object complexity. However, this investment enables reconstruction of objects
that would otherwise fail completely.

For the most challenging objects, markers and control points are combined. The markers
provide initial pose estimates and establish scale, while control points re�ne the alignment
where automatic features are insuf�cient. This multi-level approach achieves approximately
98% overall success rate across the full dataset, including highly problematic surfaces.
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Reconstruction Quality and Limitations

Getting camera alignment right doesn't mean reconstruction will succeed. Dense reconstruc-
tion needs texture to estimate depth. Blank walls give nothing to match. Specular highlights
are worse - they're not real texture, just re�ections of lights. RealityCapture tries to match
these bright spots between images but they move. What looks like a feature at camera 1
appears somewhere else entirely at camera 5.

The reconstructed meshes have holes exactly where highlights appeared during capture.
We measured this systematically. Matte objects: 98-99% complete meshes. Semi-glossy ce-
ramics: 85-92% coverage with small gaps. Chrome and glass: 60-75% coverage at best, some-
times total failure. The pattern is clear - more re�ective means more holes.

Our diffuse studio lighting helped but didn't solve the problem. Four area lights create
softer shadows and smaller highlights than a single spotlight would. But any highlight still
breaks reconstruction in that spot. Some people spray everything with dulling spray to kill
re�ections. That works but museums don't appreciate you spraying their artifacts. Industrial
clients want to scan the actual part, not a matte-coated version.

The castle dataset had different problems entirely. 5,207 images won't �t in RAM at once
- RealityCapture needs about 100GB for a dataset that size. So images get split into chunks:
north tower, courtyard, main building. Each chunk processes separately then gets merged.
The drone's GPS data helps with initial alignment but isn't accurate enough alone. Trees
caused problems too - they move in wind, breaking the static scene assumption. Water re�ec-
tions confused the algorithms just like indoor highlights did.

Export for Neural Rendering

RealityCapture does more than create meshes - it also computes camera poses that neural
rendering can use. After alignment �nishes, the software exports camera parameters in sev-
eral formats. The export contains focal lengths, principal points, distortion coef�cients (the
intrinsics), plus camera positions and rotations in world space (the extrinsics).

Getting these poses from RealityCapture instead of COLMAP saved weeks of debugging.
COLMAP failed on most of our studio captures, especially anything shiny or symmetric.
RealityCapture's marker-based alignment worked reliably. The export process is simple: se-
lect aligned cameras, choose Nerfstudio format, export. One catch - coordinate systems differ.
RealityCapture uses Z-up, Nerfstudio expects Y-up. A quick matrix multiplication in the con-
version script �xes this. The whole pipeline takes 5 minutes versus hours of failed COLMAP
attempts.

Neural Rendering with Nerfstudio

Neural rendering takes a different path from photogrammetry. Instead of triangulating points
to build meshes, it learns a function that can generate any view of the scene. Nerfstudio
provides the tools - implementations of NeRF and 3D Gaussian Splatting that actually work
without months of debugging. The framework handles the complexity of training these mod-
els while exposing enough controls to �x things when they break.

Camera Pose Estimation Challenge

Neural rendering needs camera poses - where each photo was taken from. COLMAP is the
standard tool for this. It �nds matching features between images, triangulates 3D points, and
�gures out camera positions. But COLMAP makes the same assumption as photogrammetry:
features should look similar across different views.

Our studio setup breaks this assumption. The object rotates but lights stay �xed. Take a
curved surface - at 0° rotation it faces a light directly and appears bright. At 90° rotation the
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same surface faces away and looks dark. COLMAP sees these brightness changes and thinks
they're different features. It tries to match bright patches to dark patches and fails.

Shiny objects make everything worse. A highlight on a vase isn't a real feature - it's just
a re�ection of the light source. As the vase rotates, the highlight slides across the surface.
COLMAP treats each highlight position as a separate feature and tries to match them. The
result is chaos. Out of 50 studio datasets we tested, COLMAP failed on 42 of them. Glass
objects had 0

RealityCapture Camera Pose Export

Since COLMAP failed on 85% of our datasets, we needed another way to get camera poses.
RealityCapture already computed them successfully using the ArUco markers. Why not use
those poses for neural rendering?

The export process has quirks. RealityCapture saves camera parameters in its own XML
format with intrinsics (focal length, distortion) and extrinsics (position, rotation) in separate
sections. Nerfstudio wants everything in a single transforms.json �le. Also, coordinate
systems don't match - RealityCapture uses Z-up, Nerfstudio uses Y-up. A Python script
converts between formats, �ipping the axes and reorganizing the data.

We also export undistorted images from RealityCapture. The software already computed
lens distortion during calibration, so it can remove barrel distortion, pincushion, and other
aberrations. This saves Nerfstudio from learning distortion patterns that aren't part of the
actual scene. Each undistorted image gets saved with its corresponding camera parameters.

This hybrid approach works. RealityCapture handles the hard part (�nding camera poses
from bad images), while neural rendering handles what it does best (learning appearance).
Without this work�ow, most of our studio captures would have failed completely.

Neural Radiance Fields (NeRF)

Neural Radiance Fields [18] encode scenes as functions that map 3D positions and viewing
directions to colors and densities. Given a point x in space and a viewing direction d, the
network outputs RGB color c and volume density s. An MLP with 8 layers and 256 neurons
per layer typically represents this function.

To render an image, rays shoot from the camera through each pixel. The system samples
64-128 points along each ray, queries the network at those positions, and integrates the colors
and densities using the volume rendering equation. Each ray requires hundreds of network
evaluations, which explains why rendering takes seconds per frame. Training minimizes the
L2 distance between rendered and captured images using gradient descent.

The viewing direction input is what makes NeRF different. A shiny surface looks different
from different angles - that's view-dependence. Photogrammetry assumes surfaces look the
same from everywhere (Lambertian), which is why it fails on re�ective objects. NeRF learns
that a particular 3D point should be bright blue when viewed from the left but dark gray
from the right. This matches how real specular surfaces behave.

Nerfacto improves on the original NeRF in several ways. Proposal networks reduce the
number of samples needed per ray from 256 to about 48. Hash encoding replaces the slow
positional encoding. Appearance embeddings help when lighting isn't perfectly consistent.
On our RTX 5090, training takes 2-3 hours for 432 studio images. The original NeRF would
have taken 20+ hours for the same quality.

3DGS Con�guration

3DGS [13] uses discrete primitives instead of continuous �elds. The scene consists of
anisotropic 3D Gaussians - each one has a position, a 3x3 covariance matrix de�ning its shape,
an opacity value, and spherical harmonic coef�cients for view-dependent color. A typical ob-
ject needs 1-3 million Gaussians for good quality.
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The rendering pipeline projects these Gaussians to 2D, sorts them by depth, and alpha-
blends front to back. No ray marching, no sampling along rays. Just rasterization. GPUs
handle this ef�ciently, which explains the speed difference. Training adjusts Gaussian pa-
rameters through gradient descent while also adding or removing Gaussians based on recon-
struction error. Areas with high error get more Gaussians. Areas with redundant Gaussians
get pruned.

Studio dataset training �nished in 45 minutes versus 2-3 hours for Nerfacto. Rendering
speed jumped from 2-3 FPS to 25-30 FPS. The quality trade-off was acceptable - slightly softer
edges on �ne details, occasional artifacts in highly specular regions. The castle dataset partic-
ularly bene�ted from the speed. Interactive navigation of the reconstruction helped identify
problem areas immediately instead of waiting minutes for each test render.

Splatfacto (the Nerfstudio implementation) handled both studio and outdoor captures
well. The method struggled only with thin structures like power lines and fence wires, which
often disappeared entirely. For production quality, Nerfacto remained superior. For develop-
ment and testing, Splatfacto's speed advantage was invaluable.

Training and Results

Training starts with camera poses from RealityCapture and undistorted images. Studio im-
ages stay at 4112×3008 pixels - downsampling loses too much detail on small objects. Outdoor
images get resized to 1920×1080. Full resolution would need 48GB of VRAM that we don't
have.

Glossy objects that failed in photogrammetry worked in neural rendering. A ceramic vase
with 65% mesh coverage in RealityCapture rendered perfectly in NeRF. The difference? NeRF
doesn't need geometry where highlights appear. It learns that certain viewing angles produce
bright spots. Glass bottles were even more dramatic - photogrammetry got maybe 30% of the
bottle surface, mostly just the label. NeRF captured the transparency, the refraction, every-
thing.

The castle dataset broke things. 5,207 images won't �t in any single NeRF model - the
RTX 5090 ran out of memory at around 800 images. So the castle got split into chunks: main
courtyard, north tower, south facade, and so on. Each chunk trained separately. The results
look good within each region but the boundaries don't match perfectly. Some color shifts,
some geometry misalignment. RealityCapture handled the whole castle as one mesh without
these problems.

Smartphone-Based Polarization Validation

Initial tests used a smartphone to verify the polarization concept before modifying the studio
setup. A linear polarizing �lter was mounted on an iPhone 13 Pro camera. The built-in LED
�ash has partial polarization - common in LED sources. Rotating the �lter relative to the �ash
polarization changed how re�ections appeared in captured images.

A glazed ceramic vase served as the test object. Without polarization, the vase showed
bright highlights that moved with camera position. These highlights caused reconstruction to
fail - only 41% of the surface could be recovered. With the polarizer oriented perpendicular to
the �ash (cross-polarized con�guration), highlight intensity dropped by approximately 70%.
The underlying ceramic surface remained visible with only 8-10% brightness reduction.

Quantitative Evaluation Methodology

Neural rendering quality is assessed using three complementary metrics on held-out test
views. The evaluation uses Nerfstudio's built-in train/test split where 10-20% of images are
reserved for testing. This ensures unbiased quality assessment on viewpoints unseen during
training.
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Evaluation Metrics

PSNR (Peak Signal-to-Noise Ratio) measures pixel-level reconstruction accuracy using the
formula:

PSNR = 10 � log 10

 
MAX 2

MSE

!

(3.1)

where MAX is the maximum pixel value (255 for 8-bit images) and MSE is the mean squared
error between rendered and ground truth images. Higher PSNR values indicate better qual-
ity, with values above 30 dB generally considered good. The metric directly quanti�es how
closely rendered pixels match the ground truth.

SSIM (Structural Similarity Index) [30] assesses perceptual similarity by comparing lu-
minance, contrast, and structure:

SSIM(x, y) =
(2mxmy + c1)(2sxy + c2)

(m2
x + m2

y + c1)(s 2
x + s 2

y + c2)
(3.2)

where m represents mean intensity, s represents standard deviation, sxy is covariance, and c1,
c2 are stabilization constants. SSIM ranges from 0 to 1, with values above 0.9 indicating high
perceptual quality. This metric aligns better with human perception than PSNR alone.

LPIPS (Learned Perceptual Image Patch Similarity) [39] employs deep learning features
from a pre-trained VGG network to measure perceptual distance. The method extracts deep
features from both rendered and ground truth images, then compares feature distances in
perceptual space. Lower LPIPS values indicate better quality, with values below 0.1 typically
considered good. This metric captures perceptual similarity better than traditional pixel-
based metrics by leveraging learned feature representations.

Evaluation Procedure

For each trained model, the evaluation pipeline loads the checkpoint and renders all test im-
ages. Each test view queries the model at its corresponding camera pose, generating an RGB
image through ray marching (NeRF) or rasterization (3D Gaussian Splatting). The rendered
image is then compared to the ground truth test image using all three metrics. Final scores
represent averages across all test images for that model.

The implementation uses Nerfstudio's ns-eval command, which internally employs Py-
Torch for rendering, scikit-image for PSNR/SSIM calculation, and the of�cial LPIPS imple-
mentation. Training step counts are recorded from checkpoint �lenames to track conver-
gence. All evaluations run on the same hardware (RTX 5090) to ensure fair comparison be-
tween methods.

Dataset Characterization Metrics

Beyond reconstruction quality, understanding input dataset properties helps explain recon-
struction behavior and identify challenging scenarios. Five complementary metrics charac-
terize the studio object dataset.

Luminance and Brightness

Luminance quanti�es average brightness across an object's image set. Computed as the mean
grayscale intensity across all pixels in representative images:

L =
1
N

N¸

i=1

(0.299Ri + 0.587Gi + 0.114Bi ) (3.3)

where N is the number of pixels, and R i , Gi , Bi are the RGB channel values for pixel i. The
coef�cients (0.299, 0.587, 0.114) come from the ITU-R BT.601 standard and re�ect human eye
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sensitivity to different wavelengths. The eye contains three types of cone cells with differ-
ent spectral responses. Green cones are most numerous and sensitive, contributing 58.7% to
perceived brightness. Red cones contribute 29.9%, and blue cones only 11.4%. These weights
ensure computed luminance matches human perception rather than treating all color chan-
nels equally. Luminance ranges from 0 (black) to 255 (white) for 8-bit images.

Dynamic Range

Dynamic range measures the spread of intensity values in an image. Rather than using ab-
solute min-max (which outliers skew), we compute robust dynamic range using percentiles.
The formula is:

DRmean =
1
3

¸

cPtR,G,Bu

(Pc
95 � P c

5) (3.4)

where Pc
95 is the 95th percentile intensity for channel c and P c

5 is the 5th percentile. Percentiles
work as follows: when all pixel values in a channel are sorted from lowest (0) to highest (255),
the 95th percentile Pc

95 is the value where 95% of pixels fall below or equal to it, representing
the bright end while excluding extreme outliers. Similarly, the 5th percentile P c

5 is the value
where only 5% of pixels fall below it, representing the dark end. This robust approach ignores
the extreme 5% at each end, avoiding sensitivity to noise like hot pixels or dead pixels that
would skew a simple max-min calculation. For each RGB channel, we �nd the difference
between these percentiles, then average the three channel differences to produce the �nal
dynamic range value.

High dynamic range indicates scenes with both very dark and very bright regions - chal-
lenging for reconstruction because detail must be preserved in shadows and highlights simul-
taneously. Low dynamic range suggests uniform lighting with compressed intensity distri-
bution. This metric predicts reconstruction dif�culty: extreme dynamic range often correlates
with missing geometry in photogrammetry.

Intensity Distribution Coverage

Pixel intensity histograms are divided into three bins: low (0-31), mid (32-191), and high (192-
255). The percentage of pixels falling into each bin reveals distribution characteristics. Objects
dominated by low-intensity pixels (>95%) typically have dark backgrounds with small visible
regions. Objects with signi�cant mid-range coverage show textured surfaces. High-intensity
coverage above 3-5% indicates prominent specular highlights or bright surfaces.

This metric connects to reconstruction challenges: high-intensity regions from specular re-
�ections lack geometric features, causing photogrammetry failures. Neural rendering meth-
ods must model these regions through view-dependent appearance instead of geometry.

Color Dominance and Balance

Color balance examines the relationship between RGB channel means. For each channel c,
compute the mean intensity:

c̄ =
1
N

N¸

i=1

ci (3.5)

The dominant channel is whichever has the highest mean: dominant = arg max c c̄. Color
balance differences quantify color bias:

R-G difference = R̄ � Ḡ, G-B difference = Ḡ � B̄ (3.6)

Positive R-G values indicate warm/reddish tones, negative values indicate cool/greenish
tones.
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Objects with extreme color bias (R-G > +20) present unusual spectral properties that re-
construction methods must handle. Balanced objects (R-G near 0) have neutral color palettes.
This metric identi�es whether the dataset covers diverse color characteristics or concentrates
in speci�c spectral regions.

Information Density (Entropy)

Channel entropy measures intensity value distribution uniformity using Shannon entropy:

H = �
255¸

i=0

p(i) log 2 p(i) (3.7)

where p(i) is the probability of intensity value i appearing in the channel. Entropy ranges
from 0 bits (single intensity value) to 8 bits (perfectly uniform distribution across all 256 val-
ues).

High entropy (>4 bits) indicates rich texture with diverse intensity values - good for re-
construction because more visual information exists. Low entropy (<3 bits) suggests smooth
surfaces or limited texture - potentially challenging because fewer features are available for
matching. The metric quanti�es how much visual information each object provides to recon-
struction algorithms.
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4 Implementation

This chapter presents the software implementation for automated multi-camera neural ren-
dering dataset capture. The system controls twelve Teledyne industrial cameras and a mo-
torized turntable to automate the complete capture work�ow from hardware initialization
through organized dataset output. The physical hardware setup—the camera rig, turntable
mounting, and lighting arrangement—was designed and constructed by the thesis supervi-
sor. This chapter focuses on the software developed by the author to control that hardware.

The primary contribution of this implementation is providing a reproducible open-source
system that enables other researchers to build multi-camera capture rigs at signi�cantly lower
cost than commercial solutions ($30,000-40,000 vs $100,000+). The complete source code, to-
taling 7,950 lines (1,700 C# for the frontend, 6,250 C++ for the backend), has been released
publicly [22] with modular architecture that allows adaptation to different camera vendors,
turntable systems, or capture work�ows.

Key technical achievements include parallel image saving using worker thread pools
achieving 1.85� speedup over sequential processing, automated turntable control with sub-
degree positioning accuracy eliminating manual rotation errors, thread-safe hardware control
maintaining responsive UI during multi-minute capture sequences, and session-based data
organization with consistent camera-ordered �le naming for reconstruction pipelines.

This chapter explains the design decisions and technical approaches that make the system
both high-performance and reproducible for the research community.

4.1 System Architecture and Design Philosophy

The software architecture follows a layered design separating user interface concerns from
hardware control. This separation stems from practical needs—UI frameworks evolve
rapidly, but hardware control code changes slowly. A monolithic design would force com-
plete rewrites when updating the interface. The layered approach lets us replace the entire
UI framework without touching camera or turntable code.

Figure 4.1 shows the overall architecture. The system consists of two main layers: a
WinUI 3 frontend written in C# (.NET 8.0) and a C++ backend compiled as a dynamic li-
brary (CaptureCore.dll). The frontend handles user interaction through a modern Windows
interface while the backend manages all hardware communication. These layers communi-
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cate through Platform Invoke (P/Invoke), a .NET mechanism for calling native C functions
from managed code.

WinUI 3 Frontend (C#, .NET 8.0)

Connect
Page

Setup
Page

Capture
Page

Done
Page

CaptureService (P/Invoke Bridge)

CaptureCore.dll (C++20)

Camera
Manager

Bluetooth
Manager

Settings
Manager

Sapera SDK WinRT BLE

Figure 4.1: Layered software architecture. The WinUI 3 frontend communicates with the
C++ backend through P/Invoke. Hardware-speci�c code (Sapera SDK, WinRT Bluetooth) is
isolated in the backend DLL.

The backend exposes over 60 C-style functions through a clean API layer (CaptureAPI.h).
Functions cover camera operations (discovery, connection, capture), Bluetooth control (scan-
ning, rotation commands), settings management, and session handling. The frontend's Cap-
tureService class wraps these exports as C# methods, handling marshaling between managed
and unmanaged memory. Callback delegates enable the backend to report progress, log mes-
sages, and device discovery events back to the UI.

Singleton pattern for hardware managers. Both CameraManager and Bluetooth-
Manager use the singleton pattern where only one instance exists globally, accessed via
GetInstance(). This design matches the physical constraint that only one camera net-
work and one Bluetooth adapter exist on the machine. Multiple manager instances would
con�ict over the same hardware resources, causing connection failures.

4.2 Sapera SDK Integration and Camera Control

The Teledyne DALSA Sapera SDK provides direct access to industrial cameras through the
GigE Vision protocol. This SDK was chosen over generic interfaces like OpenCV or GenI-
Cam for speci�c technical reasons. Sapera exposes camera-speci�c features that generic APIs
abstract away - hardware triggering, packet delay tuning, and color conversion pipelines
optimized for DALSA sensors. OpenCV's VideoCapture class treats industrial cameras as
webcams, hiding critical parameters we need for synchronized multi-camera acquisition.

Direct SDK integration. The CameraManager class calls Sapera SDK functions directly
rather than wrapping them in a generic camera interface. This design prioritizes simplic-
ity over vendor abstraction. A generic camera interface would require translation layers

39



4.2. Sapera SDK Integration and Camera Control

for vendor-speci�c parameters (exposure, gain, white balance, packet timing, trigger modes)
which are implemented differently across vendors. For a single-SDK system, direct integra-
tion provides clearer code and eliminates unnecessary abstraction overhead.

The Sapera SDK handles cameras through several core classes. SapManager enumerates
devices on the network. SapAcqDevice represents individual cameras and controls their
parameters. SapBuffer allocates memory for captured images. SapAcqDeviceToBuf con-
nects devices to buffers, managing the acquisition pipeline. SapColorConversion trans-
forms raw sensor data (Bayer pattern) into RGB images. Our CameraManager wraps these
SDK objects, managing their lifecycle through RAII - C++ constructors acquire resources, de-
structors release them automatically.

Parallel Capture and Save Implementation

GigE Vision cameras use standard Ethernet networks limited to 1 Gigabit per second band-
width. Each captured image at 4024�3036 resolution produces approximately 35 MB of data.
The capture phase—transferring image data from cameras to memory—is fundamentally
bandwidth-limited by the GigE network. However, the subsequent save phase—writing im-
ages to disk as TIFF �les—can bene�t signi�cantly from parallelization.

The implementation uses a con�gurable thread pool where worker threads handle im-
age saving independently. The Sapera SDK manages camera acquisition with hardware-level
synchronization, while our CameraManager coordinates parallel disk writes. This separa-
tion recognizes that capture is I/O-bound (network) while saving is I/O-bound (disk) with
different bottlenecks.

Table 4.1 presents benchmark results measuring total time (capture + save) across differ-
ent worker counts. Each con�guration was tested with 5 capture cycles on 12 cameras at
4024�3036 resolution, processing 419.43 MB per capture.

Table 4.1: Parallel capture benchmark results (12 cameras, 4024�3036, 419.43 MB/capture)

Workers Avg (ms) Min (ms) Max (ms) MB/s Speedup
1 19,282 18,961 19,393 21.75 1.00�
2 14,240 14,163 14,298 29.45 1.35�
3 12,295 12,141 12,526 34.12 1.57�
4 11,444 11,304 11,568 36.65 1.68�
5 11,255 11,213 11,303 37.27 1.71�
6 10,442 10,395 10,500 40.17 1.85�

Figure 4.2 visualizes the performance scaling. Total time decreases from 19.3 seconds
(sequential) to 10.4 seconds (6 workers), achieving 1.85� speedup. The improvement comes
primarily from parallel disk writes overlapping with network transfers. Beyond 4 workers,
returns diminish as the GigE network bandwidth ( 95 MB/s practical) becomes the dominant
bottleneck. The capture phase itself remains bandwidth-limited regardless of worker count.

Camera parameter control. Each camera exposes parameters through Sapera's feature
interface. Exposure time ranges from 100 to 80,000 microseconds (0.1 to 80 milliseconds).
Gain adjusts sensor sensitivity from 0 to 10 dB. White balance has separate multipliers for
red, green, and blue channels. The software applies identical settings to all cameras before
capture to ensure consistent brightness and color across views. If one camera had different
exposure, the same surface would appear brighter in its images, confusing photogrammetry
feature matching.

Parameters persist in the SettingsManager. When the application starts, it loads previous
settings and applies them to discovered cameras. Users can override individual camera pa-
rameters if needed - sometimes camera 12 at the top of the arc needs slightly higher exposure
due to different viewing angle. These per-camera overrides save alongside global settings.
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Figure 4.2: Parallel save benchmark results. Blue bars show total time (capture + save) de-
creasing from 19.3s to 10.4s. Green bars show effective throughput increasing from 21.8 to
40.2 MB/s. The 1.85� speedup comes from parallel disk writes overlapping with bandwidth-
limited capture.

4.3 Session Management and Data Organization

Neural rendering datasets need strict version control. Researchers run experiments with dif-
ferent capture parameters - rotation step sizes, exposure settings, lighting con�gurations. If
�les overwrite each other, there is no way to reproduce previous results or compare parame-
ter changes. The SessionManager enforces organization through timestamped directories.

Timestamp-based session naming. Each capture session creates a directory named
YYYYMMDD_HHMMSS_mmm where the timestamp records down to milliseconds. Test-
ing two objects back-to-back creates separate sessions: 20241022_143052_456 and
20241022_143108_721. Even rapid succession captures get unique names. This preci-
sion matters during development - �xing a bug and rerunning a capture should create a new
session, not overwrite the previous attempt. The SessionManager generates these timestamps
automatically when CreateNewSession() is called, eliminating manual directory naming.

The �le structure follows neural rendering conventions. RealityCapture and Nerfstudio
expect images in a �at directory with consistent naming. Our structure organizes images by
capture session with camera-based naming:

neural_dataset/images/20241022_143052_456/
cam_01.tiff # Camera 1 at current turntable position
cam_02.tiff # Camera 2 at current turntable position
...
cam_12.tiff # Camera 12 at current turntable position

Images are named using the camera identi�er (cam_01 through cam_12) corresponding to
the camera's physical position on the arc. Camera 1 is positioned horizontally, while camera
12 is mounted overhead. This naming scheme ensures consistent �le ordering based on cam-
era position rather than capture timing, which is critical for parallel capture where multiple
cameras may complete simultaneously. The system supports both TIFF and RAW formats
through the capture_format_raw_ �ag.

Settings persistence. The system persists con�guration through an INI-based format
stored in settings.ini. INI (Initialization) is a simple text-based con�guration format
using sections in square brackets and key-value pairs separated by equals signs. This format
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was selected for human readability and manual editability. A custom lightweight parser han-
dles key-value serialization without external dependencies. Camera parameters, window ge-
ometry, output paths, and per-camera settings are stored as �at key-value pairs with pre�xes
indicating their category (camera_, app_, individual_). Settings are stored in the executable
directory and persist automatically during application shutdown.

4.4 Bluetooth Turntable Integration

Manual rotation in Versions 1 and 2 introduced positioning errors. Achieving exact 10-degree
increments through manual rotation proved unreliable, with errors accumulating over multi-
ple rotations. These inconsistencies degraded reconstruction quality by violating the regular
angular spacing assumption of reconstruction algorithms. Version 3's motorized turntable
eliminates manual positioning error through automated rotation.

WinRT/C++ for Bluetooth communication. Windows 10 and 11 provide Bluetooth Low
Energy support through the Windows Runtime (WinRT) API. This is a C++ interface with
coroutine support (co_await) for asynchronous operations. The alternative would be ex-
ternal Bluetooth libraries like SimpleBLE or Bluez. We chose WinRT for practical reasons
- it ships with Windows, requires no installation, and uses modern C++ patterns we were
already using elsewhere.

The WinRT API requires initialization of the Component Object Model (COM) threading
model before creating Bluetooth objects. The BluetoothManager handles device discovery
and connection. It uses BluetoothScanner to enumerate nearby devices, �ltering for the
turntable's unique device name. Once found, the manager creates a BluetoothDevice
object that connects via GATT (Generic Attribute Pro�le) services. The turntable exposes a
custom service UUID (Universally Unique Identi�er, a 128-bit identi�er used to distinguish
Bluetooth services) with characteristics for sending commands and receiving position feed-
back.

Command protocol design. The turntable accepts string-based commands over Blue-
tooth. Commands follow a simple format:

+CT,TURNANGLE=45; // Rotate 45 degrees clockwise
+CT,TURNSPEED=70; // Set rotation speed
+CR,TILTVALUE=30; // Tilt 30 degrees up
+QT,CHANGEANGLE; // Query current angle

This protocol was de�ned by the turntable vendor. String-based commands were selected
over binary protocols for debugging convenience during development. The BluetoothCom-
mands namespace provides helper functions that generate these command strings. Instead of
remembering syntax, code calls BluetoothCommands::RotateByAngle(45) which re-
turns the formatted string. This prevents typos and centralizes command de�nitions.

Commands are sent asynchronously. The BluetoothDevice class calls WriteCommand(),
which uses WinRT's co_await to send data without blocking. The UI thread continues
running while the Bluetooth operation completes in the background. When the turntable
sends a response, a callback updates the UI with the new position. This async approach
prevents the interface from freezing during multi-second rotation operations.

4.5 User Interface Design

GUI framework selection. The frontend uses WinUI 3, Microsoft's modern UI framework
for Windows applications. WinUI 3 provides the Windows 11 Fluent Design aesthetic with
native performance. Unlike web-based alternatives (Electron, React Native), WinUI 3 runs
natively without browser overhead. Compared to older frameworks like Windows Forms or
WPF, WinUI 3 offers better high-DPI support, modern styling, and active development.
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The choice to separate the UI (C#) from hardware control (C++) re�ects practical con-
straints. Industrial camera SDKs like Sapera provide C/C++ libraries only. Rather than �ght-
ing language boundaries within a single executable, the layered architecture cleanly separates
concerns. The C# frontend handles presentation logic while the C++ backend handles hard-
ware. P/Invoke bridges the gap with minimal overhead.

Wizard-Style Navigation

The interface follows a four-step wizard pattern guiding users through the capture work�ow:
Connect, Setup, Capture, and Done. This linear �ow reduces cognitive load compared to
panel-based interfaces where users must understand which controls affect which operations.
Each page focuses on one task.

Connect Page. Users discover and connect cameras and turntable. The page shows dis-
covered devices with connection status indicators. Camera discovery scans the GigE network
for Teledyne devices. Bluetooth scanning �nds the Revopoint turntable. Users cannot pro-
ceed until required hardware is connected.

Setup Page. Users con�gure capture parameters before starting. Preset buttons offer
common con�gurations: 36 positions (10° increments) or 72 positions (5° increments). Man-
ual mode allows custom position counts and rotation angles. The output folder selector de-
termines where captured images are saved. A settings dialog provides access to advanced
parameters: exposure time, gain, and worker thread count for parallel capture.

Capture Page. The main data collection interface shows real-time progress during auto-
mated capture sequences. A progress bar indicates completion percentage. Timing informa-
tion displays elapsed time and estimated remaining duration. The current turntable position
and capture state (idle, capturing, rotating, settling) appear prominently. Users can stop cap-
ture mid-sequence if problems occur.

Done Page. After capture completes, this page summarizes results: total images captured,
session folder path, and elapsed time. A button opens the output folder in Windows Explorer
for immediate veri�cation. Users can start a new capture or exit the application.

Figures 4.3 through 4.6 show the WinUI 3 interface across the capture work�ow.

4.6 Threading Model and Asynchronous Operations

Hardware operations like camera discovery, connection establishment, and full capture se-
quences are time-consuming operations. Running these on the main UI thread would freeze
the interface completely—no button would respond, no log messages would appear, the ap-
plication would seem crashed.

The solution combines background threading in the C++ backend with callback marshal-
ing to the C# frontend. Long operations run on separate threads in the DLL while the WinUI
thread continues processing UI events.

Backend threading. The C++ backend spawns worker threads for slow operations. Cam-
era discovery scans the network for GigE devices. Capture sequences use a con�gurable
thread pool for true parallel multi-camera acquisition. Bluetooth operations use WinRT's
async/await pattern. Each operation reports progress through registered callbacks.

P/Invoke callback marshaling. The frontend registers callback delegates with the back-
end during initialization. Four callback types handle different events: LogCallback for de-
bug messages, ProgressCallback for capture progress (current position, total positions), De-
viceDiscoveredCallback for newly found cameras or turntables, and CaptureCompleteCall-
back when sequences �nish. The C++ backend stores function pointers to these delegates and
invokes them from worker threads.

WinUI's DispatcherQueue handles thread safety on the C# side. When a callback �res
from a background thread, the frontend dispatches UI updates to the main thread:
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Figure 4.3: Connect page showing camera discovery (left) and Bluetooth turntable connec-
tion (right). The step indicator at top shows progress through the four-stage wizard. Green
indicators con�rm successful hardware connections.

Figure 4.4: Setup page with capture mode selection (Automated 360° or Manual), preset con-
�gurations (Quick: 36 positions at 10° steps, Detailed: 72 positions at 5° steps), output folder
selection, and capture summary showing expected image count and estimated duration.
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Figure 4.5: Capture page ready to begin automated 360° acquisition. The central Start button
initiates the capture sequence. Statistics panel tracks captures and total images. Progress
indicator shows current position out of total positions.

private void OnProgress(int current, int total) {
DispatcherQueue.TryEnqueue(() => {

ProgressBar.Value = (double)current / total * 100;
});

}

This pattern keeps hardware operations responsive while maintaining UI thread safety.
The backend focuses on hardware timing; the frontend focuses on presentation.

Debug console for backend visibility. A dedicated debug console window displays
real-time log messages from the C++ backend, providing transparency into hardware op-
erations. Figure 4.7 shows the console during a capture sequence. Each log entry includes
timestamps, operation context (REC for recording, OK for completion), and detailed status
messages. Users can monitor camera capture progress, image saving operations, and timing
between capture groups. This visibility proves essential for diagnosing issues—if a camera
fails to respond or an image save takes unexpectedly long, the console immediately reveals
the problem. The auto-scroll feature keeps the latest messages visible during long capture
sequences.

Polling for state queries. Some state information uses polling rather than callbacks. The
frontend's DispatcherTimer queries camera count, connection status, and capture state every
200–500 milliseconds. This approach works well for status displays that update continuously
rather than in response to discrete events.

4.7 Build System

The project uses a dual build process re�ecting the two-language architecture. The C++ back-
end builds with CMake, producing CaptureCore.dll. The C# frontend builds with the .NET
SDK, producing the main executable.
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Figure 4.6: Settings dialog for camera and capture parameters. Exposure time (microseconds)
and gain (dB) control image brightness. Worker thread count con�gures parallel capture
performance.

Backend build (CMake). The C++ backend uses CMake 3.16+ for con�guration. The
Sapera SDK must be installed manually from Teledyne DALSA before building. CMake �nds
the SDK through standard Windows paths. The build produces a shared library (DLL) that
exports C-style functions for P/Invoke consumption.

Frontend build (.NET). The WinUI 3 frontend uses standard .NET 8.0 tooling. The project
�le references the Windows App SDK for WinUI 3 support. Building requires Visual Studio
2022 or the .NET 8 SDK with Windows workloads. The output bundles CaptureCore.dll
alongside the main executable.

Combined build. A build script coordinates both processes: �rst building the C++ DLL,
then copying it to the .NET project's output directory, �nally building and packaging the
complete application. The open-source repository includes these scripts for straightforward
reproduction.
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Figure 4.7: Debug console showing real-time backend status during capture. Log entries dis-
play timestamps, operation states (REC/OK), camera identi�ers, and �le paths. The console
provides visibility into the C++ backend operations, helping users understand system behav-
ior and diagnose issues.

4.8 System Requirements

The software requires Windows 10/11 with .NET 8.0 runtime and the Sapera SDK installed
for Teledyne camera support. Bluetooth LE adapter is required for Revopoint dual-axis
turntable communication. Recommended system speci�cations include 16GB RAM and SSD
storage for high-speed parallel image writing. The con�gurable worker thread count allows
tuning parallel save performance—benchmarks show 1.85� speedup with 6 workers, reduc-
ing total capture-to-disk time from 19.3 to 10.4 seconds.

4.9 Making This System Reproducible

A key contribution of this implementation is enabling other researchers to replicate the multi-
camera capture setup. This section outlines the requirements and process for reproduction.

Hardware requirements. The system requires twelve Teledyne DALSA Nano-C4020 cam-
eras (or compatible GigE Vision industrial cameras), a camera mounting arc with 90-degree
coverage and adjustable positions, a 1 Gbps network switch with suf�cient ports for all
cameras, a Revopoint dual-axis motorized turntable with Bluetooth LE support, a Windows
10/11 PC with Bluetooth adapter, 16GB RAM minimum, and SSD storage recommended.
Detailed speci�cations are provided in Chapter 3.

Software dependencies. The system requires Teledyne DALSA Sapera SDK (free down-
load from vendor), CMake 3.16 or later for C++ backend build, Microsoft Visual Studio 2022
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with C++20 support, .NET 8.0 SDK with Windows App SDK for WinUI 3 frontend, and source
code available at the open-source repository.

Setup process. Replicating the system involves mounting cameras on arc structure at cal-
culated positions (see methodology chapter for geometry), connecting cameras to network
switch via GigE, con�guring network adapter for jumbo frames (9000 byte MTU recom-
mended), installing Sapera SDK and con�guring camera network discovery, building the
C++ backend with CMake and the C# frontend with .NET SDK, pairing Bluetooth turntable
via Windows settings, and calibrating camera positions and turntable center alignment. Es-
timated setup time for experienced users is one to two days. The primary skill requirements
are C++/C# compilation experience and basic networking knowledge.

Cost and accessibility. Total hardware cost is approximately $30,000-40,000 USD (primar-
ily camera cost). This is signi�cantly lower than commercial photogrammetry systems which
typically cost $100,000+. The open-source software eliminates licensing fees and enables cus-
tomization for speci�c research requirements.

Comparison to alternatives. Unlike commercial systems (e.g., RealityCapture's camera
rigs), this implementation provides full source code access, enabling modi�cations for dif-
ferent camera models, custom capture sequences, or integration with other neural rendering
pipelines. The modular architecture allows researchers to replace components (e.g., swap
Bluetooth turntable for motorized rail) without complete rewrites.

4.10 RealityCapture Reconstruction Work�ow

After image capture, reconstruction requires estimating camera poses and generating 3D
models. RealityCapture serves as our primary tool rather than COLMAP, which is the de-
fault in most neural rendering pipelines.

Why RealityCapture Over COLMAP

COLMAP assumes consistent lighting across input images. This assumption fails in both our
capture scenarios. In the studio, four softbox area lights remain stationary while the turntable
rotates (see Section 3.1). As the object turns, re�ections shift and shadows fall differently rel-
ative to the cameras—the same surface patch appears bright from one turntable angle and
shadowed from another. This rotation-dependent lighting variation confuses COLMAP's
feature matching. Outdoors at Gränsö Castle, images captured over several hours show sig-
ni�cant illumination changes as the sun moved.

COLMAP failed to produce usable alignments on our studio datasets and fragmented out-
door sequences into disconnected components. RealityCapture's matching algorithm han-
dles lighting inconsistency more robustly, successfully aligning images that COLMAP could
not process.

ArUco Markers for Robust Alignment

ArUco markers printed on the �ducial disc provide reliable features when objects lack texture
or have re�ective surfaces. RealityCapture matches these markers across views �rst, estab-
lishing camera geometry, then incorporates whatever object features exist. When markers
are partially occluded by large objects, the control point tool allows manual correspondence
marking across images, typically requiring three to �ve points to merge fragmented compo-
nents.
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Alignment and Export

RealityCapture's structure-from-motion creates separate components when images fail to
align together. The highest aligned component—containing the most registered cameras—
goes forward for subsequent processing.

Photogrammetric mesh generation uses the high quality reconstruction mode, with vertex
count and texture resolution adjusted based on object complexity.

Camera transforms export from the aligned component through a Python script that con-
verts RealityCapture's coordinate convention to Nerfstudio's transforms.json format.
Scale calibration relies on the known �ducial disc diameter (200mm) as reference.

4.11 Nerfstudio Training Pipeline

Nerfstudio provides a uni�ed framework for training neural radiance �eld variants and
serves as the platform for all neural rendering experiments in this thesis.

Environment and Data Preparation

The training environment uses conda with Python 3.11, PyTorch 2.7, CUDA 12.8, and Nerfs-
tudio 1.1. All experiments run on an NVIDIA RTX 5090 (32GB VRAM).

Nerfstudio expects images in an images/ subdirectory with camera parameters in
transforms.json. For studio objects, images are 4112×3008; for Gränsö Castle, SLR images
are 3840×2560 and drone images are 5280×3956. We downsample by factor 0.5 for training.
The camera optimizer is disabled since RealityCapture poses are already re�ned.

Model Selection

We evaluate two methods available in Nerfstudio:

• Nerfacto: The default NeRF implementation combining proposal sampling, hash en-
coding, and appearance embedding. We train for 50,000 iterations.

• Splatfacto: 3D Gaussian Splatting implementation with real-time rendering capability.

Evaluation

We report three standard metrics: PSNR for pixel-level accuracy, SSIM for structural similar-
ity, and LPIPS for perceptual quality. Nerfstudio holds out every 8th image for evaluation
by default, measuring novel view synthesis on unseen viewpoints. The built-in web viewer
enables interactive quality inspection, and export functions generate point clouds for com-
parison with photogrammetric reconstructions.

4.12 System Limits and Constraints

While the implementation successfully achieves automated multi-camera capture, several
constraints should be acknowledged.

Platform dependency. The system requires Windows 10/11 due to the WinRT Bluetooth
API used for turntable control and the Windows-only Sapera SDK. The implementation is
designed speci�cally for Windows environments.

Vendor lock-in. Direct integration with the Sapera SDK limits the system to Teledyne
DALSA cameras. Supporting other industrial camera vendors (e.g., Basler, FLIR) would re-
quire either implementing vendor-speci�c camera managers or developing a generic camera
abstraction layer. The current architecture facilitates such extension but does not provide it
out-of-box.
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Network topology constraints. The system assumes all cameras connect to a single 1
Gbps network switch. Scaling beyond 12-15 cameras would require either multiple network
adapters with separate camera groups, 10 Gbps network infrastructure, or sequential capture
with longer total acquisition times. Current bandwidth validation prevents unsafe con�gu-
rations but does not optimize camera-to-group assignment for multi-adapter scenarios.

Real-time preview limitations. The system does not provide live video streaming from all
cameras simultaneously. Continuous multi-camera video preview would consume the entire
1 Gbps network bandwidth, preventing actual image capture. The system provides single-
camera snapshot preview instead, which is suf�cient for static object capture work�ows.
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5 Results

This chapter presents reconstruction results from the multi-view capture systems described in
Chapter 3. Four primary result categories are evaluated: studio object reconstructions com-
paring photogrammetry and neural rendering approaches, smartphone-based polarization
validation demonstrating specular re�ection mitigation, large-scale outdoor reconstruction of
Gränsö Castle, and automated image capture system software. Each section includes visual
comparisons, quantitative metrics, and analysis of method-speci�c strengths and limitations.

5.1 Studio Object Reconstructions: Photogrammetry vs. Neural
Rendering

Studio objects were reconstructed using both RealityCapture photogrammetry and neural
rendering methods (Nerfacto and Splatfacto). This section presents visual comparisons
and quantitative evaluation across different material types, highlighting the complementary
strengths of geometric and volumetric reconstruction approaches.

Dataset Overview

The studio dataset comprises objects selected to represent diverse reconstruction challenges:
diffuse materials (matte ceramics, toys, statues), semi-glossy surfaces (painted objects), highly
re�ective materials (glazed pottery, metal), and transparent/refractive elements (glass vase).
Each object was captured using the V3 motorized turntable system with 12 cameras at evenly
distributed vertical angles (0° to 90°) and 36 turntable positions (10° increments), yielding
432 images per object. The complete dataset of 15 objects is publicly available on the Internet
Archive [38].

Figure 5.1 shows all 15 captured objects. Table 5.1 summarizes the captured objects and
reconstruction outcomes across different methods.

Dataset Intensity Distribution Analysis

Figure 5.3 shows intensity histograms for representative images from each object. The analy-
sis reveals distinct intensity patterns across the 15 objects, driven primarily by material prop-
erties and lighting interaction.
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Figure 5.1: Overview of all 15 studio objects captured in the dataset. Each object was pho-
tographed from 12 camera angles at 36 turntable rotation positions, yielding 432 images per
object.
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Figure 5.2: The publicly released studio objects dataset on the Internet Archive. The dataset
includes all 432 images per object (12 cameras � 36 turntable positions), camera calibration
data, and RealityCapture project �les. Available at https://archive.org/details/
captured_objects_dataset.

Table 5.1: Studio object dataset composition by material type

Object Material Type
Banana Diffuse
Bear Diffuse
Bilboquet Diffuse
Cauldron Specular/Metal
Dog Diffuse
Flowerpot Diffuse
Frog Diffuse
Pedestal Diffuse
Plantplot Diffuse
Pot Specular/Glossy
Pumpkin Diffuse
Skull Diffuse
Spray Diffuse/Semi-glossy
Stone Diffuse
Vase Glass Refraction/Transparent
Pumpkin Diffuse
Skull Diffuse
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Intensity distribution. Most objects concentrate pixels in the low intensity range due to
dark backgrounds. Dog shows the highest concentration with 98.56% of pixels below inten-
sity 31, followed by Vase Glass at 98.38% and Cauldron at 96.68%. Pumpkin, Skull, Flower-
pot, and Spray differ signi�cantly, with only 78.27%, 81.30%, 80.78%, and 88.61% in the low
range respectively. These objects show broader histogram distributions spanning mid and
high intensity bins due to bright textured regions and prominent specular highlights.

Brightness levels. Luminance values vary substantially across objects. Skull ranks bright-
est at 39.24, followed by Pumpkin at 37.24 and Flowerpot at 33.52. The darkest objects are
Vase Glass at 10.64 and Dog at 12.45. Skull and Pumpkin contain bright colored material un-
der direct illumination. Vase Glass concentrates energy near zero with only sparse high-end
spikes from specular re�ections.

Dynamic range. We computed dynamic range as the difference between 95th and 5th
percentile pixel values for each RGB channel, then averaged the three channels. This robust
metric excludes extreme outliers while capturing actual intensity spread. Skull achieves the
highest dynamic range at 208.7, followed by Spray at 186.3 and Flowerpot at 171.7. These
values indicate pixels spanning from near-black to near-white. Pumpkin shows 139.3, while
mid-range contrast appears in Pedestal at 85.3 and Pot at 68.0. Low-contrast scenes include
Frog at 30.7 and Stone at 34.7. High dynamic range correlates with prominent highlights:
Skull shows 7.64% pixel coverage in the high-intensity bin, Pumpkin shows 5.13%, and Spray
shows 4.83%, while most other objects stay below 1%.

Color balance. Red-dominant scenes include Banana, Bear, Flowerpot, Pedestal, Plantpot,
Pot, Pumpkin, Skull, Spray, and Stone. Blue-dominant scenes include Bilboquet, Cauldron,
Dog, Frog, and Vase Glass. Pumpkin shows the strongest red bias with a red-green difference
of +23.86, far exceeding other objects due to its bright orange color. Bear follows at +4.95
and Banana at +3.71. Flowerpot shows the largest green-blue difference at +5.93, indicating a
warm greenish palette, while Pumpkin reaches +10.77 in green-blue difference.

Information density. Channel entropy measures how uniformly intensity values dis-
tribute across the histogram. Pumpkin peaks at 4.923 bits, followed by Skull at 4.316 bits
and Flowerpot at 4.262 bits. These high values indicate richer, more uniformly distributed in-
tensities. Spray reaches 3.793, Vase Glass reaches 3.390, and Pot reaches 3.040. Low-variance
scenes show lower entropy: Dog at 2.247 and Bilboquet at 2.194. Entropy broadly tracks dy-
namic range but captures how intensity mass spreads across histogram bins. Broad, textured
distributions raise entropy even at moderate brightness levels.

Table 5.2: Color statistics and luminance for studio objects

Object Lum. Mean R Mean G Mean B Dom. R-G
Banana 15.22 17.46 13.75 14.43 Red +3.71
Bear 15.94 19.03 14.08 14.70 Red +4.95
Bilboquet 14.48 15.33 12.78 15.34 Blue +2.55
Cauldron 13.32 13.98 11.53 14.45 Blue +2.45
Dog 12.45 12.94 10.58 13.83 Blue +2.37
Flowerpot 33.52 37.11 34.69 28.76 Red +2.41
Frog 14.01 14.75 12.28 14.99 Blue +2.47
Pedestal 19.33 20.81 18.07 19.11 Red +2.74
Plantpot 17.28 19.22 15.69 16.94 Red +3.53
Pot 21.10 22.28 19.84 21.20 Red +2.44
Spray 26.89 28.53 27.58 24.57 Red +0.95
Stone 14.55 15.59 12.91 15.17 Red +2.68
Vase Glass 10.64 10.67 10.12 11.13 Blue +0.54
Pumpkin 37.24 56.74 32.88 22.11 Red +23.86
Skull 39.24 44.51 41.33 31.89 Red +3.17

54



5.1. Studio Object Reconstructions: Photogrammetry vs. Neural Rendering

Figure 5.3: Intensity histograms for all 15 objects (log scale). Each histogram shows pixel
distribution from representative captures. Most objects concentrate pixels in low-intensity
ranges due to dark backgrounds. Flowerpot and Spray show broader distributions with sig-
ni�cant mid and high-range coverage from textured surfaces and highlights.
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Table 5.3: Dynamic range and intensity distribution coverage

Object DR Mean Low % Mid % High %
Banana 27.3 95.20 4.48 0.32
Bear 38.0 90.30 9.56 0.14
Bilboquet 8.7 97.56 1.60 0.84
Cauldron 9.3 96.68 3.11 0.21
Dog 11.3 98.56 1.23 0.20
Flowerpot 171.7 80.78 15.62 3.59
Frog 30.7 93.62 6.18 0.21
Pedestal 85.3 90.58 9.20 0.22
Plantpot 62.0 91.01 8.78 0.21
Pot 68.0 90.65 7.34 2.02
Spray 186.3 88.61 6.57 4.83
Stone 34.7 94.68 5.11 0.21
Vase Glass 9.0 98.38 1.31 0.31
Pumpkin 139.3 78.27 16.60 5.13
Skull 208.7 81.30 11.07 7.64
Low: 0-31, Mid: 32-191, High: 192-255; DR Mean: average RGB dynamic range (95th-5th percentile)

Table 5.4: Information density (entropy) by RGB channel

Object Entropy R Entropy G Entropy B Mean
Banana 2.367 2.444 2.215 2.342
Bear 2.951 3.001 2.597 2.850
Bilboquet 2.161 2.284 2.137 2.194
Cauldron 2.251 2.370 2.190 2.271
Dog 2.219 2.348 2.174 2.247
Flowerpot 4.288 4.357 4.141 4.262
Frog 2.428 2.562 2.384 2.458
Pedestal 2.652 2.781 2.606 2.679
Plantpot 2.690 2.809 2.609 2.702
Pot 3.007 3.143 2.971 3.040
Spray 3.816 3.870 3.695 3.793
Stone 2.372 2.496 2.313 2.394
Vase Glass 3.385 3.516 3.269 3.390
Pumpkin 4.873 5.149 4.748 4.923
Skull 4.260 4.409 4.279 4.316

COLMAP Alignment Failure

COLMAP was tested as an alternative structure-from-motion pipeline but failed to recon-
struct any of the 15 objects. Feature matching succeeded for only 2 images out of 432 per ob-
ject (0.5% success rate). The failure was caused by inconsistent lighting across the turntable
rotation sequence. As the object rotates, different surfaces face the area lights at different
angles, creating signi�cant brightness variation between consecutive captures. COLMAP's
feature descriptor matching is sensitive to these photometric changes, particularly when ro-
tation creates large intensity differences in corresponding regions.

RealityCapture proved more robust to lighting inconsistencies, successfully aligning all
432 images per object. This robustness likely stems from RealityCapture's proprietary
matching algorithms that account for illumination variation, whereas COLMAP's standard
SIFT/AKAZE descriptors expect approximately constant brightness between corresponding
features. The lighting sensitivity demonstrates a critical limitation when using COLMAP for
turntable capture without strictly uniform illumination.
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Reconstruction Results Comparison

Figures 5.4, 5.5, and 5.6 present side-by-side comparisons of all reconstruction methods across
the 15 studio objects. Each row shows one object with four columns: input image, Reality-
Capture photogrammetry, Nerfacto (NeRF), and Splatfacto (3DGS). This layout enables direct
visual comparison of method performance on identical data.

Figure 5.4: Reconstruction comparison for objects 1–5 (Banana, Bear, Bilboquet, Cauldron,
Dog). Columns show input image, RealityCapture mesh, Nerfacto rendering, and Splatfacto
rendering.

RealityCapture successfully reconstructed 13 of 15 objects. Two objects failed: Spray (fea-
tureless white plastic) and Vase Glass (transparent material). Both Nerfacto and Splatfacto
successfully rendered all 15 objects, demonstrating their ability to handle challenging mate-
rials where traditional photogrammetry fails.
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Figure 5.5: Reconstruction comparison for objects 6–10 (Flowerpot, Frog, Pedestal, Plantpot,
Pot). Flowerpot shows N/A for RealityCapture due to low alignment rate.
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Figure 5.6: Reconstruction comparison for objects 11–15 (Spray, Stone, Vase Glass, Pumpkin,
Skull). Spray and Vase Glass show N/A for RealityCapture due to featureless and transparent
surfaces respectively.
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Studio Object Alignment Quality

Table 5.5 presents the RealityCapture alignment quality metrics for all studio objects. Re-
projection error measures camera pose accuracy: lower values indicate more precise pose
estimation.

Table 5.5: Studio object alignment quality metrics from RealityCapture

Object Aligned Tie Points Mean Err. Median Err. Track Len.
Banana 369/432 (85%) 17,524 0.68 px 0.58 px 4.54
Bear 432/432 (100%) 242,345 0.63 px 0.51 px 4.76
Bilboquet 385/432 (89%) 15,162 0.62 px 0.50 px 4.16
Cauldron 396/432 (92%) 25,971 0.65 px 0.55 px 4.52
Dog 422/432 (98%) 59,799 0.55 px 0.43 px 4.57
Flowerpot 118/720 (16%) 4,167 0.52 px 0.38 px 3.82
Frog 432/432 (100%) 58,483 0.59 px 0.48 px 6.64
Pedestal 432/432 (100%) 81,859 0.64 px 0.55 px 6.68
Plantpot 358/432 (83%) 46,298 0.55 px 0.42 px 5.74
Pot 637/720 (88%) 55,160 0.62 px 0.48 px 3.18
Pumpkin 720/720 (100%) 168,175 0.76 px 0.67 px 4.07
Skull 720/720 (100%) 83,278 0.71 px 0.61 px 4.29
Spray Failed - featureless surface
Stone 432/432 (100%) 69,826 0.53 px 0.39 px 8.32
Vase Glass Failed - transparent/refractive surface

Of the 15 objects, 13 achieved successful alignment with sub-pixel mean reprojection er-
ror (0.52–0.76 pixels), indicating high-accuracy camera pose estimation suitable for neural
rendering. Two objects failed: Spray (featureless white plastic surface lacks texture for fea-
ture matching) and Vase Glass (transparent/refractive material causes inconsistent feature
appearance). Six objects achieved 100% alignment rate, while others ranged from 83–98%.
Note that some objects were captured with 720 images (20 cameras � 36 positions) rather
than 432 images (12 cameras � 36 positions) due to system upgrades during data collection.

Material-Speci�c Reconstruction Quality

Different reconstruction methods exhibit distinct performance characteristics based on mate-
rial properties.

Diffuse Materials

Matte, diffuse objects achieve near-complete reconstruction across all methods. RealityCap-
ture produces geometrically accurate meshes suitable for measurement. Nerfacto and Splat-
facto match or exceed visual quality, though geometric measurements should use photogram-
metric meshes due to NeRF's volumetric representation lacking explicit surface de�nition.

Glossy and Re�ective Surfaces

Semi-glossy and re�ective objects reveal signi�cant method differences. Missing geometry
correlates directly with highlight locations - featureless bright re�ections prevent depth esti-
mation, creating visible holes in reconstructed meshes.

NeRF-based approaches circumvent this limitation entirely. By modeling view-dependent
appearance, the network learns to reproduce highlights at correct positions without requiring
geometric features at those locations. Nerfacto and Splatfacto both achieve visually complete
reconstruction of glossy objects, accurately rendering moving highlights that photogramme-
try cannot handle.
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Quantitative Evaluation

Table 5.6 presents quantitative metrics for novel view synthesis quality. Test views (held out
during training) are rendered and compared against ground truth photographs using PSNR,
SSIM, and LPIPS metrics.

Table 5.6: Novel view synthesis quality metrics per object for Nerfacto and Splatfacto

Object
Nerfacto Splatfacto

PSNR ^ SSIM ^ LPIPS _ PSNR ^ SSIM ^ LPIPS _
Banana 24.72 0.864 0.248 36.01 0.980 0.068
Bear 20.34 0.418 0.474 36.01 0.940 0.126
Bilboquet 23.38 0.820 0.367 36.70 0.972 0.077
Cauldron 22.55 0.855 0.310 29.90 0.895 0.117
Dog 20.88 0.692 0.440 40.78 0.983 0.096
Flowerpot 24.88 0.836 0.153 30.95 0.963 0.085
Frog 21.65 0.698 0.455 37.91 0.948 0.092
Pedestal 22.15 0.697 0.207 34.64 0.960 0.103
Plantpot 22.21 0.755 0.471 36.11 0.978 0.073
Pot 12.13 0.572 0.597 20.21 0.892 0.207
Pumpkin 24.73 0.887 0.278 30.70 0.933 0.180
Skull 21.44 0.911 0.192 29.77 0.956 0.095
Spray 21.71 0.925 0.149 29.28 0.964 0.079
Stone 26.08 0.940 0.134 38.69 0.975 0.068
Vase Glass 22.25 0.089 0.132 31.39 0.950 0.089
Average 22.07 0.731 0.307 33.27 0.953 0.104

Splatfacto outperforms Nerfacto across all objects. Average PSNR improvement of 11.20
dB (33.27 vs 22.07) indicates signi�cantly better pixel-level accuracy. SSIM gains (0.953 vs
0.731) show superior structural preservation. LPIPS reduction (0.104 vs 0.307) demonstrates
better perceptual quality. The most dramatic improvements appear for challenging objects:
Bear improved from SSIM 0.418 to 0.940, and Vase Glass from 0.089 to 0.950. Even the worst-
performing object (Pot) achieved acceptable quality with Splatfacto (PSNR 20.21) compared
to near-failure with Nerfacto (PSNR 12.13). Splatfacto also trains faster ( 40 minutes vs 80
minutes for 50,000 iterations at 0.5× resolution). The explicit Gaussian representation pro-
vides both quality and speed advantages over implicit volumetric methods for studio-scale
bounded scenes.

5.2 Smartphone Polarization Validation

Smartphone-based polarization experiments validated the cross-polarization approach for
specular re�ection mitigation before full studio integration. A single test object - a highly re-
�ective glazed ceramic vase - was captured with and without polarization �ltering to quantify
reconstruction improvement.

Experimental Setup

The test object was captured using a smartphone camera (iPhone) mounted on a tripod. Lin-
ear polarizers were attached to both the camera lens and the phone's LED �ash for cross-
polarization setup. The object was placed on the turntable and rotated through 36 positions
(10° increments) with the polarizers in two con�gurations:

• Without polarization: Polarizers removed, standard photography

• With cross-polarization: Lens and �ash polarizers oriented at 90° to each other

Each con�guration yielded 36 images processed through RealityCapture for photogram-
metric reconstruction.
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Visual Comparison

Figure 5.7 presents the reconstruction comparison. Without polarization, the glazed vase ex-
hibits strong specular highlights that move with viewpoint. RealityCapture fails to match
these highlight regions across views, resulting in incomplete alignment and substantial geo-
metric holes. With cross-polarization, specular re�ections are suppressed, exposing underly-
ing diffuse surface texture. Feature matching succeeds across all views, producing complete
surface reconstruction.

(a) Without polarization (b) With cross-polarization

Figure 5.7: Smartphone polarization validation results comparing captured vase reconstruc-
tions. (a) Without polarization: reconstruction exhibits substantial geometric holes where
specular highlights prevented feature matching. (b) With cross-polarization: specular re�ec-
tions suppressed, enabling complete surface reconstruction with visible calibration target for
scale reference.

The visual comparison demonstrates that cross-polarization effectively suppresses spec-
ular re�ections while preserving diffuse surface detail. The reconstruction transitions from
failed (incomplete geometry with holes) to successful (complete surface coverage). This val-
idation con�rms the approach works for specular objects before implementing it in the full
studio system.

These results validated the polarization approach for the full studio system integration
described in Section 3, demonstrating that cross-polarization enables photogrammetric re-
construction of highly re�ective objects that would otherwise fail completely.

5.3 Gränsö Castle Large-Scale Reconstruction

The Gränsö Castle dataset tests reconstruction at building scale. With 5,262 images of the
historic castle site, processing demands signi�cant memory and computation time from both
photogrammetric and neural rendering software.
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