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POPULÄRVETENSKAPLIG SAMMANFATTNING

I sin berömda novell föreställde sig Jorge Luis Borges Biblioteket i Babel, en enorm samling
som innehåller varje möjlig kombination av bokstäver och ord. Det rymmer alla böcker som
har skrivits, alla som kan skrivas, och alla sanningar som väntar på att upptäckas. Ett
sådant bibliotek är dock oanvändbart – om allt påstås vara giltigt, är ingenting det. All
relevant information går förlorad i oändliga permutationer av symboler, om det inte finns
en bibliotekarie som kan sålla fram det väsentliga.

Vi ställde oss frågan: kan ett sådant bibliotek existera för material?

Alla material omkring oss, från stålet i broar till kislet i mobiltelefoner, är uppbyggda av
atomer ordnade i upprepade mönster, så kallade kristallstrukturer. Rummet av möjliga
arrangemang verkar obegränsat, men naturen skapar ordning. Kristaller följer symmetri-
regler, kodade i matematiska objekt kallade Wyckoff-positioner, som inte beskriver exakt
var atomer sitter, utan hur de relaterar till varandra genom symmetri. Dessa relationer är
diskreta och kan räknas.

Denna avhandling undersöker vad som händer när vi slutar vandra och i stället börjar kata-
logisera. Vi enumererar systematiskt kristallstrukturer genom att skriva ner varje symmetri-
tillåten kombination av relevanta grundämnen upp till en given komplexitet. Resultatet är
en katalog med 39 miljarder distinkta ritningar för möjliga kristallstrukturer.

För att gallra denna enorma samling byggde vi Wren (Wyckoff Representation Learning), en
maskininlärningsmodell som navigerar katalogen och identifierar vilka hyllor som är värda
att öppna. Genom att läsa symmetriinformation förutsäger Wren termodynamisk stabilitet
och reducerar miljarder möjligheter till några tusen som förtjänar närmare granskning.

För att omvandla ritningar till faktiska kristallstrukturer använder vi maskininlärda in-
teratomära potentialer, snabba approximationer till kvantmekaniska lösningar, som kan
utvärdera strukturer på sekunder i stället för timmar. Modellerna är kraftfulla men inte
perfekta, och vi utvärderar därför deras prestanda på oordnade legeringar samt hur väl de
återger energilandskap, vilket vägleder deras användning.

Trots att vi fokuserar på välstuderade delar av det periodiska systemet finner vi omkring en
halv miljon kristallstrukturer som är stabila eller nästan stabila. Vi tillämpar även ramverket
på röntgendiffraktionsdata, vilket gör det möjligt att invertera tidigare oidentifierade XRD-
signaler till konkreta kristallstrukturer.

Även med enumeration och maskininlärning förblir rummet av alla kombinationer oändligt,
och vårt bibliotek – hur stort det än är – är inte det. För att gå bortom detta lärde vi en
modell att föreställa sig nya volymer. WyckoffDiff, en diffusionsbaserad generativ modell,
producerar nya kristallstrukturer som respekterar symmetri men sträcker sig bortom både
vår katalog och existerande databaser, och vissa av dessa är stabila och realiserbara.

Genom att kombinera symmetristyrd uppräkning, maskininlärningsstyrning och högpreste-
rande beräkningar kan vi katalogisera hela regioner av materialrymden och lära oss att
navigera dem effektivt.

Borges Biblioteket i Babel var ett tankeexperiment om oändlighet och mening – eller snarare
dess frånvaro. Biblioteket och ramverket i denna avhandling är däremot något annat. Det
är sökbart, och till skillnad från Borges ändlösa korridorer kommer detta med både en karta
och en bibliotekarie. För att citera min handledare: ”its actually useful”.
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POPULAR SUMMARY

In his famous short story, Jorge Luis Borges imagined the Library of Babel, a vast collection
containing every possible arrangement of letters and words. It holds all books that have been
written, all that could be written, and all truths waiting to be discovered. Of course, such a
library is useless - If everything is asserted to be valid, nothing is. Any relevant information
is lost among endless permutations of symbols, unless there is a librarian who can accurately
sieve through the library and present only the relevant information.

One could ask- could such a library exist for materials ?

Every material around us, from the steel in bridges to the silicon in phones, is built from
atoms arranged in repeating patterns known as crystal structures. The space of possible
arrangements seem limitless. But nature imposes order. Crystals obey rules of symmetry,
encoded in mathematical objects called Wyckoff positions, which describe not exactly where
atoms sit, but how they relate to one another through symmetry. Crucially, these relations-
hips are discrete and can be counted.

This thesis explores what happens when we stop wandering and start cataloguing. We
systematically enumerate crystal structures by writing down every symmetry-allowed com-
bination of relevant elements up to a defined complexity. The result is a catalogue of 39
billion distinct blueprints for possible crystal structures. To shortlist this huge collection,
We built Wren (Wyckoff representation learning), a machine-learning model that navigates
the catalogue and identifies which shelves are worth opening. By reading symmetry infor-
mation, Wren predicts thermodynamic stability and narrows billions of possibilities down
to a few thousand that merit closer inspection.

To turn blueprints into actual crystal structures, we use machine-learned interatomic po-
tentials which are fast approximations to quantum mechanical solutions, that evaluate
structures in seconds rather than hours. These models are powerful but imperfect, so we
benchmark their performance on disordered alloys and probe how faithfully they reproduce
energy landscapes, revealing both strengths and limitations that guide their use throughout
the framework.

Despite focusing on well-studied regions of the periodic table, we find roughly half a mil-
lion crystal structure to be stable or nearly stable. We also apply the framework to Xray
diffraction data, allowing previously unidentified XRD signals to be inverted into concrete
crystal structures.

Even with enumeration and learning, the space of all combinations still remains infinite
and our library, vast as it is, is not. To go beyond it, we taught a model to imagine new
volumes. WyckoffDiff, a diffusion based generative model, produces novel crystal structures
that respect symmetry but extend beyond both our catalogue and existing databases, and
some of these predicted structures are indeed stable and viable.

By combining symmetry-aware enumeration, machine-learning guidance, and high-
performance computing, we can catalogue entire regions of materials space and learn how to
navigate them efficiently. Borges Library of Babel was a thought experiment about infinity
and and meaning (or rather, absence thereof). The library and the framework built in this
thesis is ofcourse, different. It is searchable, and unlike Borges’ endless corridors, this one
comes with a map and a librarian, and to quote my supervisor- ”it’s actually useful”.

iv



ABSTRACT

Discovering new crystalline materials lies at the frontier of modern materials science, driv-
ing innovation in energy storage, catalysis, semiconductors, and beyond. The vastness
of the chemical and structural space poses a profound challenge: the number of possible
atomic arrangements grows prohibitably large with system size and composition. Tradi-
tional first-principles methods such as density functional theory (DFT) have revolutionized
materials discovery, but their high computational cost limits large-scale exploration. This
work addresses the combinatorial bottleneck by bringing together two complementary di-
mensions of modern materials discovery: data-driven predictions using machine learning
and high-performance computing.

The work presented in this thesis builds on a symmetry-aware representation of crystal
structures called protostructures, based on Wyckoff positions: a coordinate free description
of symmetry related atomic sites. This formulation transforms the continuous space of
atomic coordinates into a discrete and combinatorially enumerable one. We developed a
machine learning model, Wren, which is trained on this representation to provide fast es-
timates of stability and guide exploration toward promising regions of structural space. A
GPU-accelerated workflow using machine-learning-based interatomic potentials and paral-
lelized screening allows for the evaluation of billions of candidate structures within practical
timeframes.

Building on this framework, the presented work enumerates 39 billion binary and ternary
compounds spanning the chemical space from lithium to bromine, identifying over 88,000
new structural prototypes, and about half a million new crystal structures within a stability
limit of 100 meV/atom. The approach is further applied to experimentally unresolved
powder diffraction data, where it reconstructs crystal structures consistent with measured
patterns, demonstrating the workflow’s ability to uncover physically realizable materials
beyond known prototypes.

To explore even broader regions of structural complexity, this work introduces WyckoffDiff, a
diffusion-based generative model that produces novel, symmetry-consistent protostructures
beyond the training distribution, some predicted to be thermodynamically stable.

Since pretrained interatomic potentials form the foundation of this work, their quality was
examined through two complementary studies. The first benchmarks their accuracy in re-
producing mixing enthalpies across disordered alloys. The second investigates how these po-
tentials capture the topology of potential energy surfaces by probing energy variations along
symmetry-constrained pathways, showing how different machine-learning potentials repre-
sent local minima and saddle points, and other artifacts. These two benchmarks provides
insight into their reliability for structure prediction, and the resulting findings informed the
selection and parametrization of models used throughout our screening framework.

Altogether, the work presented in this thesis demonstrates that the combination of coarse
grained screening, ML-based interatomic potentials, and high-performance computing can
dramatically accelerate the discovery of previously unseen crystal structures. The frame-
work presented in the thesis expands the boundaries of computational materials discovery
and represents a step toward a large-scale, perhaps even comprehensive, mapping of all
stable crystal structures permitted by chemistry and symmetry.
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CHAPTER 1
Introduction

The certitude that some shelf in some hexagon held
precious books was the reason for their sleeplessness.

— Jorge Luis Borges, The Library of Babel

The discovery of new materials underpins progress across energy, elec-
tronics, and sustainability technologies, from batteries and photovoltaics to
catalysts and semiconductors [1]. Despite its importance, materials discovery
remains slow and inefficient. Traditional development relies heavily on expert
intuition and iterative experimentation, often requiring decades for a material
to reach technological maturity.

This inefficiency arises from the vastness of materials design space. A
crystalline material is defined by its composition and atomic arrangement,
and even modestly complex compositions lead to astronomical numbers of
possibilities [2, 3]. Only a small fraction of these candidates can be explored
experimentally or computationally. Thermodynamic stability, typically as-
sessed via formation energies computed using density functional theory (DFT)
[4], provides a first filter for identifying viable materials. Large computational
databases such as the Materials Project [5], AFLOW [6], OQMD [7], Alexan-
dria [8] etc have systematised this approach and enabled data-driven research
at unprecedented scale.

However, these databases remain incomplete and biased toward exper-
imentally known structures and their elemental substitutions [9]. Exhaus-
tive exploration is infeasible: each DFT calculation requires significant com-
putational resources, limiting screening campaigns to a tiny subset of pos-
sible structures. Crystal structure prediction (CSP), the task of identify-
ing the most stable atomic arrangement for a given composition, remains
a grand challenge due to the complexity of the underlying potential energy
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1. Introduction

surface [10]. While global optimisation methods and prototype-based substi-
tution approaches have achieved notable successes, they either scale poorly or
are restricted to known structural motifs.

Machine learning offers a promising route to overcome these limitations.
ML models, particularly machine-learned interatomic potentials, can approx-
imate DFT-level energies at a fraction of the computational cost [11, 12, 13].
Recent universal potentials trained across diverse chemistries enable rapid
structure relaxation and large-scale screening without system-specific retrain-
ing [14, 15, 16]. These developments open the possibility of exploring far
larger regions of structural space than previously accessible, though questions
remain regarding their reliability for subtle stability comparisons.

An important complementary strategy is to exploit crystalline symme-
try as an organising principle. Crystal structures are classified by space
groups and Wyckoff positions, enabling a discrete, coordinate-free description
in terms of structural prototypes. Enumerating symmetry-distinct prototypes
for a given composition provides a finite and tractable search space that cap-
tures essential structural diversity while dramatically reducing complexity.
Combined with fast, approximate energy models, this symmetry-guided per-
spective offers a systematic framework for accelerating materials discovery
beyond the limits of traditional approaches.

1.1 Scope of this thesis

This thesis develops a computational framework for crystal structure discov-
ery that integrates symmetry-aware representations, machine learning, and
high-performance computing. Central to the approach is a coordinate-free,
symmetry-based description of crystal structures called protostructures, which
exploits the discrete, enumerable nature of crystallographic symmetry to re-
cast the continuous space of atomic configurations into a combinatorial search
space. This enables systematic, large-scale exploration of structural possi-
bilities. To make this exploration computationally feasible, the framework
couples machine-learning models for fast stability estimation, with GPU-
accelerated relaxation workflows based on ML interatomic potentials, trans-
forming structure discovery from a serial, CPU-bound task into a massively
parallel process capable of screening billions of candidates within practical
timeframes.

The thesis is organised around 7 research contributions, each addressing
aspect of the materials discovery problem. Figure 1.1 provides a schematic
overview of how these contributions interconnect.

Paper I
Title: Rapid discovery of stable materials by coordinate-free coarse graining
R. E. A. Goodall, A. S. Parackal, F. A. Faber, R. Armiento, A. A. Lee

2



1.1. Scope of this thesis

In: Science Advances 8, eabn4117 (2022)
Contribution: Contributed to investigation and methodology, took part
in the discussions and analysis of the results. Developed alternative imple-
mentations of ML models, which aided the analysis (especially related to the
TAATA dataset), performed DFT calculations for the final screening.

Paper II
Title: Wyckoff set regression for materials discovery
R. E. A. Goodall, A. S. Parackal, F. A. Faber, R. Armiento, A. A. Lee
In: Third Workshop on Machine Learning and the Physical Sciences
(NeurIPS, 2020)
Contribution: Took part in the discussions and analysis of the results.

Summary: These two papers introduces the machine learning model called
Wren (Wyckoff Representation Regression) that predicts formation energies
directly from protostructure representations. By coarse-graining the infi-
nite space of atomic coordinates into a combinatorially enumerable space,
Wren enables rapid prescreening of candidate structures. The model demon-
strates exceptional precision in identifying theoretically stable materials,
discovering 1569 compounds below the known convex hull from just 5675
DFT calculations. This work establishes the principle that symmetry-aware,
coordinate-free representations can support accurate property prediction
while enabling systematic exploration of structural space.

Paper III
Title: Identifying crystal structures beyond known prototypes from x-ray
powder diffraction spectra
A. S. Parackal, R. E. A. Goodall, F. A. Faber, R. Armiento
In: Physical Review Materials 8, 103801 (2024)
Contribution: Performed all calculations and took the leading role in
preparing the manuscript, review process etc.

Summary: This paper applies the Wren framework to resolve experimental
powder diffraction data into complete crystal structures. Many diffraction
patterns in databases like the ICDD remain structurally unresolved, suggest-
ing the existence of undiscovered prototypes. By combining Wyckoff-based
enumeration with structural refinement that explores symmetry-allowed de-
grees of freedom, we identify structures consistent with measured patterns
and validate them using DFT, confirming the discovery of novel Wyckoff
arrangements not present in existing databases. This work also introduces
httk-symgen, a python library central to this thesis.The codebase enables
symmetry-constrained geometry optimisation, systematic enumeration of
Wyckoff assignments for given compositions and space groups, and efficient
sampling of candidate structures from protostructures. Written using mod-
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1. Introduction

ern machine learning frameworks, httk-symgen integrates seamlessly with
interatomic potentials written in popular ML frameworks, enabling the high-
performance workflows employed throughout this work.

Paper IV
Title: Evaluating and improving the predictive accuracy of mixing enthalpies
and volumes in disordered alloys from universal pretrained machine learning
potentials
L. Casillas-Trujillo, A. S. Parackal, R. Armiento, B. Alling
In: Physical Review Materials 8, 113803 (2024)
Contribution: Proposed and created programs necessary for the evaluation
of machine learning models used in the paper and performed transfer learn-
ing of the MACE model. Contributed to the writing of the initial draft of
manuscript as well as updates during the review process.

Summary: The paper evaluates the reliability of universal pretrained MLIPs
for predicting mixing enthalpies and volumes in disordered alloys. These prop-
erties involve subtle energy differences that test the limits of model accuracy.
Our analysis reveals that while universal potentials cannot directly reproduce
mixing energies with sufficient precision for quantitative predictions, their
performance can be improved through targeted retraining. These findings
inform the appropriate use of MLIPs as a viable tool outside of the standard
benchmark use-cases.

Paper V
Title: Screening of 39 billion protostructures for materials discovery
A. S. Parackal, F. Trybel, F. A. Faber, R. Armiento
In: Review (arXiv:2601.21393)
Contribution: Conception of the project with R. Armiento and F. A. Faber,
wrote the code and performed all calculations, analysis and the initial draft
of the manuscript.

Summary: The paper presents the large-scale application of the enu-
meration methodology: a high-throughput screening campaign evaluating
up to 39 billion protostructures across binary and ternary compositions.
By combining Wren-based prescreening with MLIP relaxation and convex
hull analysis, we identify around half a million new protostructures within
100 meV/atom of stability that are not present in existing databases. The
screening finds approximately 88,000 new structural prototypes, representing
a substantial expansion in known structural diversity. The work demon-
strates that systematic enumeration, guided by ML, can access previously
unexplored regions of materials space.
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1.1. Scope of this thesis

Paper VI
Title: Symmetry-restricted energy landscapes as a benchmark for machine
learned interatomic potentials
A. S. Parackal, R. Armiento, F. Trybel
In: Review (arXiv:2602.02237)
Contribution: Conception of the project with F. Trybel and R. Armiento,
wrote the code and performed all calculations, wrote the initial draft of the
manuscript.

Summary: The paper investigates the fidelity of MLIPs in reproducing the
topology of potential energy surfaces. Rather than relying solely on valida-
tion errors or materials discovery metrics, we probe energy variations along
symmetry-constrained pathways defined by Wyckoff degrees of freedom. This
approach enables direct visual comparison between model predictions and
DFT reference calculations, revealing how different potentials capture local
minima, saddle points, and barrier heights. The analysis identifies artifacts
and failure modes that are not apparent from standard benchmarks, provid-
ing insights that guide model selection and highlight areas for improvement.

Paper VII
Title: WyckoffDiff: A Generative Diffusion Model for Crystal Symmetry
F. E. Kelvinius, O. Andersson, A. S. Parackal, D. Qian, R. Armiento, F.
Lindsten
In: Proceedings of the 42nd International Conference on Machine Learning
(ICML) 267, 15130 (2025)
Contribution: Preparation of training dataset and contributed to the
source code with O. Andersson, contributed to the implementation of FWD
metric with F. E. Kelvinius, performed DFT and phase stability calculations,
contributed to writing of manuscript.

Summary: The paper addresses the fundamental limitation of complexity-
bounded enumeration that was employed in Paper V- no matter how large
the enumerated space, it remains finite by construction. To extend beyond
this limit, we introduce WyckoffDiff, a diffusion-based generative model that
operates on the same Wyckoff representation. Unlike enumeration, which
exhaustively covers a defined region, generative models can propose novel
structures outside the training distribution. WyckoffDiff generates symmetry-
consistent protostructures, some of which are predicted to lie below the convex
hull of thermodynamic stability. This approach complements enumeration by
targeting the infinite structural space beyond complexity restrictions.

Together, these contributions establish a comprehensive framework for
accelerated crystal structure discovery. The methodology begins with
symmetry-aware representations that enable systematic enumeration, uses
ML models to guide and accelerate evaluation, validates candidates through
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1. Introduction

first-principles calculations, and extends beyond enumeration limits through
generative modelling.

Not included publication
Title: Na in diamond: High spin defects revealed by the ADAQ high-
throughput computational database
J. Davidsson, W. Stenlund, A. S. Parackal, R. Armiento, I. A. Abrikosov
In: npj Computational Materials 10, 109 (2024).

1.2 Outline of the Thesis

This thesis is divided into two parts. Part I provides background and an
overview of the theoretical concepts and computational methods used in the
seven papers, and establishes the relationships between them. Part II com-
prises the seven papers themselves.
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1.2. Outline of the Thesis

Figure 1.1: Overview of the included manuscripts.
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CHAPTER 2
Theoretical Representation

of Materials

Symmetry is also economy. Symmetry is simplicity.
Symmetry is elegance.

- Alan Lightman

In this chapter we discuss group theory, and how we use formulations from
group theory for understanding crystal structures and its applications.

2.1 Group Theory and Symmetry

A group consists of a set of elements (denoted, for example, {A,B,C, . . .}) to-
gether with a binary operation ○ (such as addition or multiplication) satisfying
the following properties:

1. Closure: The product of any two elements in the group yields an ele-
ment that is also in the group; i.e., A ○B = C where C belongs to the
group.

2. Identity: There exists an identity element I such that I ○A = A ○ I = A
for every element A.

3. Inverse: For every element A, there exists an inverse element A−1 such
that A−1 ○A = A ○A−1 = I.

4. Associativity: (A ○B) ○C = A ○ (B ○C).

9



2. Theoretical Representation of Materials

(a) Symmetry operations
of a single water molecule,
forming the point group
C2v = {E,C2, σv(xz), σv(yz)}.

a
c

b

(b) One of the crystal structures of
ice (Ih). Structure data obtained
from the Materials Project (mp-
703459) and visualized using VESTA
[18].

Figure 2.1: From point group to space group symmetry. (a) An isolated water
molecule exhibits only point group operations that leave a central point fixed. (b)
In a crystal, translational symmetry is added: the entire structure is invariant under
discrete translations along the lattice vectors.

A group is called abelian (or commutative) if A ○B = B ○A for all A,B ∈ G.
The number of elements in a group, denoted ∣G∣, is called its order. Groups
with finite order are called finite groups or discrete groups, and these play a
central role in crystallography [17].

2.1.1 Group-theoretic description of symmetry
A symmetry operation is a transformation that leaves an object unchanged.
For example, rotating a circle by any angle about its center returns the original
circle- this is an example of a continuous symmetry, since infinitely many
rotations leave the circle invariant. Similarly, an infinitely tiled chessboard
can be translated by two rows (or columns) and remain indistinguishable from
the original. Discrete symmetries arise in finite objects. Consider a water
molecule, H2O (see Fig 2.1a). The two hydrogen atoms are separated by a
bond angle of 104.5○, and the molecule possesses three symmetry operations:
a two-fold rotation C2 about the z-axis, and two mirror planes σv(xz) and
σv(yz) [17].

These symmetry operations form a group under composition (applying one
operation after another). One can verify that this set satisfies all group prop-
erties: the identity is the trivial operation (doing nothing), each operation has
an inverse (e.g., C−12 = C2, since rotating twice returns the original configu-
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2.2. The Crystal Structure and Its Mathematical Foundation

ration), and composition is associative. In crystallography, such groups are
called point groups, because they consist of operations that leave at least
one point fixed.

Just as sliding a chessboard illustrates translation symmetry, we can con-
sider a periodic arrangement of molecules called a crystal. Ice, for instance,
consists of water molecules arranged on a repeating lattice. This introduces
translational symmetry alongside the point group operations. In three dimen-
sions, combining all possible point group and translation operations yields 230
distinct groups, known as space groups. We shall see more about this clas-
sification in the following sections.

2.2 The Crystal Structure and Its Mathematical
Foundation

A crystal is an idealized, infinitely repeating arrangement of atoms in three-
dimensional space. This periodicity means that the entire structure can be
generated by translating a representative cluster of atoms (called a motif)
through all vectors of a mathematical lattice [19, 20].

A lattice in three dimensions is the set of all points

R = n1a1 + n2a2 + n3a3 (2.1)

where n1, n2, n3 ∈ Z and a1,a2,a3 are primitive translation vectors. The
lattice is purely geometric; it contains no information about atoms. A crystal
structure emerges when we associate a motif with each lattice point:

Crystal Structure = Lattice +Motif. (2.2)

Two crystals may share the same lattice but differ in their motif (e.g., dia-
mond and silicon), or share the same atomic arrangement but differ in lattice
parameters.

A region of space that fills the crystal without gaps or overlaps under
lattice translations is called a unit cell. The choice is not unique: a primi-
tive cell contains exactly one lattice point and has minimal volume, while a
conventional cell may be larger but makes the full symmetry apparent.

Consider the face-centered cubic (FCC) lattice as an example (Figure 2.2).
The primitive unit cell of this lattice is a rhombohedron whose edges connect
a corner of the conventional cube to the three adjacent face centers. These
primitive vectors have equal length a/

√
2 (where a is the conventional cubic

lattice parameter) and meet at angles of 60 - a geometry that bears no obvious
relation to cubic symmetry. The conventional cell, by contrast, is a cube of
edge length a with lattice points at all eight corners and at the centers of all
six faces. Because each corner point is shared among eight adjacent cubes
and each face-center point is shared between two cubes, the conventional cell
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2. Theoretical Representation of Materials

Figure 2.2: The face-centered cubic (FCC) lattice showing the primitive cell (rhom-
bohedron, shaded) within the conventional cubic cell. The primitive vectors a1, a2,
a3 connect a corner to the three adjacent face centers.

contains 8 × 1
8
+ 6 × 1

2
= 4 lattice points. This four-fold volume increase is the

price for a description in which the fourfold axes (90○ rotations about face
normals), threefold axes (120○ rotations about body diagonals), and mirror
planes are immediately apparent.

2.3 Bravais Lattices and Lattice Systems

Not all lattices are equivalent. The requirement that a lattice be compatible
with certain rotational symmetries constrains the possible lattice types. In
1850, Auguste Bravais showed that there are 14 distinct Bravais lattices
in three-dimensional space, a theoretical result that received experimental
confirmation decades later through X-ray diffraction [21].

The terms lattice system, crystal system, and crystal family are often used
interchangeably, but they arise from distinct classification schemes [22]. Lat-
tice systems classify Bravais lattices by the symmetry of their metric ten-
sor [23], which imposes constraints on the cell parameters that the lattice ge-
ometry must satisfy. Crystal systems classify crystallographic point groups
by their rotational symmetry content. Crystal families are coarser group-
ings that merge systems related by centering conventions [22].

There are 7 lattice systems, 7 crystal systems, but only 6 crystal families.
The discrepancy arises because the trigonal crystal system can be described
using either a rhombohedral or hexagonal lattice, placing it in the same crystal
family as the hexagonal system [24].

The 14 Bravais lattices are distributed among seven lattice systems,
defined by the relationships between the lattice parameters a, b, c (the mag-
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2.4. Point Groups

nitudes of the basis vectors) and the angles α,β, γ between them. In order of
decreasing symmetry, they are [25]:

Table 2.1: The seven lattice systems, their lattice parameter constraints, and
associated Bravais lattices.

Lattice System Lattice Parameters Angles (○) Bravais Lattices
Cubic a = b = c α = β = γ = 90 P , I, F
Hexagonal a = b ≠ c α = β = 90, γ = 120 P
Tetragonal a = b ≠ c α = β = γ = 90 P , I
Rhombohedral a = b = c α = β = γ ≠ 90 R
Orthorhombic a ≠ b ≠ c α = β = γ = 90 P , I, F , C
Monoclinic a ≠ b ≠ c α = γ = 90, β ≠ 90 P , C
Triclinic a ≠ b ≠ c α ≠ β ≠ γ P

Within each lattice system, multiple Bravais lattice types may exist de-
pending on the centering- whether the lattice is primitive (P ) or contains
additional lattice points at the body center (I, from German Innenzentriert),
face centers (F ), or base centers (A, B, or C). The rhombohedral centering
(R) appears only in the rhombohedral lattice system [22]. The total of 14 Bra-
vais lattices, (rather than 7 × 6 = 42), arises because not all centerings yield
distinct lattices in all lattice systems - some centerings reduce to primitive
lattices or to each other through an alternative choice of unit cell [19].

2.4 Point Groups

While the lattice describes translational symmetry, crystals also possess point
symmetry - symmetry operations that leave at least one point fixed. These
operations include rotations, reflections, inversions, and rotoinversions (com-
binations of rotation and inversion). The collection of all point symmetry
operations that leave a crystal invariant forms a mathematical group called
the point group of the crystal.

For crystallographic applications, not all point symmetries are compatible
with the periodicity of a lattice. Specifically, only rotations of order 1, 2,
3, 4, and 6 are allowed (five-fold and higher-than-six-fold rotational symme-
tries cannot tessellate three-dimensional space periodically). This is known
as the crystallographic restriction theorem, which limits the possible point
groups [20].

In three dimensions, there are exactly 32 crystallographic point
groups, also known as crystal classes. Each point group is a subgroup
of the full orthogonal group O(3), which contains all rotations and reflec-
tions. The 32 point groups are distributed among the seven crystal systems:
the triclinic system has 2 point groups, monoclinic has 3, orthorhombic has
3, tetragonal has 7, trigonal has 5, hexagonal has 7, and cubic has 5.
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2. Theoretical Representation of Materials

Point groups are denoted using either the Schoenflies notation (common in
spectroscopy and molecular physics) or the Hermann-Mauguin notation (stan-
dard in crystallography) [22]. The Hermann-Mauguin symbols directly encode
the symmetry elements present: for example, 4/m2/m2/m (often abbreviated
4/mmm) indicates a fourfold rotation axis with a perpendicular mirror plane,
along with additional twofold axes and mirror planes in specified directions.

The point group of a crystal determines many of its physical properties.
For instance, only crystals belonging to non-centrosymmetric point groups
(those lacking an inversion center) can exhibit piezoelectricity, and only a
subset of these can exhibit pyroelectricity or ferroelectricity [26].

2.5 Space Groups

The translational symmetry of the Bravais lattice and the point group sym-
metry compatible with it combine in the space group, which is the full
symmetry group of an ideal crystal structure [27]. A space group consists
of all symmetry operations translations, rotations, reflections, inversions, and
their combinations that map the crystal structure onto itself [17].

The combination of point symmetry with translational periodicity intro-
duces symmetry operations not present in either point groups or pure trans-
lation groups: screw axes and glide planes [17]. A screw axis combines a
rotation with a fractional translation parallel to the axis; a glide plane com-
bines a reflection with a fractional translation parallel to the plane. Their
existence means that a space group is not simply the direct product of the
point group and the translation group. A space group is symmorphic if a
coordinate system can be chosen such that all non-translation generators have
zero translational part [23].

Fedorov, Barlow, and Schoenflies independently showed by the end of the
nineteenth century, through pure group-theoretical reasoning, that there are
exactly 230 space-group types in three dimensions. Every crystalline ma-
terial must possess one of these 230 symmetries [27]. Each space-group type
is assigned a number from 1 to 230 in the International Tables for Crystal-
lography [22]. This numbering follows a systematic order through the crystal
systems and point groups, with lower numbers corresponding to lower sym-
metry.

In a more strict view, one should distinguish between a space group and
a space group type [23]. A space group is the symmetry group of a specific
crystal structure, characterized by definite lattice parameters and atomic coor-
dinates. A space-group type, by contrast, is one of the 230 possible ways that
crystallographic symmetry operations can be combined in three-dimensional
space, independent of specific lattice dimensions [28]. Two crystals may share
the same space-group type (e.g., both described by Fm3̄m) while having dif-
ferent space groups because their lattice parameters differ. The 230 space
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groups enumerated by Fedorov and Schoenflies are, strictly speaking, space-
group types; the number of actual space groups is infinite [28, 3]. However,
it is common throughout the literature, including the papers included in this
thesis, to use ‘space group’ as synonymous with ‘space-group type’.

2.6 Site-Symmetry Groups

Not all positions in a crystal have the same local symmetry environment.
Some positions lie on special symmetry elements such as rotation axes, mirror
planes, or inversion centers; while others occupy general positions that are
not fixed by any symmetry operation except the identity.

The site-symmetry group (also called the stabilizer in group-theoretic
language) of a position x is the set of all symmetry operations in the space
group that leave x invariant [28, 29]:

S(x) = {g ∈ G ∣ g ⋅ x = x}. (2.3)

The site-symmetry group is always a subgroup of the space group. Because
translations cannot fix any point (except trivially), the site-symmetry group
contains no pure translations and is therefore isomorphic to a point group
- specifically, to one of the 32 crystallographic point groups or one of their
subgroups.

For a general position that does not lie on any special symmetry element,
the site-symmetry group contains only the identity operation: S(x) = {1}.
Such positions have the lowest possible site symmetry. For a special posi-
tion that lies on a rotation axis, mirror plane, inversion center, or their inter-
section, the site-symmetry group contains additional operations. For example,
a position on a twofold rotation axis has site-symmetry group 2 (containing
the identity and the 180 rotation), while a position at an inversion center has
site-symmetry group 1̄.

The site symmetry strongly constrains the physical properties of atoms
occupying a given crystallographic position. According to Neumann’s princi-
ple, any physical property of a crystal must be invariant under the symmetry
operations of its point group, thereby restricting all tensorial material prop-
erties including those governing optical, electronic, and magnetic responses
[30].

The multiplicity of an orbit is inversely related to the order of the site-
symmetry group. If ∣G/T ∣ denotes the number of operations in the point group
part of the space group (the order of the quotient of the space group by its
translation subgroup) and ∣S(x)∣ is the order of the site-symmetry group, then
the number of equivalent positions per unit cell is

Multiplicity = ∣G/T ∣
∣S(x)∣

. (2.4)
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This relationship reflects the orbit-stabilizer theorem from group theory [28,
22].

2.7 Crystallographic Orbits

When we place an atom at a position x in a crystal with space group G,
the symmetry operations of G generate an infinite set of positions that are
all symmetrically equivalent to x. This infinite set of equivalent positions is
called a crystallographic orbit (or simply an orbit) [31].

Formally, the crystallographic orbit of a position x under the space group
G is defined as [32]

O(x) = {g ⋅ x ∣ g ∈ G} (2.5)

where g ⋅ x denotes the action of the symmetry operation g on the point x.
Because the space group includes infinitely many operations (including all
lattice translations), every orbit contains infinitely many points. However,
within a single unit cell, only a finite number of these points appear, and this
number is called the multiplicity of the orbit within the unit cell, as explained
in the previous session.

The concept of the crystallographic orbit is fundamental because it cap-
tures the physical reality of equivalent atomic sites. If an atom occupies
position x, then by symmetry, atoms of the same type must occupy all posi-
tions in the orbit O(x). The orbit is the most basic unit of crystallographic
equivalence.

2.8 Wyckoff Positions

A Wyckoff position classifies crystallographic orbits by their site-symmetry
groups. Two orbits belong to the same Wyckoff position if and only if their
site-symmetry groups are conjugate subgroups of the space group. Two
subgroups S1 and S2 of a group G are conjugate if there exists an element g ∈ G
such that S2 = gS1g−1. Conjugate subgroups represent the same symmetry
in a different location or orientation; positions with conjugate site-symmetry
groups are therefore physically equivalent.

If a position has no special symmetry (site-symmetry group = {1}), its
orbit belongs to the general Wyckoff position. If a position lies on spe-
cial symmetry elements, its orbit belongs to a special Wyckoff position
determined by which symmetry elements it lies on.

Wyckoff positions are labeled a, b, c, . . . , z, α, beginning from the position
with the highest site symmetry [22]. The general position is always labeled
with the last letter. The notation 4c designates four symmetry-equivalent
points belonging to Wyckoff position c within the unit cell. For example,
in space group I222 (No. 23), the Wyckoff position 4e has multiplicity 4,
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2.8. Wyckoff Positions

site symmetry 2.., and representative coordinates (x,0,0) where x is a free
parameter (see Table 2.2).

A distinction needs to be made between a crystallographic orbit and a
Wyckoff position. A single Wyckoff position may encompass infinitely many
distinct crystallographic orbits, differing in the values of their free coordinate
parameters. In the example above, the positions (0.21,0,0) and (0.38,0,0)
generate different crystallographic orbits, but both belong to Wyckoff position
4e. Two crystal structures sharing the same Wyckoff sequence but differing
in the specific coordinates are called isopointal structures. Only when all
coordinates are fixed by symmetry does a one-to-one correspondence exist
between a Wyckoff position and a unique crystallographic orbit [33, 28].

2.8.1 Wyckoff sets and Normalizers
In some space groups, multiple Wyckoff positions exist that are related by the
affine normalizer of the space group. The affine normalizer consists of all
affine transformations (including those that may change the lattice parame-
ters) that map the space group onto itself. Wyckoff positions related by the
affine normalizer form a Wyckoff set [28, 22].

Table 2.2: Wyckoff sets of space group I222 (No. 23). Data obtained from the
Bilbao Crystallographic Server [34].

Letter Mult SS Rep. Equivalent WP under
Euclidean normalizer

Equivalent WP under
affine normalizer

k 8 1 (x, y, z) k k
j 4 ..2 (0, 1

2
, z) ij efghij

i 4 ..2 (0,0, z) ij efghij
h 4 .2. (1

2
, y, 0) gh efghij

g 4 .2. (0, y,0) gh efghij
f 4 2.. (x,0, 1

2
) ef efghij

e 4 2.. (x,0,0) ef efghij
d 2 222 (0, 1

2
,0) abcd abcd

c 2 222 (0,0, 1
2
) abcd abcd

b 2 222 (1
2
,0,0) abcd abcd

a 2 222 (0,0,0) abcd abcd

Table 2.2 illustrates this for space group I222. The six Wyckoff positions
from 4e to 4j each have site symmetry 2, but lie on twofold axes parallel to
different crystallographic directions. Despite this distinction, they all belong
to a single Wyckoff set under the affine normalizer. However, if the lattice
parameters satisfy a ≠ b ≠ c, positions on differently oriented axes cannot
be physically equivalent. The Euclidean normalizer, which preserves the
actual metric of the lattice, is more restrictive: it relates only 4e with 4f , 4g
with 4h, and 4i with 4j. The physical equivalence of Wyckoff positions thus
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2. Theoretical Representation of Materials

depends on both the space-group symmetry and the metric symmetry of the
lattice.

2.9 Wyckoff Sequences, Prototypes, and
Protostructures

A Wyckoff sequence is essentially a fingerprint for the combinatorial arrange-
ment of atoms in a crystal. Rather than specifying exact coordinates, it simply
records which Wyckoff positions are occupied in a given space group, listed in
a standardized order. Two structures sharing the same Wyckoff sequence are
called isopointal-they have the same topological pattern of site occupancies
even if their actual atomic positions and lattice parameters differ.

The term prototype generally refers to a template that captures the es-
sential structural features shared by a family of related crystals. A Wyckoff
prototype makes this precise: it specifies a space group together with a list
of occupied Wyckoff positions, but leaves both the atomic species and the co-
ordinate degrees of freedom unspecified. It answers the question “what kind
of sites are occupied?” without saying which atom or exactly where. A pro-
tostructure extends this concept by additionally specifying the elemental
assignment of each Wyckoff position [35, 36]. While a prototype describes the
geometric template, a protostructure identifies which chemical species occu-
pies each site. Two structures share the same protostructure if and only if
they have the same space group, the same occupied Wyckoff positions, and
the same element on each position.

The AFLOW labeling scheme provides a practical notation for these con-
cepts [37, 38]. A prototype label encodes the anonymous formula, Pearson
symbol, space group number, and occupied Wyckoff letters in a single string.
For instance, AB_cF8_225_a_b is a prototype label for rocksalt-like structures.
Appending element assignments after a colon converts this into a protostruc-
ture label; the corresponding label for rocksalt is AB_cF8_225_a_b:Na-Cl.

To ensure uniqueness, these labels must be normalized. The same phys-
ical structure can be described using different choices of origin or unit cell
orientation, each leading to a different assignment of Wyckoff letters. These
equivalent descriptions are related by transformations in the affine normalizer
of the space group [34]. The canonical form is selected as the one whose label
appears first when sorted by the sum of the alphabetical indices of the Wyckoff
letters1 and, secondarily, lexicographically by the order in which they appear
in the label. This normalization renders the labels origin-independent, ensur-
ing that equivalent structures receive identical labels regardless of arbitrary
choices made in their original description.

1Wyckoff letters are indexed as a = 1, b = 2, . . . , z = 26, α = 27. Space group Pmmm (No.
47) has the most Wyckoff positions (27).
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Table 2.3: An excerpt of the coset representatives of the affine normalizer and
transformed Wyckoff positions for space group I222 (No. 23), obtained from Bilbao
tables. The Wyckoff positions occupied by BaAg2SnSe4 are highlighted in red.

No. Coset Representative Transformed WP

1 x, y, z
⎛
⎜
⎝

1 0 0 0
0 1 0 0
0 0 1 0

⎞
⎟
⎠

a b c d e f g h i j k

2 x + 1
2
, y, z

⎛
⎜
⎝

1 0 0 1
2

0 1 0 0
0 0 1 0

⎞
⎟
⎠

b a d c e f h g j i k

⋮

17 y, z, x
⎛
⎜
⎝

0 1 0 0
0 0 1 0
1 0 0 0

⎞
⎟
⎠

a d b c g h i j e f k

⋮

As a concrete example of this normalization, consider BaAg2SnSe4,
an orthorhombic crystal structure reported by Assoud et al [39], avail-
able from Materials Project with identifier mp-569114. The Wyck-
off positions reported in Materials Project yield the protostructure
label A2BC4D_oI16_23_j_a_k_c:Ag-Ba-Se-Sn, consistent with AFLOW-
XtalFinder [38]. The occupied Wyckoff positions are j (Ag2), a (Ba), k (Se4),
and c (Sn). As shown in Table 2.2, these positions belong to sets that are
equivalent under the affine normalizer of space group I222. Table 2.3 lists
selected coset representatives of this normalizer and the resulting Wyckoff
position permutations.

Applying transformation 17 (x, y, z → y, z, x) maps the occupied Wyckoff
positions as a → a, c → b, j → f , and k → k, yielding the new set {a, b, f, k}.2
Since no other transformation produces a smaller sum, the canonical proto-
structure ID is A2BC4D_oI16_23_f_a_k_b:Ag-Ba-Se-Sn.

2.10 Applications of Symmetry

2.10.1 X-ray diffraction
The discovery of X-ray diffraction by crystals in 1912 by Friedrich, Knipping,
and von Laue [40, 41] provided the first direct experimental evidence that
crystals possess a periodic atomic structure. This technique is a powerful
method for determining crystal structures and illustrates how crystallographic
symmetry manifests in physical measurements.

2The sum of alphabetical indices for the original positions is σ({j, a, k, c}) = 10+1+11+
3 = 25, while for the transformed positions σ({f, a, k, b}) = 6 + 1 + 11 + 2 = 20.
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2. Theoretical Representation of Materials

X-rays interact with a crystal primarily with electron clouds surrounding
each atom. The oscillating electric field causes electrons to re-emit secondary
radiation, and the total scattered wave is the coherent superposition of contri-
butions from every electron in the sample. The electron density ρ(r) within
a crystal is periodic, reflecting the translational symmetry of the lattice. This
periodicity allows expression as a Fourier series:

ρ(r) = 1

V
∑
G

FG e−2πiG⋅r, (2.6)

where V is the unit cell volume and the sum runs over all reciprocal lattice
vectors G = ha∗ + kb∗ + lc∗. The Fourier coefficients FG are the structure
factors, encoding complete structural information.

The condition for constructive interference was formulated by W.L. Bragg
in 1913 [42]. For lattice planes (hkl) with spacing dhkl, X-rays of wavelength
λ striking at angle θ interfere constructively when the path difference equals
an integer number of wavelengths

2dhkl sin θ = nλ. (2.7)

Equivalently, diffraction occurs when the scattering vector Q = k′−k coincides
with a reciprocal lattice vector (the Laue condition). For elastic scattering
(∣k′∣ = ∣k∣ = 2π/λ), all possible scattering vectors trace a sphere of radius 2/λ
in reciprocal space-the limiting sphere. Only reciprocal lattice points within
this sphere can give rise to diffraction peaks.

While the Laue condition determines where peaks occur, their intensity is
governed by the structure factor. For a unit cell containing N atoms:

Fhkl =
N

∑
j=1

fj (
sin θhkl
λ
) e2πi(hxj+kyj+lzj), (2.8)

where (xj , yj , zj) are fractional coordinates of the jth atom [27]. The atomic
scattering factor fj describes how strongly each atom scatters X-rays and
depends on the scattering angle through s = sin θ/λ. At zero angle, f(0) = Z
(the atomic number); at higher angles, destructive interference within the
electron cloud reduces scattering. This angular dependence is approximated
by:

f(s) = Z − 41.78214 s2
4

∑
i=1
ai e

−bis2 , (2.9)

where coefficients ai and bi are tabulated for each element [27].
The structure factor reveals how symmetry influences diffraction. The

phase factor e2πi(hxj+kyj+lzj) depends on atomic positions constrained by
space group symmetry. Symmetry-equivalent atoms contribute phase fac-
tors that can combine constructively, destructively, or in fixed relationships
depending on the reflection indices. In some cases this leads to reflections
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for which the structure factor Fhkl vanishes identically, known as systematic
absences, which provide characteristic fingerprints for identifying the space
group.

The measured intensity is proportional to ∣Fhkl∣2, modified by geometric
factors. For powder diffraction the intensity is given by

Ihkl = ∣Fhkl∣2 ⋅mhkl ⋅
1 + cos2(2θhkl)

sin2(θhkl) cos(θhkl)
, (2.10)

where mhkl is the multiplicity factor for symmetry-equivalent reflections. The
angular term is the Lorentz-polarisation factor: cos2(2θ) arises from polari-
sation, while the denominator accounts for varying diffraction geometry.

These equations establish that a complete diffraction pattern can be cal-
culated from three quantities: lattice parameters (determining dhkl and hence
θhkl), fractional coordinates, and chemical species (determining scattering fac-
tors). In simulation, one constructs the reciprocal lattice, identifies all points
Ghkl within the limiting sphere, calculates Bragg angles and structure factors,
and computes intensities with the Lorentz-polarisation correction.

However, this formulation omit several factors present in experiments.
Thermal motion causes atoms to vibrate about equilibrium positions, reduc-
ing peak intensities through the Debye-Waller factor [27] e−2B sin2 θ/λ2 , where
B is the atomic displacement parameter; this effect increases with scattering
angle. Peak broadening arises from instrumental effects and sample charac-
teristics such as finite crystallite size (related to broadening via the Scherrer
equation [43]) and microstrain. Preferred orientation in powder samples mod-
ifies relative intensities when crystallites align preferentially [44]. Absorption
attenuates X-rays depending on composition and path length. Background
contributions originate from air scattering, fluorescence, and amorphous com-
ponents, among other sources [45].

Despite these limitations, simulated patterns remain invaluable for
phase identification and structural validation. The correspondence between
symmetry-constrained atomic arrangements and their diffraction signatures
exemplifies how space group mathematics connects to observable quantities,
and further discussions can be found in Paper III.

2.10.2 The asymmetric unit and symmetry reduced
configuration space

Crystallographic symmetry partitions the unit cell into equivalent regions,
allowing computational work to be restricted to a single representative region
called the asymmetric unit or ASU. This is the minimal region from which
the entire structure can be generated by applying all symmetry operations of
the space group [22]. For a space group with n operations per unit cell, the
ASU occupies volume 1/n of the conventional cell. For example, space group
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Wyckoff a

Wyckoff d

Wyckoff l

Figure 2.3: Visualization of the ASU (light cyan region) for space group 200
(Pm3̄) showing the asymmetric unit from which the complete crystal structure can
be generated through symmetry operations. Atoms occupying Wyckoff positions
within the wedge are shown as solid squares, colored by their respective Wyckoff
positions (indicated as multiplicity-Wyckoff letter): 1a (red), 3d (green) and 24l
(blue). The general position l can be seen in the inside of the asymmetric unit,
while the special positions a and d can be seen at the corners. Translucent circles
indicate symmetry equivalent atoms generated outside the ASU.

Pm3̄ (No. 200) with 24 generator operations has an ASU comprising 1/24 of
the unit cell volume3 (See Fig 2.3).

Wyckoff positions inherently encode this spatial partitioning. Each Wyck-
off position places at least one representative atom within the ASU, with space
group operations generating all equivalent positions throughout the crystal.
General Wyckoff positions, lying in the interior of the wedge, exhibit full
multiplicity n. Special Wyckoff positions occupy the wedge boundaries (sur-
faces, edges, or corners) where symmetry elements reside. When the wedge
is expanded back to the full unit cell through symmetry operations, these
boundary positions overlap with their symmetry-equivalent images, directly
explaining their reduced multiplicities.

This reduction has significant computational implications. The number of
occupied Wyckoff positions equals the number of symmetrically distinct atoms
in the asymmetric unit, providing a natural measure of structural complex-
ity (See Section 5.4 and Paper V for further discussions). In symmetry-
constrained geometry optimization, atomic movements are restricted to the
ASU, reducing independent coordinates by the multiplicity factor of each po-

3ASU boundaries obtained from [46]. The wedge forms a pyramid with base area
(1/2)2 and height 1/2 in fractional coordinates, giving volume ( 1

3
bh) 1

24
of the unit cell,

corresponding to the 24 symmetry operations of this space group.
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sition while minimizing memory requirements and dimensionality of the con-
figuration space [47].

2.10.3 Disordered materials
Real materials often deviate from perfect crystalline order. Disorder can man-
ifest in various forms such as vacancies, interstitial atoms, stacking faults, or
the random occupation of crystallographic sites by different atomic species.
Such disorder profoundly influences material properties, including mechanical
strength, electronic transport, thermal conductivity, and phase stability [48].

High-entropy alloys exemplify the importance of configurational disorder.
These materials, containing multiple principal elements in near equiatomic ra-
tios, exhibit exceptional mechanical properties including high strength, duc-
tility, and corrosion resistance, attributed in part to their disordered solid-
solution structure [49].

Configurational disorder, where multiple atomic species share the same
crystallographic site with certain probabilities, can be described within the
symmetry framework of this chapter. Rather than assigning a single element
to each Wyckoff position, one specifies a statistical probability of occupation
by more than one element. For practical first-principles calculations, such
disorder is implemented using supercells that realize specific instances of these
occupation probabilities. The special quasi-random structure (SQS) method,
introduced by Zunger et al. [50], provides a systematic approach to construct
supercells whose local correlation functions best approximate those of a truly
random alloy. SQS represent the optimal periodic supercell approximation to
the disordered state for a given number of atoms [51], and have been widely
applied to predict thermodynamic, electronic, and mechanical properties of
disordered alloys [52].
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CHAPTER 3
First-Principles Methods

for Materials Modeling

We demand rigidly defined areas of doubt and uncertainty.
— Douglas Adams

The exploration of crystal structure space described in this thesis relies
fundamentally on the ability to compute and assess thermodynamic stabil-
ity of predicted materials without prior experimental input. Density func-
tional theory provides this capability, enabling the evaluation of millions of
hypothetical structures against competing phases. This chapter presents the
theoretical foundations underlying these calculations, from the quantum me-
chanical many-body problem to the practical approximations that make high-
throughput screening feasible. We also discuss the sources and magnitudes
of computational uncertainty, which propagate directly into the reliability of
stability predictions.

3.1 Density Functional Theory

We begin with the exact quantum mechanical description of interacting elec-
trons and nuclei, then introduce the successive approximations that lead to
the Kohn-Sham equations.

3.1.1 The many-body Schrödinger equation
The fundamental description of a quantum mechanical system is given by the
time-independent Schrödinger equation, given by

ĤΨ = EΨ, (3.1)

25



3. First-Principles Methods for Materials Modeling

where Ĥ is the Hamiltonian operator, Ψ is the many-body wavefunction, and
E is the total energy. Consider a system of N electrons and M nuclei, the
full Hamiltonian is [53]:

Ĥ = T̂e + T̂n + V̂ee + V̂nn + V̂en, (3.2)

where the terms represent the kinetic energy of electrons (T̂e), kinetic energy of
nuclei (T̂n), electron-electron repulsion (V̂ee), nuclear-nuclear repulsion (V̂nn),
and electron-nucleus attraction (V̂en).

Writing this explicitly

Ĥ = −
N

∑
i=1

1

2
∇2

i −
M

∑
I=1

1

2MI
∇2

I +
N

∑
i<j

1

∣ri − rj ∣
+

M

∑
I<J

ZIZJ

∣RI −RJ ∣
−∑

i,I

ZI

∣ri −RI ∣
, (3.3)

where ri are electron coordinates, RI are nuclear coordinates, MI are nuclear
masses in units of me, and ZI are nuclear charges.

The wavefunction Ψ depends on the coordinates of all electrons and nuclei:
Ψ(r1, r2, ..., rN ,R1, ...,RM). This is a 3(N +M) dimensional problem that
becomes intractable for systems that are beyond a few simple atoms.

3.1.2 The Born-Oppenheimer approximation
The first simplification exploits the large mass difference between electrons
(me) and nuclei (MI ≈ 1836me for protons). Because electronic motion occurs
on much shorter time scales than nuclear motion, one can treat the nuclear
positions as fixed when solving for the electronic states. This separation of
time scales is known as the Born–Oppenheimer approximation, and it allows
the electronic and nuclear motions to be treated separately.

Ψtotal = Ψelectrons ⋅Ψnuclei. (3.4)

The electronic Hamiltonian, for fixed nuclear positions, becomes

Ĥelec = −
N

∑
i=1

h̵2

2me
∇2

i +
1

2

N

∑
i≤j

e2

∣ri − rj ∣
+

N

∑
i=1
Vext(ri), (3.5)

where Vext(ri) = −∑I
ZIe

2

∣ri−RI ∣ is the external potential from the nuclei (plus
any other external fields).

We have now reduced the problem to a simpler form

ĤelecΨelec(r1, ..., rN) = EelecΨelec(r1, ..., rN). (3.6)

However, this is still a 3N -dimensional problem. For a small molecule with
10 electrons, we have a 30-dimensional differential equation. For a solid with
1023 electrons, direct solution is impossible.
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3.1. Density Functional Theory

3.1.3 The Hohenberg-Kohn theorems
The key insight of density functional theory, formalized by Hohenberg and
Kohn in 1964 [54], is that the ground-state electron density n(r) contains all
the information needed to determine ground-state properties. The electron
density can be defined as

n(r) = N ∫ ∣Ψ(r, r2, ..., rN)∣2dr2...drN . (3.7)

where n(r) is a function of only 3 spatial coordinates, regardless of the
number of electrons. This reduces the dimensionality from 3N to 3 (only the
position r).

The Hohenberg-Kohn theorems state:

1. The external potential Vext(r) is determined, to within a constant, by
the ground-state electron density n(r).

2. There exists a universal functional (a mapping between a function and
a number) F [n] such that the total energy can be written as:

E[n] = F [n] +∫ Vext(r)n(r)dr (3.8)

The ground-state density minimizes this functional, and the minimum
value is the ground-state energy.

While this is a profound result, it does not tell us what the functional form
F [n] is. This is where the Kohn-Sham approach comes in.

3.1.4 The Kohn-Sham formulation
Kohn and Sham (1965) [55] proposed mapping the interacting many-electron
problem onto a fictitious system of non-interacting electrons that produces
the same density as the real system. The key ansatz is to write:

F [n] = Ts[n] +EH[n] +Exc[n] , (3.9)

where Ts[n] is the kinetic energy of non-interacting electrons; EH[n] is the
Hartree (classical Coulomb) energy; and Exc[n] is the exchange–correlation
energy, which accounts for exchange, correlation, and the difference between
the kinetic energies of the interacting and non-interacting systems. For the
non-interacting system, the density can be written in terms of single-particle
orbitals:

n(r) =
N

∑
i=1
∣ψi(r)∣2. (3.10)

Minimizing the energy functional with respect to the orbitals, subject to
orthonormality constraints, yields the Kohn-Sham equations (expressed in
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Hartree atomic units)1

[−1
2
∇2 + Veff(r)]ψi(r) = εiψi(r) (3.11)

where the effective potential is

Veff(r) = Vext(r) + VH(r) + Vxc(r) (3.12)

with the Hartree potential

VH(r) = ∫
n(r′)
∣r − r′∣

dr′ (3.13)

and the exchange-correlation potential

Vxc(r) =
δExc[n]
δn(r)

. (3.14)

One way to solve these non-linear equations is via a self-consistent proce-
dure: an initial guess for n(r) is used to construct Veff, the resulting equations
are solved for ψi, a new density n(r) is obtained, and the process is iterated
until convergence.

The total energy can be expressed in terms of the Kohn-Sham eigenvalues
by subtracting the double-counted Hartree and exchange-correlation contri-
butions, yielding

E =
N

∑
i=1
εi −

1

2
∫ VH(r)n(r)dr +Exc[n] −∫ Vxc(r)n(r)dr . (3.15)

3.1.5 Exchange-correlation functionals
The exact form of Exc[n] is unknown. All practical applications of DFT rely
on approximations. The simplest is the Local Density Approximation (LDA):

ELDA
xc [n] = ∫ n(r)εxc(n(r))dr (3.16)

where εxc(n) is a function (not a functional) that gives the exchange-
correlation energy per electron of a uniform electron gas of density n. LDA
works surprisingly well for many systems but tends to overbind (underesti-
mate lattice constants, overestimate cohesive energies).

The Generalized Gradient Approximation (GGA) includes dependence on
the density gradient:

EGGA
xc [n] = ∫ n(r)εxc(n(r), ∣∇n(r)∣)dr (3.17)

1Hartree atomic units set h̵ = me = e = 4πε0 = 1, giving energies in Hartree (1 Ha =
27.211 eV) and lengths in Bohr (a0 = 0.529 Å).
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Functionals adopting the GGA form generally improves structural properties
compared to LDA [56].

For solid state calculations, the most popular GGA is the one by Perdew,
Burke, and Ernzerhof (PBE) [57], which has mostly replaced the previously
popular functional of Perdew and Wang from 1991 (PW91) [58]. For chem-
ical systems it is common to use the exchange functional of Becke in 1988
(B88)[59] with the correlation functional of Lee, Yang, and Parr (LYP)[60],
with various variations and extensions. However, other forms are in use; alter-
ing the exchange functional gives generally better performance for solid state
calculations as seen with, e.g., AM05 [61, 62] and PBEsol[63].

For the very large-scale calculations done in this thesis, computational
methods that go beyond the cost of GGAs is generally not possible. However,
for systems with localized electrons (transition metals, rare earths), hybrid
functionals that mix exact exchange with DFT exchange, or DFT+U methods
that add explicit Coulomb repulsion terms, may be necessary [64, 65]. The
choice of functional remains a key consideration in any DFT calculation.

3.2 Plane-Wave Basis Sets and Pseudopotentials

Plane-wave basis sets are natural for periodic systems, exploiting translational
symmetry through Bloch’s theorem. The Kohn-Sham orbitals are expanded
as

ψnk(r) =∑
G

cnk(G) ei(k+G)⋅r, (3.18)

where k is the crystal momentum within the first Brillouin zone and G are
reciprocal lattice vectors. The expansion is truncated at a kinetic energy
cutoff Ecut = h̵2∣k +G∣2/2me, which controls basis set completeness [19].

The challenge with treating all electrons explicitly is that core wavefunc-
tions oscillate rapidly near nuclei, requiring prohibitively large basis sets.
Since core electrons are chemically inert and remain essentially unchanged
across bonding environments [66], the frozen core approximation allows one
to replace the nuclear coulomb potential and core electrons with a smoother
effective pseudopotential. This reduces the required energy cutoff while re-
taining accuracy for bonding and energetics.

The DFT calculations in this thesis use the Vienna Ab initio Simulation
Package (VASP, version 5.4) [67, 68] with projector augmented-wave pseu-
dopotentials [69, 70] and PBE functional.

3.3 Thermodynamic Stability from First Principles

The practical goal of first-principles calculations in materials discovery is to
assess whether a hypothetical compound can exist as a stable or synthesizable
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phase. This section introduces the thermodynamic framework used to evalu-
ate stability, beginning with the definition of formation energies, proceeding
to the convex hull construction for determining ground-state stability, and
concluding with the role of finite-temperature effects and metastability.

3.3.1 Phases and stability
In materials science, a phase is a homogeneous, physically and chemically
uniform state of matter with distinct physical properties. In crystalline solids,
a phase corresponds to a specific atomic arrangement with a given symmetry
and stoichiometry. Distinct phases may share the same composition but differ
in structure (polymorphism), or share a similar structural motif while differing
in composition. Each phase occupies a region of thermodynamic stability in
the space of external variables such as temperature, pressure, and composition.

Phase stability refers to whether a given phase represents a thermodynamic
minimum under specified conditions. A phase is thermodynamically stable if
its Gibbs free energy is lower than that of any competing combination of
phases at the same overall composition. In the context of first-principles
calculations, stability is most commonly assessed at zero temperature and
fixed pressure, where the Gibbs free energy reduces to the internal energy.
Under these assumptions, a phase is thermodynamically stable if it cannot
lower its energy by transforming into another stoichiometrically equivalent
phase or by decomposing into other phases.

3.3.2 Formation energies
The formation energy of a compound measures the energetic cost or gain
associated with forming that compound from its constituent elements in their
reference states:

Ef = Ecompound −∑
i

niµi, (3.19)

where Ecompound is the total energy of the compound, ni is the number of
atoms of element i, and µi is the chemical potential of element i, typically
taken as the energy per atom of the most stable elemental phase. Formation
energy should be distinguished from atomization energy: the reference states
are not isolated atoms but stable elemental structures. While alternative ref-
erence choices are possible, this convention naturally defines the endpoints
of a phase diagram. A negative formation energy indicates stability with re-
spect to elemental phase separation, but does not by itself guarantee stability
against decomposition into other compounds.

3.3.3 Convex hulls and phase diagrams
A phase diagram provides a compact representation of phase stability as a
function of composition and thermodynamic variables. In computational ma-
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Figure 3.1: Distinction between formation energy and decomposition energy. (a)
Schematic illustration of the convex hull construction in composition–energy space,
showing how the decomposition enthalpy (energy above hull) ∆Ehull is obtained from
formation energies. (b) Decomposition energy plotted against formation energy for
a large set of compounds, demonstrating the lack of correlation between the two
quantities. Figure obtained from Bartel et al. [71], licensed under CC BY 4.0.

terials science, one often considers composition-energy phase diagrams at zero
temperature, where the relevant energetic quantity is the formation energy.
For a multicomponent chemical system, such a diagram encodes which phases
are stable at each composition and which combinations of phases compete
through decomposition reactions.

Thermodynamic stability within a chemical system is assessed using the
convex hull construction. For a given set of compositions, one computes the
formation energies of all known or hypothetical phases and represents them in
composition-energy space. The convex hull is the lower envelope connecting
the lowest-energy phases at each composition (see Figure 3.1a). Phases that lie
on the convex hull are thermodynamically stable, while phases above the hull
are unstable with respect to decomposition into a combination of hull phases.
Phases not globally stable may nevertheless exist as metastable if kinetic
barriers prevent transformation, whereas truly unstable phases decompose
spontaneously.

The vertical distance from a phase to the hull at the same composition
defines the energy above hull, also referred to as the decomposition energy:

∆Ehull = Ephase −Ehull(composition), (3.20)

which provides a quantitative measure of the thermodynamic driving force for
decomposition.

While both formation energy and energy above hull indicate stability,
there exists no correlation between the two quantities numerically (see Fig-
ure 3.1b). Formation energy measures stability with respect to decomposition
into elemental phases, whereas energy above hull quantifies stability relative
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to competing compounds. This distinction is particularly important for cer-
tain chemistries: fluorides and oxides typically exhibit very negative forma-
tion energies due to the high electronegativity of F and O [72], yet many
remain unstable because competing phases in these systems are exception-
ally favourable. Conversely, intermetallic compounds often have formation
energies close to zero but can still be thermodynamically stable if no compet-
ing phases exist at that composition. Predicting the formation energy of a
new compound is therefore insufficient to assess its synthesizability; one must
construct the convex hull from all known competing phases in the relevant
chemical space [71].

3.3.4 Finite temperature and metastability
The convex hull framework offers a geometrically intuitive definition of sta-
bility and has become central to high-throughput materials screening [73].
However, convex hulls constructed from DFT calculations correspond to zero-
temperature energies and neglect entropic contributions from lattice vibra-
tions, configurational disorder, and electronic excitations. As a result, phases
that lie above the hull at T = 0 may become stabilized at finite temperature
or persist as long-lived metastable states.

A classical example is diamond, which lies significantly above the graphite-
carbon convex hull under ambient conditions yet persists indefinitely due
to large transformation barriers. More generally, many experimentally real-
ized materials lie slightly above the zero-temperature convex hull. System-
atic studies have shown that strict adherence to the hull criterion can be
overly conservative. Wolverton et al. demonstrated that a substantial frac-
tion of experimentally known inorganic compounds lie within approximately
100 meV/atom above the convex hull, motivating the notion of a soft sta-
bility threshold for practical materials discovery [74]. Aykol et al. further
showed that metastable phases with energies as high as 200–300 meV/atom
above hull can be experimentally accessible, particularly when formed via
non-equilibrium synthesis routes or stabilized by kinetic effects [75].

The convex hull should therefore be interpreted as an equilibrium ther-
modynamic reference rather than a strict criterion for synthesizability. Ma-
terials on the hull are thermodynamically stable with respect to known com-
peting phases under equilibrium conditions, whereas materials moderately
above the hull may still be viable synthesis targets when kinetic trapping,
finite-temperature effects, or external constraints are present. Within this
framework, energy above hull serves as a quantitative descriptor of metasta-
bility, enabling systematic ranking of candidate materials and guiding high-
throughput exploration of chemical space.
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3.4 High-Throughput First-Principles Calculations

The exponential growth in computational power, famously captured by
Moore’s law-the observation that transistor density doubles approximately
every two years [76], has transformed materials science over the past two
decades. What once required months of supercomputer time for a single com-
pound can now be performed in hours, enabling systematic exploration of
chemical and structural space at unprecedented scale. This has given rise
to large materials databases: the Materials Project contains over 150,000
structures [5], OQMD exceeds 1.3 million entries [74], and AFLOW surpasses
3.5 million calculations [6]. These databases transform materials discovery
from trial-and-error experimentation to systematic computational screening,
enabling identification of promising candidates for batteries, catalysts, ther-
moelectrics, and other applications. They also provide essential training data
for machine learning models and reveal structure-property relationships that
would be difficult to discern from small-scale studies.

Effective high-throughput calculations require careful workflow design en-
compassing structure generation, input file preparation, job submission, error
handling, and storage of results. Automated workflows must handle diverse
failure cases - convergence, memory limits, unphysical results from pseudopo-
tential incompatibilities, etc with robust restart procedures. Database design
is equally critical: calculated properties must be stored in structured formats
enabling efficient querying, with metadata preserving calculation parameters,
software versions, and convergence criteria for reproducibility. Various im-
plementations and tools have been developed over the years to address these
challenges, notably AiiDA [77], FireWorks [78], atomate2 [79, 80], pyiron [81],
ASE [82] etc. All high-throughput DFT calculations in this thesis were man-
aged using the High-Throughput Toolkit (httk) [83].

A requirement of high-throughput DFT when assessing stability is using
uniform computational parameters across all calculations to ensure energies
are directly comparable [84]. This means the chosen energy cutoff, k-point
density, smearing width etc must be conservative enough for the most de-
manding material in the set. For instance, the Materials Project (MP) [5]
uses a 520 eV cutoff for all compounds, chosen to be sufficient for demanding
materials containing oxygen or hard transition metals. Similarly, MP uses a
single pseudopotential per element for consistency, often retaining older ver-
sions to maintain compatibility with calibrated correction schemes even when
improved potentials become available [85]. The treatment of strongly cor-
related systems requires particular care. Materials Project applies GGA+U
selectively for transition-metal oxides and fluorides (V, Cr, Mn, Fe, Co, Ni,
Mo, W) using calibrated U values, while using plain GGA elsewhere. To en-
able phase diagram construction across this mixed methodology, empirically
determined correction terms are added so that GGA+U energies can be com-
pared with GGA results on equal footing [86]. Elements that are gases at
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standard conditions (H2, N2, O2, F2, Cl2) receive adjusted reference energies
to correct systematic errors [87, 88], for instance, oxygen’s reference chem-
ical potential is fit so that oxide formation energies align with experiment,
effectively correcting the well-known overbinding of O2 in GGA [89]. OQMD
takes a similar approach, fitting elemental reference energies so that computed
formation energies match experimental thermochemistry [74].

High-throughput computational materials design has become an essential
approach in materials science, enabling the generation of large data reposi-
tories for the discovery of novel materials [90]. Beyond direct screening for
candidate materials, these datasets provide training data for machine learning
models and reference values against which new calculations can be validated.

3.5 Approximations and Limitations

While DFT has achieved remarkable success in materials modelling, it is im-
portant to understand its limitations. Standard DFT with GGA functionals
performs well for simple metals, covalently bonded semiconductors, and ionic
compounds with closed-shell configurations. For structural properties, PBE
systematically overestimates lattice constants by approximately 1.3% and un-
derestimates bulk moduli by 9% [91]. However, several classes of materials
and properties present significant challenges beyond these structural consid-
erations.

The band gap problem is perhaps the most well-known limitation- LDA
and GGA yield band gaps that are systematically smaller than experimental
quasiparticle gaps often by 30–100 % and may even predict metallic behaviour
for materials that are experimentally insulating [92]. This arises because
Kohn-Sham eigenvalues are not rigorously interpretable as excitation energies,
and because standard functionals lack the derivative discontinuity present in
the exact functional. Hybrid functionals such as HSE06 partially address this
with mean absolute errors of approximately 0.2 eV [64], though at significantly
higher computational cost.

Strongly correlated systems present more fundamental difficulties. Mate-
rials containing partially filled d-shells, particularly transition metal oxides
exhibit severe self-interaction errors that lead to excessive electron delocaliza-
tion, incorrect predictions of insulating behaviour, and inaccurate magnetic
moments [93]. The f-block elements are even more problematic, partially filled
f-states are often incorrectly described, with errors being largest for Pr-Eu and
Tb-Yb, see, e.g., the VASP documentation [94]. The DFT+U method pro-
vides a computationally efficient correction by adding a Hubbard-like term to
penalize fractional orbital occupations [95], though the choice of the U pa-
rameter remains system-dependent and its selection can introduce systematic
errors. Van der Waals interactions, arising from long-range dynamic correla-
tion, are absent in local and semi-local functionals. This is critical for layered
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materials, molecular crystals etc. Dispersion correction schemes such as the
DFT-D3 method [96] add empirical pairwise terms and substantially improve
results, though accuracy varies across chemical environments.

In the context of high-throughput calculations, additional practical con-
siderations arise [84]. Standardized computational parameters across diverse
chemistries mean individual calculations may not be fully converged. Pseu-
dopotential choices can significantly affect results [97, 98]. For instance, the
treatment of semi-core states in alkali and alkaline earth metals, or the known
issues with certain lanthanide pseudopotentials. Furthermore, comparing for-
mation energies across different compound classes requires attention to sys-
tematic composition and oxidation state depended errors, which are highly
dependent on chemical environment [87]. As we discussed in previous section,
standardized settings are essential for consistent comparison of DFT calcu-
lations, and projects such as the Materials Project have established widely
adopted protocols, these schemes undergo periodic revisions that complicate
cross-database comparisons.

Finally, density functional theory is, by construction, a ground-state for-
malism, and treatments of excited states or finite-temperature effects there-
fore rely on additional frameworks, such as time-dependent DFT or statisti-
cal sampling approaches. Nonetheless, DFT continues to play a central role
in computational materials science because it offers a practical compromise
between accuracy and computational expense, and a clear awareness of its
limitations is crucial for the critical assessment of its predictions.
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CHAPTER 4
Machine Learning for

Materials Science

With four parameters I can fit an elephant, and with five I
can make him wiggle his trunk.

— John von Neumann

4.1 Introduction to Machine Learning

Machine learning (ML) studies the construction of computational models
whose behaviour emerges through interaction with data rather than through
explicitly prescribed rules. Instead of encoding detailed instructions for a
given task, learning algorithms optimise large sets of parameters to capture
regularities present in observed examples. This shift from explicit program-
ming to data-driven optimisation has enabled computational approaches ca-
pable of addressing problems whose underlying structure is too complex to be
articulated manually.

Despite their apparent sophistication, modern ML systems are built al-
most entirely from elementary mathematical operations, most notably lin-
ear transformations combined with simple nonlinearities. Individually, these
operations are well understood and conceptually straightforward. However,
when composed repeatedly and deployed at sufficient scale, they give rise to
collective behaviours that are not easily inferred from the properties of their
components (as is often put succinctly, “more is different” [99]). As a conse-
quence, while the mechanics of learning are simple in isolation, the emergent
behaviour of large-scale models frequently lies beyond direct human compre-
hension.
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The foundations of machine learning trace back to the mid-twentieth cen-
tury, with the development of the perceptron by Frank Rosenblatt in 1958
[100]. This early neural network model demonstrated that machines could
learn from examples, though its limitations, famously highlighted by Minsky
and Papert in 1969, led to a period of reduced interest in neural approaches
[101].

The field experienced a resurgence in the 1980s with the development of
backpropagation by Rumelhart, Hinton, and Williams [102], which provided
an efficient algorithm for training multi-layer networks. This period also saw
the development of support vector machines by Vapnik and colleagues [103],
and ensemble methods such as random forests by Breiman [104] (see Session
4.2.1 for more details).

The modern era of deep learning began around 2012, and it is frequently
said to have been catalysed by by the success of AlexNet in the ImageNet com-
petition [105]. This breakthrough demonstrated that deep neural networks,
when combined with large datasets and GPU computing, could achieve un-
precedented performance on complex tasks. Since then, deep learning has
revolutionised fields ranging from computer vision, natural language process-
ing, drug discovery, protein folding and increasingly, computational materials
science [106].

4.2 Overview of Paradigms

Machine learning approaches can be broadly categorised into two paradigms
based on how they represent input data- shallow learning and deep learning.

4.2.1 Shallow learning
Shallow learning refers to machine learning models that operate on hand-
crafted features derived from domain knowledge. Model training typically
consists of fitting the parameters of a predefined functional form to minimise
a prediction error on the training data, with the mean squared error being a
common choice for regression tasks. Linear regression provides the simplest
example, where predictions are formed as an affine function of the input fea-
tures. To improve generalisation, regularisation terms such as L1 (LASSO)
or L2 (Ridge) penalties are often introduced to constrain model complexity
[107].

Kernel methods extend linear models to nonlinear settings by implicitly
mapping inputs into high-dimensional feature spaces using the kernel trick.
For instance, the squared exponential (Gaussian) kernel,

k(x,x′) = exp(−∥x − x
′∥2

2ℓ2
) . (4.1)
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corresponds to an inner product in an infinite-dimensional space of radial basis
functions, enabling flexible function approximation with finite computational
cost [107]. Kernel methods are extremely popular for materials science appli-
cations, particularly in low-data regimes, see Section 4.5.1 for an overview.

4.2.2 Deep learning
Deep learning models learn representations directly from low-level data. This
reduces the need to manually design problem-specific features, as is the case
with shallow learning methods. Because these representations are learned
rather than explicitly encoded, such models are not constrained by predefined
domain heuristics, and are free to capture more detailed and flexible informa-
tion. In the chemical and materials sciences, representation choice strongly
influences model performance, and the availability of sufficiently large datasets
allows for the successful application of such flexible learning approaches [108].

4.3 Neural Networks

The multi-layer perceptron (MLP) [109] is a foundational architecture in deep
learning. An L-layer MLP can represent a function (see Section 4.3.1) f(x) for
some input data x through a composition of L affine transformations (called
weights and bias) and pointwise nonlinearities. Defining h(0) = x, the hidden
representations can be written recursively by

h(i) = σ(W(i)h(i−1) + b(i)) , i = 1, . . . , L − 1, (4.2)

and the network output is

f(x) =W(L)h(L−1) + b(L). (4.3)

Here, W(i) ∈ RMi×Mi−1 and b(i) ∈ RMi denote learnable weight matrices and
bias vectors, respectively, Mi is the width of layer i, and σ(⋅) is an element-
wise nonlinear activation function.

4.3.1 Why neural networks learn
A fundamental theoretical result justifying the use of neural networks is the
universal approximation theorem, established independently by Cybenko
[110] and Hornik et al. [111] in the late 1980s. The theorem states that
a feedforward neural network with a single hidden layer containing a finite
number of neurons can approximate any continuous function on a compact
subset of Rn to arbitrary precision, provided the activation function is non-
polynomial.
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Formally, for any continuous function g ∶K → R defined on a compact set
K ⊆ Rn and any ϵ > 0, there exists a neural network:

f(x) =
N

∑
j=1

αjσ(wT
j x + bj) (4.4)

such that ∥f − g∥∞ < ϵ for sufficiently large N . This provides mathematical
justification for why neural networks can learn complex mappings, though the
theorem does not specify how to find optimal parameters in practice [112].

The nonlinear activation function σ is essential because compositions
of linear transformations remain linear. If each layer computes Wix + bi,
then stacking multiple layers simply yields another linear transformation
Weffx +beff, regardless of network depth. Such a network can only represent
linear mappings and cannot capture the nonconvex relationships prevalent in
physical systems [113].

Early networks employed sigmoidal activations such as σ(x) = (1+ e−x)−1,
which smoothly squash inputs to bounded ranges. However, these suffer
from vanishing gradients: for large magnitude inputs, the gradient approaches
zero, impeding learning in deep networks [114]. The Rectified Linear Unit,
ReLU(x) =max(0, x), addressed this by providing constant gradients for pos-
itive inputs [115]. Modern variants such as Leaky ReLU and GELU offer
further refinements balancing expressiveness with training stability [116].

4.3.2 How neural networks learn
The success of deep learning relies fundamentally on the ability to train deeply
layered models using gradient-based optimisation. The simplest such algo-
rithm is gradient descent, which updates parameters according to:

θ ← θ − ϵg, (4.5)

where ϵ is the learning rate, controlling the step size with which the gradient
g updates the parameters θ. In practice, computing the full gradient over
the entire dataset is replaced by stochastic gradient descent (SGD), which
estimates gradients from randomly sampled mini-batches. This approach ac-
celerates convergence and provides regularisation through gradient noise [117].

Modern optimisers incorporate additional techniques such as momentum,
adaptive learning rates (e.g.,Adam [118]), and learning rate schedules. Regu-
larisation methods including weight decay (eg. AdamW [119]), dropout [120]
etc. further improves generalisation.

4.3.3 Automatic differentiation
Training neural networks requires computing gradients of a scalar loss function
with respect to potentially millions of parameters. Automatic differentiation
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(AD) provides an efficient and numerically exact method for computing these
derivatives, distinct from both numerical and symbolic differentiation [121].
Numerical differentiation using finite differences suffers from truncation and
round-off errors, while symbolic differentiation leads to expression swell for
complex functions. AD instead decomposes computations into elementary op-
erations and applies the chain rule systematically, producing exact derivatives
at machine precision.

The key insight underlying AD is that any differentiable program, no
matter how complex, can be viewed as a composition of simple arithmetic
operations whose derivatives are known. Consider a function f ∶ Rn → Rm

composed of elementary operations. The Jacobian matrix J ∈ Rm×n contains
all partial derivatives:

Jij =
∂fi
∂xj

. (4.6)

AD provides two complementary strategies for computing products involving
this Jacobian without ever forming the full matrix explicitly.

Forward mode AD, also known as tangent mode, computes the Jacobian-
vector product (JVP). Given an input perturbation vector v ∈ Rn, forward
mode efficiently computes Jv in a single forward pass through the computa-
tion. The implementation augments each intermediate value with its deriva-
tive, propagating both simultaneously. This is elegantly captured using dual
numbers of the form a+ bϵ where ϵ2 = 0, such that any differentiable function
f evaluated on a dual number yields:

f(a + bϵ) = f(a) + f ′(a)bϵ. (4.7)

The primal value f(a) and derivative (tangents) f ′(a)b emerge together
from a single evaluation. Forward mode is efficient when the number of inputs
is small relative to outputs, requiring one forward pass per input dimension
to build the full Jacobian.

Reverse mode AD, known as adjoint mode or backpropagation in the neu-
ral network literature, instead computes the vector-Jacobian product (VJP).
Given an output sensitivity vector u ∈ Rm, reverse mode computes uTJ by
propagating adjoints backward through a recorded computational graph [122].
This requires two passes: a forward pass that evaluates the function while
recording the computation graph, followed by a backward pass that propa-
gates sensitivities from outputs to inputs.

The computational advantage of each mode depends on the relative dimen-
sions of inputs and outputs. For a function, forward mode requires n passes
to compute the full Jacobian while reverse mode requires m passes. Neural
network training often involves minimising a scalar loss function (m = 1) with
respect to millions of parameters (n≫ 1). A single backward pass in reverse
mode AD computes the complete gradient regardless of the number of param-
eters. This asymmetry explains why backpropagation became the dominant
algorithm for training deep neural networks.
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Modern deep learning frameworks such as PyTorch [123], TensorFlow
[124], and JAX [125] provide modular building blocks with automatic differ-
entiation, abstracting away the technical complexities of implementing back-
propagation. These frameworks enable researchers to focus on architectural
innovation by combining existing layers in novel ways.

Machine learned interatomic potentials benefit directly from automatic
differentiation capabilities [126]. Most architectures accept atomic coordinates
ri as input and predict the total energy E of the system. The force on each
atom follows directly from the negative gradient of energy with respect to
position:

Fi = −
∂E

∂ri
. (4.8)

Similarly, the stress tensor required for cell optimisation can be obtained by
differentiating with respect to strain ε:

σ = 1

V

∂E

∂ε
, (4.9)

where V is the cell volume. Second derivatives yield the Hessian matrix, whose
elements give the force constants:

Hij =
∂2E

∂ri∂rj
, (4.10)

enabling phonon calculations and vibrational analysis. These analytical
derivatives, computed automatically through the computational graph, enable
geometry optimisation, molecular dynamics simulations, and lattice dynamics
without manual implementation of derivative routines, or can even be used
to improve the performance of MLIPs during training [127].

The software library JAX, developed by Google, merits particular atten-
tion for scientific computing. It provides composable function transformations
including grad for automatic differentiation, jit for just-in-time compilation,
vmap for automatic vectorisation across one or more devices (CPUS or GPUs
etc). These transformations compose arbitrarily, enabling sophisticated work-
flows such as differentiating through optimisation loops etc. In this work,
JAX serves as the primary framework for Paper III, V and VI. The inter-
nal codebase httk-symgen also utilises JAX for GPU compatibility and fully
differentiable operations.

4.4 Relevant Families of Neural Networks for This
Work

Although modern deep learning encompasses a wide range of neural network
architectures, this thesis focuses on three families that are central to the meth-
ods developed herein: graph neural networks, attention-based models, and
diffusion models.
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4.4.1 Message passing graph neural networks
A graph is a mathematical structure consisting of nodes (or vertices) con-
nected by edges, where nodes represent discrete objects and edges capture
the relationships between them. Graph neural networks (GNNs) are machine
learning models designed to operate on such graph-structured data[128]. The
core operation of Message Passing Graph Neural Networks is the iterative ex-
change of information between neighboring nodes. At each layer t, every node
maintains a hidden representation that is refined through local interactions.

Let h(t)i denote the hidden state of node i at layer t, and let e(t)ij represent
the edge features between nodes i and j. A message passing layer is defined
by a message function Mt and a node update function Ut.

During the message passing phase, messages are computed from neighbor-
ing nodes and aggregated as

m
(t+1)
i = ∑

j∈N (i)
Mt(h(t)i ,h

(t)
j ,e

(t)
ij ) , (4.11)

where the aggregation (which could be some permutation invariant aggrega-
tion operator, such as sum, mean, max etc) enforces permutation invariance
over the neighborhood. The hidden state of node i is then updated according
to

h
(t+1)
i = Ut(h(t)i ,m

(t+1)
i ) . (4.12)

Both Mt and Ut are learnable, differentiable functions, typically parame-
terized by neural networks. By stacking T such message passing layers, node
representations incorporate information from nodes up to T hops away, en-
abling the model to capture relevant structural motifs in the graph [129].

This graph representation naturally captures the relational structure of
atomic systems: atoms are discrete entities (nodes) that interact through
bonds and spatial proximity (edges). The resulting models can learn task-
relevant features without requiring domain-specific feature engineering, while
still respecting fundamental symmetries through architectural choices [130,
129].

This graph representation naturally captures relational structure in many
domains; Section 4.5.2 discusses its application to atomistic modeling of ma-
terials.

4.4.2 Embeddings and learned representations
While deep learning reduces the need for heavily hand-crafted features com-
pared to shallow learning, physically motivated representations remain essen-
tial. This is evident in the representation of chemical elements. Simple en-
codings such as atomic numbers or one-hot vectors fail to capture meaningful
relationships between elements. Encoding elements by their atomic number
can introduce incorrect notions of similarity- nearby atomic numbers such as
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Figure 4.1: Pairwise cosine similarity matrices for element embeddings from (a)
Matscholar and (b) MEGNet. Each entry (Zi, Zj) represents the cosine similarity
between the embedding vectors of elements with atomic numbers Zi and Zj . Cosine
similarity measures the angular relationship between vectors: +1 indicates parallel
vectors (identical direction),0 indicates orthogonal vectors (no correlation), and -1
indicates antiparallel vectors (opposite direction). The Matscholar embeddings were
derived from materials science literature via natural language processing, while the
MEGNet embeddings were learned from crystal graph neural networks trained on
DFT-calculated formation energies. Despite these fundamentally different learning
contexts, both exhibit similar structure reflecting chemical periodicity. Embedding
data obtained from matminer [131].

fluorine and xenon may be inferred to have similar chemical character despite
exhibiting fundamentally different chemistry. One-hot encoding fails in the
opposite way by treating all elements as mutually orthogonal, it discards any
notion of chemical relatedness altogether.

An analogous challenge arises in natural language processing, where dis-
crete symbols such as words carry no inherent notion of similarity. This
was addressed through embeddings, which represent discrete entities as points
in a continuous vector space. Such representations are expressive and geo-
metrically meaningful, allowing distances in the embedding space to encode
semantic or functional similarity [132, 133].

Conceptually, an embedding assigns each token (such as atomic number,
or a word from English vocabulary) to a vector in a d-dimensional real vector
space Rd. These vectors are optimised jointly with the rest of the model during
training, enabling the network to learn representations in which geometrically
nearby vectors correspond to entities that behave similarly with respect to
the learning objective. Alternatively, embeddings can be constructed through
unsupervised learning on domain-specific corpora

Figure 4.1 compares pairwise relationship between elements in periodic ta-
ble when represented using embeddings that are derived from two fundamen-
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tally different sources: Matscholar, trained on materials science literature us-
ing natural language processing techniques [134], and MEGNet, learned from
crystal graph neural networks trained on DFT-calculated properties [135].
Despite these disparate learning objectives and data modalities the resulting
embeddings exhibit similar structure, with both capturing the periodicity of
chemical behaviour and grouping alkali metals, transition metals, and lan-
thanides into clusters. The MEGNet embeddings display stronger contrast
and negative correlations between chemically dissimilar groups, likely due
to the more direct encoding of chemical behaviour in formation energy pre-
diction. This convergence suggests that meaningful element representations
emerge across diverse learning objectives when trained on data that reflects
genuine chemical relationships.

4.4.3 The Attention mechanism
The attention mechanism, introduced for sequence-to-sequence models [136]
and later generalised in the Transformer architecture [137] (which is at the
heart of large language models like GPTs etc), represents a fundamental shift
in how neural networks process collections of entities. At its core, attention
provides a learnable, data-dependent method for aggregating information,
where the contribution of each element is dynamically determined based on
the current context.

Given a query vector q, a set of key vectors {kj}, and corresponding value
vectors {vj}, scaled dot-product attention [137] computes:

Attention(q,K,V) =∑
j

αjvj , αj =
exp(ej)
∑k exp(ek)

, ej =
q⊺kj√
dk
, (4.13)

where dk is the dimension of the key vectors and the scaling factor 1/
√
dk pre-

vents the dot products from growing excessively large in high dimensions [137].
The softmax normalisation ensures that the attention weights αj form a prob-
ability distribution over the inputs.

Attention can be understood as a mechanism for dynamically reweight-
ing embedding vectors based on context. Each entity in a collection be-
gins with an embedding that reflects its intrinsic properties; however, the
effective “meaning” of an entity often depends on its relationships to other
entities present. Attention addresses this by computing updated represen-
tations that selectively incorporate information from relevant neighbours, a
form of content-based addressing that generalises earlier memory network net-
works [138].

The query-key dot product q⊺kj measures the alignment between vectors
in embedding space. Entities whose key vectors align well with the query
receive higher attention weights, contributing more strongly to the output.
This soft selection mechanism allows the network to focus on the most rele-
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vant information while still considering all inputs to some degree, providing
a differentiable alternative to hard retrieval operations.

Self-attention, where queries, keys, and values all derive from the same
set of input embeddings, enables each entity to gather contextual information
from all others:

Q =XWQ, K =XWK , V =XWV . (4.14)

The learned projection matrices WQ, WK , WV determine which aspects of
the embeddings are used for matching (queries and keys) versus information
transfer (values). This separation of concerns allows the network to learn
distinct representations for “what to look for” and “what to retrieve.”

Multi-head attention [137] extends this by computing attention with mul-
tiple sets of projections in parallel:

MultiHead(Q,K,V) = Concat(head1, . . . ,headh)WO. (4.15)

Each head operates in a lower-dimensional subspace and can learn to attend
to different types of relationships. For instance, one head might capture local
interactions while another captures long-range dependencies [139]. The con-
catenated outputs are projected back to the model dimension, providing richer
representations than a single attention operation. This multi-head formula-
tion has proven remarkably effective across domains, from natural language
processing [140] to computer vision [141] and, more recently, molecular and
materials modelling [142, 143].

4.4.4 Attention as a generalisation of graph neural networks
Attention mechanisms generalise graph neural networks, with standard GNNs
representing a constrained special case [144]. This connection illuminates both
paradigms and suggests a unified perspective on neural architectures for graph
like structured data.

Recall the GNN message passing update:

h
(t+1)
i = U

⎛
⎝
h
(t)
i , ∑

j∈N (i)
M(h(t)i ,h

(t)
j ,eij)

⎞
⎠
, (4.16)

where N (i) denotes the neighbourhood of node i and ∑ is a permutation-
invariant aggregation. Compare this to the self-attention update:

h
(t+1)
i = h(t)i +

N

∑
j=1

αij(WV h
(t)
j ), (4.17)

where the sum ranges over all N entities and αij are learned attention weights.
The key observation is that attention operates on a fully-connected graph

where every entity can attend to every other entity. The attention weights αij
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play the role of learned, data-dependent edge weights. In contrast, standard
GNNs operate on sparse graphs with fixed topology, where the adjacency
structure N (i) is determined by the input data rather than learned.

This perspective reveals attention as a superset of message passing: a
GNN can be viewed as attention with a sparse, binary attention mask deter-
mined by the graph structure. Conversely, attention can be understood as
message passing on a complete graph with soft, learned edge weights. For ex-
ample, The Graph Attention Network (GAT) [145] occupies an intermediate
position, applying learned attention weights but restricting attention to edges
present in the input graph. The initial conception of the Wren model from
Paper I was a fully connected graph neural network, and it was subsequently
reimplemented using the attention mechanism [143], which is what the Wren
implementation from Paper V is built upon (see Fig: 4.2). Beyond compu-
tational efficiency from hardware-optimised matrix operations, the attention
formulation provides implicit regularisation through softmax normalisation
and offers a more interpretable view of which entities influence each predic-
tion through analysis of the attention weights.

4.4.5 Diffusion models
Diffusion models are a class of generative models that construct complex data
distributions through a sequence of simple stochastic transformations. The
central idea is to define a forward process that gradually corrupts data into
noise, and to learn a reverse process that inverts this corruption to generate
new samples. Initially developed for continuous data such as images [146],
diffusion models have since been extended to discrete and highly structured
domains. In the continuous setting, diffusion models define a forward Markov
chain that incrementally adds Gaussian noise to data:

q(xt ∣ xt−1) =N (xt;
√
1 − βtxt−1, βtI) , (4.18)

where {βt}Tt=1 is a variance schedule. A key property of this construction is
that any noisy state can be written directly as

xt =
√
ᾱtx0 +

√
1 − ᾱtϵ, ϵ ∼N (0, I), (4.19)

with ᾱt =∏t
s=1(1 − βs).

Training focuses on learning the reverse denoising process. Rather than
predicting x0 directly, the model is typically trained to predict the noise ϵ

added at each timestep:

Lsimple = Et,x0,ϵ [∥ϵ − ϵθ(xt, t)∥2] . (4.20)

This objective can be interpreted as learning the score function of the per-
turbed data distribution, linking diffusion models to denoising score match-
ing [147]. Sampling starts from pure noise and iteratively applies the learned
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Figure 4.2: Attention-based reimplementation of Wren, used in Paper V. The pro-
tostructure label AB_cF8_225_a_b:Na-Cl is parsed into element-Wyckoff pairs (Na-a,
Cl-b). Elements are mapped to atomic numbers Z ∈ {1, . . . , 118}, while Wyckoff po-
sitions are indexed from an enumeration of all space group–Wyckoff combinations
(w ∈ {1, . . . , 1731}). Site multiplicities are normalized to sum to unity. These indices
are converted to dense vectors via learned embeddings, concatenated, and processed
through N transformer encoder layers with multi-head self-attention. Mean pooling
over sites yields a scalar property prediction.
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denoising steps, with deterministic variants such as DDIM enabling faster
generation [148].

Many data modalities, including text, graphs, and symbolic scientific rep-
resentations, are inherently discrete. Discrete diffusion models extend the
same framework by replacing Gaussian noise with stochastic transitions over
categorical state spaces [149]. For a discrete variable xt ∈ {1, . . . ,K}, the
forward process is defined via transition matrices Qt:

q(xt ∣ xt−1) = Cat(xt;xt−1Qt). (4.21)

Repeated application of these transitions gradually removes information about
the original state, driving the system toward a simple reference distribution.

The reverse process is learned analogously to the continuous case, often
by training a neural network to predict the original clean state x0 from a
corrupted sample xt. Different choices of transition matrices allow discrete
diffusion models to encode domain structure, such as masking, uniform ran-
domization, or similarity-based corruption.

4.5 Machine Learning in Materials Science

The viability of current machine learning methods in materials science re-
lies on several converging factors: the massive increase in compute power
over recent decades, the compounding growth of digital data, and sig-
nificant algorithmic innovations. In materials science, the emergence of
high-throughput ab-initio databases such as the Materials Project [5], NO-
MAD [150], AFLOW [37], OQMD [7], and Alexandria [151, 8, 152, 153] has
provided the data foundation necessary for training ML models (See Section
5.3 for more details).

4.5.1 Shallow machine learning and descriptors
The success of shallow machine learning hinges on input feature quality, mak-
ing descriptor development a central research theme [154]. A well-constructed
descriptor should be complete (capturing all relevant structural information),
compact (avoiding redundant features such as rigid rotations), descriptive
(mapping similar structures to nearby representations), and simple (compu-
tationally tractable) [155].

The Coulomb matrix, introduced by Rupp et al. [13], exemplifies these
principles for molecular systems. It encodes a structure of N atoms as a
symmetric matrix:

Cij =
⎧⎪⎪⎨⎪⎪⎩

0.5Z2.4
i if i = j

ZiZj

∣Ri−Rj ∣ if i ≠ j
, (4.22)

where Zi and Ri denote the atomic number and position of atom i. Rather
than encoding specific physical interactions, this representation provides a
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structured way to present atomic coordinates to the learning algorithm. Faber
et al. extended this framework to periodic crystals through several approaches,
including the sine descriptor which mimics the periodicity of Ewald summa-
tion while remaining computationally simple [156].

Alternative local environment descriptors offer systematic improvements.
The Smooth Overlap of Atomic Positions (SOAP) [157] expands atomic neigh-
borhoods in spherical harmonics and radial basis functions, while Atom-
Centered Symmetry Functions (ACSF) [158] and the Many-body Tensor Rep-
resentation (MBTR) [159] capture progressively higher-order correlations. For
composition-only prediction, the Magpie feature set [160] derives 145 features
from elemental property statistics.

These descriptors underpin kernel methods widely applied in materials
science [161], including kernel ridge regression [156], support vector ma-
chines [162], and Gaussian processes [163, 164], which remain particularly
effective in low-data regimes [165].

4.5.2 Deep learning based models
When atomic positions are known, graph neural networks provide a natu-
ral framework for learning structure-property relationships. Atoms become
nodes, and edges connect atoms within a spatial cutoff or according to bonding
criteria. This representation captures the relational structure of atomic sys-
tems directly, enabling models to learn task-relevant features without hand-
crafted descriptors while respecting fundamental symmetries through archi-
tectural choices [130, 129].

One of the earliest and influential applications of GNNS in bulk materi-
als property prediction is the Crystal Graph Convolutional Neural Network
(CGCNN) by Xie and Grossman [166]. In CGCNN, atomic node features
are encoded using learned element embeddings (see Section 4.4.2), while edge
features are obtained by expanding interatomic distances in a Gaussian basis.
Multiple graph convolutional layers iteratively update each atomic represen-
tation according to its local chemical environment, after which a permutation-
invariant pooling operation aggregates the atomic features into a single
crystal-level vector for property prediction. CGCNN achieved errors below
100meV/atom for DFT formation energies on the Materials Project [5].Im-
portantly, the release of model weights along with the architecture packaged
in an easy-to-use package enabled out-of-the-box energy predictions for arbi-
trary crystal structures and helped establish a new paradigm of pre-trained,
general-purpose machine learned interatomic models

CGCNN is an example of an Invariant message-passing architec-
tures, which form a broad class of atomistic graph neural networks, including
models such SchNet [167], MEGNet [168], PhysNet [169], and their variants
(iCGCNN [170], GATGNN [171]). These approaches typically use scalar node
features based on atomic species and edge features constructed from inter-
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atomic distances expanded in radial basis functions. Some models addition-
ally encode angular information while maintaining rotational invariance like,
DimeNet [172] and DimeNet+ [173] incorporate three-body angular terms,
GemNet [174] extends this to four-body dihedral angles, and ALIGNN [175]
performs message passing on both the bond graph and its line graph to cap-
ture bond angles explicitly. M3GNet [176] and CHGNet [16] build on these
ideas for universal interatomic potentials that are pretrained on Materials
Project DFT relaxation trajectories [16, 5]

Building symmetry directly into the representation and message-passing
scheme improves training efficiency by eliminating the need for the net-
work to learn geometric invariances from data augmentation. As a result,
fewer training samples are required, optimization is more stable, and pre-
dictions remain consistent under rotations and translations of the atomic
structure. This is achieved by enforcing equivariance rather than in-
variance, allowing internal features to transform predictably under Eu-
clidean symmetry operations. This design even enables models for di-
rect prediction of physical quantities that are not scalars such as atomic
forces, stress tensors, polarizabilities, or dipole moments which transform
in well-defined ways under rotations. Equivariant models such as Ten-
sor Field Networks [177], PaiNN [178], SEGNN [178], e3nn-based archi-
tectures [179], NequIP [180], Sevennet [181]c, Allegro [182], MACE [14],
BOTNet [183], TorchMD-NET [184], Equiformer [185], EquiformerV2 [142],
Orb [15], GRACE [186], Nequix[187] etc combine geometric features with
tensor products and symmetry-respecting operations, often implemented via
spherical harmonics and Clebsch-Gordan coefficients to preserve equivariance
throughout the network. As the field of universal interatomic potentials con-
tinues to expand rapidly, readers are directed to Matbench Discovery by
Riebesell et al. [143] for a consolidated and up-to-date overview. This bench-
mark has become the de facto community standard for comparing pretrained
models, with a regularly updated leaderboard tracking the performance of
emerging architectures on crystal stability prediction.

4.5.2.1 Coordinate-free models

Structure-dependent models require atomic coordinates as input, yet these
coordinates are precisely what one seeks to determine for novel materials.
Coordinate-free methods address this circularity by developing representa-
tions that operate without explicit structural information, enabling rapid
screening of hypothetical materials before expensive structure determination.

The simplest coordinate-free approaches predict properties directly from
chemical composition. ElemNet demonstrated that deep neural networks can
learn formation energies from elemental fractions alone, achieving accuracy
comparable to models using engineered descriptors [188]. Roost reframes this
as set regression, constructing weighted graphs where nodes represent ele-
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ments and learning context-dependent representations through message pass-
ing [189]. CrabNet applies transformer self-attention to the same task, with
attention weights providing interpretable insights into element-element inter-
actions [190].

An intermediate approach encodes bonding topology without precise co-
ordinates. Voronoi tessellation provides statistical features from coordination
polyhedra, achieving competitive performance for formation energy predic-
tion [191]. Jørgensen et al. extended this by constructing graphs from Voronoi
facets with local symmetry encoding at each site [192].

Wyckoff representations offer a natural intermediate between composition-
only and fully coordinate-based descriptions. Jain and Bligaard demonstrated
that atomic numbers combined with Wyckoff site information alone achieves
0.07 eV/atom MAE for formation energies on OQMD dataset [193].

4.5.3 Generative models for crystal structures
Generative models offer an alternative paradigm for crystal structure predic-
tion: rather than searching configuration space through global optimization,
these methods learn the distribution of stable structures and directly sam-
ple novel candidates [194, 195, 196]. Early approaches employed variational
autoencoders and generative adversarial networks with voxel or point-cloud
representations [197, 198, 199].

Diffusion models have since become dominant. CDVAE combined VAE
(variational autoencoder) encoding with diffusion-based decoding, establish-
ing benchmark datasets that became community standards [200]. DiffCSP
introduced joint equivariant diffusion over lattice matrices and fractional coor-
dinates [201], while DiffCSP++ incorporated space group constraints through
Wyckoff position restrictions [202]. MatterGen extended this to property-
conditioned generation with experimental validation [203].

In Paper VII, we introduce WyckoffDiff, built on the D3PM discrete
diffusion framework [149]. Rather than diffusing atomic coordinates [203,
204, 205, 201], the model operates on protostructures defined by space groups
and Wyckoff positions, ensuring all generated samples respect crystallographic
constraints by construction.
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CHAPTER 5
Crystal Structure

Prediction

When in doubt, use brute force.
- Ken Thompson

5.1 The Crystal Structure Prediction Problem

The prediction of stable crystal structures from chemical composition alone
represents one of the most fundamental and enduring challenges in condensed
matter physics and materials science. In 1988, John Maddox famously de-
clared that “one of the continuing scandals in the physical sciences is that it
remains in general impossible to predict the structure of even the simplest crys-
talline solids from a knowledge of their chemical composition” [10]. Despite
significant advances over the intervening decades, crystal structure prediction
(CSP) remains a formidable problem that lies at the intersection of quantum
mechanics, statistical mechanics, and computational optimization [1].

The importance of CSP cannot be overstated. Crystal structure funda-
mentally determines material properties, from electronic band gaps and opti-
cal characteristics to mechanical strength and thermal conductivity. Knowl-
edge of the atomic arrangement enables the prediction of numerous properties
through first-principles calculations, making structure prediction an essential
gateway to computational materials design. The ability to predict structures
a priori would dramatically accelerate materials discovery, enabling rational
design rather than empirical trial-and-error. That said, real materials rarely
exist as ideal single crystals; defects, disorder, and interfaces profoundly influ-
ence their properties. Crystal structure prediction thus provides an essential
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foundation, even as the full complexity of real materials requires further con-
sideration (see Section 2.10.3).

The central difficulty of CSP arises from the vast configurational space
that must be explored. For a system of N atoms in a unit cell, the number
of possible configurations grows exponentially with N , with the potential en-
ergy surface (PES) containing an astronomically large number of local minima
[206]. Finding the global minimum, which corresponds to the thermodynam-
ically stable structure, is formally classified as an NP-hard computational
problem [207]. This computational intractability stems from several intercon-
nected factors. First, the high-dimensional nature of the configuration space
makes exhaustive enumeration impossible for all but the simplest systems.
Second, the highly non-convex nature of the PES, characterized by numer-
ous local minima separated by energy barriers, renders gradient-based opti-
mization methods prone to becoming trapped in metastable configurations.
Third, the accurate evaluation of relative energies typically requires compu-
tationally demanding first-principles calculations based on density functional
theory (DFT), which scales unfavorably with system size [208].

The challenge is further compounded by the phenomenon of polymor-
phism, wherein a single chemical composition can adopt multiple distinct
crystal structures with similar energies. Energy differences between poly-
morphs are often remarkably small, typically ranging from 1 to 15 kJ/mol,
necessitating highly accurate computational methods to reliably rank compet-
ing structures [209]. This is particularly acute for organic molecular crystals,
where weak intermolecular interactions lead to shallow energy landscapes with
numerous nearly-degenerate configurations. The CSP blind tests organized by
the Cambridge Crystallographic Data Centre since 1999 have served as impor-
tant benchmarks for the field, revealing both steady progress and persistent
challenges in predicting molecular crystal structures [210].

5.2 Global Optimization Approaches

Global optimization methods for CSP operate without prior assumptions
about the crystal structure, instead exploring the configuration space to locate
the lowest-energy arrangement. These approaches can be broadly categorized
into stochastic sampling methods, evolutionary algorithms, and swarm intel-
ligence techniques, each embodying different strategies for balancing explo-
ration of new regions against exploitation of promising candidates.

Evolutionary algorithms draw inspiration from biological evolution, em-
ploying mechanisms of selection, reproduction, and mutation to progressively
improve a population of candidate structures. The Universal Structure Pre-
dictor: Evolutionary Xtallography (USPEX) code, developed by Oganov and
Glass, represents the most widely used implementation [211]. USPEX main-
tains a population of candidates that evolve through successive generations

54



5.3. Substitution-Based Structure Prediction

via variation operators including heredity and mutations [212].USPEX has
been used in the discovery of transparent dense sodium, superhard carbon
allotropes, and high-pressure superconducting hydrides [212].

Particle swarm optimization (PSO) represents an alternative approach in-
spired by the collective behaviour of birds or fishes, where each candidate
structure moves through configuration space according to velocities influ-
enced by both its own best-known position and the best position discovered
by the swarm [213]. The CALYPSO code implements PSO with several en-
hancements including symmetry constraints during structure generation and
a bond characterization matrix technique for eliminating similar structures
[214]. Both USPEX and CALYPSO have successfully predicted novel high-
pressure phases, superhard materials, and two-dimensional structures [215].

Ab initio random structure searching (AIRSS), developed by Pickard and
Needs, adopts a conceptually distinct approach based on systematic random
sampling [206]. The method generates “sensible” random structures with rea-
sonable densities and interatomic distances, then relaxes each to its nearest
local minimum using first-principles calculations. The key insight is that lo-
cal relaxation partitions the potential energy surface into basins of attraction,
and by sampling these basins uniformly, one obtains a statistically meaning-
ful picture of the energy landscape. Physical constraints such as minimum
interatomic distances and symmetry can be imposed to focus the search on
chemically reasonable configurations. AIRSS has contributed to numerous
discoveries in high-pressure physics, including novel hydrogen structures and
previously unknown phases of Lithium and Sodium under extreme compres-
sion [216]. Recent developments integrate AIRSS with machine learning po-
tentials, enabling orders-of-magnitude acceleration [217].

Several additional techniques have been applied to CSP, including basin
hopping, which combines random perturbations with local optimization [218],
minima hopping, which employs molecular dynamics escape moves [219], and
simulated annealing, which mimics slow cooling to escape local minima [220].
Metadynamics approaches define collective variables and bias simulations to
escape visited regions, enabling discovery of phase transition pathways [221].
More recently, Bayesian optimization methods have been explored [222]. How-
ever, the high dimensionality of crystal energy landscapes continue to limit
scalability, motivating the development of more efficient and physically in-
formed search strategies.

5.3 Substitution-Based Structure Prediction

Periodicity in the periodic table has long been exploited to propose new crystal
structures based on previously identified prototypes and suitable element sub-
stitution. This approach leverages the empirical observation that chemically

55



5. Crystal Structure Prediction

similar elements often adopt analogous crystal structures, enabling efficient
exploration of new compositions without exhaustive global searches.

Early methods relied on simple heuristics for elemental similarity. Petti-
for proposed a one-dimensional ordering of elements based on structural maps
for binary AB systems, where position along this scale correlated with struc-
tural preferences [223]. Other approaches utilized prototype-based similari-
ties, where known structure types served as templates for predicting new com-
pounds [224]. The development of large crystallographic databases enabled
data-driven quantification of substitution likelihood. Hautier et al. pioneered
probabilistic models to identify the most probable ionic substitutions by min-
ing patterns from thousands of known structures [225]. Glawe et al. improved
upon the original Pettifor scale by deriving an optimal one-dimensional or-
dering from data-mined substitution probabilities [226]. In Section 4.4.2, we
similarly observe that machine learning models trained to predict material
properties implicitly learn element similarities that correlate strongly with
substitution probabilities, indicating that elemental compatibility in crystal
structures is reflected in the learned representations.

The practical implementation of substitution-based prediction typically
follows a well-defined workflow: existing structures are retrieved from
databases, substitution probabilities are computed for the target composition,
and modified structures are generated by replacing elements in prototypes ac-
cording to predicted probabilities [227]. Candidates then undergo stability
assessment through hierarchical filtering, where machine learning models ef-
ficiently screen large numbers before validation with DFT calculations. The
success of such approaches stems from the observation that most experimen-
tally known crystals can be related to a relatively small number of structural
prototypes, reflecting fundamental principles of crystal chemistry including
preferred coordination environments and ionic size ratios [228].

Several major computational databases have been constructed using sub-
stitution and/or prototype decoration as primary strategies for generating
hypothetical structures. The Open Quantum Materials Database (OQMD)
contains over 1.3 million DFT calculations by decorating common crystal
structure prototypes with different elemental combinations, identifying over
3,200 compositions predicted to host previously unknown stable compounds
[74]. The Alexandria database extends this paradigm by computing prop-
erties using PBE, PBEsol, and SCAN functionals for over 5 million stable
and metastable materials discovered through machine-learning-assisted high-
throughput searches [151, 8, 152, 153].For two-dimensional materials, the
2DMatPedia database combines top-down exfoliation screening with bottom-
up elemental substitution to generate over 6,000 monolayer structures [229].
Recent efforts to unify these disparate sources have produced aggregated
datasets such as LeMat-Traj, which aggregates over 120 million atomic con-
figurations from Materials Project, Alexandria, and OQMD across multiple
DFT functionals [230].
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The substitution approach has proven particularly valuable for underex-
plored chemical spaces. Data-mined structure prediction trained on pnic-
tide substitutions enabled the discovery of new ternary metal nitrides [231],
template-based algorithms using elemental similarity guided discovery of novel
compounds [232], and systematic substitution in perovskite structures gener-
ated vast libraries of candidates for energy applications [233, 8].

Recently, Google DeepMind’s Graph Networks for Materials Exploration
(GNoME) predicted 2.2 million new crystal structures, of which approxi-
mately 380,000 were identified as lying on the convex hull [234]. An au-
tonomous laboratory at Lawrence Berkeley National Laboratory subsequently
reported synthesizing 41 novel materials out of 58 attempted [235].

These claims have attracted scrutiny. Cheetham and Seshadri found
“scant evidence for compounds that fulfill the trifecta of novelty, credibil-
ity, and utility” [228], noting that many predictions are trivial adaptations
of known materials, often ordered variants of experimentally disordered com-
pounds where chemically similar elements such as lanthanides are placed on
distinct crystallographic sites despite being virtually certain to disorder at fi-
nite temperatures. They further note that over 40,000 entries contain radioac-
tive elements (Pm, Ac, Pa, Tc, Np, Pu) with no practical utility. Separately,
Leeman et al. identified systematic errors in the A-Lab analysis stemming
from inadequate handling of compositional disorder [236].

5.4 Structural Complexity and Systematic Exploration

The concept of structural complexity provides a framework for systematically
characterising and exploring crystal structure space. Information-theoretic
approaches, pioneered by Krivovichev [237], apply Shannon entropy to crys-
tal structures by treating the atomic arrangement as a message, with the
entropy measuring uncertainty in assigning atoms to crystallographic orbits.
Hornfeck extended this framework by introducing coordinational complexity,
which accounts for the geometric degrees of freedom (arity) associated with
each Wyckoff position [238, 239]. Estevez-Rams and González-Férez [240] pro-
posed an alternative approach based on Kolmogorov (algorithmic) complex-
ity, which measures the length of the shortest program required to generate
a given structure. They suggested that algorithmic complexity could cap-
ture the notion of long-range order in solids without reference to diffraction
patterns.

For systematic enumeration in this thesis, we adopt a simpler definition:
the Wyckoff complexity (k) of a structure is the number of occupied Wyckoff
positions, corresponding to the number of atoms in the asymmetric unit (see
Section 2.10.2). This measure maps directly onto the combinatorial enumera-
tion problem, as for a given space group, composition, and complexity k, there
exist finitely many valid Wyckoff assignments. The coordinational degrees of
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Figure 5.1: Distribution of crystal structures by Wyckoff complexity for Alexandria
(all elemental, binary, and ternary protostructures), GNoME (elemental, binary,
ternary and only stable structures), and the estimated combinatorial limit for 81
elements. The estimated limit accounts for all valid Wyckoff position combinations
across elemental, binary and ternary compositions, representing an upper bound.
The exponential divergence between already explored structures and the theoretical
limits shows the vast scale of unexplored and potentially interesting crystal structure
space.

freedom A satisfy 0 ≤ A ≤ 3k, connecting complexity to the parameter space
that must be explored when realizing protostructures.

Analysis of the ICSD reveals that most experimentally observed inorganic
compounds have Wyckoff complexities below 15 (See Fig 1, Paper V), with
the distribution peaked around 3 to 5 [3]. Figure 5.1 further illustrates the
relationship between explored and theoretically possible structure space, con-
trasting the space explored by Alexandria and the GNoME dataset against
an estimated combination of 1731 Wyckoff positions and 81 elements in ele-
mental, binary, and ternary compositions. The estimated combinatorial limit
reveals the true scale of unexplored space. Of course, this estimate represents
an upper bound, as not all element combinations produce symmetrically or
chemically valid structures. The distribution of known structural complexities
guides enumeration priorities- exhaustive screening at low complexity still re-
quires substantial calculation but remains plausible, while higher complexity
requires selective approaches such as WyckoffDiff (Paper VII). This allows
for methodical exploration by generating all valid protostructures at complex-
ity k before proceeding to k+1. For Paper V, we set the limit of exploration
to complexity of five.

Together, these complexity-bounded enumeration and generative mod-
elling approaches establish complementary strategies for systematically dis-
covering materials across the accessible regions of crystal structure space.
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CHAPTER 6
Conclusions and Outlook

We do things not because they are easy,
but because we thought they would be easy.

This thesis has developed and applied a computational framework for crys-
tal structure discovery that combines symmetry-aware representations, ma-
chine learning, and high-performance computing. The central contribution is
demonstrating that the discrete, enumerable nature of Wyckoff-based proto-
structures enables systematic exploration of structural space at scale.

6.1 Summary of Contributions

The Wren model establishes that coordinate-free protostructure representa-
tions support accurate formation energy prediction while enabling combinato-
rial enumeration of candidate structures. Application to experimental powder
diffraction data demonstrates that this framework can identify novel proto-
types not present in existing databases, bridging computational prediction
with experimental validation.

Systematic benchmarking of universal pretrained MLIPs reveals their util-
ity as structural relaxation tools while highlighting limitations for direct en-
ergy prediction in contexts requiring subtle energy differences, such as alloy
mixing enthalpies. These findings informed the choice of ML models for the
large-scale screening workflow presented in Paper V, which evaluated ap-
proximately 39 billion protostructures and identified tens of thousands of new
stable structures spanning previously uncatalogued prototypes.

Analysis of potential energy surface topology through symmetry-
constrained visualisation provides diagnostic insights into MLIP fidelity be-
yond standard validation metrics. Finally, the WyckoffDiff generative model

59



6. Conclusions and Outlook

extends the framework beyond enumeration limits, accessing the unbounded
structural space through learned diffusion processes.

The httk-symgen codebase provides the computational infrastructure un-
derpinning this work, enabling symmetry-constrained optimisation of crystal
structures, systematic enumeration of Wyckoff positions, and integration with
modern machine learning frameworks.

6.2 Future Directions for Symmetry-Aware Materials
Discovery

Several directions offer potential for extending the work presented in this
thesis.

Extending property prediction beyond formation energies
The Wren model has been used extensively throughout this work, primarily
for predicting formation energies as a prescreening criterion for thermody-
namic stability. However, the coordinate-free protostructure representation
is not inherently limited to energetics. Other properties of interest can be
predicted directly from Wyckoff assignments, including band gaps and elastic
moduli. Riebesell et al. applied Wren models to predict formation energies,
band gaps, and dielectric properties for high-throughput screening of dielectric
materials [241]. Success in these directions enables multi-objective screening
that simultaneously targets stability and desired functional characteristics,
allowing for the systematic discovery of materials with specific combinations
of thermodynamic and electronic properties.

Advancing structure solution from diffraction data
The XRD structure solution workflow demonstrated in Paper III leaves sev-
eral avenues for improvement. Our case studies were limited to a handful
of diffraction patterns with known composition but unknown structure, and
expanding to a more comprehensive set of unresolved patterns would provide
stronger validation of the method’s generality.

A significant limitation in the current implementation is the require-
ment that lattice parameters be supplied beforehand, with the optimisa-
tion restricted to internal coordinates. During the writing of this thesis,
httk-symgen has been extended to handle variable lattice shapes, and this
capability needs to be investigated further. An end-to-end solution that takes
only composition information and raw diffraction data as input, optimising
both lattice parameters and atomic positions simultaneously, would substan-
tially broaden the applicability of the approach.

Another limitation concerns multi-phase samples. Experimental diffrac-
tion patterns frequently contain contributions from multiple phases or impu-
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rities, whereas our current workflow assumes a single-phase specimen. Ex-
tending the framework to model composite diffraction patterns, optimising
individual phases simultaneously while decomposing their contributions to
the measured signal, remains an open challenge. Such capability would make
the method applicable to the majority of real-world diffraction data, where
phase purity cannot be assumed.

Iterative refinement of Wren
The most immediate direction for improvement involves retraining the Wren
model using the results from Paper V. Our preliminary analysis indicates
substantial improvement in false positive and false negative rates when the
prescreening model is updated with newly discovered structures. This cre-
ates a virtuous cycle: improved prescreening identifies more stable structures,
which in turn provide training data for further model refinement.

Enhanced prescreening precision would reduce computational waste in the
relaxation stage, where more than 90% of the current workflow’s compute time
is spent. This efficiency gain would enable exploration of higher structural
complexity across broader regions of the periodic table. Our current screen-
ing was restricted to elements from lithium to bromine, leaving substantial
periodic table coverage for future campaigns.

Extending complexity limits
The large-scale screening in Paper V was limited to structures of complexity
five, defined as the maximum number of atoms in the asymmetric unit. Anal-
ysis of Wyckoff position statistics in the ICSD indicates that extending this
limit to complexity ten would be necessary to capture approximately 80 %
of experimentally reported crystal structures. However, such an extension
would lead to a combinatorial explosion in the number of candidate proto-
structures, increasing the search space by several orders of magnitude and
rendering exhaustive enumeration computationally intractable under current
workflows.

Two complementary strategies may mitigate this challenge. First, im-
provements in pre-screening accuracy (as discussed above) could substantially
reduce the number of candidates passed to the expensive relaxation stage. Sec-
ond, the development of faster and simpler interatomic potentials, potentially
trading some predictive accuracy for increased throughput could reduce the
per-structure cost of relaxation. Given the orders of magnitude increase in
available training data from recent screening campaigns, the training of sim-
pler, less data-efficient, but significantly faster models becomes feasible and
may be advantageous in this regime.

The adopted definition of complexity also motivates a more fundamental
investigation into the theoretical limits of structural complexity for small unit-
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cell crystals. Thermodynamic considerations suggest that, at elevated tem-
peratures, entropic contributions to the free energy tend to stabilize higher-
symmetry phases, which reduce the number of symmetry-inequivalent atomic
positions and thereby lower the effective complexity of the asymmetric unit.
While such symmetry-increasing transitions are commonly observed experi-
mentally, the extent to which they impose an upper bound on the realizable
complexity of small unit-cell structures remains unclear. Determining whether
statistical or thermodynamic limits on complexity exist, and how these limits
depend on temperature and chemistry, constitutes an open problem.

Finally, the generative framework introduced in Paper VII provides an
alternative pathway that circumvents explicit complexity constraints. Unlike
enumeration-based approaches, which scale combinatorially with increasing
complexity, the diffusion model does not impose an a priori bound on the
number of independent atomic degrees of freedom. Extending WyckoffDiff
to reliably generate high-complexity structures therefore offers a complemen-
tary strategy to exhaustive enumeration of low-complexity prototypes, and
may be essential for accessing regions of structural space that are otherwise
computationally inaccessible.

Optimising structure instantiation
The statistics obtained from Paper V enable investigation of an important
practical question: “how many structures must be instantiated for each pro-
tostructure to adequately sample the coordinate degrees of freedom ?” Cur-
rently, we employ Latin hypercube sampling with some adaptive scaling for
number of atoms and number of degrees of freedom (see SI, Paper V for
details), but this is heuristic based and needs refinement.

The potential energy surface construction methodology from Paper VI
provides the tools to address this question systematically. By analysing PES
topology across diverse systems, we can characterise the typical density of
local minima and the smoothness of energy variation with respect to Wyckoff
coordinates. This analysis would inform adaptive sampling strategies that
allocate computational effort according to the expected complexity of each
protostructure’s energy landscape.

Characterising energy-landscape topology
Beyond informing sampling strategies, the PES visualisation methodology
presented in Paper VI opens additional research directions. The presence
of multiple minima within a single protostructure’s coordinate space raises
questions about optimal traversal strategies for identifying all relevant local
minima. Understanding the connectivity of minima through saddle points
could inform more efficient exploration algorithms than the current approach
of independent local optimisations from random starting points.
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Statistical characterisation of PES features across chemical space would
also provide insights into the reliability of different MLIPs for structure pre-
diction tasks. Further analysis could be done correlating model accuracy with
features such as barrier heights, basin widths, and minima density etc, which
could guide model selection and identify systematic failure modes requiring
targeted improvement.

Bridging computation and experiment
Integration with experimental synthesis planning would bridge the gap be-
tween computational prediction and laboratory realisation. The current
framework identifies thermodynamically stable structures but provides no
guidance on whether these structures can be accessed experimentally. Incor-
porating synthesizability metrics, such as predictions of accessible synthesis
routes or kinetic barriers to formation, would prioritise candidates most likely
to be experimentally realisable.

Towards inverse design
The generative modelling approach introduced with WyckoffDiff represents an
early step toward learned exploration of structural space. Current generation
is unconditional, producing valid protostructures without targeting specific
properties. Ongoing work is extending such models toward conditional gener-
ation, where structures are optimised for desired characteristics such as band
gap, stability, or synthesizability.

This direction represents a shift from forward prediction, asking whether
a given structure is stable, to inverse design, asking what structure would
exhibit specified properties. Combining conditional generation with the sta-
bility assessment tools developed in this thesis could enable targeted discovery
of functional materials, moving beyond cataloguing stable structures toward
designing materials for specific applications.

Concluding Perspective

While the present work has demonstrated the feasibility of this vision at
scale, substantial territory remains unexplored. The extensions outlined above
should expand coverage across the periodic table, extend to higher structural
complexity, improve prediction reliability, perhaps even connect computa-
tional discovery with experimental realisation. Taken together, I would sub-
mit that the framework developed in this thesis provides a foundation for these
continued advances toward an eventual, perhaps even comprehensive list of
relevant crystalline materials that are permitted by chemistry and symmetry.
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Remark on the use of AI

Roughly two years into my PhD, ChatGPT became popular and transformed
how I approach programming, literature search, and writing. Given my prox-
imity to machine learning research, I have incorporated various aspects of
large language models (LLMs), including summarisation, contextualisation,
and vector search, into my workflow. While I have written every aspect of
this thesis myself, I have used services such as ChatGPT, Claude, and Gram-
marly to assist with grammar, spell-checking, and paraphrasing. I have also
used these models to transcribe handwritten equations into LaTeX and to
conduct literature searches using local embedding-based databases that rec-
ommend appropriate papers. For programming, LLMs proved particularly
useful, especially for figures. Although most of httk-symgen has been devel-
oped without LLM assistance, LLMs have been used in the later stages for
documentation and minor refactoring.

As LLMs have been steadily incorporated into science, sometimes with
adverse effects, they have also been valuable for reducing repetitive tasks.
Whether this benefits or harms the scientific community remains an open
question, as does the degree to which LLMs replace genuine critical thinking.
I remain cautiously optimistic; in the right hands, LLMs are powerful tools,
and avoiding their adoption may not be wise.

However, to do science is to pursue knowledge, and this work was driven by
that pursuit and (perhaps more so) by the joy of programming; the intellectual
fulfilment derived from this process is irreplaceable. I echo Richard Hamming-
“The purpose of computing is insight, not numbers”.
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