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Abstract

Large-scale fluid flow simulations yield multiple coupled scalar and vector fields (e.g.,
pressure, density, and velocity) together with derived topological structures, making ex-
ploratory vortex analysis difficult when raw fields are inspected in isolation. This thesis
proposes a multifield visualization workflow for vortex analysis that centers on pressure-
derived extremum graphs, whose valley lines are treated as candidates for vortex core-
lines. The approach is implemented in Inviwo as a coordinated pipeline and combines
direct volume rendering (DVR) of the pressure field for scalar context, velocity-field depic-
tion via line integral convolution and tube-based streamlines, and mesh-based rendering
of the extremum graph with critical points shown as spheres and valley lines shown as
tubes; a custom Inviwo importer was developed to load the extremum-graph format. The
DVR transfer function uses multiple narrow opacity peaks placed across the low-pressure
range: peak placement resolves the fragmentation-vs. occlusion trade-off, while keeping
each peak narrow preserves surface-like sharpness and limits accumulated ray opacity.
Streamline seeding draws from the critical points of the extremum graph, with 1-saddle
seeding emerging as the primary tuned reference for this dataset; a pressure-range fil-
ter, a choice between uniform exploratory thinning and histogram-guided thinning, and
a randomised off-axis displacement keep streamtubes legible near the interaction region.
To complement qualitative structure with quantitative cues, sampled pressure is encoded
through an inverse monotonic pressure-to-radius mapping on the graph mesh, with lin-
ear and exponential variants compared. The coordinated multifield views support joint
interpretation of low-pressure regions, flow orientation, and valley-line geometry, making
the transition from two initially parallel low-pressure structures toward the developing
horseshoe-like configuration visually interpretable across time, without pinning down an
exact reconnection timestamp.
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Introduction

Visualization is a powerful tool for conveying information in a compact and interpretable
form. In the same way that a painting can communicate a scene or an idea through com-
position—using color, contrast, shape, texture, and spatial arrangement to guide atten-
tion—scienti ¢ visualization uses visual variables to encode data attributes and reveal pat-
terns. Instead of inspecting millions of numbers or vectors, the viewer can perceive trends,
discontinuities, correlations, and anomalies through carefully designed mappings from data
to visual form. This “visual language” is particularly valuable when the goal is exploratory
analysis: the user iterates between hypotheses and visual evidence to identify what is present
in the data and what requires further investigation.

Thanks to increased computational power, it has become possible to simulate a wide range
of physical phenomena such as uid ow. These simulations typically produce large, high-
dimensional datasets: multiple scalar and vector quantities sampled on dense grids over
time. Even when the underlying numerical model is well understood, the resulting output is
dif cult to explore directly because of both its size and its structural complexity—important
features may be subtle, spatially localized, and distributed across several variables rather
than visible in a single raw eld.

In vortex analysis, visualization plays a critical role because the input data can be com-
plex and overwhelming in several ways. First, ow elds are inherently three-dimensional
and often time-dependent, which increases cognitive load: structures may move, merge,
split, or disappear over time(topological events often described as birth/death and merge/s-
plit), and they may be obscured by occlusion in dense 3D views. [1, 2] Second, the data is
multi eld—vortex-related behavior may not be captured by a single quantity, but instead
emerges from relationships between velocity, pressure, density, and derived measures such
as vorticity or swirling strength. Third, vortices exist across scales; small-scale structures can
be embedded within larger ow patterns, making it dif cult to choose sampling, seeding
density, Itering thresholds, and transfer functions without either missing relevant features
or producing visually cluttered results.

Vortices are generally understood as swirling motions in uids such as water or air and
can be observed in everyday situations—for example, inside a cup after stirring, or in the
wake of an aircraft where wingtip vortices may become visible under certain atmospheric
conditions. Despite the fact that vortices are central to understanding uid ow in many ap-
plications, there is no single universally accepted mathematical de nition. Instead, a variety



1.1. Motivation

(a) Wide view

(b) close-up view 1

(c) close-up views 2

Figure 1.1: Crow instability developing in aircraft contrails behind a passing Boeing 747,
photographed from Piberbach, Austria. (a) Wide view of the contrail pair showing the sym-
metric sinusoidal deformation along the trailing vortices; (b) and (c) close-up views, with (c)
showing the bent, partially loop-like con guration in which contrails of this kind eventually
evolve into rings. Photo by Herbert Raab, Earth Science Picture of the Day (USRA), 2011 [3];
reproduced with permission.

of vortex criteria and extraction methods have been proposed, each emphasizing different
aspects of swirling motion (e.g., rotation, pressure minima, or coherent motion over time).
This lack of a common de nition makes visualization not only a presentation tool but also an
integral part of the analysis pipeline: it supports comparison between methods, assessment
of parameter sensitivity, and interpretation of extracted vortex structures in their scalar and
vector- eld context.

1.1 Motivation

This project is a collaboration between a numerics group at Linkdping University and a math-
ematics group in Spain, with the aim of directly modeling ow phenomena. A central chal-
lenge is to compare results from large-scale numerical simulations with the corresponding
mathematical models of vortex dynamics.



1.1. Motivation

Fluid ow simulation data and vortex structure extraction

When an aircraft is airborne, it can leave condensation trails (contrails). Within and around
these trails, the ow can exhibit rotating motion, i.e., vortices. In the early stage, the contrails
often appear as two nearly parallel vortex cores. This counter-rotating pair is unstable to a
long-wavelength sinusoidal perturbation — the Crow instability [4] — whose growth bends
the cores into a curved, U- or W-shaped con guration commonly referred to as a horseshoe
vortex Where the bent cores are pushed close enough together, the topological event ofvortex
reconnectiorcan occur, locally severing and rejoining the tubes [5] and ultimately producing

a chain of vortex rings [6]. Because a contrail is laid down continuously as the aircraft moves,
its length encodes the temporal evolution of the wake, so all stages of this process can be
visible simultaneously along a single contrail, as in the photographs of Figure 1.1. In this
thesis, “horseshoe” refers to the bent geometric con guration, and “reconnection” refers to
the topological event that may follow it.

A key interest in aerodynamics is to understand why, when and wherethe horseshoe con-
guration develops and where reconnection follows. Addressing these questions requires vi-
sualization methods that can reveal coherent vortex structures in large, time-dependent sim-
ulation data. Such structural changes are commonly treated as feature tracking and event de-
tection problems in time-varying scalar elds, with events such as birth/death and merge/s-
plit[1, 2, 7].

The simulation data used in this thesis includes multiple elds over many time steps, in-
cluding pressure, density, and velocity. In addition, a topology-derived structure — a sparse
summary of the eld built from its critical points and the connections between them; see Sec-
tion 2.2.4 — is provided in the form of an embedded extremum graph This thesis focuses on
visualization strategies for the extremum graph and its relation to the surrounding pressure
context and velocity- eld visualizations. Practical challenges of combining multiple visual
layers (e.g., occlusion in hybrid views) are discussed later in Section 2.2.5.



Background and Context

This chapter provides background on (i) the uid- ow-simulation data used in this work
and (ii) common visualization and analysis methods for exploring scalar, vector, and derived
topological structures in such datasets. The chapter concludes with a thematic overview of
related work relevant to vortex analysis, volume rendering, and topology-based visualiza-
tion.

2.1 Data

2.1.1 Simulation setup and vortex descriptors

The dataset used in this thesis originates from a numerical uid ow simulation that pro-
duces vortex structures of interest, in particular a coherent horseshoe-type structure in the
near- eld that develops over time. The simulation outputs multiple coupled quantities —
pressure, density, and a velocity vector — on a 3-D grid at successive time steps; the pressure-
derived extremum graph used in this thesis is provided as one such graph per time step (Sec-
tion 2.1.2.3). Common vortex descriptors and vortex-region de nitions (e.g., Q, | 2, pressure-
and acceleration-based criteria) are reviewed in Chapter 4; this thesis adopts a pressure-based
approach throughout.

2.1.2 Available elds from the simulation
2.1.2.1 Scalar elds.
A scalar eld smaps points in a domain D to a scalar value:
D € R%:(x,y,z) bNs(x,y,z) PR. (2.1)

The simulation output includes pressure and density. Pressure is particularly relevant since
low-pressure regions can coincide with vortical motion and coherent structures. A simple
pressure-based approach is to highlight candidate vortex regions by thresholding the pres-
sure eld [8]:

P2 Pthresh- (2-2)

Such thresholding can produce elongated low-pressure regions that are discussed in the con-
text of coherent motions in turbulent ows [9].
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2.1.2.2 Vector elds.

A vector eld v maps points in a domain D to a vector value:
D € R%:(x,y,2) PRv(x,y,z) PR3 (2.3)

The simulation provides the velocity eld v(x), whichis used to provide ow context through
velocity- eld visualizations described in Section 2.2.3.

2.1.2.3 Derived structures: extremum graphs from pressure

The previous two parts described elds delivered densely on the simulation grid — one scalar
value, or one vector, at every sample point. The dataset additionally provides an object of a
different kind: a sparse, geometric summary of the pressure eld, built fromits topology. This
subsection describes the form in which that summary is delivered; the underlying topological
concepts are developed in Section 2.2.4.

The intuition is that a scalar eld has a small number of structurally important points —
the locations where the eld reaches a local minimum, a local maximum, or a saddle-like
balance between rising and falling directions — and that the eld's overall shape is largely
captured by those points and the curves connecting them. Such points are called critical points
the locally at spots of the eld, where the gradient (the direction of steepest increase) van-
ishes. Keeping only the critical points and the connecting curves, and discarding the rest of
the volume, yields a sparse representation that is dramatically smaller than the original eld
while preserving the structure that matters for analysis.

Figure 2.1 shows what these critical points look like for Morse functions de ned on low-
dimensional domains. In panel (a), the function is de ned on a 1-dimensional domain; its
critical points are just local minima (blue dots) and local maxima (red dots), separated by
monotonic stretches where the function only rises or only falls. In panel (b), the function is
de ned on a 2-dimensional domain; the same two types appear — minima as blue spheres,
maxima as red spheres — and a third type appears that has no analogue on a 1-dimensional
domain: the saddle shown as a white sphere, where the eld decreases along one direction
and increases along the perpendicular one.

Figure 2.1: Critical points of Morse functions in (a) a 1-D domain and (b) a 2-D domain,
illustrating minima (blue), maxima (red), and saddles (white) used in topology-based scalar-
eld analysis. Reproduced from Yan et al. [10].

The 3-D setting — which is the setting of this thesis — mostly carries the 2-D picture
over, with one additional wrinkle: in 3-D there are two kinds of saddles rather than one,
distinguished by how many directions the eld descends in. The dataset analysed here uses
the kind called a 1-saddle(the saddle type in 3-D with one descending direction); the full
classi cation is given in Section 2.2.4.

With those terms in place, the derived structure provided alongside the simulation can be
described directly. Itis an extremum graplof the pressure eld: each pressure minimum is con-
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nected to nearby 1-saddles by an embedded 3-D curve, and pressure is sampled along each
curve and stored per vertex; we denote this scalar by p throughout this thesis, and the source-
data eld that holds it is named fn_value . The resultis a small set of points sitting in the
volume, joined by curves along which pressure varies in a controlled way — a compact geo-
metric object that downstream chapters overlay against pressure context (DVR, Section 2.2.2)
and against the velocity- eld visualisations of Section 2.2.3. The exact le-level shape of these
curves — represented aspolylines(ordered point lists) — with their per-polyline identi ers
and vertex counts, is documented in Section 5.0 where it is consumed.

(a) step 160

(b) step 180

Figure 2.2: Example rendering of an extremum graph derived from the pressure eld, show-
ing embedded connectivity between critical points. Minima are rendered as red or yellow
spheres ( for pP[0,0.632, for pP[0.632,0.63}3), 1-saddles as blue or cyan spheres ( for
pP[0,0.63), for pP[0.632,0.63)).

2.2 Common visualization and analysis methods

This section summarizes visualization and analysis methods commonly used for scalar and
vector elds like those described in Section 2.1. The gures in this section are intended to
illustrate the methods using the dataset from this thesis (placeholders are provided where
needed).

2.2.1 Isosurface extraction for scalar elds

Isosurface extraction visualizes a scalar eld by displaying the set of points satisfying s(x) =
w for a chosen isovalue w. Isosurfaces are useful when the analysis is naturally phrased as
a threshold or a small number of representative levels (e.g., low-pressure regions; see Fig-
ure 2.3). They produce explicit geometry that can be shaded and combined with other geo-
metric overlays.
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A standard method for isosurface extraction is marching cubes, which constructs a trian-
gle mesh approximating the isosurface s(x) = w in a three-dimensional scalar grid. The algo-
rithm processes the volume cell by cell, classi es the eight vertices of each cell with respect to
the chosen isovalue w, and uses a precomputed case table together with edge interpolation
to generate the corresponding triangles.

(a) step 120

(b) step 150

(c) step 190

(d) step 220

Figure 2.3: Pressure isosurfaces extracted from the simulation dataset at four time steps
(a) 120, (b) 150, (c) 190, (d) 220. In each panel, three isovalues are rendered as nested sur-
faces in different colors: p = 0.63226 (), p = 0.63268 ( ), and p = 0.63308 ( ), serving as
geometric proxies for candidate low-pressure regions in the ow.

2.2.2 Direct Volume Rendering (DVR) and transfer functions

Whereas isosurfaces require explicit surface extraction, DVR renders the volume directly by
compositing samples along viewing rays [11]. DVR commonly uses ray casting: for each
pixel, a ray is marched through the volume and emission—absorption contributions are com-

posited along the ray to form the image [12]. The color and opacity assigned at each sample
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are determined by the transfer function(TF), which maps scalar values to color and opac-
ity, and which is the central design choice in any DVR pipeline. The simplest TFs are one-
dimensional, de ned over the scalar value alone; multi-dimensional TFs additionally use
derived quantities such as gradient magnitude to better separate material boundaries [13,
14]. By concentrating opacity around selected scalar values, a TF can emphasize particular
value ranges, suppress less relevant contributions, or even produce an isosurface-like appear-
ance while still operating directly on the volume. Figure 2.4 shows the pressure eld of the
simulation rendered with such a TF at four time steps.

(a) step 120

(b) step 150

(c) step 190

(d) step 220

Figure 2.4: DVR of the pressure eld at four time steps (a) 120, (b) 150, (c) 190, (d) 220,
using a transfer function that concentrates opacity around the low-pressure range so that
candidate vortical regions are emphasized while the surrounding volume is rendered semi-
transparently. The same time steps are shown as isosurfaces in Figure 2.3.
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2.2.3 \ector- eld visualization and derived scalar measures

A vector eld assigns a vector — a direction and magnitude — to every point in the domain,
and the goal of vector- eld visualization is to make that spatial pattern of directions visible.
One option is glyphs small oriented marks (typically arrows) drawn at sample points to in-
dicate the local direction and magnitude. Glyphs are direct but, in dense 3-D data, quickly
become visually cluttered and typically require subsampling or focus regions [15]. A com-
mon alternative is to trace streamlinescurves that are everywhere tangent to the vector eld,
obtained by integrating along the eld starting from a chosen seed point. A streamline can be
thought of as the path a massless particle released into the eld would follow, and a collection
of streamlines can convey larger-scale ow structure that no single glyph can [16].

In vortex analysis, streamlines can capture swirling behaviour qualitatively, but their ap-
pearance depends on where the seed points are placed, on the numerical integration param-
eters, and on the chosen frame of reference, which makes them hard to compare across time
steps, parameter settings, or datasets. A particularly consequential choice iswherestreamlines
are seeded. A streamline seeded directly on a vortex coreline (the central axis of the swirl)
traces that axis with little visible swirling, whereas streamlines seeded in the neighbourhoodf
the coreline reveal the characteristic helical or circulatory motion around the axis [17]. Even
with the seeding region xed, the density of seed points trades legibility against coverage:
sparse seeding makes individual streamlines easy to follow but can under-represent coher-
ent structure, while denser seeding reveals more of the surrounding ow at the cost of clutter
and occlusion (Figure 2.5). Seed-placement strategies that exploit features of the vector eld
or its derived quantities are surveyed by Sane et al. [18].

For more direct comparison across con gurations, an alternative is to reduce the vector
eld to a derived scalar eld— a single number per point computed from the vectors — and
then visualize that scalar eld with the methods from the previous subsections. Standard
choices include velocity magnitude(the length of the velocity vector), vorticity magnitude (a
measure of how strongly the ow rotates locally), and region-based vortex criteria such as
the Q- and | »-criteria [8]. The dominant visualization for these derived scalars is isosurface
extraction at a chosen threshold, which gives a clean geometric boundary of the regions clas-
si ed as vortical [16]. Direct volume rendering is also possible but is less commonly used for
derived scalars, because such scalars are typically interpreted as binary discriminators rather
than as continuous elds. This thesis does not follow the full vector-to-scalar-to-isosurface
path on the velocity eld; instead, the velocity eld is visualized directly with streamlines
and LIC (Chapter 5), and velocity magnitude is encoded as colour along the streamtubes
rather than rendered as a separate scalar eld. A related strategy of reducing rich eld data
to a more compact representation is, however, retained in a different form: the topology-
based descriptors introduced in the next subsection summarise a scalar eld by its critical
points and their connections, and in this thesis they operate on pressure rather than on a
velocity-derived scalar.
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(a) Sparse near-coreline seeding

(b) Denser near-coreline seeding

Figure 2.5: Streamtube visualization (thickened streamlines, for visibility) of the velocity eld

at time step 220, with seeds drawn from a xed near-coreline seed set at two densities. Inte-
gration parameters are identical in both panels. Sparse seeding (a) makes individual stream-
lines easy to follow but can under-represent coherent structure; denser seeding (b) reveals
more of the surrounding ow at the cost of clutter and occlusion.
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2.2.4 Scalar- eld topology

The methods in the previous subsections produce dense output: isosurfaces Il regions of
the domain, DVR colours every sample along a viewing ray, and streamline-based visualisa-
tions cover the volume with curves. Topology takes a different route. Rather than rendering
the eld everywhere, it summarises the eld through a small set of structurally meaningful
points — where the eld has a peak, a valley line, or a saddle-like balance — and the connec-
tions between them [19]. The resultis a sparse skeleton: dramatically smaller than the original
volume, and naturally suited to vortex-related analysis on a eld like pressure that has well-
de ned extrema. Most topological descriptors assume the scalar eld isa Morse function its
critical points are non-degenerate (informally, none of them are at plateaux) and have dis-
tinct function values. Under this assumption, the topology of a level set tx : f(x) = wu—
which is an isosurface when the domain is 3D — changes only when w passes a critical value
of f [10]. The simulation data used in this thesis satis es these assumptions in practice.

Critical points: from 1D to 3D. A critical point of a smooth scalar eld f:D € R"N R
is a point p where the gradient vanishes, r f(p) = 0. The kinds of critical points that exist
depend on the dimension of the domain. On a 1-D domain (Fig. 2.1a), the only critical points
are local minima and local maxima, separated by intervals on which f only rises or only falls.
In a 2-D domain (Fig. 2.1b), a third type appears — the saddle— where f decreases along one
direction and increases along the perpendicular one.

Critical points are classi ed by counting the number of independent directions along
which f decreases at that point — a quantity called the Morse index(formally, the number
of negative eigenvalues of the Hessian of f at p, where the Hessian is the matrix of second
partial derivatives). In 2D the index can be 0, 1, or 2, corresponding respectively to minimum,
saddle, and maximum. In 3D, which is the setting of this thesis, the index can be 0, 1, 2, or
3, so there aretwo kinds of saddles: a 1-saddlgindex 1) has one descending direction and
two ascending, while a 2-saddlgindex 2) has two descending and one ascending. The single
“saddle” that exists in 2D illustrations does not generalise to one category in 3D, and down-
stream constructions that depend on saddles must specify which kind. The pressure-derived
extremum graph used in this thesis (introduced informally in Section 2.1.2) connects minima
to 1-saddles, so 1-saddles are the only saddle type that appears downstream.

Gradient ow and the Morse—Smale complex. At every non-critical point, the gradient r f
is a non-zero vector pointing in the direction along which  f increases most steeply. Following
these directions traces out curves through the domain: a curve that is everywhere tangent to
r f is called an integral line of the gradient, and each such curve climbs f as fast as possible,
beginning and ending at critical points. Two natural groupings of integral lines arise. The
set of all integral lines ending at a particular maximum forms its descending regiofthe points
from which uphill ow reaches that maximum); the set of all integral lines starting at a par-
ticular minimum forms its ascending regianOverlaying these two partitions of the domain
yields the Morse—Smale (MS) complea partition into cells in which the eld rises monoton-
ically from a single minimum to a single maximum [2]. Figure 2.6 illustrates this on a 2D
scalar eld. Panel (a) shows the eld f as a colour map and a height surface. Panel (b) marks
its critical points (red maxima, green saddles, blue minima). Panel (c) shows the resulting MS
complex.

The MS complex captures the gradient- ow structure completely, but in practice it has
two drawbacks: it contains many cells, and noise in the data introduces spurious saddles
whose count grows rapidly [2]. Persistence-based simpli cati@aldresses both: it cancels pairs
of critical points (a saddle paired with an adjacent extremum) in increasing order of their
persistence— the absolute difference between their function values, used as a measure of im-
portance. Panel (d) of Figure 2.6 shows the result of cancelling one such pair: the maximum p
and its adjacent saddle disappear, and the cell associated with p is absorbed into a neighbour.
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Figure 2.6: A 2D scalar eld, its Morse—Smale complex, and the derived extremum graph,
before and after simpli cation. Reproduced from Das et al. [2].

Persistence-based simpli cation is not applied in this thesis; the provided extremum graph is
used in its unsimpli ed form, with arcs characterised instead by the sampled pressure along
each polyline.

Extremum graphs. The extremum graphs a sparse sub-structure of the MS complex that
retains only the connectivity between extrema and saddles, embedded in the domain [20, 1,
10]. Two dual variants exist: the maximum graptconnects each maximum to the saddles on the
boundary of its descending region (in 3D, 2-saddles), and the minimum graphconnects each
minimum to the corresponding ascending-region saddles (in 3D, 1-saddles). The minimum
graph of f isthe maximum graphof f, sothe two are dual [7]. Panels (e) and (f) of Figure 2.6
show this on the 2D eld used above: panel (e) is the extremum graph derived from the MS
complex of panel (c), and panel (f) is its simpli ed counterpart. The graph is dramatically
sparser than the full complex while still embedded in the domain and still capturing which
extrema are neighbours.

The graph encodes proximity: two extrema sharing a saddle have adjacent monotonic
regions. Figure 2.7(a) overlays an extremum graph on a 2D eld with maxima labelled A-—
G; edges connect maxima that share a common saddle, so pairwise adjacency can be read
directly from the graph. Panel (b) shows what happens when the intermediate maximum
C is cancelled into its neighbour D: the graph rewires, D inherits C's neighbours, and A
and B become two-hop neighbours through D even though their underlying spatial regions
have not moved. Panels (c) and (d) show the same operation combinatorially: simpli cation
corresponds to a contraction of edge (C, D) in the abstract graph. This dependence of graph
structure on simpli cation choice is one reason the embedded form — which retains spatial
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geometry — is informative beyond the abstract connectivity graph alone [7]. The thesis works
with a single unsimpli ed extremum graph per time step, so the embedded form is what
matters here.

Figure 2.7: An extremum graph and the effect of cancelling a maximum, shown both embed-
ded in the domain and combinatorially. Reproduced from Narayanan et al. [7].

The extremum graph used in this thesis.  The dataset analysed in this work provides a
3D extremum graph of the pressure eld, in the minimum-graph form: minima connected
to 1-saddles by embedded polylines (Section 2.1.2). Persistence-based simpli cation is not
applied; each polyline is characterised by sampled pressure along its length. The le-level
structure of the polylines and the design of their on-screen rendering are deferred to Chap-
ter 5, where they are used; this subsection has only introduced the underlying concept.

The extremum graph is also a building block for hybrid visualisations that combine topo-
logical structure with volumetric and vector- eld context; this is discussed in Section 2.2.5.

2.2.5 Multi eld and hybrid visualization

A multi eld dataset associates more than one quantity with each point of the domain. The
simulation analysed in this thesis is multi eld in this sense: pressure, density, and a veloc-
ity vector are de ned at every grid point [21]. Multi eld visualizationaims to relate these
guantities within a single, spatially shared view rather than through separate plots.

A common way to do this is hybrid visualization compositing volumetric context with ge-
ometric overlays in the same image, so that each modality contributes what it does best. The
ingredients have already appeared in this chapter — DVR (Section 2.2.2) provides volumetric
context from the pressure eld, with transfer-function design used to give selected pressure
ranges an isosurface-like appearance (see Section 5.2); streamlines (Section 2.2.3) provide a
geometric overlay derived from the velocity eld; and the extremum graph (Section 2.2.4)
contributes a sparse topological overlay derived from the pressure eld. Figure 2.8 shows
such a composition for the dataset analysed here: pressure DVR overlaid with the pressure-
derived extremum graph, at two time steps of the simulation. The cost is visual complexity:
with several layers present, occlusion becomes a real interpretive problem, addressed in this
thesis by transfer-function design (Section 5.2) and by the option to render the topology layer
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