
Linköpings universitetSE–581 83 Linköping+46 13 28 10 00 , www.liu.se

Linköping University | Department of Computer and Information Science
Master’s thesis, 30 ECTS | Datateknik

2026 | LIU-IDA/LITH-EX-A--2026/020--SE

Evaluating the Accuracy of GUITesting Using Multi-Modal LargeLanguage Models
– An Empirical Evaluation in Tacsi and OpenScope
Utvärdering av noggrannheten i GUI-testning med multimodala
stora språkmodeller

Klara Ödquist
Andreas Lindeborg

Supervisor : Suleman KhanExaminer : Andrei Gurtov

http://www.liu.se


Upphovsrätt

Detta dokument hålls tillgängligt på Internet - eller dess framtida ersättare - under 25 år från publicer-ingsdatum under förutsättning att inga extraordinära omständigheter uppstår.Tillgång till dokumentet innebär tillstånd för var och en att läsa, ladda ner, skriva ut enstaka ko-pior för enskilt bruk och att använda det oförändrat för ickekommersiell forskning och för undervis-ning. Överföring av upphovsrätten vid en senare tidpunkt kan inte upphäva detta tillstånd. All annananvändning av dokumentet kräver upphovsmannens medgivande. För att garantera äktheten, säker-heten och tillgängligheten finns lösningar av teknisk och administrativ art.Upphovsmannens ideella rätt innefattar rätt att bli nämnd som upphovsman i den omfattning somgod sed kräver vid användning av dokumentet på ovan beskrivna sätt samt skydd mot att dokumentetändras eller presenteras i sådan form eller i sådant sammanhang som är kränkande för upphovsman-nens litterära eller konstnärliga anseende eller egenart.För ytterligare information om Linköping University Electronic Press se förlagets hemsida
http://www.ep.liu.se/.

Copyright

The publishers will keep this document online on the Internet - or its possible replacement - for aperiod of 25 years starting from the date of publication barring exceptional circumstances.The online availability of the document implies permanent permission for anyone to read, to down-load, or to print out single copies for his/hers own use and to use it unchanged for non-commercialresearch and educational purpose. Subsequent transfers of copyright cannot revoke this permission.All other uses of the document are conditional upon the consent of the copyright owner. The publisherhas taken technical and administrative measures to assure authenticity, security and accessibility.According to intellectual property law the author has the right to bementionedwhen his/her workis accessed as described above and to be protected against infringement.For additional information about the Linköping University Electronic Press and its proceduresfor publication and for assurance of document integrity, please refer to its www home page:
http://www.ep.liu.se/.

©Klara ÖdquistAndreas Lindeborg

http://www.ep.liu.se/
http://www.ep.liu.se/


Abstract

Recent advances in Multi-modal Large Language Models (M-LLMs) have created new
opportunities for automating Graphical User Interface (GUI) testing through screenshot-
based interaction guided by natural-language instructions. This thesis investigates how
accurately these models can execute GUI test actions, how sensitive they are to controlled
variations in GUI layout and instruction wording, how reliable their final verdicts are, and
how model size affects execution efficiency.

To study this, a proof-of-concept pipeline called GUIOracle was implemented. The
pipeline combines specification, interaction, and verification stages to execute natural-
language GUI test instructions using screenshot capture, GUI parsing, local multi-modal
model inference, and automated final-state assessment. The approach was evaluated in
two environments: Tacsi, an industrially relevant simulator at Saab, and OpenScope, a
controlled GUI environment used for comparative experimentation. Five Qwen 3.5 model
sizes, from 0.8B to 27B parameters, were included in the evaluation, although the 27B
model was tested only in OpenScope.

The results show that GUI action accuracy, scenario success, and verification-stage re-
liability improved clearly with model size. The smallest models were often unreliable and
frequently timed out, whereas the larger models were better at executing correct GUI ac-
tions and completing scenarios successfully. Controlled GUI layout changes generally had
a stronger negative effect than instruction wording changes, indicating that the approach
was more sensitive to layout variation than to simplified phrasing. Runtime analysis fur-
ther showed that smaller models were not automatically the most practical, since weaker
action selection often led to longer interaction traces. The 27B model achieved the highest
action accuracy, but the 9B model provided the best balance between correctness and exe-
cution efficiency. These findings suggest that local M-LLM-based GUI testing has promis-
ing potential in controlled environments, although the approach is best viewed as a com-
plement to existing testing methods rather than as a complete replacement.
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1 Introduction

Recent advances in Large Language Models (LLMs) have created new opportunities to au-
tomate tasks in software development, including testing and Quality Assurance (QA) [12].
At the same time, Multi-modal Large Language Models (M-LLMs) have shown that com-
bining textual instructions with visual input can reduce ambiguity when text alone is not
enough [76]. These developments suggest that M-LLMs may also be useful for Graphical
User Interface (GUI) testing, where successful automation depends on interpreting what is
shown on the screen and executing appropriate actions [42].

This thesis investigates the use of M-LLMs for automated GUI testing through the de-
sign and evaluation of an M-LLM-based GUI testing pipeline. The work was carried out
in collaboration with Saab and includes experiments in Saab's Tacsi simulator as well as in
an additional GUI environment used for controlled experimentation. The following sections
present the motivation for the study and de�ne the aim, research questions, and delimitations
of the thesis.

1.1 Motivation

The software industry is moving toward faster and more agile development with a focus
on Continuous Integration and Deployment (CI/CD), which increases the need for quicker
and more frequent feedback on software quality [4]. Traditional GUI testing often relies on
record-and-playback tools or manually scripted automation frameworks, which can become
costly to maintain as GUIs change over time, since changes in layout or GUI components
often require test updates [4].

Recent developments in LLMs have created new opportunities. M-LLMs offer a potential
alternative to today's GUI testing techniques by interpreting screenshots together with tex-
tual test instructions, which may reduce reliance on brittle GUI scripts [42, 76]. At the same
time, in GUI testing it is still unclear how accurately and consistently M-LLMs can execute
prede�ned test actions, how sensitive they are to small changes in GUI layout and instruction
wording, and how execution time affects their practical use in testing work�ows [41, 42, 76].
In addition, there is limited evidence on how M-LLMs perform when executing prede�ned
GUI test actions step-by-step in controlled settings, and on the runtime and cost trade-offs of
using them in GUI testing pipelines.

1



1.2. Aim

This topic is also timely because recent industrial developments show strong interest
in agentic AI systems that can interact directly with software interfaces. OpenAI and An-
thropic have introduced computer-use capabilities that allow M-LLM-based systems to ob-
serve screens, select actions, and operate applications in multi-step work�ows [55, 6]. At the
same time, the practical use of such frontier cloud-based systems can be constrained by API
pricing and con�dentiality concerns [56, 7]. This makes it particularly relevant to evaluate the
potential of locally deployable M-LLMs for GUI testing, where screenshots, interaction traces,
and test data may need to remain under local organizational control. In air traf�c manage-
ment, ongoing digitalisation also introduces new cybersecurity threats and risks. Together
with increasing software complexity, this strengthens the need for dependable evaluation
and testing approaches in operational software environments [9].

This problem is particularly relevant in collaboration with Saab, where software quality
and reliability are central concerns. Saab's Tactical Environment Simulation (TES) section de-
velops and maintains Tacsi, a simulation program used to model and analyze tactical scenar-
ios involving aircraft and other entities. Tacsi provides a GUI that allows users to con�gure
simulations by adjusting parameters such as position, speed, and behavior, and to interact
with the simulation during execution.

Although Tacsi testing includes automated regression and scenario-based testing at other
levels, GUI testing still relies to a large extent on manual execution, especially when verifying
new visual elements or checking the function of GUI controls. These manual tests are time-
consuming and become increasingly dif�cult to scale as the interface changes over time and
the number of GUI elements grows. At the same time, Tacsi provides a controlled simulation
environment where the same work�ows can be repeated under controlled and comparable
conditions. This highlights the need to evaluate whether M-LLM-based GUI testing can be
performed accurately, consistently, and ef�ciently in an industrial setting.

1.2 Aim

The primary aim of this thesis is to implement and evaluate an M-LLM-based GUI testing
pipeline that executes automated test steps by interpreting visual input together with natural-
language test instructions. The pipeline is designed as a proof-of-concept and covers the main
parts of the testing loop, including action execution and outcome veri�cation.

The study examines how accurately and consistently the proposed approach performs
prede�ned GUI test actions, including repeatability across reruns. It also investigates sensi-
tivity to controlled variations in GUI layout and instruction wording, as well as how model
size and execution time affect the trade-off between action accuracy and execution ef�ciency.

The evaluation is conducted in Saab's Tacsi simulator as an industrially relevant case, as
well as in OpenScope, an additional GUI environment used for controlled experimentation.

1.3 Research Questions

1. How accurately can M-LLMs execute GUI actions using visual input and natural-
language test instructions in a controlled environment?

2. How sensitive are M-LLMs to variations in GUI layout and test instructions, and how
do such variations affect the consistency of their actions?

3. What is the execution time of automated GUI testing performed by M-LLMs for prede-
�ned test scenarios?

4. How does M-LLM model size affect the trade-off between action accuracy and execu-
tion ef�ciency in automated GUI testing?

2



1.4. Delimitations

The research questions �rst address how well M-LLMs can correctly execute GUI actions.
This is evaluated through action accuracy, which re�ects how well an M-LLM can interpret
visual input together with natural-language test instructions and execute the intended GUI
actions correctly. Action accuracy is therefore a key factor in determining whether M-LLMs
can reliably automate GUI interactions and reduce the need for manual testing and veri�ca-
tion.

The research questions also address sensitivity to variations in GUI layout and test in-
structions. Since GUIs often change in appearance, structure, or wording, a GUI testing ap-
proach should behave consistently despite such variations. Sensitivity analysis helps reveal
how fragile or stable M-LLM-based GUI testing is in practice.

Another aspect concerns performance, which is evaluated through execution time in the
interaction stage of GUIOracle. Execution time provides insight into how ef�ciently M-LLMs
can carry out test scenarios and whether the approach is suitable for repeated or larger-scale
testing work�ows.

Finally, the research questions examine the trade-off between action accuracy and execu-
tion ef�ciency across different model sizes. Larger M-LLMs may improve action accuracy,
but they may also require more computational resources and longer execution times. Ana-
lyzing this trade-off helps evaluate how model size affects the balance between correctness
and ef�ciency in automated GUI testing.

1.4 Delimitations

This thesis is limited to a focused technical evaluation of M-LLMs for automated GUI testing.
It examines how well M-LLMs can interpret visual GUI states, follow natural-language test
instructions, and execute GUI actions in a consistent and measurable way. Other forms of
software testing are outside the scope of the study.

The experiments are conducted in controlled environments to support repeatability under
comparable conditions. Although the thesis is carried out in collaboration with Saab's TES
section and includes Tacsi as an industrially relevant case, the evaluation also uses Open-
Scope for controlled experimentation. This supports systematic evaluation, but the results
may not fully re�ect the complexity of more advanced industrial or safety-critical GUI envi-
ronments.

The stability analysis is restricted to controlled variations, such as small changes in GUI
layout, appearance, and instruction wording. Major layout or structural changes, highly dy-
namic GUIs, and long or complex interaction sequences are not included.

The study is limited to selected model sizes within the Qwen M-LLM family that were
available during the thesis period. It does not account for future model updates, and the
comparison is restricted to the models and con�gurations included in the experiments. All
experiments and prompts are conducted in English.

3



2 Theory

This chapter presents the concepts needed to understand the work of this thesis. It begins by
introducing fundamentals of GUIs, including how GUI elements and GUI state can be rep-
resented and visually grounded for automated interaction. It then covers software testing,
with a focus on manual and automated GUI testing as well as testing in simulation envi-
ronments. Finally, the chapter presents the foundations of LLMs and M-LLMs, followed by
prompt engineering principles, the evaluation metrics used in this thesis, and related work
that motivates the identi�ed research gap.

2.1 Graphical User Interface

GUIs provide a way for users to interact with software systems through visual interface com-
ponents. They consist of interactive visual elements such as buttons, menus, text boxes, and
dialog boxes, through which users access and interact with application functionality [46]. In
this thesis, GUIs are central because automated and AI-based GUI testing depends on cor-
rectly interpreting what is shown on the screen, identifying relevant interface elements, and
acting appropriately based on the current interface state. The following subsections therefore
present GUI concepts that are particularly relevant to this work.

2.1.1 GUI State and Feedback

GUIs are typically event-driven systems in which user interactions generate events that may
trigger application actions and change the visible interface state [46, 48]. As a result, the
meaning and correctness of a GUI action often depend on the current interface state and
on the effects of previous interactions [48, 33]. GUI testing therefore becomes sequential,
since an incorrect intermediate GUI state may affect the validity of subsequent actions and
observations [48].

Visual cues are important for interpreting GUI state. For example, interface changes such
as selection highlighting and visual indications of inactive controls can signal which elements
are currently selected or unavailable [33]. For automated and AI-based GUI testing, this
means that both action selection and action veri�cation depend on correctly interpreting the
current GUI state and its visible feedback.

4



2.1. Graphical User Interface

2.1.2 GUI Element Representation and Parsing

For screenshot-based GUI interaction, a GUI can be represented as a structured collection of
interface elements rather than as an unorganized image [81]. In this representation, the screen
is decomposed into candidate UI components such as buttons, text �elds, icons, menus, and
other interactive regions, where each component is associated with spatial and semantic in-
formation [81]. This re�ects how GUIs are used in practice, since interaction is typically
directed toward discrete interface elements rather than arbitrary pixel locations [81].

Such an element-based representation is commonly obtained through a GUI parsing stage.
In GUI-agent systems, parsing belongs to the perception stage, where the current interface
must be interpreted before an action can be selected [67]. Prior work describes GUI-agent
perception as either text-based, for example through parsing DOM/HTML or XML struc-
tures, or multi-modal, where screenshots are processed directly and may be supplemented
by tools such as OCR and object detection [67].

For screenshot-based automation, GUI parsing provides an intermediate representation
between raw pixels and executable actions. Instead of reasoning only over the screenshot as
a whole, the agent can reason over candidate interface elements together with their positions
and local semantics. This makes elements explicitly addressable in later reasoning steps and
provides a basis for downstream tasks such as visual grounding and action selection [81, 67].

A concrete example is OmniParser, introduced by Lu et al. as a pure vision-based screen
parsing method for GUI agents [43]. The method was proposed partly because existing Set-
of-Mark pipelines often rely on parsed HTML to obtain actionable regions, which limits them
mainly to web settings [43]. OmniParser instead aims to support cross-platform GUI interac-
tion by extracting structured bounding boxes and labels directly from screenshots [43].

More speci�cally, OmniParser combines an interactable-region detector, an OCR module
for text regions, and an icon-captioning component that provides local functional seman-
tics [43]. Lu et al. report that the interactable-region detector was trained on 67k unique
screenshots with interactable-region bounding boxes, and that the icon-captioning compo-
nent was �ne-tuned on 7k icon-description pairs [43]. The resulting parsed GUI state in-
cludes candidate elements that can be referred to through identi�ers together with extracted
text or icon descriptions, which supports more robust grounded interaction than relying only
on raw screen coordinates [43, 81].

2.1.3 Visual Grounding

Visual grounding is the process of resolving a natural-language reference to the image region,
object, or element it denotes. In multi-modal settings, this requires aligning linguistic expres-
sions with spatial information in the visual input so that the referred target can be localized
rather than only interpreted semantically [68].

For M-LLMs, grounding can become more reliable when spatial structure is made explicit
in the input or prompt. One way to do this is to provide positional references such as coordi-
nate cues or bounding-box information, which turns grounding into the task of predicting or
selecting a spatially de�ned target. Making position information explicit strengthens the cor-
respondence between language and image layout and can improve localization accuracy [68].

Another way to support grounding is to expose candidate regions through visual marks.
In Set-of-Mark prompting, an image is partitioned into semantically meaningful regions and
each region is overlaid with a unique, interpretable mark such as a number or letter. Because
the marks are distinguishable, they can support grounding either implicitly from the marked
image alone or explicitly when the textual prompt refers to the marks directly [84].

5



2.1. Graphical User Interface

In GUI settings, visual grounding can be formulated at the level of interface elements
rather than raw pixels. A screenshot can be parsed into candidate interactive elements, where
each element is associated with a spatial region and local semantics such as text or icon mean-
ing. This makes it possible to ground an instruction to a semantically meaningful UI compo-
nent while preserving its link to a concrete on-screen region [43, 81].

This distinction is important in GUI testing because interaction is performed on interface
elements such as buttons, text �elds, and icons, whereas raw coordinate prediction remains
sensitive to small misalignments. Element-level grounding therefore provides a representa-
tion that is closer to how GUI actions are actually carried out [81].

The difference between text-only references, coordinate-based selection, and element-
based grounding using detected UI components is illustrated in Figure 2.1.

Figure 2.1: Grounding a natural-language GUI instruction to the correct on-screen target.
The �gure contrasts text-only interface descriptions, coordinate-based target selection, and
element-based grounding via detected UI components (bounding boxes).

2.1.4 Target Representations

A target representation de�nes how the intended object of an instruction is encoded so that
language can be translated into an executable GUI action. Different target representations
preserve different kinds of information about the target, especially its position, extent, label,
and semantics [68, 81].

One direct target representation is a coordinate target, where the model predicts an (x, y)
location on the screen [68]. This representation is simple, but it requires precise spatial align-
ment between the language reference and the rendered GUI, and even small errors can cause
the action to miss the intended control [68, 43, 81].

A more structured representation is the bounding box, which models the target as a rect-
angular region enclosing an interface element. Bounding boxes preserve spatial extent rather
than a single point and are widely used to represent the location of interactive GUI elements
together with associated textual or functional information [43, 81].

6



2.2. Testing

Targets can also be represented through labeled regions. In Set-of-Mark prompting, each
candidate region is assigned a unique mark, making the target referable through that mark
instead of raw coordinates [84]. In GUI parsing pipelines such as OmniParser, detected in-
teractive regions can similarly be assigned numeric identi�ers together with local semantics,
allowing the target to be expressed as a speci�c labeled region in the screenshot [43].

An element-centric representation treats the screen as a set of candidate elements. Follow-
ing [81], the screen can be represented as

E = te 1, . . . , eN u, ei = (b i , ti ),

where each element combines a bounding box bi with textual or semantic content t i . Under
this formulation, the target is represented as selecting one element from the candidate set,
often by predicting its index rather than regressing to a coordinate. This ties the predicted ac-
tion to a valid UI component and better matches the structured nature of GUI interaction [81].

2.1.5 GUI Agents and Sequential Interaction

GUI agents are systems that interact with graphical user interfaces by perceiving the current
interface state, selecting an action, executing it, and using the resulting feedback to guide
subsequent actions [67]. Unlike static screenshot analysis, GUI agents operate sequentially,
since each action may change the interface and thereby affect what can be done next [67].

In M-LLM-based GUI agents, the current screenshot can be combined with textual in-
structions and, in some approaches, parsed GUI elements to support action selection. The
model then predicts the next GUI action, such as clicking, typing, or scrolling [67, 43, 81].
This makes GUI agents closely related to visual grounding, since the model must connect the
instruction to a concrete target on the screen [81].

This is relevant in this thesis because GUIOracle uses an M-LLM in a step-wise interaction
loop: the system observes the GUI, parses visible elements, selects one action, executes it, and
then observes the updated state.

2.1.6 GUI Environments

GUI-agent evaluation is in�uenced not only by the model itself, but also by the characteristics
of the target GUI environment [67, 51]. Prior work shows that GUI environments can differ
in platform, interface structure, dynamics, and available interaction conditions, which affects
how agents perceive interface elements, ground targets, and execute actions [67, 51]. The
evaluation in this thesis is conducted in two different GUI environments, Tacsi and Open-
Scope, in order to study M-LLM-based GUI testing under different interface conditions. The
speci�c characteristics of these environments are described in Section 3.2.

2.2 Testing

Software testing is performed to evaluate whether a system meets speci�ed requirements,
behaves as intended, and to detect faults before deployment [71]. Testing is commonly
structured into different levels, ranging from individual components to complete end-to-end
work�ows, including unit, integration, system, and acceptance testing [70]. For GUI-based
systems, testing is often particularly relevant at the system and acceptance levels, since many
behaviors depend on sequences of user events, resulting GUI states, and visible feedback
when the full application is exercised through the interface [48, 10, 4].
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2.2.1 Manual GUI Testing

Manual GUI testing typically means that a tester executes a scenario by interacting with
the system through the GUI and then checking that the GUI responds correctly [48]. Be-
cause the GUI can reach incorrect intermediate states that affect later steps, GUI tests often
require checking the interface after each important action rather than only at the end of a
scenario [48].

In industrial practice, manual testing is still widely used for system and acceptance test-
ing, but it is often expensive and time-consuming, especially when the same scenarios must
be repeated during regression testing after changes to the system [4, 10]. Manual execution
can also be prone to human error, particularly when the same test scenarios must be per-
formed repeatedly [4].

2.2.2 Automated GUI Testing

Automated GUI testing aims to execute GUI scenarios automatically by sending input actions
to the system and checking the resulting behavior. A common technique is record-and-replay,
where user interactions are recorded and later replayed to repeat a scenario [48, 10]. Such
approaches may rely either on screen coordinates or on references to GUI components and
their properties [10, 24]. Coordinate-based scripts are often sensitive to layout changes, while
property-based scripts are often less sensitive to layout changes but may require access to
implementation-speci�c GUI information [4, 24, 10].

A more �exible alternative is Visual GUI Testing (VGT), which uses image recognition
to locate and interact with what is rendered on the screen [10, 4]. This makes the approach
less dependent on internal implementation details, since it interacts with the rendered GUI
rather than requiring direct access to internal GUI objects or APIs [10, 4]. Maintenance also
remains a major practical challenge in GUI automation, since even small GUI changes can
cause automated tests to fail [4, 24].

GUI interaction depends on the current GUI state, and reliable testing therefore requires
correct interpretation of the state reached after earlier interactions [47]. GUIs may also be
visually complex and dynamic, which can make reliable interaction harder [81, 73]. In this
thesis, these challenges are studied in a screenshot-based setting. Screenshots provide a vi-
sual representation of the interface and can therefore be used as a basis for investigating
screenshot-based automated GUI testing approaches [8].

2.2.3 Test Oracles in GUI Testing

Traditional testing often relies on a test oracle to determine whether execution was correct.
A test oracle provides expected results that can be compared with the actual results of a test
case [58]. In GUI testing, however, oracle use is more complicated because correctness may
depend not only on the �nal outcome but also on intermediate GUI states reached during
execution. Memon notes that GUI test execution often requires interleaving oracle checks
with the test steps, since an incorrect intermediate state can make later execution useless and
can make the actual cause of failure dif�cult to identify if only the �nal output is checked [48,
47].

2.2.4 GUI Testing in Simulation Environments

Testing of Tacsi is performed at several levels. At the lowest level, code-near regression tests
are written with the Google Test framework and executed automatically on every commit
and nightly through Azure DevOps pipelines. These tests verify code libraries and APIs
rather than the GUI itself. On top of that, end-to-end scenario tests are built using an internal
scenario-authoring tool. Once a scenario has �rst been checked manually, the same test can
be run automatically in the CI pipeline. A second level consists of semi-automated tests
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that require a tester to start the test manually before execution continues automatically, for
example in network tests. Finally, fully manual GUI tests are carried out when new visual
elements are introduced or when an exhaustive check of GUI controls is required. These
are performed either on a stand-alone Tacsi installation for pure UI checks or in the target
environment together with other components.

When a test case is created, the functional requirement to be veri�ed is �rst identi�ed.
The tester then prepares a known initial simulation state by loading a prede�ned scenario
or con�guring the environment through the GUI. The prescribed sequence of GUI actions is
executed while the tester observes both the simulator's internal state through log �les and
the GUI feedback. If the observed behaviour matches the expected result, the outcome is
recorded as a pass in a test report; otherwise, the deviation is documented, a bug report is
�led, and the test is marked as a fail.

Automated tests generate a binary pass or fail result together with a log pointing to the
failing assertion, whereas manual tests rely on tester judgement and are summarized in a test
report. After a reported failure has been examined and �xed, the same test is rerun to verify
that the problem is gone.

Because Tacsi provides a controlled simulation environment in which the same work�ows
can be repeated under comparable conditions, it is well suited for evaluating GUI automation
approaches. One of the most labour-intensive aspects of the current manual testing process
is verifying the functionality of individual buttons, since each button must be clicked, an
action performed, and the resulting system state veri�ed. This process becomes increasingly
time-consuming as the number of GUI elements grows.

2.3 Large Language Models

LLMs are neural models trained on large collections of text to learn statistical regularities of
language and to generate coherent continuations. A common formulation is autoregressive
language modeling, where the model assigns a probability to a token sequence by factorizing
it into next-token predictions:

p(x1:T) =
T¹

t=1

p(xt | x t ). (2.1)

This training objective is used in widely studied LLMs and supports text generation by re-
peatedly predicting a distribution over the next token conditioned on the preceding con-
text [11].

Modern LLMs are typically based on the Transformer architecture, which uses attention
mechanisms to build contextual representations of tokens [75]. The combination of large-
scale training and Transformer-based modeling has enabled strong performance across many
Natural Language Processing (NLP) tasks, and empirical work has shown that increasing
model and training scale often improves capabilities, including instruction following and
few-shot task adaptation [11, 35, 13].

While text-only LLMs operate purely on tokenized text, M-LLMs extend this foundation
by integrating visual inputs such as images, enabling outputs to be conditioned jointly on
screenshots and textual instructions [3, 39, 2]. This is particularly relevant for GUI testing and
interaction, where the system state is primarily visual and the intended actions are speci�ed
through natural language.
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2.3.1 Transformers

The Transformer architecture was introduced as an attention-based alternative to recurrent
sequence models, enabling parallel processing of sequence elements during training [75]. A
Transformer layer typically consists of a multi-head attention sublayer and a position-wise
feed-forward network, combined with residual connections and normalization to support
stable optimization of deep stacks [75].

The original Transformer was presented in an encoder–decoder form for sequence-to-
sequence tasks such as machine translation, where the encoder builds representations of an
input sequence and the decoder generates an output sequence while attending to both prior
decoder tokens and encoder outputs [75]. Figure 2.2 shows this encoder–decoder architec-
ture.

Figure 2.2: Encoder–decoder Transformer architecture for sequence-to-sequence modeling.
The decoder attends to both previous output tokens and the encoder output [75].
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In contrast, many LLMs used for open-ended generation use a decoder-only con�gura-
tion. In decoder-only Transformers, causal masking ensures that the representation at po-
sition t can depend only on tokens at positions   t, aligning the architecture with autore-
gressive generation [11, 75]. Figure 2.3 summarizes the main components of a decoder-only
Transformer block used in autoregressive LLMs [75, 11].

Figure 2.3: Decoder-only Transformer block with masked multi-head self-attention and a
position-wise feed-forward network, combined with residual connections and normaliza-
tion [75, 11].

The Transformer design is also a practical foundation for scaling. Because attention-based
computation allows substantial parallelism during training, Transformers can be trained ef�-
ciently on modern hardware for large datasets and large model sizes, which is a key ingredi-
ent in the development of contemporary LLMs [75, 13].
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2.3.2 Tokens and Context Windows

LLMs operate on discrete units called tokens. Tokenization maps raw text into a sequence of
token IDs, and the model processes these tokens through learned embeddings and stacked
Transformer layers [11]. Many common tokenization methods use subword units, allowing
rare words to be represented as sequences of frequent subword tokens. Byte Pair Encoding
and SentencePiece are widely used approaches that implement this idea in different ways [63,
37].

Tokenization affects both modeling and ef�ciency. Because the model's computation
scales with the number of tokens, tokenization choices in�uence the effective length of in-
puts and outputs, and therefore affect runtime and memory usage during inference [11, 62].
Tokenization also in�uences what patterns the model can express directly as token-level reg-
ularities, since the Transformer's attention and feed-forward operations are applied over the
token sequence rather than over raw characters or words [62].

The context window is the maximum number of tokens the model can condition on in
a single forward pass. For autoregressive models, the context window includes both the
prompt tokens and any previously generated tokens that remain in context [11]. This creates
a hard limit on how much prior information can be used directly for the next prediction,
which becomes important when prompts include long instructions, multiple examples, or
multi-step interaction history [11]. When the available context is exceeded, input must be
truncated or otherwise compressed, which can change model behavior by removing relevant
earlier information [11].

2.3.3 Attention

Attention is the mechanism that allows each token representation to incorporate information
from other positions in the sequence. In scaled dot-product attention, each token represen-
tation is linearly projected into queries Q, keys K, and values V, and attention is computed
as:

Attention(Q, K, V) = softmax

 
QKJ
a

dk

!

V, (2.2)

where dk is the key dimensionality [75]. Intuitively, attention performs content-based re-
trieval: for each query position, the model computes similarity to keys across positions and
uses these weights to aggregate value information [75].

Multi-head attention runs this computation in multiple heads in parallel, each with its
own learned projections. This allows the model to attend using different representation sub-
spaces and capture different relationships, such as local dependencies, long-range references,
or syntactic and semantic associations, within the same layer [75].

A key ef�ciency consideration is that standard attention has computational and memory
cost that grows quadratically with sequence length, since the attention matrix contains inter-
actions between all token pairs [75]. This motivates engineering and algorithmic work that
improves attention ef�ciency. FlashAttention is an example of an implementation approach
that accelerates exact attention by reorganizing computation to reduce memory traf�c and
improve hardware utilization, particularly for longer sequences [14].
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2.3.4 Multi-Modal Large Language Models

M-LLMs extend text-only LLMs by conditioning text generation on additional input modali-
ties such as images. Some systems also support modalities such as audio or video. A common
usage pattern is to provide a multi-modal prompt, for example an image together with text,
and let the model produce text conditioned on both modalities [2].

A widely used abstraction is to view an M-LLM as a modular system consisting of a
modality encoder that converts raw inputs, such as pixels, into feature representations, a pre-
trained LLM that performs language modeling and reasoning, and a modality interface, also
called a connector, that aligns the modality features with the representation space expected
by the LLM. Figure 2.4 illustrates this high-level decomposition and highlights that some
systems may also attach an output generator for producing non-text modalities in addition
to text [87].

Figure 2.4: High-level M-LLM architecture: a modality encoder transforms raw inputs into
features, a connector aligns these features with the LLM interface, and the LLM generates
text conditioned on both text and non-text inputs. Some architectures additionally attach a
generator for non-text outputs. Adapted from [87].

Modality Encoder

The modality encoder compresses raw inputs into a more compact feature representation. In
practice, M-LLMs often reuse pre-trained encoders that are already aligned with language
through large-scale multi-modal pre-training, for example CLIP-style vision encoders, and
then align these features to an LLM through additional training [87]. As a concrete example,
LLaVA uses a pre-trained CLIP ViT-L/14 visual encoder to produce grid features from the
input image [39].
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Connector

Since an LLM natively operates on token embeddings, the connector bridges the represen-
tation gap between modality features and the LLM token interface. The survey by Yin
et al. groups connector designs into projection-based, query-based, and fusion-based ap-
proaches [87]. Figure 2.5 provides a schematic view of these connector patterns.

Figure 2.5: Connector patterns for interfacing modality features with an LLM. Projection-
based connectors map modality features to the LLM embedding space, for example via an
MLP. Query-based connectors, for example Q-Former-style, use learnable queries to extract a
compact set of visual tokens. Fusion-based designs enable deeper interaction inside the LLM
via attention mechanisms. Adapted from [87].

A projection-based connector is used in LLaVA, where a trainable projection matrix maps
CLIP image features into the LLM word-embedding dimensionality, producing a sequence
of visual tokens that can be consumed by the language model [39]. In contrast, Flamingo
uses a Perceiver Resampler to convert variable-sized visual feature maps into a �xed number
of visual tokens and then conditions a frozen language model through newly inserted cross-
attention layers [3].

Fusion and Generation

After alignment, multi-modal fusion is performed through attention-based interaction in or
alongside the Transformer backbone. Token-level fusion concatenates visual tokens with text
tokens before passing them through the LLM, whereas feature-level fusion keeps modali-
ties separate but introduces dedicated cross-attention modules to inject visual context [87].
Flamingo is an example of feature-level fusion: it interleaves gated cross-attention blocks
between frozen LM layers, where the cross-attention uses language features as queries and
visual tokens as keys and values [3].
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2.3.5 Inference

Inference is the process of producing outputs from a trained model without updating its pa-
rameters [11]. In autoregressive LLMs, inference proceeds token-by-token: given the current
context, the model produces a distribution over the next token, and the chosen token is ap-
pended to the context for the next step [11].

This sequential generation process implies that output length directly affects runtime,
since each additional generated token requires additional forward computation [11].

Decoding strategies de�ne how the next token is selected from the model's distribu-
tion. Deterministic approaches such as greedy decoding select the highest-probability token
at each step, while stochastic sampling methods introduce randomness to increase diver-
sity [11]. However, unconstrained sampling can produce low-quality or incoherent genera-
tions, and research has shown that common decoding setups can lead to degeneration behav-
iors such as repetitive or drifting text. Nucleus sampling, also called top-p sampling, is one
method proposed to mitigate degeneration by sampling from a dynamically chosen subset of
high-probability tokens [28].

Inference cost depends on multiple factors beyond output length. Model size increases
the amount of computation per forward pass, and longer context windows increase attention
and representation processing cost, which can affect latency and throughput in practical de-
ployments [11, 13, 2]. These relationships are central when evaluating runtime for automated
pipelines that invoke models repeatedly in multi-step scenarios.

2.3.6 In-Context Learning

In-Context Learning (ICL) describes how a pre-trained language model can perform a task
by using information provided directly in the prompt at inference time, without updating its
parameters [17]. In practice, a prompt often contains a task description or an implicit task
speci�cation, followed by a small set of demonstration examples, and �nally a query where
the model is expected to produce the corresponding output [17].

A common formalization is to write each demonstration as a context together with its
desired completion. The full prompt is then formed by concatenating K such context–
completion demonstrations and appending a �nal context for which the model generates the
completion [11]. This setup makes ICL a form of conditional generation, where the output
for the query is conditioned on both the query itself and the preceding demonstrations [40].

ICL has been shown to be an effective way to improve accuracy without �ne-tuning, and
the gains often increase when more demonstrations are provided and when larger models
are used [11, 38]. At the same time, ICL behavior depends on prompt construction choices,
including how demonstrations are selected, formatted, and ordered [17].

Two recurring factors in ICL are demonstration selection and ordering. Demonstration
selection can affect both accuracy and variance, and selecting demonstrations that are similar
to the query has been shown to improve performance compared with random sampling [40].
Ordering can also matter: different permutations of the same demonstration set can lead to
substantially different results, which motivates treating ordering as an explicit design choice
rather than a neutral formatting detail [44].
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Zero-Shot Learning

In zero-shot prompting, no demonstrations are provided. Instead, the task is speci�ed
through a natural-language instruction together with the query, and the model must infer
the intended mapping and output format from the instruction alone [11].

One-Shot Learning

In one-shot prompting, the prompt includes exactly one demonstration before the query [11].
The single example provides a concrete instance of the desired input–output relationship and
can help constrain the response format while keeping the prompt compact [17].

Few-Shot Learning

In few-shot prompting, the prompt includes multiple demonstrations before the query [11].
Increasing the number of demonstrations can improve performance, but the choice of which
demonstrations to include and the order in which they appear can also have a large im-
pact [17, 40, 44]. Because the number of demonstrations is limited by the context window,
few-shot prompting often involves balancing prompt length against the potential bene�t of
adding more examples [11].

To illustrate the difference between zero-shot, one-shot, and few-shot prompting, Fig-
ure 2.6 shows the same task using different numbers of demonstration examples.

Zero-shot

Instruction: Answer with
Yes or No only.

Query: Is the Settings

button visible?

Expected output: Yes

One-shot

Instruction: Answer with
Yes or No only.

Example:

Q: Is the Help button

visible?

A: No

Query: Is the Settings

button visible?

Expected output: Yes

Few-shot

Instruction: Answer with
Yes or No only.

Examples:

Q: Is the Help button

visible? A: No

Q: Is the Search field

visible? A: Yes

Q: Is the Save button

visible? A: Yes

Query: Is the Settings

button visible?

Expected output: Yes

Figure 2.6: Illustrative zero-shot, one-shot, and few-shot prompt formats for the same GUI
screenshot-visibility task. The screenshot is shared across all three cases and the difference is
the number of demonstration examples included before the query.
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2.3.7 Model Scale

Model scale in neural language models is commonly discussed in terms of parameter count,
together with the amount of training data and compute used during training. Increasing
these factors has been associated with systematic improvements in performance, and scaling-
law analyses describe approximate power-law relationships between model loss and scale
variables such as model size, dataset size, and compute budget [35, 13]. Larger models can
also be more sample-ef�cient, meaning that a given performance level may be reached with
fewer training samples than for smaller models [35].

At the same time, parameter count alone does not determine whether a model is well
trained or well suited for deployment. Under a �xed compute budget, model size and train-
ing data must be balanced appropriately, since a model with many parameters can become
undertrained if the number of training tokens is too small relative to its scale [27]. This means
that model quality depends not only on size, but also on how effectively model capacity, data,
and compute have been matched during training [27].

For local inference, model scale becomes a practical deployment constraint. As parameter
count increases, memory usage and computational cost at inference time also increase, which
limits which models can be executed ef�ciently on a given hardware setup [27, 18]. In local
multi-modal deployment, this is especially important because the available GPU memory
and inference speed directly affect which model sizes are feasible to use in iterative tasks
such as step-wise GUI interaction.

Quantization provides a general way to reduce deployment cost by representing model
weights, and in some cases activations, with lower-precision numerical formats [32, 21]. This
can reduce memory footprint and improve inference ef�ciency, making larger models more
practical to deploy on limited hardware [32, 21]. For large language models, post-training
quantization is particularly relevant because it allows an already trained model to be com-
pressed for inference without full retraining [18, 83]. However, lower precision introduces a
trade-off between ef�ciency and output quality, and the impact depends on the quantization
method, precision level, and how weights or activations are handled during compression [21,
32, 18, 83].

2.3.8 Error Modes

LLMs can produce �uent outputs that are incorrect. A widely discussed failure type is hal-
lucination, where generated content is not supported by the input or by reliable knowledge
sources [34]. Hallucinations are often analyzed in the broader context of natural language
generation as a mismatch between generated statements and grounded evidence [34]. In
instruction-following settings, additional failure modes include ignoring constraints, misin-
terpreting instructions, or producing outputs in unexpected formats when the prompt under-
speci�es requirements [11]. A GUI-oriented example of hallucination in the veri�cation stage
is shown in Table 2.1.

Table 2.1: Veri�cation-stage hallucination example from GUIOracle.

Prompt Pause simulation task. The instruction requires the system to enter
pause and verify that the simulator has entered a paused state.
The success condition is de�ned as a dimmed radar view with a
large play button visible in the center of the screen.

Qwen 3.5 verdict PASS -- the radar is dimmed and a large play
button is visible.

Hallucination The verdict claims visual evidence that is not actually present in
the �nal screenshot. The model therefore hallucinates support for
success that is not grounded in the observed GUI state.
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Multi-modal systems introduce further error modes. Because outputs must be grounded
in both text and image content, models can make perception errors or grounding errors, such
as associating a textual reference with an incorrect region or object in the image representa-
tion [39]. In addition, stochastic decoding introduces non-determinism: repeated runs can
yield different outputs even for identical inputs, which affects consistency in applications
that require stable behavior across repetitions [28].

For GUI-oriented uses, these error modes are especially relevant because incorrect out-
puts can correspond to incorrect target selection or invalid actions, and variability across
runs can reduce repeatability. The error types above provide a conceptual basis for evaluat-
ing correctness, consistency, and reliability when LLMs or M-LLMs are used in automation
pipelines [11, 39, 34].

2.4 Prompt Engineering

Prompt engineering is the practice of designing, testing, and re�ning prompts, meaning
the inputs given to a model at inference time, to steer the produced output toward an in-
tended goal without updating the underlying model parameters. This includes specifying
the task clearly and shaping the input so the model can respond in a controlled and repeat-
able way [20, 22].

A central aspect of prompt engineering is making task requirements explicit, including
relevant constraints and the expected form of the response. When such requirements are not
stated, outputs may become irregular or misaligned with what is needed [86]. This contrast
can be seen in Table 2.2, where a vague prompt is compared with a well-engineered prompt.

Table 2.2: Examples of vague versus well-engineered prompts for GUI interaction tasks.

Vague prompt Well-engineered prompt

Click Settings. You are controlling a desktop GUI using a marked screen-
shot. Click the UI element labeled Settings. Perform
exactly one action and then stop.

Enter the scenario name
Test1.

Type into the scenario name �eld. If the �eld is non-
empty, clear it �rst. Type exactly Test1. Do not press
Enter unless explicitly instructed. Perform exactly one ac-
tion and then stop.

More generally, prompt engineering can be viewed as an inference-time input-design ap-
proach for steering model behavior across tasks through the prompt content and structure. In
this perspective, the prompt acts as a task-conditioning signal that speci�es what the model
should do and how it should respond, enabling task adaptation through the input rather than
parameter updates [20, 77].

2.4.1 Prompt Structure

A prompt can be structured by separating the task speci�cation from the information the
model should use. In practice, this involves stating an instruction that de�nes the task, pro-
viding context that constrains interpretation, supplying the input data the response should
be based on, and specifying an output requirement that constrains the form of the response.
This separation is presented as a way to increase precision and reduce irregular responses [86,
22].
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In iterative execution settings, it is common to separate persistent instructions from task-
speci�c input. When supported by the model interface, this separation can be represented
using role-separated content, for example a system message specifying role, constraints, and
output requirements, and a user message providing the current instruction and context. If ex-
plicit roles are not supported, the same structure can be achieved by concatenating these parts
into a single prompt using clear delimiters [74, 39, 29]. Figure 2.7 illustrates role-separated
structure and the concatenated alternative when explicit roles are not available.

System message

You are a strict
GUI testing
oracle.
Your job is to
decide whether the
final GUI state
satisfies the
expected outcome.

User message

Task: Click the
Settings button.

Concatenated prompt

[SYSTEM]
You are a strict
GUI testing
oracle...

[USER]
Task: Click the
Settings button.

Figure 2.7: Illustrative prompt packaging using role-separated content versus a single con-
catenated prompt.

For multi-modal tasks, prompt structure additionally accounts for non-text inputs such
as images. Multi-modal prompt construction is described as combining text prompts with
image-conditioned information so that the response is conditioned on both modalities. This
includes prompts that remain purely textual as well as prompts that incorporate additional
prompt signals designed to operate with visual representations [77, 64]. As shown in Fig-
ure 2.8, the task-speci�c input of a structured prompt may therefore include both a screenshot
and accompanying textual instructions.

Figure 2.8: Illustration of a simpli�ed multi-modal prompt, where textual instructions and a
screenshot are jointly processed by a multi-modal large language model to produce an action
or response.
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2.4.2 Prompting Strategies

Prompting strategies describe inference-time methods for conditioning a pre-trained lan-
guage model to solve a task by varying the structure and content of the prompt. A com-
mon baseline is to prompt the model to directly map an input to an output, while more
structured strategies introduce intermediate textual representations that guide the model
toward the �nal output. The Tree-of-Thoughts framework formalizes multiple prompt-
based problem-solving approaches, including standard input–output prompting and chain-
of-Thought prompting, and presents them as different ways of sampling and organizing in-
termediate textual steps during inference [85]. Chain-of-Thought prompting is introduced as
a prompt-based technique that elicits a sequence of intermediate reasoning steps prior to the
�nal answer and can improve performance on tasks that require multi-step reasoning [80]. In
addition, visual prompting methods can modify the visual input to support more grounded
references, such as Set-of-Mark prompting, which overlays interpretable marks on image re-
gions to support visually grounded reasoning and referencing [84]. This section therefore
describes three prompting strategies, Input-Output prompting, Chain-of-Thought prompt-
ing, and Set-of-Mark prompting.

Input-Output

Input-Output (IO) prompting is a standard approach for using a pre-trained language model
to generate an output y from a problem input x by embedding x into a prompt template
that speci�es the task. Tree-of-Thoughts formalizes IO prompting as sampling an output
conditioned on a prompt that wraps the input with task instructions and optionally few-shot
IO examples [85]. Using the notation from [85], IO prompting can be written as:

y � p q(y | prompt IO (x)), (2.3)

where prompt IO (x) denotes the prompt template used to condition the model on x. Under
this formulation, IO prompting corresponds to generating the target output directly, without
requiring the model to explicitly produce intermediate reasoning steps or intermediate rep-
resentations as part of the response [85]. Because of its simplicity, IO prompting is commonly
used as a baseline when evaluating the effect of more structured inference-time prompting
methods that introduce intermediate steps or search procedures [85].

Chain of Thought

Chain-of-Thought (CoT) prompting, is a strategy in which the prompt encourages the model
to generate a chain of thought, meaning a sequence of intermediate natural-language steps
that lead to a �nal answer [80]. A common implementation is few-shot prompting with ex-
emplars formatted as triples xinput, chain of thought, outputy. By including intermediate rea-
soning steps in the exemplars, the prompt conditions the model to follow the same pattern at
test time [80]. This approach is motivated by the observation that many complex reasoning
tasks can be solved by decomposing them into simpler intermediate steps, and empirical re-
sults show that suf�ciently large language models can produce step-by-step reasoning when
given CoT demonstrations in the prompt [80].

Several properties of CoT prompting are emphasized in [80]. First, it can support decom-
position of multi-step problems into intermediate steps, which effectively allocates more gen-
erated tokens and thus more inference-time computation to harder instances [80]. Second, the
generated intermediate steps provide an interpretable trace that can make it easier to inspect
and diagnose failures in the produced reasoning, even if the model's internal computations
remain opaque [80]. Third, since the intermediate steps are expressed in natural language,
CoT prompting is described as broadly applicable to tasks that humans typically solve via
language-based reasoning, including arithmetic, commonsense reasoning, and symbolic rea-
soning [80].
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A related perspective is provided by Tree-of-Thoughts, which formalizes CoT prompting
as introducing intermediate textual variables that bridge the input and output. In this view,
the intermediate steps are usually sampled sequentially as part of a single generated con-
tinuation, while the granularity of each step is left unspeci�ed and may range from a short
phrase to a full paragraph [85]. This perspective also motivates prompting frameworks that
generalize CoT by exploring multiple intermediate continuations and organizing them us-
ing explicit search or aggregation strategies rather than committing to a single left-to-right
chain [85]. More generally, prompting can be structured into multiple stages through explicit
intermediate representations, where the model �rst generates a structured description of the
input and then uses that intermediate structure to produce the �nal output [5, 50]. As shown
in Figure 2.9, prompting can therefore be framed either as direct response generation or as a
process that includes an explicit intermediate step.

Figure 2.9: Schematic illustrating various approaches to problem solving with LLMs. Each
rectangle box represents a thought, which is a coherent language sequence that serves as an
intermediate step toward problem solving.

Set-of-Mark

Set-of-Mark (SoM) prompting is a visual prompting approach that overlays interpretable
marks on image regions to support visually grounded references. The approach is described
as partitioning an image into semantically meaningful regions and placing a mark, such as an
alphanumeric symbol, on each region so that the model can associate language with a speci�c
marked region [84].

Typically, M-LLMs F receives an image I P R H�W�3 together with a text query T i =
[t i

1, . . . , til i ] of length l i , and produces an output text sequence To = [t o
1, . . . , tolo] of length l o,

which can be written as
To = F(I, T i ). (2.4)

SoM prompting then applies a marking operation to the image, transforming I into a marked
image Im while leaving the remaining inputs unchanged. With this modi�cation, Eq. (2.1)
becomes

To = F(SoM(I)looomooon
Im

, Ti ). (2.5)
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This formulation follows the notation in [84]. SoM prompting can be used in different
ways depending on how the marks are incorporated into the prompt. One form uses the
marked image alone, where the marks are present only in the visual input and grounding is
performed by referring to regions through the marks visible in the image. Another form uses
interleaved prompting, where the mark symbols are also injected into the textual prompt,
allowing the instruction or reference to explicitly name the mark associated with a region [84].

A key idea in SoM prompting is that marks function as discrete target identi�ers, which
can reduce ambiguity when grounding language to visual content. By turning a continuous
visual space into a set of explicitly labeled candidates, SoM prompting provides a structured
way to refer to regions and can be used to express grounded targets without requiring free-
form natural-language descriptions of location [84].

Figure 2.10 illustrates this effect in an air-traf�c-control GUI example, where the marked
interface elements help the model ground the requested route to the correct clickable target.

Figure 2.10: Comparison between standard prompting and SoM prompting on an air-traf�c-
control interface. Without SoM (left), the model misidenti�es the route associated with �ight
ACA542 and suggests an incorrect click target. With SoM (right), the model correctly grounds
the route to the marked interface elements and produces an accurate action instruction.

2.4.3 Output Control

Output control in prompt engineering refers to constraining the response so it follows a pre-
dictable and veri�able form. A common approach is to specify explicit output requirements
in the prompt, for example standardized formatting, �xed �elds, or other structured conven-
tions. When prompts only state the task and provide input, responses may vary in form,
whereas specifying output requirements and constraints promotes more standardized out-
puts [86, 22].
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