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Abstract

Real-time rendering of caustic lighting, such as refractions in ocean rendering, remains
a challenging problem in computer graphics. This is due to the computational cost associ-
ated with simulating refracted light transport. In modern game engines, caustic effects are
therefore commonly approximated using simplified techniques such as projected textures
or precomputed solutions. While these approaches are fast in terms of performance, they
often lack the ability to dynamically respond to changes in lighting conditions, terrain or
water simulation.

This thesis explores a cascaded caustic mapping system that utilizes image-space tech-
niques and is intended to be integrated into a modern real-time rendering pipeline for game
engines. The proposed method captures water and terrain positions, as well as water sur-
face normals, in order to estimate refracted light positions to generate a caustic pattern in
screen space. The work also investigates two separate approaches for incorporating light
dispersion, consisting of a ray-based approximation and a post processing method.

The implementation is evaluated in terms of performance, memory allocation, and vi-
sual quality. The results indicate that the proposed method is capable of producing high
quality caustics. While the method is possible to run in real-time applications, the perfor-
mance requirements is relatively high compared to other operations that typically coexist
in a game engine rendering pipeline.

This thesis highlights that a real-time caustic simulation system similar to the proposed
method may be more feasible than previously assumed, since the method shares several
similarities with shadow mapping techniques that may already exist in a game engine
rendering pipeline. The post processing approach for light dispersion was observed to
provide comparable visual quality while remaining simpler to control and integrate into
the rendering pipeline.



Acknowledgments

I would like to express my deepest gratitude towards the people who made this thesis pos-
sible. Special thanks to Jennifer Deslandes for all the mentoring and support they have
offered during the project. I would also like to thank Peter Oreland, Alexander Polya, Johan
Sichtling, as well as the rest of the Frostbite team who have been there to help me figure out
any problems I have encountered.

I am deeply grateful to my examiner Daniel Jönsson for providing additional support and
advice, as well as for connecting me with Frostbite, which provided me with an unforgettable
experience.

- Johan Bäcklund

iv



Contents

Abstract iii

Acknowledgments iv

Contents v

List of Figures vi

1 Introduction 1
1.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1
1.2 Aim . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
1.3 Research questions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
1.4 Delimitations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2

2 Background and Related Work 3
2.1 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3
2.2 Coordinate systems in 3D rendering . . . . . . . . . . . . . . . . . . . . . . . . . 3
2.3 Deferred Rendering and G-buffers . . . . . . . . . . . . . . . . . . . . . . . . . . 5
2.4 Textures . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5
2.5 Related work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6

3 Method 8
3.1 Algorithm overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8
3.2 Cascades and Light-View (Rendering from the sun's point of view) . . . . . . . 9
3.3 Capturing position and normals of water surface and terrain . . . . . . . . . . . 10
3.4 Creation of the Caustic map . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12
3.5 Caustic Rendering Composition Pass . . . . . . . . . . . . . . . . . . . . . . . . . 16
3.6 Incorporating Light Dispersion . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

4 Evaluation 21
4.1 Evaluation method . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21
4.2 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22
4.3 Summary of results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28

5 Discussion 30
5.1 Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30
5.2 Method and Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30
5.3 The work in a wider context . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32

6 Conclusion 34

Bibliography 36

v



List of Figures

2.1 The process of converting local coordinates into screen space coordinates
[Joey-de-Vries] . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4

3.1 Render Passes for capturing information about terrain and water surface . . . . . . 11
3.2 A rendered caustic map, and the corresponding �nal composite . . . . . . . . . . . 12
3.3 Visualization of parameters in Equation 3.3 when applied to a scene . . . . . . . . . 14
3.4 Photon brightness function based on distance from shoreline . . . . . . . . . . . . . 16
3.5 Photon brightness function with smoothness applied . . . . . . . . . . . . . . . . . 16
3.6 Cascade intervals visualized from the eye camera's point of view . . . . . . . . . . 17

4.1 A showcase of caustics being rendered at various distances in the test scene . . . . 23
4.2 Chart displaying the render for the proposed caustic mapping algorithm at vary-

ing resolutions and methods of post processing . . . . . . . . . . . . . . . . . . . . . 24
4.3 Chart displaying the render for the proposed caustic mapping algorithm at vary-

ing resolutions and methods of post processing. The time to calculate the terrain
depth map is excluded . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24

4.4 Comparison of light dispersion methods for each cascade, 2048x2048 resolution . . 27

vi



1 Introduction

Refraction of light occurs when a ray of light passes through a medium and enters another.
The direction of a ray will change at the point where it hits the interface between two medi-
ums. This is caused by the change in speed that the medium allows light to travel. An optical
effect that is caused by this phenomena are caustic lights. In the case that rays of light enter
a body of water that has an uneven surface, a set of refracted rays may converge towards a
concentrated point of light on an object that they hit. This may result in a visually apparent
pattern at the bottom of an ocean or pool of water.

Accurately simulating caustic lights in the context of rendering computer graphics be-
comes a challenge. This is due to the sheer amount of light rays that need to be taken into
account in the calculation. This poses a greater challenge when it comes to real-time render-
ing in interactive media such as video games, where the performance requirements of the
calculations are further constrained. Traditional techniques for implementing caustic lights
use methods that does not rely on calculating each individual light rays, but have shortcom-
ings in either accuracy or viability for real-time rendering.

These methods date 20 years, and remain to be the most common methods of implement-
ing caustic lights. Recent developments in GPU accelerated ray tracing has improved accessi-
bility for global illumination ideas and algorithms to be incorporated in 3D computer graphic
development tools. The Frostbite game engine [2] is used by studios within Electronic Arts,
and is a game development toolkit that is continuously developed to push the boundaries of
realistic real-time graphics.

Several methods of incorporating accurate ray-guided caustics that make use of GPU ac-
celerated technology have been proposed, in conjunction with the previously mentioned re-
cent developments [1]. These ideas are of interest for game engines such as Frostbite and is
the focus of the thesis. Speci�cally, cascaded caustic maps is one of the proposed methods
that has the ability of generating caustics for large bodies of water such as oceans. This is rel-
evant for titles such as the Battle�eld series developed by Digital Illusions CE, in the Frostbite
Engine, that feature large-scale environments that may include oceans.

1.1 Motivation

While caustics rendering in general is a well researched topic, ray traced caustic mapping
can be considered a method that is not documented extensively. This thesis speci�cally fo-
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1.2. Aim

cuses on caustic mapping for game engine development. This entails considering possible
simpli�cations of realistic models to prioritize performance. Another focus area is methods
of incorporating light dispersion, where the possibility of using a heavily simpli�ed method
is evaluated.

Previous work has shown that cascaded caustic maps can produce an accurate result that
is possibly viable for real-time rendering and works for larger scenes. If such a system can
be expanded to support multiple light sources, as well as multiple lights in a scene, it may
become a �exible technique that may be applied to a variety of projects. The work is therefore
motivated by the possibility of applying cascaded caustic maps within a modern game engine
rendering pipeline.

1.2 Aim

The aim of this thesis is to explore the effects from implementing a real time caustic rendering
system in a modern game engine rendering pipeline, speci�cally for ocean rendering. The
performance and memory allocation is evaluated to determine its practical viability. As an
extension of previous work, two methods of displaying light dispersion will be proposed and
explored in terms of performance, memory allocation, and visual quality.

1.3 Research questions

1. What are the additional performance and memory requirements that subsequently oc-
curs after implementing a cascaded caustic mapping rendering system?

2. What are the differences between incorporating light dispersion for real-time caustics
through simulation or post processing in terms of image quality and render times?

1.4 Delimitations

In a physically accurate rendering system, caustics would emit radiance that contributes to
the overall lighting of the scene. In the context of a deferred rendering pipeline, this would
ideally be integrated as a part of the lighting calculations, and would affect systems such
as exposure and HDR rendering. This project will treat the caustic effect solely as a visual
overlay, where the goal is to render the caustic pattern, while using realistic values of lux is
not concerned.

Refractions are not only responsible for the caustic pattern that appears at the bottom of
oceans, but also beams of light that are visible from below the surface. These types of caustics
are not concerned for the proposed solution in this paper, but are discussed in the background
section.
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2 Background and Related Work

2.1 Background

This chapter presents theory and background related to rendering that is relevant to this the-
sis. It contains theory behind coordinate systems and how they relate to deferred rendering
concepts.

2.2 Coordinate systems in 3D rendering

Any general 3D rendering systems relies on several coordinate systems that de�ne how ob-
jects and cameras are positioned and transformed in space. This becomes relevant to the
proposed caustic rendering method, as multiple steps involves converting coordinates into
different coordinate systems. Joey de Vries online resource for OpenGL [16] mentions �ve co-
ordinate systems that are present when transforming coordinates for objects in a scene. These
are applicable to the graphics pipeline in which the caustic rendering system is developed,
and are the following:

1. Local Space

2. World Space

3. View Space

4. Clip Space

5. Screen Space

The order of the listed coordinate spaces represents the process of rendering a 3D object,
which is modeled in a local space coordinate system, and �nally displayed as pixels on a
monitor, in screen space coordinates. More speci�cally this process would occur in the vertex
shader stage in a general graphics pipeline, although, having a full grasp of the graphics
pipeline is not necessary to follow the proposed method. A visualization of this process,
made by Joey De Vries [16], is shown in Figure 2.1.

The following sections go into detail on what each coordinate system represents, and how
the conversion between two different coordinate systems that are adjacent in the rendering
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2.2. Coordinate systems in 3D rendering

Figure 2.1: The process of converting local coordinates into screen space coordinates [16]

pipeline is made possible, such as converting world space coordinates to view space, but also
view space coordinates back to world space.

2.2.1 Local Space

In the local space coordinate system, the vertices of an object is de�ned relative to the object's
origin (0, 0, 0). Each vertex is de�ned as a 3D vector. Suppose that a scene represents a room
containing a chair and a table. In this case, the 3D model of the chair would have its own set
of vertices in its local coordinate system, which is different from the vertices in the that de�ne
the table, in the tables local coordinate system.

2.2.2 World Space

The world space coordinate describes the position of all vertices in the scene in a shared
environment. By multiplying the 3D model's vertex positions with a model matrix, an object
may be translated, scaled, rotated and more. Each object in the scene has it's own model
matrix. In the previous example of the chair and the table described in Section 2.2.1, these
objects could be translated and rotated in order to be positioned in the scene accordingly. It is
possible to revert this operation by multiplying the objects world coordinates with it's inverse
model matrix, but is not relevant for this project.

2.2.3 View Space

The view space is related to the camera in the scene. The world space vertices of the scene
is multiplied with a view matrix. This commonly implies moving and rotating the camera in
the scene to determine from what point of view the viewer is observing the scene. Unlike the
model matrix, every object does not require an individual view matrix. A view matrix only
needs to be determined for the camera.

In a rendering pipeline that utilizes �at- or Phong shading [3], only one rendering pass
and camera is suf�cient. For modern shading systems, such as shadow mapping which is
mentioned in Section 2.5.1, multiple passes may be needed where the scene is rendered from
the point of view of different cameras. In such cases, it is possible to convert view space coor-
dinates to another camera. This is done by multiplying the inverse view matrix of a camera
to �rst convert the vertex positions into world coordinates. The world coordinates may then
be converted into the new view space coordinate system by multiplying the coordinates with
a view space matrix for another camera
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2.3. Deferred Rendering and G-buffers

2.2.4 Clip Space

By multiplying a projection matrix with the view coordinates, the scene may be converted
into clip space. The primary purpose of doing this transformation is that they are normalized
device coordinates (NDC). These coordinates usually span between [�1, 1] for all the axes,
but may differ depending on the pipeline. This is the expected format during the clipping
stage of the graphics pipeline.

As a secondary effect, the cameras perspective may be set to an orthographic, or a per-
spective projection. Both of these projections are used in the proposed method, where the
sun's light view is an orthographic projection, and the eye camera, used by the player, is a
perspective projection.

2.2.5 Screen Space

The screen space coordinate system corresponds to the coordinates of individual pixels that
are displayed on a monitor. More speci�cally, it would be the pixel coordinate, or texel for
textures, which are mentioned in Section 2.4. Screen space coordinates are not an intrinsic
feature of general graphic pipelines, but could be argued to be a more intuitive framework to
work in as opposed to UV coordinates. Screen space coordinates can be useful for minuscule
pixel-level effects, which occurs in the proposed method for light dispersion. For the purpose
of consistency, all references of UV, NDC or screen space coordinates are standardized to
screen space coordinates for this report.

2.3 Deferred Rendering and G-buffers

In a graphics pipeline that utilizes deferred rendering, the lighting calculations will be per-
formed after the entire scene's geometry has been processed. This is different from traditional
forward rendering, where the lighting calculations will be performed during the rasterization
of each individual object in the scene.

The idea is that the scene can be rendered into different maps or "G-buffers". A general
deferred rendering pipeline may render the world-positions, normals and diffuse color as G-
buffers. This may also be extended to render more specialized G-buffers such as a G-buffer
that stores specular, roughness or metallic maps. The G-buffers that are chosen to be rendered
will depend on the project and use cases.

Lighting systems may then utilize the G-buffers to light the entire scene in a compositing
step, rather than performing the light calculations for each object. The G-buffers are not
limited to being used in light calculation, but may also be reused for other effects such as
screen-space re�ection or depth of �eld. One thing to note is that all G-buffers are rendered
to textures 2.4, and its information will exist in the screen-space coordinate system.

The proposed method captures three G-buffers which are then used to calculate and ren-
der the ocean caustics.

2.4 Textures

Textures or bitmaps are grids of pixels used to store data. The data type and resolution may
vary depending on its use-case. In general, a texture is a two dimensional grid where each
pixels is commonly described by four values, corresponding to red, green and blue compo-
nents, as well as an alpha value that depicts the opacity or intensity of that color. The relevant
use cases in this project are G-buffers which are stored as textures in a deferred rendering
pipeline.
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2.5. Related work

2.5 Related work

This thesis and related work use techniques that have similarities to shadow mapping and
photon mapping techniques. These techniques are outlined here, along with related work
that inspires the approach explored in this thesis.

2.5.1 Shadow Mapping

Shadow mapping is a common technique in computer graphics for rendering shadows in a
scene. The process of shadow mapping involves two main rendering passes. In the �rst pass,
the scene is rendered from the perspective of the light source. This pass only records the
depth of each fragment, and is stored in a texture known as the shadow map. In essence, the
shadow map encodes which parts of the scene are visible to the light source.

In the second pass, the depth of the scene is rendered from the camera's perspective. The
depth values of each pixel are converted to positions, and is transformed into light space.
After the transformation is applied, the position of a pixel will correspond to an x and y
value in the shadow map and a depth value, which would be the distance to the light source.
If the pixels depth value is greater than the stored depth in the shadow map, the pixel is
considered to be occluding by an object in the scene, and would not be lit by the light source.

The proposed method utilizes techniques that have similarities to those found in shadow
mapping, such as the concept of light-view rendering.

Cascaded Shadow Mapping

2.5.2 Photon Mapping

Photon mapping is an of�ine rendering technique which addresses issues with Monte Carlo
path tracing techniques related to noise, particularly when rendering caustic lights [5]. The
main challenges for Monte Carlo path tracing is accurately capturing caustics without using
a large amount of samples which can lead to long render times.

The technique is a two-pass method that �rst involves emitting photons from a light
source in the scene using a similar path-tracing method. The hit points of those photons
are stored in a photon map. The second pass involves a Monte Carlo path tracer, where the
radiance estimation of each bounce takes nearby photons from the photon map into consid-
eration when evaluating the surface radiance [5].

The work on photon mapping has been expanded upon to areas such as participating
media in order to simulate volumetric lights [6]. In the context of bodies of water, this can in-
clude light beams within the medium itself which is a product of refraction. Rendering these
using a volume rendering system could involve scattering the photons within the medium,
where they contribute to radiance calculations along the viewing direction.

The method explored in this thesis instead focuses on caustic patterns that appear on
terrain below a water surface. The relevance of photon mapping for this project is that it
demonstrates how caustic lighting can be approximated by tracking a photon distribution
in the scene. The proposed method does not attempt to simulate full light transport, and
components of photon mapping such as re�ections and shadow rays are outside the scope of
this work.

2.5.3 Cascaded Caustic Mapping

The proposed method implements a cascaded caustic map. There is related work that pro-
poses caustic mapping techniques speci�cally for oceans. Earlier work on caustic mapping
using screen-space techniques was presented in [12]. In that work, a ray tracing approxima-
tion algorithm is used in order to estimate refractions on a water surface. The approximation
works well for planar surfaces, and for this reason, the technique is adapted in this thesis.
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2.5. Related work

Further work presented in In Nvidia's Ray Tracing Gems series builds on these ideas [4] [1].
These works explore techniques for generating caustics in real-time rendering environments
as well as using GPU-accelerated ray tracing. They also present the use of cascades in order
to improve performance when rendering caustics across large areas.

An example of cascaded caustic mapping being implemented in a game engine can be
found in [7]. In this work, the authors propose a "photon differential solution" which allows
the caustic mapping system to produce results that are less noisy. Results were at lower
resolutions were observed to be comparable to, or better than, higher resolution approaches.
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3 Method

The following sections go into detail on how the caustic rendering system was implemented
in the existing Frostbite architecture. The development consisted of writing C++, as well as
High-level shader language [9] (HLSL) code. In terms of implementation, some methods
utilize preexisting functions in the engine architecture that are optimized to perform certain
tasks. This report attempts to present methods that may be applied in any general rendering
system and would not require any knowledge of the inner workings of the frostbite engine.

The chapter is divided into sections that correspond to the four major components of the
algorithm, which are outlined in the beginning. Since the proposed method utilizes cascades,
similar to cascaded shadow mapping, this will be introduced initially. As an extension of
previous work, two methods of incorporating light dispersion is explored. Since these are
not a mandatory step of the algorithm, these are mentioned in the end.

3.1 Algorithm overview

The algorithm may be categorized into four major steps.

• Create four cascades from the sun's point of view to capture relevant parts of the scene
at different distances.

• For each cascade, capture normals and positions of the water surface, as well as terrain
positions, from the suns point of view.

• For each cascade, estimate caustic photon positions using the calculated refracted angle
and positions of terrain. Accumulate the caustic contribution by splatting the positions
onto a caustic buffer.

• Composite the resulting caustic pattern from each cascade into a �nal rendered image.
Apply any subsequent post processing.

The �rst step involves creating four cascades from the sun's perspective. These cascades
divide the captured scene into regions with different depth ranges. Cascades that cover a
small area are responsible for rendering caustics closer to the eye camera, and are viewed up-
close. On the contrary, cascades that cover larger areas are responsible for caustics viewed at
a distance.

8



3.2. Cascades and Light-View (Rendering from the sun's point of view)

In the second step, the normals and positions of the water surface are captured together
with terrain positions. This information is required to determine how the incoming sunlight
gets refracted and where the resulting sun ray will intersect with the terrain below.

The third step estimates the position of caustic photons using the information gathered
in the previous step. The resulting photon positions are then splatted onto a buffer which
represents the accumulation of caustics in terms of brightness, when viewing from the eye
camera.

Finally, the caustic buffers from each cascade is composited into a single buffer, which
may then be applied to the �nal rendered image of the rendering pipeline. Any denoising or
other post processing effects may also be applied here.

3.2 Cascades and Light-View (Rendering from the sun's point of view)

The caustics are rendered using information from G-buffers that are rendered from the suns
point of view, or "light-view". This entails rendering additional G-buffers which are not used
in the composition of the player's camera view. To separate these two point of views, this
report will refer to the player's camera as "eye-view".

The Frostbite engine architecture already contains con�gurations for light-views. These
consists of four cascades, which are used for shadow mapping. The proposed caustic ren-
dering method utilizes these same views for rendering the caustics. The following sections
explain the concepts behind light-view rendering and cascades. Properties of the light-views
and cascades may vary depending on the project, but the principles mentioned in these chap-
ters may be applied to any similar rendering system.

3.2.1 Light-view rendering

The notion of rendering in light-view is similar to how a shadow map is set up in shadow
mapping techniques. In this case, the light source is a directional light source which corre-
spond to the sun. In a directional light source, all incoming light rays are considered to be
parallel and can be described by a single direction vector. Since the sun is far enough away,
it is suf�cient to assume that all light rays from the sun are parallel.

The light-view corresponds to a camera, in which it's observable area is a limited to a
portion that covers the area in front of the eye camera. This could be conceptualized as
a camera, looking through a �at plane, in front and above the player, and casts sun light.
This camera is pointed in the same direction as the incoming light rays from the sun. When
viewing the scene in the light-view cameras perspective, the sun light would be cast from the
camera's near plane, and towards the scene. Since the sun's rays are assumed to be parallel
as a directional light source, it is also �tting that the light-view camera uses an orthographic
projection.

Each fragment in the G-buffers that are rendered in light-view corresponds to one photon
being cast from the light source. The quality of the �nal caustic effect is directly affected by
the resolution of the G-buffers, where a larger resolution leads to more photons being cast into
the scene. As the resolution increases, the performance requirements to calculate all photon
positions increases.

3.2.2 Cascaded Light-views

Perspective aliasing [14] is an artifact that may occur when developing shadow maps. The
resolution of the shadow map directly affects the quality of the shadows, where a higher
resolution leads to more samples being available for sampling. Increasing the shadow map
resolution alleviates this problem, but is redundant for shadows that are further away from
the eye camera view, and has a major impact on performance [8].
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3.3. Capturing position and normals of water surface and terrain

By introducing cascades, the quality of caustics that are near the players eye-view cam-
era can maintain a high resolution, while caustics further away may be rendered at a lower
resolution.

Rendering in light-view as a set of cascades entails partitioning the eye camera view into
sub-frusta with different far-planes. For each sub-frustum, an orthographic projection is cre-
ated. Each orthographic projection is a different light-view camera that renders a caustic map.
The largest cascade will have the largest world space area that is rendered, and contains less
detail. These will displayed in areas that are further away from the eye camera. The cascade
with the smallest area, has the same resolution as the largest cascade, but since the world
space area that it is viewing is smaller, more caustics are recorded per area unit. This cascade
will be viewed for caustics near the eye-view camera.

In effect, this results photons being cast more frequently when closer to the eye-view cam-
era, and areas further away from the camera, where photons are less noticeable, fewer pho-
tons are cast.

Creation of the cascaded views

A generally accepted practice is to use a �xed number of cascades, as opposed to recalculat-
ing the sub-frustum dimensions and sub-frustum count on a frame per frame basis, which
introduces shimmering [8]. The DirectX technical article for cascaded shadow maps suggests
two ways of determining the dimensions of the cascaded views [8]. The light-view con�gu-
rations that are used in the proposed method corresponds to the "Fit to Scene" variant, with
four cascades.

In this variant, the eye camera view is initially divided into sub-frustum. Every sub-
frustum has the same near plane. The far plane distance varies for each sub-frustum, and
increases linearly.

For each sub-frustum, an orthographic projection is created. This projection is pointed
towards the center of the sub-frustum. The projections observable world space area spans
from the sub-frustum's near plane and far plane.

3.3 Capturing position and normals of water surface and terrain

After the creation of the cascades, the next step of the algorithm involves rendering three
G-buffers. These will be used to calculate where photons that are cast from the sun will be
located in the scene.

In the context of implementation, these are generated via two render passes: one captur-
ing both water positions and water normals, and another capturing terrain positions. For the
purposes of this report, they are treated as three individual passes and detailed as such in the
subsequent sections.

Each of these three G-buffers is rendered from the light's perspective. The following sec-
tions cover the details of the individual passes as well as methods of optimizing them in
terms of implementation. A showcase of how the G-buffers appear when viewed in a graph-
ics debugging tool is shown in Figure 3.1. Note that these three G-buffers are rendered once
for each cascade.
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(a) Water Position Pass (b) Water Normals Pass (c) Terrain Position Pass

Figure 3.1: Render Passes for capturing information about terrain and water surface

Water Position Pass

The �rst render pass involves capturing the positions of the water surface. In this pass, only
the geometry of the water surface is rendered, and results in a RGB-texture where the RGB
values of each fragment corresponds to the XYZ world coordinates. The water positions
were obtained directly using a proprietary method from the frostbite architecture, however,
a general method to achieve this could utilize the depth buffer where the depth values are
converted into world positions 3.3.1.

Water Normals Pass

The second render pass captures the surface normals of the water. Similar to the positions
pass, only the geometry of the water surface is rendered. Each fragment outputs its world
space normal as a normalized vector and is stored in an RGB-texture.

Terrain Position Pass

The third pass is performed to capture the positions of the terrain. Only the terrain is ren-
dered, and the positions where gathered using the proprietary method in similar fashion as
getting the water positions. Each fragment outputs its XYZ world coordinates.

3.3.1 Optimizing position passes using depth buffer values

Storing the world positions for the water and terrain position passes can be circumvented
by only recording the scene depth, which is suf�cient for this stage of the algorithm. The
depth values are instead converted into world positions during the creation of the caustic
map which is covered in Section 3.4. The depth value of a fragment represents how far along
the view direction the fragment's corresponding world position is located relative to the light-
view camera.

A world coordinate is retrieved by using the technique which can be found in the function
ComputeWorldSpacePosition in Unity's shader library [13]. The process involves converting
a fragment's two-dimensional screen space coordinate to a three-dimensional clip-space po-
sition using the depth value. The clip-space position is then converted into world coordinates
by multiplying the inverse view and projection matrix.

When applying this optimization, the amount of memory required to store the terrain and
water positions are reduced to a one-dimensional texture, rather than a three dimensional
texture that contains x, y and z-coordinates. In total, the number of channels per pixel in the
textures are reduced from 6 down to 2.
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3.3.2 Optimizing normal pass using polar coordinates

The normal vectors from the water normals pass is stored in a texture with 3 channels per
pixel. A possible way to reduce the number channels by using a variable packing method
where the normals are converted from a normalized vector into 2 values that correspond to
the yaw and pitch of the rotation.

During the development of this project, attempts of applying this optimization did not
turn out to be successful. Rounding errors during this conversion introduced inaccuracies
when calculating the caustic photon positions in later stages of the algorithm. Performing
this conversion also impacted the performance of the pass signi�cantly. For these reasons,
the memory optimization was deemed not viable for this speci�c implementation.

3.4 Creation of the Caustic map

In this step of the algorithm, the data from the render passes described in Section 3.3 is used
to calculate the world position of the photons cast from the light source. Each fragment from
the captured G-buffers represents one photon. These positions are then projected into screen
space using the eye camera's view-projection matrix.

The result is a texture map containing all photons that are visible from the eye camera's
perspective, where the photons are positioned as they would appear in the �nal render. Fur-
thermore, this texture map will be referred to as the Caustic map. Note that the following
steps are performed once for each cascade.

An example of how the resulting caustic map might appear after performing this section's
steps is shown in Figure 3.2. The �gure also displays the corresponding �nal rendered image
from the eye camera's perspective, as a means of envisioning how the caustic map is utilized
in later stages.

(a) Caustic Map (b) Final composite for reference

Figure 3.2: A rendered caustic map, and the corresponding �nal composite

3.4.1 Computing refracted ray directions

For each fragment in the G-buffers, a refracted ray direction is determined. This corresponds
to the trajectory of a light ray once it enters the body of water. The build-in HLSL function
refract [10] is used to compute the refracted direction of each photon. This function takes
three parameters:

1. Incident light direction: Conceptually, this corresponds to the direction of an individ-
ual ray of light. In practice it corresponds to the direction of the directional light
source as explained in Section 3.2.1. In the context of implementing the render
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pass, this vector is a constant value used as an input. This value is gathered
from global information about the scene's directional light source. This has the
added bene�t that the system will adapt to any modi�cations of the directional
light source.

2. Surface normal at the the point of incidence: This is provided by the water normals
pass. Each fragment represents a different world space position on the water sur-
face, and the normal is expected to vary for each fragment.

3. Index of refraction (IOR) of the given material: For water, the IOR is set to 1.333.

As stated in the HLSL documentation for the refract function [10], if the angle between
the incident light direction and the surface normal is too great for the given refraction index,
the return value will be (0, 0, 0). This would produce an unwanted photon position in later
stages of the algorithm. In these cases, the calculations for the photon is terminated early, and
will not be present in the caustic map that is created in 3.4.3.

A general refraction method

The HLSL documentation does not specify the internal implementation of refract, but an
equivalent formulation can be found in The Book of Shaders [15]. Using the formulation from
The Book of Shaders, the calculation of the refracted ray direction R may be implemented as:

k = 1 � eta 2 � (1 � N � I) � (N � I) (3.1)

R =

#
eta � I � (eta � N � I +

?
k) � N if k ¥ 0

0, otherwise
(3.2)

Where I is the normalized incident light direction, N is the normalized normal of the
water surface, and eta is the index of refraction for water. Similarly to the HLSL refract
function, cases where the angle between the incident ray and normal is too great is handled,
and returns (0, 0, 0) as the resulting vector R.

3.4.2 Determining photon world with ray tracing approximation

If the light ray directions would not be refracted in the previous step, as if the water surface
didn't exist in the scene, the photons cast from the light source would be evenly distributed
along the terrain surface. In this case it is expected that the refraction causes the positions
of some photons to be grouped together, meanwhile, other areas on the terrain surface will
contain fewer photons. This is the basis of the caustic visual effect phenomena.

In this step, the refracted ray direction for each fragment, along with the data from the
previous G-buffers, is used to estimate the corresponding world position of a photon.

In the context of modern game development, it would be reasonable to assume that some
type of GPU accelerated ray tracing may be applied in this step since it is a modern and
popular technology in global illumination systems. Due to time constraints, this required
another method due to inexperience with raytracing systems as well as the frostbite engine.

Ray Tracing approximation algorithm

The method used to estimate photon world positions based on their refracted ray direction is
inspired by previous work on image-space caustics [11]. For each fragment, a photon world
position PosPhoton is determined with Equation 3.3. A visualization of what each parameter
in Equation 3.3 corresponds to when applied to a scene is shown in Figure 3.3.
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Figure 3.3: Visualization of parameters in Equation 3.3 when applied to a scene

PosPhoton = PosWater +
(PosTerrain � Pos Water) � Dir Re f raction

||Dir Re f raction||2
� Dir Re f raction (3.3)

Where PosTerrain and PosWater is the fragments corresponding terrain and water position
gathered from the G-buffers. The difference between these two positions grants a vector
which is projected along the refracted ray direction Dir Re f raction. The projected vector corre-
sponds to the estimated photon world position Pos Photon.

Approximation accuracy and viability

In terms of making an accurate approximation, the best-case scenario for this method is when
the terrain is perfectly �at, such as a swimming pool. When this is not the case, there are two
components which affect the accuracy of the approximation:

1. Terrain complexity: Accuracy decreases when the terrain is noisier, and height differ-
ences on the terrain are greater. This is due to the fact that the Y coordinate of the
terrain position P t may differ from the hypothetical ground truth Y coordinate of
the �nal photon position.

2. Light direction: The terrain height's affect on accuracy is mitigated when the incident
angle of the light is close to perpendicular to the terrain. In these instances, the X
and Y coordinates of the terrain position is closer to the X and Y coordinate of the
ground truth photon position.

The proposed method is viable for this project, due to the characteristics of the scene.
For this project, the caustics will be rendered along the shore of a beach, were the terrain

14



3.4. Creation of the Caustic map

corresponds to a gentle slope. The scene also takes place during broad daylight. When taking
the previously mentioned components effect on accuracy into consideration, this makes the
proposed method viable for this application.

3.4.3 Splatting photons onto the caustic map

The photon world position from the previous step is in the world space coordinate system.
The photons position is converted into view space, as well as clip space, using the eye cameras
view and projection matrices. Once all photons have been processed, the caustic map now
corresponds to a screen space map, which consists of all photons in the scene that are cast
from the light source, as if it were viewed from the eye camera.

Due to the sheer amount of photons that are cast from the light source, it is expected
that some photons are projected to the same screen space pixel in the resulting caustic map.
Ideally the light contribution of each photon would represent a realistic lux value or similar,
which should be consistent with the lighting system of the render pipeline that the caustic
system is being integrated into. Due to the delimitation determined earlier, this is not consid-
ered to limit the scope of the project.

Light contribution for individual photons

Rather than using physically accurate values for lux, the photons light contribution is instead
determined as an arbitrary choice. The light contribution for each photon is set to a constant,
were in the case that a screen space pixel only contains one photon, it barely contributes any
light and thus is barely visible. A screen space position that consists of many photons, the
total light contribution of each photon is additively summed up, and becomes visible.

Arbitrary photon depth coef�cient

A consequence of determining the light contribution as an arbitrary constant is that it does
not account for light absorption and scattering, as if light was entering a realistic body of
water. This entails that photons in shallow ocean depths become equally as bright compared
to photon at greater depths. This results in the ocean caustics being noisy at greater depths.
This is because the variance of caustic positions are greater, and the caustic pattern begins to
resemble a random pattern rather than a cohesive one.

Ideally the magnitude of brightness for individual photons would diminish the deeper it
descends. To counteract the noise at great depths, an arbitrary dampening in photon bright-
ness is introduced. The way that this is incorporated can be compared to a "ramp edge"
function in signal processing terms.

A similar issue appears near the shoreline. The transition between terrain and water cre-
ates a visible seam. This is addressed using another ramp edge function that reduce bright-
ness for shallow photons. As a code snippet, these signals may be implemented as follows:

deep = min(1.0, max(0.0, MAX_DEPTH - oceanDepth);
shallow = min(1.0, max(0.0, oceanDepth - MIN_DEPTH));

Photon_Brightness = C * deep * shallow;

Where MIN_DEPTH corresponds to the depth value where photon brightness stops in-
creasing below the shoreline. MAX_DEPTH is the depth where brightness begins to de-
crease. The constant C is the initial value that determines the brightness of each photon. The
�nal photon brightness may be visualized in a graph and is displayed in Figure 3.4.
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Figure 3.4: Photon brightness function based on distance from shoreline

Incorporating these transitions at a threshold value successfully removes the visible seams
as photons appear at the shoreline and disappear at great depths. The photon brightness still
does not resemble an absorption. An arbitrary absorption effect is introduced by modifying
the previous code snippet to allow photon brightness to diminish as photons reach greater
depths. The modi�ed code snippet is implemented as follows:

deep = min(1.0, max(0.0,
(MAX_DEPTH - oceanDepth) / MAX_DEPTH);

shallow = min(1.0, max(0.0, oceanDepth - MIN_DEPTH));

Photon_Brightness = C * deep * shallow;

Where all constants are identical to the previous code snippet, but the deep variable is
divided by the maximum depth constant. The photon brightness with these changes may be
visualized in a graph and is displayed in Figure 3.5.

Figure 3.5: Photon brightness function with smoothness applied

3.5 Caustic Rendering Composition Pass

In this step of the algorithm, the caustic map for all four cascades are combined and applied to
the output render. Every cascade has a photon map that contains photons which are projected
to the eye cameras screen space. Each photon map contains varying levels of quality. The goal
is to view the highest quality caustic at any given screen space fragment.

3.5.1 Applying the correct cascade

To determine which cascade should be viewed at a speci�c screen space fragment, the depth
buffer of the eye-view camera is sampled. The depth value for each fragment determines
which cascade should be viewed at speci�c intervals. The intervals correspond to the far
plane of each sub-frustum created in 3.2.2. The dimension of the cascaded views, as well
as the amount of cascades, is a �xed amount. Therefore it is convenient to store the depth
intervals as constant values.
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