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Managerial Summary

Shaping a Future with Al: Designing Systems for Business
and Society

The Focus of this Report

This report discusses the pressing issue of shaping a future with Al in the context of complex
systems. It presents the findings of seven international, interdisciplinary student teams who
spent five weeks working on one of the most important design challenges of our time: how
artificial intelligence and autonomous systems can be responsibly integrated into the
complex, multi-actor systems that society depends on most. Working with WARA-PS,
Sweden's leading research arena for Al in public safety, as their challenge provider, the teams
investigated the future of search and rescue operations and produced ideas, principles, and
cross-domain reflections that are directly relevant to anyone leading or governing Al
integration in high-stakes environments.

The Central Finding: It Is about Systemic Integration and Organization

One finding emerged, i.e. the main constraint on Al in complex public safety operations is
not technological capability. It is systemic integration. The core challenge is not whether
individual systems can perform as intended, but whether they can function together within a
coordinated sociotechnical whole that includes organisations, information flows,
responsibilities, and decision structures. When these connections are weak, even highly
capable technologies fail to produce value. This pattern is not confined to search and rescue.
It recurs in hospital emergency departments, power grid management, disaster response, and
urban emergency services. In all of these domains, the decisive issue is whether Al is
integrated into a system that can coordinate effectively under pressure. Adding more
intelligent autonomous systems to a poorly coordinated environment does not improve it. It
possibly makes it more fragile.

This means that the question managers should be asking is not "what Al should we deploy?"
It is "what must change in the whole system, the people, the organisations, the information
flows, the legal frameworks, and the governance structures, for Al to create genuine value
here?"



Seven Proposals: A Landscape of Ideas

The seven teams produced a diverse and complementary set of proposals, ranging from
concrete operational platforms to research agenda proposals for WARA-PS. Together they
offer a rich landscape of directions for development.

CivicSense (Team 1) proposed transforming citizens' smartphones into a verified distributed
reporting network, closing the gap between what people at the scene of an emergency
observe and what emergency services know. The platform uses Al to fuse crowd-sourced
photo, video, and location reports into a real-time incident map, feeding directly into
command systems alongside autonomous drone telemetry.

Al-Supported Shared Situational Awareness (Team 2) argued that WARA-PS should
focus its research on the multi-agency coordination problem, building shared data
environments, studying how Al advice is received and acted upon under operational stress,
and designing systems that preserve human conceptual authority while delegating data-
intensive tasks to Al.

AEGIS (Team 3) proposed an anticipatory emergency management system that acts on the
trajectory of an incident before consequences become irreversible, modelling cascade
timelines, classifying whether a developing event is accidental or deliberate, and pre-
positioning resources against predicted future states rather than current ones.

ShadowMesh (Team 4) addressed what happens when communication infrastructure itself
degrades, the scenario that conventional resilience planning misses. Their decentralised mesh
architecture makes every node a relay, uses semantic compression to transmit operational
essentials rather than raw data, and degrades progressively and visibly rather than failing
silently.

Heterogeneous Sensing and Al Co-Pilots (Team 5) proposed a distrust-by-default sensing
architecture, specialised Al co-pilots for mission coordination, and, unusually, cautious
investigation of affective Al to detect operator cognitive overload. Their most important
contribution may be the insistence that training humans to work with Al, and to intervene
effectively when it fails, is as important as developing the Al itself.

RLCA - Resilient Layered Coordination Architecture (Team 6) introduced the concept of
coordination elasticity: the ability of a system to maintain operational functionality while
coordination structures partially degrade. Their four-level adaptive autonomy model, from
routine automation through escalation mode to degraded survival, is the most detailed
treatment of how authority should shift between Al and humans as conditions deteriorate.

The Trust Conflict Lab (Team 7) proposed a new research module within WARA-PS that
deliberately creates scenarios where information sources conflict and degrade, shifting the
arena's focus from testing whether autonomous systems can perform tasks to testing whether
human-Al-organisational systems make better, accountable decisions under genuine
uncertainty.
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Design Principles for Al in Complex Systems

The report also distills severable transferable design principles. They could serve as
navigational heuristics for anyone designing, procuring, or governing Al systems in high-
stakes, multi-actor environments.

1. Surface uncertainty, do not smooth it away. Al systems should make conflict between
data sources visible to operators, not absorb it into a confident output. Disagreement is often
the most important signal available.

2. Make human authority substantive. A human override button is not the same as human
authority. Authority is only real when the person exercising it understands what the system
has filtered, what it is uncertain about, and what it has deprioritised.

3. Design for graceful degradation from the start. Systems should be designed for failure
modes as carefully as for peak performance. As conditions deteriorate, capability should
reduce progressively and visibly, never silently.

4. Prioritise shared sensemaking over data volume. A common operational picture shared
across all agencies is more valuable than maximum data availability to any single
organisation. Design for shared understanding, not data maximisation.

5. Define accountability before the incident. Authority maps, responsibility structures,
decision logs, and liability frameworks must be agreed before deployment. They cannot be
improvised during a crisis or reconstructed after a failure.

6. Treat integration as the primary design challenge. The performance of individual Al
components matters less than how they integrate with the humans, organisations, legal
frameworks, and physical infrastructures around them.

7. Know the limits of your principles. These principles apply most strongly in high-stakes,
cooperative, multi-actor systems where human oversight is meaningful. They require
adaptation, and may not apply at all, in fully autonomous systems, adversarial contexts, or
environments where decision speed exceeds human response times.

What This Means for Other Domains

Several domains beyond search and rescue were examined: healthcare, transportation, energy
systems, urban infrastructure, and defence. The structural pattern was the same in every case:
Al improves local performance while introducing new risks at the integration and
coordination layer. The governance gap, the absence of clear accountability frameworks for
Al-influenced decisions, was identified as the binding constraint in every domain examined.

Three findings are particularly relevant for managers in these domains. First, the integration

problem is not sector-specific, it is a general property of complex Al-enabled systems, and
the design principles above transfer broadly, with adaptation. Second, governance is
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consistently the dimension where progress is slowest and the stakes are highest. Technical
design can be iterated quickly; legal frameworks and organisational accountability structures
move at a different pace, and the consequences of getting them wrong are not visible until
something fails. Third, the withdrawal of the EU Al Liability Directive in February 2025 has
left a genuine accountability gap that no currently available regulatory framework resolves.
Organisations deploying Al in high-stakes, multi-agency environments need to address this
gap in their own governance architecture, they cannot rely on legislation to do it for them.

Recommendations for WARA-PS and Beyond

The report offers concrete recommendations for WARA-PS (further detailed in this report),
of which the following are most directly actionable for managers across domains.

Establish dedicated testing environments for conflicting and degraded information conditions,
not just ideal operating scenarios. Shift evaluation metrics from technical task performance to
decision quality: coordination stability, shared situational awareness, trust calibration, and
accountability clarity. Develop explicit frameworks defining which decisions AI may make
autonomously, which require human approval, and what happens when the system degrades.
Include legal and organisational actors in all major system tests, not only technical operators.
Treat operator training for Al failure scenarios as a first-order investment, not an
afterthought. And address governance and accountability architecture before deployment, not
after the first incident.

A Final Word

The lighthouse and the compass that appear on the cover of this report capture the essential
point. A lighthouse does not eliminate the dangers of the sea, calm the weather, or guarantee
safe passage. It provides orientation, a fixed point of reference from which navigators can
take their bearings and make their own judgements. The compass provides bearing. The
design principles in this report are offered in that spirit. They do not solve the challenge of Al
integration. They provide orientation for the managers, designers, engineers, and
policymakers who must navigate it in conditions of genuine uncertainty, with real
consequences for real people.

The students who produced this work came from different countries and disciplines. They
had five weeks and a genuinely open challenge. What they produced, seven proposals, a
consolidated set of principles, and a cross-domain reflection grounded in real cases,
demonstrates that the most important questions about Al in complex systems are not
technical questions. They are questions about coordination, authority, accountability, and
trust. Those are management questions. And they are the questions this report addresses.

ECIU Challenge Report, Editors: Nicolette Lakemond and Gunnar Holmberg, Linkoping
University, May 2026
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Foreword

We are at a moment where the decisions being made about how to design, deploy, and govern
Al will shape systems that society will depend on for decades. Those decisions are not
primarily technical. They are decisions about how responsibility is distributed, how human
judgment interacts with automated systems, how trust is built and lost in high-stakes
environments, and what it means to design for resilience rather than just efficiency. They are
decisions that require people who can think across disciplines, hold complexity without
collapsing it prematurely, and ask hard questions even when the pressure is to move fast and
deliver.

This challenge, developed in the context of ECIU University at Link&ping University in
Sweden, was built on the belief that engineers, business students, and social scientists need to
learn to work on problems together, not alongside each other, but genuinely together,
bringing different kinds of knowledge to bear on questions that none of them can answer
alone. We found search and rescue to be a particularly good problem for that. It involves
autonomous systems and sensor networks, but also organisational culture and volunteer
motivation. It involves data infrastructure, but also legal accountability and public trust. It is
technically complex and humanly complex in equal measure, and neither complexity can be
understood without the other.

The students who took on this challenge did so with seriousness and curiosity. They were
asked to engage with real difficulty, to resist the pull toward easy solutions, to question their
own assumptions, and to think carefully about what it actually takes for Al to create value in
systems that involve many actors, imperfect information, and consequences that matter. The
work in this report is the result of that effort.

We are grateful to Jesper Tordenlid and WARA-PS for bringing a real problem to the course,
an active research agenda with genuine open questions. That generosity made a difference to
what the students were able to produce. We are grateful to Katarina Iversen for the scenario
game that opened the course, which placed students inside the operational complexity of a
rescue mission before they had the language to describe what they were experiencing. That
ordering, feeling the problem before analysing it, shaped much of what came after. And we
are grateful to Pascal Le Masson and Antoine Bordas from Mines Paris PSL for introducing
students to design theory and the ideas around managing the unknown. Their contribution
gave students not just a framework but a different way of thinking about what innovation in
uncertain conditions actually demands.

The problems this challenge addresses are becoming more urgent as Al moves to autonomous
agents. The students who worked through this challenge are among those who will have to
navigate that transition, not just as users of Al, but as the people designing the systems, the
organisations, and the governance structures that determine whether Al integration goes well
or badly. That is a serious responsibility, and it requires exactly the kind of cross-disciplinary,
critically grounded thinking this challenge was designed to develop.

Nicolette Lakemond, Gunnar Holmberg, May 2026
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Chapter 1: Introduction

1.1 Purpose of This Report

This report discusses the pressing issue of shaping a future with Al in the context of complex
systems. It presents the findings of seven international, interdisciplinary student teams who
spent five weeks working on one of the most important design challenges of our time: how
artificial intelligence and autonomous systems can be responsibly integrated into the
complex, multi-actor systems that society depends on most. Working with WARA-PS,
Sweden's leading research arena for Al in public safety, as their challenge provider, the teams
investigated the future of search and rescue operations and produced ideas, principles, and
cross-domain reflections that are directly relevant to anyone leading or governing Al
integration in high-stakes environments.

The report brings together the teams' contributions across three main deliverables: concrete
proposals for how WARA-PS could further develop its research agenda; a set of design
principles to guide the integration of Al into high-stakes, multi-actor systems; and a cross-
domain reflection on where these principles hold, where they need adaptation, and what this
means for the broader transferability of insights developed in the context of search and
rescue.

The aim is not to present a single authoritative solution, but to capture the breadth and depth
of thinking that emerged across the teams and distil from it insights of relevance to WARA-
PS, to managers working with Al in complex systems, and to the broader question of how Al
can be designed to create lasting value in society. In this sense, the report also serves as a
popular scientific document intended to support discussion, reflection, and continued inquiry
among practitioners, decision-makers, and potentially also researchers.

1.2 The Challenge and Its Approach

The Challenge belongs to the ECIU University educational initiative and brings together
students from different disciplines and national backgrounds to work on diverse challenges.
The focus of this particular challenge is at the intersection of Al, business, society, and
design. A defining feature of the course is its pedagogical approach: rather than presenting Al
integration as a solved problem to be learned, it treats it as an open and genuinely difficult
challenge to be explored.

Students worked with two complementary intellectual frameworks. The first is Challenge-
Based Learning, a pedagogical model in which real, unresolved problems posed by external
partners serve as the engine of learning. Students are not asked to apply pre-existing
solutions; they are asked to develop new ones, grounded in context, tested against
complexity, and evaluated by their relevance to real-world actors. The second framework is
Design Theory, particularly the Concept—Knowledge (C-K) framework developed at Mines
Paris — PSL, which provides tools for structured creative exploration, moving between what
is known and what is not yet thinkable, and deliberately expanding the space of possible
solutions rather than converging prematurely on familiar ones.



These frameworks have shaped how the students have worked: starting from open questions
rather than predefined answers, moving iteratively between analysis and imagination, and
grounding their proposals in the actual difficulties of the domain rather than in ideals about
what Al can do.

1.3 Overview of the Challenge Organization

This challenge explored how Al can move beyond pilots and hype to create genuine value in
business and society, using future search and rescue (SAR) operations as the learning context.
The challenge was set by WARA-PS, a research arena dedicated to advancing public safety
through intelligent, human-collaborative systems.

The course opened with two weeks of distance preparation. In week one, guided by the
perspective “Seeing the forest behind the trees”, the students attended an introductory lecture
with WARA-PS representatives and a Design Theory lecture, and read wildly around the
challenge, and submitted an individual two-page reflection. Week two was figuratively all
about "Take the bull by the horns" and focused on team formation: international teams were
established in a dedicated seminar, a second lecture connected Design Theory specifically to
Al, and teams submitted both a group contract and a joint reflection outlining their initial
approach to the challenge.

Week three celebrated “The more the merrier”, and brought all participants together for a
five-day face-to-face week in Linkdping. The teams were immersed in the challenge through
presentations by WARA-PS, analysis of a real SAR incident (the Marco Polo case), and a
scenario game. The afternoons were mostly reserved for teamwork, and the week culminated
on Friday with pitch presentations of initial solution concepts directly to the challenge
provider.

Weeks four “Gettering the act together “ and five “Everything comes to an end” were
distance follow-up. The teams continued developing their solution concepts through self-
organised meetings and an optional check-in session with teamchers. In the final week, the
teams submitted a preliminary report for peer opposition, give and receive feedback in an
online seminar, revised their work, and submitted the final report. The challenge closed with
a collective session celebrating the joint knowledge created across all teams.

Throughout all five weeks, students examine Al integration through five interconnected
dimensions: systems-of-systems, technological, organisational, legal, and societal. The final
deliverable is a creative yet grounded solution concept for the responsible, long-term
integration of Al in critical societal infrastructures, knowledge and skills directly transferable
beyond the SAR domain.

1.4 Structure of the Report

The report is organised as follows.

Chapter 2 introduces the challenge in depth, the domain of public safety and search and
rescue, the role and mission of WARA-PS, and the four core dimensions of difficulty that
emerged as central to the challenge of integrating Al into complex societal systems.



Chapter 3 presents the ideas generated by the student teams for how WARA-PS could
develop its research arena. These ideas address not only what technologies could be
developed, but how Al and autonomous systems need to be integrated with human actors,
organisational structures, information flows, and legal frameworks to function in real,
complex incidents.

Chapter 4 sets out the design principles and heuristics were formulated, a distilled set of
broadly applicable guidelines for designing systems in which Al and autonomy are integrated
into high-stakes, multi-actor operations. These principles are grounded in the difficulties
surfaced through the challenge.

Chapter 5 reflects on the generalisability of these principles beyond search and rescue,
examining at least two other domains, such as healthcare, transportation, or energy, and
discussing where the same difficulties appear, where they differ, and what that implies for
how universal the principles actually are.

The report also includes four Appendices, which documents the teams' contributions in their
original form: initial individual reflections from the first week of the course, early design
principles formulated, each team's final design principles, and each team's cross-domain
reflections. These appendices are intended to preserve the diversity of perspectives and the
richness of the teams' work, which the synthesis chapters necessarily condense.

1.5 A Note on the Nature of the Work

The insights presented in this report were produced by students working under time
constraints, with limited prior knowledge of the SAR domain, and in teams that had to build
shared understanding across disciplinary and cultural differences. These are not necessarily
weaknesses, they are features of the challenge. The challenge was designed on the premise
that fresh, cross-disciplinary perspectives, guided by rigorous frameworks, can surface
insights that domain insiders may overlook precisely because they are too close to existing
practice.

The proposals and principles in this report should therefore be read not as finished solutions,
but as carefully reasoned starting points, contributions to an ongoing conversation between
researchers, practitioners, and designers about how Al can be integrated into the systems that
society depends on most.

1.6 A Note on the Use of Al in Drafting This Report

This report was drafted with the assistance of Al language models (Claude, developed by
Anthropic, Co-Pilot developed by Microsoft, and ChatGPT by OpenAl), used as a writing
and synthesis tool by the editors of this report. The Al was used to structure, formulate, and
cohese the material provided, including course documentation, challenge descriptions,
pedagogical frameworks, and the contributions of student teams. All intellectual content,
including the ideas, principles, and reflections presented in the chapters that follow,
originates with the editors, the challenge provider and the students, and was immersed
through the course design. The Al did not generate or invent any of the substantive findings.



The use of Al in this context reflects a considered choice: producing a coherent, readable
report that does justice to the breadth of student work across multiple teams is a substantial
editorial task. Al assistance allowed that task to be carried out more efficiently, without
displacing the human judgment required to select, interpret, and frame the students'
contributions accurately.

The same principles that students were asked to apply to their designs, i.e. maintaining
human oversight, being clear about the role of Al, and not mistaking Al output for human
authorship, apply to this report as well. A text on the responsible integration of Al into
complex systems should itself be transparent about where and how Al was used in its
production. This report is written in that spirit.



Chapter 2: The Challenge

2.1 Background and Context

Public safety is one of society's most fundamental responsibilities. It encompasses the
protection of people, property, and the environment from accidents, emergencies, and natural
disasters. At the heart of public safety systems lies search and rescue (SAR), the coordinated
effort to locate and assist people in distress or imminent danger. In maritime contexts, this
means responding to sailors, passengers, and survivors at sea, drawing on a combination of
vessels, aircraft, ground teams, and real-time coordination across multiple organisations and
jurisdictions.

SAR operations are inherently humanitarian. Their purpose is to save lives under time
pressure, in uncertain environments, and often in conditions that are physically and
organisationally demanding. The work depends not only on technology and equipment, but
on the coordinated action of trained professionals, volunteers, legal frameworks, and
communication systems, all functioning together under stress.

In Sweden, this coordination involves a network of actors: the Swedish Maritime
Administration (SMA), which holds national responsibility for maritime and aeronautical
SAR services; the Coast Guard; the police; the armed forces; and the Swedish Sea Rescue
Society (Sjordddningsséllskapet), a volunteer organisation that participates in approximately
90 percent of all sea rescue missions in Sweden, entirely without government funding. This
multi-actor structure is not an exception, it is the norm in public safety systems globally.
Effective response depends on resilience across the whole system, not performance in any
single part of it.

2.2 The Role of AI and Autonomous Systems

Advances in artificial intelligence, autonomous systems, and data-driven decision support are
increasingly seen as opportunities to strengthen public safety operations. Al could potentially
improve situational awareness, accelerate decision-making, assist with resource allocation,
and extend operational reach through drones, autonomous vessels, and sensor networks. The
potential is real, but so are the difficulties.

Introducing Al into SAR and public safety implies that Al does not operate in isolation. It
operates within organisations that have established roles, norms, and chains of command. It
interacts with human operators who must trust, interpret, and override it. It functions within
legal frameworks that define liability and authority. And it must remain reliable when
conditions deteriorate, when communication breaks down, when data is incomplete, or when
the situation unfolds in ways that no training set anticipated.

This means that integrating Al into public safety requires more than selecting the right
algorithm or deploying the right sensor. It requires asking how the whole system, human
actors, organisational structures, information flows, technology, and legal frameworks, must
be reconfigured for Al to create genuine value. The question is not only "does this AI work?"
but "does it remain valuable over time, under stress, and at scale?"



2.3 WARA-PS: The Challenge Provider

The challenge was provided by WARA-PS, the Wallenberg Al, Autonomous Systems and
Software Program arena for Public Safety. WARA-PS is a research arena and collaborative
community dedicated to advancing public safety and search and rescue through intelligent
systems-of-systems. It brings together researchers, technology developers, public authorities,
and operational partners to explore how Al and autonomous systems can be responsibly
integrated into real-world safety-critical environments.

WARA-PS operates at the intersection of technical research and societal application. Its work
is not about developing Al in the laboratory and hoping it transfers, it is about building arenas
where Al, autonomous systems, and human actors can be tested, evaluated, and refined
together in conditions that reflect the complexity of actual incidents. The arena approach
allows for iterative development, cross-disciplinary collaboration, and continuous learning
between researchers and practitioners.

The challenge WARA-PS posed to the students in this course was deliberately open-ended:

not to solve a narrowly defined technical problem, but to think carefully and creatively about
how Al and autonomy can be integrated into complex, multi-actor, high-stakes operations in
ways that are robust, responsible, and genuinely useful. Students were asked to move beyond
single-technology fixes and to engage with the full sociotechnical complexity of the domain.

2.4 Four Dimensions of the Challenge

Four interconnected dimensions of the challenge are central. Together, they define what
makes Al integration in public safety genuinely difficult, and what any serious design
response must address.

Systemic integration. Al is always one component within a broader system. For it to create
real value, other elements must change alongside it: roles, responsibilities, information flows,
organisational structures, and interfaces between human and machine actors. Improving Al
performance in one part of the system can create new vulnerabilities elsewhere. System
boundaries matter, and they are never purely technical.

Robustness over time. Al systems are typically designed and evaluated under assumed
conditions. But real operational environments change. Goals shift, resources vary, regulations
evolve, and emergencies unfold in ways that training data did not anticipate. A core design
challenge is building systems that remain useful not only when conditions are stable, but
when they deteriorate or become uncertain. The question is not whether the system performs
optimally, but whether it degrades gracefully.

Human judgment, trust, and responsibility. In high-stakes operations, the relationship
between Al and human decision-making is never straightforward. Al can support judgment,
but it can also subtly replace it, distort it, or erode the competencies that human operators
need to function when Al fails. Determining which decisions Al should support and which
must remain human, and designing the interfaces and authority structures that make this
distinction meaningful, is one of the most difficult problems in this space.



Organisational and societal impact. Technical solutions that work in pilots do not
automatically scale. Sustainable Al integration requires changes to organisational practices,
professional roles, coordination structures, and sometimes legal frameworks. It also requires
attention to second-order effects: who gains authority, who loses it, and what risks emerge at
scale that were invisible at the local level. Preventing good ideas from becoming "just another
pilot" demands genuine organisational commitment, not only technical ambition.

2.5 The Central Question

These four dimensions converge on a single integrative question that guided the work
throughout the course:

How can Al be designed as a system-level change so that it creates robust, responsible, and
lasting value in public safety and, more broadly, in society?

This question does not lend itself to a single definitive answer. Rather, it invites continued
reflection on what responsible and lasting value from Al might actually require in practice.
The work carried out in this course suggests that meaningful responses depend not only on
technical ingenuity, but on the willingness to think systemically, to remain attentive to human
judgment and organisational context, and to question simple solutions in the face of real
complexit






Chapter 3: Ideas and Solutions for WARA-
PS

3.1 Introduction: A Shared Starting Point

With a system-level perspective in mind, the teams focused on systemic integration,
organisational and management challenges, and human limitations. A key reference point in
their work was the Marco Polo grounding, a 2023 maritime incident off the Swedish coast in
which a cargo vessel ran aground and the multi-agency response exposed serious weaknesses
in coordination and information sharing. Using this case, the teams developed a deeper
understanding of how a response can still meet difficulties even when multiple actors are
involved and individual systems appear to function, if information does not reach the right
actors, coordination breaks down, and no shared operational picture is maintained. What the
teams took from this case was not that individual components had failed in isolation, but that
the system as a whole had failed to operate as an integrated whole. The issue was one of
coordination, shared understanding, information flow, and organisational accountability.

This shaped the direction of every team's proposal. Rather than asking "what Al technology
should be added to SAR?", the teams asked more difficult, yet important question: "what
must change in the system as a whole, the people, organisations, legal frameworks, and
information flows, for Al to create genuine value in complex, high-stakes operations?"

The seven proposals that follow differ significantly in focus, architecture, and approach.
Some are concrete system concepts with detailed technical specifications; others are research
agenda proposals for what WARA-PS should investigate. Together they form a rich and
complementary landscape of ideas, united by the conviction that Al in public safety must be
designed as a system-level intervention rather than a technical feature.

3.2 Synthesis: Overall Insights from the Seven Proposals

Before presenting the individual team contributions, it is useful to read them as a whole.
Doing so reveals not only the diversity of approaches but a set of convergent insights that no
single team articulated alone. Table 1 provides an overview of each team's core concept,
primary focus, proposed mechanism, and key emphasis.

From capability to coordination. All seven teams identified coordination and shared
situational understanding as more fundamental than autonomous capability. Whether the
focus was trust conflicts, coordination resilience, heterogeneous sensing, mesh
communication, anticipatory intelligence, shared data environments, or citizen reporting,
every team argued that the value of Al in SAR depends on whether it helps the whole system,
humans, organisations, and technology together, understand the situation and make better
decisions. Adding more capable autonomous components to a poorly coordinated system
does not improve the system; it may make it more fragile.

The tension between automation and human authority. All seven teams grappled with the
question of where Al should act and where humans must retain meaningful control. None



proposed removing humans from decision-making in high-stakes situations. All proposed
graduated models, explicit authority structures, and mechanisms to ensure that human
oversight is genuine rather than nominal. The recurring insight was that retaining a human
override button is not the same as retaining human authority. Authority is only real when the
person exercising it has the information, time, and organisational support to exercise it
meaningfully.

Graceful degradation as a core requirement. All seven teams treated the ability to fail
predictably and safely as a fundamental design requirement, not an edge case. Real public
safety environments are not ideal operating environments. GPS can be spoofed,
communication can collapse, sensors can fail, and organisations can fragment. Systems that
work perfectly until a single assumption is violated are not resilient enough for this domain.
Every proposal, in some form, argued for designing degradation into the system from the start
rather than bolting resilience on afterwards.

Governance as the harder problem. All seven teams identified governance and
accountability as problems that cannot be solved by better technology alone. Legal
frameworks for multi-agency Al deployment, data-sharing agreements, liability for Al-
influenced decisions, consent models for novel data sources, and the assignment of
responsibility before an incident occurs: these questions appeared in every report, and in
every case they were identified as more persistent and more consequential than the technical
challenges they accompanied.

The information problem has two faces. Teams approached information challenges from
two complementary directions. Several teams focused on the problem of too much conflicting
or fragmented information, where the difficulty is determining what to trust and how to
surface uncertainty to human decision-makers. Others focused on the problem of insufficient
timely information, where the challenge is aggregating data from dispersed sources, whether

citizen reports, heterogeneous sensors, or cross-agency feeds, into a shared operational
picture. Both faces of the same problem point toward the same design priority: not
maximising data volume, but ensuring that the right information reaches the right person in a

form they can act on.

Table 1: Overview of student team solutions

Team | Concept name Core focus Primary mechanism Key emphasis
Team | CivicSense Citizen-sourced Al-fused distributed Closing the gap
1 intelligence citizen reporting via between what citizens
app, SMS, WhatsApp, at the scene know and
and mesh network what emergency
services know
Team | AI-Supported Cross-agency Shared data Keeping humans in
2 Shared coordination and | environments, CK- the concept space
Situational operator support theory-grounded design | while Al handles
Awareness principles, scenario- data-intensive tasks
based testing
Team | AEGIS Anticipatory Three-layer architecture: | Acting on the
3 emergency multi-modal sensing, trajectory of an
response cascading prediction incident before

engine, graduated
human-AlI authority
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consequences become
irreversible



Team | ShadowMesh Coordination Decentralised mesh Maintaining
4 under degraded architecture with coordination when
communication semantic compression communication
and progressive infrastructure itself
degradation logic fails
Team | Heterogeneous Operational Distrust-by-default Designing for messy
5 sensing and Al integration under | sensing, specialised co- | reality rather than
co-pilots uncertainty pilot Al, graceful ideal operating
degradation contracts, conditions
operator training
Team | RLCA, Resilient | Coordination Five-component layered | Coordination
6 Layered resilience and architecture with local elasticity: remaining
Coordination adaptive operational cells and functional as
Architecture autonomy selective interoperability | conditions
progressively degrade
Team | Trust Conflict Decision quality Deliberate adversarial Shifting WARA-PS
7 Lab under conflicting | testing module within from testing task

information WARA-PS: injected
faults, multi-source
validation, decision

trace logging

performance to testing
decision assurance

3.3 Recommendations to WARA-PS

Reading the seven proposals together, a set of concrete recommendations to WARA-PS
emerges. These are meant to be actionable directions for how the arena could develop its
research programme, scenarios, and testing infrastructure.

Establish a Trust Conflict Lab as a dedicated research module. WARA-PS could develop
a testing environment that deliberately creates scenarios where information sources conflict,
degrade, or become unreliable, injecting GNSS faults, making AIS and radar data disagree,
introducing communication delays, and staging authority conflicts between organisations.
The purpose would be to test not whether autonomous systems work under ideal conditions,
but whether human-Al-organisational systems make better, accountable decisions when the
situation is genuinely confusing.

Shift from measuring task performance to measuring decision quality. Metrics such as
time to locate an object, distance travelled, and energy consumed are useful but insufficient.
WARA-PS could develop methods for evaluating whether Al-integrated systems improve
human and organisational decision-making under uncertainty, measuring coordination
stability, shared situational awareness, trust calibration, and accountability clarity alongside
technical performance.

Develop and test explicit autonomy permission models. WARA-PS could test and refine
frameworks that define precisely which decisions Al may inform, recommend, request
approval for, or execute autonomously within pre-approved boundaries. This would replace
vague human-in-the-loop language with operational rules that can be evaluated, refined, and
held accountable before deployment rather than negotiated during an incident.
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Explore citizen intelligence as a new data source for operational awareness. The gap
between what citizens at the scene of an emergency observe and what emergency services
know represents a largely untapped resource. WARA-PS could investigate architectures for
verified, privacy-respecting citizen reporting, integrating structured photo, video, audio, and
location submissions into operational decision-making, and evaluate whether citizen-sourced
Al intelligence meaningfully improves response times and outcomes.

Pursue anticipatory rather than purely reactive research. WARA-PS could investigate
how Al can act on the trajectory of an incident before consequences become irreversible,
including pre-positioning resources against predicted future states, classifying the nature and
intentionality of developing events in real time, and building cascading timeline models that
update continuously as conditions change rather than presenting static snapshots.

Test the coordination layer, not only individual components. A dedicated degraded-
communication scenario track could examine what happens when the integration layer of a
system-of-systems fails, not when individual components malfunction. This could include
multi-agency exercises in which each organisation runs its own Al tools, connectivity is
disrupted at predefined intervals, and researchers measure divergence between the
operational pictures held by different agencies at the moment of disruption.

Build and test interfaces that surface uncertainty rather than projecting confidence.
Dashboards and operator interfaces could be designed to show what is known, what is
uncertain, what has changed, and what requires human approval, rather than maximising data
volume or smoothing conflicting signals into a single confident output. WARA-PS could
research how communicating uncertainty honestly affects operator trust, decision speed, and
outcome quality.

Design scenarios for degraded conditions rather than ideal ones. WARA-PS scenarios
could deliberately introduce GNSS jamming and spoofing, AIS and radar conflicts,
communication breakdown, sensor failure, and partial infrastructure collapse. Degraded
conditions could be treated as baseline operating assumptions rather than exceptional stress
tests added at the margins of otherwise clean experiments.

Establish measurable degradation contracts for every Al-supported capability. For each
autonomous or Al-supported system deployed in WARA-PS scenarios, a defined
specification could be developed of what functionality remains available at each level of
degradation, what humans retain control over, and how authority transfers as systems fail.
These contracts could be tested and revised through iterative exercises rather than assumed at
the design stage.

Include organisational and legal actors in all major scenarios. Realistic public safety
testing could require roles beyond technical operators: JRCC coordinators, Coast Guard,
municipal rescue services, environmental authorities, salvage actors, and legal decision-
makers. The Marco Polo case demonstrated that legal and organisational fragmentation
directly shapes response quality; scenarios that exclude these dimensions produce findings
that do not transfer to real incidents.

Investigate governance and accountability frameworks as first-order research

questions. Questions of legal liability for Al-influenced decisions, data-sharing agreements
across agencies, consent models for novel data sources such as citizen reporting or voice
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analysis, and the assignment of responsibility in multi-agency operations could be addressed
as core design requirements rather than compliance tasks addressed after technical
development is complete.

Treat operator training as a research topic in its own right. Training humans to work
effectively with Al and to intervene meaningfully when Al fails, could be developed and
evaluated as seriously as the Al systems themselves. This could include exercises that expose
operators to incorrect Al recommendations, sensor conflicts, sudden handovers of control,
and scenarios where the system's confidence bears no relationship to its accuracy.

3.4 Memorable Highlights and Notions: Some Details from
the Seven Reports

Reading seven student reports on Al and public safety might sound like a solemn affair, and
for the most part it is. But embedded within the carefully argued proposals are a handful of
moments that deserve special mention, either for their originality, their candour, or their quiet
audacity.

e The airbag that calls the ambulance before the crash. Team 3's central analogy,
the airbag as a model for anticipatory Al, is deceptively elegant. An airbag deploys
before impact, triggered by predictive signals rather than the collision itself. Team 3
took this seriously enough to design an entire three-layer Al architecture around fit,
complete with a cascading timeline model that predicts when a smoke plume will
reach a residential area, when a hospital needs to activate surge protocols, and when a
harbour will become congested, all before a single emergency call has been made. It
is, in essence, a system designed to respond to emergencies that have not happened
yet. Whether this is visionary or slightly unnerving probably depends on whether you
are the emergency commander or the unsuspecting harbour.

INTRODUCING: THE PRE-CRASH AIRBAG™

HMM... THAT TRUCK LOOKS
A LITTLE CLOSE FOR COMFORT,

CALUING...

P

HELLO, 9117

YEMH, I'D UKE TO
REPORT A “"PROBARLY
BAD CRASH™ IN ABVT
9. 8.5 3

A PRE-CRASH ‘
REPORT? THAT'S ALRIGHT, AIRBUDDY.
NEW, WE'LL BE READY. o M IR

[ THE PRE-CRASH AIRBAG™: THINKS AHEAD 50 YOU DON'T HAVE T0.

Figure I Pre-crash Airbag Response (generated with ChatGPT)
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Eighty characters versus fifty megabytes. Team 4 made one of the most quietly
striking arguments in any of the reports: that in a degraded SAR environment, the
most important thing a drone can transmit is not its video feed but a single line of text.
"Survivor. Female. Conscious. Grid B4. Stretcher. Priority HIGH." That is eighty
characters. It reaches the commander in time to act. The raw video does not. In a field
where the instinct is almost always to transmit more, faster, Team 4 argued for
transmitting less, better, and backed it up with a detailed degradation table showing
exactly what information the system drops first as connectivity collapses.

Al that reads your breathing. Team 5 proposed investigating affective Al, systems
that could detect cognitive overload or fatigue in operators from vocal and
behavioural signals and quietly reduce non-critical notifications in response. They
immediately followed this proposal with a thorough list of reasons why it could go
badly wrong, including behavioural surveillance, unreliable psychological inference,
unjustified profiling, and opaque decision-making. The proposal is both genuinely
interesting and admirably self-aware. They were, in short, the team most likely to
propose something bold and then spend equal time explaining why you should be
careful about it.

AL THAT READS YOUR BREATHING | | | when it detects overtoad,
it quietly reduces

It listens to your breathing non-critical notifications.
to detect overload or fatigue...

G4 Email [12]
& Chat (5]
Calendar ©

Breathing faster.
Voice tense.
Cognitive load: HIGH

You stay focused. Like a co-pilot for your brain.
Less noise. More you.

Thank you,
Breathe-Al. O

It keeps the noise down.

[It listens so you can breathe easy. @ ]

Figure 2 Al that captures your breath (generated with ChatGPT, note — not Co-Pilot ©)

Twelve agencies. One problem. No one in charge. Team 4 opened their report with
what is arguably the most damning single observation in the entire collection: in the
Marco Polo incident, twelve agencies responded, every constituent system performed
its assigned function, and the vessel still grounded a third time. The conclusion they
drew, that capable systems and broken integration produce the same outcome as no
systems at all, is not a new insight in systems theory, but articulating it so cleanly in
the context of a real, recent, and thoroughly documented incident gives it a force that
abstract principle does not.

The false positive problem, done honestly. Team 3 noted that a system acting at
78% confidence will be wrong 22% of the time, and that in a resource-constrained
SAR environment, pre-positioning vessels and activating hospital surge protocols
unnecessarily has a real operational cost. More importantly, repeated false positives
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create precisely the alarm fatigue that the system is designed to prevent. This is the
kind of honest self-limitation that is easy to skip over in a design report, and Team 3
did not skip over it.

e The governance gap that nobody solved. Multiple teams noted that the EU Al
Liability Directive, the legislative framework that might have clarified who is
accountable when Al-managed systems fail during a live rescue, was withdrawn in
February 2025. Team 4 noted this with a degree of exasperation that is entirely
understandable: they had designed a system in which Al makes consequential routing
decisions during emergencies, identified that no named entity currently owns those
decisions under existing law, and then discovered that the regulation intended to
address this had been quietly removed. The gap, as they put it, must be resolved
before deployment. It has not been.

e The phone in your pocket as a rescue tool. Team 1's CivicSense is perhaps the most
immediately tangible of the seven proposals, not because it is the simplest, but
because its core insight is so direct. Every person at the scene of a disaster already has
a high-resolution camera, a GPS receiver, and a network connection in their pocket.
Emergency services, meanwhile, are often working from a single telephone call
describing what one person saw from one angle thirty seconds ago. CivicSense is built
on the observation that this asymmetry is neither inevitable nor acceptable, and that
closing it does not require inventing new hardware, only integrating what is already
there.

3.5 Team Solutions

3.5.1 Team 1, CivicSense: Citizen Intelligence for Emergency Response

Team 1 identified a gap that the other teams did not directly address: the asymmetry between
what citizens at the scene of an emergency know and what emergency services know. By the
time a 112 call is logged, processed, and translated into a dispatch order, the people who
witnessed the incident first, often dozens or hundreds of them, have already photographed it,
assessed the scale of casualties, and formed a real-world picture that the operations centre
does not yet possess. This asymmetry grows more acute as incidents scale up.

CivicSense is an Al-powered citizen safety intelligence platform that transforms smartphones
into a distributed network of verified reporting nodes. Structured reports, photographs, short
video clips, audio, and GPS coordinates, flow from citizens into a central Al engine that
cross-validates, geo-clusters, and translates raw inputs into an actionable incident map. The
platform is designed in four resilient layers. The first is a verified citizen app (CivicEye) with
national identity authentication through BankID, providing the highest trust tier. The second
is channel-agnostic intake via WhatsApp, SMS, and web portal, each carrying a calibrated
trust weight. The third is a Living Safety Map with separate operator and public views, the
operator view full-fidelity with raw confidence scores and Al-generated victim estimates, the
public view deliberately sanitised with multilingual plain-language guidance. The fourth is a
mesh resilience layer that continues to function when cellular networks fail, using peer-to-
peer Bluetooth and WiFi connections supplemented by LoRa radio gateways installed on
critical public infrastructure.

The platform's trust architecture addresses directly the adversarial risk that a system of this
kind could be manipulated to misdirect emergency resources. Anonymous or unverified
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reports cannot unilaterally trigger major resource deployments; corroboration across
independent sources is required before escalation. Deepfake detection, geolocation
plausibility checks, and rate limiting provide further adversarial defences. Throughout,
human authority is preserved: CivicSense generates recommendations and priority scores, but
every resource dispatch decision remains with trained human operators.

Team 1 proposed integration with WARA-PS's existing Atlas command interface, through
which CivicSense would feed incident zones, confidence scores, and priority rankings
directly alongside telemetry and video from autonomous UAVs and USVs already
operational within the programme. A phased implementation roadmap begins with a
Link&ping city pilot in partnership with the university, the local WARA-PS cluster, and the
municipal fire and rescue service, before scaling to national coverage.

3.5.2 Team 2, AI-Supported Shared Situational Awareness

Team 2 grounded their proposal in the most persistent operational failure visible across SAR
incidents: information fragmentation. Each agency uses its own systems, data formats, and
communication tools. This fragmentation slows situational awareness and increases the risk
of missing critical signals. The Marco Polo response exemplified the problem: warning
signals existed, but no single actor had a complete picture. The team's core argument was that
WARA-PS could focus its research on how Al and autonomous systems can be integrated
into real operational environments where multiple organisations must share information and
coordinate decisions under pressure and uncertainty.

Their proposals centre on four research directions for the arena. The first is building shared
data environments that aggregate heterogeneous inputs, GPS, drone feeds, weather data,
distress beacons, and incident reports, into a unified real-time operational picture. The second
is studying human-AI collaboration under stress: how Al advice is received, interpreted, and
acted upon in realistic SAR scenarios, given that operators who do not understand why an Al
made a suggestion will either over-trust it or ignore it entirely. The third is exploring both the
technical and organisational dimensions of cross-agency coordination platforms, including
data ownership, responsibility, and inter-agency trust. The fourth is testing early risk
detection through continuous Al-driven risk assessment, dynamic risk scores assigned to
vessels, persons, or geographic areas, to determine whether earlier Al-assisted alerts actually
improve response times and outcomes.

Team 2 applied C-K (Concept-Knowledge) theory as a design framework, producing a
distinctive orientation for how Al systems should relate to human decision-making. Their
analysis led to the argument that Al could handle data retrieval, pattern matching, and risk
calculation, tasks in the knowledge space, while preserving human attention for the
conceptual work of reframing situations, questioning Al outputs, and adapting to genuinely
novel circumstances. They were careful to note that this boundary is dynamic rather than
fixed: a task that appears routine may become conceptual when unexpected conditions
emerge, and systems must be designed to support this transition rather than lock operators
into a passive monitoring role. They also argued for feedback loops that grow collective
knowledge over time, so that each incident, including false alarms and Al errors, contributes
to improving the system rather than being treated as a deviation to be minimised.
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3.5.3 Team 3, AEGIS: Anticipatory Emergency and Geospatial Intelligence
System

Team 3 approached the challenge from a direction that distinguishes their proposal from all
others: rather than asking how Al can better support response to emergencies that have
already occurred, they asked how Al can help act on emergencies that are still developing.
Their framing was the airbag analogy, a safety device that deploys fractionally before impact,
triggered by predictive signals rather than the collision itself. The protection it affords derives
from anticipation, not reaction. AEGIS applies this logic to multi-actor, geographically
bounded public-safety environments, beginning to manage the trajectory of an event before
any single consequence has become irreversible.

The AEGIS architecture has three integrated layers. The sensing and anomaly detection layer
continuously ingests chemical sensors, acoustic sensors, thermal and visual feeds, vessel
tracking through AIS integration, and behavioural baseline monitoring. An autoencoder
neural network learns the normal operational rhythm of the deployment area; elevated
reconstruction error signals deviation. Critically, the system is designed to detect when
multiple small deviations co-occur in ways that statistically suggest preparation for an event,
enabling pre-event detection before any visible crisis has materialised.

The classification and prediction engine produces two simultaneous outputs: a continuously
updated intentionality score quantifying the likelihood that a developing event is deliberate
rather than accidental, and a cascading timeline model that projects what will happen next
and when, when a smoke plume reaches a residential area, when a hospital requires
notification to activate surge protocols, when a harbour access route will become congested.
This timeline updates continuously as conditions change, providing operators with a living
model of the incident's trajectory rather than a static snapshot. A Graph Neural Network maps
relationships between locations, resources, and actors, enabling the system to detect non-
obvious cascades, for instance, a road blockage creating an unreachable medical emergency
in a geographically separate area.

The human-AlI authority structure defines three graduated modes calibrated to confidence
level and action reversibility: autonomous action for high-confidence, fully reversible
decisions such as pre-positioning drones; recommended action with a countdown for
moderate-consequence decisions such as sector evacuation, where the operator must confirm
or actively override within a time window; and human-required authorisation for high-
consequence or irreversible decisions. This graduated structure is designed to avoid two
failure modes simultaneously, a fully autonomous system acting on an incorrect
classification, and a fully human-dependent system too slow for a cascade measured in
minutes.

Team 3 stress-tested AEGIS against four scenarios: a factory fire with a suspected intentional
device, a vessel grounding with oil spill, a ferry drifting toward a shoal before any distress
call has been made, and a coordinated cyber-physical infrastructure attack. The fourth
scenario was particularly revealing, no individual sensor detects a cyberattack, but the pattern
across systems reveals it. The team was candid about the limits of their concept, identifying
the data silo problem, the false positive cost, the authority question around at what confidence
level Al could act without human confirmation, and the risk of skill degradation in operators
who come to rely on anticipatory Al. The governance challenges, they argued, are in several
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respects harder than the technical ones, and represent precisely the kind of question that
WARA-PS is uniquely positioned to investigate.

3.5.4 Team 4, ShadowMesh: Decentralised Coordination for Degraded
Environments

Team 4 made a distinctive analytical move at the outset: they argued that communication in
SAR is not a support function beneath the real system, it is what coordination consists of.
When twelve agencies responded to the Marco Polo incident, the failure was not in any
individual agency's capability. It was in the connections between them: the shared picture that
never formed, the information that existed but did not reach the right actor, the decisions that
waited for clarity that never arrived. Adding more capable autonomous systems to this
environment, without addressing the coordination layer, would repeat the failure at greater
speed and scale.

ShadowMesh is a decentralised, degraded-communication coordination architecture in which
every node, every drone, every ground rescuer, every command vehicle, every sensor, also
functions as a mesh relay node. There is no central communication tower as a dependency
and no single point of failure. The design priority is not peak performance under optimal
conditions, but predictable degradation: as connectivity drops, capability reduces
progressively rather than collapsing entirely.

The operational core of ShadowMesh is semantic compression. Transmitting large volumes
of drone video over a stressed mesh network is neither feasible nor necessary. What is
feasible and sufficient is transmitting the operationally relevant content extracted from that
video: survivor location, consciousness status, resource priority, expressed in a handful of
characters. This is not merely a bandwidth optimisation, it encodes a claim about what
information is actually needed in a crisis. The goal is shared situational understanding across
all participating agencies, not maximum data availability to any single one. Team 4
developed a detailed degradation table showing how the system narrows progressively as
connectivity drops, and insisted that the system must never present a clean operational picture
when the picture is not clean, it must expose its own degradation state explicitly to all actors.

The team identified three structural tensions that ShadowMesh does not fully resolve and that
they proposed as active research questions for WARA-PS. The routing problem: when the
mesh cannot transmit all signals simultaneously, AI must prioritise some over others, and that
prioritisation constitutes a consequential decision that no one explicitly authorised the Al to
make, commanders may believe they retain full authority while the operational picture
shaping their decisions has been filtered by an algorithm they cannot see. The recursive
degradation problem: communication is the normal fallback when other systems degrade, but
in ShadowMesh's target environments, communication itself is what degrades, removing the
fallback mechanism at the moment it is most needed. And the accountability problem: when
Al-managed communication fails during a live rescue, current legal frameworks cannot
answer who owns that decision, a gap left unresolved after the withdrawal of the EU Al
Liability Directive in February 2025.
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3.5.5 Team 5, Heterogeneous Sensing, Al Co-Pilots, and Graceful Degradation

Team 5 framed their contribution around a deliberate reframing of what WARA-PS should
be: not primarily a research arena for autonomous machines, but a research arena for the
integration between machines, humans, organisations, and law. Their starting analogy was
the crash of Turkish Airlines Flight 1951 near Amsterdam in 2009, a functioning aircraft with
a trained crew in which a single contradicted sensor reading was not surfaced effectively
enough for human intervention in time. The lesson they drew was that public safety failures
are almost never purely technical; they emerge from poorly designed interactions between
automation, operators, procedures, communication, and institutional structures.

From this framing, Team 5 developed six interconnected proposals. First, a distrust-by-
default architecture for sensing: rather than treating sensors as authoritative unless proven
wrong, critical operational decisions could require agreement across independent modalities.
Disagreement between sources could be surfaced to operators rather than hidden behind a
confidence score, because disagreement is often the most valuable information available, it
reveals uncertainty, missing data, or sensor degradation that smooth outputs would conceal.

Second, specialised Al co-pilots for mission coordination, not general-purpose Al systems or
autonomous commanders, but systems designed to integrate fragmented information from
live drone feeds, weather data, radio communications, terrain models, legal constraints, and
field-team status into a coherent operational picture, and to continuously flag contradictions.
Specialisation matters because general-purpose systems lack the operational grounding
required for domain-specific procedures, terminology, and risk models.

Third, the integration of voice and communication into the operational loop through mission-
limited communication analysis. Much of the most significant operational information in real
emergencies exists in voice, in hesitation, repeated instructions, background noise, and
silence, and currently remains invisible to Al systems. The team emphasised that the ethical
and privacy concerns here are substantial, and that data retention limits, consent models, and
legal constraints must be treated as central design problems from the start.

Fourth, cautious and carefully bounded investigation of affective Al as a safety signal,
systems that might identify cognitive overload or fatigue in operators and adjust notification
intensity in response. The team was emphatic about the limits: affective Al could never
independently influence operational decisions and requires strict governance before any
deployment consideration.

Fifth, graceful degradation: defining measurable contracts specifying what functionality
remains available during failure, what humans can still control, and how authority transfers
when systems degrade. Sixth, training humans for Al-supported operations, exposing
operators to scenarios in which Al recommendations are incorrect, sensors disagree, or
autonomous systems unexpectedly return control to humans. The ability to fail safely, Team
5 argued, may ultimately matter more than peak autonomous performance.

3.5.6 Team 6, RLCA: Resilient Layered Coordination Architecture
Team 6 approached the challenge through the lens of systems safety theory, drawing on

Leveson, Dekker, and Hollnagel to argue that failures in complex systems are rarely caused
by isolated component breakdowns, they emerge from the gradual destabilisation of
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coordination under uncertainty. The Marco Polo case, in their reading, demonstrated not
primarily a technical failure but a failure of coordination stability: fragmented situational
awareness, continuously changing conditions, and dangerous overreliance on singular
systems that were not designed to fail safely.

Their response was the Resilient Layered Coordination Architecture, a systems-level
framework built not for ideal operating conditions but for degraded ones. The architecture is
organised around a concept the team coined: coordination elasticity, defined as the ability of
a sociotechnical public safety system to maintain operational functionality while coordination
structures partially degrade. This is explicitly distinguished from redundancy. Redundancy
means having backups. Coordination elasticity means that the system can continue operating
in modified forms as conditions deteriorate, stretching, adapting, and recovering rather than
switching between binary states of functional and failed.

RLCA comprises five components working in concert. Local operational cells allow rescue
units to maintain partial decision-making independence and basic operational capability even
when connection to the wider system weakens, preventing total operational paralysis during
infrastructure disruption. An Al coordination layer supports synchronisation between cells,
not by centrally controlling operations, but by maintaining a shared and updated operational
picture, detecting inconsistencies between reports, and warning when assumptions are
becoming outdated. A four-level adaptive autonomy model defines when Al handles routine
tasks automatically, when it proposes recommendations under human supervision, when
human authority becomes primary during escalation, and when local cells must operate
entirely independently during infrastructure collapse. An internal Al reconciliation
mechanism prevents Al disagreements from overwhelming human decision-makers by
resolving routine conflicts algorithmically and escalating only strategically significant
uncertainties. Finally, the architecture operates through selective interoperability,
organisations share operationally necessary information through agreed interfaces rather than
unrestricted data integration, recognising that full data sharing is legally and organisationally
impossible in most real public-sector environments.

For WARA-PS, Team 6 recommended a significant shift in research emphasis: from testing
whether autonomous systems can perform tasks under controlled conditions, to testing
whether Al-integrated systems remain coordinated when assumptions break down. Success
could be measured through coordination stability, resilience under degraded conditions,
quality of shared situational awareness, and preservation of human readiness, not only Al
accuracy or autonomous task completion.

3.5.7 Team 7, The Trust Conflict Lab

Team 7 began from an observation grounded in the Marco Polo case and in the documented
pattern of GNSS jamming and spoofing in the Baltic Sea: the growing risk for SAR
operations is not a lack of data, but an excess of conflicting data. When GPS, AIS, radar, and
drone imagery disagree, when Al systems produce confident recommendations based on
uncertain inputs, and when different organisations receive different versions of the same
situation, Al can amplify confusion rather than reduce it. The problem is not whether the
system has enough sensors, it is whether the humans and organisations involved can
determine what to trust.

20



To address this, Team 7 proposed the development of a Trust Conflict Lab as a new research
and testing module within WARA-PS. The core idea is deliberate adversity: rather than
testing autonomous systems under ideal conditions, the lab would create scenarios in which
information sources conflict, degrade, or become unreliable, injecting GNSS faults, making
AIS and radar data disagree, introducing communication delays, and staging authority
conflicts between organisations.

The purpose is to shift measurement from task completion to decision quality, not whether
the drone found the object, but whether the whole human-Al system made a better,
accountable decision because of it. The lab's proposed methods include multi-source position
validation that surfaces conflicts rather than smoothing them into a single confident output;
confidence-aware sensor fusion that makes uncertainty visible and actionable; conflict-aware
dashboard design organised around the four things operators actually need, what is known,
what is uncertain, what has changed, and what requires human approval; and decision trace
logging to enable rigorous post-incident evaluation of human-Al performance.

Critically, the lab would include not only technical agents but organisational roles: JRCC, the
Coast Guard, municipal rescue services, environmental authorities, salvage actors, and legal
decision-makers. The team also proposed an explicit autonomy permission model, defining
which decisions Al may inform, recommend, request approval for, or execute autonomously
within pre-approved conditions, replacing vague human-in-the-loop language with
operational rules that can be tested, refined, and held accountable. The strategic ambition is
significant: while many arenas can demonstrate autonomous technologies, far fewer can test
whether those technologies improve accountable decision-making in messy, high-pressure
public safety incidents.
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Chapter 4: Design Principles for Al in
Complex Public Safety Systems

In this chapter, the focus shifts from what Al systems for public safety might do to how such
systems should be designed. The seven student teams were tasked not only with generating
ideas for WARA-PS, but with distilling from those ideas a set of transferable principles,
heuristics broad enough to apply beyond any single system or scenario, yet grounded enough
to give real guidance to designers, engineers, policymakers, and operational leaders.

The principles presented in this chapter were not derived from ideals about what Al can
achieve. They were derived from the difficulties that the teams identified in practice: the
ways that Al integration makes complex systems more fragile, more opaque, or more
unaccountable if it is done without careful thought. The starting point for most teams was not
a success story but a failure, the Marco Polo grounding, the crash of Turkish Airlines Flight
1951, documented GPS jamming in the Baltic Sea, and the principles reflect that grounding
in what actually goes wrong.

This chapter first synthesises the principles across all seven teams, identifying the core
themes that emerged independently and consistently. It then presents the consolidated
principles in a form suitable for practitioners and researchers working on Al integration in
complex, high-stakes, multi-actor systems. A visual overview follows, and the chapter closes
with a reflection on what the principles reveal collectively, about the nature of the challenge,
about the limits of design, and about what remains genuinely open.

4.2 Synthesis of the Proposed Design Principles

The seven teams arrived at their principles through different analytical routes, systems safety
theory, C-K design theory, operational scenario analysis, legal frameworks, human factors
research, and proposed different systems as their primary contributions. Yet when their
design principles are placed side by side, the convergence is striking. Across teams, seven
core themes recur with sufficient consistency and depth to be treated as shared findings rather
than individual positions.

Uncertainty and unknowns must be made visible, not managed away. The most
consistent principle across all seven teams is that Al systems in public safety must
communicate uncertainty honestly rather than absorbing it into confident outputs. Multiple
teams observed that the instinct in Al system design is to smooth contradictions, aggregate
conflicting signals, and present operators with a clean answer. In public safety, this instinct is
dangerous. Disagreement between sensors, models, or organisations is often the most
operationally valuable information available, it signals that something is wrong with the
inputs, that a situation is more ambiguous than it appears, or that human verification is
needed before action. Designing systems that surface rather than hide this disagreement is not
a user interface preference. It is a safety requirement.

Human authority must be real. Every team challenged the adequacy of "human in the loop"

as a design principle. The problem is not that Al systems remove humans from formal
decision authority, most do not. The problem is that Al systems can shape the operational
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picture on which humans act, filter the information humans receive, and structure the choices
humans are presented with, in ways that make human authority symbolic rather than
substantive. Real human authority requires that the person exercising it understands what
information has been filtered, what the system is uncertain about, and what it has
deprioritised. Authority without comprehension is not authority, it is liability.

Systems must be designed to fail safely. No team assumed that the systems they proposed
would always work. All assumed they would sometimes fail, and all argued that the design
response to this is not to make failure less likely, though that matters too, but to make failure
predictable, transparent, and survivable. Graceful degradation means that as connectivity
drops, sensors fail, or Al components become unavailable, the system narrows its capabilities
progressively rather than collapsing suddenly, and that operators always know what state the
system is in. The ability to fail safely, several teams argued, may ultimately matter more than
peak performance.

Al should support coordination, not replace it. A recurring insight across teams is that the
value of Al in public safety lies not primarily in automating tasks but in improving the
coordination between actors, helping different organisations maintain a shared understanding
of an evolving situation, flagging inconsistencies between their operational pictures, and
supporting the kind of collective sensemaking that complex incidents require. Al that
improves local performance while degrading system-level coordination produces worse
outcomes than no Al at all. The design priority should therefore be coordination support first,
task automation second.

Governance and accountability must be architectural. Every team identified the risk that
Al integration creates accountability gaps, situations in which a consequential decision has
been shaped by an algorithm but no named actor owns it. The response they converged on is
that accountability cannot be negotiated during a crisis or assigned after a failure. Authority
structures, responsibility maps, decision logging, and liability frameworks must be specified
before deployment and built into the system architecture rather than added as external policy.
This applies equally to technical design and to legal and organisational design.

Integration is harder than capability. Without exception, the teams argued that the binding
constraint on Al in public safety is not the capability of individual Al components but their
integration into the wider sociotechnical system, the humans, organisations, legal
frameworks, communication channels, and physical infrastructures that they must work
within. A technically excellent autonomous system that integrates poorly with organisational
structures, degrades unexpectedly under field conditions, or generates outputs that operators
cannot interpret is less valuable than a technically modest system that integrates well. The
design challenge is therefore systemic, not algorithmic.

Principles are heuristics, not laws. Every team was careful to note that the principles they
derived are not universal rules. They apply most strongly in high-stakes, multi-actor,
cooperative systems where human oversight is both possible and necessary. They require
adaptation, and in some cases do not apply at all, in fully autonomous systems, low-stakes
high-volume environments, or adversarial contexts where the assumptions of cooperative
operation break down. Treating design principles as fixed laws rather than situated heuristics
is itself a failure mode that the teams were collectively alert to.
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4.3 The Consolidated Design Principles

The following principles are drawn directly from the seven team reports. They are presented
as a consolidated set, distilling the convergent insights described above into a form suitable
for practical use. Each principle is stated as a design orientation, followed by its grounding
and its implications for what Al can usefully do and where it requires constraint.

Principle 1: Surface uncertainty and unknowns, do not smooth it away

Al systems operating in complex public safety environments will frequently encounter
conflicting, incomplete, or degrading information. The design response to this should not be
to produce a single confident output by aggregating or averaging across conflicting signals. It
should be to make the conflict visible. Operators need to know not only what the system
recommends, but how certain it is, which sources agree, which disagree, and what
information is missing. Disagreement is not noise to be filtered, it is often the signal that
matters most.

Al can usefully be integrated for: anomaly detection, sensor comparison, contradiction
surfacing, confidence scoring, and uncertainty communication.

Al requires constraint in: producing confident recommendations when key information
sources conflict, especially where the action contemplated is irreversible or life-critical.

Principle 2: Make human authority substantive, not symbolic

Retaining a human override capability is necessary but not sufficient. Human authority is
only meaningful when the person exercising it has access to the information on which the
decision depends, understands what the system has filtered or deprioritised, can see the
system's uncertainty, and has the time and organisational support to act. Al systems that
shape the operational picture without making their shaping visible transfer effective decision-
making authority to the algorithm while leaving formal responsibility with the human. This is
both a design failure and a governance failure.

Al can usefully be integrated for: structuring information for human judgement, summarising
situation changes, highlighting urgent decision points, and reducing cognitive load.

Al requires constraint in: evacuation orders, triage decisions, salvage authority, and any
decision with significant irreversible consequences, not because Al cannot process these
situations, but because accountability for them must remain with a human who genuinely
understands the basis for the decision.

Principle 3: Design for graceful degradation from the start

Public safety environments are not ideal operating environments. GPS can be spoofed,
communication can collapse, sensors can fail, organisations can fragment, and Al models can
produce incorrect outputs under conditions they were not trained on. A system that performs
excellently under normal assumptions and fails abruptly when those assumptions are violated
is not robust enough for this domain. Graceful degradation means designing the failure modes
of the system as carefully as its peak performance, defining in advance what functionality
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remains at each level of degradation, ensuring that operators always know what state the
system is in, and preserving core coordination functions even when advanced capabilities are
unavailable.

Al can usefully be integrated for: detecting degradation, recommending fallback modes,
alerting operators to capability changes, and maintaining simplified operational pictures
under reduced connectivity.

Al is risky when: it continues to present confident outputs after its input conditions have
collapsed, or when its degradation state is invisible to the operators who depend on it.

Principle 4: Prioritise shared sensemaking over data volume

The instinct in Al system design is to maximise information availability, more sensors, more
feeds, more data. In complex multi-actor public safety operations, this instinct can be
counterproductive. What matters is not how much information is available to any single
actor, but whether all relevant actors share a common understanding of the situation. A
unified operational picture, showing what is known, what is uncertain, what has changed, and
who needs to decide, is more valuable than maximum data availability to individual
organisations operating from different understandings of the same incident. Design should
prioritise the quality and consistency of shared understanding over the volume of individual
data access.

Al can usefully be integrated for: filtering information, updating shared maps, summarising
changes, flagging cross-agency inconsistencies, and compressing high-volume data into
operationally actionable summaries.

Al is limited in: resolving political, legal, or organisational disagreements about what the
shared picture should contain. Shared sensemaking requires governance, trust, and
communication structures, not only better algorithms.

Principle 5: Define accountability before the incident, not after

In multi-agency Al-supported operations, consequential decisions may be shaped by the
interaction of multiple Al systems, human operators, and organisational actors across
different legal mandates. When outcomes are poor, the question of who is accountable for
which decision is genuinely difficult to answer, and becomes impossible to answer fairly if
the accountability structure was not defined in advance. Authority maps, decision logs,
approval chains, and liability frameworks must be built into the system architecture and
agreed between organisations before deployment. Accountability cannot be improvised
during a crisis or reconstructed after a failure.

Al can usefully be integrated for: maintaining decision logs, documenting recommendations,
tracking approvals, and providing auditable records of human-Al interaction.

Al is insufficient for: assigning moral, legal, or political responsibility. Accountability
remains a human and institutional problem that technical logging can support but not resolve.
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Principle 6: Treat integration as the primary design challenge

The performance of individual Al components, the accuracy of a detection model, the range
of a drone, the speed of a prediction engine, matters less than how those components
integrate with the humans, organisations, legal frameworks, and physical infrastructures
around them. A technically excellent autonomous system that operators do not trust, that
organisations cannot coordinate around, or that degrades unexpectedly under field conditions
produces worse outcomes than a technically modest system that integrates well. Design effort
should therefore be weighted toward integration, toward the interfaces, protocols, authority
structures, training regimes, and governance frameworks that determine how Al fits into the
wider sociotechnical system.

Al can usefully be integrated for: supporting interoperability between systems, translating
between organisational data formats, maintaining shared operational pictures across agencies,
and providing coordination support.

Al requires constraint in: autonomous action that affects other organisations' operations,
legal responsibilities, or human safety without explicit coordination and pre-agreed authority.

Principle 7: Know the limits of your principles

Design principles derived from one domain do not transfer automatically to others. The
principles above were developed in the context of high-stakes, multi-actor, cooperative public
safety systems where human oversight is both possible and meaningful. They apply most
strongly in domains that share these characteristics. They require adaptation, and in some
cases do not apply, in fully autonomous systems where real-time human oversight is not
feasible, in low-stakes high-volume environments where the cost of applying them exceeds
their value, or in adversarial contexts where the assumption of cooperative operation breaks
down. A principle applied without awareness of its scope conditions becomes a constraint
that inhibits rather than guides. Designers should ask not only whether a principle applies, but
where and why it might not.

4.4 Overview

The seven principles can be understood as operating across three levels of concern that any
design team working on Al integration in complex systems must address simultaneously (see
also Table 2).

The first level is informational, how the system handles data, uncertainty, and the
representation of the situation to the humans who must act on it. Principles 1 and 4 operate
here: surface uncertainty, and prioritise shared sensemaking over data volume.

The second level is operational, how the system behaves under the conditions it will actually
encounter, including degraded ones, and how it relates to the humans who retain authority
within it. Principles 2, 3, and 6 operate here: make human authority substantive, design for
graceful degradation, and treat integration as the primary challenge.

The third level is institutional, how responsibility, accountability, and authority are
structured across the organisations and legal frameworks within which the system operates.
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Principles 5 and 7 operate here: define accountability before the incident, and know the limits
of your principles.

Table 2: Three levels of design principles

Level Concern Principles
Informational | How the system represents data, uncertainty, and the 1. Surface uncertainty
operational picture 4. Shared sensemaking
Operational How the system behaves under real and degraded 2. Substantive human
conditions, and in relation to human authority authority

3. Graceful degradation
6. Integration as primary

challenge
Institutional | How responsibility and accountability are structured 5. Accountability before
across organisations and legal frameworks the incident

7. Know the limits

4.5 Reflections on the Principles

The seven principles are not a checklist for building better Al systems. They are a diagnosis
of why Al integration in complex systems is hard, and a set of orientations for approaching
that difficulty with appropriate seriousness.

Several things are worth reflecting on explicitly.

The principles point inward as much as outward. They are not primarily about
constraining Al, they are about constraining the assumptions that designers, engineers, and
policymakers bring to Al integration. The assumption that more data is better. The
assumption that a human override button constitutes meaningful human control. The
assumption that a system that works in a demonstration will work in a crisis. The assumption
that accountability can be figured out later. Each of these assumptions appears reasonable in
isolation and becomes dangerous in combination.

The hardest principles are institutional, not technical. Making uncertainty visible in a
dashboard is difficult but tractable. Defining accountability across twelve agencies operating
under different legal mandates before a crisis occurs is genuinely hard, politically,
organisationally, and legally. The teams were consistent in identifying this layer as the one
where the most important and least resolved questions sit. Technical design can be iterated
quickly. Governance architecture moves slowly, and the consequences of getting it wrong are
not visible until something fails.

The principles converge on a common stance toward Al. None of the seven teams
proposed maximising autonomy, minimising human involvement, or treating Al performance
as the primary metric of success. All proposed treating Al as one component in a larger
sociotechnical system whose value depends entirely on how well it integrates with everything
around it. This is not a conservative or anti-technology stance. It is a design stance, one that
takes the difficulty of integration seriously and refuses to let technical capability substitute
for systemic thinking.
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There is something the principles cannot do. They can guide design. They cannot
guarantee outcomes. Public safety systems operate in environments that are genuinely
uncertain, politically contested, legally complex, and physically demanding. No set of design
principles, however carefully derived, eliminates the possibility of failure. What the
principles can do is make failure less likely, more visible when it occurs, and more
recoverable when it does. In a domain where the stakes are human lives, that is both the most
that can be honestly claimed and a great deal more than nothing.

4.6 A Note on C-K Theory and the Formulation of Design
Principles

One of the intellectual tools brought to bear in this course was C-K (Concept—Knowledge)
theory, developed at Mines Paris — PSL by Armand Hatchuel, Benoit Weil, Pascal Le Masson
and colleagues. Several teams drew on this framework explicitly, and its influence can be
felt, sometimes implicitly, in the way the design principles in this chapter were constructed. It
1s worth pausing to reflect on what C-K theory contributed, and why it proved useful for this
particular challenge.

C-K theory distinguishes between two spaces that interact during design. The knowledge
space contains what is known, established facts, validated models, documented procedures,
empirical findings. The concept space contains what is not yet defined, propositions that are
neither true nor false in the current state of knowledge, but that can be explored, expanded,
and eventually connected back to knowledge. Design, in the C-K framework, is the
productive movement between these two spaces: using knowledge to expand concepts, and
using concepts to generate new knowledge. Crucially, the theory resists the idea that design is
simply problem-solving within a fixed solution space. Good design expands what is thinkable
before it narrows toward a solution.

In the context of this challenge, C-K theory proved useful in at least three ways.

It reframed the starting question. The natural starting point for a challenge about Al in
public safety is the knowledge space: what do we know about autonomous systems, sensor
fusion, coordination protocols, legal frameworks? C-K theory pushed teams to ask a prior
question: what concepts are not yet defined, and what would it mean to take them seriously?
Team 2 used this framing explicitly, arguing that the most important human role in Al-
supported operations is precisely in the concept space, generating new framings, questioning
assumptions, and identifying situations that established models have not encountered. This is
not only a design insight. It is a principle about how humans and Al should divide cognitive
labour in complex systems.

It provided a language for the integration problem. Several teams struggled with
articulating why the challenge of integrating Al into public safety is fundamentally different
from the challenge of building better Al components. C-K theory offers a precise answer:
integration requires moving between knowledge and concept simultaneously, combining
what is known about existing systems with genuinely open questions about how new
configurations might behave. The design principles in this chapter, particularly the principle
that integration is the primary design challenge, can be understood as C-K insights: they point
to the places where established knowledge runs out and conceptual work must begin.
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It justified designing from difficulty rather than from capability. A conventional
engineering approach to Al in public safety might start from what Al can do and ask how to
deploy it effectively. C-K theory suggests a different entry point: start from the difficulties,
the trust conflicts, the coordination failures, the accountability gaps, the degradation
scenarios, and ask what new concepts are needed to address them. This is precisely the
approach most teams took, and it is why the design principles in this chapter are grounded in
failure rather than in aspiration. The Marco Polo grounding, the GPS jamming incidents, the
Turkish Airlines crash: these are knowledge-space inputs that generated concept-space
questions the teams could not have reached by starting from Al capability alone.

At the same time, C-K theory has limits as a practical design tool in this context, and the
teams were not blind to them. The framework is powerful for structuring exploration and
resisting premature closure, but it does not by itself resolve the institutional and legal
dimensions of design that several teams identified as the hardest part of the problem.
Governance architecture, accountability frameworks, and legal liability sit in a space that is
neither purely conceptual nor purely knowledge-based, they are shaped by political
processes, organisational histories, and legislative timelines that design theory cannot control.
C-K theory can help designers think more clearly about what they do not yet know. It cannot
accelerate the pace at which organisations and legal systems adapt to new realities.

What the framework contributed most lastingly to this challenge is perhaps best understood
as a disposition: a resistance to premature convergence, a respect for the productive value of
open questions, and a conviction that the most important design work happens not when
solutions are being refined but when the space of possible solutions is still being expanded.
The design principles in this chapter are, in that sense, as much products of a C-K orientation
as they are products of the specific analytical work the teams performed. They are offered not
as final answers but as carefully reasoned starting points, which is, in the end, what good
design principles have always been.
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Chapter 5: Generalising the Principles, Al
in Other Complex Systems

5.1 Introduction: The Question of Transferability

The design principles developed in Chapter 4 were grounded in a specific domain: search and
rescue and public safety operations, anchored in the WARA-PS context and tested against
real incidents. A legitimate and important question follows: how far do these principles
travel? Are they specific to SAR, or do they reflect something more general about the
challenge of integrating Al into complex, high-stakes, multi-actor systems?

This question was the third deliverable the student teams were asked to address. Rather than
simply asserting that their principles were universal, the teams examined specific domains in
detail, healthcare, transportation, energy systems, urban infrastructure, defence, and civil
protection, and asked where the same structural difficulties appear, where they differ, and
what those differences imply for how the principles should be applied, adapted, or
abandoned.

This chapter synthesises that cross-domain analysis. It proceeds in four steps. First, it
introduces the structural features of SAR that make it a useful reference domain for
comparison. Second, it examines each of the major domains the teams analysed, identifying
where the principles hold, where they require adaptation, and where they break. Third, it
presents a comparative overview in tabular form. Fourth, it reflects on what the cross-domain
analysis reveals about the principles themselves, their scope, their limits, and what genuinely
remains open.

5.2 SAR as a Reference Domain

Before comparing SAR to other domains, it is worth being precise about what makes SAR
distinctive as a system. Understanding these features makes it easier to identify which of
them are shared with other domains and which are not.

SAR operations are characterised by several properties that together define the design
challenge. They are time-critical: decisions must often be made in minutes or seconds, and
delay has direct consequences for human survival. They are multi-actor: effective response
requires coordination across multiple organisations, coast guard, police, military, volunteers,
municipalities, salvage actors, that operate under different legal mandates, command
structures, and data systems. They are informationally uncertain: sensor data is incomplete,
conflicting, or degrading; the operational picture is always partial. They are high-stakes and
largely irreversible: many decisions, evacuation orders, rescue prioritisation, salvage
actions, cannot easily be undone if they are wrong. They are cooperative: all actors are
assumed to be working toward the same goal, which distinguishes SAR from adversarial
contexts. And they are sociotechnical: the system includes not only technology and humans
but organisational structures, legal frameworks, professional cultures, and physical
environments that interact in complex ways.
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These six properties, time-criticality, multi-actor coordination, informational uncertainty,
high stakes and irreversibility, cooperative structure, and sociotechnical complexity, serve as
the reference dimensions for the cross-domain comparison that follows.

5.3 Domain Analysis

5.3.1 Healthcare

Healthcare is the domain that most closely resembles SAR across the largest number of
dimensions, and it was examined by every team. The structural similarities are substantial.
Emergency medicine and intensive care involve time-critical decisions, high stakes,
informational uncertainty, multi-professional coordination, and irreversible consequences. A
misdiagnosis in an emergency department, like a misread radar signal in a maritime rescue,
can cost a life. Al systems are already deployed in clinical settings, for triage support,
diagnostic assistance, sepsis prediction, and patient flow management, making healthcare one
of the most empirically grounded domains for assessing how the principles perform in
practice.

The principle of surfacing uncertainty rather than managing it away applies with particular
force in healthcare. Clinical Al systems have been shown to produce confident outputs on the
basis of biased or incomplete training data, and clinicians who do not understand the system's
confidence levels, or who are not told about them, are poorly equipped to use Al
recommendations responsibly. The principle of substantive human authority also transfers
directly: a clinician who receives an Al recommendation without understanding the basis for
it is in exactly the same position as a SAR commander whose operational picture has been
filtered by an algorithm they cannot see. The EU Al Act's transparency requirements for
high-risk clinical Al systems represent a partial institutional response to precisely this
concern.

Graceful degradation applies in healthcare, though its form differs from SAR. Clinical
systems rarely design explicitly for degraded-mode operation, when a digital system fails, the
fallback is typically full reversion to manual processes. The SAR-derived insight that
degradation should be progressive, visible, and pre-planned rather than binary offers a
genuine contribution to clinical Al design. The principle of accountability before the incident
is the most developed of the seven in the healthcare context: clinical liability for Al-assisted
decisions is an active legal and regulatory area, considerably more mature than the equivalent
frameworks in SAR.

However, healthcare also exposes important limits of the principles. The most significant is
privacy. Shared sensemaking across organisations, a priority in SAR coordination, conflicts
directly with patient data protection law in healthcare. The kind of cross-agency information
sharing that helps twelve organisations form a common operational picture in a maritime
incident would require legal structures in healthcare that currently do not exist and may not
be desirable. The principle of shared sensemaking therefore requires fundamental
reinterpretation in this domain: the relevant unit of shared understanding is typically a single
patient record rather than a multi-agency operational picture, and the governance constraints
on that sharing are considerably tighter.
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A further limit concerns the patient as a subject rather than a bystander. In SAR, the system
acts on an environment; in healthcare, the system acts on a person who has rights,
preferences, and legal standing in relation to decisions made about them. This introduces
dimensions of consent, patient autonomy, and ethical responsibility that have no direct
equivalent in SAR, and that the principles as formulated do not fully address.

5.3.2 Transportation and Autonomous Vehicles

Transportation, particularly commercial aviation, maritime shipping, and road autonomy, is
the domain closest to the original reasoning behind several of the principles, and the one
where the transferability argument is strongest. The aviation industry has accumulated
decades of systematic learning about automation, human factors, and safety culture through
crew resource management, incident investigation, checklists, and redundancy design.
Several of the principles in Chapter 4 are in effect restatements of lessons that aviation safety
research has already established, which is both a validation of the principles and a reminder
that the SAR context is not working in isolation from a longer tradition.

The principle of graceful degradation is the most developed in transportation, particularly in
autonomous vehicle safety engineering where degradation mode design is a core component
of safety cases. The recursive problem identified by Team 4, how do you test the graceful
degradation of the mechanism that enables graceful degradation, remains partially unresolved
even in the most mature transportation safety frameworks, which suggests it is a genuinely
open research question rather than a solved problem that SAR is simply catching up to.

The principle of substantive human authority surfaces in transportation as the automation
complacency problem: when Al handles nominal operation, human operators reduce their
monitoring intensity, so that when automation fails, the human re-entering control is in a
degraded state of situational awareness at exactly the moment full awareness is most critical.
This is the documented failure mode in multiple commercial aviation incidents, in road
autonomy trials, and, as Team 5 argued, in the Turkish Airlines Flight 1951 crash. The SAR-
derived framing of this problem adds something to the transportation literature: the emphasis
on the filtering of the operational picture, not only the loss of manual skill, as a mechanism
by which nominal human authority becomes substantive powerlessness.

The principle of accountability before the incident applies in transportation with a somewhat
cleaner liability structure than in SAR: the operator of an autonomous system bears more
traceable responsibility than in a multi-agency rescue context. However, edge cases,
particularly in mixed-autonomy road environments where responsibility is shared between
the Al system, the vehicle operator, the infrastructure manager, and potentially the software
developer, remain genuinely contested, and the SAR-derived insistence on pre-deployment
accountability architecture offers a useful design orientation here.

The most important limit in transportation concerns the public-facing nature of the systems
involved. In SAR, the primary users of Al systems are trained professionals who can be
prepared, through training and procedure, to interact critically with Al outputs. In urban
mobility, Al systems act on and in the presence of citizens who have no training, no interface
with the Al, and no meaningful ability to contest its decisions in real time. The principles of
substantive human authority and uncertainty communication become structurally different
when the relevant human is a pedestrian rather than an operator, and this difference has
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implications for transparency, public legitimacy, and democratic accountability that the
principles as formulated do not fully capture.

5.3.3 Energy Systems and Critical Infrastructure

Energy grids, water systems, telecommunications networks, and nuclear infrastructure share
with SAR the properties of high stakes, sociotechnical complexity, and, increasingly, Al-
supported monitoring and control. The principle of graceful degradation finds its most
developed expression in this domain: grid resilience engineering has long understood that
redundancy is a design requirement rather than an efficiency cost, and that manual override
capability must be permanently preserved rather than optimised away. The SAR-derived
framing adds the emphasis on making degradation visible and progressive rather than binary,
which is a genuine contribution to infrastructure design thinking.

The principle of accountability before the incident also transfers strongly. Failures in critical
infrastructure can affect large populations simultaneously, and the question of who is
responsible for an Al-influenced decision that contributes to a cascade failure is both legally
and politically consequential. The energy sector's regulatory frameworks are generally more
developed than SAR's in this respect, though the emergence of Al-managed grid optimisation
has introduced new accountability gaps, particularly around decisions made by Al systems
that eliminate redundant capacity in pursuit of efficiency, thereby removing the buffer that
absorbs unexpected demand spikes.

The most significant divergence from SAR concerns timescale. Some critical infrastructure
systems operate faster than human response times. A cyber-physical protection system may
need to isolate a component automatically before a human can approve the action. This does
not remove human authority entirely, but shifts it from real-time approval to pre-defined
policy: humans decide in advance what the system is permitted to do automatically under
specified conditions. The SAR-derived principles, which generally assume that human
decision-making is possible in the relevant timeframe, require adaptation here. The design
question becomes not "how do we keep humans in the loop?" but "how do we ensure that the
policies humans set in advance are themselves well-designed, auditable, and subject to
revision?"

The shared sensemaking principle also requires reinterpretation. In energy systems, the
relevant shared picture is the full grid state, a technical operational picture that Al systems
can maintain and present more effectively than humans. But Al optimisation acting on partial
local information without sharing its state with human operators produces exactly the
invisible fragility observed in multi-agency SAR failures: local efficiency coexisting with
system-level vulnerability. The structural parallel is precise, even though the domain is very
different.

5.3.4 Urban Mobility and Smart Cities

Smart cities, combining transportation management, emergency services, energy
infrastructure, environmental monitoring, and public safety systems in a single integrated
urban environment, represent the most complex domain considered by the teams, and
arguably the one where the principles face their most demanding test. The multi-actor
property of SAR is present in extreme form: urban systems involve citizens, municipal
authorities, transport operators, emergency services, private infrastructure providers,
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telecommunications companies, and national regulators, all with different mandates, interests,
and access to information.

The coordination resilience principles transfer strongly to smart cities. A failure in one urban
infrastructure, a power outage, a communication disruption, a traffic system collapse, can
cascade rapidly into others. The RLCA-inspired insight that systems should be designed to
remain partially functional rather than collapsing into total dependency on centralised control
applies directly to urban systems, where the consequences of central platform failure are
measured in the disruption of millions of people's daily lives.

However, smart cities also expose the governance dimension of the principles most acutely.
Increased integration creates surveillance risks, centralisation vulnerabilities, cyber-attack
surfaces, and political sensitivity around who controls the data that urban Al systems depend
on. The principle of accountability before the incident becomes, in this context, as much a
question of democratic legitimacy as of technical design: who decides what urban Al systems
optimise for, whose interests are weighted most heavily, and how those decisions are made
transparent to the citizens they affect. Public legitimacy, several teams argued, is as important
as technical reliability in public-facing Al systems, and the principles as formulated,
developed in the context of professional operator environments, do not fully address this.

5.3.5 Defence and Civil Protection

Defence and civil protection environments, disaster response, civil emergency management,
and military operations, most closely resemble SAR in operational structure, and the
principles transfer most directly here. Distributed actors, degraded communication, uncertain
information, time pressure, high stakes, and contested operational environments are all
present in both domains. The concepts of coordination elasticity, adaptive autonomy, and
graceful degradation apply with particular force to disaster response, where central command
structures may be disrupted and local operational continuity becomes critical to effective
response.

The most significant limitation in defence and civil protection is the selective interoperability
constraint. Military and governmental organisations often cannot share information freely
because of national security classifications, incompatible legacy systems, and political
considerations about what data is shared with which partners. The principle of shared
sensemaking, which in SAR assumes that all relevant actors can in principle access a
common operational picture, requires fundamental reinterpretation in environments where
information sharing is structurally restricted by design. The design implication is not that the
principle is wrong but that the architecture must accommodate partial visibility and
information asymmetry as normal operating conditions rather than problems to be solved.

Defence environments also introduce the adversarial dimension most acutely. SAR assumes
cooperative actors working toward a shared goal. In military and security contexts,
adversaries actively seek to degrade, deceive, and exploit Al systems, feeding false data,
triggering model blind spots, and mimicking legitimate signals to cause misclassification.
The principles as formulated do not address adversarial attack as a design requirement, and
adapting them for defence contexts would require significant additional work around security
architecture, adversarial robustness, and deception detection.
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5.4 Comparative Overview

Table 3 summarises the transferability of the seven design principles across the five domains
examined. The ratings reflect the degree to which each principle applies directly, requires
significant adaptation, or does not transfer meaningfully in each domain context.

Table 3: Transferability of design principles across domains
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5.5 Highlights: What the Cross-Domain Analysis Reveals

Several insights emerge from the cross-domain analysis that are worth drawing out explicitly,
as they speak not only to the transferability of the principles but to the nature of the design
challenge more broadly.

The integration problem is universal. Every domain examined by the teams exhibited the
same structural pattern: Al improves local performance while introducing new risks at the
integration and coordination layer. In healthcare, diagnostic Al produces accurate outputs at
the component level while creating new fragmentation between institutions. In energy, grid
optimisation Al improves local efficiency while removing systemic resilience. In
transportation, automation improves nominal performance while degrading human readiness
for failure. In urban systems, integration creates efficiency while concentrating vulnerability.
The SAR-derived insight that integration is harder than capability is not specific to public
safety, it is a general property of complex Al-enabled systems.

Governance is consistently the binding constraint. Across every domain, the teams
identified governance and accountability as the dimension where progress is slowest and the
stakes are highest. Technical design can be iterated quickly; legal frameworks, organisational
cultures, and political accountability structures move at a different pace entirely. The
withdrawal of the EU Al Liability Directive in February 2025, noted by Team 4, illustrates
the volatility of the governance landscape: a framework that designers were counting on to
resolve accountability questions was removed before it could be applied. This is not an
argument against designing for accountability, it is an argument for treating governance
architecture as a first-order design concern that must be built into systems rather than
assumed from the regulatory environment.

Speed is the dimension that most differentiates domains. The SAR-derived principles
generally assume that human decision-making is possible within the relevant operational
timeframe. This assumption holds in most SAR contexts, in clinical medicine, and in most
civil protection scenarios. It begins to break down in energy infrastructure, where automated
responses to grid anomalies may need to occur in milliseconds. It breaks down further in
certain defence contexts. And it is essentially absent in high-frequency trading, autonomous
weapons systems, and other environments where Al operates far faster than human cognition.
The principle of substantive human authority requires the most fundamental adaptation in
these contexts: the relevant design question shifts from how to keep humans in the loop to
how to ensure that the rules humans set in advance are themselves well-designed, transparent,
and subject to democratic oversight.

Privacy introduces a structural tension that SAR does not fully face. SAR operations are
conducted in public spaces, typically involving professional responders operating under
emergency mandates. The privacy constraints on data collection and sharing, while present,
are less acute than in healthcare, urban management, or consumer-facing systems. When the
principles developed in this course are applied to domains where personal data, medical
records, location histories, behavioural patterns, biometric signals, is central to the Al
system's operation, the tension between operational effectiveness and privacy protection
becomes a first-order design challenge rather than a secondary compliance concern. This
tension does not invalidate the principles, but it requires that they be supplemented with
privacy-by-design thinking that the SAR context does not demand to the same degree.
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The cooperative assumption is load-bearing. The principles developed in this course
assume that all actors in the system are working toward a shared goal, saving lives,
coordinating response, managing a crisis. This assumption is reasonable in SAR, healthcare,
and most civil protection contexts. It becomes problematic in domains where adversarial
actors are present: cybersecurity, fraud detection, certain defence applications, and any
context where the Al system itself may be a target for manipulation. In these contexts, the
principle of surfacing uncertainty takes on a different character, uncertainty may be
deliberately manufactured, and the principle of shared sensemaking may create
vulnerabilities if the shared picture can be poisoned at the source. Extending the principles to
adversarial domains requires additional work that lies beyond the scope of what the teams
were asked to address, and that remains an open research question.

The principles are more robust than they first appear. Despite the limits and adaptations
identified above, the cross-domain analysis ultimately strengthens rather than weakens the
case for the principles. They hold, with varying degrees of adaptation, across five
substantially different domains. The dimensions along which they require most adaptation,
speed, privacy, adversarial context, public legitimacy, are clearly identifiable in advance,
which means that designers entering a new domain can ask precisely the right questions about
which principles apply directly, which need modification, and which require
supplementation. Principles that fail gracefully, that point clearly to their own limits, are
more useful than principles that claim universal applicability and then break unexpectedly. In
this respect, the final principle, know the limits, is perhaps the most important of the seven.
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Chapter 6: Conclusion - Designing Complex
Intelligent Systems for Society

6.1 Introduction

Over the past several years, the research group of the editors of this report has been working
to understand what happens when Al and digital technologies become deeply integrated into
large-scale, complex systems, systems that span organisational boundaries, involve multiple
interdependent actors, and operate in environments characterised by uncertainty, evolving
capabilities, and continuous change. We have called these complex intelligent systems, and
we have studied them in industrial settings, in digital transformation processes, in search and
rescue operations, and in the engineering management challenges that arise when
organisations try to develop and deploy them responsibly.

When we designed this challenge in collaboration with WARA-PS, we did so with a specific
ambition: to put students in contact with a problem that is not yet solved, in a domain where
the stakes are real, and to ask them to think carefully about what responsible Al integration
actually requires. What we did not fully anticipate was how closely the students' independent
findings would converge with the questions our own research has been wrestling with, and
how productively their design proposals would speak back to those questions.

This concluding chapter reflects on that convergence. It is not a summary of what the
students produced, that work stands in the preceding chapters. It is an attempt to place their
findings in dialogue with our own, to identify where the student work extends and enriches
the research tradition we have been building, and to be honest about what remains genuinely
open. We write in our own voice here, as researchers who have been thinking about these
problems for some time and who found, in the student reports, a set of interlocutors worth
taking seriously.

6.2 Generativity, Criticality, and the Design Challenge

We have previously argued that digital-physical complex systems face a fundamental tension
between generativity, the capacity to produce novel, unexpected, and valuable outputs, and
criticality, the capacity to evaluate, constrain, and govern those outputs responsibly
(Lakemond & Holmberg, 2022). We described this as a quest: not a problem with a solution,
but a persistent design challenge that must be navigated continuously as systems develop and
their environments change.

Reading the seven student reports, we were struck by how directly this tension structured
their work, even though none of them had been asked to engage with it explicitly. Every team
proposed systems with genuine generative potential. AEGIS anticipates emergencies before
they become visible. ShadowMesh maintains coordination when the infrastructure that
normally enables coordination has failed. The Trust Conflict Lab creates conditions for
learning that current testing regimes cannot produce. CivicSense mobilises a category of
situational intelligence that has never previously been available to emergency services. These
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are not incremental improvements to existing systems. They are genuinely generative
proposals.

And every team immediately confronted the criticality problem. At what confidence level
should AEGIS act without human confirmation? Who is accountable when ShadowMesh's
routing algorithm makes a life-or-death prioritisation decision that no one explicitly
authorised? How do you prevent CivicSense from being manipulated by adversarial actors?
How do you ensure that the Trust Conflict Lab produces knowledge that transfers to real
operational environments rather than optimised laboratory performance? The students did not
resolve the generativity-criticality tension, they were right not to claim that they had, but they
articulated it with considerable clarity and proposed design orientations for navigating it that
we find both practically grounded and intellectually serious.

6.3 Digital Transformation as Ongoing Negotiation

Our work on digital transformation in complex systems found that transformation is not a
discrete event with a clear beginning and end (Lakemond, Holmberg, & Pettersson, 2024). It
is an ongoing process of negotiation between technical possibilities and organisational
realities, between what Al systems can do and what the human, institutional, and legal
structures around them can absorb and govern. This finding has implications for how Al
integration projects should be managed: not as implementation projects with defined
endpoints, but as continuous processes of adaptation, learning, and boundary renegotiation.

The student teams encountered exactly this dynamic, and their responses to it were
illuminating. Every proposal that involved cross-agency data sharing, and most of them did,
in some form, ran immediately into the organisational and legal structures that shape what is
actually possible. The governance challenges that the teams identified as harder than the
technical ones, data sharing agreements, liability frameworks, consent models, authority
structures across multiple organisations, are not obstacles to be overcome before real design
work can begin. They are part of the design problem itself. Several teams understood this
intuitively, and their proposals reflected it: Team 4's insistence on defining accountability
before deployment, Team 6's selective interoperability principle, Team 7's inclusion of legal
and organisational roles in scenario design. These are not design choices made in anticipation
of external constraints. They are design choices that take the transformational process
seriously, that recognise Al integration as a sociotechnical negotiation rather than a technical
deployment.

6.4 Situated Truths and the Limits of AI Outputs

One of the research threads we have been developing concerns what we have called the
movement from half-truths to situated truths in human-AlI collaborative decision-making
(Troge, Lakemond, & Holmberg, 2024). The argument is that Al systems do not produce
objective facts. They produce situated outputs, outputs whose meaning, reliability, and
operational value depend on the context in which they are generated, the quality and
provenance of the data they draw on, and the capacity of the humans receiving them to
interpret and contextualise what they are told. An Al recommendation that is technically
accurate but presented without context, without uncertainty quantification, and without
transparency about its assumptions is, in a meaningful sense, a half-truth: it has the form of a
fact without the conditions that would make it fully trustworthy.
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This is precisely the problem that Team 7 built their entire proposal around. The Trust
Conflict Lab is, at its core, a research infrastructure for testing whether human-Al systems
can navigate the situated nature of Al outputs, whether, under conditions of genuine
informational conflict and organisational pressure, the humans involved can move from the
half-truths that Al systems produce to the situated truths that operational decisions require.
We find this framing genuinely compelling, and we think it represents one of the student
work's most significant intellectual contributions. It takes the epistemological challenge
seriously, not as a limitation to be engineered around, but as a core design and research
problem that must be addressed directly.

The principle of surfacing uncertainty rather than managing it away, which emerged
consistently across all seven teams, can be understood as the design-level response to the
situated truth problem. If Al outputs are situated rather than objective, then the design
response is not to make them appear more objective, to present higher-confidence scores,
cleaner visualisations, more authoritative recommendations, but to make their situatedness
visible: to show where the data came from, what the system is uncertain about, what sources
conflict, and what assumptions the recommendation rests on. This is harder to build and
harder to use than a system that projects false confidence. It is also, we would argue, the only
honest approach to Al design in high-stakes environments.

6.5 Resilience and Fluid Boundaries in SAR Systems

Our research on resilience in emerging complex intelligent systems, using search and rescue
as a case study, found that resilience in these systems is not a static property of individual
components but an emergent outcome of interactions between technical systems, human
actors, and organisational structures (Yu, Lakemond, & Holmberg, 2024b). The introduction
of Al and autonomous systems into SAR environments creates new resilience capabilities,
faster detection, broader coverage, more consistent monitoring, but also new resilience
challenges: new dependencies, new failure modes, and new forms of brittleness that are not
visible until the system is under stress.

The student teams arrived at a closely related finding through a different route. Every team,
in some form, argued that Al integration in public safety is not simply a matter of adding
capable components to an existing system but of redesigning the coordination architecture of
the whole system to maintain resilience under the new failure modes that Al integration itself
introduces. Team 6's concept of coordination elasticity, the ability of a sociotechnical system
to maintain operational functionality while coordination structures partially degrade, is a
student-generated design concept that maps directly onto the resilience challenge our research
identified. We were struck by the convergence: researchers working empirically on SAR
systems and students working analytically on design proposals arrived at the same core
insight from different directions.

Our subsequent work on fluid boundaries in emerging complex intelligent systems identified
three boundary dimensions, system, operational, and organisational, that become increasingly
unstable as Al and digital technologies are integrated into complex environments (Yu,
Lakemond, & Holmberg, 2025). These boundaries do not stabilise as systems mature. They
remain fluid, contested, and subject to continuous renegotiation as capabilities develop,
contexts change, and new actors enter the system. This boundary fluidity is not a problem
that better design can eliminate. It is a characteristic of complex intelligent systems that
design must accommodate.
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The student work is full of encounters with exactly this boundary fluidity, even if the students
did not use that language. Team 4's routing problem, the discovery that Al-managed mesh
communication makes consequential decisions whose authorship and accountability cannot
be clearly attributed, is a boundary problem: the operational boundary between Al action and
human authority has become fluid in a way that existing governance frameworks cannot
contain. Team 3's authority question, at what confidence level should AEGIS act without
human confirmation?, is simultaneously a system boundary problem, an operational boundary
problem, and an organisational boundary problem. And Team 2's observation that the
boundary between C-K concept space and knowledge space is dynamic rather than fixed is,
in the language of our research, an acknowledgement that operational boundaries in complex
intelligent systems cannot be drawn once and then maintained. They must be continuously
renegotiated as the situation evolves.

6.6 Tensions That Do Not Resolve

In some of our most recent work, we examined the tensions that arise as complex systems
become increasingly digitalised and intelligent, tensions between efficiency and resilience,
between autonomy and accountability, between integration and interoperability, between
speed and deliberation (Holmberg & Lakemond, 2025). Our finding was that these tensions
are not problems with solutions. They are structural features of complex intelligent systems
that must be navigated continuously, managed through explicit design choices, and revisited
as systems develop and contexts change.

The design principles the student teams produced can be understood, from our perspective, as
a set of navigational heuristics for exactly these tensions. The principle of graceful
degradation navigates the tension between efficiency and resilience, accepting some
reduction in peak performance in exchange for predictable behaviour when assumptions fail.
The principle of substantive human authority navigates the tension between autonomy and
accountability, accepting some operational cost in exchange for genuine human control over
consequential decisions. The principle of shared sensemaking over data volume navigates the
tension between integration and interoperability, building common understanding rather than
maximising individual data access. These are not resolutions of the tensions we identified.
They are honest, practically grounded orientations for living with tensions that will not go
away.

What strikes us most about the student principles, viewed through the lens of our research, is
their intellectual honesty. None of the seven teams claimed to have solved the integration
problem. All acknowledged the limits of their proposals, the governance gaps, the
accountability uncertainties, the skill degradation risks, the false positive costs. This
willingness to engage seriously with difficulty, rather than designing around it, is both
methodologically sound and, we would argue, the only responsible posture when the systems
being designed will eventually be deployed in situations where lives depend on them.

6.7 What Developing Complex Intelligent Systems
Requires

Our work on the development of emerging complex intelligent systems found that this
process is characterised by iterative learning, continuous boundary renegotiation, and the
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gradual accumulation of what we called system understanding, a shared, evolving
comprehension of what the system is, what it can and cannot do, and what it requires of the
humans and organisations that work with it (Balachandran, Holmberg, & Lakemond, 2024).
System understanding does not arrive with deployment. It accumulates through use, through
failure, through iteration, and through the sustained engagement of the humans and
organisations involved.

Team 2's C-K-derived argument that Al systems should be designed for knowledge
expansion, creating feedback loops that grow collective understanding over time rather than
simply optimising throughput, is, in the language of our research, an argument for designing
the conditions under which system understanding can develop. This is not a minor design
preference. It is, we would argue, one of the most important properties that Al systems in
complex public safety environments can have: the capacity to teach the humans and
organisations that use them, progressively, what the system is and what it requires of them.

This insight connects to the broader challenge that the course was designed to address. Al in
public safety is not a problem that will be solved by the right algorithm, the right architecture,
or even the right set of design principles. It is an ongoing process of learning, between
researchers and practitioners, between designers and operators, between technology
developers and the legal and organisational systems that must govern what is built. The
student work documented in this report is one contribution to that process. Our own research
is another. The work of WARA-PS, building the experimental infrastructure, the operational
partnerships, and the research community that makes rigorous testing possible, is a third.

6.8 Closing Reflection

We began this challenge with a question: how can Al be designed as a system-level change,
rather than a technical feature, so that it creates robust, responsible, and lasting value in
public safety and in society more broadly? We did not expect the students to answer this
question in a few weeks. We expected them to engage with it seriously, to bring fresh
perspectives to a difficult problem, and to produce work that would be worth reflecting on.

They exceeded that expectation. The seven proposals documented in this report are not
student exercises. They are genuine intellectual contributions to a problem that our own
research group has been working on for years. The Trust Conflict Lab, ShadowMesh,
AEGIS, RLCA, CivicSense, these are not finished systems. They are carefully reasoned
starting points, grounded in real cases, honest about their limitations, and attuned to the
systemic nature of the challenge in ways that we find both encouraging and instructive.

What the student work confirms, most fundamentally, is something we have argued in our
research from multiple directions: that the challenge of integrating Al into complex societal
systems is irreducibly sociotechnical. It cannot be addressed by technical design alone, or by
organisational design alone, or by legal frameworks alone. It requires all three, working
together, in a process of continuous negotiation that does not have a defined endpoint. The
design principles the students produced, the governance gaps they identified, the
accountability questions they raised and could not fully answer, all of this points toward the
same conclusion that our research has been building toward: that the future of Al in complex
systems depends not on the capability of the technology but on the quality of the human,
organisational, and institutional systems within which that technology operates.
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The lighthouse gives orientation. The compass provides bearing. Navigation, the actual work
of finding a safe course through uncertain waters, remains, irreducibly, a human
responsibility.
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Appendix 1: Initial Individual Reflections

Where is Al today?

At the start of the course, before teams had formed and before any shared work had begun,
participants were asked to reflect individually on where Al stands today, both in terms of
capabilities and limitations, and how that relates to the challenge of shaping a future with Al
in the context of complex systems. The following is a synthesis of those reflections. They
were written independently, under no shared framework, and represent a genuine first
encounter with the material. Some are tentative; others are analytically sharp. Together they
reveal what a diverse group of students, from engineering, business, aviation, construction,
and computer science, noticed when asked to step back and look at the whole picture before
diving into the details.

A.1.1 From Novelty to Infrastructure

The most widely shared observation across the reflections was that Al has undergone a
qualitative shift in a remarkably short time. What began as an experimental technology,
associated with chatbots, image generators, and novelty applications, has become something
closer to infrastructure: embedded in workflows, organisational decisions, and everyday life
at a scale that few had anticipated just a few years ago. By 2025-2026, the majority of
organisations were experimenting with Al in some form, and generative Al had attracted tens
of billions in private investment globally.

Yet several students were quick to note that adoption is not the same as impact. Despite near-
universal experimentation, only a small fraction of organisations had moved beyond pilots to
generate measurable value. Students drew on what one called the "GenAl Divide", the gap
between the excitement around Al and the modest, often invisible returns it actually
produces. The technology is everywhere, but the transformation it promises has largely not
arrived. This gap was seen not as evidence that Al is overhyped in a simple sense, but as a
sign that the challenge of integration is genuinely difficult and consistently underestimated.

A.1.2 Capability Without Reliability

A recurring theme was the uneven, "jagged" nature of Al performance. The same system that
achieves exceptional results on structured, expert-level tasks can fail at surprisingly simple
ones. Students noted that Al systems can pass bar exams and assist in complex surgery while
simultaneously struggling with spatial reasoning, counting objects in an image, or
maintaining consistency across a long document. This is not a temporary limitation that better
models will simply fix, several reflections argued it reflects something structural about how
current systems work.
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What made this particularly striking to students was not the failures themselves but the
confidence with which they occur. Unlike human errors, which often come with visible
hesitation or qualification, Al errors can appear polished, authoritative, and complete. One
student described this as fluency without understanding, a system that produces the surface
features of competence without the underlying grasp that would make it reliable. In safety-
critical contexts, a wrong answer that looks right is more dangerous than a wrong answer that
looks wrong.

A.1.3 The Organisational Barrier

Several students arrived independently at a counterintuitive conclusion: the main obstacle to
realising value from Al is not technological but organisational. Research they had
encountered suggested that roughly 70 percent of Al implementation challenges relate to
people and processes, with only a small fraction attributable to the quality of the algorithms
themselves. Al tends to be deployed as an add-on, layered onto existing workflows rather
than used to redesign them. When that happens, it produces marginal gains at best, and new
confusion at worst.

One student captured this with particular clarity: organisations are building capable Al
systems and then trying to fit them into processes that were never designed around them. The
result is what several called "bolted-on AI", a chatbot next to a call centre, a dashboard
alongside an existing command structure, a tool that nobody uses because it does not fit how
people actually work under pressure. The implication for the challenge context was direct:
adding Al to search and rescue operations without rethinking how information flows, how
decisions are made, and how responsibility is distributed would likely produce the same
pattern.

A.1.4 Seeing the Forest

The course's framing idiom, that working with Al risks not seeing the forest for the trees,
resonated strongly in the reflections. Students were alert to the risk of fixating on individual
capabilities or technical benchmarks while missing the broader systemic question. One
student put it in terms that recurred across multiple submissions: the "trees" are the specific
algorithms, sensors, and tools; the "forest" is the coordination, resilience, and accountability
of the system as a whole. Optimising a single tree does not produce a healthier forest, and
may even damage it by drawing resources and attention away from what actually matters.

Several students engaged with this through the lens of design theory, noting that the
challenge is not to find the best available Al tool but to ask what kind of system, involving
humans, organisations, technology, and legal frameworks, would actually work in the
conditions that matter most. This requires resisting the pull toward early convergence on
known solutions and instead holding open the space of what is genuinely possible.
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A.1.5 Responsibility and Trust

A final theme that appeared across many reflections, often in different forms, was the
question of accountability. When Al is involved in a decision that turns out to be wrong, a
rescue team sent to the wrong location, a risk assessment that missed a critical signal, who is
responsible? The operator who followed the recommendation? The organisation that
deployed the system? The company that built it? Students noted that this question does not
have a settled answer, and that the absence of clarity around it is itself a barrier to adoption in
high-stakes environments.

Related to this was the question of trust, not blind trust, and not blanket scepticism, but the
kind of calibrated, earned trust that allows a human operator to know when to follow an Al
recommendation and when to override it. Several students argued that this kind of trust
requires transparency: if an operator cannot understand why a system made a particular
recommendation, they cannot make an informed judgment about whether to act on it. In
contexts where mistakes cost lives, explainability is not a nice-to-have feature but a condition
of responsible deployment.

The reflections synthesised here were submitted individually by course participants during
the first week of the challenge. They are presented without attribution in accordance with the
anonymisation policy for the synthesized appendix materials.
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Appendix 2: The Marco Polo Case and the
Initial Design Principles

A2.1 The Marco Polo Incident

On 22 October 2023, the cargo vessel Marco Polo ran aground twice in Hano Bay, Sweden,
triggering a major oil spill that took eleven days to fully resolve. The Swedish Accident
Investigation Authority (SHK) subsequently concluded that all necessary navigation
technology was functioning on board at the time of the incident. The failure was not
technical. It was coordinative.

The incident became the empirical anchor for the course challenge. It was chosen not because
it represents an unusually dramatic failure, but because it is representative: the coordination
failure patterns it illustrates recur across maritime SAR operations, emergency response, and
other safety-critical domains. The central question it poses is not how to build more capable
autonomous systems, but how to ensure that humans, Al, and organisations remain
coordinated when situations evolve faster than plans can be updated.

A2.1.1 Four recurring failure patterns

The SHK investigation identified a sequence of organisational and informational failures that
compounded the technical grounding. Four patterns proved especially generative for the
course.

Actors working in parallel, not together. Five or more organisations responded
simultaneously, JRCC, the Coast Guard, the Maritime Administration, West Blekinge Rescue
Service, and MSB, each operating within its own mandate. No single entity held a shared
real-time picture. Decisions made by one organisation were not visible to others, and
resources were deployed without full awareness of what other actors were doing.

Fragmented and rapidly changing information. The Coast Guard initially communicated that
the spill consisted of diesel. The vessel was in fact leaking heavy fuel oil (HFO), requiring
entirely different containment procedures. Tank documentation clearly indicating HFO was
available within minutes of the first grounding, yet the municipality operated on the incorrect
assumption for approximately four hours. This was not an information scarcity problem. It
was an interpretation and dissemination failure.

Plans becoming obsolete. The salvage plan assumed the vessel would remain stationary.
When weather deteriorated on 29 October, exactly as forecast, the vessel drifted off the shoal
and ran aground a third time. The salvage company had not connected standby tugboats
despite prior warnings, and the organisational structures in place did not enable rapid
corrective action once the situation changed.

Cognitive overload under pressure. Senior decision-makers were required to manually
synthesise information from telephone calls, AIS tracking, tank documentation, weather



forecasts, and diver reports before every decision point. The vessel's master, for example,
spent nearly an hour after the second grounding contacting the shipping company before
reaching emergency services. Each manual synthesis step introduced delay at the moment
when speed mattered most.

A2.2 The Initial Design Principles

The following design principles were developed in direct response to the Marco Polo case.
They represent the course's initial attempt to articulate what it means to design Al-supported
systems that remain safe and effective under conditions of uncertainty and failure. They were
proposed at the outset of the challenge as a shared framework and subsequently tested,
extended, and refined by the student teams across multiple domains.

The principles are not a checklist. They describe tensions that must be actively managed in
any complex sociotechnical system. Several of them are in productive friction with one
another, for example, the principle that human authority is non-negotiable sits in tension with
the reality, explored by several teams, that meaningful authority requires time, context, and
information that operational conditions do not always provide. That tension is the point.

DP1, Human authority is non-negotiable

Al systems may suggest, filter, and support, but no decision affecting human safety or
resource deployment is taken without explicit human authorisation. In the Marco Polo
response, the overall command structure allowed information to flow in multiple directions
without a single actor holding clear decision authority. Autonomous systems that act on
behalf of unclear mandates risk repeating this pattern at machine speed.

DP2, Shared situational awareness before more data

The goal of Al-supported coordination is not to maximise the volume of information
available, but to ensure that all actors operate from the same recognised picture. Five or more
organisations responded to the Marco Polo incident simultaneously, each within its own
information silo. The Coast Guard communicated diesel as the spill substance while
documentation identifying heavy fuel oil was available within minutes. More data was
present. Shared interpretation was not.

DP3, Make uncertainty and confidence visible

Al outputs must surface their own uncertainty, confidence levels, data gaps, and classification
instability, in a form that is meaningful to human operators, not concealed behind a single
clean recommendation. The vessel's navigation system was trusted without cross-reference to
alternative sources. An Al coordination layer that presents one authoritative output without

revealing the reliability of its inputs creates the same conditions for misplaced confidence.

DP4, Design for graceful degradation
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When parts of the system fail, and in real SAR operations they will, the system must continue
functioning at reduced capacity rather than collapse entirely. Network dropout, GPS
disruption, and conflicting sensor outputs are operational certainties over any deployment
period, not edge cases to be handled later. The Marco Polo GPS malfunction was eventually
detected, but delayed recognition and the absence of a fallback protocol contributed to the
cascade of failures that followed.

DPS, Coordinate first, automate second

Autonomous capability should be added only after the coordination structures surrounding it,
communication chains, authority hierarchies, escalation procedures, have been explicitly
designed and tested. The Marco Polo response had access to all relevant technology. Coast
Guard vessels arrived promptly; individual rescue measures were broadly effective. The
failure was organisational: no coordination layer kept actors aligned as the situation changed.

DP6, The system boundary is wider than the technology

Effective design must account for the full sociotechnical system: the organisations, legal
mandates, communication protocols, and human roles that surround the autonomous
components. JRCC, the Coast Guard, the Maritime Administration, and the other responding
bodies each held part of the operational picture. No technical solution that treats these as
separate systems can address a failure mode that is inherently inter-organisational.

DP7, Accountability must be defined before deployment

Responsibility for Al-assisted decisions, including failures, must be assigned to specific
actors, roles, and institutions before any system enters operational use. When an Al
coordination layer recommends an action, a human approves it, and the outcome is harmful,
current legal and ethical frameworks offer no settled answer on where responsibility lies. This
is a design parameter, not a post-incident question.

These seven principles were formulated by the students at the start of the challenge as
working hypotheses. The student teams subsequently developed them into their final
priniciples (reported in the team reports as well in the chapter on design principles.

51






Appendix 3: Solutions by Team

This appendix presents a short description of each team's proposed solution, capturing the
core concept, the problem it addresses, and its key distinguishing features. A comparative
overview across selected dimensions follows at the end of the appendix. The full treatment of
each solution is presented in Chapter 3.

Team 1, CivicSense

Core concept: An Al-powered citizen safety intelligence platform that transforms the
smartphones already in people's pockets into a distributed network of verified reporting
nodes. Structured reports, photographs, short video clips, audio, and GPS coordinates, flow
from citizens into a central Al engine that cross-validates, geo-clusters, and translates raw
inputs into an actionable incident map for emergency dispatchers.

Problem addressed: The asymmetry between what citizens at the scene of an emergency
observe and what emergency services know. By the time a 112 call is processed and
dispatched, the people who witnessed the incident first have already formed a far richer
picture of the situation. CivicSense closes this gap by mobilising citizen observation as a
structured, verified, Al-processed data source.

Key features: Four-layer architecture comprising a verified citizen app with BankID
authentication (CivicEye), channel-agnostic intake via WhatsApp, SMS, and web portal with
calibrated trust weights, a Living Safety Map with separate operator and public views, and a
mesh resilience layer that continues functioning when cellular networks fail. Deepfake
detection, geolocation plausibility checks, and corroboration requirements protect against
adversarial manipulation. Integration with WARA-PS's existing Atlas command interface
feeds citizen intelligence directly alongside autonomous UAV and USV telemetry.

What makes it distinctive: CivicSense is the only proposal that treats citizens as active
participants in the emergency response system rather than as recipients of emergency
services. It mobilises a category of distributed, real-time situational intelligence that no
existing system currently captures.

Team 2, AI-Supported Shared Situational Awareness

Core concept: A research agenda and design framework for how WARA-PS should
approach the challenge of integrating Al into multi-agency public safety operations. Rather
than proposing a single system, Team 2 identified the core research directions the arena
should pursue and derived a set of design principles using C-K (Concept—Knowledge) theory
as an analytical framework.
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Problem addressed: Information fragmentation across agencies, each operating with its own
systems, data formats, and communication tools, producing delayed situational awareness,
coordination failures, and the risk of missing critical signals. The Marco Polo response
exemplified the problem: the information existed, but no single actor had a complete picture.

Key features: Four research directions for WARA-PS: building shared data environments
that aggregate heterogeneous inputs into a unified real-time operational picture; studying
human-Al collaboration under stress to understand how Al advice is received and acted upon
in realistic scenarios; exploring cross-agency coordination platforms including their technical
and organisational dimensions; and testing early risk detection through continuous Al-driven
risk assessment. The C-K framework distinguishes between knowledge-space tasks suitable
for Al automation and concept-space tasks that must remain human, while acknowledging
that this boundary is dynamic rather than fixed.

What makes it distinctive: Team 2 is the only team to apply C-K theory as an explicit
design framework, producing a distinctive orientation for how Al and human cognition
should be distributed in complex systems. Their emphasis on designing for knowledge
expansion, not only operational efficiency, gives the proposal a learning and institutional
development dimension absent from the other proposals.

Team 3, AEGIS: Anticipatory Emergency and Geospatial
Intelligence System

Core concept: A three-layer Al system designed to act on the trajectory of an emergency
before consequences become irreversible. Inspired by the airbag analogy, a safety device that
deploys fractionally before impact, triggered by predictive signals rather than the collision
itself, AEGIS shifts emergency management from reactive to anticipatory.

Problem addressed: The critical window between a developing anomaly and a visible crisis,
during which pre-positioned resources could dramatically improve outcomes but during
which existing systems remain inactive because no formal trigger has yet occurred. Three
recurring failure modes drive the design: reactive activation, classification ambiguity, and
siloed awareness.

Key features: Layer 1 is a sensing and anomaly detection system using chemical sensors,
acoustic sensors, thermal and visual feeds, AIS vessel tracking, and behavioural baseline
monitoring via an autoencoder neural network that learns normal operational rhythms and
detects deviation. Layer 2 is a classification and prediction engine that produces two
simultaneous outputs: a continuously updated intentionality score quantifying whether a
developing event is deliberate or accidental, and a cascading timeline model projecting what
will happen next and when. Layer 3 is a graduated human-AlI authority structure with three
modes calibrated to confidence level and action reversibility: autonomous action,
recommended action with a countdown, and human-required authorisation.

What makes it distinctive: AEGIS is the only proposal explicitly designed around

anticipation rather than response. Its intentionality classification capability, the ability to
distinguish in real time between an industrial accident and a deliberate attack, has profound
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implications for which actors are notified and which locations are protected, and represents a
genuinely novel design contribution.

Team 4, ShadowMesh

Core concept: A decentralised, degraded-communication coordination architecture for SAR
environments in which every node, every drone, every ground rescuer, every command
vehicle, every sensor, also functions as a mesh relay. There is no central communication
tower and no single point of failure. The design priority is not peak performance under
optimal conditions but predictable, progressive degradation as connectivity drops.

Problem addressed: The coordination failure that occurs when communication
infrastructure itself degrades, the layer that normally enables coordination becoming the point
of failure. The Marco Polo case showed that capable individual systems and broken
integration produce the same outcome as no systems at all. ShadowMesh addresses
specifically what happens to coordination when the communication layer collapses.

Key features: Semantic compression translates high-volume drone video into compact,
operationally essential text transmissions, survivor location, status, priority, that can traverse
a stressed mesh network when full video cannot. A detailed degradation table specifies
exactly what data types are transmitted at each connectivity level, from full operation through
degraded and minimal to critical, with the system always exposing its own degradation state
explicitly. Three structural tensions are identified as open research questions: the routing
problem, the recursive degradation problem, and the accountability gap left by the withdrawal
of the EU Al Liability Directive.

What makes it distinctive: ShadowMesh is the only proposal that treats communication as
the primary design object rather than a supporting infrastructure. Its concept of semantic
compression, transmitting not data but operational meaning, is one of the most intellectually
precise contributions across all seven reports.

Team 5, Heterogeneous Sensing, AI Co-Pilots, and
Graceful Degradation

Core concept: A set of six interconnected research and design proposals for reorienting
WARA-PS toward the integration between machines, humans, organisations, and law, rather
than toward autonomous capability alone. The proposals are grounded in the argument that
public safety failures emerge from poorly designed interactions between automation,
operators, procedures, communication, and institutions, not from missing technology.

Problem addressed: The brittleness that emerges when Al systems are optimised for ideal
operating conditions rather than for the messy reality of public safety missions: noisy
environments, sensor failures, time pressure, stress, incomplete information, and the
irreducible need for human judgement in high-stakes situations.
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Key features: Six proposals developed in sequence: a distrust-by-default sensing architecture
requiring agreement across independent modalities before critical action; specialised Al co-
pilots for mission coordination that integrate fragmented information and continuously flag
contradictions; integration of voice and communication into the operational loop through
mission-limited speech analysis; cautious and bounded investigation of affective Al as a
safety signal for operator cognitive load; explicit graceful degradation contracts specifying
what functionality remains at each failure level; and operator training programmes designed
specifically for Al failure scenarios rather than nominal operation.

What makes it distinctive: Team 5 is the only team to propose affective Al, however
cautiously and with extensive caveats, as a potential safety signal, and the only team to
address the training dimension as a first-order design requirement rather than an
implementation afterthought. Their distrust-by-default framing inverts the standard
assumption of Al system design in a way that is both provocative and well-grounded.

Team 6, Resilient Layered Coordination Architecture
(RLCA)

Core concept: A systems-level coordination framework designed not for ideal operating
conditions but for degraded ones, built around the concept of coordination elasticity, the
ability of a sociotechnical public safety system to maintain operational functionality while
coordination structures partially degrade. RLCA distributes operational functionality across
multiple coordination layers that remain partially functional even when other layers fail.

Problem addressed: The gradual destabilisation of coordination under uncertainty that the
Marco Polo case illustrated, not a sudden technical failure, but a progressive loss of shared
situational awareness, synchronisation, and collective decision-making capacity as conditions
deteriorated and organisational complexity accumulated.

Key features: Five components working in concert: local operational cells that maintain
partial decision-making independence when central coordination weakens; an Al
coordination layer that maintains a shared operational picture and detects inconsistencies
without centrally controlling operations; a four-level adaptive autonomy model ranging from
routine automation through assisted coordination and escalation mode to degraded survival
mode; an internal Al reconciliation mechanism that resolves routine Al disagreements
algorithmically and escalates only strategically significant conflicts to human decision-
makers; and selective interoperability through agreed interfaces rather than unrestricted data
sharing.

What makes it distinctive: Team 6 is the only team to introduce coordination elasticity as an
explicit design concept, distinguishing it precisely from redundancy. Their four-level
adaptive autonomy model is the most detailed treatment of the autonomy-authority spectrum
across all seven reports, and their grounding in systems safety theory, Leveson, Dekker,
Hollnagel, gives their proposal the strongest explicit theoretical foundation.
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Team 7, Trust Conflict Lab

Core concept: A new research and testing module within WARA-PS that deliberately creates
scenarios where information sources conflict, degrade, or become unreliable, shifting the
arena's focus from testing whether autonomous systems can perform tasks to testing whether
human-Al-organisational systems make better, accountable decisions when the situation is
genuinely confusing.

Problem addressed: The increasing risk in SAR operations of conflicting rather than
missing data: situations where GPS, AIS, radar, drone imagery, and Al models disagree, and
where the central challenge is not acquiring more information but determining what to trust.
The Marco Polo case and documented GNSS jamming and spoofing in the Baltic Sea provide
the real-world motivation.

Key features: Seven implementation methods: GNSS fault injection into simulations and
field exercises; multi-source position validation that surfaces conflicts rather than resolving
them silently; confidence-aware sensor fusion that makes uncertainty visible and actionable;
conflict-aware dashboard design organised around what is known, uncertain, changed, and
requiring approval; decision trace logging for post-incident evaluation of human-Al
performance; cross-agency scenario design including JRCC, Coast Guard, environmental
authorities, salvage actors, and legal decision-makers; and an explicit autonomy permission
model defining which decisions Al may inform, recommend, request approval for, or execute
autonomously.

What makes it distinctive: The Trust Conflict Lab is the only proposal explicitly designed
as a research infrastructure for WARA-PS rather than as an operational system. Its focus on
decision assurance, testing not whether technology works but whether it helps people make
better, accountable decisions, represents the most direct challenge to the conventional metrics
by which autonomous systems are evaluated.

Comparative Overview

The table below compares the seven solutions across eight dimensions: the primary problem
addressed, the type of solution proposed, the primary beneficiary, the role of the human
operator, the approach to system failure, the approach to data and information, the
governance emphasis, and the implementation readiness.
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Table A3: Comparison of team solutions across key dimensions

Dimension Team 1 Team 2 Shared Team 3 AEGIS Team 4 Team 5 Team 6 RLCA Team 7 Trust
CivicSense situational ShadowMesh Heterogeneous Conflict Lab
awareness sensing
Primary problem | Gap between Information Reactive rather than | Coordination failure Brittleness from Gradual coordination | Conflicting

Type of solution

Primary
beneficiary

Human operator

role

Approach to
failure

Approach to
information

Governance
emphasis

Implementation
readiness

citizen observation
and emergency
services
Operational
platform
Emergency
dispatchers and
commanders
Final decision
authority; Al as
force multiplier

Four-layer
resilience with
mesh fallback

Crowd-sourced,
trust-weighted, Al-
fused

Privacy by design;
citizen data rights;
phased rollout
Phased roadmap
from city pilot to
national coverage

fragmentation across
agencies

Research agenda and
design framework
WARA-PS as
research arena

Active conceptual
reasoner; Al handles
knowledge space

Graceful degradation
with uncertainty
communication

Shared data
environment with
uncertainty
separation
Organisational logic
visible in architecture

Research agenda
requiring arena
investment

anticipatory
response

Anticipatory Al
system
Multi-agency
incident
commanders
Confirms or
overrides within
graduated authority
structure
Actionable
degradation with
explicit capability
indicators
Multi-modal fusion
with intentionality
and cascade
prediction
Graduated authority;
false positive cost
transparency
Conceptual
framework requiring
significant
development

when communication
degrades

Coordination
architecture

SAR coordinators in
degraded
environments
Commander acting on
compressed,
prioritised picture

Progressive semantic
compression across
connectivity levels

Semantic compression
to operational
essentials

Accountability before
deployment; routing
audit

Design concept with
identified open
research questions
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optimising for ideal
conditions

Research and design
proposals

Operators and field
teams

Remains in
command; trained for
Al failure

Measurable
degradation contracts
per capability

Distrust-by-default;
disagreement
surfaced

Ethics and legal
constraints
architectural
Research proposals
requiring
experimental
validation

destabilisation under
uncertainty

Coordination
architecture
Multi-agency
coordination
structures

Actively engaged
across four autonomy
levels

Coordination
elasticity across four
degradation modes

Selective
interoperability;
shared operational
picture

Governance as part of
architecture from
start

Architectural
framework requiring
scenario testing

information and
decision quality

Research and testing
module

WARA-PS and public
safety researchers

Evaluated for
decision quality under
conflict

Deliberate fault
injection to test
failure response

Conflict surfacing;
confidence-aware
fusion

Responsibility maps;
decision trace logging

Research module
buildable on existing
WARA-PS
infrastructure



Appendix 4: Design Principles by Team

This appendix presents the design principles formulated by each of the seven student teams in
their original form. These principles were developed independently by each team, grounded
in their own analytical work, case studies, and system proposals. The synthesis and
consolidation of these principles into a unified set is presented in Chapter 4. This appendix
preserves the original formulations, emphases, and framings that the synthesis necessarily
condenses.

Team 1, CivicSense

Principle 1: Resilience over convenience Systems should be designed to maintain core
functionality when infrastructure fails. The mesh resilience layer, LoRa gateways, and peer-
to-peer communication in CivicSense reflect the conviction that a platform that fails exactly
when it is most needed has failed at its most fundamental design requirement.

Principle 2: Human authority over algorithmic autonomy Every resource dispatch
decision, every drone deployment, every ambulance direction, every evacuation order, must
remain with trained human operators. Al acts as a force multiplier for human judgement, not
a replacement for it. This principle is not merely a policy choice; it is embedded in the
system's interface design, which surfaces evidence and confidence levels rather than binary
dispatch recommendations.

Principle 3: Privacy as a constraint, not a feature Data governance and citizen rights are
architectural requirements, not compliance tasks. Citizens own their submitted data, retention
periods are defined, and no data is shared outside explicitly described partnerships. The
platform's trustworthiness depends on this constraint being genuine and visible.

Principle 4: Progressive deployment over big-bang rollout Complex systems deployed at
scale without iterative validation create risks that cannot be anticipated at the design stage.
CivicSense is designed for phased implementation, with each phase delivering standalone
value while building the infrastructure for the next, and with clean performance data from
each phase informing subsequent decisions.

Principle 5: Adversarial robustness as a first-order design requirement A platform that
generates intelligence used to dispatch emergency resources is a high-value target for
manipulation. Trust architecture, deepfake detection, geolocation plausibility checks,
corroboration requirements, and rate limiting are not optional security additions, they are core
design requirements that must be in place before deployment.
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Team 2, AI-Supported Shared Situational Awareness

Principle 1: Separate knowing from acting Al systems should make the boundary between
validated knowledge and inference explicit at every interface point. High-confidence
information, validated sensor data, confirmed reports, must be clearly distinguished from
low-confidence inference, model predictions, anomaly flags. Blurring this boundary reduces
trust and increases the risk of over-reliance. The boundary between knowledge and inference
is dynamic rather than fixed and must be communicated to operators continuously as
conditions evolve.

Principle 2: Design for expansion, not just efficiency Systems should be designed to help
operators and organisations learn, not only to optimise throughput in known scenarios. When
an Al system flags an anomaly that turns out to be a false alarm, this is valuable information
about system limitations. Design should create feedback loops that grow the collective
knowledge base over time, so that each incident, including failures and errors, contributes to
improving the system.

Principle 3: Keep humans in the concept space Automation tends to push humans out of
decision loops into passive monitoring roles. The most valuable human contribution in a
complex system is precisely in the concept space: generating new framings, questioning
assumptions, and identifying novel situations that models have not encountered. Al should
handle knowledge-space tasks, data retrieval, pattern matching, risk calculation, and preserve
human attention for conceptual work: reframing the mission, questioning Al outputs, and
adapting to unexpected situations.

Principle 4: Build for partial knowledge as the norm Data is always partial in real SAR
operations. Sensors fail, communications drop, and witnesses are unreliable. System design
must treat incomplete information as the baseline, not an exception. Interfaces should
communicate uncertainty clearly, and Al models should degrade gracefully, giving operators
useful, if less precise, guidance even with limited inputs, rather than stopping entirely when
full data is unavailable.

Principle 5: Make organisational logic visible Shared platforms serve multiple
organisations with different command structures, priorities, and legal responsibilities. Al
systems must reflect this complexity. They cannot assume a single chain of command.
Design should make organisational roles and responsibilities explicit within the system
interface: who can see what, who can act on what, and how conflicting priorities are surfaced
and resolved. This is a system architecture problem, not merely a user interface problem.

Team 3, AEGIS

Principle 1: No single point of awareness Critical situational data must be actively cross-
validated across multiple heterogeneous sources before being presented to operators as
authoritative. A system that displays a single number without surfacing its source reliability
actively sets operators up for automation bias. AEGIS always presents confidence levels
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alongside conclusions, and no single sensor stream is treated as sufficient basis for high-
consequence action.

Principle 2: Actionable degradation When any component fails, the system must not
silently fall back to a degraded mode that is visually indistinguishable from full operation. It
must present the operator with a specific, actionable prompt and a clear indicator of what
capability has changed. There are no silent failures. Operators must always know what the
system can and cannot currently do.

Principle 3: Cascade before crisis Every response action should be timed to where the
situation is going, not where it currently is. Resources should be moved to meet the cascade,
not to chase it. This principle is operationalised through the cascading timeline model and
drives the pre-positioning logic. The value proposition of anticipatory Al lies precisely in
acting during the window between a developing anomaly and an irreversible crisis.

Principle 4: Graduated human authority The human operator is never removed from the
loop, but the loop is designed so that inaction is a visible choice with a visible consequence,
not an invisible default. The graduated authority structure ensures that the cost of delay is
made explicit at each decision point. At high confidence and full reversibility, Al may act
autonomously. At moderate consequence, humans must confirm or actively override within a
time window. At high consequence or irreversibility, human authorisation is always required.

Team 4, ShadowMesh

Principle 1 (DP1): Human authority must remain interpretable, not just nominally
preserved Retaining a human override capability is insufficient. Authority is only real when
the person exercising it understands the picture on which they are acting. In ShadowMesh, Al
filters, compresses, and prioritises information before it reaches the commander. If the
filtering logic is invisible, authority is nominal. The design requirement is that filtering
decisions must be exposed in real time, uncertainty estimates must be visible alongside
transmitted findings, and any automated prioritisation must be attributable to a traceable
decision rule. This is a governance requirement, not a user interface preference.

Principle 2 (DP3): Shared sensemaking takes priority over data volume The design
instinct 1s to maximise information availability. In degraded environments, this instinct is
counterproductive. Bandwidth competition between high-volume video feeds and critical
location signals means the operationally decisive information arrives too late. A unified
operational picture shared across all agencies is more valuable than any individual agency's
access to raw feeds it cannot process in time to act on. Semantic compression is one
implementation of this principle. The broader principle is: design for shared sensemaking, not
data maximisation.

Principle 3 (DP6): Systems must degrade gracefully, not fail completely Systems
engineered for peak performance embed assumptions, stable connectivity, available
infrastructure, synchronised agents, that fail precisely when performance matters most.
Graceful degradation requires treating degraded states as primary operating conditions, not
edge cases. In practice: no single points of failure in the coordination architecture;
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progressive capability reduction rather than binary online/offline; preservation of core
functions when secondary functions become unavailable; explicit exposure of degradation
state to all actors.

Principle 4 (DP9): Accountability must be defined before deployment, not assigned after
failure SAR operations involve multiple organisations under different legal mandates. When
Al-managed infrastructure makes a decision that shapes a rescue outcome, which signal gets
routed first, whose location data takes priority, what gets compressed away, that decision has
an operational consequence. Under current frameworks, no named entity owns that decision.
The design implication is that governance architecture must be specified before deployment,
including who holds delegation authority over the Al communication layer, what the defined
failure protocols are, and who owns the incident record when Al-managed coordination fails.

Team 5, Heterogeneous Sensing, AI Co-Pilots, and
Graceful Degradation

Principle 1: Trust nothing alone No single sensor, model, operator, or communication
stream should independently determine irreversible critical action. This principle recognises
that all sources contain uncertainty. Useful Al systems compare, cross-check, and
contextualise information. Dangerous Al systems transform uncertain inputs into confident
outputs without transparency. This principle is transferable because nearly all safety-critical
systems suffer from single-point trust failures.

Principle 2: Make disagreement visible Disagreement between sensors, operators, or Al
systems is not noise. It is often the most valuable information available. Complex systems
frequently fail because contradictions are hidden behind simplified outputs or confidence
scores. Designers should therefore prioritise uncertainty visibility, contradiction awareness,
explainability of disagreement, and operational transparency. Users should understand not
only what the system recommends, but why uncertainty exists and which sources conflict.

Principle 3: Design for graceful degradation A resilient system does not collapse
completely when one layer fails. Functionality should degrade progressively while preserving
human operability. This principle requires redundancy, fallback procedures, local autonomy,
manual override capability, and recoverability. Public safety systems should always assume
partial failure rather than perfect connectivity, and the ability to fail safely may ultimately
matter more than peak autonomous performance.

Principle 4: Humans stay in command The phrase "human in the loop" is insufficient. A
human can technically remain in the loop while still being unable to understand, challenge, or
override automation. In high-stakes environments, humans must remain operationally
informed, capable of intervention, legally accountable, and organisationally empowered. Al
should support execution and coordination, but intent and authority must remain human.

Principle 5: Ethical and legal constraints must be architectural Ethics should not be
added after deployment. Consent, auditability, retention limits, access control, and override
capability should be built into system architecture from the beginning. This is especially
important for voice analysis, biometric sensing, behavioural inference, affective Al, and
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crowd-sourced public data. Public safety systems often operate under emergency conditions,
which increases the risk of overreach, making governance a core design component rather
than an external compliance requirement.

Team 6, Resilient Layered Coordination Architecture
(RLCA)

Principle 1: Al should support coordination stability rather than maximum automation
The purpose of Al in public safety systems should not be maximum automation alone. Al
should primarily strengthen coordination stability, operational awareness, and adaptive
response. Al is useful for summarising information, identifying inconsistencies, detecting
emerging risks, supporting shared situational awareness, and identifying when coordination is
weakening. However, Al should not replace human operational judgement in high-
consequence situations involving ethical, legal, and contextual dimensions that cannot be
reduced to optimisation.

Principle 2: Systems must be designed for graceful degradation Future systems should
assume partial infrastructure failure, unreliable communication, and fragmented information
as normal operational conditions rather than exceptional events. Resilient systems require
fallback coordination modes, degraded operational procedures, local operational
survivability, manual override capacity, and adaptive escalation structures. Systems designed
only for ideal conditions often fail suddenly when assumptions break. Graceful degradation
ensures that systems lose capability progressively and predictably rather than collapsing
completely.

Principle 3: Humans must remain operationally engaged Adaptive autonomy introduces
the risk of the out-of-the-loop problem, where operators lose situational awareness during
prolonged autonomous operation. If humans are only asked to intervene during emergencies,
they may lack the context needed to act effectively. Humans should receive lightweight
contextual updates, participate in degraded-mode exercises, remain involved in operational
reasoning, and regularly practise manual coordination. The goal is not passive supervision but
active readiness.

Principle 4: Governance must be part of the architecture Technical coordination alone is
insufficient for real-world deployment. Al-supported public safety systems require clearly
defined accountability structures, escalation authority, operational boundaries, audit
mechanisms, and decision logs. Without governance integration, accountability ambiguity
may become one of the largest barriers to deployment. Governance should be part of the
system architecture from the beginning, not an external policy issue added after technical
design is complete.
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Team 7, Trust Conflict Lab

Principle 1: Design for trust conflicts, not perfect data Al systems should be designed for
situations where information sources disagree. In real incidents, data is often incomplete,
delayed, manipulated, or contradictory. A system that only works when all sensors agree is
not robust enough for public safety. Designers should build Al systems that detect and
display disagreement between sources rather than smoothing disagreement into one confident
answer. Al can usefully be integrated for anomaly detection, sensor comparison,
contradiction detection, confidence scoring, and prioritising verification. Al should not be
used alone for irreversible decisions when key information sources conflict.

Principle 2: Human authority must be matched with human support It is not enough to
say that humans remain in control. If humans are given authority but not usable information,
time, training, or organisational support, human control becomes symbolic. Human authority
must therefore be supported by interfaces and procedures that show what matters, what is
uncertain, and what decision is required. Al should structure information for human
judgement, not overload humans with outputs. Al should not replace humans in evacuation
orders, triage priority, salvage decisions, and other life-critical or legally sensitive decisions.

Principle 3: Shared sensemaking before more data Public safety actors do not need
maximum information volume; they need a common understanding of the situation. If drone
feeds, radar tracks, Al risk scores, and oil-spill models are displayed separately to different
actors, they may produce fragmentation rather than coordination. Designers should prioritise
a common operational picture that shows what is known, what is uncertain, what changed,
and who needs to decide. Al is useful for filtering information, updating shared maps,
summarising changes, and flagging cross-agency inconsistencies. Al is limited in resolving
political, legal, or organisational disagreements by itself.

Principle 4: Interoperability before autonomy Autonomy can be dangerous if systems
cannot coordinate. A drone may optimise search coverage, a USV may optimise inspection,
and an Al model may optimise oil containment, but these local objectives may conflict with
the overall mission. No autonomous system should be deployed into SAR unless it can
communicate status, intent, confidence, and limitations to the broader mission system. Al
should be constrained in autonomous actions that affect human safety, legal responsibility, or
other organisations' operations.

Principle 5: Accountability must be designed before the incident Accountability cannot
be negotiated during a crisis. If Al recommends an action, an autonomous system executes
part of it, and a human approves it, responsibility may become blurred. Al-enabled public
safety systems should include explicit responsibility maps: who can approve, override,
escalate, and audit each decision. Al can usefully be integrated for maintaining decision logs,
documenting recommendations, and tracking approvals. Accountability remains a human and
institutional problem that Al can support but not resolve.

Principle 6: Systems must degrade gracefully Public safety systems should assume that

something will fail. GPS can be spoofed, communication can drop, drones can lose battery,
Al models can become uncertain, and dashboards can overload users. A safe system should
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not fail silently. It should step down into a simpler and more predictable mode. Designers
should define fallback modes in advance: manual navigation checks, radio routines, reduced
autonomy, offline maps, human confirmation, and safe-stop behaviours. Al is risky when it
continues to act confidently after its input conditions have collapsed.

65









—

e

A .
¥ SRS - -
3T p ""’6“\'...{;‘ X
e ' 4
- — ‘.. - ~ . = =
e a—— e ———
—— e ST "oy
. A ASC
e - e

W ————




	Managerial Summary
	Shaping a Future with AI: Designing Systems for Business and Society
	The Focus of this Report
	The Central Finding: It Is about Systemic Integration and Organization
	Seven Proposals: A Landscape of Ideas
	Design Principles for AI in Complex Systems
	What This Means for Other Domains
	Recommendations for WARA-PS and Beyond
	A Final Word


	Foreword
	About the Editors
	Chapter 1: Introduction
	1.1 Purpose of This Report
	1.2 The Challenge and Its Approach
	1.3 Overview of the Challenge Organization
	1.4 Structure of the Report
	1.5 A Note on the Nature of the Work
	1.6 A Note on the Use of AI in Drafting This Report

	Chapter 2: The Challenge
	2.1 Background and Context
	2.2 The Role of AI and Autonomous Systems
	2.3 WARA-PS: The Challenge Provider
	2.4 Four Dimensions of the Challenge
	2.5 The Central Question

	Chapter 3: Ideas and Solutions for WARA-PS
	3.1 Introduction: A Shared Starting Point
	3.2 Synthesis: Overall Insights from the Seven Proposals
	3.3 Recommendations to WARA-PS
	3.4 Memorable Highlights and Notions: Some Details from the Seven Reports
	3.5 Team Solutions
	3.5.1 Team 1, CivicSense: Citizen Intelligence for Emergency Response
	3.5.2 Team 2, AI-Supported Shared Situational Awareness
	3.5.3 Team 3, AEGIS: Anticipatory Emergency and Geospatial Intelligence System
	3.5.4 Team 4, ShadowMesh: Decentralised Coordination for Degraded Environments
	3.5.5 Team 5, Heterogeneous Sensing, AI Co-Pilots, and Graceful Degradation
	3.5.6 Team 6, RLCA: Resilient Layered Coordination Architecture
	3.5.7 Team 7, The Trust Conflict Lab


	Chapter 4: Design Principles for AI in Complex Public Safety Systems
	4.2 Synthesis of the Proposed Design Principles
	4.3 The Consolidated Design Principles
	4.4 Overview
	4.5 Reflections on the Principles
	4.6 A Note on C-K Theory and the Formulation of Design Principles

	Chapter 5: Generalising the Principles, AI in Other Complex Systems
	5.1 Introduction: The Question of Transferability
	5.2 SAR as a Reference Domain
	5.3 Domain Analysis
	5.3.1 Healthcare
	5.3.2 Transportation and Autonomous Vehicles
	5.3.3 Energy Systems and Critical Infrastructure
	5.3.4 Urban Mobility and Smart Cities
	5.3.5 Defence and Civil Protection

	5.4 Comparative Overview
	5.5 Highlights: What the Cross-Domain Analysis Reveals

	Chapter 6: Conclusion - Designing Complex Intelligent Systems for Society
	6.1 Introduction
	6.2 Generativity, Criticality, and the Design Challenge
	6.3 Digital Transformation as Ongoing Negotiation
	6.4 Situated Truths and the Limits of AI Outputs
	6.5 Resilience and Fluid Boundaries in SAR Systems
	6.6 Tensions That Do Not Resolve
	6.7 What Developing Complex Intelligent Systems Requires
	6.8 Closing Reflection
	References

	Appendix 1: Initial Individual Reflections
	Where is AI today?
	A.1.1 From Novelty to Infrastructure
	A.1.2 Capability Without Reliability
	A.1.3 The Organisational Barrier
	A.1.4 Seeing the Forest
	A.1.5 Responsibility and Trust

	Appendix 2: The Marco Polo Case and the Initial Design Principles
	Appendix 3: Solutions by Team
	Team 1, CivicSense
	Team 2, AI-Supported Shared Situational Awareness
	Team 3, AEGIS: Anticipatory Emergency and Geospatial Intelligence System
	Team 4, ShadowMesh
	Team 5, Heterogeneous Sensing, AI Co-Pilots, and Graceful Degradation
	Team 6, Resilient Layered Coordination Architecture (RLCA)
	Team 7, Trust Conflict Lab
	Comparative Overview

	Appendix 4: Design Principles by Team
	Team 1, CivicSense
	Team 2, AI-Supported Shared Situational Awareness
	Team 3, AEGIS
	Team 4, ShadowMesh
	Team 5, Heterogeneous Sensing, AI Co-Pilots, and Graceful Degradation
	Team 6, Resilient Layered Coordination Architecture (RLCA)
	Team 7, Trust Conflict Lab


