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Abstract

Drinking water can become contaminated through several mediums, the distribution net-
work being a major one. Sewage water may enter the pipe network through pipe breaks
or leaks, and there are many documented cases historically of this causing people to fall
ill. The drinking water in the distribution network is currently monitored through manual
sampling, which is time-consuming and infrequent. This means contaminations in the net-
work are usually not discovered until after people have already fallen ill. There is therefore
a need for detecting contaminations in real time in the distribution network before people
become sick.

In this project methods for detecting sewage contamination in the drinking water distri-
bution network are explored and evaluated. It investigates the feasibility of using a sensor
called the electronic tongue alongside one of five different algorithms to detect contami-
nations in real time. The most important factors include being able to detect low concen-
trations of sewage as well as minimizing false alarms, and a delay in the response is also
introduced to reduce the number of false alarms. The algorithms are evaluated with regard
to the trade-off between contamination detection, false alarm rate and response delay, and
the results show that out of the five algorithms, two are viable for detecting sewage con-
taminations using the electronic tongue. The thesis highlights the decisions that need to be
made when tackling this problem and provides some alternatives for solving it. To evalu-
ate the real efficacy of the algorithms, further testing with more nuanced data is required,
especially in real scenarios.
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1 Introduction

This chapter introduces the subject of the thesis and presents the motivation, aim, research questions,
delimitations and contributions of the project.

1.1 Motivation

Clean drinking water is one of the most important things for any functioning society, no
matter how advanced it may be. The water is not only being supplied to the population for
drinking but also to various industries. As the population grows and industries expand, the
need for robust water treatment and distribution becomes more important.

In Folkhälsomyndighetens (FHM) report [1] from 2015, they explain that drinking water is
processed and cleaned in water treatment plants that take the drinking water from either sur-
face water such as lakes and rivers or groundwater. The drinking water is then distributed via
a pipe network to the recipients. FHM outline three major ways contaminants can enter the
drinking water, through the groundwater, which usually does not require much treatment, in
the surface water if the plant does not have adequate treatment and through intrusions into
the distribution network. FHM presents a number of contamination events that occurred in
Sweden between 1992 and 2011, three of which are described below.

1. In 1995 around 10 000 people with access to the drinking water from Ringsjöverket in
Skåne became sick [2]. This water treatment plant was a bigger one that provided drink-
ing water to around 80 000 people. The incident occurred because they were forced to
use a water source of poor microbiological quality. The chlorine in the water, which is
added during treatment to sterilize it, also gave the water a bad taste. They reduced the
chlorination by half in order to combat the bad taste, which might have been a factor in
causing the outbreak. There is however no way of knowing if keeping the chlorination
at normal levels would have prevented the incident, but this event shows that even the
bigger water treatment plants can fail.

2. During the peak of the ski season in the Sälen area in 2002 around 400 people got sick
because of the drinking water from one source [3]. When testing the source, they did
not find any contaminant and therefore did nothing. It was not until later in the spring,
after more people got sick, that they discovered a crack in the water pipe coming from
the source, which caused the contamination.
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1.1. Motivation

3. The biggest water contamination outbreak in Sweden and Europe up until 2015 oc-
curred in 2010 in Östersund [4]. Around 27 000 people got sick but no direct cause was
found for the drinking water contamination. The inhabitants had to boil their drinking
water for about three months and the water treatment plant implemented a UV treat-
ment to further treat the water after the incident. Another incident that is thought to be
connected to the incident in Östersund was in Skellefteå in 2011 where the same para-
site showed up and made around 20 000 people sick. The inhabitants in Skellefteå had
to boil their drinking water for about six months.

FHM show that between 1995 and 2009, in 38% of the cases where the drinking water got
contaminated was in the distribution network, causing 19% of the cases where people got
sick. This is an issue because even though the water gets manually tested in the distribution
network, that testing is slow and not performed very often. There is therefore a need for a
system that can detect contaminations in the water distribution network in real-time, so that
those responsible for the water distribution can take appropriate actions, like warning the
population. When we say "real-time," we do not refer to concepts such as Hard Real-Time or
Soft Real-Time. We define real-time as continuously providing information about the water
quality and contamination events within a few minutes, or up to an hour, of the occurrences.

1.1.1 Tekniska Verken

Tekniska Verken are responsible for supplying drinking water to the inhabitants of
Linköping, which means they are responsible for water treatment, distribution and monitor-
ing 1. They are striving for a solution that can detect contaminations in the water distribution
network in real-time, which would benefit the health and safety of everyone living in the
Linköping area. One of their recent efforts was a collaboration with the Swedish Defence
Research Agency and a large number of other partners [5]. The goal of the collaboration was
to find a tool that is able to detect contamination in the drinking water distribution network.
Some requirements were brought forth from Tekniska verken and they are, in no particular
order, as follows.

The sensor should:

1. Detect sewage impact/pathogenic microorganisms selectively

2. Have as low detection limit as possible

3. Give no false alarms

4. React as quickly as possible

5. Be able to be installed directly into the pipes

6. Have a reasonable price per sensor to make it possible to scale

7. Not need much maintenance

8. Preferably detect other deviations in the water quality

The collaboration tested seven different sensors, electronic tongue, electronic nose, flow cy-
tometer, chlorine excess, pH, conductivity and spectrometer. The results showed that the
electronic tongue was the most promising sensor for continued development, which is why
it is the sensor used in this project. More information on the electronic tongue is presented in
Section 1.1.2.

1https://www.tekniskaverken.se/privat/vatten-och-avlopp/vattnets-kretslopp/
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1.1. Motivation

Requirements 1, 5, 6, 7 and 8 are covered by the sensor and were of no concern in this
project. Our focus was on requirements 2, 3 and 4, which we decided to loosen in order to
push the limitations of the algorithms created in this project. By loosen, we mean they are
not treated as strict requirements, for example we allow false alarms or a slower reaction if it
leads to a better detection limit.

1.1.2 The electronic tongue

The electronic tongue is a sensor that was created in order to detect dissolved compounds in
drinking water that impact its quality. It is described in "Multicomponent analysis of drinking
water by a voltammetric electronic tongue" by Winquist, Olsson and Eriksson [6]. There exist
other electronic tongues, but in this report when we mention "the electronic tongue", it is the
one from [6] we are referring to.

The sensor was originally fitted with four electrodes consisting of different noble metals
chosen for their different catalytic properties and stability over time. Due to the different
properties of the electrodes, they produce unique signal patterns, meaning each electrode
serves a different purpose. According to Eriksson, an electrode made out of platinum was the
best at reacting to sewage water, which is why the current version of the electronic tongue is
only fitted with one platinum electrode, as can be seen in Figure 1.1. Pulsed voltammetry is
used to produce the signal patterns for the electrodes, it works by applying a voltage pulse
and measuring the current response. The current response corresponds to redox (reduction-
oxidation) activity, which involves the transfer of electrons between atoms, molecules or ions,
where the electrode acts as a catalyser. It also corresponds to conductivity, which will vary
depending on the compounds in the water, and it is in this way the sensor is able to detect
sewage contaminations in the drinking water. The sensor is also equipped with a thermome-
ter to collect temperature measurements of the water.

Figure 1.1: Close-up of the probe, the small dot at the centre is the platinum electrode. On the right is
a cap which is screwed on to reduce electrical interference.

1.1.3 Sewage contamination detection

Two earlier student theses at LiU, [7] and [8], have worked on solving this issue by developing
various algorithms for detecting sewage contamination using the electronic tongue. Both had
problems detecting sewage concentrations lower than 0.02%, and the lowest concentration [7]
and [8] could detect was 0.07% and 0.02% respectively. Their work will be described further
in Section 2.2.1. By "sewage concentration" we mean the percentage of sewage water present
in the clean water. For example, if there is one litre of water consisting of 1 ml sewage water

3



1.2. Aim

and 999 ml clean water, then the sewage concentration would be 0.1%. The detection limit is
then the lowest detectable sewage concentration.

The problem is that it is very hard to detect sewage concentrations below 0.02% without
also incurring false alarms. False alarms, or false positives, occur when the sensor detects
a contamination, when in reality there is none. There is usually a trade-off when choosing
between a low detection limit or no false alarms. For example, when diagnosing cancer you
want to correctly diagnose as many patients as possible who actually have cancer. It is there-
fore beneficial to accept some false alarms, i.e. diagnosing healthy patients with cancer, if it
leads to more correct cancer diagnoses. The population of Linköping wants clean water in
their taps, in the same way as the previous example, it could therefore be beneficial to allow
some false alarms if it keeps the water clean. However, there are of course drawbacks with
too many false alarms, and they should be kept within a reasonable amount.

1.2 Aim

The aim of this thesis was to construct conventional algorithms capable of detecting, in real-
time, if a sewage contamination has occurred in the drinking water distribution network. We
count an algorithm as conventional if it is not a machine learning algorithm. Another goal
was to determine the trade-off between the detection limit, response time and false alarm rate
for the algorithms, in the interest of providing options and insights for Tekniska Verken.

To achieve this aim, five different algorithms were developed and evaluated, to determine
which one performed the best in regards to requirements 2, 3 and 4 from Tekniska Verken.
One of the algorithms is based on the conventional algorithm developed in [8]. Two of the
algorithms implement our original ideas, while the last two are based upon algorithms from
the studied literature, more specifically from [9].

We looked into the advantages and drawbacks of increasing the response time, meaning a
slower reaction, in order to achieve a lower detection limit and false alarm rate. The trade-off
between the detection limit, response time and false alarm rate were evaluated by varying
three different hyperparameters.

1.3 Research questions

To solve the problem presented above, and achieve the aim of this thesis, the following re-
search questions were declared:

1. Among the five algorithms investigated, which are viable for real-time sewage detec-
tion using the electronic tongue, and what characterises the cases where the literature
methods fail to transfer?

2. For the viable algorithms, what is the achievable operating point in the three-way trade-
off between detection limit, false alarm rate, and response time, and how does each
algorithm’s mechanism shape this trade-off?

The five algorithms are: Temperature-compensated F2, Double F2, Derivative F2, Multivari-
ate distance and Time series increments, which are all described in Chapter 3. Out of these
five, the two based on literature are Multivariate distance and Time series increments.

The detection limit is, as previously described, the lowest detectable sewage concentra-
tion, the false alarm rate is the number of false alarms per month under normal operation
and the response time is the span from the sensor registering the sewage contamination until
a detection occurs in the algorithm.

4



1.4. Delimitations

1.4 Delimitations

We did not have direct access to the electronic tongue and could not use it to test our algo-
rithms in real time. We only had access to data from previous experiments with the sensor,
meaning we had to simulate the real-time aspect.

This thesis only focused on detecting sewage contaminations in the drinking water, and
not any other contaminations that may occur.

1.5 Contributions

A few new concepts were introduced in this thesis. The main new concept we investigated
was how increasing the response time affects the false alarm rate and detection limit, and their
three-way trade-off. We have, compared to the previous student thesis [8], further examined
the false alarm rate of the algorithms by introducing new metrics. We tested the long-time
stability of the algorithms by running them on multiple days in a row, instead of one day
at a time, and how it affects the false alarm rate and the structure of the algorithms. More
thorough experiments have been performed alongside more detailed results, using more of
the available data.

5



2 Background

This chapter describes the background knowledge required to understand the thesis and also presents a
number of works related to the thesis that may be of interest.

2.1 Background

In this section the sensor data used in this project is explained as well as the features that
were extracted from the sensor data. The confusion matrix and its derived metrics, which are
used in the result, are also explained.

2.1.1 Sensor data

The electronic tongue collects one measurement every 10 seconds wherein the temperature,
timestamp and current response are collected. For the current response, one measurement
runs for four seconds while the voltage pulse train, seen in Figure 2.1, is applied. The current
response, seen in Figure 2.2 then gets sampled every millisecond, meaning a total of 4000
data points in every measurement of the current response. In every minute there are 6 mea-
surements, 360 in every hour and 8640 in every day, which explains the structure of the data
seen in Table 2.1.

6



2.1. Background

Figure 2.1: The voltage pulse train which is applied by the electronic tongue lasts for four seconds.
The current response can be seen in Figure 2.2.

The available data consists of 151 days of sensor measurements, where 130 days were taken
at the Nykvarn station, and the other 21 days at the Nybble station. The data was collected
sporadically in 2021 and 2022, ranging from April to December. Out of the 130 days from
Nykvarn, 11 are days where sewage was tested, while the 21 days from Nybble contain no
sewage tests. Each day containing a sewage test consists of four contamination spikes spread
over six hours, this means there are a maximum of 44 true alarms the algorithms can detect.
The spikes vary in strength when it comes to sewage water concentration, where 10 days test
concentrations of 0.05%, 0.2%, 0.5% and 2% sewage water, one for each spike. There is only
one day testing concentrations of 0.005%, 0.02%, 0.05% and 0.2% sewage water, which means
the lowest concentration available in the data is 0.005%, but only a single instance.

Table 2.1: How one day of measurements are stored, the data can be accessed by loading specific days.

variable name size unit
timestamps [1x8640] UTC+00:00

temperatures [1x8640] Celsius
current response [4000x8640] Microampere

2.1.2 Features

From the raw data, three features have been extracted by Westerberg [7], called feature 1 (F1),
feature 2 (F2), and feature 3 (F3). Fernando and Bengtsson continued to use F1 and F2 in their
thesis [8], and they are also used in this project. F2 is used in all five algorithms, however F1
is only used in two of them.

Feature 1 is the result of taking the difference between the current response at time step
101 and 81 milliseconds, which can be seen in Figure 2.2. Feature 2 is the result of taking
the average of the current response from time step 971 to 990 milliseconds, which can also
be seen in Figure 2.2. The reason for using 20 milliseconds of measurements is to reduce 50
hz disturbances coming from equipment near the sensor. An example of the curves feature 1
and feature 2 produce when plotting all 8640 measurements in a day can be seen in Figure 2.3.
Feature 1 is sensitive to changes in conductivity while feature 2 is sensitive to redox activity,
therefore they produce unique responses when contamination is added to the water, as seen
in Figure 2.3. Something to note is that feature 1 is highly correlated to the temperature,
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2.1. Background

feature 2 also but not as strongly. This means that preprocessing is required to compensate
for the temperature, which improves the F1 and F2 curve.

In this report mainly F2 was used because, as Figure 2.3 indicates, F1 is more correlated to
the temperature which introduces more noise and makes it harder to detect smaller changes.
The reason for using points 971 to 990, shown in Figure 2.2, and not another set of points, is
because they are the most sensitive to redox-activity.

Figure 2.2: The data points used for calculating F1 and F2 have been marked in the current response
for one measurement. Data points 81 and 101 are used for calculating F1 and 971 to 990 are used for
F2.

Figure 2.3: Plots of unprocessed F1, F2 and water temperature for all 8640 data points in a day. On
this day four increasing doses of sewage water were added, which can be seen as spikes in the curves.
F1 is highly correlated to the temperature while F2 is only slightly correlated.

2.1.3 Confusion matrix

Confusion matrices are used for visualising and evaluating the performance of an algorithm,
in a classification problem setting. It tracks the number of correct and incorrect predictions
(classifications) of the algorithm, which can be used to calculate various performance metrics.
Table 2.2 displays the structure of a confusion matrix, for a binary classification problem,
where correct predictions are marked in green and incorrect predictions are marked in red.
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2.1. Background

Table 2.2: Structure of a confusion matrix for a binary classification problem.

Predicted condition
Total

population =
P + F

Predicted
positive

Predicted
negative

A
ct

ua
lc

on
di

ti
on

Real positive
(P)

True positive
(TP)

False negative
(FN)

Real negative
(F)

False positive
(FP)

True negative
(TN)

There exists a few performance metrics that are calculated from the confusion matrix [10]. A
subset of them have been chosen for this project and are presented below.

The true positive rate (TPR) and false positive rate (FPR) is calculated according to Equa-
tion (2.1). TPR is the fraction of correctly predicted positives out of all real positives, which
shows how good the algorithm is at finding the real positives [10]. FPR is the fraction of in-
correctly predicted positives out of all real negatives, which shows how often the algorithm
predicts a real negative as a positive [10].

TPR =
TP
P

FPR =
FP
F

(2.1)

Precision and accuracy represent the performance of the predictions made by the algorithm
[10], and they are calculated according to Equation (2.2). Precision is the fraction of correctly
predicted real positives to the total number of predicted positives, which shows how many of
the predicted positives are correct predictions. Accuracy is the fraction of correct predictions
out of the whole population, which displays how many of the algorithm’s predictions are
correct.

Precision =
TP

TP + FP

Accuracy =
TP + TN

P + N

(2.2)

Another metric for evaluating the general performance of an algorithm is the F1 score, not to
be confused with F1 (Feature 1), which represents the harmonic mean of precision and TPR
[10], as seen in Equation (2.3). It means an equal importance is put on TPR and precision, and
it is a useful metric since it does not depend on negatives, which are overrepresented in the
data.

A higher value corresponds to better performance for all metrics, except FPR where a
lower value is desirable. These metrics are used when evaluating the algorithms developed
in this project, and the reason for using multiple metrics, is to reveal the different aspects of
each algorithm. An algorithm may be better in one metric, but worse in another.

F1 score = 2 ˚
Precision ˚ TPR
Precision + TPR

(2.3)

ROC-curve

The confusion matrix visualises the performance of an algorithm for a single threshold value.
The receiver operating characteristic curve (ROC-curve) visualises how the performance of
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an algorithm changes when varying the threshold value, so that a point in the ROC-curve cor-
responds to a single confusion matrix [10]. In this project the threshold value is represented
as the lowest detectable sewage concentration.

In Figure 2.4 three example curves are shown, where the curves closer to the top left corner
indicate a better overall performance. The curves are based on the TPR and FPR which gives
a balanced view of an algorithms performance [10]. Each point in the curve corresponds
to a specific threshold value and its associated confusion matrix, which the TPR and FPR is
calculated from. A curve which reaches the top left corner would be the perfect classifier,
since it would have a TPR of 100% and a FPR of 0%. The dashed diagonal red line represents
a random classifier, which predicts a positive or negative at random. An algorithm should
perform better than a random classifier.

ROC-curves were created and used as metrics for evaluating and comparing the perfor-
mance of the algorithms developed in this project. They can be found in Section 4.2.1.

Figure 2.4: Example ROC-curves, the closer a curve is to the top left corner the better. Image taken
from Wikipedia1.

2.2 Related work

There are multiple other works that have developed methods for detecting contaminations
in the drinking water, albeit with other sensors than the electronic tongue. This includes
previous theses at LiU, anomaly detection in water quality and algorithms for water quality.

2.2.1 Previous theses at LiU

This project builds upon the work done in the two previous theses, “Algorithms for Water
Quality – Detection of Sewage in Drinking Water using the Electronic Tongue” by Olov West-
erberg [7] and “Algorithms for Detecting Sewage Contamination in Drinking Water Distri-
bution Systems – Comparing Conventional Algorithms and a Machine Learning Approach”
by Rickard Bengtsson and Caroline Fernando [8]. In the thesis written by Olov Westerberg
[7], three features from the raw data were extracted and used to develop two algorithms for
sewage water detection. The features had to be preprocessed by applying a low-pass filter
and compensating for background variations, such as the temperature, before they could be

1By cmglee, MartinThoma - Roc-draft-xkcd-style.svg, CC BY-SA 4.0,
https://commons.wikimedia.org/w/index.php?curid=109730045

10



2.2. Related work

used. Feature 2 was used to develop the first algorithm which could detect sewage concentra-
tions down to 0.07%, however it also had false alarms. For the second algorithm both feature
1 and 2 were used in combination which resulted in no false alarms, but it could only detect
concentrations of 0.28%. Feature 3 was more stable than feature 2, which would drift over
time, so feature 3 was used to calibrate feature 2 to prevent it from drifting. These algorithms
could not process data in real-time, meaning they used data from a whole day, instead of
processing data over time as it became available.

Two years later Fernando and Bengtsson continued Olov’s work in their thesis [8]. Their
focus was on improving the detection limit of the algorithms, making them work in real-time
and also developing new algorithms using machine learning. They also implemented sewage
concentration estimation instead of a binary signal for detection. Feature 1 and 2 were used
again as they were responsive when it came to sewage detection and they did not want to
spend time on extracting more features. For their machine learning algorithms they used
supervised learning [11] with decision trees, more specifically random forests.

They managed to improve the conventional algorithm by making it work in real-time and
lowering the detection limit to 0.02% with no false alarms. It could also estimate sewage
relatively well but had some problems with the lower concentrations. Two machine learning
algorithms were created, one which used feature 1, feature 2 and the temperature, and the
other which extracted its own features from the 4000 data points in each measurement. The
machine learning algorithms were almost as good as the conventional algorithm, they could
achieve a detection limit of 0.03% and 0.16% respectively, without raising false alarms.

However it is important to note that these results were gathered by running the code on a
day-by-day basis. Therefore the long time stability from running the algorithms over multiple
days is not tested. This will however be shown by us in the results, to compare their results
to ours. Their result also does not include days where there is no contamination, which tests
that the algorithm does not react during normal conditions.

2.2.2 Machine learning for water quality

Christine Saab and Gérard-Philippe Zéhil conducted a study exploring how well One-Class
Support Vector Machines work for anomaly detection of water quality in the distribution
network in their report "Unsupervised Anomaly Detection in Water Distribution Networks
Using One-Class SVM" [12]. Support Vector Machines are a supervised learning algorithm
based on statistical learning theory and focuses on maximising the margin between two
classes of labeled data. One-Class Support Vector Machines are in turn an extension of the
standard Support Vector Machine and are used for unsupervised [13] or semi-supervised
learning [14] of anomaly detection. Instead of maximising the margin between two classes,
the One-Class Support Vector Machine focuses on finding a decision boundary where most of
the data points reside in order to separate the anomalous data. There were however some lim-
itations they found, for example, the performance dropped considerably when just a small
amount of anomalies were included in the data, proving the importance of preprocessing.
They also did not account for any normal variations that occurred over time.

To make up for the lack of data Shashikala et al. used Generative Adversarial Networks
[15] to generate more data in their article "AI-Enhanced Water Quality Monitoring System
with Anomaly Detection and Predictive Maintenance Using Generative AI" [16]. To ensure
consistency and integrity of the data to train on, they performed three specific preprocessing
steps. First they cleaned the data by handling missing data and removing outliers, where
mean imputation was used to handle missing data and the Z-score was used to remove the
outliers in the data. Min-max scaling was then used to normalise the data. The Generative
Adversarial Network was trained with an iterative method containing two neural models,
the generator and the discriminator. The generator created new synthetic data that is sup-
posed to look like real data, the discriminator then tries to distinguish the real data and the
fake data and provides feedback to the generator. This process continues until the discrimi-
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nator’s ability to distinguish between real and fake data reaches an equilibrium. They then
implemented two machine learning algorithms, one for predictive maintenance that used a
Random Forest classifier and another that was for anomaly detection that used the Isolation
Forest algorithm.

These papers were brought up to show a different approach to similar problems, but in
this thesis no machine learning is used. Mainly because of the small available dataset and a
curiosity for how well the problem can be solved without any machine learning. This thesis
may also be used as a benchmark for future machine learning algorithms using the electronic
tongue.

2.2.3 Algorithms for water quality

Three different approaches for detecting water contamination were explored in "Detecting
changes in water quality data" by McKenna et al. [9]. They had access to water quality data
containing sensor outputs of pH, free chlorine, temperature and electrical conductivity. To
use the data they first had to standardise it into units of standard deviations from the mean.
The three approaches they used to develop the algorithms were Time series increments, Mul-
tivariate distance and Linear filters. The algorithms were then tested on the water quality
data, into which they had added 10 levels of contamination spikes. A ROC-curve was used
to measure the performance of the algorithms in regards to their true and false positives, and
the results showed that the algorithms could handle the higher spikes but struggled with
the lowest spikes in the data, reporting many false positives. Of the three algorithms Mul-
tivariate distance performed the best overall across all tests when it came to area under the
ROC-curve. However the algorithm with the overall lowest false positive rate was the Time
series increments. To conclude they state that these approaches are not perfect because there
will always be false positives, which given the problem of detecting extremely rare events,
the false positives will dominate the output. Therefore additional measures are needed to
discern the false positives from the true positives.

In "A Low-Cost Sensor Network for Real-Time Monitoring and Contamination Detection
in Drinking Water Distribution Systems" by Lambrou et al. [17] they had access to similar
data as [9], which they gathered from varying sensors. Their data did not contain free chlo-
rine, instead they had measurements of turbidity and oxidation reduction potential alongside
pH, temperature and electrical conductivity. They developed two algorithms for detecting
changes in the water quality, one using vector distance and the other using polygon area.
First they had to normalize the sensor outputs using the mean and variance in a moving time
window, in order to establish a baseline from which they can filter fluctuations. Then they
tested the algorithms with two contaminants, E. coli and arsenic with seven different concen-
trations. The algorithms worked well for the higher concentrations but could not detect the
lowest one for E. coli and the two lowest ones for arsenic. Overall the polygon area algorithm
performed better than the vector distance algorithm, which had some false positives for the
arsenic tests.

Another method was tried in "A real-time anomaly detection algorithm/or water quality
data using dual time-moving windows" by Jin Zhang et al. [18]. The method was to im-
prove existing methods by using dual time-moving windows and a backtracking verification
strategy. This showed to be an improvement to methods like Anomaly Detection (AD) and
Anomaly Detection And Mitigation (ADAM) that are based on an autoregressive model of
the data stream and a prediction interval. The improved method had the same core concept as
AD and ADAM but with the addition of when abnormal data was discovered a backtracking
verification strategy was implemented. This was done with another time-moving window
and a new prediction interval that were calculated, if the abnormal data were within the new
prediction interval it is classified as normal and the new prediction interval was added in
the first time-moving window. Otherwise the data would be classified as abnormal and the
original prediction interval would be included into the first time-moving window for the fol-
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lowing prediction. This showed much promise as it had significantly lower amount of false
positives and better anomaly detection performance than AD and ADAM algorithms.

The Time series increments and Multivariate distance algorithms introduced by McKenna
et al. [9] were implemented in this thesis. But the algorithms introduced by Lambrou et
al. [17] and Jin Zhang et al. [18] were included as examples of other potential solutions
to a similar problem as in this thesis. They were not implemented in this thesis because of
time constraints, and Time series increments and Multivariate distance appeared easier to
implement.
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3 Method

This chapter describes the implementation details of the five algorithms and provides an explanation of
the metrics used in the experiments.

3.1 Algorithms

In this section the implementation details of the five different algorithms are described, which
consists of processing F1 and F2 in various ways, then using the processed signal to determine
if a detection has occurred.

3.1.1 Temperature compensated F2

As seen in Figure 2.3, F2 is also temperature dependant like F1, but not as much. The conven-
tional algorithm developed by Bengtsson and Fernando [8] did not implement temperature
compensation for F2, only F1. Therefore an algorithm which implements a temperature com-
pensated F2 was developed, however F1 was also removed from the algorithm since it made
it impossible to detect the lowest sewage concentration of 0.005%.

The temperature is removed by multiplying the temperature with the temperature-
relation constant and subtracting it from F2. This was done according to Equation (3.1), with
t as a discrete time step, where one time step is equal to one measurement from the electronic
tongue. The raw F2 signal is represented as X(t)F2, X(t)T is the water temperature and αF2 is
the temperature-relation constant, which was established through trial and error and was set
to 0.04. Lastly Y(t) is the resulting temperature compensated F2 signal.

Y(t) = X(t)F2 ´ αF2 ˚ X(t)T

t P N
(3.1)

The calculations then have to be split up into two parts consisting of setup and the contin-
uously running part. The setup takes n time steps, where the algorithm cannot detect any
contaminations, which is needed in order to establish the initial window for calculating the
background simulation. Here n is the size of the moving window used for calculating the
background simulation, as t increases new values from Y get included, hence the moving
window. The setup includes initialising the calibration set Ω according to Equation (3.2).
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The calibration set can be described as the latest n values from Y within normal limits, see
Equation (3.5) for details.

Ω(t) = Y(t), t ď n

n P N
(3.2)

After Ω has been initialised the background simulation G(t) for the initial window can be
calculated. Its first n values will all be equal to the mean of Ω’s first n values as seen in
Equation (3.3). It is important that n time steps have passed before this calculation can be
performed so Ω has time to finish its initialisation.

G(t) =
řn

i=1 Ω(i)
n

, t ď n (3.3)

Now the setup part is done, and the algorithm moves on to the continuous part which con-
sists of calculating the variation V(t) for the current time step t, seen in Equation (3.4). The
constant k is the number of values that should be included from G and Y when calculating
their mean for the variation.

µG =

řt´1
i=t´1´k G(i)

k

µY =

řt
i=t´k Y(i)

k
V(t) = |µG ´ µY|

(3.4)

Then comparing V(t) to a constant threshold cv and updating Ω(t) according to the cases in
Equation (3.5).

Ω(t) =

#

Y(t), t ą n, V(t) ă cv

Ω(t ´ n), t ą n, V(t) ě cv
(3.5)

The background simulation G(t) is calculated as the mean of the latest n values of Ω in Equa-
tion (3.6). It is then subtracted from Y(t) which gives the final processed signal Z(t), shown
in Equation (3.7).

µΩ =

řt
i=t´n Ω(i)

n
, t ą n

G(t) = µΩ

(3.6)

Z(t) = Y(t) ´ G(t) (3.7)

Detection occurs when the processed signal Z(t) passes a certain threshold δc. The detection,
D(t), is a binary classifier specified according to the cases in Equation (3.8). A one represents
a detection at time step t and zero means no detection. Since the signal reacts negatively, it
passes the threshold by becoming smaller.

D(t) =

#

1, Z(t) ă δc

0, Z(t) ě δc
(3.8)

Pseudocode for the algorithm has been provided in Algorithm 1. This algorithm is the basis
for the Double F2 algorithm described in the next section.
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Algorithm 1 F2 with temperature compensation

Input: Y Ź Input is F2 signal with temperature removed, see Equation (3.1)
Output: D Ź Output is a list of 0’s and 1’s, see Equation (3.8)
Initialize: Ω, G Ź Ω and G get initialized before running, see Equation (3.2) and (3.3)

1: t := n + 1 Ź Since setup takes n steps, start looping after n steps
2: loop
3: V(t) := |µG ´ µY| Ź Calculate variation, see Equation (3.4)
4: if V(t) ă cv then Ź Is variation within limits?, see Equation (3.5)
5: Ω(t) := Y(t) Ź Yes, add latest Y to Ω
6: else
7: Ω(t) := Ω(t ´ n) Ź No, reuse old value from Ω
8: end if
9: G(t) := µΩ Ź Update background simulation, see Equation (3.6)

10: Z(t) := Y(t) ´ G(t) Ź Calculate processed signal, see Equation (3.7)
11: if Z(t) ă δc then Ź Is there a detection?, see Equation (3.8)
12: D(t) := 1 Ź Yes = 1
13: else
14: D(t) := 0 Ź No = 0
15: end if
16: t := t + 1 Ź Go to next time step
17: end loop

3.1.2 Double F2

In order to improve the long-time stability of F2, while still detecting the lower concentra-
tions, cv was split into two thresholds. The new thresholds are cL and cH , where cL ă cH . Be-
cause cL is smaller it allows less variations in the signal, while cH allows more. Each threshold
also requires its own set of variables, Ω, G, V and Z, which are kept separate via a subscript of
L or H, but are calculated in the same way as in Section 3.1.1. In essence we get two different
processed F2 signals, one which detects small changes but is unstable and the other which is
stable but cannot detect small changes. Combining these two yields a processed signal which
is both stable and able to detect low concentrations.

Some additional parameters and variables were also introduced, namely cr, cp, r and p.
When ZH goes above the limit set by cr, p gets set to cp and after ZH goes back below cr, p
will start counting down from cp to zero. When p hits zero and ZL is also above cr, r is set
to 1 which causes ΩL to update with new Y values until VL is within the limits set by cL. It
essentially means that after ZH goes above cr and then back below again, ZL will have cp time
steps to also go back below cr by itself, before it gets forcefully pushed down. It also means
that if ZL goes above cr, but ZH does not, then ΩL gets updated immediately. Details can be
found in Algorithm 2.

Detection is handled differently compared to Equation (3.8), instead Equation (3.9) is used.
D(t) does not get assigned a one unless the preceding τc values from ZL are all below the δc
threshold. This essentially means that there needs to be at least τc detections in a row before
they get registered. This incurs a delay in the response equal to τc but removes the cases
where it alarms due to a short spike caused by some error in the signal such as noise.

D(t) =

#

1, @x P ZL(i), i P [t ´ τc, t], x ă δc

0, Dx P ZL(i), i P [t ´ τc, t], x ě δc
(3.9)

3.1.3 Derivative F2

Another new approach is to track the rate of change of the F2 signal by approximating its
derivative at every time step. Here Y is the temperature compensated signal as calculated
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Algorithm 2 Double F2

Input: Y Ź See Equation (3.1)
Output: D
Initialize: ΩL, GL, ΩH , GH Ź See Equation (3.2) and (3.3)

1: t := n + 1
2: r := 0 Ź 0 or 1; 1 if ΩL should force-update
3: p := 0 Ź Counter for cp, wait-time before assigning r := 1
4: loop
5: VL(t) := |µGL ´ µY| Ź See Equation (3.4)
6: VH(t) := |µGH ´ µY| Ź See Equation (3.4)
7: if VL(t) ă cL then Ź See Equation (3.5)
8: ΩL(t) := Y(t)
9: r := 0

10: else if r = 1 then Ź Force-update ΩL because of signal drift
11: ΩL(t) := Y(t)
12: else
13: ΩL(t) := ΩL(t ´ n)
14: end if
15: if VH(t) ă cH then Ź See Equation (3.5)
16: ΩH(t) := Y(t)
17: else
18: ΩH(t) := ΩH(t ´ n)
19: end if
20: GL(t) := µΩL Ź See Equation (3.6)
21: GH(t) := µΩH
22: ZL(t) := Y(t) ´ GL(t) Ź See Equation (3.7)
23: ZH(t) := Y(t) ´ GH(t)
24: if |ZH(t)| ą cr then Ź While ZH is above cr, reset p so it does not count down
25: p := cp Ź cp is the time to wait before force-updating ΩL
26: r := 0
27: end if
28: if p ą 0 then Ź Count down p
29: p := p ´ 1
30: end if
31: if |ZL(t)| ą cr and p = 0 then Ź If ZL is drifting, ΩL needs to force-update
32: r := 1
33: end if
34: Assign D(t) based on Equation (3.9)
35: t := t + 1
36: end loop

in Equation (3.1). The derivative is estimated by calculating the mean using w values from
before and after a point according to Equation (3.10). We get µp as the mean before the point
and µ f as the mean after the point. Subtracting these means yields the approximated deriva-
tive as seen in Equation (3.11). At time step t the derivative of the signal at t ´ w is calculated,
so the values required to calculate µ f are available. This incurs a response delay, equal to the
window size w, for the processed signal.

µp =

řt´w´1
i=t´2w´1 Y(i)

w

µ f =

řt
i=t´w Y(i)

w

(3.10)

Z(t ´ w) = µ f ´ µp (3.11)
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Pseudocode for the algorithm has been provided in Algorithm 3.

Algorithm 3 Derivative F2

Input: Y Ź See Equation (3.1)
Output: D
Initialize: µp, µ f Ź Calculate µp and µ f using the first 2w values of Y, see Equation (3.10)

1: t := 2w + 1
2: loop
3: Z(t ´ w) := µ f ´ µp Ź See Equation (3.11)
4: Recalculate µp and µ f using Equation (3.10)
5: if Z(t ´ w) ă δc then Ź See Equation (3.8)
6: D(t ´ w) := 1
7: else
8: D(t ´ w) := 0
9: end if

10: t := t + 1
11: end loop

3.1.4 Multivariate distance

The Multivariate distance algorithm from [9] was implemented in this project. The goal was
to see if their method could work for the sensor and data used in this project. First the data
had to be normalised, and the data used was a combination of unprocessed F1, F2 and the
temperature. The formula used for normalising the data can be seen in Equation (3.12), X(t)j
is the input, meaning j is either F1, F2, or T (temperature) and Y(t)j is the resulting normalised
data. Every input j also has a matching mean µj and standard deviation σj. The mean and
standard deviation are calculated with the latest n values from X(t)j , where n is the size of
the moving window.

Y(t)j =
X(t)j ´ µj

σj
(3.12)

The normalised data Y(t)j represents standard deviations from the mean and can be used to
calculate the distance measure δ using the Multivariate distance algorithm, seen in Equation
(3.13). The distance measure can then be used for detection by comparing it against the
detection threshold δc.

δ =
d

ÿ

jPtF1,F2,Tu

(Y(t)j ´ µj)2 ´

d

ÿ

jPtF1,F2,Tu

(Y(t ´ 1)j ´ µj)2 (3.13)

The detection method had to be adjusted for the Multivariate distance algorithm, since it
reacted to contaminations by moving closer to zero. In Equation (3.14), D(t) is assigned a
one if the absolute value of the distance measure is below the absolute value of the detection
threshold, meaning close to zero. The reason for the absolute value is because the Multivari-
ate distance algorithm reacts both negatively and positively.

D(t) =

#

1, |δ| ă |δc|

0, |δ| ě |δc|
(3.14)

3.1.5 Time series increments

The Time series increments algorithm from [9] was also implemented in this project. It is
similar to the Multivariate distance algorithm and uses the normalised data Y(t)j calculated
in Equation (3.12). The distance measure is now calculated by comparing the current time
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step t with the previous one t ´ 1, which is done for each input j, and then taking the average
of their absolute value, as seen in Equation (3.15). A negative sign is added so the distance
measure becomes negative, since the detection threshold δc is always negative.

δ = ´

ř

jPtF1,F2,Tu |Y(t ´ 1)j ´ Y(t)j|

3
(3.15)

The detection method also had to be adjusted for the Time series increments algorithm since
it, like Multivariate distance, also reacted to contaminations by moving closer to zero. Now
in Equation (3.16), D(t) is assigned a one if the distance measure, which is negative, is above
the detection threshold, which is also negative. This means it reacts to contaminations when
the distance measure is close to zero.

D(t) =

#

1, δ ą δc

0, δ ď δc
(3.16)

3.2 Metrics

When labelling the data for sewage contamination, two labels were introduced. One label
called "contamination", which marked the area where the contamination happened in the
data. When the contaminant was introduced to the water it would take around ten min-
utes before it reached the desired concentration in the test vessel. Because of this, and the
uncertainty of the exact time the contaminant was introduced and removed, the label called
"undefined" was created. The "undefined" label was placed from ten minutes before the start
of each "contamination" label to ten minutes into the "contamination" label. It was also placed
from the end of each "contamination" label to ten minutes after the end, as can be seen in Fig-
ure 3.1. The purpose of the "undefined" label was to remove areas of the data where the
validity of the data is unclear, due to delay or measurement errors.

Two different metrics were used when evaluating the algorithms. One metric is based on
the algorithm predicting, for each data point, if there is a contamination or not, and assigning
it as a TP, TN, FP or FN depending on the "contamination" label. This is performed according
to Section 2.1.3, where the "contamination" label represents the real positives in this case. An
example of the resulting predictions compared to the signal and actual contamination can
be seen in Figure 3.1. The values are then compiled into a confusion matrix, and its related
metrics can be calculated alongside the creation of the ROC-curves, in order to determine
each algorithms performance.

The second metric used is by counting "true alarms" and "false alarms", and it is important
to differentiate them from true positives and false positives, as they are not the same in this
project. We define an alarm as an unbroken sequence of data points where an algorithm
predicted contamination. If this sequence contains the "contamination" label at some point,
it is a true alarm, if not, it is a false alarm. A more clear view of what this means can be
seen in Figure 3.2. This metric differs from the first one in the way that multiple data points
get clumped together into a single alarm. There will therefore be less values in this metric
compared to the first one where each data point is counted.
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Figure 3.1: The labels for "contamination" and "undefined" were added manually, while the others
are displayed based on the algorithms predictions.

Figure 3.2: The graph contains 5 alarms, 1 false and 4 true. If a red line overlaps a contamination
window in any way, it is counted as one true alarm. If a red line does not overlap a contamination
window, it is counted as one false alarm.

The reason for using two different metrics in the experiments is because the first metric shows
the data and contaminations in its most literal sense, which means each data point is taken
individually and can be compiled into a confusion matrix. But in our case that is not always
interesting, therefore the alarm metric was created. It is not really interesting if a huge amount
of FP’s show up, because after the first few FP’s some one would most likely investigate the
alarm. The same for TP’s, where as long as the algorithm alarms when contamination occurs,
it does not matter if it gives an alarm for 10 or 45 minutes.
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4 Experiments

This chapter presents the experiments with the algorithms mentioned in Chapter 3. It also presents the
results of the viable algorithms and a comparison of them.

4.1 Hyperparameters

The values of the hyperparameters mentioned in the Method are seen in Table 4.1. These
values have been discovered through trial and error by incrementing and decrementing the
parameters while looking at the output. Every algorithm does not use all parameters, and the
unused parameters in each algorithm are marked with a dash (-). The threshold (δc), response
delay (τc) and window (w) are tuned in the experiments to find an optimal value.

Table 4.1: All hyperparameters used in this report. A dash (-) means the algorithm does not use that
parameter. "Variable" means that the parameter is tuned in the experiments.

Parameter
Temperature

compen-
sated F2

Double F2 Derivative
F2

Multivariate
distance

Time series
increments

δc Variable Variable Variable Variable Variable
n 200 200 - 150 150

αF2 0.04 0.04 0.04 - -
w - - Variable - -
k 4 4 - - -
cp - 240 - - -
cr - 0.015 - - -
cL - 0.008 - - -
cH - 0.08 - - -
τc - Variable - - -
cv 0.008 - - - -
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4.2 Experiments

To determine the effectiveness of each algorithm, five different experiments were performed,
concerning the ROC-curves, F1 score, true and false positives, alarms and response delay. All
five algorithms were included in the first four experiments, but only the viable algorithms
were used in the response delay experiments.

4.2.1 ROC-curves

ROC-curves were constructed for each algorithm as shown in Figure 4.1. Double F2 is a clear
winner by reaching the highest true positive rate with a low false positive rate. It stabilises
at 95.45% true positive rate with a false positive rate at 0.63%, but raises shortly after to 99%
true positive rate with a 2% false positive rate. Derivative F2 and Temperature compensated
F2 are better than the other in different ways. Temperature compensated F2 has a higher true
positive rate, but worse false positive rate compared to Derivative F2. But Derivative F2 looks
worse because it measures the change in the signal and will only detect the initial spike and
not the whole signal, which is not affected by changing the detection threshold. Multivariate
distance and Time series increments show a similar performance, with Time series increments
performing slightly better, they however do not reach very far into the top left corner, and
they also performed poorly in the other metrics described below.

Figure 4.1: ROC-curves for each algorithm, where the diagonal dotted line represents a random clas-
sifier.

4.2.2 F1 score

The best possible F1 score for each algorithms and its associated threshold is shown in Table
4.2. It is clear that Double F2 has the best score at 0.72 which is the highest by a large margin.
Derivative F2 follows with a score of 0.459 which can be explained by it only discovering the
start of a contamination and not the whole span, so it gets less true positives. Temperature
compensated F2 is third and has a low score due to the increased number of false positives.
Multivariate distance and Time series increments perform the worst, with Multivariate dis-
tance having quite a low score. The reason for their low scores is due to them being very
noisy, leading to many false positives.
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Table 4.2: The highest F1 score for each algorithm is achieved with the δc shown in the table.

Algorithm F1 score Threshold
(δc)

Temperature compensated F2 0.169 ´0.195
Double F2 0.72 ´0.035

Derivative F2 0.459 ´0.012
Multivariate distance 0.032 ´0.045

Time series increments 0.103 ´0.04

4.2.3 True and false positives

Two figures displaying the true and false positives were created because Multivariate dis-
tance and Time series increments had a higher output, the threshold (δc) also had to be in-
creased to capture everything happening. Figure 4.2 shows Double F2, Derivative F2 and
Temperature compensated F2. It is clear that Double F2 and Derivative F2 perform well, be-
cause the number of false positives quickly fall below the number of true positives, when
decreasing δc. Using the same logic, it is clear that Temperature compensated F2 performs
poorly. The number of false positives are magnitudes greater than the number of true pos-
itives and disappear from the screen due to the sheer number of false positives. The false
positives also appear long before there is a single true positive, but the number of true pos-
itives are comparable to Double F2. Derivative F2 has the lowest number of true positives,
but it also has the lowest number of false positives which indicates that it might be a viable
algorithm.

Figure 4.2: Number of true and false positives when changing the threshold δc for Double F2, Deriva-
tive F2 and Temperature compensated F2. The gray dotted line shows the maximum achievable number
of true positives.

Multivariate distance and Time series increments are shown in Figure 4.3, where you can
see the positives decreasing closer to zero. The number of false positives quickly explode in
numbers compared to the number of true positives which have a much slower increase. Time
series increments has less false positives than Multivariate distance, but both of them are so
bad it is not even worth comparing them.
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Figure 4.3: Number of true and false positives when changing the threshold δc for Multivariate dis-
tance and Time series increments. The gray dotted line shows the maximum achievable number of true
positives.

4.2.4 Alarms

Like in Section 4.2.3 two figures were created to display the number of true and false alarms
for each algorithm. In Figure 4.4 Double F2, Derivative F2 and Temperature compensated F2
can be seen. It can be clearly seen each of the three algorithms roughly follow the same path
when looking at true alarms. Derivative F2 has the lowest number of false alarms followed
by Double F2. Derivative F2 is however slightly below Double F2 in true alarms. At first,
it seems like Temperature compensated F2 has a similar number of false alarms, but when
the threshold (δc) is increased, the number of false alarms increase to four times the number
of true alarms. These false alarm spikes occur when the processed signal hovers around δc,
which breaks up what would have been one continuous false alarm into multiple smaller
false alarms.
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Figure 4.4: Number of true and false alarms when changing the threshold δc for Double F2, Derivative
F2 and Temperature compensated F2. The gray dotted line shows the maximum achievable number of
true alarms.

Figure 4.5 shows a very similar result to Figure 4.3 where the number of false alarms quickly
explode in numbers compared to the number of true alarms which have a slower increase in
comparison. It is hard to determine which is better but both are performing extremely poorly.

Figure 4.5: Number of true and false alarms when changing the threshold δc for Multivariate distance
and Time series increments. The gray dotted line shows the maximum achievable number of true
alarms.

4.3 Results

The experiments in Section 4.2 indicate that Temperature compensated F2, Multivariate dis-
tance and Time series increments are unviable algorithms for detecting sewage contamination
in the drinking water. The reason for their failure is explained in more detail in Section 4.3.1.
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Double F2 and Derivative F2 show a more promising result from the experiments and are
examined further. Specifically in regards to how an increased response time affects the num-
ber of false alarms, and how the threshold (δc) and response time correlate with the number
of false alarms, which is shown in Section 4.3.2. The final processed signal is also shown in
Section 4.3.3 for Double F2 and Derivative F2, to show they work as intended. There the
threshold and response delay (τc) are set to their optimal values, and their confusion matrices
are provided.

4.3.1 Unviable algorithms

There were many indications that Temperature compensated F2, Multivariate distance and
Time series increments are unviable. The ROC-curves in Figure 4.1 indicate that Multivari-
ate distance and Time series increments are the worst ones, if you exclude Derivative F2 for
the reasons described in that section. The F1 score for Temperature compensated F2, Multi-
variate distance and Time series increments were also quite low. Figure 4.2 and 4.3 indicate
that Temperature compensated F2, Multivariate distance and Time series increments have a
disproportionate number of false positives compared to true positives, which also holds for
alarms, shown in Figure 4.4 and 4.5.

The reason Temperature compensated F2 performed poorly in the experiments can be ex-
plained with Figure 4.6. It shows the processed signal for 21 days where no contaminations
were introduced. The normal behaviour would be the signal hovering around zero, but un-
fortunately, it does not, and during the 10th and 12th of April the signal spikes for no reason
and after the 16th the signal does not return to zero. If a contamination occurs during these
periods then the signal would be weaker than usual, because it starts at an offset from where
it normally starts.

Figure 4.6: Long-time stability for temperature compensated F2 between 2021-04-01 and 2021-04-21.

Figure 4.7 provides an explanation for why Multivariate distance does not work. The figure
shows the 4th of May 2021 where sewage contaminations were introduced. The figure indi-
cates that the signal is very noisy and that the signal is closer to zero at the contamination
points, but it is not unique to a contamination as the behaviour is also seen between 03:00
and 04:00. This is generally how the processed signal looks for Multivariate distance, and
explains why the experiments yielded the results they did.
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Figure 4.7: 2021-05-04, sewage contamination at 0.05%, 0.2%, 0.5% and 2% from left to right with
multivariate distance. The signal is too noisy for accurate detection.

Figure 4.8 shows the 4th of May 2021 where sewage contaminations were introduced and
explains why Time series increments does not work. Similar to Multivariate distance there is
an indication of something happening during the contamination, due to the signal moving
closer to zero. However it is also inconsistent when it moves closer to zero as can be seen
between 03:00 and 04:00, and also between the contamination windows. The signal is also
very noisy, which makes it hard to accurately determine if a contamination has occurred.

Figure 4.8: 2021-05-04, sewage contamination at 0.05%, 0.2%, 0.5% and 2% from left to right with
time series increments. The signal is too noisy for accurate detection.

4.3.2 Three-way trade-off

For Double F2 and Derivative F2 which showed promise in the experiments, a more in-depth
look into how the threshold (δc) and response delay (τc) affect the number of false alarms
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and the number of true alarms. Two tables were produced, one for Double F2 and one for
Derivative F2. Each table varies the detection threshold and the response delay to see how
the number of false alarms per month and the number of true alarms are affected. The lowest
number of false alarms per month is marked with an asterisk (*) and the chosen final values
are marked with two asterisks (**). The response delay was not increased above 35 minutes
because the contamination spans lasted for 35 minutes. If the response delay was higher than
35 minutes, it would cause the algorithms to miss true alarms. 44/44 true alarms is equivalent
to detecting sewage concentration of 0.005% and above, 42/44 true alarms is equivalent to
0.02% and 40/44 true alarms is equivalent to 0.05%. These values have been identified based
on the number of sewage contaminations in the data and their concentrations.

In Table 4.3 Double F2 is shown. There are three value combinations that provide 44
true alarms, but with a high number of false alarms per month, with the lowest being 9.23
alarms per month with a 20 minute response delay. Then the number of true alarms are 42
for all value combinations until the detection threshold is set to -0.04 where the number of
true alarms falls even lower. There is a clear indicator that the response delay is lowering the
number of false alarms per month with the lowest going to 0.92 false alarms per month. The
lowest number of false alarms per month are found with a 20 or 30 minute delay at detection
threshold -0.03 and -0.04. The combination of a 20 minute response delay and a detection
threshold of -0.03 were deemed the best because of the lowest number of false alarms per
month while still retaining the next best number of true alarms for such low number of false
alarms per month.

Table 4.3: Varying the detection threshold (δc) and response delay (τc) for Double F2 shows how it
affects the number of false alarms per month and the number of true alarms. One asterisk (*) signifies
the lowest number of false alarms per month and two asterisks (**) signifies the chosen final values.

Detection
threshold (δc)

Response delay
(τc) in minutes

False alarms per
month True alarms found

-0.01 0 50.31 44/44
-0.01 10 13.38 44/44
-0.01 20 9.23 44/44
-0.01 30 5.31 42/44
-0.02 0 6 42/44
-0.02 10 2.54 42/44
-0.02 20 1.62 42/44
-0.02 30 1.62 42/44
-0.03 0 3 42/44
-0.03 10 1.38 42/44
-0.03 20 0.92** 42/44
-0.03 30 0.92* 42/44
-0.04 0 1.38 41/44
-0.04 10 1.15 41/44
-0.04 20 0.92* 40/44
-0.04 30 0.92* 39/44

Derivative F2 can be seen in Table 4.4. Here the response delay (w) is connected to the algo-
rithms main functionality, and a larger response delay does not necessarily mean less false
alarms per month or a lower number of true alarms. The response delay also cannot be set to
zero because of how the algorithm works. The detection threshold directly affects the num-
ber of false alarms per month as can be seen by how the number of false alarms per month
drops when lowering the threshold, and the number of true alarms are also affected but not
as clearly. A response delay of 5 minutes provides a lower number of true alarms for every
detection threshold except at -0.02, where the number of true alarms are stable at 42. There is
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also no specific response delay that always reduces the number of false alarms per month the
most. The lowest number of false alarms per month is 0.69, but those values also produce the
lowest number of true alarms, which is less than desired. A detection threshold of -0.03 and
a response delay of 15 minutes were deemed the best, because it gives the lowest number of
false alarms per month while still keeping the number of true alarms at 42.

Table 4.4: Varying the detection threshold (δc) and response delay (τc) for Derivative F2 shows how it
affects the number of false alarms per month and the number of true alarms. One asterisk (*) signifies
the lowest number of false alarms per month and two asterisks (**) signifies the chosen final values.

Detection
threshold (δc)

Response delay
(w) in minutes

False alarms per
month True alarms found

-0.01 5 21.69 42/44
-0.01 15 11.08 43/44
-0.01 25 14.31 44/44
-0.01 35 18.92 44/44
-0.02 5 4.15 42/44
-0.02 15 2.54 42/44
-0.02 25 4.15 42/44
-0.02 35 2.31 42/44
-0.03 5 0.92 38/44
-0.03 15 1.38** 42/44
-0.03 25 1.62 42/44
-0.03 35 1.85 42/44
-0.04 5 0.69* 34/44
-0.04 15 1.15 40/44
-0.04 25 1.38 40/44
-0.04 35 1.38 40/44

4.3.3 Final processed results

To provide an even clearer picture for the two viable algorithms, Double F2 and Derivative
F2, a few figures are provided. These figures have values derived from the experiments. The
threshold, δc, is set to -0.03 for both algorithms and the response delay, τc, is set to 120 for
Double F2, which corresponds to an increased response time of 20 minutes. The window, w,
is set to 90 for Derivative F2, which corresponds to an increased response time of 15 minutes.
At the end a table with metrics produced in this report is presented, to compare Double F2
and Derivative F2.

The long-time stability is shown for the two available measuring stations in Figure 4.9.
The figure depicts a time span of 21 days where no contaminations are present in the data.
Both algorithms work correctly by not raising any alarms and they do not break after running
for multiple days, like Temperature compensated F2 did in Figure 4.6. Data from both stations
was tested to see how well the algorithms worked on different stations and to make sure they
were not tuned for a specific station. This is a risk due to the majority of data coming from a
single measuring station.
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(a) Double F2.

(b) Derivative F2.

Figure 4.9: Long-time stability for two separate measuring stations. Measuring station Nykvarn on
the left and measuring station Nybble on the right.

The day with the lowest available concentration of sewage contamination at 0.005% is shown
in Figure 4.10. The leftmost contamination span does not trigger an alarm for either Double
F2 or Derivative F2, but there is a clear indicator that the signal actually reacts when the
contamination occurs. The issue is that other days may be noisier and produce more false
alarms. Both Double F2 and Derivative F2 alarms for the second-lowest sewage concentration
of 0.02% and above. This indicates that the algorithms can detect a sewage concentration of
at least 0.02%, however the sample size is very small, since there is only a single day with
such low sewage concentrations in the data, meaning no big conclusions can be drawn.

(a) Double F2. (b) Derivative F2.

Figure 4.10: 2022-09-28, sewage contamination at 0.005%, 0.02%, 0.05% and 0.2% from left to
right.

A collection of the metrics for the final processed algorithms, Double F2 and Derivative F2,
are shown in Table 4.5. This way the algorithms are easily compared. As shown earlier, some
values for Derivative F2 are smaller, because it only shows the difference in the signal and
does not provide an alarm for the whole contamination span. Specifically for true and false
positives which most other metrics are dependent on. The first example is the true positive
rate, which Double F2 has a score of 82.66% and Derivative F2 has a score of 18.75%, however
the false positive rate of Derivative F2 has a better score of 0.09% compared to Double F2’s
score of 0.54%. Precision is the most accurate score for which algorithm achieved the better
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result, because it looks at the relation between true and false positives. Here Derivative F2
has the better score of 61.35% and Double F2 has a score of 55.91%. Accuracy becomes a bit
skewed due to the sheer number of true negatives compared to the rest, which leads to a much
better accuracy. The F1 score is better for Double F2 with a score of 0.66, while Derivative F2
has a score of 0.29, also note that the score is different here compared to Table 4.2, since now
δc is set to -0.03 instead of -0.035 and -0.012 respectively. When looking at the alarms the
algorithms fare quite similarly with the same number of true alarms, but Derivative F2 has a
slightly worse number of false alarms, 6 compared to Double F2’s 4 false alarms. In the end,
both algorithms show promise for use in sewage detection.

In the third column the metrics for the conventional algorithm from Bengtsson and Fer-
nando [8] can be found. It might not be a fair comparison, because our algorithms were
produced with long-time stability in mind while theirs were not. Double F2 is better in every
metric compared to Bengtsson and Fernando’s conventional algorithm. Derivative F2 has a
worse metric in true positive rate and F1 score which is explained by Derivative F2’s property
that it only reacts at the start of a contamination. The number of true alarms and false alarms
per month are much worse for Bengtsson and Fernando’s conventional algorithm, showing
Double F2 and Derivative F2 as a strong improvement from Bengtsson and Fernando’s con-
ventional algorithm.

Table 4.5: Comparing the viable algorithms with each other and the conventional algorithm from
Bengtsson and Fernando’s thesis [8].

Metric Double F2 Derivative F2

Bengtsson and
Fernando’s

conventional
algorithm [8]

True positives 7601 1724 5118
False positives 5993 1086 13509
True negatives 1100039 1104946 1092523
False negatives 1595 7472 4078

True positive rate 82.66% 18.75% 27.48%
False positive rate 0.54% 0.09% 1.23%

Precision 55.91% 61.35% 27.48%
Accuracy 99.32% 99.23% 98.42%
F1 score 0.66 0.29 0.37

True alarms found 42/44 42/44 35/44
Detectable sewage

concentration 0.02% 0.02% 0.2%

False alarms per month 0.92 1.38 57.92
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5 Discussion

This chapter discusses the results, method and the work in a wider context.

5.1 Results

The hyperparameters in Section 4.1 were tested manually while inspecting the resulting pro-
cessed signal. This is most likely not an issue for most algorithms because of how much
testing was done. But because Double F2 has so many parameters, which all affect the pro-
cessed signal, there is a risk that those parameters are not the optimal ones. This was also
a consequence of a linear workflow in this project, where the metrics were designed after
the algorithms were completed. This made it difficult to test different parameters without
inspecting the resulting signal directly, and with so many parameters it would take too much
time.

Multivariate distance and Time series increments performed very poorly in the experi-
ments. With a disproportionate number of false positives and false alarms as seen in Figure
4.3 and 4.5. This is explained a bit in Section 4.3.1, but it could be argued that those algorithms
needed an improved detection method or another way to detect contamination instead. It is
possible they could be improved by also introducing a response delay in the detection, just
like with Double F2. When a contamination occurred, the signal moved closer to zero instead
of further away, which is unlike the other algorithms. The issue is that Multivariate distance
and Time series increments did not only move closer to zero when a contamination occurred,
indicating that the algorithms reacted to something when there was nothing to react to. There
is also a discussion about the amount of data processed. Multivariate distance and Time se-
ries increments were introduced by McKenna et al. [9] and they had a much slower data
input, one data point each hour instead of every 10 seconds, and they also used more sen-
sors. It may also be because their data was less noisy than ours, which might be a reason for
why the algorithms performed poorly for us.

Temperature compensated F2 also performed quite poorly, maybe because it had a bad
long-time stability and would break after a while, moving away from zero, as mentioned in
Section 4.3.1. A more fair evaluation could be resetting the algorithm each day to minimise
the number of times it breaks. This would most likely improve the results significantly for
Temperature compensated F2, but there is a risk when doing this. The risk would not matter
for the data we have access to, because it is known where each contamination will occur. But if
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there is a contamination while the algorithm is resetting, then the new normal state is during
a contamination and no warning would be produced. Because of this risk, the decision was
made to not reset the algorithm every day.

The long-time stability aspect might also be a reason why Bengtsson and Fernando’s con-
ventional algorithm [8] performed worse than Double F2 and Derivative F2, as they did not
take long-time stability in to account when creating their algorithm. If we changed so it re-
sets everyday, we would have changed their code, which would have made it different from
their original code and therefore not an accurate comparison. It was simply a limitation on
their part, which we included in the development of our algorithms, that in turn made their
algorithm perform worse in our experiments.

In the end, Double F2 and Derivative F2 are seen as improvements of Bengtsson and
Fernando’s conventional algorithm [8]. More data where nothing happens and more data
where sewage contaminations occur is needed to give a proper final evaluation on whether
Double F2 or Derivative F2 is the better algorithm. From the available data it is difficult to
determine which of them is the better one, but we think Double F2 is better, because it has
the lowest number of false alarms per month while still retaining a high true alarm rate. It
is also feasible that Double F2 would be better at handling slower introductions of sewage
compared to Derivative F2, since it needs a quick introduction of sewage to react.

5.2 Method

The method is quite thorough in describing how to recreate it with mathematical formulas
that are directly connected to the algorithms of each method. This should make the method
fairly easy to replicate, and with access to the same data, replicate it perfectly.

The reliability of the algorithms created in this report is difficult to deduce. Both of the
viable algorithms were created for this problem, and it is difficult to say if someone could
copy what has been made here, tweak some variables, and have it work for some other similar
problem. Even if someone else cannot directly use the algorithms, they should be able to
make use of the ideas behind the algorithms. The concept of Double F2 could be implemented
somewhere else if they also have issues with two separate sets of variables solving different
problems, but not both at the same time. The delay to remove false alarms could also work
elsewhere, if trading time for precision is acceptable. The idea behind Derivative F2 is also
easy to implement elsewhere if changes in a signal is an interesting measure to look at.

To ensure the validity of the report a number of experiments were performed. This way
the results have been examined from multiple angles to show the algorithms perform well at
multiple experiments, and that the report not only shows the best result.

The literature surrounding water quality algorithms contained a majority of reports using
machine learning, and it was therefore difficult to find good papers on conventional algo-
rithms solving a similar problem. It would most likely be more interesting to include more
papers on conventional algorithms, because that is what we have created. To actually get
something worthwhile out of the additional papers on conventional algorithms, we should
also implement them to see how well they work for our problem. There is also an argu-
ment to be made that it would not have done any good, because the report we found and
implemented performed poorly.

The references used in this thesis were found through Google Scholar and Linköping Uni-
versity’s library website, and some references were derived from secondary sources. The ref-
erences are primarily peer-reviewed academic journals, conference proceedings and books.

The reason why this thesis did not look at implementing any machine learning algorithms
were partially derived from Bengtsson and Fernando’s thesis [8]. In their thesis they spoke
about complications in MATLAB when implementing their machine learning algorithms. Pri-
marily memory limitations, due to the amount of data in each day. However there is also not
that many days of data, which means there was not much to train on. The days containing
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sewage contaminations could also cause issues, since each day containing sewage contami-
nations were structured in the same way, i.e. quickly introduced sewage with an increasing
amount of sewage for each new contamination. This structure could possibly be overfitted
when training a machine learning algorithm, so that no other form of contamination is recog-
nised.

5.3 The work in a wider context

The problem this paper tries to solve is the detection of sewage contaminations in the drink-
ing water distribution network. Access to clean drinking water is considered a human right
and keeping the water as clean as possible is a benefit to everyone. There could however exist
unforeseen consequences when trusting a system like this too much. Even though a system
to automatically detect sewage water in the drinking water would improve the quality of the
drinking water. There is a risk that too much trust is placed in the systems capabilities and
other precautions are removed. Another possible issue with our algorithms specifically, is
that the contamination data we have access to is very specific. There is always 45 minutes of
contamination, then a 45 minute wait, an then 45 minutes of contamination and so on, from
lower amounts of contamination to higher. This introduces the risk that our algorithms are
made specifically for this kind of contamination and would fail if the contamination occurs
in another shape.
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6 Conclusion

This chapter presents the answers to the research questions and introduces some potential future work.

6.1 Thesis conclusion

This work was a continuation of the work made by Rickard Bengtsson and Caroline Fernando
[8]. The aim of their work was to find or create a conventional algorithm that could detect
very low amounts of sewage contaminations while still keeping the number of false alarms
low or non-existent. We found and implemented two algorithms from literature, Multivariate
distance and Time series increments. We also developed three more, Temperature compen-
sated F2, Double F2 and Derivative F2. In the end only Double F2 and Derivative F2 were
deemed viable for detecting sewage contaminations in the water distribution network.

6.1.1 Research questions

Among the five algorithms investigated, which are viable for real-time sewage detection
using the electronic tongue, and what characterises the cases where the literature methods
fail to transfer?

Among the five algorithms investigated, only two were deemed viable for real-time sewage
detection. Those two were Double F2 and Derivative F2. The main reason why the literature
methods failed, was that they could not handle the amount of noise present in the data. The
reason for this may be due to the speed at which new data is acquired, since the electronic
tongue provides a new data point every 10 seconds, while [9] had one every hour. They also
had more sensors they could use in the algorithm, which may be a factor in why it did not
transfer.

For the viable algorithms, what is the achievable operating point in the three-way
trade-off between detection limit, false alarm rate, and response time, and how does each
algorithm’s mechanism shape this trade-off?

For Double F2 it is possible to detect a sewage concentration of 0.005% and above, without
any response delay, but with 50.31 false alarms per month. The response delay can be in-
creased without any loss in detection rate, which lowers the false alarms per month to 9.23.
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The other option is to achieve 0.92 false alarms per month, with a higher detection threshold
and a response delay of 20 minutes. This combination can detect sewage concentrations of
0.02% and above. It is important to note there was only one instance of 0.005% and 0.02%
sewage concentration, which means we cannot definitively say the algorithms are always ca-
pable of detecting those numbers, they can however reliably detect concentrations of 0.05%
and above. Double F2’s response delay directly reduces the number of false alarms but in-
troduces a risk that a sewage contamination is missed due to a short exposure time. This is
because it is connected to the detection and not the signal processing.

Response delay for Derivative F2 had a less obvious effect on the true alarm rate and num-
ber of false alarms per month. It could detect a sewage concentration of 0.005% and above,
with 14.31 false alarms per month, and a response delay of 25 minutes. Alternatively, it could
detect a sewage concentration of 0.02% and above, with 1.38 false alarms per month, and a
response delay of 15 minutes. It could also reduce the false alarms per month to 0.69, with
a delay of 5 minutes, but then the true alarm rate would be 77.27%, and it is difficult to de-
termine what sewage concentration it corresponds to. The response delay (w) for Derivative
F2 is a part of the algorithm and cannot be completely removed, only reduced. A higher
response delay also does not necessarily correlate to a lower false alarm rate like it does for
Double F2. There is therefore less of a choice when choosing w compared to τc.

6.2 Future Work

It would have been interesting with access to more diverse data in this report, especially data
containing contaminations. There are two specific kinds of contamination data that would
be interesting. The first is where the contamination is introduced slowly with a low amount
of sewage at first, but increasing to a higher amount over time. This is interesting because
there is a risk that the increase is too slow for Double F2 and Derivative F2 and it would
be assumed as background noise. Another interesting form of data is a contamination that
lasts for a longer time. Instead of four contamination spikes spread equally over five hours,
there could be a single continuos contamination. This would be especially interesting for
Derivative F2, since it only reacts when the contaminant is first introduced or removed.

It would also be interesting to integrate the algorithms directly into the distribution net-
work for an extended period of time to examine their performance in reality. The length
of time would need to include the four seasons to account for seasonal differences such as
temperature changes. This would also provide important information about how often the
sensor needs cleaning because of inaccurate readings.

In this thesis we tried pushing the limits of several conventional algorithms, but it would
be interesting to see how well a machine learning algorithm handles this problem. To make
a machine learning algorithm work well, we think more diverse data is required, as we men-
tioned earlier.

36



6.2. Future Work

Use of generative AI

Copilot was used to help find and explain some of the functions used when developing the
algorithms in MATLAB.

Grammarly and LanguageTool was used for checking the spelling and grammar in the
report.

Distribution of thesis work

Table 6.1: The distribution of work and area of responsibility in this project, in regards to coding and
writing.

Task Main responsibility
Implement temp in F2 50/50

Data management code Ludvig
Parameter testing

(old code) Ludvig

Multivariate distance Johannes
Time series increments Johannes

Double F2 Ludvig
Derivative F2 Johannes

Detection Ludvig
Literature study 50/50

Abstract Johannes
Introduction 50/50
Background Johannes

Method Johannes
Experiments Ludvig
Discussion Ludvig
Conclusion Ludvig
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