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Abstract

Modern software development relies on automated testing through CI/CD pipelines
that generate large volumes of test data daily. This data is often spread across multiple
independent sources, each capturing a different aspect of the testing process, such as raw
execution records, failure classifications, commit history, and rerun outcomes. These data
sources share no enforced schema and must be connected through shared identifiers, mak-
ing it difficult to extract insights without manually correlating records across sources, a
process that is time consuming and requires deep knowledge of how the sources relate to
each other.

Large language models have shown strong capabilities in understanding natural lan-
guage and reasoning about complex information. However, they lack access to data stored
in enterprise systems. Retrieval-augmented generation (RAG) addresses this by ground-
ing the model in retrieved context, but the design choices around how retrieval is done
significantly affect whether the system can answer the full range of questions that arise in
practice.

Text-to-SQL has been the dominant paradigm for structured data retrieval in existing
research, while semantic RAG has been applied primarily to unstructured text or single
source structured data. This thesis evaluates semantic RAG on structured CI data dis-
tributed across multiple independent sources, where answering a question may require
evidence from several sources that were not designed to be queried together.

Evaluating such a system requires a benchmark that reflects the actual structure of the
data. Current public CI/CD test datasets tend to cover one source type in isolation, such
as execution logs or flaky test records, and do not include questions that require evidence
from multiple independent sources jointly, which is the setting targeted by this thesis. A
custom benchmark of 500 questions across 11 types was therefore constructed. The types
range from simple point lookups and aggregate counts to multi-hop questions where the
second query can only be formed after the first result is known.

Four RAG configurations were evaluated in a stepwise ablation across metrics covering
correctness, retrieval quality, reliability, and latency. The Baseline is a naive RAG system
that embeds the raw question and retrieves the top matching chunks. C1 adds hypothetical
document generation to close the vocabulary gap between natural language questions and
structured records. C2 adds scope constraint extraction to constrain retrieval to the correct
scope before retrieval. C3 adds iterative retrieval for questions that require more than one
retrieval pass. Baseline reached 10.3% accuracy. C1 reached 33.9%, C2 67.8%, and C3 72.0%.
Scope constraint extraction produced the largest single gain at 33.9 percentage points and
is the most cost-effective addition. Overall accuracy however masks important differences
across types, some types score near 100% while others remain largely unsolved.

The main conclusion is that no single configuration performs best across all question
types, which shows that question type coverage is an important design choice when con-
structing benchmarks for this kind of system.
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Introduction

This chapter introduces the problem this thesis addresses, explains why it is worth studying,
and states the research questions.

1.1 Motivation

Modern software development relies heavily on automated testing at multiple levels such
as unit, integration, and system tests executed continuously through Continuous Integra-
tion and Continuous Deployment (CI/CD) pipelines [16]]. In large industrial projects, these
pipelines generate vast amounts of test data that accumulate in cloud storage systems, in-
cluding test execution logs, failure classifications, rerun outcomes, and build records, each
collected and stored independently by different parts of the pipeline.

Test stakeholders, including testers, developers, test managers, and system engineers, face
significant challenges when attempting to extract insights from this data. A single test failure
may produce records across several sources, such as an execution record, a failure classifi-
cation, a set of rerun outcomes, and a commit that introduced the regression, each stored
separately with no enforced connection between them. When a test fails, engineers must
manually scan through these sources, correlate the records, and trace root causes through
complex dependency chains. This process is time consuming, prone to mistakes, and often
requires deep knowledge of system architecture and testing infrastructure.

Traditional approaches to test intelligence rely on keyword search, log aggregation tools,
or custom scripts that were not designed to reason across multiple sources, making it hard to
answer broader questions about trends, patterns, and root causes. The main limitation is that
these approaches cannot support interactive, natural language investigation of test data, for
example, stakeholders cannot ask "Why did this integration test fail after the deployment?" or
"Which components have unstable tests?" without manually inspecting logs, correlating fail-
ures across test levels (unit, integration, system), and reasoning about complex dependencies
between tests, services, and deployments.

Recent advances in Large Language Models (LLMs) have demonstrated remarkable ca-
pabilities in understanding natural language and reasoning about complex information [4].
LLMs can interpret user queries and generate explanations that are easy for humans to read,
making them promising candidates for test intelligence systems. However, LLMs alone lack
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access to the actual test data stored in enterprise systems and may generate responses based
solely on their training data rather than actual test results.

Retrieval-augmented generation (RAG) integrates external knowledge retrieval with
language generation to enhance model performance [24]. RAG systems supply the LLM with
relevant context retrieved from a specific document repository, usually a vector store[14].

However, retrieval alone is not always enough. Some questions require multiple retrieval
steps, comparison across sources, or recognizing when no relevant data exists. Agentic Al
systems address this by combining reasoning with tool execution [1]. Rather than retrieving
once and answering, they decide what to retrieve, act on the result, and iterate until the
answer is grounded. Multi-agent systems extend this further by assigning specialized roles
to different agents, one example is the Mixture of Experts (MoE) architecture, where specific
"experts" are activated to process different types of inputs or sub tasks [52].

Evaluating such a system requires a benchmark that reflects the actual structure of the data
it operates on. Existing benchmarks for CI/CD question answering tend to focus on single
source settings such as logs or documentation, and may not capture the kinds of questions
that arise when data is spread across multiple sources with no enforced connections between
them. Constructing a benchmark that covers this range of question types is therefore not
only a prerequisite for the evaluation but a contribution in itself, since it provides a reusable
methodology for assessing systems that operate on this class of data.

This thesis constructs a domain specific benchmark for CI test intelligence question an-
swering over structured data spread across multiple sources, and uses it to evaluate how
different retrieval augmentation and reasoning techniques contribute in combination to an-
swer correctness, retrieval quality, reliability, and practical performance.

1.2 Aim

The primary aim is to empirically evaluate whether and to what degree retrieval augmenta-
tion and reasoning techniques can support accurate, reliable, and practical question answer-
ing over structured data that is spread across multiple sources with no enforced connections
between them, and to contribute a benchmark construction methodology for evaluating such
systems.

1.3 Research questions

1. How can a benchmark be constructed to systematically evaluate question answering
over structured multi-source CI test data?

2. How can a RAG question answering system be designed to answer queries over struc-
tured multi-source CI test data?

3. How do different RAG augmentation techniques compare in correctness, reliability, and
practical performance on structured multi-source CI test intelligence queries?

1.4 Delimitations

This thesis is built on internal proprietary data from an industrial CI pipeline. The data cov-
ers five linked sources that share no enforced schema, but can be connected through common
identifiers present across sources, and answering the full range of question types requires
querying these sources jointly. The publicly available CI/CD datasets found during the lit-
erature review tend to cover one source type in isolation, such as execution logs or flaky test
records, and do not capture this kind of dependency across sources. Since this thesis targets
this multi-source setting, no suitable public dataset was available and the evaluation is there-
fore built on proprietary data, meaning the results are not fully reproducible by an external
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reader. The system and evaluation are also scoped to a single domain. Whether the findings
generalise to other CI pipelines or other domains with similar data structures is not known.

The proprietary nature of the data also constrains how the experiments were conducted.
Everything had to run through the organisation’s internal infrastructure, meaning some re-
sults are affected by shared infrastructure conditions that were not directly controllable. This
is discussed further in Section[5.5.5



Background and Related Work

This chapter provides the background knowledge needed to understand the design choices
and evaluation approach used in this thesis. It also covers related work to show what has
already been explored and what this thesis adds.

2.1 Background

2.1.1 CI/CD and the Need for Test Intelligence

Modern software development uses continuous integration (CI) and continuous deploy-
ment (CD) to deliver updates frequently and reliably [16]. These practices are managed
through a deployment pipeline that automates the path from a code change to a produc-
tion release [19]. To understand the data studied in this thesis, one can follow the “life of a
commit” through this pipeline:

1. Commit: A developer saves a code change to a central repository. This action automat-
ically triggers the pipeline.

2. Build: The system compiles the code and checks for basic errors.

3. Test: The system runs a hierarchy of tests. This often follows a test pyramid structure
1181:
¢ Unit tests check small, isolated functions.
¢ Integration tests check how different modules work together.
¢ System tests check the entire application from the user’s perspective.
4. Deploy: If all tests pass, the system prepares the code for release. The CD portion of the

pipeline takes over here, running additional tests such as end-to-end, performance, and
acceptance tests to verify the application as a whole before or after it reaches production.

Every stage of this pipeline generates data, such as execution logs, failure traces, and build
records [44]. In large industrial projects, these pipelines run several times per day, creating
data volumes that are difficult to review manually [16]. The CI portion, covering steps 1 to
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3, produces data such as test execution records, failure classifications, rerun outcomes, and
build logs, among other artifacts. The CD portion (step 4 and beyond), produces deployment
data such as release records, results from additional tests, and production monitoring data.
This thesis focuses on the CI portion of the pipeline.

There is an intelligence gap between having this raw data and knowing how to improve
the software. In this thesis, the term test intelligence is defined as the process of turning raw
pipeline data into actionable knowledge. There are various levels of analysis within this field:

* Descriptive: Identifying exactly what failed and where the failure occurred.
¢ Diagnostic: Explaining the specific reason or root cause behind a failure.
* Structural: Finding patterns in the testing process, such as unstable or “flaky” tests [26].

Traditional tools often use keyword searches or simple scripts that struggle to understand
the complex relationships in multi-level sources [6].

2.1.2 Learning Paradigms

Machine learning and deep learning algorithms generally operate under different paradigms
based on the nature of the data and the preferred outcome. The most established categories
are supervised and unsupervised learning. Supervised learning relies on a dataset where
inputs are paired with explicit targets, allowing the model to learn a direct mapping by min-
imising a specific loss function [11]. In contrast, unsupervised learning involves extracting
patterns or structures from data that lacks explicit labels, often through methods such as clus-
tering or dimensionality reduction [11]].

It is also possible to combine these paradigms with semi- and self-supervised learning.
Semi-supervised learning addresses the challenge of limited labeled data by using a small
set of labeled examples alongside a larger volume of unlabeled data to guide the learning pro-
cess [5]]. By assuming that the underlying data distribution carries useful information about
class boundaries, semi-supervised learning can significantly improve performance when an-
notation is costly. Self-supervised learning is about automatically generating supervisory
labels from the data content rather than relying on external labels. One common technique
is masking specific parts of the input to turn an unsupervised problem into a supervised one
using the inherent structure of the data [20]. Self-supervised learning is the cornerstone of
pretraining modern large language models (LLMs), enabling them to learn syntax, seman-
tics, and world knowledge from massive text corpora before being adapted to specific tasks
as presented in the original GPT paper by radford et at [34]. The idea is that given a large
text corpora, the models are trained to predict missing or next tokens from the surrounding
text by using the text itself to generate the answers it needs during training.

Another common approach is reinforcement learning, where an agent learns by interact-
ing with an environment rather than learning from a static dataset. The agent optimizes its
behavior to maximize a cumulative reward signal based on the consequences of its actions
[11].

There are many other paradigms and new ones are emerging, especially in the field of
deep learning, where new paradigms like contrastive Learning and transfer Learning have
emerged as powerful techniques for different tasks [11]].

Fine-tuning

Within the field of deep learning, fine-tuning is the process where a large model pretrained
on a broad dataset gets adapted to a specific task using a smaller amount of data for that
task [3]]. This adaptation helps the model apply what it has already learned more effectively
to the new task. The benefit of fine-tuning is that it saves time and resources, since training
starts from a general model, for example a language model trained on internet text can be
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fine-tuned to answer medical questions with much less data because it has already learned
general patterns of language and only need training on the medical specific facts to get the
answers correct. This process is analogous to a student who has received a broad general
education (pre-training) and subsequently attends a program to master a specific field (fine-
tuning).

2.1.3 Language Modeling

Language modeling is the task of building a computational model that assigns probabilities
to sequences of words (or tokens) in a language. Traditional approaches relied on statisti-
cal methods such as N-grams, which estimate probabilities based on the frequency of word
occurrences in fixed-window sequences [22]. While effective for simple tasks, these mod-
els suffered from the "curse of dimensionality": the number of possible word combinations
grows exponentially, resulting in severe data sparsity. If an N-gram model encountered a se-
quence of words it had not explicitly seen during training, it would fail to assign a meaningful
probability, regardless of how semantically similar the sequence was to known data.

To overcome this limitation, researchers explored neural networks as a means of model-
ing conditional word probabilities. A pivotal shift occurred with Bengio et al.’s introduction
of the neural probabilistic language model, which proposed learning distributed represen-
tations for words [2]. Unlike n-gram models, which treat words as discrete symbols, this
approach represents words in a continuous space, enabling smoother probability estimates
and improved generalization to unseen word sequences. Words that occur in similar contexts
are mapped to nearby representations, allowing the model to share statistical strength across
contexts.

Tokenization

To effectively process natural language with neural networks, raw text must first undergo to-
kenization. This process acts as a lossless translation that converts text strings into sequences
of numerical integers [22]. Modern large language models typically use subword algorithms
like byte pair encoding (BPE), which iteratively merges the most frequent pairs of characters
or character sequences [22]. This allows the model to handle rare words by breaking them
down into meaningful units while maintaining a manageable vocabulary size.

Embeddings

Once tokenized, the tokens are often mapped to dense vector representations known as em-
beddings. The introduction of techniques like Word2Vec from Google revolutionized this
domain by demonstrating that vector arithmetic could capture semantic relationships (e.g.,
“Brother” - “Man” + “Woman” ~ “Sister”) [27]. These dense representations allow models
to encode semantic meaning into a continuous vector space, further enhancing the general-
ization capabilities introduced by early neural language models.

The idea is that once two texts are represented as vectors in the same space, their simi-
larity can be measured geometrically. A common way to compare two embeddings is cosine
similarity, which captures how closely two vectors point in the same direction regardless of
their magnitude. For two vectors a and b, it is defined as:

. a-b
sim(a, b) Talle] (2.1)

A score of 1 means the vectors point in the same direction and are semantically identical,

while a score of 0 means they are unrelated.
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Transformer

A significant paradigm shift occurred with the introduction of the Transformer architecture
in the paper "Attention Is All You Need" by Vaswani et al. from Google [39]. This architecture
moved away from recurrent processing and introduced the self-attention mechanism, which
allows the model to weigh the importance of different words in a sentence relative to one
another, with reduced dependence on their sequential distance.

2.1.4 Large Language Models - From predicting next token to Al assistants
Pre-training and Supervised fine-tuning

Building on the transformer architecture, Radford et al. from OpenAl introduced the Gen-
erative Pre-trained Transformer (GPT) [34]. They demonstrated the effectiveness of a two
stage training procedure: unsupervised pre-training and supervised fine-tuning. First, the
model is pre-trained in a self-supervised manner on a large corpus of unlabeled text to predict
the next token, effectively learning a general understanding of language structure. Second,
this pre-trained model is fine-tuned on specific downstream tasks with labeled data. This
approach showed that pre-training on diverse, unlabeled data provides a substantial per-
formance boost compared to training on specific tasks from scratch. This is because, during
pre-training, the model is optimized to predict the next token over a large and diverse corpus,
which forces it to learn general linguistic regularities such as syntax, contextual word usage,
and factual associations present in the data. For simplicity, if we consider the next token to
be a word and the input corresponds to a factual query such as "the capital of Sweden is, "
the model learns to complete the sequence with “Stockholm.” In doing so, it implicitly cap-
tures relationships between entities and attributes, allowing factual information encountered
during pre-training to be reused when adapting the model to downstream tasks.

Scaling and Zero-Shot Learning with GPT-2

Building on the first GPT paper, Radford et al. introduced GPT-2 [35], a substantially larger
transformer based language model trained on a more diverse and extensive text corpus.
GPT-2 demonstrated that simply scaling the model and dataset size enables the model to
perform multiple tasks without any task-specific fine-tuning, a phenomenon known as zero-
shot learning. By specifying tasks through natural language prompts, GPT-2 could generate
translations, summaries, and answers to questions directly from text inputs, highlighting that
large scale pre-training alone can provide models with broad generalization capabilities.

Further Scaling and Few-Shot Learning with GPT-3

GPT-3 extended this approach by dramatically increasing model size to 175 billion param-
eters and further scaling the training data [4]. Brown et al. showed that GPT-3 had strong
few-shot learning capabilities, where the model can perform new tasks by conditioning only
on a few examples provided in the prompt, without any parameter updates or task-specific
fine-tuning [4]]. This in-context learning demonstrates that larger models trained on diverse
data acquire general-purpose linguistic and factual knowledge that can be leveraged directly
to perform a wide range of new tasks.

Reward Modeling and Reinforcement Learning

Although transformer models like the GPT series have demonstrated remarkable capabilities
in language generation [34, [35, 4], raw pretrained models, also known as "base models," re-
main fundamentally document completers rather than true Al assistants. These base models
generate text by predicting the next token in a sequence and, as a result, they may generate
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harmful, offensive, or irrelevant content, because they simply mimic the chaotic distribution
of their training data.

To address this, the model must be aligned with human intent. Building on previous
work in summarization by Stiennon et al. [37], Ouyang et al. [31] introduced InstructGPT, a
model fine-tuned to follow human instructions using a two stage pipeline: first, supervised
fine-tuning on a dataset of human written example responses of desired behavior; second,
reinforcement learning from human feedback (RLHF), where labelers rank multiple model
outputs to guide optimization toward preferred responses. Remarkably, their 1.3B parameter
InstructGPT model outperformed the 175B GPT-3 base model in human evaluations, produc-
ing more truthful, helpful, and less toxic outputs.

Reasoning

Despite the advancements introduced by InstructGPT and similar models [31], LLMs primar-
ily operate in a manner analogous to system 1 thinking in human psychology [9]], which is
fast, intuitive, and automatic. They generate responses token by token without an internal
monologue or the ability to backtrack and correct errors during generation. This limits their
ability to solve complex logical problems. To overcome this limitation, prompt engineering
techniques have been developed to guide the model’s reasoning process. One example is the
chain of thought (CoT) prompting method, which encourages the model to generate inter-
mediate reasoning steps before arriving at a final answer [40]]. This process mimics system 2
thinking [9], which is slow and deliberate, allowing the model to decompose complex prob-
lems into manageable steps. Empirical results show that this approach significantly improves
performance on arithmetic, commonsense, and symbolic reasoning tasks [40].

Beyond Token Prediction

Aligned language models can follow instructions and generate helpful responses, but each
call to the model is independent. The model processes whatever is in its input and produces
a response, with no memory of previous turns.

Every LLM has a context window, a limit on how many tokens it can read at once [32]. By
placing the conversation history in the context window alongside the new message, develop-
ers can make the model appear to remember previous turns even though it remains stateless.
This is how most conversational assistants are built: the application manages the history and
passes it to the model at each turn.

Tool use is an optional extension that gives the model access to external systems during
generation [43]. Many conversational applications work without it, but for tasks that require
live data, reliable computation, or code execution, tool use allows the model to act on the
world rather than only describe what should be done. Without it, the agent can guide the
user but cannot take action on their behalf.

Modern Al applications combine context window management with tool use to build AI
agents [43]. The context window is structured around roles: the system prompt provides
predefined instructions that shape how the model behaves [28], user messages carry the in-
put, and assistant messages hold previous responses from the LLM. The tools available vary
by application: a coding agent may read and write files, while a research agent may search
the web for recent information

ReAct: Reasoning and Acting

Chain-of-thought prompting lets the LLM reason step by step from its parametric mem-
ory [40], and tool use gives it access to external systems [32]]. However, reasoning from mem-
ory alone can lead to errors that propagate through subsequent steps, and tool use without
structured reasoning can make it harder for the model to decide what to call and how to
interpret the result.
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Yao et al. proposed reasoning and acting (ReAct) to combine both [46]. In a ReAct loop,
the model alternates between generating thoughts and executing actions. A thought decom-
poses the problem or interprets a previous result. An action queries an external source such
as a search API or database. The result of each action feeds back into the model as an obser-
vation, which informs the next thought. This grounds each reasoning step in real evidence
rather than relying on parametric memory alone.

Multi Agent Architecture

Different steps in a complex task often have different demands, and a single agent handling
all of them may not perform equally well across each. Multi-agent architectures split the task
into roles, with each agent responsible for one part [50]. A router analyses each incoming
query and directs it to the right agent, for example sending a retrieval request to a search
agent and a summarisation request to a generation agent [47]. Dang et al. showed that en-
hancing this router improves performance and reduces cost [10].

There are different ways to specialise agents. In the mixture of experts (MoE) paradigm,
model components are trained as experts on specific tasks and a model router selects which
one to use [52]. A simpler approach is to configure each agent with a dedicated system
prompt, which can be applied to the same model running separate instances of it or to differ-
ent models depending on what the role requires [28]. Unlike MoE, this approach requires no
task specific training, making it straightforward to extend the system with new roles

2.1.5 Retrieval-Augmented Generation

LLMs have demonstrated remarkable capabilities in understanding natural language and
reasoning about complex information [4]. However, these models are fundamentally con-
strained by their pre-training data; they cannot access information that emerged after their
training cutoff, nor can they access proprietary data not included in their training corpus,
unless augmented with external tools such as web search or database retrieval. Since pre-
training a model from scratch is computationally expensive, a common solution is fine-
tuning, which refers to the task of adapting a large pre-trained model to a specific down-
stream task [[18].

However, full fine-tuning requires retraining all model parameters, which becomes in-
creasingly infeasible as models grow to billions of parameters; for example, maintaining in-
dependent instances of a fine-tuned GPT-3 model for every task is very expensive in terms of
hardware like GPUs, storage, and compute [[18]. This challenge is addressed by parameter-
efficient fine-tuning approaches like LoRA (low-rank adaptation), which freezes pre-trained
weights and injects trainable rank decomposition matrices, reducing the number of trainable
parameters by up to 10,000 times and GPU requirements by 3 times [18]].

Although LoRA significantly reduces the barrier to adaptation, the model remains con-
strained by the static knowledge encoded in its weights. For applications involving real-
time data or rapidly changing documentation, it is infeasible to fine-tune the model continu-
ously. To overcome the limitations of static parametric memory, Lewis et al. introduced the
retrieval-augmented generation (RAG) framework [24]. Recognizing that updating world
knowledge remains an open challenge for parametric models, Lewis et al. highlighted that
RAG’s non-parametric index can be "hot-swapped" at test time, enabling the system to adapt
to new information without retraining [24].

Their architecture combines a pre-trained parametric memory (a sequence-to-sequence
transformer, specifically BART) with a non-parametric memory (a dense vector index of
Wikipedia) accessed via a neural retriever (dense passage retriever) [24]. The authors pro-
posed two formulations: RAG-Sequence, which conditions the entire generated sequence on
a single retrieved document, and RAG-Token, which allows the model to attend to different
retrieved documents for each generated token [24].



2.1. Background

Empirical evaluations demonstrated that RAG models achieved state-of-the-art perfor-
mance on open-domain question answering tasks, outperforming parametric-only baselines
on benchmarks like Natural Questions and WebQuestions [24]. Furthermore, for language
generation tasks, the study found that RAG produced responses that were more factual, spe-
cific, and diverse compared to standard seq2seq baselines [24].

Gao et al. surveyed the evolution of RAG systems and identified three paradigms: naive
RAG, advanced RAG, and modular RAG [14].

Naive RAG is the modern foundational pipeline. Source documents are split into smaller
text units called chunks, encoded into dense vectors by an embedding model, and stored
in a vector store, an index structure that supports efficient similarity search over high-
dimensional vectors [14]. At query time, the same embedding model encodes the user query,
the k most similar chunks are retrieved by cosine similarity, and those chunks are appended
to the query as plain text context before being passed to the LLM for generation.

Naive RAG has many failure modes [14]. Retrieval can return irrelevant chunks when the
query vocabulary differs from the indexed documents. Generation can hallucinate content
not grounded in the retrieved context. Feeding too many chunks can cause the LLM to lose
focus on key information, a phenomenon known as the "lost in the middle" problem [25]. For
complex questions, a single retrieval step on the original query is often insufficient.

Advanced RAG addresses these failures through pre- and post-retrieval optimisa-
tions [14]]. Pre-retrieval strategies improve the query before retrieval, for example, through
query rewriting or generating a hypothetical answer document whose embedding is used as
the retrieval query, reducing the semantic gap between how users phrase questions and how
documents are written. Post-retrieval strategies improve what the LLM receives, for exam-
ple, through reranking retrieved chunks by relevance or compressing the context to remove
redundant information before generation.

Modular RAG goes further, abandoning the fixed sequential pipeline in favour of inter-
changeable components [14]. Rather than always retrieving once on the original query, mod-
ular systems can route queries to different retrieval strategies depending on query type, main-
tain memory across retrieval steps, or retrieve adaptively, only when the model determines
that its parametric knowledge is insufficient.

Metadata Filtering

Vector similarity search retrieves documents based on semantic similarity, but it has no con-
cept of structured constraints. A question about May 2025 may retrieve documents from
August 2025 if they are semantically similar. Metadata filtering addresses this by attaching
structured fields to each indexed document (e.g. date, source type, classification label) at in-
dex time and applying exact match filters before the similarity search runs at query time. This
narrows the search space to only the relevant subset of documents, improving precision. The
biggest risk is that incorrectly extracted filters can reduce the search space to zero results. The
filter extraction step must therefore be reliable.

Structured Retrieval for Quantitative Questions

Semantic similarity search assumes that relevant documents share vocabulary or meaning
with the question. This assumption breaks down for aggregate questions. A question asking
"how many failures occurred in May" shares little vocabulary with individual failure records,
and even if it did, retrieving a subset of records does not guarantee a correct count.

Recent work has explored adding structure to RAG to address this limitation. Shah et
al. proposed attaching structured annotations (topics, query types, semantic tags) to both
queries and indexed chunks, enabling the retriever to match on structure rather than only on
content [36]. Their evaluation showed that structured enrichment most benefits quantitative
and comparative questions, where pure semantic retrieval is weakest. This suggests that for
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domains with frequent numeric or aggregate queries, retrieval should be augmented with
mechanisms beyond vector similarity.

2.1.6 LLM Evaluation

Evaluating LLM based systems requires more than checking if the final answer is correct. A
system can produce a correct answer by hallucinating, or retrieve the right context but answer
a different question. Several methods have been developed to measure different aspects of
system quality.

Benchmarks are curated sets of questions with verified ground truth answers. They al-
low systematic comparison across systems and configurations. A recent survey of 283 LLM
benchmarks by Ni et al. pointed out several insights[29]. Among them, they noted that
benchmarks can lose validity since evaluation data can be included in a model’s training
set, turning the assessment into an "open-book" exam where high scores reflect memorisation
rather than reasoning ability. They also observed that checking only whether the final answer
is correct (outcome based grading), may not capture how a model arrived at that answer. As
they put it, “a right reasoning process can receive zero points due to a minor calculation er-
ror”[29]]. This suggests that evaluation should look beyond binary correctness and consider
the broader picture of what the model actually did to arrive at its answer.

Correctness itself can be measured at different levels of granularity. Chaudhary et al.
classified answers as correct, partially correct, or incorrect, where correct means the answer
matches the ground truth, partially correct means it is incomplete or contains extra informa-
tion, and incorrect means it shares no content with the ground truth [6].

Because LLMs produce natural language responses rather than fixed outputs, evaluation
cannot always rely on simple string matching. Manual grading by a human is the most reli-
able approach, but it becomes impractical as benchmarks grow larger. LLM-as-judge uses a
capable LLM to score model outputs in place of human annotators [51]. Zheng et al. showed
that this approach with large models such as GPT-4 reaches up to 85% agreement with hu-
man preferences, which is slightly exceeding the 81% agreement rate found among human
experts.

Evaluation methods have also been developed to measure other aspects of system behav-
ior, such as output stability across runs. BERTScore offers an automated way to measure
semantic similarity between two texts using BERT embeddings rather than counting match-
ing words [48]. It is useful for tasks where meaning matters more than exact wording, such as
comparing two paraphrases or measuring whether a model produces semantically consistent
answers across repeated runs of the same question.

For RAG systems, the quality of retrieval matters alongside the correctness of the answer.
RAGAS is an automated evaluation framework designed for RAG pipelines that measures
four dimensions using LLM-as-judge: faithfulness (are the claims in the answer supported
by the retrieved documents?), answer relevancy (does the answer address the question?),
context precision (of the retrieved documents, how many were actually needed?), and con-
text recall (were all documents needed to answer the question retrieved?) [12]]. Together these
dimensions reveal failure modes that accuracy alone misses.

2.2 Related work

2.21 LLM-Based CI/CD Question Answering and Failure Analysis

Several studies have applied LLMs to CI/CD pipelines for question answering, failure diag-
nosis, and task automation, each addressing a specific aspect of the problem.

Chaudhary et al. developed a RAG-based chatbot for CI/CD support at Ericsson in
Canada, using the Llama2-chat 7B parameter model from Meta [38] to process internal doc-
umentation and communication logs from Microsoft Teams [6]. Their study compared four
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retrieval strategies: TF-IDF, BM25, vector embeddings, and an ensemble approach. They
found that the ensemble retriever achieved the highest retrieval performance with a Recall@3
score of 95.10%, yet the system provided fully correct answers for only 61.11% of the vali-
dation queries [6]. The authors identified model hallucinations as the most prevalent cause
of error, with the second most common issues being missing relevant context items and in-
correctly prioritised context. They explicitly highlighted the system’s limitation in handling
complex logical queries that require reasoning beyond simple retrieval, concluding that the
system needed to evolve into a smart agent capable of autonomous reasoning [6].

Xu et al. proposed LogSage, an LLM-based framework for CI/CD failure diagnosis and
remediation [44]. The system isolates critical error lines using a "log diff" strategy against
successful run templates and retrieves remediation knowledge through a multi-route RAG
mechanism. On a curated benchmark of 367 GitHub CI/CD failures, LogSage achieved over
98% precision in root cause analysis, but could only identify applicable repair tools for 22.4%
of failures in a large-scale industrial deployment processing over 1 million executions [44].
The authors noted that the architecture operates as a structured pipeline rather than a fully
autonomous agent and identified the transition to an "adaptive LLM-Agent" capable of it-
erative reasoning as a critical direction for future work [44]. LogSage operates on a single
source, execution logs, and its authors identify the transition to an adaptive agent capable of
iterative reasoning as a critical direction for future work.

Wijesinghe et al. presented a transformer-based framework for classifying natural lan-
guage deployment requests into actionable commands, using DistilBERT fine-tuned with
LoRA [18] and achieving 88.6% accuracy and a 0.83 macro-F1 score, statistically outperform-
ing models like GPT-40 and LLaMA-3.3 on the classification task [41]. The model relies on
single-label classification and processes queries in isolation, lacking the contextual awareness
required for complex multi-intent requests. Although LoRA achieves a 98.8% reduction in
trainable parameters compared to full fine-tuning, the resulting model remains constrained
by the static knowledge encoded in its weights [41]]. For large telecommunication projects
involving real time data or rapidly changing documentation, it is infeasible to fine-tune a
model continuously regardless of parameter efficiency.

Thinktank is a framework that uses ReAct prompting to guide an LLM in iteratively solv-
ing deployment objectives, clustering agents into a maximum of ten distinct capabilities to
prevent the model from being overwhelmed by the available functions [23]. These agents
operate as independent plugins and generate verified units of information called "Facts" to
maintain state during execution [23]. The primary objective is to enable dynamic failure anal-
ysis rather than relying on blind retries that previously required human intervention.

2.2.2 Structured Data Retrieval

Semantic RAG assumes that relevant documents share vocabulary or meaning with the ques-
tion, which works well for unstructured text but breaks down for structured data. When data
is stored as rows and columns, a natural language question and the relevant record may share
almost no words. A question asking “which commit broke this test” uses different vocabu-
lary than the stored document, which says “faulty_commit: <commit hash>.”. Aggregate
questions are even harder, since retrieving a subset of records does not guarantee a correct
count. There are two main solutions to this problem. The first is Text-to-SQL, which bypasses
retrieval entirely by generating executable queries. The second is structured augmentation of
RAG, which adds mechanisms beyond vector similarity to handle structured data.

For strictly structured databases, Text-to-SQL is the dominant paradigm. Hong et al. ex-
amined the current state of LLM-based Text-to-SQL and identified four core challenges: lin-
guistic ambiguity in natural language questions, complex schema understanding, rare SQL
operations such as nested sub-queries, and cross-domain generalisation [17]]. Despite strong
benchmark results on datasets like Spider and BIRD, the authors identify computational ef-
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ficiency, data privacy, and robustness to messy or vague inputs as remaining challenges for
deploying Text-to-SQL systems in practice.

Researchers have proposed several approaches to address these limitations. Xiong et al.
introduced Interactive-T2S, a framework that treats the LLM as an agent and the database
as its environment [42]. Rather than generating a complete SQL query in one shot, the sys-
tem interacts with the database step by step using specialised tools for column search, value
lookup, and join path finding. This reduces prompt size by 64% to 78% compared to stan-
dard methods and achieves state-of-the-art results on BIRD. Jivani et al. introduced TeCoD, a
template constrained decoding system that forces the LLM to follow the structural blueprint
of previously verified SQL queries [21]. For matched queries, TeCoD improves execution
accuracy from 60% to nearly 90% and reduces latency by 2.2 times.

Researchers have also addressed these challenges within the RAG paradigm. Gao et al.
proposed hypothetical document embeddings (HyDE), which closes the vocabulary gap by
having an LLM generate a hypothetical document in the format of the expected answer be-
fore retrieval [13]. Because the hypothetical document uses the same vocabulary and format
as the real indexed documents, the similarity search finds better matches. On the TREC DL19
benchmark, HyDE improved nDCG@10 from 44.5 to 61.3, showing that the generated doc-
ument does not need to be factually correct to improve retrieval quality. The vocabulary
gap is not the only retrieval challenge for structured data. Aggregate and comparative ques-
tions share little vocabulary with individual records, and even when the right records are
retrieved, the LLM must count or compare them itself which is unreliable for large datasets.
Shah et al. proposed attaching structured annotations such as topics, query types, and se-
mantic tags to both queries and indexed chunks, enabling the retriever to match on structure
rather than only on content [36]. Their evaluation showed that structured enrichment most
benefits quantitative and comparative questions, where pure semantic retrieval is weakest,
with average scores jumping from 72.36 with plain RAG to 94.35 with structured RAG across
all tested queries. Another approach to improving retrieval is to filter the search space before
similarity search runs. Poliakov and Shvai proposed Multi-Meta-RAG, which uses a helper
LLM to extract metadata filters such as source type and publication date directly from the
user question and applies those filters to a vector database before retrieval [33]. This ensures
that only documents from the relevant sources and time period are considered, and they
showed that this improved accuracy from 0.56 to 0.606 with GPT-4 on the MultiHop-RAG
benchmark.

Even when the right documents are retrieved, the LLM must still interpret tabular data
correctly. Hegselmann et al. proposed TabLLM, a method for converting tabular data into
serialised natural language representations to perform classification tasks [15]. Their research
demonstrated that the specific serialisation format, such as structuring rows as natural lan-
guage sentences instead of basic lists of keys and values, directly affects an LLM’s classifica-
tion accuracy, especially in zero shot settings.

2.2.3 Positioning of This Thesis

The work reviewed in the previous subsections operates primarily on single data sources and
focuses on narrow tasks such as failure classification, deployment command generation, or
query answering over a single dataset. Chaudhary et al. and LogSage both identify the need
for agentic reasoning as a direction for future work, which this thesis directly evaluates.

Thinktank applies ReAct to task execution but not to question answering over structured
data; this thesis applies the same principle to the question answering setting.

Most structured data work evaluates on established benchmarks such as Spider and BIRD.
The few papers that go beyond this either modify an existing benchmark, as Biswal et al. did
with their 80 question benchmark derived from BIRD, or use a domain specific dataset, as
Shah et al. did with their financial queries. Most of the reviewed work also focuses primarily
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on the system side, with benchmarks treated as a secondary concern; this thesis contributes
both a benchmark construction methodology and a system evaluation.

Text-to-SQL is the dominant paradigm for structured data and is well studied; this the-
sis instead evaluates the RAG paradigm on structured data spread across multiple separate
sources, where the research is less explored.

On the system side, this thesis combines and extends ideas from the reviewed work by
evaluating a stepwise ablation that includes HyDE from Gao et al., structured augmenta-
tion inspired by Shah et al., and a ReAct based multi-agent loop from Yao et al., alongside
metadata filtering from Poliakov et al. [33]], measuring the contribution of each component
individually on structured multi-source data.
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Method

This chapter describes how the system was built and how it was evaluated. It covers the data
collection and preprocessing pipeline, the benchmark construction process, the four RAG
configurations evaluated in the ablation, and the evaluation design including the metrics,
experimental setup, and grading procedure

3.1 Data Collection and Preprocessing

This section describes how raw structured records from the CI pipeline of a Swedish telecom-
munications company were transformed into a searchable index. As shown in Figure|3.1} raw
structured records from this pipeline pass through three main stages before becoming search-
able: export, preprocessing through aggregate generation and serialisation, and indexing.
The following subsections describe each stage in detail.

[ S3 Bucket ]

|

[CSV Export (5 sources, 202,174 rows)}

|

[Serialisation([SOURCE] col: wval, )}

I

[ Aggregate Generation }

I

[Embedding (Qwen3-Embedding-8B)}

|

[ Vector store (ChromaDB) }

Figure 3.1: Data pipeline from raw source data to searchable vector store.
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3.1.1 Dataset

The dataset consists of five different sources at a Swedish telecommunications company, each
covering a distinct aspect of automated test execution and failure analysis, with 202,174 rows
in total across all sources from 2025-05-02 to 2026-03-01. Records across sources are stored in-
dependently with no enforced relationships, but can be connected through shared identifiers
such as test name and cycle date. METADATA is the primary source with one row per test
execution, containing the raw execution record for every test. The remaining four sources
exist only for failing tests. SUMMARY holds the final root cause label and original error
message. FLAKY records up to six re-run outcomes used to determine whether the failure is
intermittent. RECURRENCE records whether the failure persists across consecutive cycles.
Lastly, REGRESSION records which software version introduced a specific failure.

Each source is stored as a CSV file exported from the pipeline. Each row in a source
represents one record for one test on one cycle date. For example, a METADATA row takes
the following form (some columns are omitted for confidentiality):

test_case_name: <test_name>

result: <result_value>
duration: <milliseconds>
test_unit: <unit>
started_at: <timestamp>

The other four sources follow the same flat structure with fields specific to each analysis
type. A single failing test on a given date has up to five corresponding records, one per
source, each describing a different stage of the analysis.

3.1.2 Data Preprocessing

Each embedding is stored and retrieved independently in a vector store, with no surrounding
context about the table it came from. A record must therefore carry its own context, that is,
which source it belongs to and which column each value maps to. A record without column
names and a source label gives the LLM less context to work with, since a numeric value like
20 could be a duration in milliseconds, a recurrence row number, or a test count depending
on which column it came from. Each row is therefore serialised as a sequence of column:
value pairs prefixed with the source type, so that every chunk is self-contained and carries
its own context. A METADATA record, for example, could look like the following form after
serialisation:

[METADATA] test_case_name: <test_name>, result: <result_value>,
duration: <milliseconds>, test_unit: <unit>, started_at: <timestamp>

Raw rows capture individual test executions but cannot answer aggregate questions such
as how many tests failed in a given month or which test has failed most frequently across the
dataset. Answering such questions from raw rows would require retrieving and summing
thousands of records, which is not reliable in a single-pass retrieval system. This aligns with
the observation by Shah et al. that pure semantic retrieval is weakest for quantitative and
comparative questions [36]. Inspired by Shah et al.’s idea of augmenting retrieval with pre-
computed structure [36], pre-computed summary documents were therefore generated from
the raw data and indexed alongside the raw rows in the same vector store. These cover daily,
weekly, monthly, and quarterly breakdowns per source, per-test lifecycle summaries aggre-
gating the full history of each test across all five sources, per hardware unit statistics, and a
global top recurring failures document. Each aggregate document follows the same seriali-
sation format as raw rows, prefixed with [AGGREGATE] and an aggregate_type column
identifying the specific summary type. A monthly summary document, for example, takes
the following form (some columns are omitted for confidentiality):
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[AGGREGATE] aggregate_type: monthly summary, month: <YYYY-MM>,
total_classified: <count>, flaky: <count>, production_fault: <count>,
capacity: <count>, recurrence: <count>

3.1.3 Indexing

Splitting a record at an arbitrary point would break the column-value structure and produce
chunks that are uninterpretable in isolation. Each serialised document was therefore indexed
as a single chunk using a chunk size of 8,000 characters. Since no record in the dataset ex-
ceeded this length, every document was stored intact. Documents were embedded using
Qwen3-Embedding-8B[49] and stored in a ChromaDBJ7]] vector store.

3.2 Benchmark Construction

Benchmark construction began with a study of the five data sources and the kinds of ques-
tions each can answer. This was combined with input from different stakeholders to identify
recurring question patterns across roles. The patterns were formalised into question types,
questions were written for each type, and ground truths were verified against the raw CSV
exports.

3.2.1 Stakeholder Requirements

Input was gathered from stakeholders within the CI/CD organisation to identify the kinds of
questions the system must be able to answer. The collected questions covered individual test
lookups, aggregate counts, trend analysis, and root cause investigation. These were grouped
into recurring patterns that formed the basis of the question typology. The stakeholders pro-
vided example questions and directions that identified the recurring patterns. Benchmark
questions were then written based on these patterns, covering the full range of each identi-
fied type.

3.2.2 Question Typology

After studying the data sources and collecting stakeholder questions, the next step was to
group questions into types. A single label is not enough to describe what a system must do to
answer a question. A question asking which test ran the longest on a given date requires re-
trieving a single value from one source. A question asking why a specific test failed requires
combining records from two separate sources, not a simple lookup. Eleven types were iden-
tified from the data study and stakeholder requirements, ranging from single source lookups
and aggregate counts to multi-hop reasoning and out-of-scope refusal, as listed in Table

17



3.2. Benchmark Construction

T Name Description Example

T1  Structured Single-source lookup returning How many tests ran

factual one verifiable value. on <date>?

T2  Cross-source Answer requires combining two What error caused
source types linked by test name <test> to be
and date. classified as

<label>on
<date>?

T3  Aggregate / Counting or aggregation over a How many tests

trend time period. were classified as
<label>in
<month>?

T4  Implicit pass The test ran and passed. No How many times did
failure record exists. The system <test>rerunon
must interpret absence correctly. <date>?

T5  Per-entity Full history or statistics for one How many times

lifecycle specific test or hardware unit. was <test>
classified as
<label>?

T6  Open-ended Requires summarising and What failure patterns

synthesis reasoning across multiple records.  appeared most
frequently in
<month>?

T7  Paraphrase A rephrasing of an existing What was the total
question from another type. Both ~ number of tests
the original and the paraphrase executed on
must be answered correctly. <date>?

T8  Jargon / Uses informal terms that map to How many tests

terminology exact schema values. were
<informal_term>
in <month>?

T9  Comparative Requires retrieving two values Is <label_A> more
and comparing them. common than

<label_ B> across
the dataset?

T10  Out of scope The date, test, or entity does not How many tests ran
exist in the dataset. The system on <date>? (date
must refuse without fabricating. outside dataset)

T11 Multi-hop Two sequential retrieval steps What <attribute>

reasoning where step 2 depends on the did the most

result of step 1.

frequently failing test
in <month> have?

Table 3.1: Question types in the benchmark.

Several types may appear similar but test distinct system behaviours. T1 (structured
factual) and T3 (aggregate / trend) both ask for a number, but T1 retrieves a single value
from one record while T3 requires aggregation over a time period. T2 (cross-source) and
T11 (multi-hop reasoning) both involve multiple sources, but T2 queries are fully specified
upfront while T11 requires the result of a first retrieval step to form the second query. T4
(implicit pass) and T10 (out of scope) both involve absent failure records, but the correct re-
sponse differs. T4 requires the system to recognise that absence in the failure sources means
the test passed, not that data is missing. T10 requires a refusal because the entity or date does
not exist in the dataset at all. T7 (paraphrase) is not a new question category but a consistency
check. The same question is rephrased as a human might naturally ask it, and both phrasings
must be answered correctly for the pair to pass.
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3.2.3 Ground Truth Derivation

Ground truths were derived by querying the raw CSV exports directly, independently of the
system under evaluation. Four grading methods were used across the eleven question types,
as summarised in Table

Method Description Used for

Exact match Ground truth value must appear in the T1, T2, T3, T4, T5,
answer. T8, T9, T11

Rubric 4-5 binary criteria per question.. T6

Paired exact match Both the original and its paraphrase T7
must be answered correctly.

Contains-check Answer must include a refusal signal T10
and must not fabricate any value.

Table 3.2: Grading methods used in the benchmark.

Different question types require different measures of correctness. For example, a T1
(structured factual) question such as “How many tests ran on <date>?" has a ground truth
of a single number. Using exact match grading, the answer is correct if the response gives
that number as its answer to the question asked. A Té6 (open-ended synthesis) question
such as “Summarise all failures on <date> and their classifications” has no single correct
string, so rubric grading is used instead. Rubric grading is a scoring method in which a
fixed set of binary (yes/no) criteria collectively define the expected content, for example,
whether the answer mentions the correct number of not-analysed tests, identifies the correct
failure classifications, and avoids fabricating labels that did not occur. A T7 (paraphrase)
question pairs such as “How many tests ran on <date>?" and “What was the total number
of tests executed on <date>?" uses a paired exact match grading, where both must return
the same correct answer. A T10 (out of scope) question such as “How many tests ran on
<date_outside_range>?” uses contains-check grading, meaning the answer is correct
only if it contains a refusal signal and does not contain a fabricated value.

3.3 System Configurations

This study evaluates four RAG configurations in a stepwise ablation design, where each
configuration adds one component to the previous. All configurations use the same an-
swer model (Qwen3-32B [45]), the same vector store instance (ChromaDB) and embedding
model (Qwen3-Embedding-8B). All configurations are implemented as a multi-agent system,
where each query passes through a pipeline of specialised agents, each a separate instance of
Qwen3-32B with a dedicated system prompt. Apart from the final answer agent, two agents
are shared across all configurations: the intent agent, which routes conversational queries
directly to the answer agent, and the choose-k agent, which selects how many chunks to
retrieve before the retrieval pipeline runs. A fixed k was not used because it would system-
atically bias the retrieval quality metrics. A high fixed k inflates the number of irrelevant
documents in context, which lowers context precision. A low fixed k risks missing the target
document entirely, which lowers context recall. For example, a point lookup usually requires
only one document, and a fixed k = 20 would retrieve nineteen irrelevant chunks alongside
it, directly harming context precision. Dynamic k selection lets the system retrieve only what
each question type requires, making the retrieval quality metrics a more reliable signal of ac-
tual retrieval behaviour. Figure[3.2|shows the choose-k agent’s prompt structure. Additional
agents are introduced as each configuration is described in the subsections below.

19



3.3. System Configurations

Choose how many documents (k) to retrieve from the
vector store to answer the question below.

<For different values of k (3,5,6,15,30,50), a description of the
question type it targets and the expected number of documents with
examples>

Reply with a single integer only.

Question: <question>

Figure 3.2: Choose-k agent prompt structure. K value descriptions and examples are omitted
for confidentiality.

Three retrieval challenges motivated the design of the ablation. The first is a vocabulary
gap, where natural language questions has adifferent structure than the structured column-
value records stored in the index, causing the raw question embedding to often retrieve the
wrong documents. The second is scope drift, where similarity search retrieves records from
the wrong date or source type because they are structurally similar to the correct ones. The
third is questions that require more than one retrieval pass, where a single retrieval is not
enough to gather all the evidence needed to answer the question. Figure 3.3|shows the chal-
lenge each configuration (C1 to C3) was designed to address.

Vocabulary gap: ) C1
natural language vs Query-to-Document
L structured records ) Translator
Scope drift: ) ( C2 )
wrong date or Scope Constraint
L source retrieved ) L Extractor )
s )
Multi-step questions: ) C3
single retrieval not Iterative
L sufficient ) L Retrieval )

Figure 3.3: Retrieval challenges and the components designed to address them.

Figure [3.4shows the full system pipeline. Grey components are shared across all configu-
rations. The Baseline configuration follows the grey path only, where the raw query is embed-
ded directly and used to search the vector store with cosine similarity, and the answer agent
generates a response in a single pass. The first configuration (C1) introduces the query-to-
document translator agent, which generates a hypothetical document from the query before
embedding, so that the search targets documents that look like the expected answer rather
than the raw question. The second configuration (C2) adds the scope constraint extractor,
which runs in parallel with the query-to-document translator and extracts structured con-
straints from the query to narrow the search space before similarity search runs. Lastly, C3
introduces the ReAct-based iterative retrieval mechanism, allowing the answer agent to call
the full retrieval pipeline again if the initial context is insufficient.

The system has no dedicated algorithmic mechanism for joining records across sources.
Instead, multi-source awareness is built into the prompts. For example, the answer agent re-
ceives a domain knowledge block describing how the five sources relate and what the shared
identifiers between them are. The query-to-document translator contains explicit routing
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rules and format descriptions for all five sources that map each question pattern to the cor-
rect source, and the scope constraint extractor adds source specific constraints to narrow re-
trieval to the relevant source before similarity search runs. The iterative retrieval mechanism
builds on this further by allowing the agent to issue targeted new retrieval calls to specific
sources when the initial context is insufficient. The join between sources is performed at
inference time based on the provided knowledge rather than by a dedicated retrieval com-
ponent. Each agent that interacts with the data is aware that records across the five sources
share common identifiers, and uses this knowledge when routing queries, generating hypo-
thetical documents, and forming answers. For example, an agent answering a question about
why a specific test failed knows that the execution record, the failure classification, and the
rerun outcomes are all connected by test name and cycle date, and can reason across them
accordingly. The three configurations are described in detail in Sections[3.3.2][3.3.3] and [3.3.4]

respectively.

User
T User Query }
[ Intent Agent }
[ Choose-k Agent ]
(Query—to—Document Translator} [Scope Constraint Extractor]
[ Dense Embedding Encoder ]
[ Vector Store }
[ Answer Agent }

Figure 3.4: Full system pipeline.

The first agent every query passes through is the intent agent, which classifies whether the
query needs retrieval or can be answered from the conversation history alone. If it returns
“conversational”, the query is routed directly to the answer agent. If it returns “retrieval”,
the pipeline continues to the choose-k agent and the retrieval components. Figure [3.5/shows
the intent agent prompt structure.
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Classify the question as “retrieval” if it requires
looking up data, or “conversational” if it can be
answered from the conversation history alone.

Reply with one word only: retrieval or conversational.

Question: <question>

Figure 3.5: Intent agent prompt structure.

All configurations also share a common answer prompt, shown in Figure[3.6] The prompt
injects domain knowledge covering field meanings, label definitions, and date semantics. It
also instructs the agent to use pre-computed totals directly rather than counting individual
records, to keep internal details such as field names and source prefixes out of the answer,
and to explicitly state when the retrieved context does not contain enough information to
answer the question.

You are a helpful assistant for querying test automation
result data.

Answer the question using the retrieved context below.
<Domain knowledge block>

Always use pre-computed totals from the context directly.
Do not count individual records to derive a total.

Do not reference internal field names, source prefixes,
or aggregate type names in the answer.

If the context does not contain relevant data, say so.
Context: <retrieved chunks>

Question: <question>

Figure 3.6: Answer agent prompt structure. Domain knowledge block is omitted for confi-
dentiality.

3.3.1 Baseline

The Baseline configuration follows the grey path in Figure with no query transformation
agents active. The raw query is embedded directly using Qwen3-Embedding-8B and used
to retrieve the top-k most similar chunks from the vector store by cosine similarity. The re-
trieved chunks and the query are passed to the answer agent, which generates a response in
a single pass with no iteration. This configuration serves as the lower bound against which
all augmentations are measured.

3.3.2 C1: Closing the Vocabulary Gap

Cl1 introduces the query-to-document translator agent, inspired by the work of Gao et al. [13] to
address the vocabulary gap between natural language questions and the structured column-
value format of the indexed records. Rather than embedding the raw question, this agent
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generates a hypothetical document in the serialised format of the expected source type. As
shown in Figure the agent’s system prompt provides full descriptions of all five source
formats with example documents and explicit routing rules mapping question patterns to
source types. This gives the LLM enough context to identify which source the question tar-
gets and what a realistic document in that format looks like, including resolving informal
terms to the correct schema values. The prompt then uses chain-of-thought reasoning [40]
to first determine which source type the question targets, then generates a single document
row in that source’s serialised format, complete with the correct source prefix and realistic
column-value pairs. That document is embedded and used as the retrieval query, so the sim-
ilarity search finds records that look like the expected answer rather than records that share
vocabulary with the question. The source prefix in the generated document also identifies
which source to search.

You are generating a hypothetical document to retrieve
relevant data from a vector store.

The vector store contains documents in these formats:
<source format descriptions>

Source selection rules:
<routing rules>

Follow these steps:

Step 1 - Reason about which source type the question needs.
Think: what kind of data would answer this question?
Step 2 - Generate a single document row in exactly that

source’s serialised format with realistic values.

Output format:

Source: [chosen source type and one sentence why]
Document : [the generated document row]
Question: <question>

Figure 3.7: Query-to-document translator system prompt structure. Source format descrip-
tions and routing rules are omitted for confidentiality.

To illustrate the vocabulary gap, Figure 3.8|shows two retrieval paths for the same query.
In the Baseline path, the raw question is embedded directly and retrieves the target document
with a cosine similarity of 0.61. In the C1 path, the query-to-document translator agent gen-
erates a hypothetical document in the serialised format of the expected source type before
embedding. The values in the hypothetical document are guesses, but the column names,
source prefix, terminology, and structure match the indexed records exactly, which is what
drives the similarity. The same target document is retrieved with a cosine similarity of 0.92.
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[AGGREGATE]
monthly summary
month: 2025-05
‘ Embed ’ ‘ Vector ’ production_fault:

cosine similarity = 0.61

raw query Store <real_count>
flaky: <real_count>

capacity: <real_count>

recurrence: <real_count>

cosine similarity = 0.92

were faulty in

“How many tests
May 2025?”

[AGGREGATE]
monthly summary

month: 2025-05
—to- Embed
Query to-Doc production_fault: 12
Translator HyDE doc
flaky: 7

capacity: 30
recurrence: 2

Figure 3.8: Retrieval comparison between Baseline and C1. Similarity values are computed
from a real example that is similar to the one in the figure.

3.3.3 C2: Constraining the Search Space

Inspired by Poliakov et al. [33], C2 adds a scope constraint extractor agent, shown in orange
in Figure The agent extracts structured constraints from the question and passes them
to ChromaDB. The constraints cover time boundaries such as an exact date, a date range, a
month, a week, or a quarter, as well as structural constraints such as source type, result value,
classification label, and aggregate type. These are converted to ChromaDB where clauses and
applied before similarity search runs, narrowing the candidate set to only the documents that
match the question’s scope. Without this, a question scoped to May 2025 can still retrieve
records from August 2025 alongside the correct ones. Documents from different dates share
the same column structure and source prefix, so similarity search may rank them highly even
when they cover the wrong period. Figure [3.9)illustrates this problem. For the same query
about production faults in May 2025, the query-to-document translator (C1) alone retrieves k
documents by similarity. With k = 4, only one is from the correct scope (AGGREGATE, May
2025, production fault) while the remaining three come from a wrong month, a wrong source
type, or a wrong year, because all share the same column structure and produce similar em-
beddings. With the scope constraint extractor active, a WHERE clause restricts retrieval to
documents matching both month 2025-05 and source type AGGREGATE before similarity
search runs. Only one document exists in that scope, so even though k = 4, only one docu-
ment is returned. For filtering to work at query time, each chunk in the vector store has to
carry these fields as filterable metadata at index time.
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Without filter (k = 4): 1 of 4 relevant

v/ AGGREGATE 2025-05 production_fault:<count>

Query-to-Document Vector X AGGREGATE 2025-06 production_fault:<count>
Translator Store X METADATA 2025-05 <metadata_fields>

X AGGREGATE 2024-05 production_fault:<count>

“How many tests
were faulty in
May 2025?”

With filter (k = 4): 1 of 1 relevant

Scope Constraint Vector [\/ AGGREGATE 2025-05 production_fault:<count> j
Extractor Store

month=2025-05, source=AGGREGATE

Figure 3.9: Retrieval with and without scope filtering (k = 4).

Figure shows the scope constraint extractor’s prompt structure. The agent receives
the question and returns a JSON object containing only the constraints it is confident about.
After extraction, the filters are validated against the identified source type before being
passed to ChromaDB. This is done by checking each extracted constraint against the source
and dropping any that do not apply, because not all constraints are valid for all source types
and applying an inapplicable one would reduce the search space to zero results. The result
constraint is also dropped when no source is set, since some sources do not carry that column.

The scope constraint extractor runs in parallel with the query-to-document translator via
a thread pool to avoid adding sequential latency. After both agents finish, the source pre-
fix from the generated hypothetical document is also injected as a source filter if the scope
constraint extractor did not already set one.

Extract filtering metadata from the question below.
Return a JSON object with these optional keys:
date, date_from, date_to, month, week, quarter,
source, result, final_ label, aggregate_type

Only include keys you are confident about. If nothing is
extractable, return {}.

<Filter type mapping and examples>
<Extraction rules>

Question: <question>

Figure 3.10: Scope constraint extractor prompt structure. Type mapping, examples, and ex-
traction rules are omitted for confidentiality.

3.3.4 (C3: Iterative Retrieval

C3 adds a ReAct [46] loop on top of C2 to handle two retrieval challenges that a single pass
cannot solve. The first is questions that require retrieving from multiple sources in sequence.
The second is multi-hop questions where the second query can only be formed after the first
result is known. In both cases, the answer agent needs to call the retrieval pipeline more than
once.

The implementation binds the answer agent with a retrieve tool. The tool exposes the C2
retrieval pipeline as a callable action, which the agent can invoke when it determines that
the current context does not contain enough information. At each step, the agent either gen-
erates a final answer or calls the tool with a new sub-query. Each tool call runs the full C2
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pipeline internally, so subsequent retrievals use the same query-to-document translator and
scope constraint extractor as the initial one. The loop runs for a maximum of three itera-
tions, after which the agent is forced to generate a final answer from whatever context it has
accumulated.

Unlike C1 and C2, C3 does not introduce a new agent but enhances the existing answer
agent with tool calling capability. To let the agent know when and how to call the retrieve
tool, an additional system prompt is added on top of the shared answer prompt. As shown in
Figure[3.11] this extra prompt includes source descriptions and reasoning rules that guide the
agent on which source to target for each type of sub-query, calibration rules that tell the agent
how to correctly interpret absence of data across sources, and fallback rules that define when
to retry retrieval, when to widen the search, and when to answer from whatever context has
been accumulated.

You have access to a retrieve tool that searches
the vector store.

At each step, either:
(a) call retrieve with a sub-query, or
(b) generate a final answer.

<Source descriptions and reasoning rules>
<Calibration rules>

<Fallback rules>

Figure 3.11: Iterative retrieval system prompt structure. Source descriptions, reasoning rules,
and fallback rules are omitted for confidentiality.

3.4 Evaluation Design

Evaluating the four configurations requires measuring not only whether answers are correct
but also whether the right documents were retrieved and whether results are consistent across
runs. This section defines the metrics used to compare configurations, describes how the
experiments were conducted, and explains how answers were graded.

3.4.1 Metrics

The metrics are grouped into four categories: correctness, reliability, retrieval quality, and
practical performance.

Correctness

Correctness is measured using three metrics: accuracy, weighted accuracy, and paraphrase
pair pass rate.

Accuracy is reported in two variants. Strict accuracy is the fraction of questions graded
correct:

|{g : verdict(q) = correct}|
N

where g denotes a question, N is the total number of questions, and verdict(g) is the grade
assigned to the answer. Weighted accuracy gives partial credit to partially correct answers:

Accuracy = (3.1)
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Weighted Accuracy = % Z s(q) (3.2)
q

where s(q) = 1.0 if correct, s(gq) = 0.5 if partially correct, and s(q) = 0.0 if incorrect.

Paraphrase pair pass rate measures whether the system gives the same answer regardless
of how a question is phrased. Each T7 question is a paraphrase of an existing question from
another type. A pair passes only if both the original and the paraphrase are graded correct:

|{pairs : both correct}|

Paraphrase pair pass rate = (3.3)

N, pairs

where Npairs is the total number of paraphrase pairs.

Reliability

Reliability measures whether the system produces the same answer when the same question
is asked more than once. This is measured by two metrics: stability and verdict consistency.

Stability measures whether the system produces semantically similar outputs across re-
peated runs. The stability for a given question is the mean pairwise cosine similarity across
all three run pairs:

Stability () — % (sim(e, e3) + sim(ey, e3) + sim(ea, e3)) (3.4)

where e1, €3, e3 are the answer embeddings from the three runs computed using Qwen3-
Embedding-8B, and sim(a, b) denotes cosine similarity defined as m. The overall stability
score is the mean across all questions. A question is considered unstable if the variance of its
three pairwise similarity scores exceeds 0.01, which corresponds to at least one run producing
a semantically different answer from the other two.

Verdict consistency measures whether the correctness verdict is consistent across runs,

not just the output wording:

|{q : verdict(ry,q) = verdict(rp,q) = verdict(rs, q)}|
N

where r1,7,, 73 denote the three independent runs of the same configuration on the full
benchmark.

Paraphrase pair pass rate, stability, and verdict consistency may sound similar but each
measures a different dimension of system quality. Paraphrase pair pass rate measures
whether the system produces the same correct answer when the same question is phrased
differently. Stability measures whether the system produces semantically similar answers
across repeated runs of the same question. Verdict consistency measures whether the correct-
ness verdict is the same across repeated runs. A system can be stable but have low verdict
consistency if it produces semantically similar answers that are sometimes graded correct and
sometimes not.

Verdict consistency = (3.5)

Retrieval Quality

Retrieval quality is measured using three metrics inspired by RAGAS [12]. These metrics
reveal failure modes that accuracy alone misses: a system can produce a correct answer by
hallucinating, or retrieve the right context but answer a different question.

Faithfulness measures whether the claims in the answer are supported by the retrieved
documents:

supported claims
total claims

Faithfulness = (3.6)
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Context Recall measures whether the retrieved documents contained everything needed
to answer the question. The ground truth is broken into distinct facts and each is checked
against the retrieved context:

GT facts found in context
Context Recall = total GT facts (3.7)

T4 (implicit pass) and T10 (out of scope) questions are excluded from this metric since
both are about the absence of relevant data rather than its retrieval.

Context Precision measures whether relevant documents are ranked higher than irrele-
vant ones. For each retrieved document at rank k, the grading judge assigns a binary rele-
vance indicator v; € {0,1}, where vy = 1 means the document was needed to answer the
question. The RAGAS weighted precision is then computed as:

'K, Precision@k - vy
K
k=1 Uk
koo
where K is the total number of retrieved documents and Precision@k = @ A relevant

document ranked first contributes more than the same document ranked third. T4 (implicit
pass) and T10 (out of scope) are excluded for the same reasons as context recall.

Context Precision@K =

(3.8)

Practical

The only practical metric is latency, which is the wall time from when a question is submitted
to when the answer is returned, measured in seconds. The mean is reported per configuration
to show the cost added by each component.

3.4.2 Experimental Setup

The benchmark explained in Section[3.2]was stored as a JSON file with one entry per question.
Figure shows the structure of a single entry. Each entry contains the question text, the
ground truth answer, the question type, and the grading method.

{

"id": "<question_id>",

"question": "<question_text>",
"ground_truth": "<answer>",

"type": "<T1-T1l1l>",

"grading": "<exact_match | rubric | ...>"

}
Figure 3.12: Question entry structure.

Each configuration explained in Section 3.3 was run three times on the full benchmark.
All runs used the same vector store, the same LLM API, and the same benchmark questions.
Each run produced one result file, where each entry stored the system answer alongside de-
bug information captured during retrieval, such as the hypothetical document generated, the
extracted metadata filters, the retrieved chunks, and the ReAct tool calls. Figure shows
the structure of each result entry.
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{

"id": "<question_id>",

"answer": "<system_answer>",
"duration_seconds": <latency>,

"debug": {

"intent": "<retrieval | conversational>",
"initial_k": <k>,

"hyde_doc": "<hypothetical_ document>",
"filters": {<extracted_filters>},
"initial_ docs": ["<chunk_1>", ...1,
"tool_calls": [{<react_call_1>}, ...]

}
}

Figure 3.13: Result entry structure.

3.4.3 Grading Procedure

Grading was done using the LLM-as-judge approach described in Section using gpt-
0ss-120b [30] as the judge. Manual grading at this scale is impractical, and research shows
that LLMs can effectively approximate human preferences, with strong models like GPT-
4 reaching up to 85% agreement with humans, slightly exceeding the 81% agreement rate
found among human experts [51]. For each question, the judge receives the question text,
the ground truth, the system answer, and the retrieved documents from the result file. Each
answer is graded as correct, partially correct, or incorrect, inspired by Chaudhary et al. [6].

To keep the grading focused, a separate system prompt was written for each question
type group: T1, T3, and T7 share one prompt, T2 and T11 share one, and T4, T5, T6, TS,
T9, and T10 each have their own. Figure shows the shared structure across all prompts.
Each prompt forces the judge to reason through five steps before producing the output, and
requires a plain text justification for each score. Each prompt also includes examples covering
both correct and incorrect grading patterns to reduce ambiguity.
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<Domain block: data sources, field descriptions,
date semantics>

QUESTION TYPE: <type name and grading rules>

STEP 1 - Identify ground truth facts

STEP 2 - Grade the answer

STEP 3 - Check faithfulness

STEP 4 - Check context recall

STEP 5 - Check context precision per document
<Worked examples: correct and incorrect grading

patterns specific to this question type>

OUTPUT RULES:

correct: '"correct" / "partially_correct" / "incorrect"
correct_explanation: one sentence justification
faithfulness: float 0.0-1.0

context_recall: float 0.0-1.0

context_recall_explanation: facts found / total
context_precision_per_doc: list of 0/1 per doc
context_precision_explanation: reason per doc

answer_relevancy: true/false

Output ONLY a JSON object.

Figure 3.14: Judge prompt structure.

The context_precision_per_doc is a list of binary values, one per retrieved docu-
ment in rank order, where 1 means the document was needed to answer the question and
0 means it was not. For example, if three documents were retrieved and only the first was
relevant, the listis [1, 0, 0]. If the relevant document was ranked third, the list is [0,
0, 1]. Context precision is then computed from this list using the RAGAS weighted for-
mula defined in Section A relevant document ranked first scores higher than the same
document ranked third, so the metric rewards retrievers that surface the right document at
the top.
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Result

This chapter reports the results of evaluating the four configurations on the benchmark de-
scribed in Section across three runs each. The following sections describe the benchmark

composition and report each metric group in detail.

4.1 Benchmark

Following the benchmark construction method described in Section 500 questions were
constructed across 11 question types. Table 4.1| shows the distribution of questions per type
and the grading method used for each. Ground truths were verified against the raw CSV

exports independently of the system under evaluation.

T Name N Grading method

T1  Structured 67  Exact match
factual

T2  Cross-source 32 Exact match

T3  Aggregate / 84 Exact match
trend

T4  Implicit pass 36  Exact match

T5  Per-entity 41  Exact match
lifecycle

T6  Open-ended 14 Rubric
synthesis

T7  Paraphrase 79  Paired exact match

T8  Jargon / 40 Exact match
terminology

T9  Comparative 30 Exact match

T10 Out of scope 49  Contains-check

T11 Multi-hop 28  Exact match
reasoning
Total 500

Table 4.1: Benchmark question distribution across types and grading methods.
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4.2 QOverview

Table [4.2| shows all metrics for all four configurations. Accuracy, weighted accuracy, para-
phrase pair pass rate, faithfulness, context recall, and context precision all increase from
Baseline to C3. Verdict consistency and stability are highest in Baseline and decrease as more
components are added. Mean latency increases at every step, from 15.6s in Baseline to 47.7s
in C3. Building the vector store for the full dataset took approximately 4.2 hours. Both the
vector store build and the query latency numbers reflect the conditions of the organisation’s
internal LLM API, where model serving infrastructure is shared and not directly controllable,
so the observed times are influenced by factors such as hardware availability and concurrent
load rather than the system design alone.

C1: Query C2: Scope C3: Iterative

Metric Baseline Translation  Filtering Retrieval

Accuracy 10.3% 33.9% 67.8% 72.0%
Weighted accuracy 10.6% 35.6% 71.1% 77.0%
Paraphrase pair pass rate 0.0% 19.7% 86.8% 89.5%
Verdict consistency 97.4% 86.4% 87.8% 80.6%
Stability 0.909 0.889 0.959 0.952
Latency (mean) 15.6s 32.5s 40.8s 47.7s
Faithfulness 0.427 0.594 0.856 0.913
Context recall 1.3% 33.1% 77.0% 82.0%
Context precision 0.074 0.332 0.886 0.864

Table 4.2: Overall evaluation metrics averaged across 3 runs (500 questions).

4.3 Correctness

This section reports how correctly the four configurations answered the benchmark ques-
tions, using the metrics defined in Section

4.3.1 Accuracy

Table[d.3|shows the accuracy breakdown across the four configurations, averaged over 3 runs
and 500 questions each. The weighted accuracy, which gives partial credit of 0.5 to partially
correct answers, is shown alongside the strict accuracy. The Baseline scored an accuracy of
10.3%, an incorrect rate of 89.2%, and a weighted accuracy of 10.6%, suggesting that raw ques-
tion embeddings fail to match the structured column-value format of the indexed records. C1
reached an accuracy of 33.9% and an incorrect rate of 62.8%, a gain of 23.6 percentage points
over Baseline. This is because the query-to-document translator generates a hypothetical
document in the serialised format of the indexed records, closing the vocabulary gap be-
tween natural language questions and structured documents, as described in Section [3.3.2}
C2 reached an accuracy of 67.8% and an incorrect rate of 25.5%, a gain of 33.9 percentage
points over C1 and the largest single step in the ablation. This is because scope constraint ex-
traction narrows the candidate set to documents matching the correct time period and source
type before similarity search runs, reducing the number of structurally similar but factually
wrong documents retrieved. C3 reached an accuracy of 72.0% and an incorrect rate of 17.9%,
a gain of 4.2 percentage points answers over C2. The incorrect rate decreased at every step,
from 89.2% in Baseline to 17.9% in C3. Looking at the partially correct fraction across all con-
figurations, the differences between adjacent steps are small, ranging from 0.5% in Baseline
to 3.3% in C1, 6.7% in C2, and 10.1% in C3. Comparing Baseline to C3, the partially correct
fraction grew by 9.6 percentage points while the incorrect rate dropped by 71.3 percentage
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points, showing that the gains came primarily from converting incorrect answers to correct
ones rather than to partially correct ones.

Config Partially correct Incorrect Accuracy (Correct) Weighted accuracy
Baseline 0.5% 89.2% 10.3% 10.6%
C1: Query Translation 3.3% 62.8% 33.9% 35.6%
C2: Scope Filtering 6.7% 25.5% 67.8% 71.1%
C3: Iterative Retrieval 10.1% 17.9% 72.0% 77.0%

Table 4.3: Accuracy breakdown per configuration.

Figure 4.1| shows the strict accuracy improvement at each ablation step. The cumulative
gain from Baseline to C3 is 61.7 percentage points

Accuracy Gain per Configuration

80 A

72.0%
70 4 67.8%

60 A

33.9%

Accuracy (%)

20 A

10.3%

10 4

Baseline +Query Transl. +Scope Filter. +lterative Retr.

Figure 4.1: Strict improvement accuracy at each ablation step. Values averaged across 3 runs.

Figure 4.2|and Table [4.4{ show strict accuracy (not weighted) per question type across all
four configurations. Several patterns are visible across the ablation steps.

T1 (structured factual), T3 (aggregate / trend), T7 (paraphrase), and T8 (jargon / termi-
nology) all follow the same pattern: near zero in Baseline, a moderate gain in C1, a large jump
in C2, and a small further gain in C3. The large jump from C1 to C2 across all four types con-
firms that scope constraint extraction is the dominant factor for questions with a clear time
scope and source type, since the extracted constraints narrow retrieval to the correct date and
source before similarity search runs. The small gain from C2 to C3 suggests that the ReAct
loop adds little for these types once the right document is already being retrieved. T7 accu-
racy was 0.0% in Baseline, 26.6% in C1, 88.2% in C2, and 90.3% in C3, which follows a similar
trend as the overall accuracy in Table since T7 questions are paraphrases of questions
from other types and test the same underlying retrieval.

The paraphrase pair pass rate metric (defined in Section 3.4.1), which measures the frac-
tion of pairs where both the original and the paraphrase are answered correctly, was 0.0% in
Baseline, 19.7% in C1, 86.8% in C2, and 89.5% in C3. When individual T7 accuracy is low, both
the per-type accuracy and the pair pass rate are low together, indicating that the dominant
failure mode is retrieval quality rather than sensitivity to question phrasing. The gap between
per-type accuracy and the pair pass rate narrows from 6.9 percentage points in C1 to 1.4 in
C2 and 0.8 in C3, confirming that phrasing sensitivity decreases as retrieval becomes more
targeted. Whether the system produces the same verdict across repeated runs is measured
separately by verdict consistency, reported in Section [4.4.2]
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T5 (per-entity lifecycle) reached 63.4% in C1 and improved only to 66.7% in C2 and 68.3%
in C3, suggesting that query translation alone is sufficient to target the correct aggregate
document type for most lifecycle questions and that scope constraint extraction and iterative
retrieval add little on top.

T9 (comparative) remained nearly flat from C1 (34.4%) to C2 (35.6%), then jumped to
60.0% in C3, a gain of 24.4 percentage points from adding the ReAct loop alone. This was
expected since comparative questions usually require a second retrieval to find both values
being compared, which single-pass retrieval cannot provide.

T2 (cross-source) reached 30.2% in C1 and 39.6% in C2, but dropped to 34.4% in C3. This
is the only type where C3 scored lower than C2, suggesting that the ReAct loop occasionally
retrieves too many documents or retrieves from the wrong source for cross-source questions.

T6 (open-ended synthesis) reached 14.3% in C1, dropped to 11.9% in C2, and recovered
to 28.6% in C3. The drop from C1 to C2 indicates that scope constraint extraction can be
too restrictive for synthesis questions that require documents from multiple sources and time
periods. The gain in C3 suggests that the ReAct loop partially compensates by issuing addi-
tional retrievals with different queries.

T11 (multi-hop reasoning) reached 14.3% in C2 and did not improve in C3. This indicates
that the ReAct loop does not resolve the core challenge of multi-hop questions, where the sec-
ond query can only be formed after the first result is known and a single additional retrieval
pass is not always sufficient.

T4 (implicit pass) and T10 (out of scope) both test how the system handles the absence
of data rather than its retrieval. T10 requires the system to refuse when the queried date or
entity does not exist in the dataset at all. T4 requires the system to recognise that a test passed
and has no failure record, rather than saying no data exists. T10 scored above 94% across all
configurations, because refusing when retrieval returns nothing requires no special capability
beyond the base answer prompt shown in Figure[3.6] T4 scored 0.0% in Baseline and C1, 2.8%
in C2, and 18.5% in C3. The low scores across all configurations are because answering T4
correctly requires a second retrieval pass to find the passing METADATA record after the first
pass returns no failure record, and even with the ReAct loop this second pass does not always
succeed.

Accuracy by Question Type (avg. 3 runs, 500 questions)

| Baseline
[0 C1: Query Transl.
- [ C2: Scope Filter. —
[ C3: lterative Retr. m

60 ’
40 [

] . |
1 H |

T1 T2 T3 T4 T5 T6 T7 T8 T9 T10 Ti1

100

Accuracy (%)

I

T1 Factual T2 Cro: T3 Aggregate T4 Impl.Pass T5 Lifecycle T6 Open-ended T7 Paraphrase T8 Jargon T9 Comparative T10 Out-of-scope T11 Multi-hs

Figure 4.2: Strict accuracy per question type per configuration, averaged across 3 runs.
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Type Baseline C1: Query C2: Scope C3: Iterative

Translation  Filtering Retrieval
T1 Structured factual 0.5% 10.9% 96.5% 98.5%
T2 Cross-source 1.0% 30.2% 39.6% 34.4%
T3 Aggregate / trend 0.4% 43.6% 81.3% 86.9%
T4 Implicit pass 0.0% 0.0% 2.8% 18.5%
T5 Per-entity lifecycle 4.9% 63.4% 66.7% 68.3%
T6 Open-ended synthesis 0.0% 14.3% 11.9% 28.6%
T7 Paraphrase 0.0% 26.6% 88.2% 90.3%
T8 Jargon / terminology 0.8% 20.8% 75.8% 79.2%
T9 Comparative 0.0% 34.4% 35.6% 60.0%
T10 Out of scope 98.6% 98.6% 99.3% 94.6%
T11 Multi-hop reasoning 0.0% 0.0% 14.3% 14.3%

Table 4.4: Strict accuracy per question type per configuration, averaged across 3 runs.

4.4 Reliability

This section reports the reliability of the four configurations, measured by stability and ver-
dict consistency across the three runs.

44.1 Stability

Stability measures the semantic similarity of answers produced across repeated runs of the
same question, as defined in Section Table [4.5|shows the mean cosine similarity, mean
variance, and number of unstable questions per configuration. A question is counted as un-
stable if the variance of its three pairwise similarity scores exceeds 0.01, indicating that at
least one run produced a semantically different answer from the other two.

Config Mean cosine similarity Mean variance Unstable questions
Baseline 0.910 0.00755 129
C1: Query Translation 0.889 0.00882 141
C2: Scope Filtering 0.959 0.00300 43
C3: Iterative Retrieval 0.952 0.00293 44

Table 4.5: Stability per configuration. Unstable questions are those with pairwise similarity
variance exceeding 0.01.

C1 scored lower than Baseline (0.889 vs 0.910), making it the least stable configuration.
This is because the query-to-document translator introduces an additional LLM call that can
produce a different hypothetical document across runs, leading to different retrieved docu-
ments and different answers. C2 reached the highest mean similarity at 0.959, and C3 was
close at 0.952. The jump from C1 to C2 is because scope constraint extraction narrows the
search space, so even if the hypothetical document varies slightly across runs the same fil-
tered candidate set is retrieved, making the final answer more likely to be the same across
runs.

Figure [4.3|shows the number of unstable questions per configuration. C1 had the highest
count at 141, higher than Baseline at 129, consistent with the lower mean similarity. C2 and
C3 had nearly identical counts at 43 and 44, suggesting that adding the ReAct loop does not
meaningfully change output stability.
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Figure 4.3: Number of unstable questions per configuration.

Figure [4.4] shows the unstable question count broken down by question type across all
four configurations. T7 (paraphrase) and T3 (aggregate / trend) dominate in Baseline and
C1, with T7 contributing 25 unstable questions in both configurations and T3 contributing 21
in Baseline and 10 in C1. These types have multiple valid phrasings of the correct answer,
so the system can produce semantically different but equally valid outputs across runs. T1
(structured factual) increased from 12 unstable questions in Baseline to 25 in C1, suggesting
that the query-to-document translator introduces variance for factual lookups by generating
hypothetical documents that can differ across runs. In C2 and C3, T7 drops to 1 unstable
question, confirming that scope constraint extraction stabilises retrieval for paraphrase ques-
tions. In C3, T4 (implicit pass) dominates with 20 unstable questions out of 36 total, consistent
with its low accuracy of 18.5%. The system is uncertain about how to answer implicit pass
questions and produces different responses across runs. T10 (out of scope) contributes 22
unstable questions in C1, dropping to 9 in C2 and 6 in C3, suggesting that without scope
constraint extraction the refusal behaviour is less consistent across runs.
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Figure 4.4: Unstable question count per question type per configuration.
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4.4.2 Verdict Consistency

Verdict consistency measures the fraction of questions where the correctness verdict was
identical across all 3 runs, as defined in Section Table shows the overall verdict
consistency per configuration. Verdict consistency decreases as more components are added,
from 97.4% in Baseline to 80.6% in C3, while accuracy increases over the same steps. Base-
line scores the best verdict consistency because it consistently produces the same incorrect
answers across runs.

Config Verdict consistency
Baseline 97.4%
C1: Query Translation 86.4%
C2: Scope Filtering 87.8%
C3: Iterative Retrieval 80.6%

Table 4.6: Verdict consistency per configuration, averaged across 500 questions and 3 runs.

Figure shows verdict consistency per question type across all four configurations.
Baseline scores above 90% on almost all types, and C1 scores high on T4 (100%) and T1
(98.5%). This does not indicate good performance on those types. As shown in Table
Baseline accuracy is near zero on most types, which means that this high verdict consistency
reflects consistent incorrect answers. T4 verdict consistency in C1 is 100% for the same rea-
son: C1 has an accuracy of 0.0% on T4 (Table[4.4), so the verdict is always incorrect across all
3 runs.

The pattern seem to be that verdict consistency drops on the hardest types as configura-
tions improve. T4 drops from 100% in C1 and C2 to 47.2% in C3. T9 drops from 96.7% in
Baseline to 53.3% in C3. T11 drops from 100% in Baseline to 53.6% in C3. This is because C3
is the first configuration that sometimes answers these types correctly, as shown in Table
where T4 reaches 18.5%, T9 reaches 60.0%, and T11 reaches 14.3% in C3. The drop in verdict
consistency on these types therefore shows that C3 has made partial progress on them, pro-
ducing correct answers in some runs and incorrect ones in others, while earlier configurations
produce the same incorrect answer on every run.
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Figure 4.5: Verdict consistency per question type per configuration, averaged across 3 runs.
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4.5 Retrieval Quality

The retrieval quality metrics defined in Section measure whether the retrieved docu-
ments were the right ones and whether the answer was grounded in them.

Figure shows faithfulness, context recall, and context precision across the four config-
urations, averaged over 3 runs and 415 questions (T4 and T10 excluded).

Retrieval Quality (avg. 3 runs, 500 questions)
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Figure 4.6: Faithfulness, context recall, and context precision per configuration, averaged
across 3 runs. T4 and T10 are excluded.

Faithfulness, context recall, and context precision all increased at every step from Baseline
to C2, as shown in Figure This is expected since each configuration adds a component
specifically designed to improve retrieval quality: C1 closes the vocabulary gap between
the question and the indexed documents, C2 constrains retrieval to a relevant subset of the
index, and C3 allows the agent to retrieve additional context when the initial documents are
insufficient. The result is that the answer agent has more relevant and complete context to
ground its answers in at each step.

Context precision increased from 0.074 in Baseline to 0.332 in C1 and 0.886 in C2, then
decreased slightly to 0.864 in C3. The drop from C2 to C3 indicates that the ReAct loop
retrieves additional documents that are not needed to answer the question. Each tool call
adds documents to the context, and some of those documents are irrelevant, reducing the
fraction of retrieved documents that were actually needed.
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Discussion

The results in Chapter [4 show that accuracy improves at every step from Baseline to C3,
but accuracy alone does not tell the full story. This chapter discusses the tradeoffs between
configurations, the question types the system still gets wrong, and the architectural decisions
that shaped the results. It also covers the limitations of the method and what the work means
beyond the CI test intelligence domain.

5.1 Is there a best configuration?

C3 reaches the highest overall accuracy at 72.0% but it is not the best configuration for ev-
ery question type. It is the only configuration where T2 (cross-source) drops compared to
the previous step, falling from 39.6% in C2 to 34.4%. For T6 (open-ended synthesis), scope
constraint extraction in C2 can be too restrictive when the question needs documents from
multiple sources or time periods, narrowing the search space to a subset that does not con-
tain all the relevant records, which drops accuracy from 14.3% in C1 to 11.9% in C2, and C3
recovers this, reaching an accuracy of 28.6%.

The best configuration therefore depends on both the question type and the role of the
person asking. A test manager asking trend questions such as how many failures occurred
this month or which tests are most unstable mostly asks T3 and T5 questions, where C2
reaches 81.3% and 66.7% respectively compared to 86.9% and 68.3% in C3. The accuracy
difference is small, so if the deployment prioritises response speed or runs many queries in
batch, C2 is the better choice. If the deployment can tolerate the extra latency, C3 is marginally
better on these types. A developer investigating a specific failure needs T2 and T4, where C3
is better for T4 (18.5% vs 2.8%) but worse for T2 (34.4% vs 39.6%). A system engineer doing
root cause analysis needs T11 (multi-hop), where C3 is the only option but accuracy is still
only 14.3%, meaning the system can assist but cannot yet replace manual investigation for the
hardest queries. A production deployment could therefore route by question type rather than
applying one configuration to everything. It could also let the user choose between accuracy
and speed depending on how critical the question is and whether a confirmed answer or a
quick indication is needed.
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5.2 Consistency without accuracy is not a strength

Baseline has the highest verdict consistency of any configuration at 97.4%, but the lowest ac-
curacy at 10.3%. It is consistently wrong. This is a clear illustration of why verdict consistency
cannot be read in isolation. The same pattern appears at the type level. T4 in C1 has 100%
verdict consistency and 0.0% accuracy, which means the system produces the same incorrect
answer on every run without exception. The drop in verdict consistency as accuracy rises,
from 97.4% in Baseline to 80.6% in C3, is actually a sign of progress. C3 starts getting hard
question types right in some runs and wrong in others, which lowers consistency but raises
accuracy.

Stability tells a different story. C3 has a mean cosine similarity of 0.952, meaning the an-
swers it produces across runs are semantically similar, but verdict consistency is only 80.6%,
meaning the correctness of those similar sounding answers still flips between runs. A user
asking the same question twice gets a similar sounding answer with different correctness. C2
is more consistent than C3 because it does not have the ReAct loop. The additional retrieval
calls in C3 vary across runs, which means the accumulated context differs and the final an-
swer can flip even when the initial retrieval was identical. C2 therefore gives both higher
stability (0.959) and higher verdict consistency (87.8%) than C3.

The retrieval quality results in Section 4.5 help explain this pattern. Context recall jumps
from 33.1% in C1 to 77.0% in C2, meaning the right documents are retrieved far more consis-
tently once filters constrain the search space. When the same documents are retrieved across
runs, the answer agent has the same context to work from and produces more consistent out-
puts. This is reflected in the stability numbers, where C2 reaches 0.959 compared to 0.889 in
C1, and in the verdict consistency, where C2 reaches the highest number (87.8%). The results
suggest that retrieval consistency is the main driver of answer consistency in this system, and
that improving retrieval quality through filtering has a larger effect on reliability than adding
iterative reasoning through the ReAct loop.

5.3 The hardest questions

Two question types remain largely unsolved across all configurations. T4 (implicit pass)
reaches only 18.5% in C3, and T11 (multi-hop reasoning) reaches only 14.3% in both C2 and
C3. Both types share the same underlying gap, which is that the system retrieves well when
it knows what to look for, but struggles when the answer requires reasoning about what is
missing or when the second query can only be formed after the first result is known.

T4 requires the system to recognise that a test passed and therefore has no failure record,
rather than concluding that no data exists. The correct answer is derived from absence, not
from a retrieved document. The passing execution record exists in the index, but the sys-
tem does not reliably retrieve it as a second step after finding no failure classification records.
Even with the ReAct loop in C3, this second retrieval does not gets called, which is why T4 ac-
curacy only reaches 18.5% despite ReAct being specifically designed for multi-step retrieval.

T11 requires the result of a first retrieval to form the second query. For example, finding
which test failed most frequently and then retrieving the faulty commit for that test requires
the agent to parse the first result and construct a new targeted query from it. The ReAct
loop in C3 does not improve T11 accuracy at all compared to C2, staying at 14.3% in both
configurations.

Both T4 and T11 suggest that the problem is not the number of retrieval steps but the
reasoning required to connect them. A simple loop with a maximum of three iterations and
a general purpose retrieve tool is not enough when the second query depends on correctly
interpreting a specific value from the first result.
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5.4 Aggregates as a design choice

Pre-computed aggregate documents are an architectural decision with a real trade-off. With-
out them, T3 (aggregate and trend questions) scores near zero by design because the totals
simply do not exist as retrievable documents. Retrieving and summing thousands of raw
records at query time is not reliable in a single-pass retrieval system, which aligns with the
finding by Shah et al. [36] that pure semantic retrieval is weakest for quantitative questions.
T3 makes up 84 of the 500 benchmark questions, so this is not a minor edge case. The trade-
off is that the aggregates must be regenerated whenever the underlying data changes. For
a nightly CI/CD pipeline this means daily regeneration of daily aggregates and weekly or
monthly regeneration of the corresponding rollups. This is a maintenance burden, but a pre-
dictable one since the regeneration logic is deterministic and can be automated as part of the
same pipeline that produces the raw data.

5.5 Method limitations

Several aspects of the method limit how far the results can be generalised. The following
subsections discuss these limitations and what they mean for the conclusions drawn from
the results.

5.5.1 Not all wrong answers are the same

A refusal such as saying "I don’t know" at least signals to the user that manual investigation is
needed. A hallucination gives a confident wrong answer with no such signal, which is more
dangerous. There are three possible reasons a wrong answer occurs: the system hallucinated
something not present in any retrieved document, it retrieved the wrong document and an-
swered faithfully from it, or it refused when it should not have. The current evaluation does
not directly label failure modes, but the combination of faithfulness and context recall gives
partial insight into which of these dominates.

Baseline illustrates what happens without any retrieval augmentation. Context recall is
1.3%, meaning almost no correct documents were retrieved. Most of the 10.3% accuracy
comes from T10 (out of scope) questions where the system correctly refuses when retrieval
returns nothing. For all other question types, Baselines accuracy is near zero. The faithful-
ness of 0.427 shows that when Baseline does produce an answer, the claims are largely not
grounded in the retrieved documents, which is consistent with the low context recall.

In C2 and C3 the picture changes, with faithfulness reaching 0.856 and 0.913 respectively,
meaning when the system answers it is well grounded in what it retrieved. But accuracy is
67.8% and 72.0%. The gap between high faithfulness and incomplete accuracy suggests the
system is faithfully answering from the wrong document rather than fabricating. Context
recall is 77.0% in C2 and 82.0% in C3, meaning the right document was not retrieved for a
meaningful fraction of questions in both configurations. Most wrong answers in C2 and C3
are therefore more likely to be retrieval failures than hallucinations.

T4 (implicit pass) is the clearest example of the third failure mode, which is refusing when
it should not have. The system says no data exists when the data is present but in a different
source. Faithfulness is high because the refusal is grounded in the absence of retrieved failure
records, but the answer is still wrong. This is a calibration failure that neither faithfulness nor
context recall can detect, since both metrics look at what was retrieved rather than what was
not.

What the current evaluation cannot tell us is the exact breakdown of failure modes per
incorrect answer. To fully measure this, each incorrect answer would need to be labeled by
checking whether the correct document was retrieved, whether the answer contradicts the
retrieved documents, and whether the system refused when it should not have. Together
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these three checks would fully classify each failure mode and give a clearer picture of where
improvement efforts should focus.

5.5.2 LLM-as-judge

For most question types in this benchmark the judge simply checks whether the ground truth
value appears in the system answer, which requires no domain knowledge and is straight-
forward to get right. The harder case is T6 (open-ended synthesis) where the judge must
interpret rubric criteria against an answer that has no single correct phrasing, and where
small differences in interpretation can change the score. The grading results were not vali-
dated against human grades, but any remaining systematic errors in the judge affect all four
configurations equally, so relative comparisons between configurations are more reliable than
the absolute accuracy numbers. One way to strengthen the grading would be to run multi-
ple judges from different model families on the same answers and take a consensus, since
different models may interpret rubric criteria or partial answers differently, and cases where
judges disagree would highlight the questions where the grading is most uncertain

5.5.3 Benchmark scope

The benchmark covers the question patterns identified from stakeholder input but has limits
in scale and diversity. All 500 questions come from a 10-month period, and the question dis-
tribution reflects what stakeholders asked during the requirements gathering phase, which
may not cover all real usage patterns. Questions that combine three or more sources in a
single query are not represented, for example asking for the error message, the faulty com-
mit, and the number of flaky reruns for a specific test on a specific date in one question. T6
(open-ended synthesis) has only 14 questions, so the rubric results are less meaningful than
the exact match types which have between 28 and 84 questions each. Three runs per con-
figuration is also a small sample for stability estimation. The unstable question counts are
directionally correct but the exact numbers would shift with more runs.

The distribution of questions across types also affects how the overall accuracy number
should be interpreted. T7 (paraphrase) has 79 questions and its accuracy closely mirrors the
overall level at each step, since paraphrases test the same underlying retrieval as the original
questions. T10 (out of scope) has 49 questions and scores above 94% in accuracy across all
configurations, since correctly refusing when retrieval returns nothing requires no special
capability. These two types together make up 128 of the 500 questions and both tend to score
high, which means the overall accuracy is partly driven by question types that are not the
hardest ones. Types like T4 (36 questions, 18.5% accuracy in C3) and T11 (28 questions, 14.3%
accuracy in C3) have fewer questions and lower accuracy, so their contribution to the overall
number is smaller than their difficulty would suggest. Overall accuracy should therefore be
read alongside the per-type breakdown in Table 4.4|rather than in isolation.

5.5.4 Number of configurations and runs

The ablation evaluates four configurations in a linear chain where each step adds one com-
ponent to the previous. This design isolates the contribution of each component clearly, but
it does not explore combinations outside the chain. For example, it is possible that running
iterative retrieval without query translation performs differently, or that a larger maximum
iteration count changes the T11 results. Three runs per configuration is also arguably a small
sample for drawing strong conclusions, but running more was constrained by the time and
computational cost of each run given that every question requires multiple LLM calls through
a shared internal API.
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5.5.5 Latency

All LLM and embedding calls in this study went through the organisation’s internal AP]I,
where hardware is shared and not directly controllable. This affects both query latency and
indexing time, and means the observed numbers reflect infrastructure conditions as well as
system design. The two should therefore be interpreted differently.

For query latency, the absolute numbers per configuration are unreliable as fixed costs
since they depend on hardware availability and concurrent load at the time of each run. The
relative differences between configurations are likely more reliable than the absolute num-
bers, since all four configurations ran under the same API conditions and the latency dif-
ference between them is determined by the number of LLM calls each configuration makes.
The trend of increasing latency at each ablation step therefore reflects the actual cost of each
added component, but a dedicated environment with controlled hardware would be needed
to confirm this and to cleanly separate infrastructure cost from design cost

For indexing, the full vector store build took approximately 4.2 hours. This number is
also affected by the shared API conditions, so it is unclear how much of it reflects the actual
embedding workload versus infrastructure factors. Unlike query latency, this is a single cost
rather than a cost per query, and the index does not need to be rebuilt unless the underlying
data changes. For a nightly CI/CD pipeline, incremental daily updates are much cheaper
since only the new day’s raw records need to be embedded alongside the affected aggregate
rollups, which means that most of the index stays unchanged between pipeline runs

5.5.6 Retrieval paradigm

This study only evaluates semantic RAG with dense embeddings. As written in Section[2.2.2}
Text-to-SQL is the dominant paradigm for structured data. This approach would handle
T3 questions without requiring pre-computed documents, since the database engine would
perform the counting and grouping directly. It was not evaluated in this study and could be
a stronger approach for quantitative question types. The challenges identified by Hong et
al. for Text-to-SQL, such as linguistic ambiguity and cross-domain generalisation [17], would
also apply here since the data spans five separate sources with no enforced schema between
them, but whether it would perform better or worse than semantic RAG on this type of data
is not known.

Hybrid retrieval combining dense embeddings with sparse keyword matching is another
direction worth exploring. For a domain with structured column names and exact values
such as test names and classification labels, sparse retrieval could complement dense retrieval
by matching on exact terms that embeddings sometimes miss.

5.5.7 Single model for all roles

The primary focus of this study was on the retrieval augmentation pipeline and how its com-
ponents can be systematically evaluated, which meant less attention was given to model se-
lection. All agents use the same model, Qwen3-32B, regardless of task complexity. The intent
classifier and the scope constraint extractor perform simple classification and extraction tasks
that likely do not require a 32B model, and using a smaller model for those roles could reduce
latency without affecting accuracy. The entire study is also conducted with one model family,
Qwen3, and it is unknown whether the ablation findings generalise to other model families.
A different base model could produce different absolute accuracy numbers and potentially a
different ordering of configurations. Finally, the embedding model is also from the same fam-
ily, Qwen3-Embedding-8B, and it is unknown whether the query translation gains are partly
due to the generation and embedding models sharing a similar vocabulary and tokenisation.
Using an embedding model from a different family could reveal whether this matters.
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5.6 The work in a wider context

This section discusses what the results mean beyond the benchmark, covering practical de-
ployment considerations, data privacy, and the broader applicability of the method.

5.6.1 Practical Use

The accuracy gains come at a real latency cost, as shown in Table Baseline has a mean
latency of 15.6s at 10.3% accuracy, C1 32.5s at 33.9%, C2 40.8s at 67.8%, and C3 47.7s at 72.0%.
Whether the latency is acceptable depends on the use case. For a developer actively investi-
gating a failure, 40 to 47 seconds per query may be too slow for a back and forth conversation,
but still faster than manually querying multiple sources and correlating the results, which can
take several minutes. For a test manager running a weekly summary or a background anal-
ysis that aggregates results overnight, the same latency is not a concern. A practical deploy-
ment could also reduce effective latency by caching answers to common recurring queries
such as historical daily pass rates or monthly failure breakdowns, since those answers do not
change between pipeline runs.

5.6.2 Data privacy

The vector store contains serialised records from the organisation’s internal CI pipeline, in-
cluding test names, commit hashes, and Jira ticket IDs. This means the system handles data
that is internal to the organisation and must not leave it. In this thesis all LLM calls were
made through the organisation’s internal API, so no data was sent to external providers. A
production deployment would need to maintain the same constraint, ensuring both the vec-
tor store and all LLM inference stay within the organisation’s infrastructure. If the system
were extended to use external LLM providers, the data would need to be anonymised before
indexing or the provider would need to meet the organisation’s data handling requirements.

5.6.3 Broader applicability

The approach taken in this thesis is not specific to CI test intelligence. Any domain where
data is spread across multiple separate sources with no enforced connections between them
faces the same retrieval challenges that motivated the design choices here. Incident manage-
ment systems, financial reporting databases, and medical record systems are examples where
data about a single event may be recorded across several independent sources that must be
connected through shared identifiers. In such settings, the same pipeline design, including
serialisation so that each chunk carries its own context, hypothetical document generation to
close the vocabulary gap, metadata filtering for scoping, precomputed aggregates for quanti-
tative questions, and iterative reasoning for questions that require evidence from more than
one source, would address the core failure modes seen across the ablation for any domain
with this kind of data structure.

The benchmark construction methodology also transfers. The process of studying the
sources, identifying recurring question patterns, formalising them into types, and assigning
a grading method to each type can be applied to any domain with this kind of data structure.
Several of the question types identified in this thesis are not specific to CI test intelligence
either. Questions about absence of a record, questions that require aggregation over a time
period, questions that require connecting records from two separate sources, and questions
about entities that do not exist in the dataset at all appear in any domain where users query
structured data spread across multiple sources.

The evaluation methodology also transfers. Measuring correctness alone misses impor-
tant dimensions of system quality. A system can produce a correct answer by hallucinating,
retrieve the right documents but answer a different question, or produce consistent answers
that are consistently wrong. The combination of correctness, retrieval quality, stability, and
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verdict consistency used in this thesis captures these failure modes separately. The para-
phrase consistency check, for example, reveals whether the system is sensitive to how a ques-
tion is phrased, which accuracy alone cannot show. The verdict consistency metric reveals
whether a correct answer in one run is reliable or accidental. Any evaluation of a question
answering system over structured data would benefit from applying the same combination
of metrics rather than relying on a single accuracy number.

The prompt engineering parts of the system, such as the source format descriptions, rout-
ing rules, and domain knowledge block, are tightly coupled to this dataset’s schema and
would need to be rewritten for a different domain. The pipeline structure itself transfers.
The system is best positioned as a tool that handles routine lookups and aggregate questions
automatically, freeing practitioners for the harder diagnostic work that still requires human
judgement, and this trade-off is likely to appear in other domains as well.
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Conclusion

This chapter summarises the answers to the three research questions and outlines directions
for future work

6.1 Answer to the Research Questions

RQ1: How can a benchmark be constructed to systematically evaluate question
answering over structured multi-source CI test data?

The benchmark was constructed by studying the five data sources and collecting questions
from stakeholders across different roles, then grouping the collected questions into recurring
patterns and formalising them into 11 question types. The typology itself is a contribution
beyond the benchmark. It reveals that the problem is not uniform. Some types such as T1
(structured factual) and T3 (aggregate and trend) are primarily retrieval problems where the
right document contains the answer directly. Others such as T4 (implicit pass), T8 (jargon
and terminology), and T11 (multi-hop reasoning) are primarily reasoning problems where
the system must reason from absence, resolve informal terminology to exact schema values,
or chain two retrieval steps where the second depends on the first. Making this distinction
explicit before building any system is useful because it shows which retrieval improvements
are needed.

The benchmark also shows that a single grading approach is not sufficient. A question
asking how many tests failed in a given month has a single correct number, and exact match
grading is appropriate. A question asking what failure patterns appeared most frequently
has no single correct phrasing, and rubric grading with binary criteria is more appropriate. A
question rephrased from another type tests whether the system is sensitive to wording, and
paired exact match grading captures this. A question about a date outside the dataset tests
whether the system refuses correctly, and contains-check grading captures this. Using the
same grading method for all four could either penalise valid answers or reward fabricated
ones.

Metric selection is also an important part of the benchmark design. Accuracy alone does
not reveal whether errors come from retrieving the wrong document or from hallucinating
over the right one. Retrieval quality metrics such as faithfulness, context recall, and con-
text precision isolate this distinction. Semantic stability alone does not capture reliability be-
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cause a system can produce similar-sounding answers whose correctness still flips between
runs. Verdict consistency is needed to measure whether the correctness verdict stays the same
across repeated runs. But verdict consistency in isolation is also misleading. Baseline has the
highest verdict consistency at 97.4% because it is consistently wrong, not because it is reliable.
This is only visible when accuracy is reported alongside it. The benchmark therefore requires
multiple metric dimensions reported together rather than a single number in isolation.

The benchmark must also ensure that metrics are computed fairly across question types.
For example, T4 (implicit pass) and T10 (out of scope) are excluded from context recall and
context precision, as described in Section because both types are about the absence of
relevant data rather than its retrieval. Including them would penalise the system for not
retrieving documents that do not exist, which produces a misleading score. The typology
makes this exclusion possible because it identifies which types have retrievable ground truth
and which do not.

The questions were derived from patterns identified through stakeholder input rather
than being invented independently of real needs, and ground truths were verified against the
raw CSV exports independently of the system under evaluation, which means the correctness
judgements are not influenced by what the system produces.

Although the benchmark was built for a specific CI/CD pipeline at a telecommunications
company, the construction method is not tied to that domain. The typology, grading meth-
ods, and metric selection all transfer to other settings. Question patterns like point lookups,
aggregate counts, cross-source joins, implicit absence reasoning, out-of-scope refusal, and
paraphrase consistency appear in any domain where users query structured tabular data
from multiple sources. A similar benchmark could be constructed for incident management
systems, financial reporting databases, or medical record systems by following the same pro-
cess of studying the sources, collecting stakeholder questions, formalising them into types,
matching grading methods to question characteristics, and choosing metrics that address
each dimension the system must fulfill rather than relying on any single number. The con-
struction method therefore contributes to the broader question of how to evaluate structured
multi-source question answering systems, not only to the CI test intelligence context where it
was developed.

RQ2: How can a RAG question answering system be designed to answer queries
over structured multi-source CI test data?

The system was designed around three core problems that arise when retrieval targets struc-
tured data spread across independent sources. The first is that natural language questions
and structured column-value records share almost no vocabulary, which makes raw question
embedding an unreliable retrieval signal. The second is that records from different dates and
source types share the same column structure, so similarity search without scope constraints
retrieves structurally similar but factually wrong documents. The third is that some questions
require evidence from more than one source, which a single retrieval pass cannot provide.

Before those three problems can be addressed, the data must be prepared in a way that
makes retrieval possible at all. Each raw row is serialised as a sequence of column-value
pairs prefixed with the source type, so that every indexed chunk carries its own context. Pre-
computed aggregate documents covering daily, weekly, monthly, and quarterly breakdowns
are indexed alongside raw records, because making an LLM retrieve and sum thousands of
individual rows at query time is not reliable for counting and trend questions.

The three core retrieval problems are then addressed by three components added in se-
quence. The query-to-document translator generates a hypothetical document in the seri-
alised format of the expected source before embedding, which closes the vocabulary gap be-
tween the question and the indexed records. The scope constraint extractor extracts time and
source constraints from the question and applies them before similarity search runs, which
prevents records from the wrong date or source type from being retrieved. The ReAct loop
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allows the answer agent to issue follow-up retrievals when the initial context is not enough,
which handles questions that require evidence from more than one source. Each component
was added as a separate ablation step, so the contribution of each design decision is directly
visible in the results.

The design is not specific to CI test intelligence. Any domain where structured data is
spread across independent sources could face the same preparation and retrieval problems,
and the same pipeline structure should address them.

RQ3: How do different RAG augmentation techniques compare in correctness,
reliability, and practical performance on structured multi-source CI test
intelligence queries?

Each augmentation improves accuracy and the gains are not equal. Query translation closes
the vocabulary gap between natural language questions and the structured column-value
format of the indexed records, adding 23.6 accuracy points over Baseline. Scope constraint
extraction constrains retrieval to the correct scope before similarity search runs, adding 33.9
accuracy points over C1 and representing the largest single step in the ablation. Iterative re-
trieval adds additional retrieval passes for questions that require more than one step, adding
4.2 accuracy points over C2. The cumulative gain from Baseline to C3 is 61.7 accuracy points.

Scope constraint extraction is the most cost-effective addition. It gives the largest accuracy
gain, the best stability (0.959), and the best context precision (0.886), all for the cost of one
parallel LLM call added to the pipeline. This finding is practically useful because it means a
deployment that cannot afford the full C3 latency can still achieve most of the accuracy gains
by stopping at C2.

C3 reaches the highest overall accuracy at 72.0% and a weighted accuracy of 77.0%, where
the weighted metric gives partial credit to partially correct answers. The gap between the
two shows that C3 is moving in the right direction on many questions it does not yet fully
answer, converting incorrect answers into partially correct ones rather than staying wrong.
It is however not the best configuration for every question type or every use case. It is the
only configuration where T2 (cross-source) drops compared to the previous step, falling from
39.6% in C2 to 34.4%, and T4 and T11 remain largely unsolved in C3, suggesting that further
work is needed before the system can be considered reliable across all question types.

The right configuration also depends on the role of the person asking, as discussed in
Section A test manager, a developer, and a system engineer each ask different question
types, and no single configuration is best for all three.

Reliability is more nuanced than a single number suggests. Verdict consistency decreases
as accuracy increases, from 97.4% in Baseline to 80.6% in C3, which is a sign of progress
rather than regression. Baseline has the highest verdict consistency because it is consistently
wrong. C3 has the lowest because it starts getting hard question types right in some runs and
wrong in others. Stability and verdict consistency also diverge in C3. The system produces
semantically similar answers across runs (stability 0.952) but the correctness of those similar-
sounding answers still flips between runs (verdict consistency 80.6%). C2 avoids this better
with both higher stability (0.959) and higher verdict consistency (87.8%).

The failure mode analysis adds an important dimension to the correctness results. Faith-
fulness is high in C2 and C3 at 0.856 and 0.913, meaning when the system produces an answer
it is well grounded in what it retrieved. The remaining incorrect answers are therefore more
likely to come from retrieving the wrong document than from fabricating. This points to
retrieval quality as the main bottleneck in C2 and C3, not generation quality.

Two question types remain largely unsolved across all configurations. T4 (implicit pass)
reaches only 18.5% in C3 and T11 (multi-hop reasoning) reaches only 14.3% in both C2 and
C3. Both types share the same underlying gap, which is that the system retrieves well when
it knows what to look for but struggles when the answer requires reasoning about what is
missing or when the second query can only be formed after the first result is known. These are
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not retrieval problems that better scope constraint extraction or query translation can solve.
They are reasoning problems that the current approach cannot solve with better retrieval
alone

Latency grows from 15.6s in Baseline to 47.7s in C3. The absolute numbers reflect the
conditions of the organisation’s internal LLM API where hardware is shared and not directly
controllable, so they should not be treated as fixed costs. The relative differences between
configurations are however more reliable since all four ran under the same conditions, and
the trend of increasing latency at each ablation step reflects the actual cost of each added
component.

6.2 Future work

The limitations and open questions identified in the discussion point to several concrete di-
rections for future work.

T4 (implicit pass) and T11 (multi-hop reasoning) remain largely unsolved, as discussed in
Section[5.3} and represent a natural starting point for future work. T4 requires reasoning from
absence, which the current ReAct loop does not reliably handle. This study focused primarily
on retrieval improvements, and the prompts used for reasoning were written with minimal
tuning. Dedicated prompt engineering for absence reasoning, a specialised agent that always
retrieves the passing execution record as a second step when no failure record is found, or
fine-tuning the answer model on examples of correct T4 reasoning are all directions worth
exploring. T11 requires the agent to parse the result of a first retrieval and construct a tar-
geted second query from it. The same observation applies here, the reasoning prompts were
not specifically designed for dynamic query chaining, and targeted prompt engineering or a
specialised chaining mechanism that explicitly passes the first result as input to the second
query could improve this.

The current evaluation cannot fully distinguish between hallucination, retrieval failure,
and calibration failure per incorrect answer, as discussed in Section[5.5.1] Labelling each in-
correct answer along these three dimensions would give a clearer picture of where improve-
ment efforts should focus and whether the remaining errors are primarily a retrieval problem
or a reasoning problem.

This study only evaluates semantic RAG with dense embeddings, as discussed in Sec-
tion A comparison with the Text-to-SQL paradigm on the same benchmark would re-
veal which approach handles the different question types more effectively. Hybrid retrieval
combining dense embeddings with sparse keyword matching is another direction worth ex-
ploring, since exact column names and classification labels in the data could benefit from
keyword matching that embeddings sometimes miss.

All configurations use the same model family, Qwen3, and it is unknown whether the ab-
lation findings generalise to other model families, as discussed in Section[5.5.7] Testing with
different base models would reveal whether the ordering of configurations holds across mod-
els. Using smaller models for lightweight agents such as the intent classifier and the scope
constraint extractor could also reduce latency without affecting accuracy, and a dedicated en-
vironment with controlled hardware would give more reliable latency numbers as discussed
in Section[5.5.51

Finally, the benchmark was constructed from stakeholder input but the system was never
evaluated by real users on real tasks. A user study would reveal whether the accuracy levels
translate to practical usefulness and whether the latency is acceptable in a real workflow,
which is the most important measure of whether the system achieves its purpose.
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